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ABSTRACT 
The orchestral timpani are a key component in western 
classical music, although their weight, size, and fragility 
make their transportation very difficult. Current commer-
cial software synthesizers for the Orchestral Timpani are 
primarily sample-based and work with a MIDI keyboard, 
giving the user control over the note amplitude and pitch. 
This approach implements a virtual five-piece set of or-
chestral timpani, which is controlled using a pressure-
sensitive graphics tablet. A brief analysis of the mechan-
ics and playing techniques of the Timpani is presented, 
followed by their approximation by this model’s control 
scheme and sound engine. Thereon, the details of the 
model’s implementation are explained, and finally the 
results of the model are presented along with conclusions 
on the subject. 

1. INTRODUCTION 
The Timpani (also known as kettledrums) are a type of 
drum and, as such, belong to the musical family of per-
cussion instruments; they consist of a thin membrane or 
head stretched over a large bowl traditionally made of 
copper. Unlike most drums, the timpani are capable of 
producing a strong pitch sensation when struck, and can 
be tuned via a mechanism that adjusts the tension of the 
membrane over the bowl. The most commonly used type 
of timpani today is the pedal timpani, in which the player 
controls a pedal with his/her foot which either increases 
or decreases the tension of the membrane, thus altering 
the drum’s pitch. Older variations of timpani (e.g. the 
timpani used in the baroque period) are tuned by adjust-
ing the tuning bolts individually.  

Timpani are primarily used in sets of two or more, 
according to the music piece’s requirements and, of 
course, the number of timpani available (it is not unusual 
for percussionists to play with one less drum than the 
piece requires, due to limitations). The largest of the 
commonly used timpani sets consists of five timpani, 
each with a diameter of roughly 32, 29, 26, 23 and 20 
inches respectively. 

Following the advances in software synthesizers, 
several commercially available products included sam-

ple-based models for the Orchestral Timpani as part of a 
larger Virtual Instrument Suite (examples include Edi-
rol’s HQ-Orchestral, IK Multimedia’s Miroslav Phil-
harmonik and Eastwest/Quantum Leap’s Advanced Or-
chestra Set). These models, while useful for composers 
that wish to add to their compositions a few sporadic 
notes or pre-recorded timpani rolls (fast consecutive hits 
that create a rumbling sound), are designed to be con-
trolled by a MIDI keyboard and thus do not take advan-
tage of the instrument’s continuous pitch range nor its 
vibrational mode-dependent timbre. 

Our approach implements a real-time system that 
aims for two goals: to give the user control over every 
important factor that shapes the final sound of the instru-
ment, while keeping the control scheme as simple and 
intuitive to the user as possible. A third and equally im-
portant goal was for the system to be easily available to 
potential users without the need for advanced control 
interfaces or high-performance computer systems. 

The remainder of this paper is organized as follows: 
In Section 2, previous work on the subject is presented. 
Section 3 provides a brief overview of the instrument’s 
unique sound mechanics, as well as the specific tech-
niques employed by professional timpanists in order to 
achieve different sounds. Section 4 presents the design 
and architecture of our model. Section 5 contains the final 
model implementation details. Section 6 presents our 
results. Finally, Section 7 contains our conclusions as 
well as recommendations for future work. 

2. PREVIOUS WORK 
An important amount of research has gone into modeling 
the sound of percussion instruments and their abstrac-
tions (such as ideal membranes, plates etc.).  One of the 
most promising and mature fields is Physical Modeling 
[1], or the simulation of the sound generation mechanism 
for a particular instrument. The clear advantage of this 
approach is that, through Physical Modeling, most pa-
rameters that partake in the creation of the sound are 
adjustable, thus making meaningful interaction with the 
model very intuitive for the user.  

In this field, a very prominent approach is the use of 
the Digital Waveguide Mesh [2], in which a membrane is 
simulated by a set of one-dimensional digital waveguides, 
very much like a tennis racket’s strings simulate an elas-
tic membrane. Two-dimensional and three-dimensional 
realizations efficiently simulate membranes and acoustic 
spaces, while a significant improvement over this ap-
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proach is frequency warping [3] in an interpolated three-
dimensional mesh. Besides these cases, recent work on 
modeling rigid bars and plates [4] is also promising. An 
especially interesting combination of physical modeling 
for percussion instruments and multi-dimensional user 
input can be found in [5]. In this approach, a two-
dimensional force matrix is used to both excite and damp 
a waveguide mesh, attempting to simulate the expressive 
qualities of hand drumming. 

Another approach for two-dimensional membranes 
is presented in [6], making use of the so-called Func-
tional Transfer Methods [7] - utilizing an analytical form 
of the modal parameters for a multi-dimensional differen-
tial system such as a membrane. There are more ap-
proaches to physically modeling nonlinear circular mem-
branes [8], as well as two-membrane air coupling systems 
with strings such as a snare drum [9]. However, these 
approaches are relatively far from the specific physiology 
of the Timpani, and will not be discussed further. 

There exist two complete numerical models specifi-
cally targeting the Timpani [10,11], and experimental 
results are promising. In [11], the model delves into the 
complexities of the Timpani as a physical system with 
great detail, taking into account the motion of the mallet 
and its nonlinear interaction with the membrane, the 
transverse displacement of the membrane, and the sound 
pressure inside and outside the enclosed cavity of the 
resonator bowl. Unfortunately, the aforementioned com-
plexity of these models makes them unsuitable for a real-
time system. 

Finally, a very interesting and similar to this work 
project can be seen in [12], where a hardware sample-
based model attempts to simulate the sound and control 
scheme of the kettledrum. This project is based on a cus-
tom-created drum pad with piezoelectric transducers, and 
sends input data from an electric circuit board via the RS-
232 protocol to a PC where the audio output is calculated 
and played back. This project features a single kettle-
drum, one type of mallets, and uses an analog foot pedal 
to tune the drum. 

3. TIMPANI SOUND PROPERTIES AND 
PLAYING TECHNIQUES 

In order to provide a context for the subject at hand, key 
principles and terms related to the sound and playing 
conventions of the Timpani will be briefly presented. 
This is essential as this will be the base on which our 
model is designed. 
 

3.1 Sound properties of the Timpani 
 
As it was mentioned in the introduction, what distin-
guishes timpani from other drum-type instruments is the 
fact that they are able of producing a strong pitch sensa-
tion. The pitch is controlled using a tuning mechanism, 
and the tonal range of each drum is usually a perfect fifth 
(depending on the condition of the drum as well as its 
size). On certain types of Timpani, this range can be ex-
panded to a full octave. Since the pitch is altered in a con-

tinuous manner by simply modifying the tension of the 
membrane, the Timpani are capable of producing any 
possible pitch within their tonal range, including micro-
tonal intervals as well as “glissandi” or sliding notes. 

Another important factor that sets Timpani apart 
from drums with a smaller skin surface, is the fact that 
they are highly sensitive to the distance of each hit from 
the center. Since circular membranes are two-
dimensional, they can vibrate in many modes simultane-
ously and most of these modes are not harmonic; that is 
the frequencies of higher modes are not n*f0, n=1, 2, …, 
k (where f0 is the fundamental frequency and k the num-
ber of harmonics) as is the case with the harmonic series. 
Moreover, vibration in two dimensions means that there 
are two vibrational modes simultaneously and therefore 
two sets of nodal points; nodal circles and nodal diame-
ters [13]. 

 

 

Figure 1. Vibrational Modes of a circular membrane. 

When the (01) mode is excited, there are zero nodal 
diameters and one nodal circle on the boundaries of the 
membrane (see Fig.1). When the (11) mode is excited, 
there is one nodal diameter and one nodal circle, et cet-
era. However, not all of these modes produce a musically 
meaningful result; for this reason, there is a set of pre-
ferred modes [13], which timpanists and composers alike 
are very familiar with and exploit to achieve a different 
timbre that matches the musical occasion. 
 

3.2 Playing techniques & conventions 
 
As with most percussion instruments, the choice of mal-
lets in Timpani performances is very important. There are 
several types of mallets which vary on the hardness of the 
mallet head and the material it is made of, as well as the 
elasticity of the mallet’s shaft. Almost every musical 
piece instructs the player on the type of mallets to use, 
ranging from soft felt mallets, flannel mallets, harder 
mallets used also for marimbaphones, and mallets with 
wooden heads. Each type changes not only the attack of 
each note, but also the timbre that is produced. 

Most musical pieces written for/including timpani 
also demand that the timpanist tunes the drums as he/she 
plays. Almost all advanced pieces change the set’s tuning 
during the piece, and many require that the timpanist 
changes the tuning of a drum while it is still resonating. 



This sliding note technique is called glissando, and is 
commonly used in conjunction with timpani rolls. 

The concept of a drum roll is central to all percus-
sion instruments, and it consists of fast consecutive 
strikes on the drum’s surface that alternate between the 
player’s left and right hand. This is especially important 
for the timpani, as it creates a rumbling, drone-like sound 
which is pivotal all timpani pieces. 

Finally, a known technique in music for timpani is 
membrane damping. A timpanist often touches the mem-
brane in order to mute that drum; another technique is the 
use of mutes, which resemble small pillows and are 
placed on the membrane throughout the musical piece 
while the timpanist plays, in order to reduce the vibration 
and “dry out” the sound produced. 

4. DESIGN OF THE MODEL 
In order to satisfy the model’s requirements in terms of 
sound synthesis and user interaction scheme, these two 
attributes needed to take full advantage of each other. 
Therefore, in the following section we present our choice 
for the model’s sound engine and control scheme, as well 
as the final design of the system. 
 

4.1 Sound synthesis 
 
We considered two different approaches for the sound 
synthesis engine: Physical Modeling, and Sample-based 
synthesis. 

Judging by the quality of the existing physical and 
numerical models for timpani presented in section 2, our 
initial idea was to implement our model based on a 
physical modeling synthesis algorithm such as the digital 
waveguide mesh, coupled with a model for the drum’s 
resonator bowl. Considering recent advances in the field, 
it is easy to deduce that an extremely realistic physical 
model would produce the best results; on the other hand, 
physical models include numerous mathematical calcula-
tions which, in a three-dimensional system such as the 
kettledrum, would not only require significant processing 
power but also potentially introduce numerical errors in 
order to compute the output in real time. 

The second approach would be a sample-based 
model; such a system is implemented in the commercially 
available timpani models, and could be partially con-
nected to the pathologies shared by them. However, one 
cannot separate the interface from the virtual instrument: 
MIDI keyboards only allow for discretized pitch and note 
amplitude based on the velocity and number of the key 
pressed. Such a system is effective for instruments with 
keys (such as pianos or organs), or even some string and 
wind instruments. If an appropriate control interface pro-
vides more input dimensions, the manner in which sam-
ples are interpolated to produce the synthesized sound 
can produce very convincing results [1]. Moreover, sam-
ple-based synthesis is far less computationally intensive 
than a physical model, which is very important in a real-
time application. For these reasons, we decided to im-
plement a sample-based model, which is controlled by an 
appropriately multi-dimensional interface. 

4.2 Control scheme 

As described in section 3, the most important pa-
rameters that shape the sound of the Timpani are the hit 
coordinates, the type of mallets used, the tuning of each 
drum, the use of damping/mutes, and of course the 
strength of the hit. 

From the above parameters it is obvious that the in-
terface used to control our model must possess at least 
two important qualities; provide two-dimensional coordi-
nates for the position of the mallet’s strike, and be pres-
sure-sensitive. All other parameters (type of mallets, tun-
ing, and mutes) can be selected using the existing control-
lers in a computer, such as the mouse and/or keyboard. 

There are several interfaces that provide two-
dimensional, pressure sensitive input. However, one of 
our goals was to design a system that would be available 
to the majority of potential users; thus, we had to exclude 
expensive controllers such as the hit coordinate-sensitive 
Mandala drum pad [14] or touch screens, as well as cus-
tom-designed interfaces such as pads equipped with mul-
tiple piezoelectric transducers. 

Another alternative would be a webcam-based ap-
proach; unfortunately, ordinary webcams have a rela-
tively low frame rate, and are prone to errors caused by 
distractions within the capture area. 

As our system required a widely available but at the 
same time relatively precise interface, our choice was to 
use a digitizer tablet. Although tablets do not provide 
tactile feedback (such as the previous solutions), they are 
accessible due to their low starting price (~50 Euros), and 
provide high capture precision (albeit with a restricted 
surface area, especially for cheap models). Moreover, 
most digitizer tablets also feature scroll wheels and pro-
grammable buttons; these extra controls can be used to 
change the tuning of the timpani as well as the mallet 
type. 

 

4.3 The model 
 

Having decided to use a sample-based synthesis al-
gorithm, we needed to determine the number and nature 
of the samples that would comprise the soundbank for 
our model. 

4.3.1 Hit coordinates 
 

In timpani sheet music, there are predominantly four 
different written notes to signify the coordinate of the hit 
(see Fig. 2). 

 
Figure 2. Sheet notation for hit coordinates. 

 
From top to bottom and left to right, these symbols spec-
ify the hit position as normal (i.e. at ¾r from the drum’s 
center, where r equals the radius of the drum), staccato or 
close to the drum’s center, legato or close to the drum’s 
rim, and the final symbol signifies a hit either on the cen-



ter or on the rim of the drum’s head, further explained 
using footnotes on the sheet music. Thus, five different 
hit positions were recorded in the soundbank. 

4.3.2 Dynamics 
 

In order to have a dynamically varied model, it is 
not sufficient to play back the samples at different levels 
of amplitude. A kettledrum’s sound differs greatly when 
it is struck softly rather than strongly, as the harmonics 
and partials present in the attack and release parts of the 
note evolve differently. Therefore, it was pivotal to the 
model’s realistic nature that several dynamic levels were 
recorded. 

In classical music, dynamics range from ppp (pi-
anissisimo, very very soft) to fff (fortissisimo, very very 
loud). Of all those dynamic values, the most commonly 
met are pianissimo, piano, mezzo piano, mezzo forte, 
forte, and fortissimo. Dynamics outside this range (as 
well as the mezzo piano dynamic) are meaningful musi-
cally, but can be achieved by adjusting the level of a re-
corded sample since their distance from the next closest 
value is small. In our model, the samples were recorded 
in five different dynamic values (pp, p, mf, f, ff). 

4.3.3 Types of mallets 
 
There are many different types of mallets that can 

be used in order to create a unique sound. Often timpa-
nists freely choose the type of mallet to achieve a specific 
sound, even if it contradicts the piece’s instructions. 
Overall, timpani mallets fall into three categories: soft 
mallets, with heads typically made from wool or flannel; 
hard mallets	  with wooden heads wrapped in thick thread 
resembling those used for chromatic percussion such as 
the Marimba or the Vibraphone; and finally wooden mal-
lets, or mallets with wooden heads that are wrapped in 
leather. 

In order to control the size of the soundbank, the 
samples were recorded with three different pairs of mal-
lets, with each pair being the most commonly used in its 
category: soft wool mallets, Marimba mallets with 
thread-wrapped heads and bare wooden mallets. 

4.3.4 Tuning range 
 

Western music theory divides an octave in 12 inter-
vals, the chromatic scale. Of these 12 intervals, only 
eight fit in the tonal range of a typical kettledrum. How-
ever, to record all 8 notes would not only result in an ex-
ceedingly large soundbank, but would also deprive the 
model of the ability to slide between notes, achieving 
microtonal intervals and performing glissandi. Thus, an 
efficient real-time algorithm had to be created so that 
each drum could achieve any possible tuning between its 
lowest and highest possible note. 

The most obvious way to achieve such a result 
would be to simply pitch-shift a middle note, in order to 
emulate higher and lower pitches. However, it was evi-
dent early in out experiments that such a solution would 

neglect the difference between the harmonic series pre-
sent in two notes with different pitch (see Fig.3). 

 

 
 
Figure 3. A2 and E2 played on a 29’’ kettledrum. 
 
The most important segments of a Timpani note are 

respectively its attack and decay, as is the case with most 
instruments. Figure 4 shows the spectrogram of a C2 note 
played on a 29’’ kettledrum: 

 

 
 

Figure 4. C2 played on a 29’’ kettledrum. 
 
The difference between Figure 3 and Figure 4 is evident: 
to pitch-shift either of these notes in order to match the 
other would distort the original timbre of the note we are 
trying to get. Figure 5 shows the spectrograms of two 
different C2 notes, produced by pitch-shifting an A2 and 
an E2 respectively: 
 

 
 

Figure 5. A2 and E2 pitch-shifted to reach C2. 
 

It can be observed in Figure 5 that each shifted note has 
different similarities to the actual C2 note. Namely, the 
attack part of the pitched-down E2 note is a good ap-
proximation of the C2 note’s attack, whereas the decay 
part of the pitched-up A2 note matches with the decay of 
the natural C note. Of course, this can be observed better 
acoustically, but a common element that is present both 
acoustically and visually is that, while the pitched-down 
note provides a more precise representation of the har-
monics contained in the actual note, the pitched-up note 
retains a better approximation of the duration and time 
evolution of the original note (since the duration of the 



pitched-down E2 note is a mere 2.2 seconds, while the 
duration of the pitched-up A2 note is 6.2 seconds). 

Taking advantage of this knowledge, we imple-
mented a crossfading algorithm that gradually combines 
the two pitch-shifted notes to create the final note. This 
way, we managed to both restrict the size of our sound-
bank, and to achieve all possible tunings within each 
drum’s tonal range. 

Pseudocode for this crossfading algorithm can be 
seen in Figure 6. In essence, our engine utilizes two 
notes, each one at the boundary of the kettledrum’s tonal 
range; these notes are aptly named the high and low note, 
respectively. Using time-domain pitch shifting, the high 
note is shifted downwards and the low note is shifted 
upwards to match the desired pitch. 

 

 
 

Figure 6. Pseudocode for the crossfading algorithm. 
 

One must keep in mind that the pitched-down high 
note is significantly shorter in duration than the pitched-
up low note; the crossfading algorithm utilizes the attack 
of the high note and gradually makes the transition to the 
decay of the low note, thus emulating the duration of the 
desired note as well. 

Note that all calculations are done in a single-
sample basis, while the audio buffer is also ‘fed’ one 
sample at a time. With this technique, the user can mod-
ify the pitch of each drum in real time without any audi-
ble artifacts or abnormalities in the produced note. 

4.3.5 Damping 
 
It is very hard to simulate a damped note from an 

existing recording of a ‘normal’ note. Seeing as our 
soundbank was increasing in a rapid manner, we decided 
to omit the choice of damped notes or mutes for the time 
being. However, this is an important feature and methods 
to include it are currently under investigation. 

 
 

5. IMPLEMENTATION OF THE MODEL 
Our final Timpani model consists of a pressure-sensitive 
digitizer tablet as the surface for all five timpani, using 
the stylus as a mallet and the tablet’s scroll wheels as 
tuning cogs. The model’s soundbank consists of 750 re-
corded samples, that feature 5 dynamic values, 5 hit 
points, 3 mallet types, and 2 notes for each of the five 
different kettledrums.  

5.1 Sample acquisition 

All samples were recorded at a conservatorium, us-
ing a five-piece set of Adams symphonic timpani. In or-
der to control the exact dynamic and hit position for each 
sample, a simple mechanism was constructed (see Fig. 7); 
the mechanism consisted of an elastic length of metal 
suspended over the drum’s head, on which the mallet was 
attached. 

 
 

Figure 7. The mechanism created to control hit 
strength and position. 

Each sample was given a unique ID number, in or-
der to simplify the loading and management of samples. 
The ID was created with the following format: 
1000*[type of mallet] - 0 for soft, 1 for hard and 2 for 
wooden mallets; 100*[number of drum] – 0 for the 20’’ 
drum, 1 for the 23’’ drum etc; 10*[dynamic value] – 0 for 
pianissimo, 2 for piano etc; and finally, 1*[hit position] – 
0 for the center of the drum, 1 for staccato, and so on. For 
example, sample 2431 is a strike on the staccato position, 
with a mezzoforte dynamic value, on the 32-inch drum 
with hard mallets. 

5.2 Coding language & Audio processing API 

The two main programming languages considered 
for the project implementation were Java and C++. Due 
to limited tablet support in Linux-based systems and rela-
tively high latency in sample pre-mixing and event proc-
essing in Java, a Win-32 C++ implementation was cho-
sen. 

Our API of choice was the Synthesis Toolkit (STK) 
[15] in combination with RtAudio [16], due to its low-
level functionality, versatility, and low latency perform-
ance. Moreover, STK and RtAudio are cross-platform; 
this allows for future porting of this project in order to 
make it available in Linux- and OSX-based systems. 

5.3 Memory management 

Currently, every sample is loaded in the memory 
during the program’s startup; unfortunately, this way the 
application takes up to 1.100 megabytes of memory. 
However, it is a very easy task to modify the application 
so it only loads the samples needed for the mallet type 
chosen, thus reducing its memory footprint to 350 mega-
bytes of RAM. Since the project intended to give the 
player full control over the timpani set as a timpanist 
would have, it was deemed important that the user could 



switch between mallets without any delay or additional 
loading. 

5.4 User Interface 

Hit coordinates and strength are retrieved through 
the input provided by the tablet. For visualization pur-
poses, a printed sheet depicting the position of each drum 
is placed on the tablet, as seen in Figure 8.  

 
Figure 8. An example of the printed sheet used to visual-

ize the position & size of each kettledrum. 
 
A significant drawback of the control scheme is the 

fact that tablet drivers only allow for one stylus to be 
used. We bypassed this restriction by applying a simple 
solution; when the stylus hits the tablet, the first note is 
produced. For as long as the stylus stays pressed on the 
tablet, the x-axis direction in which it is moving is re-
corded; when the direction changes, a new note is pro-
duced. This way, the user can control the speed and dy-
namics of the timpani roll by ‘drawing’ smaller or wider 
circles on the tablet surface. 

The system uses the default Windows libraries for 
tablet devices that ships bundled with all tablet drivers, 
thus eliminating the need for specific libraries. In the 
event that a tablet does not have scrolling wheels, the 
mouse wheel can be used to tune the each kettledrum in 
real time. Finally, the selection of mallet type is available 
to the user through the application’s GUI. 

6. RESULTS 
6.1 Synthesis quality 

The spectrograms of three real and synthesized 
notes  can be seen in Figures 9-11. The synthesized notes 
were produced by the tuning algorithm presented in 4.3.4, 
using A2 and E2 as the low and high note respectively. 
As it can be seen, the overall structure and evolution of 
the harmonic series is faithful to the recorded notes; how-
ever, in cases such as the D2 note it can be seen that the 
higher harmonics are slightly enhanced. 

Figure 9. Comparison between a synthesized B2 note 
played on a 29’’ kettledrum, and the real note. 

 
Figure 10. Comparison between a synthesized C2 note 

played on a 29’’ kettledrum, and the real note. 

 
Figure 11. Comparison between a synthesized D2 note 

played on a 29’’ kettledrum, and the real note. 
 
An audiovisual demonstration of the model will soon be 
publically available on the Internet for evaluation pur-
poses, on the address provided in [17]. 

6.2 Audio Latency 

The real-time response of the model yields an audio 
latency of 25 milliseconds when tested with a bulk Real-
tek on-board audio card using the DirectSound audio 
driver. For an external audio card using an ASIO driver, 
audio latency is below 12 milliseconds. 

7. CONCLUSIONS & FUTURE WORK 
In this paper, we presented a working system that imple-
ments a real-time model of the Orchestral Timpani, con-
trolled by a digitizer tablet. The user has control over 
almost every parameter that defines and shapes the sound 
of the instrument, and these parameters can be modified 
and adjusted in real time. Our results demonstrate that we 
successfully emulate the sound of the Orchestral Tim-
pani, while achieving low latency. 

On the other hand, there are certain drawbacks to 
our approach, the first of which is its rather high memory 
demands. A compromise would be to only keep the sam-
ples for one type of mallets loaded in the memory, impos-
ing a brief loading time when the user chooses another 
type of mallets. However, a more efficient memory man-
agement scheme could be utilized in order to constantly 
maintain all samples loaded in the memory. 

Another drawback is the fact that tablets only allow 
for one stylus to be used. This has its toll on the interac-
tion scheme, as the instrument was designed to work with 
two mallets. Moreover, tablets do not provide tactile 
feedback of any kind, a characteristic which is inextrica-
bly linked with the process of playing percussion instru-
ments; to this end, multi-touch input interfaces that pro-
vide tactile feedback to the user must be investigated in 
the future. 



Finally, the model used in this project applies to 
many percussion instruments sensitive to different hit 
coordinates & hit strengths such as cymbals, bass drums, 
and gongs. If a new soundbank was recorded to feature 
such instruments, almost all algorithms and methods cre-
ated for this project could easily be modified to include 
such instruments. 
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