Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

Welcome from the ICMA committee
Dear 2014 ICMC and SMC Delegates,
It gives me great pleasure to welcome you to the 11th Sound & Music Computing / 40th
International Computer Music Conference in Athens, Greece. It is the first joint
SMC/ICMC conference, and I am delighted to see our two organizations come together
for a week of intellectual exchange and musical congress.
The ICMA has strived to encourage the international diversity of the conference, and is
very pleased to have been recently hosted by institutions in Perth, Huddersfeld, New
York, Singapore, Belfast and Ljubljana (among others). Because of this international
focus, I am particularly pleased to see the large number of pieces and papers from our
Asian delegates this year.
This year we return to Greece, an ideal place to reflect on the history of - and our relation
to - music, sound, philosophy, and technology. Of course, there is a focus on our host
country, and this year we look forward to hearing a great number of pieces from the
vibrant Greek electro-acoustic community, as well as many academic presentations
from our Greek colleagues.
I wish to thank the organizers of this conference for their tireless work organizing this
week’s events, for reviewing the very large number of submissions, and for giving us the
privilege of gathering in such an historic and beautiful location. In particular I would like
to thank Anastasia Georgaki, Kostas Mochos and Georgios Kouroupetroglou for their
dedication to this conference (and for putting up with the constant emails from the
ICMA...)
Welcome to the 2014 ICMC/SMC conference!
Tom Erbe
President, ICMA
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Welcome from the SMC Committee
Dear ICMC/SMC Delegates,
The event held this year in Athens is remarkable in many ways. It will likely be the largest
computer music conference organised so far. It joins the old, long-standing ICMC
conference and the new, young SMC conference in a unique event, gathering a large
international community.
It takes place where the roots of many civilisations are deeply anchored, where music
has been considered as a science, raised above other artistic and scientific disciplines,
even above philosophy, this "love of wisdom" that will cast its lights on the conference.
Organizing such an event is a real challenge and I'd like to address my warmest
congratulations to the organizing team but especially to Anastasia Georgaki, whose style
successfully merges technology and humanity.
Welcome to the 2014 ICMC and SMC. No doubt that this conference will be memorable
in many ways.
Sincerely,

Dominique Fober
On behalf of the SMC Steering Committee
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Welcome from the Organising Committe
On behalf of the the organizing committee, we welcome you to the Joint Conference
ICMC14|SMC14 in Athens, a city whose cultural roots, reach deeply into the
remembrance (anámnêsis) of the origins of Music (Mousikē) and Philosophy. This
conference is organized by the University of Athens (Music Department and Department
of Informatics and telecommunications), the Institute for Research in Music and
Acoustics (IEMA) and the Onassis Cultural foundation and brings together the two main
events in the field for the first time: the 40th International Computer music Conference
and the 11th Sound and Music Computing Conference. Both of these have been
previously held in Greece at different times and places (the 23 d ICMC in Thessaloniki in
1997 and the 4th SMC in Lefkada in 2007).
In 2014 they meet in Athens under the theme “music technology meets philosophy: from
digital ethos to virtual ethos” to form the largest conference ever held on Computer
Music and Sound and Music Computing. The main objective of this event is to explore
on the one hand the notion of digital echos (sound) through different approaches of
computer music and interactive music systems, and on the other hand that of virtual
ethos, namely the impact of technology on composition, performance, musicology and
education. It is hoped that this will open new avenues for Computer Music and Sound
and Music Computing enabling it to reach out to society and provide wider and more
direct access to knowledge, creative learning and cultural heritage.
To celebrate this joint event, we have invited five keynote speakers/composers which
count among the most influential pioneers and creators in Computer Music and Music
Computing: Jean-Claude Risset, John Chowing, Curtis Roads, Peter Nelson, and Gerard
Assayag. Their role in redefining Computer Music and Sound and Music Computing
through a critical approach is crucial for this conference.
We have also invited established composers and researchers to present talks and pieces:
Cort Lippe, Clarence Barlow, Agostino Di Scipio, Georgia Spyropoulos, Alan Marsden,
Makis Solomos and George Tzanetakis.
In order to underline the main theme of the conference, special sessions and additional
oral session have been organized which deal with critical domains of the impact of
technology on music creativity and performance, the aesthetics and ethics of computer
music. At the same time, we tried to remain faithful to the heritage and format of the
two conferences which form parts of this event:
Part of the tradition of the SMC conference are the summer school and “poster craze”
sessions. This year’s summer school topic is Computational Musicology.
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A characteristic trait of ICMC is the large number of concerts of various genres of
computer music (acousmatic, interactive, algorithmic, new media) and also of sound or
audiovisual installations displayed in various venues.
In addition to the above, this year’s Joint Conference includes a considerable number of
workshops and demos which offer participants the opportunity to exchange ideas and
to experience innovative researches and projects.
Prompted by the main theme of this year’s conference, we were motivated to select
locations representative both of Athens’ past and of its present as venues for satellite
events and installations. Thus, you will be able to visit several museums, archaeological
sites, galleries and other characteristic locations within the framework of the conference.
The “Electroclub” late night concerts which will be held in the historical Stockmarket
building at the very center of Athens will open the computer music community to the
broader public of Athens.
We would like thank all members of the scientific and music committee, the additional
paper reviewers, as well the assistants and student volunteers who have dedicated
precious time and efforts for the organization of this event. Furthermore, we would like
to thank the ICMA Board and the SMC Steering Committee for their support. We express
our deep gratitude for their time and dedication.
We hope that your stay in Athens and will be both enjoyable and culturally enriching
and recommend that you take some time to discover the museums, the archeological
sites, the cultural history and current diversity of Athens.

Anastasia Georgaki, University of Athens (chair)
Georgios Kouroupetroglou, University of Athens (paper chair)
Kostas Moschos, IEMA (music chair)
Iannis Zannos, Ionian University (installation chair)
Christos Karras, Onassis Cultural foundation (concert chair)
Christina Anagnostopoulou, University of Athens (summer school chair)
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Forward
This two-volume book contains the proceedings of the Joint Conference ICMC14|SMC|2014
(http://icmc14-smc14.net) the 40th International Computer Music Conference and the 11th
Sound and Music Computing conference, held in Athens, Greece, from 14 to 19 September 2014
and organized by the National and Kapodistrian University of Athens (Music Department and
Department of Informatics & Telecommunications), and co-organized by the Onassis Cultural
Foundation and the Institute for Research in Music and Acoustics.
ICMC14|SMC|2014 received 383 submissions from 35 countries in all continents. Each
submission was reviewed by two or three members of the Scientific Program Committee
consisted by 50 internationally recognized experts, assisted by the International Review Panel
of additional 145 experts. Part B of the proceedings include the 120 papers accepted for oral
presentation (acceptance ratio 31%) and the 153 papers accepted as poster papers (acceptance
ratio 40%).
Firstly, I must thank the authors, whose research and development efforts are recorded here.
Secondly, I thank the members of the scientific program committee and the additional paper
reviewers for their diligence and expert reviewing. Last but not least, I thank the keynote
speakers as well as the invited speakers for their invaluable contribution and for taking the time
to synthesize and deliver their talks.

September 2014
Georgios Kouroupetroglou, University of Athens
Scientific Program Chair
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Best Paper Award
We are pleased to announce that the Best Paper Award of the ICMC|SMC|2014 goes to:

Spatial Transformations in Simplicial Chord Spaces
Louis Bigo1 Daniele Ghisi2 Antoine Spicher3 Moreno Andreatta4
1 University of the Basque Country UPV/EHU, Spain
2 IRCAM, France
3 Universite ́ Paris-Est LACL, France
4 UPMC IRCAM – CNRS, France

The paper was selected from many outstanding submissions by the Best Paper Award review
panel:

Margaret Schedel, Sony Brook University, USA (chair)
Richard Dudas, Hanyang University, Korea
Rebecca Fiebrink, Goldsmiths University of London, United Kingdom
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into significant symbolic units ; machine learning [12]

ABSTRACT
Creative Symbolic Interaction brings together the advantages from the worlds of interactive real-time com-puting
and intelligent, content-level analysis and proc-essing, in
order
to
enhance
and
humanize
man-machine
communication. Performers improvising along with Symbolic
Interaction systems experiment a unique ar-tistic situation
where they interact with musical (and possibly multi-modal)
agents which develop themselves in their own ways while
keeping in style. Symbolic in-teraction aims at defining a
new artificial creativity paradigm in computer music, and
extends to other fields as well : The idea to bring together
composition and improvisation through modeling cognitive
structures and processes is a general idea that makes
sense in many artistic and non-artistic domains.

1. INTRODUCTION
Until recently, in the field of musical interaction with
machines, engineers and researchers have been concerned by fast computer computation and reaction — a
logical concern considering available machine speeds and
complexity of tasks. However, instantaneous re-sponse is
not always the way a musician reacts in a real performance
situation. Although decisions are being carried out at a
precise time, the decision process relies on evaluation of
past history, analysis of incoming events and anticipation
strategies. Therefore, not only can it take some time to
come to a decision, but part of this decision can also be to
postpone action to a later time. This process involves time
and memory at differ-ent scales, just as music composition
does, and cannot be fully apprehended just by conventional
signal and event processing. A symbolic level has to be
involved as well.
In order to foster realistic and artistically interesting
behaviors of digital interactive systems, and communi-cate
with them in a humanized way, we wish to com-bine several
means : machine listening [21] — extract-ing high level
features from the signal and turning them
Copyright: © 2014 Gérard Assayag et al. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction in
any medium, provided the original author and source are credited.
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— discovering and assimilating on the fly intelligent
schemes by listening to actual performers ; stylistic
simulation [2] — elaborating a consistent model of style ;
symbolic music representation — formalized representations connecting to organized musical thinking [5],
analysis and composition. These tools cooperate in ef-fect
to define a multi-level memory model underlying a discovery
and learning process that contributes to the emergence of a
creative musical agent.
In the Music Representation Team at Ircam, after
OpenMusic, a standard for computer assisted composi-tion,
we have designed OMax [1, 4, 13], an interactive machine
improvisation environment which explores this new
interaction schemes. It creates a cooperation be-tween
heterogeneous components specialized in real-time audio
signal processing, high level music represen-tations and
formal knowledge structures. This environ-ment learns and
plays on the fly in live setups and is used in many artistic
and musical performances. OMax exemplifies several trends
of current research on interac-tive creative agents capable
of adequacy and relevance by connecting instant contextual
listening to corpus based knowledge, along with longer term
investigation and decision processes allowing to refer to
larger-scale structures and scenarios. We call this scheme
Symbolic Interaction.
Creative Symbolic Interaction brings together the advantages one can get from the worlds of interactive real-time
computing and intelligent, content-level analysis and
processing, in order to enhance and humanize manmachine communication. Performers improvising along with
Symbolic Interaction systems experiment a unique artistic
situation where they interact with a musical (and possibly
visual) agent which develops itself in its own ways while
keeping in style with the user. It aims at defining a new
artificial creativity paradigm in computer music, and extends
to other fields as well : The idea to bring together
composition and improvisation through modeling cognitive
structures and processes [15] is a general idea that makes
sense in many artistic and non-artistic domains. It is a
decision-making paradigm where a strategy makes its way
by weaving decisions step after step, either by relating to an
overall structural determin-ism, or by jumping in an
"improvised" way and generat-ing a surprise. This kind of
"improvisation" strategy is observed in the living world, and
might be one aspect of intelligence as a way to cope
effectively with the un-
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known, thus it may serve as a productive model for
arti-ficial music creativity.

2. GENERAL CONTEXT
Improvised interaction between humans and digital agents
is a recent field of studies in the context of artifi-cial
creativity, which convenes several active research issues:
interactive learning, which models are built at the very time
of interaction, and the expression of which inflect the very
conditions of this interaction ; artificial perception, based on
this interaction ; modeling of social and expressive
interaction between human agents and / or digital ones, in
its anthropological, social, linguistic, and IT dimensions.
This type of interaction involves the perception / ac-tion
loop and engages the learning process in a renewed design
where an agent learns in particular from the reac-tions of
other agents to its own creative productions.

Research on human and artificial creativity in sound
and music raises a lot of interest worldwide and has
been developing seriously these last years with many
technical progresses in artificial listening, epistemic
modeling, artificial intelligence, machine learning, signal and physical models and representations.
Creativity in general is supported at European level
by one of its Objective called “Technology and
scientific foundations in the field of creativity” in its
actions “Intelligent com-putational environments and
stimulating human creativ-ity and Enhancing
Progress towards formal understand-ing of creativity”.

3. IMPROVISED INTERACTION
To confront the problem of improvised interaction understood as a powerful driver for creativity and
situated at the heart of all human activities constitutes
one of today’s central challenges in digital intelligence
in sound and music computing. We envision it in the
realm of interactions between physical, digital and
human worlds, in a music information dynamics setup
where we wish to integrate artificial listening, learning
of mu-sical behaviors, temporal modeling of musical
structures and dynamical creative interaction in an
architecture for effective experimentation in real time.
Possible applications will be available in varied flavors on-line and off-line. They are likely to change the
situation in the artistic relationship between human
and artificial agents. Off-line listening to and learning
from large music databases will feed generative
systems for composition and performance and ease
the addition of creative functionalities to software for
multi-media pro-duction and post-production, digital
games and cinema, access to audiovisual heritage.
Integrating listening and learning in the very process
of artistic interaction makes it possible to program
software agents with the skills to react in real-time to
human performance in man-machine improvisation
setups, in multimedia installa-tions, in electro-acoustic
composition, in the creation of new “variable” formats
for music production and distri-bution.
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Architectures integrating concurrent agents and logical
constraints [17] capturing the idea of scenario provide
opportunities for powerful generativity in situations ranging
from popular music to digital games, web appli-cations,
generative cinema, by providing a control layer for the
interactive generation of new temporal sequences through
the progression of the game, the incarnation and the
evolution of a character, the behavior of the user.

In this sense, symbolic interaction will disrupt the
no-tion of public access to recorded music, with
potentially major impact on cultural heritage and
industries, shifting more and more the public from
passive to genuine par-ticipation.

4. DYNAMICS OF INTERACTION
4.1 Creative Digital Agents
Our dynamics of creative improvised interaction focuses on
the creation, adaptation and implementation of effec-tive
and efficient models of artificial listening, learning,
interaction and automatic creation of musical content in
order to allow the formation of digital music agents that
succeed in being autonomous, creative, able to display
artistically credible manners in various artistic and educational human setups such as live performance and
teaching. These agents mayalso help constitute the perceptual and communicative skills of embedded artificial
intelligence systems.
The aim is to evolve self-creative agents by the proc-ess
of interactive learning from direct exposure to hu-man
improvisers, thus creating a retro-action loop (sty-listic
reinjection) through the simultaneous exposure of humans
to the “improvised” productions of the digital agents
themselves. This involves a complex dynamics of time and
space evolving human / digital communication.

Figure 1. Stylistic Reinjection Paradigm

4.2 Offline Learning
Even in the case of real-time performance, an offline
learning process based on vast musical corpora can be
anticipated so as to stylistically "color" digital individu-alities
or position the experience within a particular genre
(classical, jazz, traditional, electro etc.)
In addition to applying these digital skills to live mu-sic
situations where digital and human agents interplay,
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the game can be extended to innovative applications
such as interaction of users of all sorts with audiovisual heritage archives which would be dynamically
resur-rected within a creative or educational
framework, thus extending the improvisation
paradigm to new narrative and immersive forms in a
step unseen yet. We are cur-rently building a project
in this direction with EPFL University in Lausanne
around the Montreux Festival Archives recently listed
by Unesco as part of the World Cultural Heritage.

4.3 Collectivities of Agents
The idea is to create both an artificial expertise of musical practice ("machine musicianship") by this kind of
interaction and a rich experience of instantaneous hu-man –
digital communication likely to provide an aes-thetic
satisfaction to the user, to broaden its sound and music
production means, to "talk" with him by imitation or
contradiction, and, in general, to stimulate and boost the
musical experience individually and collectively. This
human-agent interaction will be in effect extended to
complex configuration involving potentially a great number
of agents — human and artificial — learning and evolving
from each other. As the experience will take form,
autonomous digital music personalities, able to intervene
credibly in complex situations of interaction with humans
and other agents, will emerge.

Figure 2. OMax Galaxy

The OMax galaxy connects with active or starting
pro-jects in several of these labs with studies in
knowledge models and decision-making strategies for
synchronous and asynchronous agents caught in
collective creative action, elicitation of augmented
listening by the use of prior knowledge, co-adaptation
of perception and action in an interactive learning
environment, integration of multi-dimensional and
multi-scale aspects of musical structures.

5. SYMBOLIC INTERACTION

An artificial entity in a creative audio-musical
context subsumes itself as a collection of elementary
contribu-tory and competitive components, capable of
interactive learning, implementing the artificial
listening tasks, the discovery of short and long-term
temporal structures, the modeling of style, the
generation of symbolic se-quences, the real-time
audio management, and the visu-alization and
human-machine interface functions as well.

From there on, we wish to move in the direction of a
more powerful and versatile instantiation of symbolic
interaction. A series of projects involving several PhD
and post-doc works and several national and international collaboration have been initiated, in order to
stimulate theoretical advances and development of
ex-perimental environments in a number of directions.

4.4 The OMax Galaxy

It is thus necessary to be able to empower digital agents
with the ability to analyze complex auditory scenes in real
time and to extract musical structure from them by
discovering time and space regularities [18] and exploit-ing
available prior knowledge possibly through an “in-formed

A great part of these capacities are already available in
the OMax environment, which has already been used in a
number of public performances throughout the world and is
established as a well known reference in the realm of
improvised machine musicianship [5, 6]. Sev-eral
extensions of the OMax paradigm are currently un-der
research or starting in the author’s team (Music Representation) at Ircam as well as in partner labs at UCSD,
EHESS, Inria, UBO, and CNMAT Berkeley. These researches include musical information dynamics [11, 16],
formal automata [10], probabilistic approaches [8], cognitive modeling of memory, accompaniment systems,
scenario based improvisation, multi-agent interaction
dynamics, temporal adaptation of interaction, digital
intelligence and artificial creativity.
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5.1 Perceptual Skills

musical decomposition” paradigm [19], taking advantage of
scores, annotations, or inferring partial information from
learning beforehand stylistically com-patible corpora.

5.2 Learning Skills
Interactive learning of musical structures stems from data
provided by the sequential process of listening, learning
symbolic models that capture high-level multi-dimensional
and multi-scale musical structures emerg-ing in a context of
musical performance and improvisa-tion. Many formal
models may compete and even coop-erate for that purpose.
The Factor Oracle model [3, 9] coming from the automata
and formal languages re-search field has been massively
used in OMax and its derivative with great achievements.
Hidden Markov Models, Temporal Grammar Rules
Induction, Deep Be-
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lief Networks, Concurrent Constraint Calculus, Spatial and
Epistemic CCP, Multi-objective Time Series model-ing
among others can be explored as well for that pur-pose.
Researches at Inria have shown the power of Bay-esian
modeling [20] in the case of data sparsity and a new
collaboration project will allow the evaluation of integrating
sequential formal modeling with probabilis-tic methods in
the case of complex musical discourses when one lacks
training data, trying to combine this way computational
efficiency and robustness of learning.

5.3 Interaction Logic
In this perceptual and knowledge framework, impro-vised
interaction logic allows a rich and creative ex-change
between human and artificial agents and asks questions on
the temporal and spatial collective adapta-tion of interaction
at multiple scales. This adaptation takes advantage of the
artificial perceptual and cogni-tive environment in order to
articulate a proactive con-trol of collective improvised
interaction, addressing such issues as internal structure of
the agents, memory mod-els, knowledge and control
capabilities. There is a need to go beyond the conventional
static and predetermined approaches and be able to adapt
in real-time the models, representations and learning
methods of interaction, taking into account different
temporal scales and collec-tive dynamics [7], engaging
attention, comprehension and decision skills. It will be
possible in this way to construct intelligent multi-agent
systems well equipped for dealing credibly with more
complex musical situa-tions involving a variety of styles.

5.4 Scenario Models
An artificial improvising musical agent may have in certain
cases a planned strategy or a scenario. It has to improvise
in an explicit harmonic and rhythmic context by exploiting a
priori information that is structuring on one hand the training
corpus and on the other the current context of improvisation
providing they are labeled by a common symbolic
vocabulary, e.g. harmonic, textural, or timbral descriptors
[14]. The improvisation process guided by a control
sequence can be described as the relationship between an
external plan and a structured and annotated memory from
which it dynamically re-constitutes musical sequences to
create new improvisa-tions, compatible in their temporal
organization and their different dimensions (harmonic,
rhythmic) with the plan. As an example, the plan can be a
harmonic grid, and the memory a formal model learned from
realiza-tions of this grid and/or others one as well. The Improvisation will follow the grid while deploying and
combining musical material coming from a number of
sources. The ImproTek [14] flavor of OMax developed in
collaboration between EHESS and the Music Representation Team at Ircam can already, to a certain extent,
simulate such a planned improvisation situation.
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5.5 Flow Models
However, an improvising agent may act freely with no
information on the future as in the previous case. When
there is no known scenario, the generative process can
nevertheless be oriented causally by an input stream,
typically produced by a human musician or by an other
digital intelligence, themselves improvising freely or with a
defined strategy. The process maintains in that case a
"floating synchronization" between the data ac-quired in
real-time by listening to the input stream and a structured
and annotated memory from which it dy-namically
reconstructs musical sequences coherent and locally
compatible with the input stream for certain mu-sical
dimensions. A simple example of such an interac-tion is the
automatic accompaniment of a melodic im-provisation,
another one is the generation of solos on an improvised
series of chord ; in the general case, an arbi-trary number of
agents trained on different corpus will be able to coimprovise by listening to each other and adapting flexibly to
each other with regards to pitch, rhythm, harmony, or texture
and timbre, as would hu-man experts do. The SoMax flavor
of OMax developed in the Music Representation Team at
Ircam can already, to a certain extent, simulate such an
adaptive behavior linked to an input flow.

Scenario models and flow models can be combined
to simultaneously take advantage of the ability of the
first to manage improvisation plans and of the second
to flexibly adapt to the contingencies of listening and
in-teraction, taking into account the formal
organization of music as it is learned and modeled
into a structured an-notated memory.

5.6 Temporal Adaptation
An adaptive and proactive system of improvised interac-tion
takes into account different temporal scales and collective
dynamics. This means recognizing and adapt-ing short-term
phenomena (reaction, synchronization) as well as long-term
phenomena (the emergence of vo-cabulary and higher level
forms) and involves updating multi-scale hierarchical
representations
of
interaction
(engaging
cognitive
representations, or mental states). The formalization of a
consistent and versatile scheme of interaction to address
these areas is challenging and requires the development of
a global approach in order to reach “expressiveness” and
“style”.

5.7 Memory, Knowledge, Control
A creative artificial agent capable of listening, learning and
performing improvised musical interaction with humans and
other artificial agents must have a minimal "cognitive"
structure allowing him to succeed in a com-plex environment
which incorporates its own produc-tions, thus involving
reflexivity on its own behavior and state. One has to identify
the representations and proc-esses best suited to model this
internal structure and its activation by external stimuli.

-4-
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It may consist in a memory and a knowledge network
operated at different time scales (echoic memory, long term
memory) and at different activation and control levels,
whether they be implicit (procedural or reflex) or explicit
(episodic or semantic memory). Coupled struc-tures of
memory and control currently implemented as a Factor
Oracle, should be extended to sophisticated topo-logical
devices, possibly using SOM (self organizing maps). These
would contribute to the formation of a semantic memory
through the automatic organization of a topology of musical
objects. It would contribute as well to the constitution of
reflexive processes simulating awareness (curiosity
triggered by a stimulus), attention (listening or not other
agents), motivation (wanting to learn or not) and initiative
(decision to play or not) in relation to computational models
of self and intentional-ity (self-model theory).

[5] Assayag, G., Bloch, G., Dubnov, S., Cont, A.,
“Interaction with Machine Improvisation”, in The
Structure of Style, Springer Verlag, K. Burns, S.
Argamon, S. Dubnov (Eds), pp. 219-246, 2010

[6] T. Blackwell, O. Bown & M. Young. “Live
Algorithms: Towards Autonomous Computer
Improvisers”. In J. McCormack & M. d’Inverno,
eds, Computers and Creativity, Springer Berlin
Heidelberg, 2012, pp. 147–174.
[7] Canonne, C., Garnier, N., “A Model for
Collective Free Improvisation”, Proc. MCM’03,
Springer, Paris, France, 2011.
[8]

Conklin, D. “Music Generation from Statistical Models”,
Proc. of the AISB 2003 Symposium on Artificial
Intelligence and Creativity in the Arts and Sciences,
Aberystwyth, Wales, 2003, pp. 30-35

6. CONCLUSIONS
Creative Symbolic Interaction has emerged as an
ex-tremely productive combination of machine
listening, machine Learning and Music structure
modeling, in the framework of adaptive interaction
dynamics. It is rich of promises for Improvised
Machine Musicianship (to quote Robert Rowe’s
famous book Machine Musician-ship) and in
general for digital intelligence and creativ-ity.
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Mathews’ Diagram and Euclid’s Line
—Fifty Years Ago—
John Chowning
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Shannon’s paper is the first reference in Max
Mathews’ famous 1963 article “The Digital Computer as
a Musical Instrument” [3], because the sampling theorem
is the foundation on which Mathews based much of his
early work. His research included speech, hearing and
computer music where the loudspeaker is the ultimate
sound source. Mathew’s diagrammatic representation of
the sampling theorem opened the door to my understanding of what was otherwise incomprehensible because of
my own “nothing-but-music” background.
Euclid’s line, to which I refer in the title, is its division
into extreme and mean ratio now commonly known as
the Golden ratio. This ratio became of interest to me after composing Turenas (1972), in which I made extensive
use of both harmonic and inharmonic spectra. I looked
for other irrational numbers to produce inharmonic spectra and found that the Golden ratio had particularly interesting properties in this application.

ABSTRACT
Making the science and technology of computer music
comprehensible to musicians and composers who had
little or no background therein was a part of Max
Mathews’ genius. In this presentation I will show how a
simple diagram led to the essential understanding of
Claude Shannon’s sampling theorem, which in turn
opened up a conceptual path to composing music for
loudspeakers that had nothing to do with wires, cables
and electronic devices, but led to learning how to program a computer—to write code. The change from device-determined output (analog) to program-determined
output (digital) was a major change in paradigm that led
to my realization of an integral sound spatialization system that would have been impossible for me to achieve in
any other medium. Along the way, the discovery of FM
Synthesis provided not only a means of creating diverse
spectra but coupled with a ratio from Euclid’s Elements
produced an unusual and productive connection between
spectral space and pitch space and a path that leads …?

2. MATHEWS’ DIAGRAM
My interest in music composed for loudspeakers
stemmed from a few musical experiences that had a profound effect on the way I thought about music. From
1959 until 1962 I studied in Paris where contemporary
music was notably present. Some concerts included electroacoustic music— the Domaine Musicale concerts at
the Théâtre de l'Odéon and the Groupe de recherches
musicales (GRM) presented concerts at the French Radio
that were exclusively electroacoustic. Some of the music,
composed for 4-channels was, quite literally, head turning. From my youth I had a fascination with cavernous
spaces and echoes, their disorienting effect on otherwise
familiar sounds and the spatial aspect of this music provoked a desire to compose for loudspeakers—imagined
sounds in imagined spaces.

1. INTRODUCTION
Claude Shannon’s 1948 paper, “A Mathematical Theory
of Communication” [1] is the hard-edged theory that underlies the flow of information in today’s complex digital
world of computers, large and small, tablets, mobile
phones, pads and pods—capable of “sensing” sound, image, touch, location —all complex machines, the complete understanding of which is beyond the capacity to
know of any single human being. It is a summation of
Shannon’s own work and that of his colleagues and predecessors. The timing was propitious as the first storedprogram computers were just being developed. The paper
includes the first use of the word bits.1 And theorem 13,
the sampling theorem, is critical to the connection between continuous and discrete signals. In his article, “The
origins of the sampling theorem,” H.D. Luke traces the
Copyright: © 2014 Curtis Roads. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.

rich history of the sampling theorem that extends back to
1848 [2].
Figure 1. This is Mathews’ schematic diagram of the
sampling process from 1963 [3], at which time electroacoustic music was exclusively in the analog domain.

“If the base 2 is used the resulting units may be called binary digits, or
more briefly bits, a word suggested by J. W. Tukey” [1].
1
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But, I was well aware that the stringent technical requirements, knowledge and means to create music for
loudspeakers in the 1960s were accessible to very few
composers.
In 1964, because of a bit of serendipity, I was given
Mathew’s article. It was the first diagram, which caught
my attention, see Figure 1. It presented a comprehensible
face of the sampling theorem, which for me, and perhaps
others, was suggestive and inspiring—even poetic in that
it showed a path to electroacoustic music that bypassed
what for me was technological clutter, a path that would
allow the composition of “any perceivable sound” [3]
bringing musical creation to the edge of my imagination.
2.1 Sampling’s Simplicity
Immediately striking in the diagram is that there are but
three devices and a computer, none of which have
changed over time in their functional relationship, but all
of which have changed over time in their cost, quality
and precision—for the better!
Now, dear reader, imagine a 29 year old graduate student composer, fifteen years from his last math class,
never having seen a computer, but with vivid imaginings,
however vague and inchoate, of composing music in
space. Imagine further, the conceptual breakthrough
when with images in mind of electroacoustic music studios—filled with electronic equipment, cables, wires,
multiple microphones, spinning loudspeakers and sternlooking engineers in white coats—I understood the
implications of Mathew’s Figure 1.

Figure 2. Finding a graphic solution: the distance, azimuth
and velocity cues of a moving sound are captured by plotting points along the trajectory at a constant interval of
time. Doppler shift is derived from the radial velocity. I
used the Cartesian quadrants for naming the channels.

promise of sounds swirling and swooping from everywhere, see Figure 2.
Completing the quad spatial system was a very important moment in my personal history and in the direction that the Computer Music Project—and eventually
CCRMA—would take, for several reasons:
 While computers were not yet powerful
enough to synthesize and process sound in real-time—hands-on and favoring immediate response—they would be some day (as we
know very well with today’s technology).
 Computer synthesis provided the composer direct control of the material of music, as a
painter has with paint and canvas, allowing
the accomplishment of two very different but
complementary processes — joining the structure of the sound itself to the structure of musical form.
 I realized that those having motivation and
perseverance, but no special competence in
building electronic devices, were presented
with a means to engage in a medium, and at a
high level of abstraction, that was a defining
musical advance in the 20th century—music
composed for loudspeakers.
The discovery of FM Synthesis in 1967 was the result
of searching for lively sounds that had some internal dynamism that made them easy to localize. Over the next
few years I developed FM synthesis with Jean-Claude
Risset’s analysis-based synthesis of trumpet tones [5],
providing a key insight. 3

2.2 The Soft Complexity Behind the Samples
Already familiar with complex symbols as representation
of sound, musicians seemed to be undaunted by learning
to program a computer to do the same. Having read
Mathew’s article early in 1964 and the comprehensive
article by James Tenney, “Sound-generation by means of
a digital computer” [4], in April, I took a new course offered at Stanford University “Computer Programming for
Non-Engineers.” With the confidence that I could program a computer, I set about to learn acoustics and psychoacoustics, the latter highlighted in Mathew’s article as
an area of special importance to music perception.
Tutored by an undergraduate math major, tuba player,
and incipient hacker, David Poole—my angel—by September 1964 (just 50 years ago!) we had generated our
first sounds using Mathew’s Music IV program. 2
The Artificial Intelligence Laboratory provided me
off hour computer time and a population of skilled researchers in fields ranging from linguistics to philosophy,
speech, physics and, of course, computer science and
electrical engineering, any one of whom could answer the
many questions that I posed as I developed a sound spatialization program. I realized a quad system in 1968, after
cajoling an EE student to build a 4-channel DAC with the

3

Joined by Leland Smith, then in 1968 by J. “Andy” Moorer and then
later by John Grey and Loren Rush, the research at the Computer Music
Project flourished. The Center for Computer Research in Music and
Acoustics (CCRMA) was founded in 1974.

2

The program was run on an IBM 7094, a 1301 disk drive, which was
shared with a Digital Equipment Co. PDP-1, whose graphics display’s
x, y ladders provided DACs.
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also powers of φ, see Table 1. This unique attribute
caught my attention, as this is not the case with √2 or any
other irrational number that I am aware of.

After seven years of development and study, I had acquired the knowledge and built the tools to a sufficient
level of sophistication to realize two compositions— Sabelithe (1971) and Turenas. An extensive account of this
early work, “Turenas: the realization of a dream,” was
presented at the Journées d’Informatique Musicale in
2011 [6].

3.2 The Golden ratio and the Pitch Space
I then “discovered” 4 that powers of φ were related in the
same way as Fibonacci numbers, as seen in Equation 3.

3. EUCLID’S LINE

j n+1 =j n + j n-1
n =1, 2,3...

Euclid defines what is now known as the Golden ratio in
Elements, Book VI, Definition 3 [8].
A straight line is said to have been cut in extreme
and mean ratio when, as the whole line is to the
greater segment, so is the greater to the less.
AB : AC = AC : CB

(1)

1+ 5
2
j = 1.618033...

(2)

Expanding out powers of φ in log frequency results in
an equal intervallic division of pitch, as is the case with
powers of 2. I have referred to the interval based on this
division as a pseudo-octave [7], with an equal tempered
division of the pseudo-octave into nine scale steps. I call
this the “Stria scale” (StrScl), for the composition in
which it was first used.
In three of my compositions I exploited this division of
the pitch space and the complementary inharmonic spectra based on the φ and FM synthesis (φFM) as shown in
Table 1,
 Stria (1977) — φFM spectra, [9]
 Phoné (1981)—harmonic spectra of synthesized singing voice mixed with φFM spectra,
 Voices (2005, v.3 2011)—harmonic spectra of
soprano’s voice mixed with φFM spectra and
synthesized singing voice.
Together with a longstanding interest in aspects of
Greek mythology and history, especially the Pythia and
her origins, the Golden ratio and the Oracle of Delphi
came together in Voices for soprano and interactive computer. But on the way, I became fascinated with the singing voice.

or

j=

(3)

The ratio in its algebraic form (equation 2) is one of the
most studied of numbers, with many claims made over
centuries in regard to its presence in nature, art, music,
etc.—many are probably extravagant claims. The ratio is
implicit in the formation of the pentagram and perhaps
known to the Pythagoreans almost three centuries earlier.
However, my interest in this ratio came from another
point of view.
3.1 The Golden ratio and FM Spectra
In FM synthesis the distribution of the spectral (sideband) components are determined by the relationship
between the carrier and the modulating frequencies. For
inharmonic spectra in Turenas, I used a carrier frequency
to modulating frequency ratio of 1:√2. Looking for other
irrational numbers that satisfied the constraint that their
fractional part not be small, as is, for example, π, I explored the sound and attributes of the Golden ratio.
When the carrier and modulating frequencies are both
different powers of φ, four of the resulting partials are

3.3 The Singing Voice: Phoné and Voices
In 1978 Jean-Claude Risset invited me to spend a year at
IRCAM. Based on Michael McNabb’s demonstration in
Dreamsong (1978) that capturing the fundamental frequency (phonation frequency) of a sung female vowel
tone through time, is to capture the signature of the singing voice, even if it is a sine wave, I set about to synthesize the singing voice with FM synthesis. Taking advantage of McNabb’s important insight and Johan
Sundberg’s vast knowledge of the science of the singing
voice, I profited greatly from his presence at IRCAM and
was able to synthesize a number of sung vowel tones.
By setting the modulation frequency at the phonation
frequency (pitch frequency) and the carrier frequencies at
the closest harmonics to a given vowel’s formant frequencies, I successfully modeled the target spectrum, as
shown in Figure 3. The relationship of the spectral model
to the signal generation can be seen in Equation 4. With
an appropriate mix of a piece-wise linear random func-

SIDEBAND (SB) FREQUENCIES FOR
fc=1000 * φ0 and fm=1000 * φ1
order
Lower
Upper
SB
SB
0
* Hz
1000 fc
Hz
1
fc+fm
618.03 fc-fm
2618.03
2
fc+2fm 4236.07
2236.07 fc-2fm
3
fc+3fm 5854.10
3854.10 fc-3fm
4
fc+4fm 7472.14
5472.14 fc-4fm
5
fc+5fm 9090.17
7090.17 fc-5fm
* lower sideband frequencies are the absolute value

Table 1. Shaded cells show the four low-order partial frequencies that are powers of φ when both the
carrier and modulating frequencies are powers of φ
(but not equal).

4

This was a “discovery” in that in 1974, I knew that the ratio between
consecutive numbers of the Fibonacci sequence were an approximation
of φ, but I had no knowledge of the same relationship between the powers of φ.
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Over several years I developed the SAIL5 code around
the idea of continuous transformations of sounds through
detailed control of the partials and the conditions in
which they cohere, or fuse, to be perceived as a single
source rather than individual partials. As noted above,
Risset demonstrated in Mutations that sinusoids that
begin together with amplitude envelopes that are exponential in shape and fall off in duration with increased
pitch height, sound gong- or bell-like, but imbued with
harmony. The onset of such a tone is shown in Figure 4.
Extending this process to another level of complexity in
Phoné, each of these sinusoids is the fc1 of a two carrier
FM process as shown in Equation 4. The amplitude envelopes A1 do not decay to 0, but rise and are joined by
the other three components of the Equation 4, A2, I1 and
I2, as the micro-modulation is faded into the mix— a
smooth transformation to multiple singing voices.

tion and a periodic sinusoidal function to approximate the
micro-modulation of pitch (phonation frequency) through
time, the simulations were convincing. This work is described in “Synthesis of the Singing Voice by Means of
Frequency Modulation” [10].

e = A1 sin(2 f c1t  I1 sin 2 f mt )

(4)

 A2 sin(2 f c 2t  I 2 sin 2 f mt )

Voices makes use of synthesized sounds only and the
Figure 4. A collection sinusoids with frequencies from the
pitch space sound like a bell at the onset. Continuing, they
each become a harmonic in singing voice tones, where the
change in hue represents the additional harmonics.

amplified and processed sound of a soprano. The sounds
and pitches are based upon φFM spectra and the StrScl
(and its pseudo-octave). The question at the outset was
whether or not a well-trained singer could comfortably
sing in an unfamiliar spectral complex and in an artificial
tuning system? (Details of how the piece was composed
have been previously described [7].) The answer seems
to be yes and I have found independent confirming evidence as to why this may be so.

Figure 3. Spectral modeling of the singing voice (or any
sound having prominent resonances) can be realized by
setting the carrier frequencies, fc1 and fc2 at the harmonic
frequencies, 2f and 7f, closest to the resonance peaks. The
target spectrum in red, was captured by sndpeek. Bandwidths of the resonances (blue curved lines) are determined by the indices I1 and I2, here ≈ 1.0.

One might ask why synthesize a singing voice when
one can sample and then process a real voice? One answer lies in the kind of control one has over the details of
the sound material. With synthesis, sound can be formed
in ways that are not possible in transformations of sampled sounds.
John Pierce’s Eight-tone Canon (1966) [11] could only
have been realized by synthesis because the timbres are
composed of precisely arranged partials that are ordered
but not in the harmonic series. So, too, in Jean-Claude
Risset’s Mutations (1969), where a set of pitches is heard
first as melody, then as harmony and finally folded into
timbre [7]. It is the last stage which, again, is composed
of precisely tuned partials from the set of pitches that
gives an inharmonic, gong-like sound an ineffable quality
of sounding “imprinted” pitches.
It was Mutations that inspired me to extend Risset’s
powerful idea to another level of control based on my
research with the singing voice and perceptual fusion
[12]. Phoné was premiered at IRCAM in 1981.

4. PARTIALS AND TUNING
Hiding (from me, at least) in the ever increasing corpus in
the hearing sciences, is a demonstration CD that has an
astonishing (to me, at least) and relevant example that
shows the importance of the complementary relationship
between spectral space and pitch space. It is astonishing
partly because the example is not cast in the context of
new music, where it is often difficult to make critical,
objective judgments because both material and context
are unfamiliar. This example is a synthesized Bach chorale [13], without artifice, where the tones are composed
of partials produced by individual oscillators, the ampli-

5

Stanford Artificial Intelligence Language is a procedural language
developed at Stanford in the 1960s-70s. The Phoné code was derived
from the Stria code in the same language.
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tudes of which are similar to those of a sawtooth wave.
However, it is not a sawtooth wave and could not be!
The chorale is presented four times where each iteration
sounds a different relationship of tones and tuning. The
spectral/tuning renderings of the chorale are represented
in Figure5.1-4 by a tone having a pitch frequency of
110Hz, where the red colored equation and division along
the x axis stand for the pitch space scale and the gray
equation and grey partial components their frequency
relation to the pitch space.
 In Figure 5.1 the base of both equations is 2.0.
 In Figure 5.2 the base of the pitch equation is
increased by 10% to 2.1.
 In Figure 5.3 the base of the spectral equation
is increased by 10% to 2.1.
 In Figure 5.4 the base of both in increased by
10%
The 1st corresponding sound example sounds as expected, simple and synth-boring. The 2nd and 3rd sound
examples sound out-of-tune, again, as expected. But
the 4th example, where both tuning and partials are
stretched was not as expected. I had expected it to
sound out-of tune, but in a different way than the previous two. In, fact it sounded good, surprisingly— more
interesting that the 1st sound example!
When I formed the theoretical underpinnings for Stria
and began the time-consuming sound realization, I had
wondered if its lissome sound surface was unique because of its φFM spectra? And so with Phoné. Engaing a soprano in Voices was a special challenge, because I was unsure how the digital precision of synthesis would interact with the suppleness of a real singing
voice. But again, the piece is built on the same “plinth”
as Stria and Phoné. Finding the Tones and Tuning with
Stretched Partials [13] example pointed toward, and
gave weight to, a generalization: building sound structures where pitch space and spectral space are complementary may open to an entirely new soundscape.

Figure 5.1

Figure 5.2

5. CONCLUSIONS
Understanding the implications of Mathews’ diagram
freed musical ideas that led me into a field of study, research and creation that I could not have anticipated. The
Golden ratio fell into my “ear lap” simply because it was
“in the air”— in the culture of the 1970s with M.C. Escher t-shirts, computer graphics and D. Hofstadter’s Gödel,
Escher, Bach: An Eternal Golden Braid.

Figure 5.3

Much of my inspiration is close to the bits and bytes of
sound, the spectral-temporal detail—and to the programming language itself, abstract and cool in its generality,
but often provocative and animating when engaged.

Figure 5.4
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search area boasting university institutes and a frisson of
highly public anticipation.
The cost of computers, and the knowledge required to
look after them meant that they were out of reach - and
thus outside of the knowledge - of ordinary people. They
were exotic and quixotic, and they held the prestige of
being at the very frontier of technical, scientific and industrial advance. To make music with computers was to
assert the power of music as an art. On the other hand,
their actual operation was difficult and time-consuming.
Even typing commands into a dumb terminal was often a
non-real-time activity. Programs had to be written, debugged, compiled and then run sometimes for many
hours before a result was forthcoming. I remember myself, at MIT in the early 1980s, taking twenty-six hours to
compute a modest five minutes of sound, and that then
turned out to contain some unwanted distortion and had
to be computed again.
The point of this brief moment of nostalgia, is not to
wonder at the advances that have taken place subsequently, but to take stock of the methodology at work here. To
work with computers brought prestige, and demanded
funds and facilities. The work paradigm asserted the difficulties of the business of investigating and creating
sound, and the encapsulation of the musical work as a
large-scale problem, incapable of solution except with the
unparalleled computational power of a dedicated machine.

ABSTRACT
What is sound? This question is posed in contradiction to
the every-day understanding that sound is a phenomenon
apart from us, to be heard, made, shaped and organised.
Thinking through the history of computer music, and
considering the current configuration of digital communications, sound is reconfigured as a type of network. This
network is envisaged as non-hierarchical, in keeping with
currents of thought that refuse to prioritise the human in
the world. The relationship of sound to music proposes
ways of thinking about and tapping into the network, in
the hope of re-enchanting sound with the grace of art.

1. INTRODUCTION
1.1 Computer Music
It is exactly forty years since the first International Computer Music Conference was held, at Michigan State
University in East Lansing, under the chairmanship of
David Wessel. At that point, in 1976, several strands of
thought, creative practice and technology had come together to inform a research agenda that coined the term,
computer music; and that term has been with us ever
since.
Even by 1976 I suggest that the term covered a pretty
broad range of technical and aesthetic concerns: alongside Max Matthews’ MUSIC programs, Iannis Xenakis
was developing his UPIC system in Paris, Peter Zinovieff
in Putney was using a minicomputer to control his Synthi
voltage-controlled analogue systems, in Utrecht, Gottfried Michael Koenig was developing algorithmic and
synthesis software in his series of Projects, and so on.
The point here is not so much to tell the history of a
widely distributed effort, involving many extraordinary
individuals, as to recall for a moment the nature of the
enterprise, and in particular the contrast between excitement and effort. A computer in 1976 was the size of a
large refrigerator: it cost many thousands of dollars, and
required space, an air-conditioning system, and dedicated
administration. Computers were exciting because they
represented power and potential. They were associated
with the space-launch programmes, and in their science
fiction representations they assumed the intelligence of
human beings. Indeed Artificial Intelligence was a re-

1.2 Ubiquitous mobile devices

Copyright: © 2014 Peter Nelson. This is an open-access article
distributed under the terms of the Creative Commons Attribution License
3.0 Unported, which permits unrestricted use, distribution, and
reproduction in any medium, provided the original author and source are
credited.
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Today things are very different, and I will briefly run
through the comparison we all know, in order to reveal
the nature of the issue I want to consider here.
I was woken up this morning by a small and immensely
powerful computer sitting next to my bed, which I then
popped into my jacket pocket as I left my room. It needs
no air-conditioning, nor does it require any very specialist
attention. As I leave, it alerts me to a message sent by my
partner. Then, being uncertain about the location of the
Onassis Centre, I use my fingers to negotiate the appearance of a scalable map of Athens on which I find my
route - a small blue marker on the map follows my progress in real time. To calm my nerves I pop in my earphones and select a suitable piece of music to play as I
walk - all on the same tiny, yet immensely powerful device.
This is an utterly different enterprise to that of historical
computing. Each of these actions represents an enormous
and complex set of computations, but those computational efforts are not the focus of the apparatus. They are ut-
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Here we begin to understand sound and listening as dependent variables, mutually defining, equal in operation.
When, in a lecture given at Yale University in 1962, entitled, The Electronic Medium, Edgar Varése coined the
phrase “organised sound” he also encapsulated a defining
approach to the nature of sound itself. For Varèse, sound
appears as raw material from “a mysterious world”, in an
industrial environment where he describes himself as a
“worker in rhythms, frequencies, and intensities.” [20]
The computer is the machine which, like the blast furnace
and the mechanical hammer ensures that, “Composers are
now able, as never before, to satisfy the dictates of that
inner ear of the imagination.”: design and make. This
echoes an earlier manifesto, from June 1917, in which
Varèse proclaimed -

terly transparent. I need know nothing, except to look and
to point. This tiny computer is not an extraordinary version of the monster from 1976: it does not compute the
results of my problems, so much as it connects and contextualises me in a network of data. This is not something
remote from ordinary people: everyone has such a device
- my friend in Africa has one. The possession of a particular make or model may indeed provide some prestige,
but it is a prestige that is local and informal. The device is
anyway a phone.
Those of us who saw personal computers at the start,
who became addicted to keeping up to date, and who
took pride in maintaining the fastest model we could afford are suddenly looking anxiously at a market place
where new models are slow to appear. In the face of
ubiquitous mobile technologies, will the computer - as
such - even survive? The paradigm has shifted, and the
network enfolds us. Far from presenting as slaves to our
incommensurable desires, computers are now our points
of connection within a network of social relationships and
contingent information. What are the implications of this
fact for music; for organised sound?

I dream of instruments obedient to my thought and
which with their contribution of a whole new world of
unsuspected sounds, will lend themselves to the exigencies of my inner rhythm. [20]
This vision continues nearly a hundred years later in remarks made by one of the key figures in the development
of computer music, Max Matthews, when he says, in a
2009 interview –

2. ORGANISED SOUND
The subtitle of this conference - From Digital Echos to
Virtual Ethos - reminds us that sound has implications for
human beings, and it is sound itself that I want to consider here. The word echos (ἦχος / ἠχή) implies sound in an
unformed state “… of the confused noise of a crowd, the
roar of the sea, the groaning of trees in a wind …” according to Liddle and Scott. This is the meaning Michel
Serres uses, in his book Genesis, when he writes about
the fundamental medium within which human beings
operate, taking the sea as source and metaphor –

The question which is going to dominate the future is
now understanding what kinds of sounds we want to
produce rather than the means of usefully generating
these sounds musically. [14]
Here the notion that the computer is capable of producing, “any sound you can imagine”, echoing Varèse’s desire for, “undreamed-of timbres” in “any combination I
choose to impose” continues a rhetoric of control and
domination that I want to question for a moment.
If, in its beginnings, the computer presents as a machine
for the industrial manufacture of sound, what alteration to
this paradigm is proposed by the existence of the network? Matthews in his 2009 interview continues, presciently as always, to propose that future of computer music,
“… is going to revolve around experimental psychological studies of how the brain and ear react to sounds …”,
and this raises the question of listening which is what I
want to address next. How can we extend our understanding of the relation of sound to listening?

The silence of the sea is an illusion. The sound of the
depths could be the depth of being. Perhaps being is not
at rest, perhaps is it not moving, perhaps being is agitated. The sound of the depths never ceases, is limitless,
is continuous, perpetual, unalterable. It has no depth itself, it has no contradictions. What would have to be
done with sound to impose silence on it. And what
formidable fury can impose order on fury? Sound cannot be a phenomenon, all phenomena detach themselves from it, figure on ground, like a fire on the heath,
like all messages, all cries, every call, every signal has
to detach itself from the din that occupies silence, in
order to be, to be perceived, to be known, to be exchanged. For a phenomenon to appear, it leaves the
noise, as soon as a shape surges and positions itself, it
reveals itself veiling the noise. So this is not about phenomenology, rather it is about being itself. It establishes itself as subject as much as object, as hearing and as
spatial, as observer and as observed, it encompasses the
means and the uses of observation, both material and
systematic, in channels constructed or linguistic, it is
in-itself, it is for-itself, it leaps over the the oldest and
the most secure divisions of philosophy, yes, sound is
metaphysical. [17] (this author’s trans.)

3. LISTENING
3.1 The Current of Music
Listening has been the subject of a considerable amount
of discussion in recent years. Sociologists, neuroscientists, psychologists and cultural theorists have all reached
the conclusion that listening, as a central phenomenon in
human experience, is not as well understood as common
sense would suppose. The common sense paradigm of
listening is laid out clearly by Theodor Adorno, in his
essay, Current of Music, where he writes –
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proach to visual perception [7]. This ‘ecological’ paradigm proposes sound and listening as much more curiously entwined: sounds are not just there for the taking,
they have to be identified - constructed even - in an interplay between the phenomenon of the sound and the phenomenon of the listening. This formulation goes to the
heart of what I am attempting in this talk, part of the consideration of ethos, which is an even-ing out of the hierarchies of the world in a way that places humans as no
more than equal with other phenomena. Lest this sound
too ‘hippy’, here is the psychologist Eric Clarke’s account of the ecological approach to listening-

The question of why we follow this descriptive or
“phenomenological” method can easily be answered.
We are dwelling on the phenomenon [“of music pouring out of the loudspeaker”] because it is actually the
phenomenon which determines the reaction of the listeners, and it is our ultimate aim to study the listeners.”
[1]
This places sound and listening in a teleological relationship that is at the heart of philosophical and scientific
investigations of musical meaning and communication.
This relationship is also, as Jonathan Sterne points out,
consolidated by the seeming directionality of the wires
and speaker mouths of sound reproduction technologies,
that, as Adorno agrees, appear to be aimed at the ears of
the listener. Sterne writes –

Rather than considering perception to be a constructive
process, in which the perceiver builds structure into an
internal model of the world, the ecological approach
emphasizes the structure of the environment itself and
regards perception as the pick-up of that already structured perceptual information. The simple, but farreaching, assertion is that the world is not a “blooming
buzzing confusion”, but is a highly structured environment subject to both the forces of nature (gravity, illumination, organic growth, the action of wind and water)
and the profound impact of human beings and their cultures; and that in a reciprocal fashion perceivers are
highly structured organisms that are adapted to that environment. [3]

The salient features of audile technique considered here
- the connection of listening and rationality; the separation of the sense, the segmentation of acoustic space;
the construction of sound as a carrier of meaning in itself; and the emphasis on physical, social, and epistemological mediation - are all fundamental to the ways
in which people listened to and with soundreproduction technologies, … [19]
Here we have a paradigm in which sound and listening
are independent and self-sufficient; where sound, as a
phenomenon in its own right, is susceptible to the sort of
design and control proposed by Varèse, Schaeffer and
others, and where listening, as a decoding of meaning and
affect for human purposes can be studied psychologically, sociologically and neurologically for our better understanding. Is there another paradigm for listening?

Like the fishermen in the trawler, who have to adapt to a
sound world through an ‘education of attention’, Clarke
proposes that we also have to attend and adapt to our sonic environment, and that this is not only a matter of contingent necessity, but is also an evolutionary process that
has been happening since the start of human culture.
Indeed from a cultural perspective, our ‘education of attention’ as musicians is a highly considered activity. As
Simon Frith has pointed out, so-called art music is curious, as an area of life where people are taught how to
listen in a highly institutionalised fashion. This listening
actually constitutes sound, in the sense that our activity of
listening in the world negotiates a territory. What is the
territory of computer music?

3.2 Ecologies of listening
Consider this account, by Penny McCall Howard, of the
experience of working on a fishing boat in the North Sea
A trawler at sea is also an incredibly noisy place and
every sound is significant. Yet these sounds were interpreted not so much by listening as by extended techniques for feeling with the whole body, combined with
a constant adjustment of tools, machines, and enormous
weights and tensions. New crew needed an ‘education
of attention’ (Gibson, 1979:254) in order to ‘feel the
ground’ and react appropriately in order to ‘keep the
trawl going’. They had to learn to distinguish the vibrations coming through the fishing gear from the ground
from the constant noise and vibration of the engine, the
whine of the electronics, and the shuddering and slamming of the boat itself in the waves. Fishermen use
these techniques to work productively and also to develop complex descriptions and visualisations of what
their fishing gear and the seafloor far below looked
like. [8]

4. TERRITORY
4.1 Sound of the earth
The notion of territory has been examined with some care
by Gilles Deleuze and Felix Guattari [6], and clearly in
the spirit of music. The child who cries, or the bird that
sings establishes a social configuration of a space with its
own materiality. In the words of Henri Lefebvre –
When we evoke ‘space’ we must immediately indicated
what occupies that space and how it does so: the deployment of energy in relation to ‘points’ and within
what time frame. [12]
This speaks to the particular relationship between music
or sound and ourselves. It is clear that this relationship is
indeed special and fundamental: the world, for example,

The critical phrase here is ‘education of attention’, a concept that comes from James Gibson’s ecological ap-
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is not bathed in sound as it is bathed in light; there is no
sonic equivalent of ‘darkness’, and the fact that we hear
without the aid of a source of sonic ‘illumination’ gives
sound an inherent energetic quality, unbeholden to any
extraterrestrial power source. Every sound is evidence of
a particular vitality, and the provenance and impact of
these vitalities create spaces that live and resonate in our
personal and shared experiences.
In that sense a soundscape, so-called, consists equally
of sound and listening. Its territory is established by the
interaction of those two phenomena. One could even argue - as I have done elsewhere - that not only humans are
listening. In that sense sound needs to created, in a way
different to what is imagined by Edgar Varèse: not just as
something ‘out there’ but equally as a construct of the
listener. Technology has a part to play in this, and the
fundamental notion of the musical instrument - as the
location of a practice of listening - proposes technological
apparatus right at the heart of the human enterprise. What
territories of sound and listening have established themselves in the age of electronic music?
In his recent book, Earth Sound, Earth Signal, Douglas
Kahn describes the history of electrical communication
from the middle of the 19th century in terms of the
sounding potential revealed by new technologies. This,
for example, is a description by Herbert N. Casson, of
listening to a telephone line, published in 1910 -

100. The pulsing signal from the satellite formed part of
the intro, a sound we had all heard on the news, and the
strange warbling of the electronic Clavioline, a version of
the keyboard instrument developed by Constant Martin in
the late 1940s, made the melody seem also from outer
space.
By 1963, my family had acquired a television set, and
one November evening we sat down to watch the first
episode of a new BBC serial, Dr Who. I still remember it
quite clearly; the school science lab, and the strange girl
who seemed to know more about science than the teachers. How, after school, two of the teachers followed her
back to her home, which seemed to be a blue Police Box
sitting in a scrapyard. But the crucial things were the
sounds: the extraordinary swirling and vaporous rhythms
of the signature tune, and the terrifying, raucous pumping
of the space-ship Tardis as it de-materialised. These were
sounds not just of the imagination but related to my real
experience of the æther; I had heard the sounds of the
universe on the radio, and they bound my imagination
closer to the science fiction of Dr Who, as they did to the
weird music I had heard on the radio, by Karlheinz
Stockhausen and Iannis Xenakis.
This little bit of personal history is useful because it
connects certain elements of technology, sound and music in a way that reveals what I take to be crucial forces in
the art of the last hundred years or so. Of the three technologies that have changed music beyond recognition telecommunication, recording and digital computing - I
would say it is auditory telecommunication that has most
shaped our senses and our imaginations. Even radio static
is not dead; it scintillates with detail, and every tiny move
of the tuning dial reveals new sounds, human and cosmic.
Sweeping the radio frequencies is like listening to a sort
of aural telescope that gives us an immediate sense of the
whole globe of our earth and the space beyond. Allegedly
NASA was nervous about making public the first photographs of the whole earth taken from space because they
thought the image would cause some sort of mass anxiety
attack, and yet anyone with a radio had already heard the
panorama of space, and its influence on music was immense. In the concert hall, audiences were shy of this
new sound world, but in the incidental music to films and
television, in the feedback, fuzz and distortion of the
electric guitar in popular music, and at the heart of the
avant-garde music of the 50s and 60s we heard the unmistakable territory of the new universe of sound opened
up by electrical communication systems.
This radio universe is not just a macroscopic but also a
microscopic universe: it is not just the static of the ionosphere, it is also the constructs of the transistors and capacitors that make up the radio set. The electronic components are embedded in a system that includes the world
and the heavens, and when we listen in, we are able to
participate with all those elements at play. In this context
I would challenge the notion of ‘sonic imagination’ as
some sort of industrial design process, prefigured by a
free-ranging human creativity. I find it improbable that
anyone can ‘imagine’ a hitherto unheard sound. What

Noises! Such a jangle of meaningless noises had never
been heard by human ears. There were spluttering and
bubbling, jerking and rasping, whistling and screaming.
[…] There were clicks from telegraph wires, scraps of
talk from other telephones and curious squeals that
were unlike any other known sound. The lines running
east and west were noisier than the the lines running
north and south. The night was noisier than the day,
and at the ghostly hour of midnight, for what strange
reason no-one knows, the Babel was at its height. [10]
This new and fascinating engagement with sound arose
not only through the invention of devices that could render electrical signals audible, but also through the interaction of those devices with the energies of the earth itself,
creating a new frontier for the sonic imagination. The
spread of commercial radio only extended this further.
4.2 Sound of the heavens
In 1961, first Yuri Gagarin from the USSR, then Alan
Shepherd and later John Glenn from the USA, burst into
outer space in manned rocket capsules. The American
launches were broadcast live on radio, and I remember
sitting by my primitive transistor radio with my headphones on listening to the countdown, pretending I was
really taking part. The crackly voices, the static, the relay
of the voices of the astronauts: these really were sounds
from space. By the following year the first communications satellite, Telstar, had been launched into orbit,
spawning the first hit single by a British band, The Tornados, to reach number one on the U.S. Billboard Hot
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19th century technology gave us was a set of technical
devices and processes that fundamentally reorganised our
listening. What is the digital echos? How do sound and
listening get constructed in the world of the digital network?

5.2 Malfunctions and refusals
This formulation purposively characterises the network as
an amalgam of devices, protocols, data, power, flesh and
blood humans - and by extension, animals and the physical world, in a configuration that is non-hierarchical with
respect to its flows of energy. But the hybrid nature of the
digital still proposes some crucial moments. As Richard
Coyne reminds us -

5. THE DIGITAL ECHOS
5.1 The mulch of sound

Creativity has long wrestled with the machine, which in
some respects has come to represent so much of what
art is against: automation, control, reproduction, mindless copying, predictability, and of course capitalist
production … But there are also machines that are out
of control, runaway devices, malfunctions, breakdowns, glitches. [4]

One of the things about which Bruno Latour [11] has
warned us is the danger inherent in the purification of our
topics of investigation. Things are always hybrid, and the
digital network is no exception. If the the nature of the
fundamental sonic background is captured by Michel
Serres in the presence and metaphor of the sea, the nature
of the digital background can be conceived of as a jumbled amalgam of mobile devices, applications, data files
shared and purchased, speeds of connection, distributed
storage, nodes of interaction - both human and quasihuman, social aggregations of these nodes, and so on.
Paul D. Miller characterises this as a “plagiarist’s club for
the famished souls of a geography of now-here” [13],
indicating his sense of a sort of aberrant temporality in
the network. If Serres’ image of the sea seems stable and
timeless, Miller’s view of the digital network is manic
and grasping; still a sense of the infinite present but with
an utterly different affect.
The currents of the sea and the currents of data make a
neat comparison, but there are more than subtle differences. In particular, data is now subject to a sort of infinite storage and fragmentation, as files get backed-up and
deleted successively across the network. So-called
‘cloud-storage’ and ‘cloud-computing’ mean that data
and applications are no longer even integrated by the notions of presence or operation within a particular machine
or system. They have become radically dispersed, and
when their appearances are called-up their constituent
parts remain like ghostly presences in the network.
This reminds me of Charles Darwin’s thoughts on the
material nature of human culture. In his 1881 publication,
The Formation of Vegetable Mould, through the Action of
Worms, with Observation on their Habits, Darwin makes
the singular claim that worms have played a defining role
in human history, by effecting the process through which
human artefacts are preserved. He writes -

This reminds us not just of malfunctioning machines, but
also of the power of malfunction itself: the digital network is not a free-flowing utopia of functionality, however hybrid. It is also subject to hacking and cracking,
misuse and dismemberment. Its data flows can circulate
but they can also be tapped and siphoned off, disrupted
and held to ransom. As the digital network proposes a
sort of globalised control, it proposes forces of resistance
and subversion. We remind ourselves that while some
artists have produced machines, computer software and
interfaces at the cutting edge of technological development, there are others who have, for example, simply
tossed a pile of cheap circuit components into a bowel of
water and prodded them randomly with an electrical current to hear what happens.

6. ECHOS AND MOUSIKĒ
The Modernist narrative of the start of computing and
computer music proposed an incremental progression of
cost and efficiency, dictated by Moore’s Law, where
cheaper, faster and smarter devices would lead inexorably
to the sort of knowledge and understanding of sound,
dreamed of by Varèse, that would produce an overflowing abundance of new music of hitherto unimagined
beauties, through industrial processes of organisation. But
Music - Mousikē - is not quite like that. In the dialogue,
Cratylus, Plato shows Socrates searching for meaning by
considering the origins of words in a sort of linguistic
genealogy. At one point Socrates, in speaking of Apollo
says The name of the Muses and of music would seem to be
derived from searching and their making philosophical
enquiries (μώσθαι). [15]

(Worms protect) for an indefinitely long period every
object, not liable to decay, which is dropped on the surface of the land, by burying it beneath their castings.
[5]

Here Music is understood not as some sort of object or
artefact, however intangible and transitory; nor is it the
focus of a sort of craft or manufacturing. There is certainly a process at work, but that process is one of questioning and the forming of relationships: to search is to define
and establish contact with an area, having a purpose in
mind, but also open to the activity of reading. What has
this area got to tell? As Tim Ingold reminds us -

This means that much of human culture depends for its
very existence on tiny creatures which render an earth
hospitable to humans, and which supports and preserves
their buildings, rituals and artefacts. The mulch of the
earth hides and casts up the background noise of life. Is
there similarly a “mulch of data”, turned over by the applications, storage devices, human agents and social dynamics that constitute the digital network?

Ever since Bacon and Galileo, nature has been thought
of as a book that will not willingly give up its secrets to
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human readers … for medieval readers as for indigenous hunters, creatures would speak and offer counsel.
[9]

7. WHAT IS SOUND?
In this talk I have tried to think through some of the implications of our current position in a history of musicmaking barely sixty years old. This history has unfolded
under the sign of ‘technology’; as if music has not always
been a technological endeavor. But technologies change,
and the computational devices that started this particular
creative trajectory have transformed into actors in a more
complex scenario. In the same way, our very notion of
what an actor is has also changed, and this whole argument subscribes to a view propounded by Jane Bennett
[2], Bruno Latour [11], Carey Wolfe [21] and others that
seeks to flatten some of the hierarchies that have been
constructed around humans and technologies, and to notice the hybrid nature of the resulting networks.
This flattening has some overtly political and ethical
motivations, particularly in relation to the ecological and
environmental issues that currently confront us. But I
would argue that it also has some actually useful purchase on the necessary discussions around the nature and
purposes of art, within a social context that is proving
difficult for art, as we have formulated it, to engage with.
As sound is the focus of our attentions, I want to conclude by wondering about the implications of such a flattening move for sound, and our future engagements with
it.
In the context of this discussion, sound presents itself
not as perceptual flow or a set of objects, ‘out there’ and
available for human intervention, but rather as a network
of disparate components, unfolding in time. The network
contains, of course, vibrations or signals through a set of
connected media, but also locations within those media
that are themselves connected by constructions of space
that are made by and contain agents, or actors. It is the
roles and identities, both material and immaterial, taken
by those actors, that help to define the nature of the network and its purposes, that are social, material, aesthetic
or economic. The actors, so-called, can be wires, computer code, mobile devices, human beings and so on, each
with some contingent agency. As with any network, this
one can be tapped into at many places, and each point of
tapping yields a different perspective on the nature of the
network itself, its sonic presence, revealing its motives,
its flows of reciprocation, its forces, affects and its spatial
and temporal constructions. What I am trying to get at
here arises out of a composition of machines, objects,
physical phenomena, personae, people, social structures
and tensions, and everything else that constitutes a site
for action.
The purpose of this re-imagining of sound is to attempt
a re-enchantment of our connection with it: to reassert
that the relationships we establish with what we love
cannot be one-way. Relationships pass to and fro in a
communicative rhythm that attests to their health and
vibrancy. As Serres asks, “What do we give back to the
objects of our science, from which we take knowledge?”
[18] Sound is a complex from which, in Tim Ingold’s
words, we should ‘take counsel’ in order to ensure that

This once again reminds us of a sense of agency that is
evenly distributed, without favouring human participants.
While I understand, and sympathise with, Varèse’s need
to find a new way of expressing what sound could be
capable of, organisation proposes a sort of activity to
which music has often remained resistant. Music searches
in sound. It listens, in the sense of seeking to find and
construct processes, images and affects. Music is open to
what sound has to say. Music is the consequence of listening. I want to express this thought in this fashion, once
again, to suggest gently that not only human beings are
capable of agency.
In a paper presented to the UNESCO conference on
“Music and Technology”, held in Stockholm in 1970,
Pierre Schaeffer, the founding father of musique
concrète, also addressed the nature of this relationship
between sound and music, in terms of the body’s relationship to the tool: in his case the computer, for our purposes extended to include the notion of the digital network. Schaeffer characterises the nature of the collaboration between the musician and the other thing that makes
the sound It is true ... that … the more man communicates with
the sound ... the more man communicates with himself.
[16]
This presents the moment of music as a moment of selfrealisation in sound, a moment which asserts the internal
distance which allows a being knowledge of itself as an
actor in the world. It proposes music first as a private,
rather than a public act. But it also gives a powerful image of the human as constituted by relationships within a
network and as determined by a response to the sounding
world.
For Schaeffer, the network clearly involves the configuration of human beings and physical tools: in his case,
one could say, the tape recorder and its technologies of
tape. And in recent years a number of younger artists
have rediscovered the originally moments of sound technology, in a moment of creative archaeology. I think for
example of the renewed popular interest in radio and analogue synth ensembles, or the work of Aleks Kolkowski
and others with wax and tin cylinder recording: an interest that has extended even into the popular domain in the
recent releases by artists like Neil Young and Jack White.
Is this a symbolic refusal of the digital?
There seems to me to be little evidence of any Luddite
or reactionary tendencies here, but there is none-the-less
an interesting extension of the hybrid nature of the network, which now abuts the digital and the analogue, the
physical hand-skills of actual materials and the organisational and algorithmic skills of digital materials in ways
that test the boundaries of sound’s existence for us. This
seeming backward step from the grand vision of ever
more sophisticated computing presents as a stock-taking
of how technologies and humans can interact.
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our relationship with it and all its wonders continues to
thrive.

[17] M. Serres, Genese. Grasset, 1982.
[18] M. Serres, trans. E. MacArthur and W. Paulson, The
Natural Contract. University of Michigan Press,
1995.

Acknowledgments

[19] J. Sterne, The audible past: cultural origins of sound
reproduction. Duke University Press, 2003.

I am grateful to colleagues and students at Edinburgh
College of Art and the Reid School of Music for their
support, and in particular to Simon Frith, Owen Green
and Dimitris Papageorgiou, conversations with whom
helped to shape some of these thoughts.

[20] E. Varèse and C. Wen-Chung, “The Liberation of
Sound,” Perspectives of New Music, vol. 5, no. 1
(Autumn - Winter), pp. 11-19, 1966.
[21] C. Wolfe, What is Posthumanism? University of
Minnesota Press, 2010.

8. REFERENCES
[1] T. Adorno, edited with an introduction by Robert
Hullot-Kentor, Current of music: elements of a radio
theory. Polity Press, 2009.
[2] J. Bennett, Vibrant Matter. Duke University Press,
2010.
[3] E. F. Clarke, Ways of Listening: An Ecological
Approach to the Perception of Musical Meaning.
Oxford University Press, 2005.
[4] R. Coyne, Cornucopia Limited. MIT Press, 2005.
[5] C. Darwin, The Formation of Vegetable Mould,
through the Action of Worms, with Observation on
their Habits. John Murray, 1881.
[6] G. Deleuze and F. Guattari, trans. B. Massumi,
“1837. Of the refrain,” in, A thousand plateaus:
capitalism and schizophrenia. Athlone Press, 1988.
[7] J. Gibson, The Ecological Approach to Visual
Perception. Houghton Mifflin, 1979.
[8] P. M. Howard, “Feeling the ground: vibration,
listening, sounding at sea,” in, A. Carlyle and C.
Lane (eds), On Listening. Cornerhouse, 2013.
[9] T. Ingold, “Dreaming of dragons: on the imagination
of real life,” Journal of the Royal Anthropological
Institute, vol. 19, no. 4, pp. 734–752, 2013.
[10] D. Kahn, Earth Sound Earth Signal. University of
California Press, 2013.
[11] B. Latour, trans. C. Porter, We have never been
Modern. Harvard University Press, 1993.
[12] B. Lefebvre, trans. D. Nicholson-Smith, The
Production of Space. Blackwell, 1991.
[13] P. D. Miller, “In through the out door: sampling and
the creative act,” in P. D. Miller (ed.) Sound
Unbound. MIT Press, 2008.
[14] T. H. Park, “An Interview with Max Mathews,”
Computer Music Journal, vol. 33, no. 3, 2009.
[15] Plato, trans. B. Jowett,
University Press, 1961.

Cratylus.

Princeton

[16] P. Schaeffer, “A propos des ordinateurs,” La Revue
Musicale, vol. 214-215, 1971.

- 19 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

Sound and Music Computing Meets Philosophy
Jean-Claude Risset
Laboratoire de Mécanique et
d’Acoustique, CNRS&AMU,
Marseille, France
jcrisset@lma.cnrs-mrs.fr

encouraged me to compose. In his 1943 Suite delphique,
Jolivet evoked the dogs of Erebus, the gloomy space of
darkness between Earth and the dark underworld of
Hades: Jolivet resorted to the Ondes Martenot, an early
electronic instrument still alive and well.
The philosophers of antique Greece raised
fundamental questions about the nature of the universe,
the problems of truth, ethics and society, the meaning of
life. Nietzsche wrote that later philosophy did not add
anything essential. Some of these early questions were
revived since the 1950s, when it became possible to
compute sound and music. In 1957, Max Mathews
implemented the computation of sound with a real genius
of design, which was very important for the development
of computer music. In the early days of the exploration of
digital sound synthesis, James Tenney, John Chowning
and I benefitted from his deeply thought-of programs
exploiting modularity – a concept I discuss below. Today,
I would like to relate several questions raised by the early
Greek philosophers to issues encountered in the practice
of computer music.

ABSTRACT
Philosophy was born in Greece: it raised fundamental
questions, some of which were revived since 1957, when
it became possible to compute sound and music. All
material substances are made of atoms: modularity is at
work in chemistry, linguistics, but also in music. Sounds
can be synthesized from other sounds, but one cannot
exhibit genuine atoms of sound. The question of simple
versus multiple is crucial: as Chowning demonstrated, a
mix of sound components can be heard as a single sonic
entity or as a multiplicity of sounds. Sounds have
objective reality, but auditory illusions demonstrate the
idiosyncrasies of perception and remind us of Protagoras’
claim that “of all things the measure is man”. Chaos was
present in the views of Anaxagoras. Pythagoras – echoed
by Leibniz - insisted that numbers rule the world,
including musical harmony, whereas Aristoxenus argued
that the justification of music is in the ear of the listener
rather in a mathematical rationale. Sound and music
computation follows Pythagoras, but the importance of
aural perception supports the motto of Aristoxenus.
Myths like the New Atlantis and the Nietzschean
distinction between apollinian and dyonisiac are still with
us. Sound and music computing is still an Odyssey.

2. ATOMS, MODULARITY,
GRANULARITY
What exists? The “atomist” philosophers, Leucippus of
Milet and Democritus of Abdera, answered that only the
atoms and the vacuum exist. The different arrangements
of atoms create the diversity and variety of the world.
This conception implies that a multiplicity of forms
originates from a simple structure connecting minimal
elements. This “atomic hypothesis” has been validated by
the progress of chemistry in the XIXth century: all
possible types of material can be syntheiszed from a few
dozens of substances, namely the chemical elements
formed of a single type of atoms. Contemporary physics
has qualified the atomic hypothesis: atoms can be broken
into elementary particles, although this does not happen
in usual conditions on earth. Also the standard model
theory states that the quantuum vacuum is not really
empty: it is a necessary ingredient to provide mass to the
particles, and its fluctuations lend energy to virtual
particles.
Atomism implied a less demanding concept:
modularity. By selecting among a collection of modules
and connecting them in various ways, one can implement
a large number of possibilities, as in construction sets
such as Meccano or Lego. The modular approach is at
work in human languages: a small number of basic
elements – the phonemes – are articulated into words and
phrases, allowing an immense variety of utterances from

1. INTRODUCTION
It is a great pleasure for me to adress the ICM-SMC 2014
Conference in Athens at the invitation of Anastasia
Georgaki. Greece is the country of many beginnings. As
democracy and mathematics, philosophy was born here.
Music has been termed a metaphysical craft, and the
theme of philosophy and music is most appropriate.
Of course, music existed earlier in other places : but,
whether apollinian or dyonisiac, music is a gift of the
muses. Important topics of computer music are reflected
in the archetypes of three muses : Melete for research,
Mneme ofr memory, and Aidos, for voice and music.
Scholars such as Henri Marrou or Anne Belis remind us
that in antique Greece music was quite important and
elaborated. Plato even wrote that changing the musical
scales would change the fundamental state laws. At the
2007 SMC Conference in Lefkada, I started my
presentation by playing a reconstitution of ancient Greek
music accompanying a play from Aristophanous.
Greek mythology has illustrated strong archetypes,
which remain vivid and influential. I shall play an
example from the music of André Jolivet, who
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The modules are virtual; they correspond to portions of
program code. Connections are stipulated by a declarative
text that must follow conventions specific to the program.
It is meaningful to represent the connections in terms of a
diagram: the Musicn programs are block-diagram
compilers. Fig. 1 below shows two Music4 instruments,
hand-written by Mathews for a 1965 Gravesaner Blätter
article commissioned by Hermann Scherchen. In certain
later implementations, the connections can be defined
graphically, as in a MaxMSP patch.
From 1964, I myself used Music4 and Music5 to
build sounds by additive synthesis, for example,
imitations of trumpets or bells, in which each partial is
defined by a separate note, and also sound textures with
various morphologies in which the notion of note
vanishes. This affords wide and precise possibilities to
define and transform sound - to compose the sound itself.
From 1964 also, John Chowning adapted Music4 to the
PDP10 computer of the Artificial Intelligence
Laboratories in Stanford – Music10 - to implement his
experiments on illusory movements and frequency
modulation.
At this point of my ICMC-SMC 2014 keynote
speech, I present Several examples exemplifying the
synthesis of sounds from elementary sounds : sine
waves for quasi-periodic tones (Fourier, violin, trp),
Gabor grains and wavelets; textures with various
morphologies.
All periodic tones of frequency f can be produced
through Fourier synthesis by adding sine waves of
frequency f, 2f, 3, etc, with the proper amplitudes and
phases. Quasi-periodic tones can be obtained by adding
sine waves of frequency f, 2f, 3, etc, with the proper
amplitudes – but it may be necessary to introduce a noisy
component (cf. Serra & Smith). Synthesis can use other
elementary components, such as Gabor grains or
wavelets, which permit to resynthesize all “regular”
sounds, as shown by Morlet, Grossmann, Arfib,
Kronland-Martinet and Boyer. I insist here on the fact
that sound synthesis is modular but not atomic: while
chemical components require the presence of specific
elements, a given sound can be synthesized from
different elementary components such as sine waves,
Walsh-Hadamard periodic square waves, Gabor grains (a
process similar to certain windowed Fourier anaysissynthesis), wavelets, decaying sinusoids. Even if two
syntheses using different elements produce the same end
result, the various methods differ by their convenience
and also by the aural acceptability of approximations: an
approximate synthesis using the Walsh-Hadamard
decomposition does not deteriorate gracefully as one
using a decomposition in terms of sine waves. Granular
synthesis has been initially introduced by Curtis Roads as
a new synthesis method, used notably by Barry Truax and
Horacio Vaggione.

a limited elementary repertoire. In fact, the idea of a
system articulated from a small number of distinct,
discontinuous elements – “discrete” in the mathematical
sense – had been clearly expressed in the early XIXth
century by the linguist Wilhelm von Humbolt. Biology
also gives rise to an incredible diversity of animals and
plants: common living “bricks” of life have only been
indentified some fifty years ago.
.
Thanks to programming, one can synthesize
sounds in many different ways. But when Max Mathews
began to write programs for sound synthesis, he soon
realized that he would have to spend his life writing
different programs to implement different musical ideas.
So he undertook to write a really flexible program, as
universal as possible. The main key to flexibility was the
modular approach. Starting with Music3 (1959), the
Musicn programs – written by Max and by others - would
be compilers, that is, programs that could generate a
multiplicity of different programs. The user has to decide
about the kind of sound synthesis he or she wants to
implement: he must then make the appropriate choice
among a repertoire of available modules, each of which
corresponds to an elementary function of sound
production or transformation (oscillator, adder,
multiplier, random number generator, filter...). The user
must then assemble the chosen modules at will, as if he or
she were patching a modular synthesizer. Any connection
of modules corresponds to a particular synthesis model: it
is called instrument by analogy. An instrument can play
different notes corresponding to instantiations of that
instrument. To use a synthesis program like Music5 or
Csound, one must define the instruments and provide a
list of notes that activate these instruments. One should
not take the terms of instruments and notes too literally,
since they could lead to believe that the program is
tailored to a “music of notes”: this is not so. A single
note, in the sense of the program, can last a hundredth of
a second or ten minutes, it can span a complex evolution
comprising thousands of notes in the usual sense; it can
also fuse with other notes to give rise to a unique sound
entity.
Contrary to a common belief, Max Mathews’s
modular conception did not copy that of synthesizers: on
the contrary, it inspired the analog devices built by Moog,
Buchla and Ketoff using voltage control - these appeared
after 1964, while Music3 was written in 1959. This
modular concept has influenced most synthesis programs
–Max’s Music4 and Music5, but also Music10,
Music360, Music 11, CMusic, Csound. It also inspired
most analog or digital synthesizers – such as Arp, DX7,
4X, SYTER, compilers for physical modeling - such as
Genesis, Mimesis, Modalys, real-time programs like
MaxMSP and Pure Data - and more widely flow-based
and object-oriented programming, used in languages for
electronic circuits simulation or signal processing such as
MATLAB. The Musicn programs are software toolboxes.
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by synthesis: one must be able to describe it in terms of
the physical structure of sound. Here the strategy of
analysis by synthesis gives us a foolproof test. I thus
showed that a relation between loudness and spectrum
can evoke a brassy sound. Example on synthesis of
trumpet. Max Mathews showed that a relation between
pitch and spectrum was the cue to the very specific
vibrato of bowed strings. Example of electronic violon
We could illustrate this by applying the relation typical of
the brass to the spectra of Max Mathews’ electronic
violon, using Bob Moog’s voltage-controlled bandpass
filters: played with a bow, the violin then sounds brassy!
Examples of brassy electronic violon. Thus timbral
identity may depend upon spectral flux and
interdependance of parameters.
The question of simple versus multiple is crucial
in sound synthesis: When several tones are heard
together, will the ear interpret them as a single sonic
entity or as several distinguishable sounds? This relates to
our capacity for auditory scene analysis, as Al Bregman
calls it. The answer is complex. The sense of hearing is
well equipped to distinguish several simultaneous sounds,
but certain configurations of simultaneous sounds favor
their fusion: harmonicity – sounds will tend to fuse if
their frequency ratios are harmonic, proportional to 1, 2,
3, ...; small spacing; last but not least, common fate.
These features are ecologically justified: they help the
listener unravel many sonic components to distinguish
between several sources. Through analysis by synthesis,
John Chowning has shown that simulataneous sound
components can be heard as a unique sonic entity – by
imposing them a common fate - or as a multiplicity of
sounds - by controlling minute differences between their
behaviour. He has thus given a brilliant explanation of
out capacity to distinguish two tones in unison. This
understanding allowed him to make distinct voices
emerge from a sonic magma in his work Phone.
Examples of fusion/segregation: Chowning /sopranobaritone/ Bell-Fluid
I have been inspired by the four elements of
Empedocles: my work Elementa, realized at GRM in
1998 (50th anniversary of musique concrète) resorts to
different sound morphologies to evoke Aqua, Focus, Aer,
Terra.
Examples from Aqua, Focus, Aer, Terra

Fig. 1.
Diagram
of two
Music4
instruments.

3. UNITY, MULTIPLICITY
The concept of unity versus multiplicity – monism versus
dualism or plurality - had a lively history in antique
Greek philosophy. In a few words, Heraclites insisted that
the universe changes constantly. Parmenides of Elea
reacted against this disturbing idea of an eternal flux by
proposing the opposite notion of universal stasis:
according to him, things are stable, permanent, of the
same nature; change and diversity are illusory. Zeno
negated motion through paradoxes such as Achilles and
the tortoise – an aporia solved later by the infinitesimal
calculus of Newton and Leibniz. Parmenides thus
proposed a monist conception of what exists – the being which cannot be what our senses tell us. Empedocles
found this proposal untenable: plurality cannot emerge
from the singular. Hence he rejected monism and
proposed that instead of one single substance, there are
four primitive substances: earth, water, air, fire. Modern
physics indeed distinguish four states of matter: solids,
liquids, gases, and plasmas (ions present in fires and at
high temperatures). Other related notions were added by
Anaxagoras – mixing, unmixing – and by the atomists
Leucippus and Democritus.
Again, modern physics showed that these ideas
were visionary. How do they relate to sound and music
computing?
Stretching
Parmenides’
conception
of
permanence, one might relate it to the notion of timbral
constancy or invariance. It is a common observation that
a sound source can be reliably identified over a wide
variety of circumstances. A trumpet or a singing voice are
readily identified as such, regardless of pitch or
dynamics, and they remain recognizable even when heard
over a distortion-ridden pocket-sized transistor radio.
Thus, the question arises as to the physical correlates of
this constancy. Is there a physical invariant or a
characteristic feature mediating a given timbre? The issue
is important to understand how to evoke a given timbre

4. THE OBJECTIVE WORLD,
PERCEPTION, ILLUSIONS
Early philosophers of the so-called Milesian school such
as Thales were concerned mostly about the nature of the
physical world – the physis. Their philosophy was
scientific and materialistic: it replaced mythological
religious beliefs about the origin of the world by rational
explanations. Later, philosophers became concerned
about the human realm in addition to cosmological
matters.
The teachings of Pythagoras claimed that
numbers rule the world – the rules of musical harmony as
well as the motion of stars. Pythagoras founded a
religious group distinguishing between spirit and matter,
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harmony and discord – an early dualism, and he
developed a genuine mystic of numbers, which was
influential in encouraging the use of mathematics in
Western science, according to Jean-Marie Souriau, a
contemporary physicist specialist of general relativity and
cosmology. Indeed, Galileo stated that the laws of nature
use the language of mathematics. Leibniz was confident
in physical predictability through calculation, long before
Laplace’s determinism. Leibniz wrote that music is the
pleasure the human mind experiences from counting
without being aware that it is counting. There is a
continuing tradition of trust in the esthetic value of
mathematical foundations, illustrated in different ways by
Bela Bartok, Joseph Schillinger, George Gershwin,
Henry Cowell, Milton Babbitt, Alain Danielou, Olivier
Messiaen, Guerino Mazzola, Iannis Xenakis.
In contradistinction, Aristoxenus of Tarentum, a
disciple of Aristotle, argued that the justification of music
is in the ear of the listener rather in a mathematical
rationale. “Aristoxenous the musician” knew the
mathematical prescriptions used in the elaborate musical
theories of his time, but his experience led him to argue
with Pythagoras and to agree with the relativism of
Protagoras: he preached for the autonomy of the science
of music. Sound computation echoes Pythagoras, but the
exploration of sound synthesis stressed the importance of
aural perception, thus supporting the view of Protagoras
and Aristoxenus.
Protagoras claimed that of all things the measure
is man. This motto expresses a radical relativism,
implying that truth, morality and beauty are relative to the
human specificities: there are no external truths, eternal
standards or absolute canons. This opens the door to
individualism. It also stresses the specificity and the
importance of human perception. Plato – followed later
by Descartes - despised the errors of the sense: yet, in
spite of his intellectualist point of view, our senses are
our only windows to the world. As Purkinje wrote,
sensory illusions are errors of the senses but truths of
perception.
Some examples of auditory illusions: illusory motions
by Chowning and Doppler effect; my pitch and rhythm
illusions: a sound that goes down in pitch when its
frequencies are doubled; a beat that slows down when
one doubles the sampling rate; a sound that goes up in
pitch and speeds up but which ends lower and slower.
Music is anchored in us. The musical
phenomenon only takes place within certain ranges: our
hearing limits its frequency span, but also its rhythmic
span. Music no longer sounds as musical when one
increases or decreases frequencies or speeds by a factor
of 4. Echoing this relativisim, Max Mathews reminded
that man’s ear should remain the measure of all sounds:
technology can produce an unlimited variety of sounds,
but many of them are ugly, dangerous or inaudible.

dynamics, in particular a remarkable strange attractor
with a fractal structure. Anaxagoras had imagined
primordial chaos as a homogenous mixture, a confused
soup or milk containing all things. All things existed from
the beginning, but they were undifferentiated and
indistinguishable, as tiny pieces that had to be segregated.
“Mind”or “spirit” (noös) could unmix the mixture,
“separate the like from the unlike”, thus making the
simple emerge out of the complex. Nutrition is an
example of the process of mixing/unmixing. Anaxagoras
also appears to have been aware of self-similarity fractality - and eternal recurrence.
Similar views exist in some cosmologies. At the
end of the XIXth century, Poincaré justified the idea of
eternal recurrence, evoked independently by Nietzsche.
In the XXth century, self-organizing systems were
evoked by Pierre Teilhard de Chardin and Ilya Prigogine:
such systems produce “order from chaos”. The idea of
unmixing seems to be confirmed by recent theories of the
big bang.
Stravinsky viewed music as a construction
instituting an order in things, specially betwen man and
time. In the 1950s, information theory suggested that
significant intelligible messages should have an
information rate intermediary between order and
disorder, periodicity and noise, predictability and
unpredictability. Lejaren Hiller proposed to use computer
programs to extract order from a “chaotic multitude of
available possibilities”. Xenakis composed “stochastic
music”: he sought a minimal structuration for music,
initially for the macrostructure (composition), then, in
Gendy3, for both macrostructure and microstructure – for
syntax and vocabulary.
Unmixing could be related to substractive
synthesis. This method consists of submitting a spectrally
rich wave to a specific type of filtering, thus arriving at
the desired tone by eliminating unwanted elements rather
than by assembling wanted ones. Subtractive synthesis is
better adapted to certain types of sounds, specially voicelike sounds using predictive coding, and violin-like
sounds using filters mimcking the resonances of the
violin box, as demonstrated by Mathews and Kohut
(1973).
Anaxagoras’ concept of unmixing is put to work
in the powerful process of blind deconvolution,
developed by Paris Smagardis and others: this process
permits to separate two “voices” mixed together in a
stereo recording (for example to get rid of the piano
accompaniment in a stereo recording of a soprano lied
recital).
Chaotic phenomena have taken considerable
importance in contemporary science: it imposes severe
limits to predictability. Even simple dynamic systems
may have chaotic behavior. Dynamic systems are
characterized by their attractors, a kind of out-of-time
multidimensional representation: chaotic systems have
strange attractors with a fractal structure. The dialectic
between order and chaos reminds of the debate between
Parmenides and Heraclites. Creativity seems possible
only at the frontier of order and chaos.

5. CHAOS, FLUX
Otto Rössler considers that the ‘inventor” of chaos is the
pre-socratic philosopher Anaxagoras. Around 1970,
Rössler, a chemist self-proclaimed “specialist of nonspecialization”, exhibited impressive examples of chaotic
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Minoan civilization, more than ten centuries B.C., by
huge volcanic eruptions which caused considerable
damage between the island of Santorin and Crete. This
evocation inspired Sir Francis Bacon, Lord Chancellor of
England, who described in his book The New Atlantis
(1624) the utopia of a continent where scientific progress
would strongly influence the daily life of the community.
Here is a striking passage describing experiments on
sound:
We have also sound-houses, where we
demonstrate and practice all sounds, and their
generation. We have harmonies which you have not, of
quarter-sounds, and lesser slides of sound. Divers
instruments of music likewise to you unknown, some
sweeter than any you have: together with bells and rings
that are dainty and sweet. We represent small sounds as
great and deep: likewise great sounds extenuate and
sharp: we make diverse tremblings and warblings of
sounds, which in their original are entire. We represent
and imitate all articulate sounds and letters, and the
voices and notes of beasts and birds. We have certain
helps which set to the ear do further the hearing greatly.
We have also divers strange and artificial echoes,
reflecting the voice many times, and as it were tossing it:
and some that give back the voice louder than it came:
some shriller, some deeper ; yea, some rendering the
voice differing in the letters or articulate sound from
what they receive. We have also means to convey sounds
in trunks and pipes, in strange lines and distances.
I was impressed by this text, which seems an
amazing prophecy of the recent possibilities of digital
sound synthesis and processing. The visionary
imagination of Bacon had been set in motion by the
suggestion of the devices invented in his time, specially
the development of the automated organ and other music
machines. Similarly Edgar Varèse called for new musical
materials from electricity after he heard from Feruccio
Busoni about Thaddeus Cahill’s Dynamophone. I had an
occasion to design an evening of music around Bacon’s
New Atlantis. From the book, I excerpted a script guiding
the listener throughout a kind of journey to the new
continent imagined by Bacon. The actual purpose was to
explore the new sonic continent of digital music - indeed
a different realm: digital sounds can be pure
constructions, they are not necessarily the trace of visible
objects, they can be virtual, unreal, even paradoxical.
Programming the synthesis of sounds permits to play
with perception, to probe our innermost hearing
mechanisms so as to give the appearance of presence and
identity to illusory and immaterial sound objects escaping
mechanical constraints. Sound processing also helps us to
metamorphose natural sounds into hybrids that retain
certain features of a given sound and other features of
another one – sonic chimeras. The idea of the evening
was to show that the computer does not have to make our
sound world duller or smaller: on the contrary, digital
sound should be used to expand the sonic world, as
Varèse longued to do, to take advantage of our perceptual
features, to explore new territories, and to invoke powers
of the inner self. The strange sounds evoked by Bacon
were demonstrated, and the music presented was chosen
with the hope that it would convince the listener that the

The figures of chaos have often inspired music:
Nicolas Darbon has written a treatise on the music of
chaos. I have myself referred to chaos more or less
litteraly or metaphorically in several works: Phases and
Strange Attractors in 1988. Here is a brief passage en
route to chaos at the end of my work Pentacle for
harpsichord and computer (Elizabeth Chojnacka,
harpsichord)
En route to chaos (Pentacle)
As I mentioned earlier, Heraclitus of Ephesus
insisted that the universe changes constantly. “It is
impossible to step twice in the same river”. The Japanese
Ukiyo-e school of painting shows images of an
impermanent floating world. Modern views agree that
evolution is the dominant law for stars, for civilizations,
and for living beings - Darwin’s theory of evolution is no
longer disputed. Hearing does not measure the physical
parameters of the sound, but it is is finely tuned to the
physical laws, since natural selection has favored the
evolution of senses so as to help survival in a mechanical
world buzzing, rustling and humming with acoustic
sounds. This explains the interest of physical modelling
for sound synthesis. Here is an early example of physical
modelling, which makes kinematic sense.
**Bouncing ball**Cadoz
This strongly evokes a bouncing ball. It was produced
around 1980 by Claude Cadoz at ACROE, Grenoble, by
solving the Newton equation for motion. ACROE has
developed modular software – Cordis-Anima-Genesis –
which allows to connect massive points: a particle model.

6. PLATO, ARISTOTLE, NEW ATLANTIS
Plato, an essential philosopher, argued that there exists a
realm of transcendental forms, a world of Ideas. His
“allegory of the cave” suggests that people unaware of
this theory of forms only see shadows and mistake
appearance for reality. Following Socrates, Plato wanted
to lay foundations for ethics based on absolute
knowledge, hence fighting the stands of Protagoras.
Plato was concerned about music : he apparently
did not trust art for ethics and social organization.
According to him, poets are bad teachers forging fables,
and painters merely copy the phenomena, the
appearances, which are only degraded copies of reality.
Thus Plato recommended to cover poets with flowers and
to ban them from the Republic.
Aristotle was intent on increasing scientific
knowledge. Less of an idealist, he was favorable to
experimentation – and to art. He considered that the
process of artistic creation mimics the processes of nature
– a fight of form against matter, but he distinguished
between imitation – mimesis – and creation – poesis –
(creation of boats or of tragedies as well). Aristotle was
intent on developing science; his view was that the
universe was governed by purpose. In that sense, as
Heraclites, he was a precursor of Darwin, even though
natural selection is not really teleological – but it works
as though it were.
Plato evoked a mythical continent, New Atlantis
– perhaps a reminiscence of the destruction of the
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computer can also foster imagination, dream and fantasy.
The prophetic text of Bacon, read by actors, was
illustrated by significant milestones of the continuing
exploration of the digital domain, notably by John
Chowning and myself (simulations and metamorphosis of
acoustic instruments or the human voice, paradoxical
sounds which go up and down, which speed up and slow
down at the same time, illusions of sound movements in
space). Besides my own pieces Sud, for computersynthesized sounds, and Dérives, for chorus and
computer-synthesized sounds, one could hear John
Chowning’s Phoné and Michel Redolfi’s Immersion
(Redolfi pioneered underwater concerts)/.New Atlantis
was presented in 1988 in the Giacometti Yard of the
Fondation Maeght in Saint-Paul-de-Vence, with the
essential contribution of Bruno Meyssat, a refined and
musical sculptor of light.

mathematics discovered or invented ? Connes believes
that mathematical objects exist independently of man,
while Changeux believes they are constructions of the
human brain. To some extent the human brain is the way
it is because it has evolved in a world that is the way it is.
This suggests that one should not seek refuge in either
formalism or empiricism, mathematical or perceptual
justifications : raone should rather endeavour to reconcile
them in unpredictable ways. Creation must assume the
uncertainty of wandering in unmapped territories :
computing sound and music is still an Odyssey.
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ABSTRACT
Electronic technology has liberated musical time and
changed musical aesthetics. In the past, musical time was
considered as a linear medium that was subdivided according to ratios and intervals of a more-or-less steady
meter. However, the possibilities of envelope control and
the creation of liquid or cloud-like sound morphologies
suggests a view of rhythm not as a fixed set of intervals
on a time grid, but rather as a continuously flowing, undulating, and malleable temporal substrate upon which
events can be scattered, sprinkled, sprayed, or stirred at
will. In this view, composition is not a matter of filling or
dividing time, but rather of generating time. The core of
this paper introduces aspects of rhythmic discourse that
appear in my electronic music. These include: the design
of phrases and figures, exploring a particle-based rhythmic discourse, deploying polyrhythmic processes, the
shaping of streams and clouds, using fields of attraction
and repulsion, creating pulsation and pitched tones by
particle replication, using reverberant space as a cadence,
contrasting ostinato and intermittency, using echoes as
rhythmic elements, and composing with tape echo feedback. The lecture is accompanied by sound examples.
The text is derived from a chapter on rhythm in my forthcoming book Composing Electronic Music: A New Aesthetic [1].

1. RHYTHM IN ELECTRONIC MUSIC
Music is a dance of waves: vibrating the air, the ear
drum, the bones of the inner ear, and the auditory nerve,
with the ultimate goal of stimulating electrical storms in
the brain. In much electronic music, including my own,
rhythm often emerges as the dominant element in a flux
of ever-changing parameter interactions. Indeed, rhythm
is the sum total of all parameter interactions.
Today, rhythm can no longer be viewed merely as a
pattern of notes on a page of score. We acknowledge the
existence of a continuum from the pace of mesostructural boundaries (seconds and minutes), to infrasonic
fluctuations (< 20 Hz) to events at all audio frequencies
up to pulses at the sampling rate.
Microsonic processes introduce the possibility of evaporation, coalescence, and mutation of sound materials,
analogous to the ever-changing pattern of clouds in the
sky. As a result, the precise rhythmic pattern of certain
Copyright: © 2014 Curtis Roads. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.
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sound phenomena is far from clear. As these microstructural processes unfold, they result in the phenomena of
perceived pitch, duration, amplitude, space, and timbre,
all of which function as articulators of rhythm. Thus
rhythm occurs as an emergent quality of triggers, phasors,
envelopes, and modulators on a micro time scale.
As Messiaen [2] pointed out, the perception of duration
can be modulated by musical processes. We also know
that human listeners construct rhythmic groups around
events that are linked by Gestalt perception.
In the late 20th century, rhythmic notation evolved
over time into hyper-complexity, testing the limits of
readability and playability. At the same time, the technology of electronic music made the design of complex
rhythms ever more accessible.
Indeed, technology has changed the paradigm of
rhythmic theory and organization. The liberation of time
from meter was enabled by the technologies of recording
(with variable speed and backwards playback), editing,
granulation, and programming. These capabilities have
transformed the rhythmic playing field. Studio technology enables the exploration of polyrhythmic grids and
fields. The new generation of sequencers and programmable clock sources lead into uncharted rhythmic territories. Ironically, the ability to stipulate rhythm precisely
proved to be a barrier to naturally flowing rhythm in the
early days of computer music, when the start time and
duration of each event had to be typed in a long note list.
The computer was an ideal vehicle for formally-oriented
composers who wanted to distance themselves from habitual phrasing, but this same distance had to be overcome by composers and performers seeking more immediacy of expression.
Thus an aesthetic tension remains between machinegenerated timings and the subtle body rhythms we naturally associate with virtuosic performance. The challenge
in generative rhythm is to tame the urge to produce temporal minutiae that is fascinating only to the person who
wrote the program that generated it.
Listeners organize rhythmic perceptions according to
Gestalt expectations and tend to simplify or group events
together into a limited range of rhythmic patterns. We are
exquisitely sensitive to and compelled by pulsation.
However, pulse is not only the ubiquitous beat of popular
music, but any form of periodicity, however fleeting and
temporary, like the repetition of slapback echo or the flutter of low-frequency amplitude modulation.
In the rest of this paper, I introduce aspects of rhythmic
discourse that appear in my electronic music. The lecture
is accompanied by sound examples.
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tion. A rhythmic signature of the piece is the frequent
double articulation of a single impulse. Another characteristic is the use of short flutters like 8 impulses in 300
ms, but also dozens of short pulse bursts (less than 10
pulses) in the 6-10 Hz range. Accelerations and decelerations of pulse trains are common. Silent intervals sometimes punctuate the phrases. Part 2 uses the same sound
palette. This rhythmically complicated piece involves
both pulsation but also continuous transformations such
as in the middle section (1:10-1:48), which is based on
continuous tape echo feedback. Part 3 opens with a long
(55 seconds) sustained crescendo that builds toward an
anticlimax. Following this, the form is designed as a set
of six climaxes over the subsequent 1 minute and 20 seconds. I am most pleased with the irregular phrase between 1:57 and 2:03, which intermingles several pulsation frequencies. Part 4 features pulsations at different
frequencies, interspersed with continuous tones. The climax of a phrase is often a breakup of a continuous texture into a sparse sprinkling of percussive impulses. Between 1:06 and 1:14 I invoke one of my most beloved
clichés of electronic rhythm: the exponentially decelerating pulsation.

2. DESIGN OF PHRASES AND FIGURES
Rhythmic organization in my music often begins with a
performance in studio using synthesis (e.g., pulsar synthesis, frequency modulation, etc.) or processing (e.g.,
granulation, tape echo feedback, pitch-shifted sample
playback, etc.) and some kind of gestural interaction (using a musical keyboard, mouse, sliders, knobs, etc).
Rhythmic behavior is already specific in this initial stage,
as it is part of the conception. The result is a set of sound
files of varying lengths. Following this initial, playful
phase, I take a multiscale approach to organization. This
involves detailed editing at the lowest levels of sound
structure, but at any time I can intervene on higher levels
of structure, rearranging meso structures or generating
new sound material. The goal in the early stages is design
of phrase organization. Many phrases are structured
around figures–rhythmic patterns consisting of discrete
events. The figures often have a distinct morphology of
beginning, middle, and end lasting several seconds.
However, and this is important, I also sculpt meaningful phrases even in a continuous cloud, where there are
no discrete events per se before I begin editing. (See the
discussion of streams and clouds below)
For me, Clang-tint (1994) was a breakthrough in terms
of phrase design. A commission from the Japanese Ministry of Culture and the Kunitachi College of Music,
Clang-tint exists in three parts. The first part, Purity,
opens with a slow and deliberate keyboard performance
using the Bohlen-Pierce scale. This performance, which
is not aligned to a regular pulse, was prepared by a long
period of experimentation with the melodic and harmonic
possibilities of this scale. After this performance, at 2:49
sustained undulating sine waves enter the scene. Certain
sounds tremolo, fluttering at 7 Hz. At 4:47 echoing
rhythms begin with repetitions at 400 ms. The finale features a long sustained tone with pitch bend, arching over
50 seconds. The second part, Organic, opens with a pulsar cloud, leading to an explosive crescendo with many
different percussion timbres. Subsequent phrases feature
sustained tones that build to a rapid-fire release followed
by another sustained texture. Pulsations weave in and out.
The pulsation slows at 1:28-1:41, breaking open a sustained ocean sound. Several pulsar pulsations begin again
at different tempi. This is followed by a slow phrase with
pulses every 4 seconds. Another sustained tone builds to
the final explosive crescendo. The third part, Filth, opens
with a high impact percussive tone. The rhythmic organization is again based on phrases, with long “straining”
tones (like stretching a rubber band before it breaks) leading to crescendi with many clicking and snapping impulses, leading to a continuous noise texture punctuated
by percussive hits. The textures fade to a low-intensity
noise cloud lasting 20 seconds. A tone appears, punctuated by burning ember-like sounds. The finale consists of
three widely-spaced percussive hits in reverberation, one
7.8 seconds after the first and the final hit 10.1 seconds
after the second.
Meso structure is also the focus in Volt air (2003), a
four-part exploration of a granular synthesis texture. Part
1, with its electronic woodblock-like sound palette, explores short-term pulsation as a means of forward mo-

3. PARTICLE-BASED RHYTHM
Most of my works, with the exception of Clang-tint
(1994), explore a particle-based rhythmic discourse. Microsonic processes can unfold as a more-or-less continuous granulation, a sparse pulsation, or by means of a
manual practice of detailed assembly of micro-rhythmic
figures or micro-montage. One characteristic figure is a
high density spray or “avalanche” of particles, which
creates a rattling or hissing sound, depending on the spectrum of the particles. As a cadential gesture at the end of
a phrase, such an avalanche has the function of releasing
accumulated energy, like letting off steam. (See the description of Sonal atoms below.)

4. POLYRHYTHMIC PROCESSES
I am interested in Varèse-inspired rhythmic processes in
which independent strands align at critical mesostructural
boundaries. An example is Always (2013), which features
polyrhythmic processes on multiple time scales. Due to
this work’s initial construction, as a real-time combination of six stereo sound files played simultaneously from
a sampler on ten keys (with pitch-shifting according to
each key, totaling 120 tracks), Always is especially complicated from the standpoint of rhythm. The work is divided in two sections. The first section is dissipative. The
second section is fast-paced and scintillating, characterized by thousands of clicks and hissing grains underpinned by a lively melodic/bass line.
Pacing is critical. Much of my music consists of rapidfire rhythmic processes on multiple time scales–a high
rate of information density. This is also why many of my
works tend to be short and concentrated. This rate of information density becomes tiresome if it is extended for
too long without a break. Thus in high-velocity works
like Touche pas (2009) the second half of the composition process consisted of slowing down an initial granula-
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phrase boundaries or as a penultimate gesture before an
ending fadeout as in the finale.
Sculptor (2001) derives from a driving percussion track
sent to me by Tortoise drummer John McEntire. I granulated this track into a continuous cloud, turning it into a
flow of undulations, spectral fluctuations, and accents.
The individual grains reveal themselves only in the end
when they form a rapid rhythmic pattern.
Fluxon (2002) is a continuous granulation of a sample
of rolling marbles marked by undulations, spectral fluctuations, and accents, combined with fluttering amplitude
modulations in the 14-18 Hz range. The jittering cloud
form articulates the central theme of pitch bending towards local climaxes.
The three movements of Never (2010) are similarly
outcomes of continuous granulation, marked by undulations, spectral fluctuations, and accents. The granulation
is regularly broken up into high-velocity particle figures.
A bass line serves as a rhythmic counterpoint to the granular figures.

tion. This meant selecting phrases and transposing them
down in pitch (by an octave, for example) and speed, then
inserting reverberation cadences and pauses to make the
work breath in between the fireworks.

5. SHAPING STREAMS AND CLOUDS
Exploring the new musical resource of streams and
clouds of grains is central to my practice. At the core of
these processes is an engine for grain emission. The
valves that regulate the rate of granular flow are central.
These control the number of streams and the granular
density of the streams. In effect, they control the microrhythm of the granular emission as it is being generated
in real time.
Once these textures have been recorded as sound files,
as a rhythmic tactic, I seek to articulate meso-structural
highlights within the granular flow. Through microediting I create internal fluctuations and accents of individual grains that sometimes sound like the crackling of a
wood fire, except that the crackles are composed precisely to articulate the unfolding of meso-structural processes. I shape the continuous clouds with pitch bending
curves to obtain an effect of speeding up or slowing
down. I also vary the grain durations over time, which
has the effect of moving back and forth between pitch
and noise. I often apply envelopes that lead to forceful
accents. Indeed, I seek clear articulation of accents.
However, accents are not always important structural
boundaries; there can be a strong accent within a phrase
merely as a point of articulation, not just at the beginning
and end of a meso-structural boundary.
In terms of finally understanding how to organize
granular materials, Half-life (1999) was a breakthrough
composition [3]. This is when I began to learn how to
compose with stream and cloud morphologies. For example, the second part of Half-life, called Granules was
spawned by a single real-time granulation of a file created by pulsar synthesis. I extensively edited and rearranged this texture over a period of months with a goal of
maintaining the illusion that the end result could have
somehow been generated in real time, with no pauses.
The macro structure of Granules is a slow dissipation of
energy, bubbling down to the depths, proceeding inexorably to a sputtering end.
Like Half-life, Tenth vortex (2001) was originally a real-time granulation of a pulsar synthesis file. It unfolds as
a continuous cloud texture, characterized rhythmically by
expressive undulations, spectral fluctuations, and accents
rather than a series of discrete events. Meso structure is
often articulated by spectral processes that unfold over
several seconds, such as a bandwidth widening induced
by shrinking the grain durations (Roads 2001b). This has
the effect of dissolving a pitched texture into a noise texture. Since this unfolds over several seconds it articulates
a phrase.
Eleventh vortex (2001) opens with a 4 Hz pulse that
eventually dissolves into an irregular granulation.
Rhythmically, the Eleventh vortex is a play of oppositions between continuous granulation and pulsating sequences. These pulsations often appear at the end of

6. FIELDS OF ATTRACTION AND REPULSION
In several works, including Half-life, part 1 (1998), and
Part 2 of Clang-tint (1994) I set up gravitational fields of
attraction and repulsion. An attractive field serves as a
magnet for a dense avalanche, that is, a micromontage of
dozens of discrete events. A repulsive field disperses
events to create a rhythmically sparse texture.

7. CREATING PULSATION AND
PITCHED TONES BY PARTICLE
REPLICATION
In this music, both pulsation (at infrasonic frequencies)
and tone formation (at audio frequencies) are emergent
qualities of particle repetition. Thus, although the compositions as a whole are rarely aligned to a meter, within a
piece I create metric figures on multiple time scales including the audio time scale. For example, in the first part
of Half-life (1999) called Sonal atoms, the pitched phrase
at 2:18 was created by replicating grains at audio rates to
form tones. Most of this piece contrasts long clouds of
more-or-less continuous granular noise, punctuated by
discrete rhythmic figures (using individual grains), such
as bursts of grain repetitions in the 7-14 Hz range. The
work makes explicit use of individual pinpoints grains as
accents. Silent gaps of up to 1.65 seconds appear in the
middle, gradually increasing granular density beginning
at 1:45. A first avalanche of short grains is centered at
2:02, followed by low-level pulsation interrupted by
sharp isolated impulses and a return to noisy granulation.
The pitched phrase at 2:18 was created by replicating
grains at audio rates to form tones. In the final minute of
the piece, phrases often conclude with grain avalanches
that fade away with pulsation. The finale consists of an
accelerando with a phrase repeated five times speeding
up that ends in an explosive granular avalanche. The finishing gesture is a decaying pulse train at 10 Hz.
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8. REVERBERATION AS A CADENCE

Another means of articulating latent pitch is by additive
superposition of pitch-shifted noises to articulate “noisechords.” For example, in my composition Modulude
(2013) I superposed multiple pitch-shifted reverberation
tails (which individually sound like colored noises) to
create tuned reverberation chords (see Figure 1).
The ambiguous zone of latent pitch is deeply fertile
ground for experimentation. It shows again how a sound’s
perceived structural function depends on its musical context. For certain sounds, whether the sound is perceived as
a noise or a pitch depends on its setting.
A related technique that appears in Epicurus is the explicit introduction of pitched tones to imbue a harmonic
shimmer to a reverberant cadence.

A phrase that ends with a long reverberation pause is
typical in several recent works, including Epicurus. The
tripartite form of Epicurus determined its rhythmic structure. The opening section is high velocity and animated.
This is followed by a slow section, succeeded by a grand
finale. All three sections transpire in the space of just 3
minutes and 6 seconds. The 18-second opening introduces all the elements of the piece: sharp impulses, lowamplitude granulation, replicated particle patterns, and
long (10-second) reverberation cadences. The next 20
seconds form a continuous granulation that is finally broken up at a pattern of particle replications (37.5 to 40
seconds). The second, slow section starts at 1:22.5. The
finale, starting at 2:03 deals with long reverberated decays ranging from 5.7 seconds to a long 16.8 seconds.
The reverberations are often compound sounds, what I
call reverberation chords consisting of several pitchshifted copies of the same reverberation cloud. Reverberation is usually noisy and has no pitch, but it can be induced to have latent pitch. As Natasha Barrett [4] observed, latent pitch can be articulated by sequential contrast:
Pitch content becomes perceptually evident when a
composer applies methods of “sequencing”…When
articulating a single [sound object], the sound may
appear to contain little in the way of pitch. When articulating a series of [sound objects] in succession,
one compares discrete articulations and detects differences of pitch or tessitura…In Earth Haze, water droplets have been sequenced in this manner to expose a
pitch contour.
In a similar manner, my piece Touche pas (2009), features sequences of unpitched impulsive sounds in which
each successive sound is pitch-shifted by a perfect fifth.
Shifting unpitched noise sounds like cymbals can bring
out an impression of pitch as the intervals between certain resonances become apparent.

9. OSTINATO AND INTERMITTANCY
I am interested in the tension between repetition and interruption, between ostinato and intermittency. For example, Pictor alpha (2003) is a loop-based composition,
a repeating theme-and-variations form with a repeating
pulsar at 8 Hz as a central rhythmic figure, around which
many other pulsations speed up and slow down. The
loops are rarely perfect; rather, they are slightly “off” in
timing or directly spliced into to break the regularity of
the ostinato. Another rhythmic motif is a 13 Hz pulsation.
A pivotal point around 2:14 sees the 8 Hz pulses sustain
and then explode. At 2:42 the rhythm splits into two contrapuntal streams. The finish is a fadeout of pulses at 4
Hz.
By contrast, in Half-life (1999), I wanted to shift the
musical discourse away from continuous, stationary, and
homogenous signals (such as pitched tones) to intermittent, nonstationary and heterogeneous emissions (pulses,
grains, and noise bands). Thus the sound universe of
Sonal atoms is a concentrate of punctiform transients,
fluttering tones, and broadband noise textures. Only a
few stable pitches appear as the epiphenomena of particle
replications.

10. ECHOES AS RHYTHMIC ELEMENTS
To craft the rhythms of the sonic surface structure in detail requires many editing interventions. A common motive in some of my works is the echoed repetition of impulses at key transition points. While the underlying texture shifts abruptly, these echoes continue the past into
the future. This is a signature of Now (2003)–a continuous granulation marked by undulations, spectral fluctuations, and accents. This work is the product of an asynchronous granulation with overlapping large grains,
which created a 400 ms echo effect in many parts of the
work. The piece is further characterized by sharp drumlike collisions of sound in the opening section (e.g., at
0:07, 0:12.6, 0:17.9, 0:33.1, etc.). I constructed these collisions by cutting off the swell of a granulation cloud
(creating a sharp wave edge at the peak of the swell) and
splicing it with a sound occurring several seconds before
the swell. Over this junction I layered particle streams to
create hysteresis-like effects (Figure 2), as if the previous
sound was ricocheting or rebounding from the collision.

Figure 1. Superimposition of pitch-shifted reverberation tails
form a reverberation chord. The middle graph is shifted down
an octave, so it lasts twice as long as the top graph. The bottom
graph is pitch shifted two octaves down, so it is four times as
long.
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based entirely on sound material generated tape echo
feedback.) These include pulsating echos (as described in
the previous section) whose period is determined by tape
speed, to self-sustaining feedback with continuous pitch
shifting and narrow filtered resonances. Feedback can last
for several seconds or several minutes. The rhythmic
component is a function of the fluctuations introduced by
manual control of knobs and faders involved in regulating
the echo-feedback process. A prime example appears in
Volt air, part 2, from 1:08 to 1:48.

The final part of Now devolves into continuous granulation textures and a long quickly pulsating fadeout with a
24 Hz mean frequency, capped by a final echoed burst.

12. CONCLUSIONS
Electronic technology has liberated musical time and
changed musical aesthetics. In the past, musical time was
considered as a linear medium that was subdivided according to ratios and intervals of a more-or-less steady
meter. However, the possibilities of envelope control and
the creation of liquid or cloud-like sound morphologies
suggests a view of rhythm not as a fixed set of intervals
on a time grid, but rather as a continuously flowing, undulating, and malleable temporal substrate upon which
events can be scattered, sprinkled, sprayed, or stirred at
will. In this view, composition is not a matter of filling or
dividing time, but rather of generating time.

Figure 2. The initial sound crescendos to a peak at which point
its last particle A echoes into the future as a kind of hysteresis
effect over a new sound B.

Nanomorphosis (2003) is a continuous granulation
marked by undulations, spectral fluctuations, and accents.
The granulation sometimes breaks up into rapid-fire
rhythmic figures with a typical density of 10-20 grains
per second. In this piece I sometimes mark transitions by
inserting a barrier particle as a kind of punctuation mark
into the flow. At the junction of a barrier particle, particles ricochet or rebound, while simultaneously the ongoing stream changes character. The behavior is similar to
Figure 2, but without an initial crescendo. This ricochet
technique appears throughout Nanomorphosis.
Touche pas (2009) marked the beginning of a new
rhythmic style, with “bouncing” particle figures, in which
a particle echoes several times. This behavior reminded
me of Subotnick’s Touch (1969) hence the title. The
phrases end on a strong accent that is sustained by tag
that is either (a) reverberation, (b) pitches alone or in
chords, (c) a sound that is pitch bending. This phraseending tag creating a breathing space in between phrases
and serves as a cadence. The tags last anywhere from 2.6
seconds to 9.2 seconds. Part 1 also introduces a bass line
consisting several deep sustained pedal points. Part 2
continues the rhythmic strategies of part 1, with the addition of a more animated bass melody that serves as a
rhythmic counterpoint to the granular figures. Brief particle pulsations overlay the central granulation theme. Also
I introduce the extensive deployment of brief (1 ms) and
sharp impulse clicks scattered over the granulation like
grains of salt and pepper. At 1:47 the central granulation
texture is transposed down an octave, suddenly slowing
the rhythmic pace for the rest of the piece. The unusual
ending consists of seven iterations of a 3.4-second loop.
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11. TAPE ECHO FEEDBACK
An important characteristic of my music is the deployment of analog tape echo feedback, with its unique palette of effects. (My current work-in-progress, Then, is
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tic compositional environment. A horizontal line would
yield atonality/ametricism with all elements equally
probable; increasing the gradient would raise the eldstrength – see Figure 1.

ABSTRACT
This paper outlines a unique algorithmic model of chorale
synthesis based on mathematics, speci cally on algebra
and geometry. There were four distinct stages in its
development, 1. algebraic formulæ (1978) for the
quanti cation of the harmonicity of pitch intervals and of
the rhythmic relevance or indispensability of the pulses in
a multiplicative meter, 2. the computer program package
Autobusk (1986) using the harmonicity formula for the
interpretation of a pitch set or musical scale as a ratio
matrix, 3. multidimensionally scaling (2001) a scale ratio
matrix into a Cartesian chart of two or more dimensions
and 4. chorale synthesis (2012) by rules based on the
multidimensional scaling of pitch sets and on the pulse
indispensability formula. These four stages will each be
outlined in a separate section.

Figure 1. A straight line, its gradient determining tonal
or metric eld strength by relating element probabilities
to interval harmonicity or pulse indispensability.

1. INTRODUCTION

2.1 Numerical Indigestibility, Interval Harmonicity

In 1975, while preparing to compose a large microtonal
piano piece (see section 2), I was faced with the problem
of how to treat quarter-tones harmonically. Hindemith [1]
had referred to the harmonic relevance of twelve-tone
chromatic intervals but not to intervals outside this set.
Partch [2] listed and commented on several just-intoned
intervals but not in the context of functional harmony.
But both authors explicitly based their investigations on
interval ratios and on prime numbers contained therein. It
soon became clear to me that I would have to do my own
investigations along these lines.

For this piece, the notes D, E, F-sharp and B are retuned
in every octave of the piano a quarter-tone downwards. In
this tuning, a total of 84 heptatonic scales containing
three interval sizes – whole steps (3, 4 or 5), half steps (0,
1 or 2) and three-quarter steps (0, 2 or 4) – were found;
other interval sizes were not used. In order to study the
harmonic properties of these scales, it was necessary to
rst study their component intervals. I turned to the old
adage attributed to Pythagoras, that the smaller the numbers forming interval ratios (e.g. 1:2, 2:3, 3:4, 3:5 etc.),
the more harmonic these are. 2½ millenia later, Partch
was practically stating the same thing. However, it did
not make sense to me that intervals like 6:7 and 7:8, basically unused in pre-20th Century Western (or even Indian)
Music, be more harmonic than 8:9 or 9:10, two wellknown whole tones. I directed my attention to the primes
contained in the ratio numbers and came up, inspired by
Euler’s φ or function, with a formula for what I termed
numerical indigestibility: the larger, “less digestible”
primes inhibit the intervals’ harmonicity, the formula for
which I based on that for indigestibility. Harmonicity, a
psychological phenomenon, has been long confused with
physiological sensory consonance, itself deriving from
the consistency of the basilar membrane as described in a
legendary text by Plomp and Levelt [3]. The formulæ for
indigestibility and harmonicity can be seen on the next
page in Figure 2, with tangible results in Table 1. These
items were rst published in [4] and most recently in [5].

2. ALGEBRAIC FORMULÆ
This section concerns theoretical work done in 1975-78
in connection with the writing of Çoğluotobüsişletmesi, a
thirty-minute work for microtonally retuned piano. My
aim was to determine – in the micro- and macrotemporal
(frequency and time) domains, respectively – the extent
to which an element (pitch or pulse) of a scale or meter
contributes to setting up a tonal or metric eld of
speci c strength. The eld-strength would be controlled
by the gradient of a straight line in a two-dimensional
space in which the x-axis represents the said contribution
in terms of interval harmonicity or pulse indispensability
and the y-axis the probability of the element in a stochasCopyright: © 2014 Clarence Barlow et al. This is an open-access article
distributed under the terms of the Creative Commons Attribution License
3.0 Unported, which permits unrestricted use, distribution, and
reproduction in any medium, provided the original author and source are
credited.
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2.2 Pulse Indispensability
Rhythms in Çoğluotobüsişletmesi were also computed by
the method outlined in Figure 1. A total of six meters in
14 tempi ranging from MM 60 to 135 were taken for the
piece, each meter denoted by multiplicative strati cation,
e.g. “2x5” meaning 2 beats of 5 pulses each. A system,
algebrized as a formula [6] and computer-programmed,
(see below) allots each pulse of each meter a unique indispensability value ranging from zero to one less than
the number of pulses, e.g. for 2x5: [9 0 6 3 4 8 1 7 3 5] –
the bigger the number, the more indispensable the pulse.
The indispensabilities, converted into probabilities, made
rhythms with random numbers. Figure 3 shows the threelayered meters 3x2x2, 2x3x2 and 2x2x3 (better known as
3
/4, 6/8 and 12/16) with pulse indispensabilities.

Figure 2. Formulæ for the indigestibility ξ of whole number N
(left) and the harmonicity H of interval ratio P:Q (right, Q>P).

Figure 3. Pulse indispensabilites simultaneously shown
as numbers, bar charts and shading for three meters on
the third level of strati cation (with 12 pulses each).

3. AUTOBUSK
From 1986, the above-mentioned formulæ and related
algorithms were programmed into the software package
Autobusk running on an Atari ST computer, in which
twelve parameters are applied to scales de ned in cents
and meters as strati cations. Figure 4 shows a screen
shot of the main program. The package together with a
tutorial [7] can be freely downloaded from Mainz University:
<http://www.musikwissenschaft.unimainz.de/Autobusk/>
The rst piece composed with Autobusk was variazioni e
un pianoforte meccanico (1986) for pianist and player
piano. In 2000 Autobusk was declared completed.

Table 1. The indigestibility of the natural numbers 1-16
(boxed, left) and all intraoctavic intervals upwards of
absolute harmonicity threshold 0.05.

The 84 scales of Çoğluotobüsişletmesi were now tuned to
intervals taken within a
tolerance from a table such
as the one above while lowering the harmonicity threshold to include the prime number 11. The tuning was used
to evaluate harmonicities which engendered probability
values as shown in Figure 1. Table 2 shows an excerpt of
the tuning as published in [4].

Table 2. Tuning of 14 of 84 scales as used in the piano
piece Çoğluotobüsişletmesi (1978) – the rst seven and
the last seven each belong to a common cyclic mode.
Figure 4. Screen shot of Autobusk main program.
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One of Autobusk’s peripheral programs, “HRM”, derives
a two-dimensional matrix of ratios from a musical scale
de ned in cents, e.g. the one-octave chromatic scale in
Figure 5, with three constraints: minimum harmonicity,
nominal tolerance (the width of a Gaussian bell placed on
each scale degree to damp outlying ratios’ harmonicities)
and tuning alternatives (the number of ratios competing
to represent each scale degree, e.g. 5/4 and 81/64 for the
major third, 400 cents). The overall harmonicity for every
possible tuning given the number of alternatives is evaluated (e.g. 28 tunings for 2 alternatives in an 8-note major
scale) and the one with the highest value is selected.

Figure 6. A multidimensionally scaled map of a chromatic
scale octave as interpreted by Autobusk/HRM.

5. CHORALE SYNTHESIS
To quote Wikipedia again, a chorale “is a melody to
which a hymn is sung by a congregation in a German
Protestant Church service. The typical four-part setting of
a chorale, in which the sopranos (and the congregation)
sing the melody along with three lower voices, is known
as a chorale harmonization. In certain modern usage, this
term may include classical settings of such hymns and
works of a similar character.” Probably the most famous
chorales in music history were written by J. S. Bach.
While making visual pitch maps by multidimensional
scaling, I wondered what the Bach chorales would look
like if viewed in such maps. Accordingly, in 2012, I
nally got down to examining the chorale Zeucht ein zu
deinen Toren (“Oh enter, Lord, thy temple”) in this light.
For a multidimensional scaling the piece would have to
be tuned to just-intoned ratios (which I did manually),
and the harmonicities determined by Autobusk. Figure 7
shows the chorale opening together with the ratios found.
Note the four pairs of identical looking but differently
tuned notes G, B in the bass staff and B, C in the treble.

Figure 5. Ratio-harmonicity matrix of a chromatic scale
octave as interpreted by program Autobusk/HRM.

As in Çoğluotobüsişletmesi, the harmonicity values are
then converted into probabilities for the random selection
of pitches.

4. MULTIDIMENSIONAL SCALING
Introduced about a half-century ago, multidimensional
scaling is, to quote Wikipedia, “a means of visualizing
the level of similarity of individual cases of a dataset.”
Writing “proximity” for “similarity”, this means that if
we know for instance the geographical distances between
selected cities, it would be possible to construct a map in
dimensions two or more (e.g. a globe) with the cities in
the right place related to each other, except for the map
being possibly rotated by a certain unpredictable angle or
even laterally reversed.
In 2001, regarding harmonicity as a measure of the
harmonic proximity of notes forming scales, I began to
construct “maps” of the scales. Figure 6 shows a mapping
of the chromatic scale matrix in Figure 5. Note the close
proximity of the keynote (1:1) and the octave (1:2), and
the mutually remote minor 2nd (15:16) and augmented 4th
(32:45) or major 6th (3:5) and minor 7th (5:9).

Figure 7. A manually tuned rendition of the J. S. Bach
chorale Zeucht ein zu deinen Toren (opening bars).
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Figure 8 shows the multidimensionally scaled map of the
Bach chorale opening bars’ pitch material as manually
tuned. The rst chord is outlined in blue. The four pairs
of identical looking differently tuned notes are numbered
with lower case Roman numerals and are mutually quite
remote.

Figure 9. 79 multidimensionally scaled pitches selected
for the organ piece Für Simon Jonassohn-Stein.

The meter was chosen for the piece was a slow 3x2, the
half-note pulse indispensabilities being [5 0 3 1 4 2].
Using the method outlined above, four chorales were
composed, partly interspersed and partly synchronized
with Autobusk “improvisations” in the same harmonies
as the chorales and in meters 2x2x2, 3x2x2, 2x3x2,
2x2x3, 2x2x2x2 and 2x2x2x3, whereby the fastest pulse
is a 16th-note. Even though the work was performed in
equal temperament, Figure 10 shows Chorale 1 with justintoned ratios and cent deviations with which Für Simon
Jonassohn-Stein was composed.

Figure 8. Multidimensionally scaled manually tuned
pitches of the J. S. Bach chorale Zeucht ein zu deinen
Toren (opening bars).

Every chord in the chorale was delineated as in Figure 8,
and the images, one per chord, converted into a musicsynchronized video. After intently observing the video, I
came up with two simple rules for synthesizing a chorale:
1.

The overall harmonicity of a chord randomly
chosen from a multidimensionally scaled map is
proportional to the indispensability of the pulse
it occupies.

2.

Every chord and the one succeeding share a note
in common.

With these rules in mind, I began to work on a commissioned piece for computer-driven pipe organ entitled
Für Simon Jonassohn-Stein (the organ in question was
housed in Cologne in the church of St. Peter, whose original name was Simon son of Jonas). The pitch material
consisted of 79 just-intoned intervals spread over the full
4½-octave range of the organ, their ratios being primelimit 7 (i.e. containing factors up to 2±6, 3±3, 5±1 and 7±1),
and the minimum harmonicity was set at 0.07. Even
though the organ’s 54 half-steps were tuned to the regular
12-tone chromatic scale, the composition of the work was
effected as though the pitches were just-intoned; this corresponds to the general practice of composing 12-tone
tempered music with the harmony (but not the sound) of
just intonation in mind.
Figure 9 shows a multidimensionally scaled map of the
79 pitches expressed as ratios, offering a total of 79079
different triads for random selection. Note the several
individual four-note octave-chains.
Figure 10. Chorale 1 of Für Simon Jonassohn-Stein.
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6. SUMMARY
Unlike work done by many esteemed colleagues in the
parallel eld of musicology, Für Simon Jonassohn-Stein
does not attempt to re-create an existing style. Its idiom
indeed sounds vaguely familiar, because of the tonal and
metric elements employed. At the same time it also
sounds somewhat singular, because of the unexpectedness of many of the chord changes. All functions and
techniques described, from indigestibility, harmonicity,
and indispensability to chorale synthesis, were developed
as purely compositional tools, from Çoğluotobüsişletmesi
and variazioni to the present. It is my hope that this paper
– in addition to describing a continuous line of thought –
also conveys my fascination by the extent to which solely
mathematical, non-empirical means can synthesize an
esthetically relevant music.
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electronic instruments and their potential to increase the
expressive possibilities of composers, the following questions come to mind: have we attained a level of sophistication in the domain of electronic and computer music
that more or less equals pre-electric possibilities And,
have we realized the pre-1945 hopes and dreams of these
and other visionary composers?
While recognizing the contributions of Cahill,
Theremin, Martenot, Trautwein and others, admittedly,
much of the music produced with their instruments can
be summed up by a quote from Cage [5] in 1937: “When
Theremin provided an instrument with genuinely new
possibilities, Thereministes did their utmost to make the
instrument sound like some old instrument, giving it a
sickeningly sweet vibrato, and performing upon it, with
difficulty, masterpieces from the past….Thereministes
act as censors, giving the public those sounds they think
the public will like” [5]. Until we arrive at the more practical and realistic texts of Schaeffer [7] and Stockhausen
[8], who, after 1945, had very clear, non-utopian ideas
and theories, and made realizations (proofs) of these ideas directly in electronic music compositions, the pre-1945
writings of earlier composers might have been and still
could be viewed as somewhat naive, particularly if we
choose to ignore the fact that these composers felt acute
limitations with acoustic music for the realization of
some of their ideas, combined with a certain ambivalence
towards the more conservative aspects of the music
world. Rereading some of these writings 75 to 100 years
later, it is quite clear that these composers were actually
quite prescient about what the future would bring and
their foresight, combined with their realistic attitudes on
both technological and aesthetic levels, was far from naive.

ABSTRACT
If contemporary electronic music is on par with acoustic
music, why is there an imbalance between the two domains? This paper explores the question by examining
ideas of early electronic music visionaries, and their relationship to what later has been termed Modernism, and
scrutinizes the differences and commonalities between
electronic and acoustic music, sound design and composition, scientism and humanism, and popular and contemporary music. Since divergences between acoustic and
electronic music culture within the domain of contemporary music appear to be significant, speculation on strategies for achieving congruence between acoustic and electronic music in the future are proposed.

1. INTRODUCTION
Consider, for the sake of argument, that the music which
composers typically have performed at an ICMC is categorized as part of the “art” or “serious” or “concert” or
“contemporary” music world, somewhat apart from the
sociology, business, and aesthetics of popular music.
(Unfortunately, nomenclature continues to be a problem
after more than 50 years of trying to avoid the misnomer
“classical”, this article arbitrarily uses the label “contemporary”). If the level of sophistication of contemporary
electronic music is approximately equal to the level of
sophistication of contemporary acoustic music, and if the
level of sophistication of the tools used to create electronic music appears to offer potential to enlarge the expressive possibilities of composers, why does the contemporary music world seem to view technology with
suspicion? More specifically, why does the acoustic music world appear to maintain a certain distance and separateness from the electronic music world, and why does
electronic music remain, to a degree, isolated and segregated, and, finally, why does acoustic music dominate the
field of contemporary music?

3. MODERNISM

2. PRE-1945 VISIONARIES
After re-reading a number of early visionary utopian texts
about the future hopes of a wide array of composers,
ranging from Busoni [1], Russolo [2], and Chavez [3]
through Cowell [4], Cage [5], and Varese [6], for both
Copyright: © 2014 Cort Lippe et al. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.
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It should come as no surprise that these visionaries of the
early Modernist era called for, and sometimes demanded,
the development of electronic instruments. And it is no
surprise that they followed the first three tenets of Georgina Born's [9] six characteristics of Modernism: (1) negation and reaction against Romanticism and Classicism,
(2) fascination with new media, technology, and science,
and (3) interest in the theoretical leading to practice. In
other words, in their search for new modes of expression,
technology seemed an obvious avenue for the exploration
of new ideas, and these visionaries were quite comfortable theorizing on the possibilities that future developments could offer composers. While their hopes for elec-
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tronic music might be seen as having less to do with the
latter three of Born's characteristics of Modernism: (4)
involvement in politics and/or political rhetoric, (5) dichotomy between rationalism and irrationalism, and (6)
ambivalence towards popular culture, we can nonetheless
trace the influence of these tenets in their writings. While
most of them did not overtly leverage political rhetoric in
their pleas for increased research and development in
technology, a certain politicizing of the state of contemporary music was implicit in their texts, and their arguments were certainly biased towards a rational explication of the necessity for technological developments
(even when overly idealizing new possibilities). Finally,
we can assume that they had a certain ambivalence towards popular culture typical of Modernist thinking, although their strongest displays of ambivalence appear to
have been directed towards the more commercial aspects
of classical music culture (as can be clearly sensed in the
quote above from Cage regarding Thereministes).

existence for less than 100 years, is healthy and thriving.
In one sense, this is true; an example of this burgeoning
field would be the 900 compositions submitted for this
combined conference. But in an objective comparison
with the acoustic music world, the isolation and segregation of electronic music is undeniable, as are the many
artificial boundaries that exist between the electronic and
acoustic music spheres of influence and practice. For
instance, journals that are generally concerned with contemporary music, or are open to covering contemporary
music, pay very little attention to electronic music, proportionally. Music critics write very little about electronic
music concerts. Contemporary music ensembles perform
much more acoustic music, and festivals of contemporary
music clearly favor acoustic music. Finally, a significant
number of composers write acoustic music exclusively.
The reasons for these phenomena are multiple: preference
plays a role in determining the medium in which a composer works, but there are clearly more opportunities in
the acoustic domain, and education is a determining factor clearly biasing composers toward acoustic music.

4. ELECTRONIC AND ACOUSTIC MUSIC
Returning to my first question: have we attained a level
of sophistication with electronic music that more or less
equals pre-electric possibilities? (By electronic music, I
mean music with an electronic component). Many practitioners of electronic music would answer this question
positively, but it is unclear what the response would be
from composers of purely instrumental music. It is quite
possible that having little or no interest in or experience
with electronic music, some might answer this question
negatively. But, let us assume for a moment that the level
of sophistication of electronic music approaches or equals
acoustic music, aesthetically speaking, and that the tools
of the discipline offer the potential to expand the expressive possibilities of composers. (Why should we assume
this? For no other reason than because I, like many others, consider Kontakte to be one of the masterpieces of
music since 1945.) So, why does the larger musical world
seem to view technology and electronic music with suspicion? Why does the acoustic music world appear to
maintain its distance and separateness from the nonacoustic world, and why does the electronic music world
remain, to a certain degree, isolated and segregated? If
anyone questions these statements, and without subtracting IRCAM and a couple of other well-supported institutions from the equation, solely the budgets for opera
houses, symphonic orchestras, music festivals, ensembles, and composers predominately involved with acoustic music far outweigh financial support for electronic
music activities. Of course, this comparison between the
acoustic music world and the electronic music world is
unfair since we have 300-600 years of acoustic repertory
and lutherie to compete with, and a musical repertory for
orchestras, opera houses, festivals, and ensembles that in
large part is not even music of the 20th century, much
less music since 1945. But, focusing just on music since
1945, one could argue, from a very narrow positivist
point of view, that electronic music, which has been in

5. SOUND DESIGN AND COMPOSITION
Why does this separation between acoustic and electronic
music exist? Obviously, Busoni, Chavez, Cowell, Cage,
and Varese were all acoustic music composers. Many
pioneers in the electronic music field came out of an
acoustic music background, but oddly enough, quickly
faded back into it after forays in the 1950s and early
1960s: Boulez, Berio, Ligeti, Maderna, Pousseur, and
Kagel all experimented with and composed electronic
etudes or pieces. Why did these composers stop making
electronic music, while Stockhausen, Davidovsky, Xenakis, and others continued? (Admittedly, Boulez began
anew 30 years later with Repons, for a variety reasons.)
And why, ten years ago, did a major American composer
of acoustic music write an acoustic opera that included a
three minute electronic introduction which was created
by a second composer who regularly writes electronic
music, but was listed as a “sound designer” in the concert
program? Is electronic music commensurate with sound
effects and not real music in some circles of influence,
and are creators of electronic music preferably categorized as sound designers rather than as composers for
some reason? (Without question, sound design is an integral, and highly significant component of composition: in
electronic music much of the lutherie of electronic instruments and sounds is virtual, but a similar concept of
sound design exists in acoustic music when composers
create new sounds based on unusual orchestrations, invent extended instrumental techniques, and develop new
instruments.)

6. SCIENTISM AND HUMANISM
Without naming names, foreshortening history, or oversimplifying this theme, the question remains: why is electronic music relegated a secondary significance in the
larger contemporary musical landscape? Once we step
beyond the issue of “taste” (which can mean anything
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from judgment, to discrimination, to flavor, or preference) the possible answers to this question start to become objectionable very quickly. Does electronic music
somehow threaten the purity of acoustic music? Is the
technological and scientific knowledge necessary to make
electronic music considered a lower form of knowledge,
a knowledge used for practical purposes, for developing
machinery and equipment in the applied sciences, and
therefore, on an intellectual level less profound and significant than the rarified artistic, aesthetic, and philosophical discourse of humanistic knowledge? Is this merely an
example of humanistic culture feeling threatened by
technology? Is it a reflection of a vulnerable position of
power, in which it would be unthinkable for someone
with technological knowledge and skills to also have
equivalent humanistic knowledge and skills, or, simply
put, that someone skilled in the applied sciences could
also be artistically skilled?

acoustic music. But a number of reasons come to mind
for avoiding this subject: generally, most electronic music
composers do not feel like victims, most do not want to
alienate themselves, and some do not want to admit to
themselves and others that the balance of influence and
power is tilted, and therefore do not want to acknowledge
that the playing field is not entirely level. Most of us are
at least fairly content (and many of us feel very fortunate)
just to be able to create our music, and do not feel that
complaining about this issue would have a positive outcome. Since the majority of electronic music composers
appear to be at least relatively liberal white males, probably most cannot easily identify with the concept of being
part of a segregated, unequally treated minority. And
frankly, anyone can see that based on the huge number of
injustices that are perpetuated in the world, this issue is
so far removed from life, death, and survival that it seems
somewhat trivial to even point out such an inequality.

7. POPULAR AND CONTEMPORARY

9. THE FUTURE

The comparison between the relationship of theatre to
film and between acoustic and electronic music is relatively obvious. This analogy works slightly better if we
enlarge its scope to include popular music: practically all
popular music today makes heavy use of technology,
including sound reinforcement, amplification, pitch correction, automated digital mixing boards, computer controlled sequencers, samplers, synthesizers, lights, etc.,
both in the recording studio and in concert. Popular music
listeners appear to accept technology as easily as anyone
who watches a film or television program does. While
popular music has become almost entirely technologybased, contemporary music has embraced modern production tools primarily for documentation purposes (recording). Indeed, in popular music circles the attitude
towards technology and electronic sounds seems to be
almost the reverse of the general attitude held in contemporary music. What does it mean when an electronic
dance music (EDM) DJ can show up for a concert in Las
Vegas with only a memory stick of music, and perform
solo for a few hours, receiving $100,000 dollars per hour
in wages, quite possibly without playing a single sampled
acoustic sound, and without any traditional-looking musical instruments or performers in sight? Casino owners
in Las Vegas now make more money from EDM than
from gambling [11]. What would Vito Corleone think
about this? And what does this say about the cool relationship acoustic music has with technology?

The relationship between acoustic and electronic music
has oscillated over the past 75-100 years. Looking back,
experimental and avant-garde composers during the
1950s and 1960s appear to have experienced a period of
openness towards electronic music, in which there was a
general sense that concepts based on the study of phonetics, acoustics, psychoacoustics, computer science, and
engineering informed and influenced composition. There
is a sense that these composers thought that the interplay
between acoustic and electronic practice was mutually
beneficial. The concept of the two disciplines existing as
separate disciplines was not part of Modernist thinking,
and there was a certain confluence of ideas as the two
domains informed each other.
What kinds of things can be done to move contemporary electronic music to a more central, less peripheral position vis-à-vis acoustic music today? Clearly, the
dedication, seriousness, intellectual conviction and responsible actions of pioneers who were instrumental in
the development of the field of electronic music, such as
Schaeffer, Stockhausen, Max Matthews, Xenakis,
Chowning, Risset, Davidovsky, and others is unquestionable. Their open attitude towards information and their
efforts to educate are highly significant aspects of their
contributions to the field, and should not be underestimated in comparison with their discoveries, developments, and creative efforts. As electronic music tools
have become valuable commodities, it is undeniable that
market interests have contributed to the advancement of
the field, but at the same time we have lost an earlier
open attitude towards information. Within a business
model, creating a black box is certainly an efficient way
to package tools for electronic music production: things
are cleaner and easier for the end user, and the product is
clearly defined, delineated, and protected. But every
plug-in, every stand-alone, and every well-packaged application concealing the inner workings of an algorithm, a
concept, or a technique detracts from the body of
knowledge early pioneers worked so hard to build.
Locked up software, patents, and copyright arguably al-

8. TABOO
Is this a somewhat taboo subject? Of course, I am not
suggesting that the hegemony of acoustic music in the
contemporary music scene is some kind of plot, nor do I
want to imply any kind of victimization, but it seems important to admit that this hegemony exists, and that exploring possible reasons for this imbalance might help to
redress some of the disparity between electronic and

- 39 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

low for a certain degree of advancement in the field, but
in the long run perhaps cause more harm than good.
Composers need a broad education if we want them to
regard electronic music as having an equal importance
with acoustic music. The tendency to offer composers
complete technical support in the creation of works can
only lead to a continued separation between composers
and the tools they use. The IRCAM model might have
been, arguably, one way to push the field forward 30
years ago, but unfortunately this system, in which primarily acoustic composers create “assisted” works, without
the need for any specialized knowledge or experience
with electronic music techniques or repertory, does not
serve to build lasting bridges between acoustic and electronic music. In addition, this tendency continues to give
credence to the idea that technical abilities represent a
lower form of knowledge, and that acoustic music composers need not dirty their hands or clutter their brains in
order to satisfy the occasional commission for a work
with an electronic component since electronics can be
relegated a secondary role in their compositional considerations.
It may come as a surprise to some that presently
it is still possible for performers, musicologists, and composers to complete their secondary education through the
Ph.D. without ever coming into contact with electronic
music. Some might question why performers and musicologists should have any training in the field, but their
contributions are fundamental to any effort to shift attitudes regarding electronic music. One reason that practically no one writes about electronic music in the music
press is that critics know little about the field. Composers, musicologists and performers sometimes find work
as critics, but also become ensemble managers, festival
directors, etc. In addition, sound engineers need specialized knowledge in order to best present electronic music,
particularly in the concert hall. How many concert halls
use inadequate sound reinforcement systems? How many
times must composers struggle with low quality technical
support and equipment for concerts involving electronic
music? For the culture to change, attitudes need to
change. While many music schools today have music
technology course requirements for every student, all too
often these courses teach little more than notation, MIDI
sequencing, and simple audio editing skills. Fortunately,
some interesting and significant educational experiments
exist involving electronic music, where conservatorytrained performers collaborate with engineers and composers, in a more holistic learning environment. As
Stockhausen has written: “So the musician—for whom
the question of research in sound had become acute for
the first time—had to rely to a large extent on his own
practical investigations. He had to enlarge his métier and
study acoustics in order to get to know his material better.
This will become indispensible for all those composers
who wish to resist the dictatorship of the material and
extend their own formal conceptions as far as possible
into the sounds in order to arrive at a new concordance of
material and form: of acoustical microstructure and musical macrostructure.” [10] There is every reason to be optimistic…

10. CONCLUSION
The early visionaries of electronic music imagined expanding, not replacing, existing musical possibilities. One
hundred years of development has changed the way most
of us think about, hear and create music. At the same
time, a divide between acoustic and electronic music exists. Education and an open exchange of ideas can advance the inclusion of electronic music in the domain of
contemporary music, eliminating the hegemony of acoustic music, and interconnecting electronic and acoustic
music as Varese imagined [6].
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as they did so, their voices would sound as if they had
come from the shadows.
Plato’s point is that education allows us to see things
more truly, a sentiment with which I suspect we would all
readily concur, but also that some enlightened people see
real truth while most of us dwell in delusion, which many
of us might now regard as a dangerous idea.
I do not here want to pursue the morality or benefits of
Plato’s theory, but rather to explore what can be learned
from following the sonic parts of the analogy, and developments from it, especially with respect to computer music and to music analysis. In both cases, a quasi-Platonic
concept of an ideal ‘musical object’ which can be reflected in sound has been influential, but is somewhat problematic.

ABSTRACT
The sonic aspects of Plato’s analogy of the cave is taken
as a starting point for thought experiments to investigate
the objective nature of sound, and the idea of quasiPlatonic forms in music. Sounds are found to be objects
in a way that sights or appearances are not, and it is only
in the presence of technology that they become artificial.
When recognition, control and communication about
sound come into play, abstract concepts emerge, but there
is no reason to give these the priority status Plato affords
to forms. Similar issues arise in discussion of the ontology of musical works, where the ideas of extension and
intension prove useful for clarity about the nature of musical objects. They are also useful for strategies in the
development of music software. Musical concepts are not
fixed but arise from complex cultural interactions with
sound. Music software should aim to use abstract concepts with are useful rather than correct.

2. SOUND IN PLATO’S CAVE
We would now probably call Plato’s analogy a ‘thought
experiment’, so let us experiment further to investigate
aspects of sound and reality. In the course of Plato’s
analogy, a freed prisoner is imagined to be led from the
cave, and so able to see the fire and the objects which
cast the shadows, and so come to understand that the
shadows are not real after all. In our version of the
thought experiment, let there be two freed prisoners (who
do not communicate). One follows the course of Plato’s
original, who has been presumed to be male. Let the other
be female. This freed prisoner does not see the fire and
objects on the ascent from the cave (perhaps they are behind a curtain and she is too short to see over the top) but
her new position allows her to hear the direct sound instead of the echo. Would that allow her to come to an
understanding that the real objects have been paraded
behind the prisoners and what has been seen, and heard,
on the cave wall has been merely shadows? I do not think
so. The direct sound would not be much different from
the reflected sound. The perceived location of the source
of the sound would be different, but there would be little
to make clear that the newly perceived sound location is
the correct one and the previously perceived location illusory.

1. INTRODUCTION
Plato’s theory of forms is often illustrated through his
analogy of the cave (The Republic, Book VII). Plato has
Socrates ask his hearer to imagine a cave in which prisoners have been chained since childhood in such a way
that they can only see the cave wall in front of them and
the shadows of objects carried past a fire. The fire and
objects are behind and so cannot be seen, and Plato contends that the prisoners’ perception of reality will be constituted of the shadows alone. Our perception of objects
in the everyday world, according to the theory of forms,
is similarly only perception of ‘shadows’ of forms which
have a higher reality.
Most comment on the analogy, including Plato’s own,
is focused on vision and the sight of the shadows and, on
release of the prisoner, vision of the objects which cast
the shadows, of the light of the fire, and eventually of the
objects of the world outside the cave and of the sun, the
source of all light. However, Plato’s analogy also makes
reference to sound. He asks us to imagine an echo in the
cave so that if those who cast shadows on the wall talked

2.1 Properties of Real Objects
Copyright: © 2014 Alan Marsden. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.
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modern understanding of perceptual mechanisms, this is
not self-evident. There is no reason to believe that he,
who had only ever seen two-dimensional shadows, would
have the capability to perceive the three-dimensional, and
hence more real, nature of the object. Nevertheless, there
are aspects of the sight of the real objects which he might
perceive as richer—colour for example—and so more
real. A reasonable general principle is that the illusory
copy or shadow can lack properties of the real object.
The properties of the direct sound heard by the female
freed prisoner are unlikely to be noticeably different from
the previously heard reflected sound. Even if they were
different (for example, because the reflecting surface significantly filtered the sound), there would be little to suggest that one sound was more real than the other. The
difference is in balance rather than the loss of distinct
properties. (A counter-example might be the common
film-sound technique of heavily filtering one voice in a
telephone conversation so as to distinguish between the
(real) voice of the person in shot and the (artificial) voice
of the other person. However, this only works because we
are familiar with the technique. The filtered sound is
hardly like anything we hear from a modern telephone!)
The prisoner might perceive that the object had apparently changed location and changed its sound somewhat, but
not that this was a real object and that what had been
heard formerly was merely an echo.

Illusions can be created in sound but they do not produce illusory objects such as are supposed to be created
in the minds of the prisoners by the shadows. Several
well-known auditory illusions concern, as in Plato’s cave,
location. An example is the Scale Illusion [1] in which
some notes are heard to come from the wrong location.
An illusory object of sorts is created here—the nonexistent scales, just as the last movement of Tchaikovsky’s sixth symphony is heard to begin with a nonexistent melody, composed of alternating notes from the
first and second violins—but it is a different nature of
object from the sounds and objects of the real world
(more on this below).
Other auditory illusions concern misperception in confusing situations, such as the McGurk effect, where vision and hearing conflict, or perception of non-existent
sounds continuing through interrupting noise. Illusions
such as Risset’s continuous glissando and sounds of ambiguous pitch might also be described as deliberately confusing: they consist of highly artificial sounds constructed
in a manner to induce the auditory system to perceive
sounds with properties which do not accurately reflect the
physical properties.
Crucially, auditory illusions involve the misperception
of sound rather than the perception of an illusory nature
of sound. A shadow and a shadow-casting object are different kinds of thing, but a sound and its echo are both
sounds. Even in situations when we distinctly hear the
echo because it follows some time after the direct sound,
we hear two sounds, not two different kinds of thing.
Sounds are objects in a way in which sights, appearances or visions are not objects. Consider another thought
experiment, which perhaps corresponds to experiences
you may have had. You look in a tree and believe you see
a bird, perhaps an owl, sitting on a branch. On coming
closer you realise that it is not a bird, but merely a twist
in the branch which from your previous angle of sight
looked like an owl. Your perception has changed to the
degree that you now see a different object. A little further
on you hear a sound coming from another tree and believe it to be a bird, a kind of crow probably, perhaps a
Jay. On coming closer you see no bird but instead see an
angry squirrel calling. Your perception has changed to
the degree that you now perceive the squirrel to be the
source of the sound rather than your previous presumption of a bird, but not to the degree of perceiving a different object. You do not hear a different sound.
The point can be argued on the basis of our use of language also. In response to your experience in the previous
imagined situation you might say ‘I never knew that was
what a squirrel sounded like.’ Note, however, that the
same sentence can be used in two different circumstances. One is the situation described, where the speaker has
previously heard the sound but did not realise this was the
sound of a squirrel. The other is the situation where the
speaker has never before heard the sound and first hears it
while seeing that it comes from a squirrel. Consider the
analogous sentence concerning vision: ‘I never knew that
was what a squirrel looked like.’ This sentence can only

2.2 Processes of Reproduction
The male freed prisoner, on seeing the fire, the objects
and the shadow all at once, can come to understand the
process by which he previously came to see the shadows.
Such understanding necessarily entails a conception of
the shadows previously presumed to be objects as now
shadows of real objects previously not perceived.
The female prisoner has no such access to apprehension
of the process by which the sound appeared previously to
come from the shadows, but even if she did the previous
sound would probably not cease to be real for her. When
walking through an area with large sound-reflecting
buildings, it is not uncommon for us to have the experience of first hearing a sound as coming from one direction and then realising that we had been hearing a reflection and that the sound really comes from elsewhere. We
apprehend our mistaken belief about the object’s location,
but we do not apprehend a changed nature of object. For
the female freed prisoner, there is no aural equivalent of
the change in perception from object to shadow which
there is for Plato’s male prisoner.
We will consider below (Section 3) the situation when a
process of sound reproduction is evident to the hearer, but
even this seems not to produce a situation like that of the
visual apprehension of object and shadow.
2.3 Sound objects
There seems to be no aural version of Plato’s cave analogy, at least not without artificial sound-creating devices.
Natural sound processes do not produce illusory objects.
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be used in the second kind of situation, where the speaker
knows there is such a thing as a squirrel but has never
before seen one. In the situation where there has been a
previous misperception—perhaps the speaker has previously seen a squirrel but believed it to be a rat—the appropriate sentence would instead be ‘I never knew that
was a squirrel’, i.e., indicating a change in perception of
the object.
The phrase ‘the sound of a squirrel’ has a different import to the analogous ‘the sight of a squirrel’ or ‘the appearance of a squirrel’. The first indicates something
much more object-like. While Schaefferian ‘reduced listening’ might more strongly induce the perception of
sound object (objet sonore) [2], it does not seem to me a
necessity. Brian Kane overstates the case when he says
‘A sound object is only possible when a sound no longer
functions for-another as a medium’ [3, p.18]. If this were
the case, the bird/squirrel case above would yield different perceptions according to whether or not the ‘other’
was bird or squirrel and we would have no recognition of
hearing the same sound in both situations. (One might
contend that there are two modes of hearing involved in
this hypothetical example, one in which sound functions
as medium and one not, but this approaches rendering the
definition of objet sonore tautological: sounds are objets
sonores when they are heard as objets sonores.)

among themselves and the speech from the loudspeakers
in the cave wall.
It remains the case, though, that she will not necessarily
perceive the previously heard sound as unreal. Schaeffer
considers the example of hearing a recording of a galloping horse [2, p.268]. On being replayed, it is still the
sound of a galloping horse, even though no horse is present. Indeed, as before, the perception of objects for the
prisoners is only incorrect to the degree that the location
of the speaker is misperceived. They are correct to perceive a person speaking, but only incorrect in perceiving
that person as being in the cave wall rather than hidden
behind them.
3.2 Artificial Sound
Now suppose that there is not a person speaking into a
microphone, but a voice synthesiser transmits through the
loudspeakers. In this case the freed prisoner will apprehend that what was previously perceived was illusory:
there is no person speaking. The situation with respect to
sound is now analogous to Plato’s example with respect
to sight. What was previously perceived to be real comes
to be understood to be unreal.
Voice synthesisers can be very accurate, though, and
the sound produced might be barely distinguishable from
the sound of real speech. The arguments above about the
object-nature of sound still apply. As sound object, the
previous perception is still real. As index of someone
speaking, it is unreal.

3. REAL AND ARTIFICIAL SOUND
He could not have known it, but Plato’s cave has become
a reality called cinema. The members of the audience are
there willingly (but perhaps they are prisoners nonetheless in other senses!) and have not spent their whole lives
in the cinema, but the similarity is otherwise striking: in a
large dark space people view shadows on a wall (now
called a screen). In place of the fire is the controlled ‘fire’
of a light bulb and, crucially for our purposes, the ‘shadows’ are not thrown by real objects but by a tiny artifice,
which once was celluloid film but now in digital cinemas
is usually an array of microscopic mirrors.

3.3 Music
Most music heard now is reproduced or artificial, and
often a combination of the two. We regularly hear sounds
and balances of sounds which could not be made without
the use of electronic processing. I suspect that for many,
now even in developing countries, it is rare to hear music
which does not come from a loudspeaker or headphones.
Just as for Plato’s prisoners there would be a clear distinction between their own voices and the sounds from
the wall, for us there is a clear distinction between everyday sounds and music: music comes from loudspeakers;
everyday sound does not.
We know that Plato thought music potentially corrupting (Republic, book III). Would he perhaps have thought
our modern electronically reproduced music most corrupting, enticing the public to remain in the cave, tickling
their ears with artificial sound?

3.1 Reproduced Sound
Can we create an aural version of Plato’s analogy in the
modern era of sound reproduction technology? Suppose
an unseen and not directly heard person speaks into a
microphone and the sound of the voice is transmitted
through loudspeakers embedded in the wall of the cave in
front of the prisoners. This time also allow the female
freed prisoner to see the person speaking into the microphone as well as hearing the voice directly. In contrast to
the previous thought experiment, she is now likely to
apprehend something of the process of sound reproduction and to understand that what had been heard formerly
was, in some sense at least, artificial. Plato envisages the
prisoners speaking among themselves to give words to
the objects they see in the shadows. In this they would
come to recognise the distinction between the speech

4. CONCEPTS AND FORMS
As mentioned above, Plato envisages the prisoners in the
cave being able to talk to each other. He also implies that
their own shadows might fall on the wall. Let us expand
this again in the aural domain and allow that the prisoners
are able both to communicate among themselves and to
influence the sound coming from the wall. Perhaps each
of them has a laptop which connects with the speakers in
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the wall. (This now becomes rather like ICMC, which
often takes place in cave-like rooms!)
The prisoners will come to recognise commonalities in
the sounds they hear. They will come to learn to control
the sounds they produce. They will develop a means of
communicating with each other about the sounds. In each
of these they are forming and using concepts about
sound. These concepts approach much more to quasiPlatonic ‘forms’—something which has an un-worldly
existence, abstract and atemporal—than do the sound
objects discussed previously. (Schaeffer’s objets sonores
also approach this, but only when he starts to define
sounds by their abstract properties rather than by the
product of reduced listening.)

The intension of a musical object is purely conceptual,
though it may be shared. A note with pitch A4 in this
conception is, roughly speaking, in our heads. We may
recognise it in a sound, and we may render it in sound,
but it may also be processed purely as a concept and
communicated through other channels such as music notation. The definition of the intension is not by its physical properties but by the place it holds in our cognitive
system of concepts.
Although this doubtless ignores important philosophical
subtleties, one can equate intensions with Platonic forms
(the objects casting shadows) and extensions with the
shadows cast. Closer to modern sound cultures, one can
equate intensions with the concepts and terms used by
those who create, perceive and communicate about music, and the extensions with the sounds produced. In our
last development of Plato’s analogy at the beginning of
this section, the intensions are indicated by the terms the
prisoners use to communicate with each other, the manner in which they control the sounds, and the product of
their recognition of commonalities in the sounds.
These are not new ideas, but I reiterate them because I
want to make two claims:
(1) Both extensions and intensions need to be kept in
mind; and
(2) Intensions (musical ‘forms’, ‘concepts’, etc.) are
rarely fixed but instead can be fluid, contingent or
disputable.

4.1 Ontologies of Music
The ontology of music has been a common topic for philosophers, among whom Goodman [4], Levinson [5] and
Goehr [6] are prominent. Briefly, Goodman gives an ‘extensional’ definition a piece of music to be the set of
sound structures which conform to a particular specification of properties. Levinson gives a more ‘intensional’
definition as a set sound structures indicated by a particular person at a particular time. Goehr finds both problematic and argues that the concept of a musical work is historically determined, and did not come into being until
about 1800.
Goehr’s historical argument is compelling, and important. All of us now have always lived in a world with
electronically reproduced sound—at the very least with
radio, telephones and record players if not always with all
the modern paraphernalia of ubiquitous digital audio.
Perhaps this has influenced our conception of the objectivity of sound, and my previous arguments about the
sound of squirrels might apply only to our modern age in
which sound can be stored, manipulated and copied. The
age before these technologies existed must have been
sonically very different, but it is now unrecoverable.
My concern here with ontology differs somewhat from
that of Goodman, Levinson and Goehr not only in that
my historical perspective is entirely contemporary, but
also in that I am concerned not just with ‘musical works’
but more generally with ‘musical objects’, which might
be complete works or parts of works, or other musical
components.

4.3 Keep Extension and Intension in Mind
Music theory has until quite recently generally concerned
itself almost entirely with intensions, and Plato is partly
to blame for this. A common and long-lasting thread of
Western scholarship regards proper learning as discovering the hidden, which means being concerned with things
which are not immediately sensed. Furthermore, apart
from devices such as the monochord (used also by the
ancient Greeks), until recently there has been little technology to allow the investigation of musical sound. Finally, music theory has been mainly concerned with the education of musicians and has defined itself by distinction
from performance, which is concerned with musical
sound. The result is that music theory is painfully ungrounded and, at the very least, risks making claims
which do not conform to the realities of musical sound.
(For discussion of an example, the concept of the ‘gapfill’ melodic pattern, see [7].)
Recall that in our last analogy, intensions were considered to arise in the minds of the prisoners through recognition, control and communication. Perhaps not all of
these necessarily lead to concept-formation. We can learn
to control a bicycle without any conception of the mechanics involved. Could you explain to somebody else
how to turn a corner on a bicycle without falling off? (If
you say ‘turn the handlebars in the direction you want to
go’, you are wrong. In fact you need to apply pressure in
the opposite direction.) We can recognise faces but not be
able to describe the features of a person which would

4.2 Extension and Intension
The notions of extension and intension are useful. The
extension of a musical object is that set of things in the
real world which are instances of the object (including
perhaps possible and future realisations besides all actual
realizations). So a note with pitch A4 is any musical
sound which has fundamental frequency of 440Hz and,
importantly, various other notes which are out of tune or
differently but nevertheless legitimately tuned. The set of
objects might be disputed or fuzzy, and might be contingent on other contextual factors.
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allow somebody else to pick them out. It is perhaps only
for communication that concept-formation is essential.
So it is possible for musical processes, including music
software, to operate entirely with extensions. I contend,
however, that they are more adaptable, and hence more
useful, if they also deal with intensions. For example,
much research in Music Information Retrieval has concerned classifiers of some sort, software which determines from an audio file what class of sound or music it
contains. This is commonly done by means of a machinelearning system which uses a set of training examples; in
other words, the classes to be recognised are specified by
(part of) their extension alone. The result is systems
which can often be quite good at the classification for
which they are designed, but which are otherwise useless.
If a slightly different classification is required (e.g., because a new class has been introduced) the software must
relearn. The system cannot be used as a basis for the design of software to perform a related task (e.g., to transform a piece of music so that it becomes a member of a
different class). I do not claim that such software based
on extensions only is always useless, but I suspect that
usefulness is greatest when such software (a) learns continually, and (b) is embedded into real-world activities.

we aim to discover the forms or structures which enable
us to explain the piece, or to relate it to other pieces, or to
make a new piece which is similar in some respects but
different in others, or to communicate about the piece to
others. For some time I have been interested in Schenkerian Analysis by computer [9, 10], which explicitly aims
to uncover a multi-layered musical structure underlying
the notes of the piece. The outcome of this is software
which is capable of finding structures in short extracts of
pieces, but without great confidence that these are the
right structures. The guidance from Schenker’s written
theory leads to multiple possible structures, without any
guidance of how to choose among those many structures.
It has yet to be established whether or not it is possible to
learn from Schenker’s examples of analysis how one
should choose. The evidence from decades of students
being taught Schenkerian Analysis in universities across
the world is that it is possible to learn, but these students
have access to far more information than just Schenker’s
examples.
This is an example of the lack of fixity (in the sense of
lack of definition rather than changeableness) in musical
forms noted above. A complex concept (Schenkerian
structure) has emerged from a complex body of interaction between ideas and sounds. It lacks precise definition,
but nevertheless appears to have sufficient solidity to be
transmissible across time and space. Perhaps it is Schenker’s writings and examples alone which provide this
solidity, but I suspect not. After all, the writings and practices of other music theorists have not led to such solidity. The musical ‘forms’ which persist do not appear to be
a random muddle. I suspect they persist because of their
usefulness, and I consider it to be a prime desideratum for
future good research in music computing to be able to
define usefulness in such a way that it can be used as a
criterion in judging the ‘correctness’ of analyses, of concepts formed in the course of software development, and
in machine-learning systems.

4.4 Musical ‘Forms’ are Rarely Fixed
The classic examples of Platonic forms are geometrical
shapes such as the circle. These things can be given precise definition in abstract terms (‘the set of points on a
plane which are equidistant from a central point’). There
are some musical concepts which can similarly be given
precise abstract definitions (e.g., Fortean pitch class sets),
but this is not true for many. One of the most important
concepts in Western music is ‘key’, but it is difficult to
define. Important factors are the use of a particular set of
pitches, use of particular pitches in particular roles (e.g.,
tonic), and use of particular configurations of pitches
(e.g., harmonic progressions), but no single combination
of these by itself appears to give a solid definition of key.
(For fuller discussion, see [8].)
Musical culture varies from time to time and place to
place, through a complex interaction of intension and
extension. The interaction is seen even in a single musician with an instrument (or computer): the musician manipulates the instrument, sound comes out, the musician
hears it, and her musical ideas change. This is the excitement of music. If we focus only on sound or only on ideas, or if we believe that the ideas are fixed, we lose the
excitement.

5.1 A Useful ‘Form’: Tonal Profiles
I mentioned above that ‘key’ is a problematic concept,
which means it is problematic for software which aims to
determine the key of a passage of music. There still does
not exist software which is guaranteed to assign the correct key to every passage of music, where ‘correct’ is
defined as the key a majority of musical experts would
assign to that passage. However, there does exist software
which is often right and, more importantly, it often uses
an idea which is not exactly the same as ‘key’ (if it were
the software would always be right) but is a useful alternative.
Research by Shepard and Krumhansl on perception of
pitch similarity [11] has led, through a number of conceptual developments, to the idea of ‘tonal profile’ meaning
a vector of twelve values which indicate the ‘fittingness’
or even simple frequency of occurrence of the twelve
pitch classes in a particular profile (see [12]). There is a
typical profile for major keys, and another for minor

5. MUSIC COMPUTING
A significant research interest of mine has been the analysis of music by computer. Analysis can be seen as a process of going from extension to intension. We start with
the sound of a piece (or its score, which is an extension
from this perspective, though an intension from the perspective of the performer who aims to play the piece) and

- 45 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

keys. Key-determining software can count the occurrences of each pitch class in a passage, and find the closest
matching key profile.
The idea is not precisely a theory of key, because it
does not reflect everything about that concept we find in
music theory, but it is close and it is distinct and computable. Probably for these reasons, it has been extraordinarily fecund in the fields of music theory, music psychology and music computing.
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5.2 A Useful ‘Form’ Lacking: Harmony
Music computing needs more useful ideas like tonal profiles. As an example, consider the concept of harmony.
Like key, this is crucial in much of Western music. The
idea of a harmonic progression underlies the basis of
much improvisation in jazz and variation in classical music. It often provides the driving force in popular music
also, where a piece of music can frequently be well represented as simply a melody and an accompanying sequence of chords.
In one sense the concept of harmony is straightforward:
a harmony is made up of a set of pitch classes, e.g. C, E,
G for C major. In practice, however, it is far from this
simple. Occurrences of C-major harmony can miss out
one or even two of these pitch classes, and also include
occurrences of other pitch classes. Music theory distinguishes between harmony (or essential) and non-harmony
(or inessential) notes, but I have yet to see a precise algorithm for making this distinction while simultaneously
determining the harmony.
The situation reminds me of the situation of keydetermining software before the advent of tonal profiles,
and puts into my mind the probability that we need a new
concept of harmony which, like tonal profiles, is distinct
and computable, and which need not match everything
about the music-theoretic concept of harmony but is sufficiently close to be useful.

[4] N. Goodman, Languages of Art: An Approach to a
Theory of Symbols. 2nd ed. Hackett, 1976.
[5] J. Levinson, “What a Musical Work Is,” Journ.
Philosoph., vol. 77, no. 1, pp. 5–28, 1980.
[6] L. Goehr, The Imaginary Museum of Musical
Works: An Essay in the Philosophy of Music, 2nd ed.
OUP, 2007.
[7] A. Marsden, “Position paper: Counselling a better
relationship between mathematics and musicology,”
J. Math. and Music, vol. 6, no. 2, pp. 145–153,
2012.
[8] A. Marsden, “Computers and the concept of
tonality,” in Information Technology and Scholarly
Disciplines, J.T. Coppock, Ed. OUP, 1999, pp. 33–
52.
[9] A. Marsden, “Schenkerian analysis by computer: a
proof of concept,” J. New Music Research, vol. 39,
no. 3, pp. 269–289, 2010.
[10] A. Marsden, “Software for Schenkerian Analysis,”
in Proc. Int. Comput. Music Conf., Huddersfield,
UK, 2011, pp. 673–676.
[11] C.L. Krumhansl and R.N. Shepard, “Quantification
of the Hierarchy of Tonal Functions within a
Diatonic Context,” J. Experimental Psychology:
Human Perception and Performance, vol. 5, no. 4,
pp. 579–594, 1979.

6. CONCLUSIONS
Even without ‘reduced listening’, sound objects are object-like. Musical objects, when they are sound, are similarly object-like, but there are also more abstract, intensional, musical objects which are more like Platonic
forms. I see no reason to consider these objects to be of
greater importance or priority than sound objects, but
instead the two exist in a complex cultural interaction.
Abstract musical concepts are therefore subject to modifications and imprecisions arising from this complex interaction, and we should not expect music software,
which must operate at some level with precise concepts,
to match complex abstract musical concepts. Instead we
should seek precise but useful concepts which allow productive research.

[12] C.L. Krumhansl, Cognitive Foundations of Musical
Pitch. OUP, 1990.
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other than digital in order to make sense of what in the
world can be computed - provided there is anything really
computable in music-related activities (a problematic
question, often debated years ago). However, today the
particular manner in which digital technologies are sided
by, and integrated in, different but overlapping technological layers, seems to be increasingly significant to
practitioners. This is clear from live performance practices where computing devices do not represent something standing on its own, and are rather embedded in a
larger "performance ecosystem" (Waters, 2011) where
other technogical layers and agencies play an (equally?)
important role, whether they are human agencies (performers), mechanical agencies (music instruments and
various infrastructures), or devices ranging from basic
analog gear to "software ecosystems"1. More in general,
in this view what counts is the array of looser or tighter
relations among the agencies involved in the performance
process, as well as their relationship to the physical space
where the performance takes place. Significantly, a practice-led account gets increasingly necessary to propertly
situate the performer's (and listener's) body in such approaches on musical performance (Green, 2013).
One can ask, then, where does computing take place, in
such circumstances? What is its place and role within the
larger infrastructures that are anyway needed for any
computer music to exist, and what is the role of the infrastructure components for any computing to actually take
place? I think answers may largely vary depending on
what we mean by "computing". Far from being a term of
shared meaning, it has taken up different connotations in
history.

ABSTRACT
The following is a revised version of the text prepared by
the author for his keynote speech at the opening session
of the International Computer Music Conference 2013
(12.08.2013 Heath Ledger Theatre, State Theatre Centre,
Perth, Western Australia). It bears on conceptual changes
that have taken place, along the decades, in the shared
notion of "computing" as relative to creative practices of
sound- and music-making. In particular, the notion of
computing is considered vis a vis the relationship, either
implicity established or deliberately designed by practitioners, to the (necessarily hybrid) technological infrastructures of their work, as well as to the surrouding
physical space where such practices take place. A path is
outlined across subsequent connotations of computational
tasks and the coupling (or decoupling) of computing resources to the physical environment: from "calculation",
to "communication", to "media processing", to "embedded (or physical or tangible) interfaces". The author then
illustrates features of a sound installation of his own,
where a structural coupling is handled between the
acoustics of a room environment and the equipment (the
latter including simple computational resources, beside
pro- and consumer-level electroaoustic tranducers). The
example raises questions as to the potential complexity
and richness of creative sound-making emerging when
larger and larger sets of data streams - from different
sources in the environment - are admitted to, and are coordinated as part of, the computing process. A comprehensive view of the "performance ecosystem" is needed
to handle this strong integration of technological layers,
and a practice-led account is needed to propertly situate
the performer's (and listener's) body in such performative
practices.

2. EARLY CONNOTATIONS
OF "COMPUTING"
Based on research in information theory and early cybernetics (first half of the 20th century), the computer has
existed for decades mainly and foremost as a kind of refined and programmable "calculator", hosted in very peculiar installments mostly closed to the outside world, i.e.
in the rather anodyne environment of mainframe computer centres. That was before and after the advent of

1. INTRODUCTION
Computing in general, and music computing in particular,
are today going through a variety of changes and developments. I'd like to pick some of those that, in my view,
are relevant for current sound-making creative practices,
particularly in the light of the theme [set to the 2013
ICMC: "international developments in electroacoustics"].
My discussion moves from the very trivial observation
that in fact one always needs analog electroacoustic
equipment in order to turn digital signals into sound and
viceversa. More generally, one always needs resources

1

The notion of "software ecosystem" has come to mean "networks of mutually coordinated software applications". While it
lends itself well to software analysis issues (Lungu, 2009), it
remains merely and loosely metaphoric and has raised criticism.
Richard Stallman considers it an entirely faulty if dangerous
metaphor, because it conveys the view that artifacts - such as
human-made networks, and even computer-mediated communities (social networks) - can be as void of implications of "intentionality" and "ethics" as natural ecosystems are
(http://www.gnu.org/philosophy/words-to-avoid.en.html).

Copyright: © 2014 First author et al. This is an open-access article distributed under the terms of the Creative Commons Attribution License
3.0 Unported, which permits unrestricted use, distribution, and
reproduction in any medium, provided the original author and source
are credited.
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"commercial computing", which historians date to the
years 1945-1955 (Ceruzzi, 2003). In that context, computing was largely connoted in terms of academic research and science (not only in the hard sciences: the
"electronic brain" metaphor was quickly adopted in psychology and social sciences). The only exchange between
the number-crunching engines and the physical world
was through the input/output channels necessary for instructing the machine to execute the requested tasks and
for observing the end results of the execution. The transition from mainframe computers to "minicomputers"
(1960s) and "personal computers" (late 1970s) preserved
the connotation of advanced research and science, but
was not without a gradual but substantial shift partly reflecting an ideology of non-academic research - or at
least, research freed from investements in mainstream
science. With "home computing" (early 1980s), a shift
from "calculation" to "communication" became increasingly predominant, due to the ease in the production of
documents and in other office-related work activities,
beside entertainment tasks (computer games). The shift
was complete (1990s) with the coming of age of massive
telematic networks and the popularisation of the internet
through the world-wide-web built on top of it. By way of
its hidden number-crunching, the computer became for
most of us a device for homework and personal communication, and eventually a terminal connecting to "social
(digital) networks". In other words, it became the "communication terminal" that we have been familar with for
the last two decades, and that today gets even more in its
way with "cloud computing" and "big data".
New connotations came with more recent developments, though. One is a shift in which devices still called
"computers" are less "communication terminals" and
more "media management centers" or "media processors"
(Manovich, 2001). What is so peculiar in the latter idea is
the notion of a kind of overarching media, a generalized
instance of hypermedia not aimed so much to tasks of
"mediation" but to tasks of "re-mediation" - i.e. the mediation of other media, the processing and re-framing of
contents produced in other media, either older or newer
ones maybe designed specifically to be re-mediated.
Given the overwhelming amount of large-scale applications addressing massive audiences and accessing massive contents ("big data"), I tend to agree with this postmodernistic account of the computer as enabling a reframing and a reenactment of contents belonging to separate media. However, and in contrast to the end-of-history
view it is too quickly connected with, I think that we
should not consider such a view as reflecting the only and
ultimate connotation of what computers may represent
for us, at least not until creative, visionary artists and engineers will preserve an attitude of critical thinking about
not only what they do with their tools, but also about
what they do of them (and that implies: of themselves
artists and engineers). Contrary to a view that describes
the current scenario as flattened exclusively on the software level (Manovich, 2013), I deem more relevant today
a view of software and digital medias as integrated and
rearranged across other technological layers and media
that they cannot (re)mediate, and eventually strictly coupled with the physical space. A few years ago I read:

"Now that computation's denial of physicality has gone as
far as it can, it is time for the reclamation of [physical]
space as a computation medium" (Greenwold, 2003).

3. CURRENT CONNOTATIONS AND
RESEARCH DIRECTIONS
A relevant connoting potential, today, lays in computing
devices known as "microcontrollers", representing increasingly important components of everyday objects and
sites, allowing for computation units to get packed in
small to smallest circuit boards, with i/o channels connecting to the physical world (sensors, actuators and
other transducers reaching into the environment). Sometimes we hear talks of "pervasive computing" or (more
interestingly) "physical computing" - usually meaning
that aspects of the environment are sensed by computer
interfaces and drive ongoing computations which in turn
actuate changes in the environment. The dissemination of
such computing units across artefacts and throughout the
environment creates a network - or should we say a
meshwork?2 - of mutually affecting processes and agencies. We are used to hear about "tangible interfaces", or
"physical interfaces", described as retaining and manipulating "referents" to real objects and spaces (Papadimatos,
2005), thus offering a sensory richness and a human significance higher than screen-based elements can have
(Greenworld, 2003). Addressing the dynamics of "interaction" in contemporary digital music, Bown-EldridgeMcCormack (2009) speak of "behavioural objects".
Such developments are part of an ongoing trend that
can be seen as positively disruptive of previously encoded limits of computing. The CEOs of large corporations are imposing the catchwork the internet of things,
which confirms that the trend will be (is being) foraged to
become a potentially massive market3. Not surprisingly,
occasions of paradoxical triumphalism are not missing: as
far as music making and acoustic communications are
concerning, there is a risk to obscure more important
cognitive and experiential phenomena involved in auditory experience and listening - I can't say whether it is
"promise" or "threat" when a guru of physical computing
2

According to anthropologist Tim Ingold, by insistingly
speaking of "networks", we end up experiencing the world in
terms of a grid of "interconnected points", although the lived
experience of our multifaceted relationship to the world is, in
his terms, more like "interwoven lines" (Ingold, 2011: 63 and
70). In other words, the "lines" (how we move from one point to
another, how we walk between end-points) are more central in
our dwelling in the world: a metaphor of finely-threaded lines such as the "meshwork" - should be preferred.
3
In these days [summer 2013], Intel corporation is making
agreements with the Arduino microcontroller makers to release
Galileo, a small-size "Arduino-friendly" board designed to lead
innovative "embedded interactive" designs. The project is announced to accept the open-source attitude of Arduino ("we will
learn from you", said the Intel chief executive to Arduino's father, Massimo Banzi, as they announced the collaboration; see
http://www.wired.co.uk/news/archive/2013-10/03/intel-arduinogalileo). This move could also be seen as aimed to rival the
popular Raspberry Pi, incidentally a microcontroller device
currently popular among computer music research projects (see
various contributions to the ICMC 2013).
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shows us, in a popular cookbook, how to "create talking
objects from anything" using "computers of all shapes
and sizes" (Igoe, 2007). Will we survive a saturated
acoustic semiosphere, where anything can talk to us? And
more to the point: what do we make of "talking", along
the way?
Among interesting creative efforts of "audio physical
computing", I'd like to mention the work of Andrea Valle,
whose real-time "acoustic computer music" is made "by
computational means, but in which sounds are generated
from acoustic bodies" (Valle, 2011). Some of his experimental projects present hybrid performance infrastructures, where acoustic or force feedback occurs across
different technologies (Valle & Sanfilippo, 2013). In a
different but related perspective, of relevance is research
work undertaken under the umbrella-definition of "mechanical sound synthesis" (Berdahl-Smith-Niemeyer,
2008 and 2010). Of course, the latter perspective follows
from elaborate physical modeling approaches, often targeted at "virtual" or "augmented reality" technologies.
However, in such approaches I also see a potential for a
stronger and more widely shared ecologically and physically ingrained awareness of what sound is and how we
deal with it as human beings. In my personal view, questions and goals of "virtual reality" are today both scientifically and artistically less fruitful than a higher awareness of real-world, situated and embodied perception and
action.

coupling" of so-called internal computations and socalled external physical conditions. In such a situation,
computing becomes neither an entirely deterministic
process, nor an indeterministic one, but a driving active
part of a larger complex system. It yields less into "resultant" output data, and more into "emergent" patterns
or behaviours.
(2) As the relationship of the computing equipment and
the surrounding environment changes, so does our position in the environment as relative to the computing
equipment (it happens not by chance that, more and
more often, people using computers in their music performances prefer not to stand or sit before the computer
screen, and to rather focus on other centers of attention
and activities). In my
admittedly too compact
survey,
"computer
musicians"
started
by
standing or sitting inside
mainframe
computer
installments (figure 1),
where all that occurred used
to occur in the form of
coded instructions coming Figure 1. Here and below E
and going across i/o stands for Environment, C for
Computer, M for huMan
channels (e.g. punch cards),
being(s)
accurately delivered in
symbolic form by highly
specialised personnel. We
ended, first, by sitting before
the computer - or its monitor
screen (figure 2). And we
ended, later on, by moving
around the room and across
the streets, with networked
computing, microcontroller
Figure 2.
interfaces, "cloud computing", etc. (figure 3). In other words, musicians using
computer resources moved literally from within an environment made of computer hardware parts (where
computing literally environs us, surrounds and envelopes us) to an environment hosting one ore more computer stations, and
finally to an environment where computing units spread
all around, absorbed
into at least some of
the several things
and surfaces making
up the environment
Figure 3.
itself.

4. STRUCTURAL COUPLING AND
POSITION RELATIVE TO
THE ENVIRONMENT
Our admittedly too short survey, then, ends up with four
subsequent - but often overlapping - connotations of
computing: "calculation", "communication", "media
processing", "embedded (or physical) interfaces". We can
observe a displacement of computing devices as relative
to the specific context where they are set to work. Of
course, with the move from mainframe computer rooms
to wearable microcontrollers, a lot has changed. But for
the purposes of my discussion, let's keep to the following
two points:
(1) The potential complexity and richness in creative designs and projects increases as a larger and larger set
of data streams (coming from different sources in the
environment) is admitted to, and is coordinated to be
part of, the computing process. Digital computing is of
course done in digital devices, according to no matter
what algorithms and programming style, but the array
of connections-to and dependencies-on non-digital signals and non-software events gets today so large as to
make it difficult to consider these latter as mere "input
data", as something "external" that gets fed into and independent number-crunching process. What we see,
here, is a gradual approach to a style of computation
that does not so much take an input from the environment as it is rather coupled with the environment. We
can describe this process at a meta-level, as a "structural

Some words are necessary, at this point, concerning the
notion of "environment", as I left it rather undetermined
so far. Following the ecological and biological sciences,
we should consider "environment" not the generic surrouding physical space, but a segment or selection of
forces and agencies in that space which are meaningful to
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the functionality of the system under consideration4. The
environment is the particular section or niche in the
physical world which "unfolds in relation" to the living
beings inhabiting that niche (Ingold, 2011: 77).
Because human beings are able to shape their environment, they seem to be setting for themselves environments having calculative capabilities. On the other hand,
what counts as "environment" for devices such as microcontrollers and computer interfaces is a set of few selected features or properties in the physical space (the
"home" of "home computers", for example, is an "environment" to us, not to the computer, although clearly
some functionalities expected of any "home" are necessary for a computer to work). By purposefully specifying
the features in the physical space that are sensed and
acted upon by our computer interfaces, we specify what
counts as environment to these devices. By purposefully
specifying the possible interactions between devices in
the environment (figure 4), we are defining
a potential "ecosystem", a web of interacting forces whose
global behaviour is
brought about by local
exchanges of energy
(sound) and information (environment
Figure 4.
traces taken on and
carried by sound)5.
That brings us in a position where, I think, we can
better tackle questions posed at the beginning [of this
talk]. However, before we go back there, I'd like to
shortly illustrate a work of mine that probably reflect
(albeit in a very personal manner) some of the issues we
are dealing with.

Figure 5. Condotte Pubbliche.
Schematics of technical the setup.

All trasducers are connected among them via an audio
interface and signal processing software (figure 6). The
whole design creates a multiple feedback delay network.
The setup is fed with room noise or any other event of
sound travelling through the room. Sounds are born of the
local feedback conditions (inside the pipes and in the
surrounding room) only based on the energy source of
background noise. Simple processing methods were devised to dynamically adjust the gain level and to drive
simple signal processing transformations based on properties of (or "information" about, if you prefer) the total
sound in the room. This is made by real-time signal de-

Figure 6. Condotte Pubbliche.
Schematics of acoustic connections (dashed lines) and the
electroacoustic (bold lines) connections.

5. AN EXAMPLE FROM MY OWN WORK

scriptors drive the signal processing algorithms, in a sort
of adaptive and self-regulating manner. Because the room
sound also includes - beside the background noise and all
accidental sounds the visitors make - the sound delivered
by the setup itself, in actuality no clear distincton can be
made between the "system's own" voice and the ambience sound in the room. We have to speak of a larger unit
that by definition includes the acoustic space in its process. The process dynamics will be affected by all soundrelated components involved, not just by the computer
processing: everything that can effectively generate, filter, and channel sound has some influence on the flow of
emergent sonorities. I call the approach "ecosystemic" in
the sense that my efforts as a composer and/or performer
(as well as the efforts of other performers possibly involved) are necessarily directed to both the "system"
(gathering of objects and functions) and its "oikos" (the
host space), and more particularly to their permanent exchange and relationship - their "structural coupling".
What is obtained is an unattended process in which everything that counts as environment is connected to every
other thing in the medium of sound only. The task of
composition becomes not so much one of "interactive
composing", but one of "composing the interactions" (Di

Condotte pubbliche (public conducts) is an "ecosystemic
sound construction". As illustrated in figure 5, small microphones and common earpieces ("small speakers") are
placed within two brass pipes (resonators), which firmly
lay on two standard near-field speakers sitting on ground.
A condenser microphone hangs from above. A piezo disc
lays on the floor (if the floor surface is in wood).

4

This was made clear, even before Gibson's ecological approach on perception (Gibson, 1979), in pioneering research by
Jacob von Uexkull in the 1930s, with his notion of Umwelt
(1992).
5
We usually conceptualize our bodily perception of the world
as a matter of poking information in the environment (so we
may turn it into a task of "information processing" - as in various styles of reductionistic cognitive science). However, what
we call "information" is not of the environment: the environment does not exist prior to any "information", otherwise we
could not define what counts as environment in the physical
space. Information is our inferences build upon data gathered by
sense descriptors (system terminals). In fact, "the environment
contains no information; the environment is as it is" (von Foerster, 1972: 6).
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Scipio, 2003; Anderson, 2005). In daily practice, the task
involves designing and testing the specific technical infrastructure, crafting and checking the software in possibly realistic performance conditions, studying how the
component parts affect each others, etc.
In principle, human performers are only an optional part
of the performance process: the process should be able to
unfold by regulating its own behaviour, non-supervised,
like an autonomous (i.e. literally: self-organizing) systemic unity. Notice that, for this to happen, the system
loops back onto itself through the environment: we can
say that some kind of "autonomy" (systemic closure) can
only be achieved thanks to a continuing openess and
some degree of "heteronomy" (systemic openess). When
human performers enter the loop structure, they either act
on the electroacoustic setup and the computer, or contribute to the total sound in the performance space. In the
latter case, they still act on the computer but only indirectly, through the room sound, while at the same time
the room sound, hence the computer sound too, affect the
performer's own actions. Hence, in actuality the computer
acts onto itself through the performer. Or, if you prefer,
the performer acts onto itself through the environment
and the computer. It's a matter of where you start reading
the process. In any case, performers will find themselves
in a situation where they have to permanently negotiate
their freedom of action with the global behaviour of the
autonomous ecosystemic process.
Figure 7 is a close-up snapshot of the Condotte pubbliche installation. Here you see a dark blanket hiding the
speakers and the computer equipment beneath. The function of the blanket, however, is also one of causing diffractions in the sound waves transferring from the two
speakers into the pipes and the microphones sitting in the
pipes. Everthing in the piece has a sound-related function.
This work was born as an installation project. However,
I eventually devised ways to use it in performative contexts. Indeed, a performer can look for places or surfaces
in the total infrastructure that lend themselves to be efficiently acted upon, searching the affordances that allow
for possible gestures and for actions enabling her/him to
enter the sonic process and to affect it, to some extent.
That turns the "installation" into a kind of "instrument",
or better a sound generating device that includes the environment as a part of it - the same environment where the
performer acts as part of the sound generation process.
The form of presentation becomes uncertain: is it installation or performance? Or is it an instrument that one can
play with? This is a kind of ambiguity that, in past decades, has characterized the work of illustrious pioneers
(a.o. Alvin Lucier and David Tudor, of course). Is the
artistic content in the sound atmosphere the work creates,
or is it in the process running? I tend to say it's in the process, but I will leave the question there.
In the opening night of a 2011 Berlin exhibit, Gianni
Trovalusci, a flutist friend, enter the room and "perform
the installation", acting close to the pipe ends or right
against them, using either mouth or hands, exploring the
sound behaviours - emergent behaviour that would have
not been there, had the work been let to run on itself as an
independent installation. When performers are involved
in pieces such as this one, their role becomes a peculiar

Figure 7. Partial view of Condotte Pubbliche (Galerie Mario
Mazzoli, Potzdamer Strasse, Berlin, March-May 2011).

one. As I was suggesting above, it becomes a question of
taking part in a situation largely overriding ones' own
specific, wanted actions. What a performer does, here, is
not "interacting with a computer", and it is certainly not
aiming to achive a specific "output sound". S/he is part of
a whole network, made of mechanical, analog and digital
components. Each component leaves its own trails behind, that might become audible or remain silent. In a
sense, the performer becomes a part of what counts as
environment to the technology: s/he represents another
source of sound and of control, another agency, surely a
particularly sensible and intelligent one, but also a fragile
one. S/he cannot direct or lead, save by forcing the process to go adrift or to fix into a constant, invariable state of
operations (that is the same as bringing the process to an
end). Each move is captured in a continuous flow of mutually affecting events, in an "ecology of actions" (to use
a definition by epistemologist Edgar Morin). That makes
it difficult if not impossible to clearly foresee, or forehear, the consequences of actions taken. It makes it difficult to hear what is the very source of this or that sound
event, as the particular causes of each event of sound may
be so deeply spread across the history of previous and
current sonic interactions to be completely blurred (a token of "distributed causation", as it seems). The performative experience becomes one of listening and taking
action, as well as one of keeping and loosing control. In
today's overly digitalized world, this taking and loosing
of control is significant, in my mind at least, of issues of
subjectivity and intersubjectivity, of identity and transformation, of self and non-self, issues that are the flesh
and bones of our daily life. Yet, in the actual proceedings
of the performance, such dynamics are not at all metaphorical: they are something happening in sound, in realtime, in real-space. The "instrument" and the environment
change upon actions of the performers. Performers (and
listeners as well) engage in understanding their presence
and their action as relative to the presence and the actions
of the autonomous process. What is there to be heard,
with this kind of work, consists mostly of the audible
traces left behind by the dynamical relationship of performer/equipment/room acoustics. In a way, that rede-
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fines music as the audible emergent properties of the
man/technology/environment recursive relationship.

sense that it consists in such a dense vector of mutual
influences among component parts, that it's impossible to
separate "input" and "output", "cause" and "effect". Here
computing is no more the implementation of i/o functions, because all output is an input too (and viceversa):
all effect is a cause too (and viceversa).
In the way I am using it here, the adjective "recursive"
should also suggest that, at any time, the current system
state is the achievement brought about throughout the
history of all previous states, the trace of all past interactions among components: the ecosystem always operates
in the here-and-now, but among the conditions to its current operations we should count the continuing exchanges
with the environment, the outcome of the entire sequel of
past exchanges and interactions. It a flux, in a line of
events, not in a step-wise process (the software component of the work includes no symbolic representaton of
time and time-related events). In that sense, once set on
the run, the man-machine-environment relationship unfolds in time as a kind of narrative reflecting the actualization of past events in the configuration of the present.
Beside, the emergence of what is heard, binds the potential of further emergent patterns, and submerges the possibility of what could have been. In that sense, the process may reveal orientations and directions.
In research interdisciplinary work, at the border between computer science, phylosophy and in postcomputational cognitive science (Varela-ThompsonRosch, 1991; Flores and Winograd, 1987), such a process
is considered typical of living systems, i.e. systems
whose activity is largely devoted to mantain and transform themselves by way of a permanent flow of exchanges with the segment of physical space that counts as
environment. There, "computing" is equalled to "cognizing" (following earlier work by von Foerster and others),
and becomes a question of lived stories feeding back and
forth across and through layers of different physical substances - none of which is digital, except perhaps for the
threshold logics of the single neuron!
If we regard music as audible phenomena emerging
from man-machine-environment recursive relationships,
then the place of computing is nowhere and everywhere
along the trails and paths: music computing lays in the
way things are connected and junctioned among them
more than in what is connected and junctioned, in the
lines more than in the nodes, in the way by which we set
to reach into the environment.

6. Back to "computing" (conclusions)
What is the place of computing in Condotte Pubbliche?
Precisely where computing is taking place, in similar
works? Sure, we have a very important software component, executing (on a standard notebook) a variety of
digital signal processing algorithms (implemented with
Pure Data or Kyma). All that cannot be set aside nor replaced by other technologies. However, this software
component alone can hardly account for the kind of sonorities and the long term articulation, either textural or
gestural, emerging from the total ecosystemic process. It's
rather the tight but dynamical interconnections of the
component parts in the whole unit, that bring it forth. We
have a small infrastructure of interlaced technological
layers, each contributing to the entire process in its own
way. For example, the earpieces (with their limited frequency and dynamics responses) and the pipes (with their
specific acoustics) are surely responsible for characteristic spectral colorations. The nuances in dynamics also
depend on the room size and the microphones sensitivity.
Beside, to sonically exist, the piece needs a real space,
possibly a room not meant to be just occupied, but to be
inhabited, an area of entanglement of different process
trails and different sound traces that might work as "environment" to the work. It needs the background noise, or
any other acoustic perturbation in the room. In this regard, Condotte Pubbliche gets close to one of my Audible
Ecosystemics, the 2005 live electronics solo performance
Background Noise Study (Meric, 2008; Di Scipio, 2011)6.
So, what is the place of computing resources in musicmaking practices where computer processing is coupled
to the environment via overlapping, hybrid technical infrastructures? What is its role, once computational activities are heterogeneusly and heteronomically driven? I see
a possible connection, here, to a much larger view once
put forth by cybernetic pioneer Heinz von Foerster, who
used to explain the Latin term "computare" as meaning
"to consider or to contemplate things together" (von
Foerster, 1973): computing is handling the mutual relationships. Today, with our ubiquitous microcontrollers
and apps, computing is less "information processing" and
more "coordinating agencies in their mutual exchanges
(of energy and information)". I can easily admit that this
is all very general and too broad. However, if I may dare
referring to von Foerster, it's because, in the end, "composition" itself means "putting things together (Latin
"componere", Greek "synthesis"). In current creative explorations where computing units are interfaced with
non-digital devices in an overriding ecosystemic dynamics, computing can be said to take place across the tripolar, recursive relationship of equipment, environments,
and human beings. The relationship is "recursive" in the
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for technology, it is important to know that Xenakis studied civil engineering; thus, for him, technology was a
natural way to extend traditional musical means. Finally,
the relationship between music and sciences-technology
on one hand, and between sciences and technology on the
other, was realized, in Xenakis’s mind, through conceptual thought—philosophical or more empirical—and
more generally through the world of ideas. The same interview continues: “But even with that [the scientific way
of thinking], one can get nowhere without general ideas,
points of departure. Scientific thought is only a means
with which to realize my ideas, which are not of scientific
origin. These ideas are born of intuition, some kind of
vision. None of this was clear for me then but I worked
instinctively in this direction” [2: p. 47].
On the question of technology and music, Xenakis’s contribution to its development has a long and rich
history. To summarize it:
- Early electroacoustic music (musique concrète). Xenakis composed five musical works, each with decisive
developments. Diamorphoses (1957, GRM studio) explores various kinds of noise and, through the technique
of mixage, it studies the logarithmic perception of density. Concret PH (1958, Philips and GRM studios), composed for the famous Philips Pavilion of the Brussels
World Exhibition, introduces the idea of granular sounds,
which are developed in the instrumental and electroacoustic work Analogique A and B (1958–59, Gravesano
and GRM studios). Orient-Occident (1960, GRM studio)
works the relationship of sound and image. Finally,
Bohor (1962, GRM studio) is recognized as one of the
first eight-track compositions (the first GRM eight-track),
and is oriented toward the idea of sound immersion. Of
course, during that period, Xenakis’s contribution to the
entire history of GRM is extremely important: use of special devices (phonogène and maybe morphophone in Diamorphoses, for instance [3]), technical and aesthetical
discussions, with Pierre Schaeffer and other composers,
contribution to the project of Concert collectif, and so on.
- Early work with computers. In 1961, Xenakis established contact with François Genuys, an engineer who

ABSTRACT
Iannis Xenakis’s pioneering role in new music technologies is well known. He contributed to their development
through his electroacoustic works (Diamorphoses, Concret PH, Légende d’Eer, etc.), his theories (stochastics,
granular paradigm, etc.), his machines (UPIC), and his
multimedia realizations (polytopes, etc.). His first studies
as a civil engineer sharpened his efficiency. But his practical mind was coupled with a speculative mind, oriented
toward philosophical interrogations. In this paper, we will
quote some historical interviews in which Xenakis develops his views on technology: technology and progress;
technique as a tool; the dangers of technology; art for
everybody thanks to technology; forward-looking view
about the computer; the role of intuition; and, finally,
computer and manual actions (bricolage). In his writings,
Xenakis tends to present applications of technology, but
in his interviews, he is more eloquent on his philosophy
of technology.

1. INTRODUCTION
In his pioneering role, Iannis Xenakis succeeded in putting music in a direct relationship with sciences and technologies. Going farther than his spiritual father, Edgar
Varèse, Xenakis materialized the idea of an artistsearcher—an “artist-conceptor,” in his own words [1: p.
3]—that today is becoming more and more a reality. Regarding the relationship between music and sciences, he
developed the idea of an “alloy arts/sciences” [1]. He
explained in his interviews with Bálint A. Varga that his
interest in sciences corresponded to a quest for universality: “I became convinced—and I remain so even today—
that one can achieve universality, not through religion,
not through emotions or tradition, but through the sciences. Through a scientific way of thinking” [2: p. 47].1 As
1

The beginning of this part of the interview is in fact biographical and
is important to repeat:
“I have to tell you something.
For years, I was tormented by guilt at having left the country for which
I’d fought. I left my friends—some were in prison, others were dead,
some had managed to escape.
I felt I was in debt to them and that I had to repay that debt.
And I felt I had a mission. I had to do something important to regain the
Copyright: © 2014 Solomos. This is an open-access article distributed
under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.
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right to live. It wasn’t a question of music—it was something much
more significant. So my thoughts were also moving around more general, universal problems.
I became convinced—and I remain so even today—that one can achieve
universality, not through religion, not through emotions or tradition, but
through the sciences. Through a scientific way of thinking” [2: p. 47].
(The guilt and the fight are about the terrible events of December 1944
and the Greek Civil War that followed; sentenced to death, Xenakis
managed to escape and went to France in 1947.)
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worked for IBM. The next year, he gained access to an
IBM computer, and he realized an ambitious program, the
well-known ST-program that is given in the 1981 edition
of Musiques formelles [4]. With this program, he composed ST/48, ST/10, ST/4, Atrées, and MorsimaAmorsima (and also Amorsima-Morsima, which was
withdrawn from the catalogue), which, in the work catalogue established by the composer are dated 1956–62 to
show that he thought to use a computer since Achorripsis
(1956–57).
- During the late 1960s and early 1970s, Xenakis had the
opportunity to develop his own research center in Bloomington (Indiana University), the Center for Musical
Mathematics and Automation, where he tried stochastic
synthesis for the first time. Also during the 1960s, he
founded his own center in France, the EMAMu, which in
1972 became the CEMAMu (Centre d’Études de Mathématiques et Automatique Musicales). The CEMAMu was
an important center for developing technologies such as
the UPIC or the GENDYN program. Many composers
visited and composed for the UPIC (François-Bernard
Mâche, Jean-Claude Eloy, Wilfried Jentzsch, Candido
Lima, Frédéric Nyst, Julio Estrada, Peter Nelson, Richard
Barrett, etc.).
- Polytopes. During the late 1960s and 1970s, Xenakis
realized his well-known multimedia works (Polytope de
Montréal, 1967, Hibiki Hana Ma, 1969–70, Persepolis,
1971, Polytope de Cluny, 1972–74, Diatope, 1977–78,
and Polytope de Mycènes, 1978), which combine music,
visual spectacle, spatial distribution and, for the Diatope,
even architectural creation and programmatic texts. As
has often been said, the xenakian polytopes realize the
classical idea of art synthesis through technology.
- UPIC. In 1975, Xenakis realized his own synthesizer,
the UPIC (Unité Polyagogique Informatique du
CEMAMu), which is based on drawing and thus is in
harmony with the fact that he very often used drawing to
compose (instrumental) music. With UPIC, we can draw
into two levels: in the microtime level, we draw sound
curves, envelopes, and so on; in the macrotime level, we
draw the whole composition. With UPIC, Xenakis composed Mycènes alpha (1978), Taurhiphanie (1987), Voyage absolu des Unari vers Andromède (1989), and the
piece also using narrators and choirs, Pour la Paix
(1981).
- GENDYN. In the late 1980s, Xenakis realized the program GENDYN (for dynamic generation of sound),
which generalizes the Bloomington experiments with
stochastic synthesis. With that program, he composed
Gendy3 (1991) and S.709 (1994).
In this article, I discuss some important issues related to Xenakis’ philosophy of technology2: What is technology for him? How should we use it for musical purposes? And so on. To do so, I present as main material
some Xenakis interviews. Benoît Gibson and I are preparing an edition with a selection of Xenakis’s interviews. Many of them address the question of technology
and, in his responses here, Xenakis develops his views on
the philosophy of technology. In his main writings (arti-

cles and books), he deals more with pure applications.
Some of the interviews that will be used are not easy to
find, while others are more known. In chronological order, they are: Mario Bois, Xenakis. Musicien d’avantgarde (1966) [12]; Jacques Bourgeois, Entretiens avec
Iannis Xenakis (1969) [13]; Giorgos Pilichos, “Ιάννης
Ξενάκης” (1973) [14]; “Témoignage d'un créateur”
(1968) [15]; Pierre Darras, “Musique et programmation”
(1970) [16]; Jean-Marc Leclerc, Yves Bertrand, “L'ordinateur, instrument du XXème siècle” (1977) [17]; “Science et société. L'informatique musicale” (1982) [18];
François Delalande, “Il faut être constamment un immigré,” Entretiens avec Xenakis (realized in 1981, published in 1997) [19]; Ira Feloucatzi, “Iannis Xenakis. Un
compositeur grec au rayonnement international” [20].

2. TECHNIQUE AND TECHNOLOGY
Let’s first read some interviews to understand what technology—and more generally, technique—means for Xenakis.
2.1 Technology and progress
As was said, it was natural for Xenakis the civil engineer
to believe strongly in the utility of technology. For him,
there was no split between traditional musical techniques
and all types of technologies, even if they are not intended at first for music making, including of course the socalled “new technologies” (tape techniques, computer,
etc.). To use whatever technology for composing music is
enough to make it musical. It is also why Xenakis strongly believed in the idea of progress through technology:
“La musique électronique connaîtra un développement et un succès énorme auprès des jeunes générations, cela va de soi. Elle sera bien sûr dépendante de
l'équipement et des professeurs. À mon avis, les progrès techniques exercent une pression telle que je vois
dans la musique électronique un débouché inévitable.” [20: p. 275]
This view about technology is of course related to the fact
that Xenakis was deeply a modernist. This is why technology is always related to the idea that we can transform
humanity for the better:
“Aujourd'hui, il est possible que la société puisse accéder à une transformation de son esprit même, avec
le remplacement des vieilles catégories du raisonnement par d'autres selon lesquelles beaucoup de notions traditionnelles apparaîtraient caduques. Ainsi
celles de l'espace et du temps. […] La musique de
demain, en procédant par une structuration inédite,
particulière de l'espace et du temps, pourrait devenir
un outil de transformation de l'homme, en influant sur
sa structure mentale.” [13: p. 39]
2.2 Technique as a tool
But what is technology and, more generally, technique?
After World War II, many European philosophers and
artists criticized technique in itself—and not only the use
that someone can make of it—as a source for alienation:
Theodor W. Adorno and Max Horkheimer [21], Martin
Heidegger [22], Jacques Ellul [23], Kostas Axelos [24]

2

Some commentators already have raised important questions related to
this topic: see [5, 6, 7, 8, 9, 10, 11].
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“[Concernant les relations entre l’esprit et la technologie,] est-ce que vous partagez les prévisions pessimistes, que formulent même de nombreux hommes de
l’esprit et des sciences, selon lesquelles la technologie
menace l’esprit et l’art ?
Tout ce que fait l’homme menace toujours l’homme.
Oui, il est vrai que la technologie a été utilisée et est
encore utilisée [ainsi] ; au Vietnam, par exemple, pour
exterminer un peuple entier. Cependant, la technologie a aussi permis le merveilleux bond vers la lune ou
la thérapie à travers la médecine, afin de démultiplier
la force de l’homme sur son art, sur son expression.
Ceci ne signifie bien sûr pas que tous peuvent agir
ainsi ; certains le peuvent, d’autres non.” [14]

(another Greek political refugee in France), etc. But Xenakis saw technique as a tool. That does not mean that it
is neutral but that it is from the same essence as the human being: it is the extension of his hands, of his legs, of
his mind:
“Il y a trois attitudes devant la technique aujourd’hui :
- L’attitude de l’artiste en général qui veut l’ignorer.
- De la part des intellectuels, il y a des attitudes négatives qui veulent que la technique soit asservie aux industries, à l’État et à la société de consommation ; par
conséquent, c’est une chose à détruire ou à ignorer.
Elles veulent que la technique soit une espèce de dieu
actuel, une espèce de Moloch auquel on se soumet
parce que l’on ne peut faire autrement.
- La troisième position, qui est la mienne, consiste à
penser que la technique est un outil de travail, un outil
de réalisation, un outil d’expansion de l’homme et,
par conséquent, utile en art.” [15]
(This is why the argument of Olivier Revault d’Allonnes
[25]—a philosopher of arts and friend of the composer—
that Xenakis “subverts” technology by using it for making music was not important for him.)
Now, if technique is (merely) a tool, it has to be mastered:
“Pour vous, l’appareil physico-mathématique est-il
une aide à la création ?
Pas simplement… c’est une base pour mon travail de
composition. Quant à l’informatique, elle me fournit
l’équipement nécessaire, la quincaillerie comme disent les anglo-saxons. En fait, la musique est une mise
en sons de la pensée. Si cette pensée est limitée à des
états d’âme, elle ne va pas très loin ; mais si elle est
pétrie de problèmes philosophiques et mathématiques,
alors la musique s’apparente aux recherches fondamentales.
[…]
C’est donc le mariage parfait entre la création artistique et la technique ?
Oui, presque parfait, mais attention, la technique peut
submerger l’usager : il faut se défendre ; utiliser des
techniques, c’est bien, mais il faut les dominer, rester
sur le qui-vive. La technique permet d’explorer de
nouveaux domaines proposés par la pensée théorique
et esthétique ; puis ces domaines une fois explorés, il
faut aller plus loin. En fait, l’informatique est faite de
rationalité simple ; en tant que compositeur, j’apporte
sans cesse la complexité, parfois irrationnelle, dans
cette rationalité.” [18]

“L’ordinateur est-il à même de traduire le sentiment
humain, le lyrisme, la sensibilité de l’âme, toute chose
que l’on attend de la musique ?
L’ordinateur, de même d’ailleurs que tout moyen
d’expression technique, n’est que l’instrument de celui qui l’utilise. L’ordinateur offre davantage de possibilités, c’est tout. Le résultat dépend de la personne,
de son génie, de ses inclinations. L’ordinateur n’est
pas une garantie, mais une source de possibilités.
Le développement de la technologie a aussi ses côtés
négatifs, comme l’ont prouvé la récente catastrophe
de Tchernobyl et l’accident spatial américain. Comment voyez-vous l’avenir de l’homme face aux progrès techniques et au danger de déséquilibre écologique ?
L’homme acquerra progressivement une plus grande
maîtrise de la technique et de ses moyens. Des accidents, on retire inévitablement une expérience qui ne
peut que nous rendre plus prévoyants. Mais il faut être
vigilent parce qu’en même temps que progresse la
technique, les dangers de panne ou de fuite se multiplient. L’être humain réclame – et c’est une des exigences majeures – que soit écarté tout danger de
guerre, que les progrès techniques qui comportent une
quelconque menace, comme l’utilisation de l’énergie
atomique, se poursuivent, mais soient affectés à
d’autres domaines, pacifiques. Notre planète a
presque pris l’allure d’une seule et même nation
puisque les conséquences écologiques des accidents
nucléaires ignorent les frontières, et que nous sommes
tous confrontés au même destin face aux menaces de
déséquilibre écologique qui naissent des progrès techniques et du recours à l’énergie nucléaire. Mais ces
dangers – là aussi nous devrions progressivement les
maîtriser. La suppression des frontières sera une conséquence de l’évolution, un pas vers la culture « planétaire » dans laquelle nous nous engageons de gré ou
de force.
L’Antigone de Sophocle comprend un hymne à la
gloire de l’homme qui commence ainsi : « Les infortunes sont multiples ». L’homme a fait un pas en
avant, un autre en arrière, il a traversé de nombreuses
épreuves, a beaucoup souffert, a beaucoup créé, pour
son bonheur ou son malheur. Il est arrivé très loin
grâce à ses interventions. Son avenir dépend de
l’usage qu’il en fera.” [20]

2.3 The dangers of technology
By saying that technique is (just) a tool, Xenakis is first
of all fighting the traditional distrust and fear against
technique, which often is based on superstition. That does
not mean that he is unaware of the dangers of technology.
Of course, for today’s readers, and especially for those
who are convinced that we are living an ecological catastrophe because of the domination of technique, this
awareness will not be enough. But we should read Xenakis remembering his historical context. Here are two interviews, from the 1970s and the 1980s:
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tions s’exécutent facilement et rapidement. Il en est de
même des autres fonctions : filtrages, accélérations,
modulations, qui peuvent être inclues dans un logiciel
et utilisées avec les autres paramètres à la discrétion
du compositeur. Et je parle toujours de l’enfant… justement, l’ordinateur permet de programmer toutes ces
données et de les obtenir non plus au petit bonheur,
mais sur commande et de façon ordonnée.” [17]

In ancient Greek, the quotation of Sophocles is: Polla ta
dhina, which is the title of a Xenakis composition of
1962. In fact, Xenakis’s position could be the same as
that of Sophocles: a belief that human beings can make
great things but that they also are a great danger to the
earth.
2.4 Art for everybody
For Xenakis, technology as progress means the possibility of real democracy—something that we tend to forget
today because technology is increasingly related to the
economic interests of the very few. Speaking about art
means the possibility of making it easier to learn how to
create and, therefore, putting music making in the hands
of everybody. This was of course one of the basic credos
of classical modernism, especially the one that the idea of
(technological) progress was related to social progress
and to democratization, which flourished during the beginnings of the Soviet revolution or with the Weimar
Republic. In the frame of contemporary music during the
1970s—after the 1968 revolts—this credo returned, but
softer, more reformist than revolutionary. It was materialized by the idea that we do not need only new works of
art but also new ways of thinking about art and of learning it. Then, the focus was on the pedagogy of music.
Xenakis explored this possibility in relationship to the
UPIC, which seemed to be an easy tool to make music:
“Vous étudiez présentement les possibilités d’une utilisation pédagogique de l’ordinateur.
Nous sommes en effet à mettre au point un système
s’adressant à la fois aux enfants et aux adultes, et qui
permettra de composer sans avoir à passer par le code
spécialisé qu’est le solfège.
Car, qu’est-ce que composer, sinon appeler des sons
tirés d’un stock et les organiser, les filtrer, les moduler, les monter, les mixer ? Un enfant peut, par
exemple, enregistrer sa voix, la convertir numériquement, puis l’utiliser en tant que matériau sonore. Une
fois stocké, un son peut être rappelé, réentendu à volonté. Deux sons peuvent être rappelés en superpositions, donc déjà en com-position.
En utilisant un symbole facile, on peut dessiner les
sons sur la table graphique et en recevoir immédiatement le résultat sonore. Nous percevons déjà, ici, le
pas en avant apporté par l’informatique par rapport à
tous les autres moyens de faire des sons, c’est-à-dire
que nous pouvons penser la composition musicale de
manière très immédiate et très facile. En effet, on ne
joue plus avec les sons en imagination seulement,
avec des possibilités de réalisation future, mais dans
l’immédiateté, dans la réalité. Dans le cas des enfants
et des adultes, cela facilite énormément les choses.
Vous vous rendez compte, du même coup, qu’on peut
remplacer tous les studios de musique électronique
par une unité comme celle-là parce que, de toutes les
fonctions, la plus simple, la plus bête et la plus nécessaire, c’est le montage : découper un son, le coller ailleurs. Ensuite, c’est le mixage. L’ordinateur simplifie
ces fonctions : réentendre un son, le renvoyer au stock
ou le garder, le combiner avec d’autres, fabriquer une
séquence et l’entendre, la modifier – toutes ces opéra-

“Comment voyez-vous l’évolution de l’informatique
musicale dans les années à venir ?
Tout d’abord, le développement des microprocesseurs
permettra de multiplier les systèmes du type UPIC.
L’introduction de telles machines dans les centres
universitaires, les conservatoires et tous les centres de
culture ouvrirait des perspectives immenses, non seulement pour la recherche, mais aussi pour la pédagogie. Ensuite, c’est la première fois dans l’histoire de
l’humanité que l’homme peut accéder directement à la
composition. Il n’a plus besoin de connaître la symbolique du solfège, ni de savoir jouer d’un instrument.
Dans les années à venir, avec le développement de la
télématique et de l’informatique individuelle –
l’ordinateur dans les foyers – l’homme pourra créer
seul chez lui avec une table électromagnétique reliée à
des périphériques extérieurs. Je pense que, d’une certaine manière, la fonction sociale de l’art pourra être
résolue aussi par l’informatique. Enfin, l’homme de la
rue va pouvoir penser la musique.” [18]

3. PHILOSOPHY OF COMPUTER
Let’s focus now on Xenakis’ philosophy regarding the
computer and its use for making music. There are not
many words on that subject in his main writings (books
and articles), but it is just the opposite in his interviews,
especially in the 1960s and 1970s. Because he was one of
the first musicians to use the computer, he was often
asked about it.
3.1 Forward-looking
First, it is important to notice that, even while using a
computer, which was new at that time, Xenakis remain
oriented toward the future. In the following important
interview about the computer and music (which also will
be quoted later), he is speaking about how to exceed the
current theory of knowledge and to introduce the human
body on it again, Then, he predicts the appearance of the
new field of sonification, and finally, he envisages the
possibility of exceeding the binary logic and even today’s
notion of the computer:
“À votre avis, l’ordinateur permet-il de dépasser la
théorie de la connaissance que nous avons actuellement ?
Je ne sais pas si on peut la « dépasser », mais on va
certainement plus loin dans les applications. Entendre
une mélodie, c’est reconnaître des variations de fréquences. C’est donc un détecteur que nous avons.
[…]
C’est un domaine tout nouveau, mais qui peut se développer de façon extraordinaire d’ici une génération
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“Vous avez fait allusion à la « justesse » de
l’intuition. L’utilisation rationnelle de l’ordinateur
est-elle nécessairement basée sur des intuitions ?
Oui. L’ordinateur ne peut donner que des résultats,
calculer selon vos instructions. Et si vos instructions
ne sont basées sur aucune intuition, vous suivez au
petit bonheur une combinaison de formules, de systèmes ou de chaînes – ce qui d’ailleurs ne fait pas une
idée.
Mais si vous avez une direction, une intuition, une
« idée », comme on dit, et que vous êtes têtu, et que
vous essayez, vous pouvez avoir des surprises, évidemment, comme vous pouvez, au bout d’un certain
temps, en cherchant fort, tomber juste.
Il se peut aussi qu’ayant une intuition, vos méthodes
ne soient pas bonnes. À supposer alors que vous
changiez de méthode et que vous trouviez la bonne,
c’est votre intuition initiale qui vous fera reconnaître
la vraie direction.
L’intuition est un guide fondamental, aussi bien de recherche que de connaissance – et de pratique, naturellement. On ne peut séparer intuition et raisonnement.
Cette dichotomie est complètement farfelue et stupide. Malheureusement, c’est un cliché qu’on a enseigné dans les écoles et qui se continue dans la vie politique et ailleurs.” [17]

ou deux, car la technologie permettra de faire ce type
d’expériences : joindre tous les phénomènes, tous les
périphériques de l’homme – ses mains, ses yeux, ses
oreilles, sa peau.
Au fond, réintroduire le corps dans la connaissance…
Absolument. Voici un cas où j’ai suggéré des expériences — qui d’ailleurs n’ont pas été faites, parce que
les gens étaient trop paresseux. Vous prenez les
courbes statistiques d’une variable quelconque : la
bourse, le coût de la vie, l’inflation. Je suppose que
vous voulez y reconnaître des périodicités : des influences saisonnières, par exemple. Une analyse statistique peut vous les donner. Mais si vous passez
cette courbe par un convertisseur numérique analogique, vous pouvez entendre cette courbe et en reconnaître les périodicités à l’oreille, qui est d’ailleurs un
détecteur formidable.
[…]
Est-ce que l’ordinateur peut être parfois obstacle à la
découverte ?
Bien sûr ! Car l’ordinateur est quand même basé sur
une certaine technique de la pensée : la logique binaire. Mais elle est peut-être trop limitée, ce qui veut
dire que l’ordinateur tel qu’il est actuellement ne devrait pas couvrir d’une manière impérialiste tous les
domaines. Une fois qu’on en est conscient, on doit
être sur ses gardes.
Vous essayez de dépasser le binaire ?
Je ne sais pas si c’est « dépasser » le binaire. Ce serait
plutôt « ne pas rester pris dans le binaire ». Voilà :
rester détaché, tout en utilisant les choses.
Comment avez-vous pris vos distances vis-à-vis de
l’ordinateur ?
En allant à côté de l’ordinateur et des mathématiques.
La physique, par exemple, donne des modèles extraordinaires, mais à côté des mathématiques : la description de la formation des galaxies en spirale est une
science qui s’est développée assez récemment, mais
l’intuition était là bien avant les mathématiques.
Les mathématiques sont là pour fonder ou formuler
quelque chose. Quand nous nous demandons :
« Comment, à partir d’un gaz qui est amorphe, un
mouvement se crée-t-il lentement, prend-il des
formes, des phases déterminées ? ». Cette question ne
vient pas des mathématiques. Elle est relativement récente, mais elle vient de l’intuition et de
l’observation, d’une intuition observative.
C’est donc l’intuition de trouver quelque chose à côté
des ordinateurs qui nous permet d’aller plus loin,
même dans le domaine propre de l’ordinateur, c’est-àdire de créer des machines beaucoup plus riches que
les ordinateurs de la structure actuelle.
Au fond, l’ordinateur n’est qu’une étape.
… Comme les bateaux. Ils étaient valables jusqu’à
l’arrivée des hydroglisseurs…” [17]

3.3 Bricolage
Finally, recognizing the important role of intuition, Xenakis argues for the necessity of introducing what we
could call “manual actions” on the results given by the
computer. This is well-known among all musicologists;
the actions compared the calculations (made by computer
or by hand, as is the case in many pieces) and the scores.
There are many differences—for instance, a precise analysis of Nomos alpha, which is one of the most calculated
compositions, shows about 14% of differences [26: p.
521]. In my studies on Xenakis, I often wrote about this
question [27, 28, 29, 30, 31], using the French word bricolage to characterize these manual actions. I take it in
the sense of Claude Lévi-Strauss’s La pensée sauvage
[32]. He writes that bricolage is a kind of intermediate
phase between the mythical (or magical) thought and the
rational (scientific) one (the adjective “intermediate”
must not be understood in an evolutionary sense: we can
replace it with the word “mediation.”)
Let’s first read the interview with François Delalande
(conducted in 1981), where Xenakis assumes that he is
making manual actions:
“[Prenez-vous de la distance par rapport aux programmes informatiques ?]
Absolument. C’est nécessaire, ça. Il faut une certaine
distance. Il y a des gens qui disent : « Voilà, j’ai fait
un programme et tout ce que me donne la machine, je
le prends ». Ce n’est pas possible. Parce que soidisant la machine ne se trompe pas. Elle ne se trompe
pas, mais son programme, ce n’est pas la machine qui
l’a donné, c’est le compositeur. Et c’est là où il se
trompe quand il pense que c’est absolu. Non. Et la
preuve, c’est que le résultat la plupart du temps, lorsque c’est fait comme ça, est sans intérêt parce que…

3.2 The role of intuition
A second important element of Xenakis’s philosophy
about the computer is the idea that, behind the use of
computer, there must be something called “intuition”;
otherwise, the results will not be interesting:
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par la nature même de la machine, cela ne peut pas
être intéressant. Il faut un effort colossal
d’imagination et d’inventivité pour pouvoir donner à
la machine la vie qui lui manque.” [19: 25-32]
Here is an important interview of the 1960s in which he
explains clearly that he is changing the results of the machine at least for 10%, so as to adapt them:
“Pourquoi utiliser une machine à calculer ?
En 56-57, j’ai écrit Achorripsis pour orchestre : cette
œuvre est une sorte de réponse à une question fondamentale que je me posais depuis longtemps, aussi bien
esthétique que philosophique, à savoir : peut-on fabriquer, et y a-t-il un sens à fabriquer une œuvre contrôlée sur un plan général pas un minimum de règles de
composition ? J’avais répondu à l’époque après beaucoup de temps et de recherches, d’une manière théorique, par le calcul des probabilités que j’employai
donc pour une œuvre que j’intitulai Achorripsis. Tout
de suite, il m’est apparu, puisque cette chose était totalement résolue par le calcul, qu’il serait possible de
faire tourner une machine qui calculerait à ma place.
Quel est l’intérêt de la machine ? C’est d’abord
d’objectiver la thèse. Puis c’est d’explorer facilement
des parties qui seraient difficiles ou impossibles à la
main pour ce qui est du temps des calculs ; c’est également de tester si une pensée philosophique peut
avoir un répondant sonore et être, devenir un objet intéressant du point de vue sonore. Enfin, l’intérêt est de
créer une forme de composition qui n’est plus l’objet
en soi mais une idée en soi, c’est-à-dire une famille
d’œuvres possible. Voilà donc, grâce à un complexe
de formules et de raisonnements logiques, les données
et les nécessités qui m’ont obligé à utiliser la machine
à calculer IBM 7090.
J’ai entendu un de vos collègues expliquer votre processus de composition. D’après lui, vous donnez à la
machine des éléments (ce que vous appelez un programme), la machine vous donne toutes les possibilités de combinaisons et vous choisissez, parmi elles,
pour écrire définitivement votre œuvre.
Ce n’est pas ça, car alors, cela n’aurait aucun sens.
Non, il faut (l’intérêt étant d’atteindre un but en astreignant la pensée à la rigueur du problème) pouvoir
produire l’édifice, produire une structure abstraite de
formules et de raisonnements qui, habillée en musique
par les sons, soit intéressante jusqu’au bout. Voilà le
pari. Que cette « chose » soit d’abord une chose originale, c’est-à-dire sans précédent, et qu’elle soit intéressante. Une chose nouvelle est toujours intéressante
puisqu’elle est nouvelle, mais elle peut être profondément ou superficiellement originale. À la machine,
je fournis donc un réseau très précis, très serré de
formules et de raisonnements, toute une chaîne, c’est
ce qui constitue en effet le programme. Puis, on lui
fixe les données d’entrée, que vous fournissez à une
sorte de « boîte noire ». Elle fonctionne et vous sort
des résultats. Vous changez les données d’entrée,
vous faites fonctionner : les résultats sont différents.
La latitude de ces données d’entrée peut être très
grande ou très faible, cela dépend de vous. Il y a donc
un choix arbitraire de départ, mais la structure, elle,
ne change pas, la structure abstraite. Donc, de ce point

de vue là, il y a un mélange d’apriorisme, et de choix
arbitraire : les apriorismes correspondent au programme et le choix arbitraire correspond au choix
particulier des données d’entrée. Cette machinerie,
cette horlogerie stochastique probabiliste que j’ai
faite, par exemple pour cette famille d’œuvres, c’est
vraiment une espèce d’horlogerie mentale imaginaire
qui peut donner soit des œuvres pour un instrument
soliste, soit des œuvres pour le chant, soit des œuvres
pour tout un orchestre, ou, comme je l’ai fait pour
Stratégie, pour deux orchestres. Vous avez une grande
latitude de choix. Vous pouvez utiliser n’importe quel
instrument dans un intervalle très réduit ou au contraire dans toute sa richesse. Vous pouvez aussi agir
sur la structure de l’œuvre par exemple en imaginant
de lui donner une densité plus ou moins grande, une
densité physique (beaucoup de notes ou peu de notes),
en décidant de la répartition de ces notes, de leur
teinte, leurs couleurs dans telle classe de sensibilité,
ensuite dans l’évolution globale, dans la forme. Il y a
toutes sortes d’actions, mais il faut bien sûr entrer
alors dans l’horlogerie même pour comprendre
quelles sont toutes les latitudes données : ce langage
des machines est universel, mais j’avoue qu’il nécessite un savoir que les musiciens ne possèdent généralement pas.
À la sortie de la boîte noire ?
Je fignole à la main le matériau reçu en suivant exactement le même principe théorique qui règne dans la
boîte noire ; c’est-à-dire que je fais une boîte vivante,
qui est en quelque sorte collée à la sortie de la boîte
principale. J’ai environ 10% des décisions qui
m’appartiennent encore à la sortie, sauf pour Atrée où,
voulant marier les deux modes de composition, je me
suis permis une intervention beaucoup plus grande à
la sortie.
Il n’y a pas d’œuvres que vous donnez brutes à leur
sortie de la machine IBM ?
Non, car il faut quand même passer par le décodage,
la transcription en notation traditionnelle pour
l’orchestre. De plus, la machine donne souvent des
solutions injouables sur le plan pratique.
Si vous disposiez d’une machine imaginaire idéale et
merveilleuse, prendriez-vous brut tout le travail
qu’elle ferait ?
Si le résultat final était intéressant, je conserverais le
tout ; mais il faut avoir un résultat intéressant, c’est-àdire obtenir une espèce de kaléidoscope mental, stochastique si vous voulez, qui soit partout valable et
dans tous les cas ; alors, avoir un tel objet devient
merveilleux du point de vue abstrait, spéculation tout
à fait abstraite comparable au pouvoir de fabriquer un
être vivant tout à fait original, mais vivable et vivant
dans toutes les circonstances de la vie.” [12]
With the following third and last interview, Xenakis also
is answering the question of how he can imagine the calculation’s results.
“Est-ce que pour vous, ce qui sort d’un traitement en
machine est un produit achevé ?
Ah ! c’est une question complexe. En principe, le
programme qui représente une composition musicale
formalisée doit être suffisamment bien fait et intéres-
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sant pour que le résultat soit valable ; parfois si, dans
des détails, il n’est pas valable, on peut le corriger, le
rectifier à la main ; mais si, en général, il donne des
résultats vraiment sans intérêt, eh bien il faut le balancer par la fenêtre : c’est qu’il y a une erreur, non pas
dans l’écriture du programme puisqu’il donne un résultat, mais dans la conception même du programme.
Cela pose un problème : pourquoi ce vice de composition, et comment ? C’est là que le compositeur actuel
est obligé de pouvoir prédire ce qui va se produire
dans tous les cas et de former une chose abstraite,
même s’il n’a pas la possibilité d’intervenir, parce que
ça coûte trop cher, et puis parce que c’est ça le jeu,
c’est de pouvoir créer une chose qui soit sans retour,
c’est-à-dire qui soit bonne. Les corrections doivent
être faites avant de lancer le programme ; toutes les
corrections sont décidées par l’imagination.
Mais vous avez une représentation sonore de l’œuvre
qui va sortir du traitement machine ?
Ce n’est pas une représentation sonore d’une composition particulière, mais c’est une représentation sonore de beaucoup de compositions qui devra exister,
puisqu’un programme, s’il ne fait qu’une seule composition, ne vaut pas la peine d’être écrit ! Ce qu’il est
intéressant de faire, c’est un programme qui, en changeant des données d’entrée, vous produise une famille
d’œuvres. Il faut prévoir dans ce cas-là non pas une
seule œuvre mais toute une famille.” [16]
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formed in real time ad infinitum. The sound material of
the installation is a collection of personal field recordings, sample donations by my “informants” recorded or
found in their respective countries, and samples found in
archives. The sound space is organized as an archipelago
of “sound islands” grouped in families. The navigation
between the “islands” (juxtaposition, superimposition and
spatialization of sounds) is organized automatically by
a “navigation map”, a computer program within the environment Max/MSP and the Spatialisateur. This musical
journey takes place within an appropriate “room”. A video of a continuous changing texture of a sparkling sea is
projected on the three walls of the room. The sea changes
in color, luminosity and density and becomes a constellation of lights. The video is generated with Jitter in realtime. The visitor may move freely inside the room, walk
around, sit down or lie down on the floor.

ABSTRACT
In this paper I will present some aesthetic and technical
aspects of my work related to real-time composition of
sound environments (soundscapes and vocalscapes)
through two recent works: “Geografia Sonora”, a sound
and video installation on the theme of the Mediterranean
sea, a navigation in an archipelago of “sound islands” of
singing/speaking voices, sound signals, natural and mechanical sounds; “Vocalscapes on Walt Whitman”, an
electroacoustic composition exploring the idea of “poetry
as vocalscape” and as “geography” of voices and performances based in the recordings of fifteen talkers.
The works have been composed and spatialized in real
time by a “sound navigation map”, a virtual score within
Max/MSP, the Spatialisateur and Antescofo.
Through these two works I will show: 1) by which means
a vast sound material can be organized and processed/composed automatically in order to beget a sound
environment in real-time through a coherent open virtual
score; 2) how such a sound environment may be seen
simultaneously as a sound composition, as the trace of a
shared experience, as the record of poetry and vocal performance or as the soundmark of a community and of a
land.

1. GEOGRAFIA SONORA
“Geografia Sonora”1 (2013) is a sound and video installation on the theme of the sea; an imaginary sound “constellation” of singing/speaking voices, sound signals, as
well as natural and mechanical sounds from countries
bordering the Mediterranean. The soundscape2 [1] and
the video image are generated, re-composed and transFigure 1. “Geografia Sonora”: the space and the video
of the sea.

Copyright: © 2014 Georgia Spiropoulos. This is an open-access article
dis- tributed under the terms of the Creative Commons Attribution
License 3.0 Unported, which permits unrestricted use, distribution, and
reproduction in any medium, provided the original author and source are
credited.

1.1 The soundscape – An archipelago of sounds
In the soundscape the sound is distributed by 8 loudspeakers one pair per wall (8 channels). Each wall represents one of the four cardinal points in the map and corresponds to a part of the Mediterranean; each country (and
its soundmark) has a fixed location and starting point in
space. The north wall (N) is the “sound map” of the
northern countries, the south wall (S) that of the southern
countries, etc.

1

“Geografia Sonora” has been commissioned by the curator Evelyne
Artaud for “Marseille-Provence 2013, European Capital of Culture” and
took part of the exposition “Cadavres Exquis” at the Granet Museum of
Aix-en-Provence. It has been composed in the Muse en Circuit Studios.
2
R. Murray Schafer categorize the main themes of a soundscape in
terms of keynote sounds, signals and soundmarks. A keynote is the
tonality in a composition and also the sounds of a landscape created by
its geography and climate; signals are acoustic warning devices or mes
sage transmitters; a soundmark is a community sound wich is unique.
He proposes also a definition of a community as political, geographical,
religious, social and acoustic entity.
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Figure 2. Spatial distribution of the Mediterranean
countries and sound diffusion by 8 loudspeakers.

The sound material, concrete and mainly raw, is
grouped in “sound islands” and “island clusters” (see
Table 1). A “cluster” is a sound family (e.g. Human, Signals) and an “island” is the type of a sound within a
sound family (e.g. singing, morse). I will confine myself
to describe only a few sounds here. The “Human” and
“Ambient” families are related to oral-tradition (songs) or
reflect the human activity on sea (fishing, navigating).
The Morse code generated by the computer comes from a
text fragment of Homer’s “Odyssey” [2]. A very few
samples (natural sounds, boats motors) are filtered in
order to serve as continuous drones. The sound material
is organised in 8 sound familes.
Sound families
(island
clusters)
C
o Human (voice)
u
n
t
r
i
e
s
O
t
h
e
r

Instrumental
Ambient (with voice)

Natural sounds

Signals

Mechanical
Drones
Processed

Figure 3. Sound navigation map, “sound islands” & interconnections (manuscript).

1.2 Virtual Score - A sound navigation map
The navigation between the “sound islands” changes ad
infinitum in real-time. There is no fixed duration, beginning or end; sounds may be repeated but the listener will
never listen to an identical combination of sounds. A
“sound navigation map” is generated as a virtual score in
the computer by means of Max/MSP and the Spatialisateur software. The navigation map is organised as a
complex multi-level matrix constructed with three external tables that interact with each other: 1) a table for the
horizontal interconnections between sounds (juxtaposition), 2) a table for vertical connections (superimposition)
and 3) a table for the grouping of sounds and for the spatial movement.

Sound types
(sound islands)
singing, speaking,
calls, onomatopoeia
related to sea songs
port, fish market,
boat, carnage, celebration
sea, wind, birds, insects, big fishes, unusual sounds
boat horns, whistles,
morse signals, sonars,
unidentified
sea
sounds
boat motors, chains
filtered sounds
filtered sounds

Table 1. The 8 sound familes of the Mediterranean
soundmark.
A “sound navigation map” defines paths and interconnections between “sound islands” and/or “island clusters”
and generates an “archipelago of sounds”.

Figure 4. Sound navigation map: part of the table indicating allowed and non-allowed sound juxtapositions.

The first two tables define a random navigation between sounds types according to rules that determine the
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allowed or non-allowed combinations of sounds (e.g.
birds to cicadas, birds and cicadas); this choice (yes/no) is
either arbitrary or rational according to combinations one
may listen in the physical word. The third table determines the spatial movement of sound types and their internal organization in “scenes”. A “scene” regulates a
particular behavior of each sound type (e.g. singing, fish)
in time and in space:
• polyphony (one/many sounds & loudspeakers)
• spatial movement (static/dynamic within an angle in degrees)
• sample duration and onset (playback position in
a sample)
• total duration of a scene (15- 70 sec)
Eight scenes are configured in “Geografia Sonora”.
• Solo (a single sound type): monophonic, static, 1
L/S3
• Multi: polyphonic, static, 2-4 L/S simultaneously
• Respo; polyphonic, static, 2-3 L/S alternatively
• Ubi: polyphonic, static, 8 L/S simultaneously,
quiet
• Circular: monophonic, dynamic, 8 L/S, 90°-360°
• Spiral: polyphonic, dynamic, 8 L/S, >360°
• Cross: polyphonic, dynamic, 2 L/S, jump across
• Zig: polyphonic, dynamic, 3 L/S zig-zag

Max/MSP patch. The number of sound sources, the spatial location and the movement of the sources, are controlled by the Spatialisateur. They are distributed in an 8channel system with 15 virtual spatial points.
1.3 The video – A “breathing sea”
The video is projected by three projectors on the three
walls of the room. The video image is the result of a continuous changing texture of a sparkling sea. When a new
sound “scene” appears the sea changes in color, luminosity and density and becomes a constellation of lights.
The video image is a merge of two sources: the video of
a shimmering moving sea and a similar photo whose color changes by the computer. From interaction between
these sources results a sea-matter in continuous motion,
that oscillates ranging from blue to silver blue-violet (and
to silver) and whose shimmer is gradually transformed
into constellation of lights. This “landscape” could suggest a constellation of stars, signals of lighthouses, boat
luminous lines, or the night lights of the islands.
The video treatment is calculated in real time by specific modules on Jitter software: jit.op for matrices operations in order to generate a new synthesized image;
jit.mxform2d for image spatial transformation,
jit.scalebias for color channels scaling and offset in a 4
plane input matrix (ARGB); jit.slide for temporal envelope following.

2. VOCALSCAPES ON WALT WHITMAN
“Vocalscapes on Walt Whitman” (2014) are electroacoustic interludes extracted from “The Body Electric”4
cycle based on Walt Whitman's “Leaves of Grass”5 [3]. It
is composed for a speaking-singing female voice, clarinets, trombone, viola, percussion and 6-channel tape. The
cycle is a work in progress, which started with four pieces6, but more ones will be added in the future. The four
pieces are bounded by electroacoustic vocalscapes (interludes). Some instrumental or concrete sounds of the work
are directly inspired by the soundscapes in Whitman’s
poems (boat horns, wind, whistles, whispers).
“Vocalscapes on Walt Whitman” can be seen as an
electroacoustic composition as well as a sound installation. The piece explores both the idea of poetry as soundspace and as “geography” of languages, voices, performances and humans. The sound material derives from the
recordings of fifteen talkers, each one having recorded a
Whitman's poem excerpt in her/his mother tongue in a
chosen place. Each spoken poem (and voice) is accompanied by the ambient sound of the place where it’s been
recorded. The recorded material has been composed and
spatialized automatically by Max/MSP and the Spatial-

Figure 5. Sound navigation map: “scenes” and sound
spatialization.

All three tables are stored in Max/MSP into coll objects. The whole sound navigation is a random choice of
path by the computer between “scenes” (see Figure 5)
and “free” navigations between “sound types” (see Figure 4). A new “scene” appears after 4-8 “free” navigations. As all countries have a fixed spatial point (in a specific loudspeaker and angle) all sounds related to countries (and humans) are localized and start migrate in
space in the loudspeaker of that country. All other sounds
are spatialized according to “scenes”. For example, in the
Respo configuration the next sound will start at the opposite spatial point to the first one.
A maximum of three polyphonic voices may be superimposed and read in players (sfplay~ objects) in the
3

4

The work has been comissioned by the French Ministry of Culture for
the Arts Nova ensemble. The title comes from Whitman’s poem of the
same title.
5
“Leaves of Grass” is a poetry collection of 400 poems by the American poet Walt Whitman (1819–1892). Whitman composed it during his
entire life, writing and revising it in five editions until his death.
6
”City of Ships”; “A Clear Midnight”; “Yet, Yet, Ye Downcast Hours”;
The Rounded Catalogue Divine Complete”.

loudspeakers
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isateur both driven by Antescofo7 software and programming language. This computer environment for real-time
composition has been initially conceived for the installation of “Geografia Sonora” and developed further for the
"Body Electric".

material. The music material has been generated in realtime on studio, recorded as fixed 6-channel musical sequences and mixed as standard electroacoustic pieces.
Each sequence is composed and spatialized as a microform similar to Geografia’s “scenes” described above:
Solo, Multi, Respo, Ubi, Circ, Spiral, Zig (see Figure 5).
The sequences here are generated by the Antescofo software and programming language and generated through
Max/MSP and the Spatialisateur.
A new version of the Geografia’s Max/MSP patch has
been developed with a 3-player module, with an increased internal polyphony for each player and a maximum of 15-voice superimposition.

2.1 The Vocalscape (Fonotopia)
Most of the fifteen talkers, women and men, have recorded an excerpt of Walt Whitman’s “Song of Myself”.
Some of them have recorded excerpts of five different
poems8. The languages actually recorded are: English,
French, German, Greek, Hebrew, Italian and Spanish –
more languages will be added in the future. All talkers
provided a recording of the ambient sound of the space of
reading; many of them have chosen a particular mise en
scène (staging) of that space with very interesting consequences both for the background sound of the recording
and for the work. Dieter Kaufmann recorded on the Pilgram-bridge in the middle of a crowdy Vienna an excerpt9 where Whitman expresses his strong conscience of
citizenship and involvement in the city (New York); Allen Weiss recorded a quiet snowy soundscape full of
birds in Huntington NY; Joel Chadabe chose the West
End Avenue sound in front of his studio building and
Philippe Leroux the night ambience of Ecole Normale
Superieure street of Ulm.
The recorded poems have been edited and arranged (in
folders) by language, gender, type of audio sample (poems, strophes, verses, words, ambience samples) and
poem (title and talker); e.g italian/woman/verse/
A_Song_of_the_Rolling_Earth_paola.

Figure 6. The 3 voices (players) in Max/MSP patch.

When launching the Max/MSP patch all the audio samples are preloaded automatically. The recursivefolder
object of Alex Harker10 allows to construct the folders
tree for the sound types (poems, strophes, etc.), to access
easily to the audio samples and to add more samples
without changing the patch. By the antescofo~ object in
the main patch window one can access to the Ascograph
graphical score editor.

Table 2. Organization of the recorded poems samples
by: language – gender – sound type – poem title

2.2 Virtual score – programming in Antescofo
The compositional process and method in “Vocalscapes
on Walt Whitman” is an extension of that of “Geografia
Sonora”. But “Vocalscapes” by its nature needed a higher
compositional control and precision in working on the
Figure 7. The Antescofo’s Ascograph graphical score
editor.

7

“Antescofo~ is a modular polyphonic Score Following system as well
as a Synchronous Programming language for musical composition. The
module allows for automatic recognition of music score position and
tempo from a realtime audio Stream coming from performer(s), making
it possible to synchronize an instrumental performance with computer
realized elements. The synchronous language within Antescofo allows
flexible writing of time and interaction in computer music”. Arshia
Cont, http://repmus.ircam.fr/antescofo, 2009.
8“
A Song of the Rolling Earth”; “The Dalliance of the Eagles”; “Faces”;
“Poem of Salutation”.
9
“...A call in the midst of the crowd, My own voice, orotund sweeping
and final.../ This is the city and I am one of the citizens..." from the
"Song of Myself".

All electroacoustic sequences have been programmed
with a high precision in the right part of the editor. It has
been possible to compose a large number of appended
sequences by controlling numerous parameters:
• a sequence’s global duration
• the sequence’s number of “voices” (3 polyphonic voices)
10
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the sound level and the fades
the choice of an audio sample by language, gender, type of sound, or poem title, also randomly
the superimposition of a poem with its ambience
recording
the onset (position of the playback in a sample)
a delay time for the playback
the speed variation of the playback
the type of spatialization of a scene, the speed
and the sense of rotation (clockwiseanticlockwise)
the loop of a sequence with a different onset for
each voice
the generation of a sequence of sequences

The following antescofo~ virtual score is a simple example of a 1-voice sequence from a randomly chosen
poem’s verse and language, told by a woman, rotated in a
full circle in 5 seconds, looped once and faded out immediately after 10 seconds.

Figure 8. Representation of the 6-channel loudspeaker
system with 15 virtual points in the spat.oper object of
the Spatialisateur

Similar to “Geografia Sonora”, each country and language has a specific location in the sound space. A sound
diffusion with a fine control of parameters related to perceptual factors and sound radiation are possible within
the Spatialisateur such as the reverb, the source presence
and brilliance, the room presence, the distance or proximity of sound events.

bpm 60
NOTE A2 10 3voice_CIRC
; 3 voice CIRC
voix1-level 127
voix1-speed 5
voix1-langue random
voix1-type-play CIRC
voix1-genre woman
voix1-type verses
voix1-poem random

3. NOTES ON SPACE, SOUND, VOICE
AND POETRY
“Geografia Sonora” and “Vocalscapes on Walt Whitman”
are the first two works of the “Ritual Chambers” series
of sound environments (soundscapes and vocalscapes).

loop 1 @label loop_toutes
{
play-voix1 bang
}

Physical Space
The notion of the “chamber” as private space and as
shared space by a small community comes from personal
live and/or sonic experiences in popular rites11. The sonic
influence and the compositional approach of the ritual in
my work can be found in my earlier pieces “Klama”12 [4]
and “The Bacchæ”13 [5]. The “chamber” in rituals is often a small shared place that opens to the spiritual space:
“Place is security, space is freedom,” writes the geographer Yi-Fu Tuan, “we are attached to the one and long
for the other.” [6]
In “Geografia Sonora” installation, the room can be
freely approached by the visitor: she/he may move freely
inside, walk around, sit or lie down on the floor, enter or
exit, listen, contemplate, or discuss. The space could be a
place of listening and meeting like in Roland Barthes’

NOTE A2 2 1voice_FADEOUT
10 ; after X sec
curve slider @Grain := 0.1, @Action := voix1-level $x
{
$x {
{127} ;{from}
5 {0} ;time {to}
}
}
The electroacoustic sequences are spatialized by the
Spatialisateur in a 6-loudspeaker system with 15 virtual
sources offering a fine precision of the sound movement
in the hall.

11

The fire rite of Anastenaria in Nothern Greece, the Greek death rituals, ethnographic audio collections from Smithsonian Institution and
CNRS-Musé de l'Homme archives.
12 “
Klama” (IRCAM 2006) is a work for mixed choir, live electronics
and “audio documents” and have its roots in the death rituals, performed
in the region of Mani.
(http://www.georgiaspiropoulos.com/programnotes/klama.html)
13
“The Bacchæ” (IRCAM 2010) is a solo opera for one performer, tape,
live electronics and lights based on Euripides’ ancient Greek tragedy.
(http://www.georgiaspiropoulos.com/works/bacchae_excerpts_en.html).
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“phantoms of the Opera”: “Je rêve d'un Opéra aussi libre
et aussi populaire qu'une salle de cinéma ou de catch: on
y entrerait, on en sortirait selon son humeur…”14 [7].

the space/place. The talkers are not alone; like Messiaen's
“oiseaux”18 they are in a changing landscape together
with their neighbors singing with them. [12] “Vocalscapes” is a virtual space of characters, of vocal performance and an environment of “oral” poetry. “The poems in Leaves of Grass ‘are not about the environment,
whether natural or social,’... They are environments.”19
[13]

Abstract Space
The notion of space as structural element for the composition and as integral part of the sound is explored in both
works. The sound comprises the space, the sound has
spatial features and disposition right from the beginning
(through compositional decisions) In both works the audio content may change completely but abstract space
not. The space is open and can be modulated in terms of
temporality, density and internal movement but the structure remains the same. The space is structured by a virtual score that determines the “scenes” - sequences organized in terms of material, polyphony, density, duration,
spatial position and movement. In “Geografia Sonora”
the virtual score generates randomly an open structure, a
moving space; in “Vocalscapes on Walt Whitman” the
virtual score generates pre-programmed scenes that can
be orchestrated in multiple ways.

Sonic Space
Like “Geografia Sonora”, “Vocalscapes on Walt Whitman”, is a collection and a cartography (of Whitman’s
poetry). Whitman collects and classifies images, scenes,
voices, humans, objects, words in detailed catalogues: “. .
. Collecting I traverse the garden of the world . . .”20
If there is a Whitman’s verse that reflects best the idea
of “Vocalscapes” it is the following: “Human bodies are
words, myriads of words... / Every part able, active, receptive, without shame or the need of shame.”21 Whitman’s recorded poems are used entire or in fragments:
strophes, verses and words. Beckett says: “I’m in words,
made of words, other’s words [...] I’m all these words, all
these strangers, this dust of words, with no ground for
their settling, [...].” [14]
Like “Vocalscapes”, “Geografia’s” archipelago is a
sound collection and a cartography of the Mediterranean,
bringing tonalities, signals and communities soundmarks.

Liquid Spaces
“Geografia Sonora” also explores the idea of liquidity,
the flow of the water (the sea) but also the continuous
flow of sonic events from the Mediterranean soundscape.
“Vocalscapes on Walt Whitman” explores the flow of the
language, of Whitman’s poetic language and of the articulated speaking as recorded by the fifteen talkers15.
Bachelard says: “Liquidity is… the very desire of language. Language wants to flow. It flows naturally.” [8]
[9]
“Vocalscapes” are geografias and Geografia's sea changes to a vocalscape too — by songs, onomatopoeias, calls
and speakings. In the Homeric sea people speak; and they
speak in different languages: “I navigate the winecolored sea among people who speak different languages.”16 [10]
“Vocalscapes” is a geography of Whitman’s poetry but
also a talkers’ portraits. It is a testimony of languages,
pronunciations, dialects and idioms similar to Whitman’s
introduction of foreign, borrowed words, slang, onomatopoeias and pronunciations inside the chosen tongue:
“Pronunciation is the stamina of language, - it is language.” [11] The talkers are the voices of the poem and
the text-poem joins the “oral” dimension.
“O what is it in me that makes me tremble so at voices?”17 But the talkers becomes also performers, “vocalists”, speakers, readers, and, in a way, directors - many of
them have chosen a particular mise en scène (staging) of
the space/place of reading with significant consequences
for the background sound of the recording. The recording
keeps the vocal mark of the talker and the soundmark of

Visual Space
The idea of “Geografia Sonora” installation as an endlessly changing sea has been formed from repeated observation (and contemplation) of the wide open landscape
of the Aegean and Ionian seas from different perspectives: the sea as cartography & calm landscape from aerial view (for the sound); the sea as texture when seen from
the top of the mountain of an island (for the video).
The video22 of a “breathing sea” is in part inspired by
James Turrel’s “Aperture” works23, Rothko’s “abstract
icons”24 [15] or by the “thinking ocean” in Tarkovsky’s
“Solaris”25 [16] planet: “an endlessly changing and apparently sentient alien ocean” [17]. But instead of a disquieting heterotopia, Geografia’s sea invites; it’s a space
18

“Chaque pièce est écrite en l'honneur d'une province française. Elle
porte en titre le nom de l'oiseau-type de la région choisie. Il n'est pas
seul : ses voisins d'habitat l'entourent et chantent aussi (...)- son
paysage, les heures du jour et de la nuit qui changent ce paysage, sont
également présents, avec leurs couleurs, leur températures, la magie de
leurs parfums.” O. Messiaen, Catalogue d'Oiseaux, CD bocklet.
19
A. Fletcher, A New Theory for American Poetry: Democracy, the
Environment, and the Future Of the Imagination. Cambridge, MA:
Harvard Univercity Press, 2004, p.103
20
Leaves of Grass, “These I Singing in Spring”
21
Leaves of Grass, “A Song of the Rolling Earth”
22
http://www.georgiaspiropoulos.com/programnotes/geografiavideo/geografia-sonora-video.html
23
“A Turrell Space Division (also called an ‘Aperture’ work) consists of
a large, horizontal aperture cut into a wall… The aperture […] appears
to be a flat painting or an LED screen but is a light-emitting opening to
a
seemingly
infinite,
light
filled
room
beyond”.
http://jamesturrell.com/artworks/by-type/#type-wedgework
24
“fields of color and light born by Rothko's experience of the emptiness
in the American landscape” in “L'art au XXe siècle. : Peinture, Sculpture, Nouveaux médias, Photographie” Taschen, 2000
25
Based on Stanislaw Lem’s novel, “Solaris” 1961.. S. Lem, J. Kilmartin, S. Cox, “Solaris”, Mariner Books, 2002

14

“I dream of an opera as free and popular as a movie or catch hall:
one would get in and come out depending on their mood”.
15
“I have heard what the talkers were talking, the talk of the / beginning
and the end, / But I do not talk of the beginning or the end.” W. Whitman, Leaves of Grass, “Song of Myself”.
16
“πλέων ἐπὶ οἴνοπα πόντον ἐπ' ἀλλοθρόους ἀνθρώπους”. Homer, “Odyssey” Homer, Odyssey A. 183. Literally “people who make different
noises”.
17
Leaves of Grass, ”Vocalism”.
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of listening, of thinking and maybe of meditating and
exchanging.

Audio, videos & interviews
• “Geografia Sonora”:
http://www.georgiaspiropoulos.com/programnotes/geogra
fia-sonora.html
• “The Body Electric”, “Vocalscapes on Walt Whitman”:
http://www.georgiaspiropoulos.com/programnotes/bodyelectric.html

“... Sea breathing broad and convulsive breaths...”
Walt Whitman, “Song of Myself”
“If one could be shot out of the Earth to fly into space,
and if sound could be transmitted so far, or if the ear
had the qualities of a super-machine, one would listen
to the overall sound, the ‘soundmark’ of the earth. That
noise would be made of all the earth sounds : human,
animal, mechanical, natural. And if the ear could zoom
to an area, it would be able to hear the ‘soundmark’ of
this region. And if you could zoom in even further, you
could hear families of sounds or individual sounds. This
is what ‘Geografia Sonora’ is: a flight, a trip, an imaginary zooming above the Mediterranean, its countries
and their sounds.”26
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4. CONCLUSIONS
In this paper I have presented some of my recent research, compositional approach and computing strategies
for real-time composition of sound environments. In
“Geografia Sonora” sound-video installation, the soundscape, an archipelago of sounds, is generated by a virtual
score in Max/MSP and the Spatialisateur. In “Vocalscapes on Walt Whitman” electroacoustic sequences
are composed automaticaly by the same tools and controlled in detail with Antescofo’s virtual score.
The further the environment series grows, the more improved computer environment Max/MSP – Spatialisateur
- Antescofo is needed in order 1) to create a generalized
control of the whole form and music structure via the
virtual score; 2) to provide an automatic editing of audio
samples and automatic organization of a database constantly growing; 3) to integrate live sound treatment; 4) to
explore different spatial audio rendering techniques such
the Ambisonics and the Wave field synthesis.
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Notes from “Geografia Sonora” score.
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ABSTRACT

scriptions of folk music from his native Hungary are one
of the most well known examples. The new technological
ability to record music was critical in this process.
Original composed and notated scores and notated transcriptions of music form the basis of a large amount of
existing research in musicology. They are representations
that capture to a large extent invariant features of music,
and they allow the underlying music to be decomposed,
slowed down, repeated and abstracted. Until recently recordings did not offer the same flexibility as they mostly could
only be heard from beginning to end. Computational techniques have opened new possibilities in the analysis of audio recordings in many cases allowing the same flexibility
offered by abstract score representations while still offering a direct connection to the underlying audio signal. We
will see later several examples of how such computational
tools can be used in computational ethnomusicology research.
Music is not only what notes are played but also about
how they are played. Until recently the study of playing
technique and live music performance could only be done
through human observation. Today it is possible to use sensors (both indirect such as cameras and microphones , and
direct such as force sensing resistors) to capture detailed
information about the gestures used by musicians on their
instruments. Mechanical systems with actuators can also
be used to recreate performances that can be acoustically
indistinguishable from the original performance. This ability to deconstruct performances through analysis and reconstruct them through synthesis also opens up interesting
possibilities in ethnomusicology.

Computational ethnomusicology (CE) refers to the use
of computational techniques for the study of musics from
around the world. It has been a growing field that has benefited from the the many advances that have been made in
music information retrieval (MIR). The historical development of CE and the types of tasks that have been addressed
so far, is traced in this paper. The use of computational
techniques enables types of analysis and processing that
would be either impossible or very hard to perform using only audio recordings and human listening. The small
but growing subset of music cultures that have been investigated is also overviewed. Research in computational
ethnomusicology is still at early stage and the engagement
of musicologists and musicians is still limited. The paper ends with interesting directions for future work and
suggestions for how to engange musicologists and musicians. The material presented formed the basis of an invited talk by the author presented at the 2014 joint International Computer Music/Sound and Music Computing conference in Athens, Greece, 2014.
1. INTRODUCTION
The term computational ethnomusicology CE was originally introduced to refer to the design, development and
usage of computer tools that have the potential to assist
in ethnomusicological research in 2007 [1]. Of course the
use of computers for the analysis of world musics predates
2007 but it was mostly after that year that techniques developed in the field of music information retrieval [] were
leveraged for this purpose. Even the term CE itself was
used much earlier to describe work in analyzing hungarian
melodies using computational techniques [].
John Blacking said The main task of ethnomusicology
is to explain music and music making with reference to
the social, but in terms of the musical factors involved in
performance and appreciation (1979:10). For this reason,
research in ethnomusicology has, from the beginning, involved analysis of sound, mostly in the form of transcriptions done by ear by trained scholars. Bartks many tranCopyright:
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2. HISTORICAL DEVELOPMENT
The use of computers in music can be traced to the pioneering work in sound synthesis and music generation conducted in the 1950’s at the Bell Laboratories. During the
same decade, musicologist and researcher Charles Seager
pioneered the use of electronic means for the analysis and
transcription of orally transmitted music. The Seeger Melograph was one of the earliest attempts to create a graphical
representation of sound for musical research [] and his pioneering vision is now, fifty years later, being realized and
expended with work in the field of Computational Ethnomusicology.
The central challenge that research in the emerging field
of music information retrieval (MIR) tries to address is
how to organize and analyze the vast amounts of music
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and music-related information available digitally. In addition, it also involves the development of effective tools for
listeners, musicians and musicologists that are informed by
the results of this computer supported analysis and organization. MIR is an inherently interdisciplinary field combining ideas from many fields including Computer Science, Electrical Engineering, Library and Information Science, Music, and Psychology. The field has a history of
approximately 15 years so it is a relatively new research
area. Enabling anyone with access to a computer and the
Internet to listen to essentially most of recorded music in
human history is a remarkable technological achievement
that would probably be considered impossible even as recently as 20 years ago. The research area of Music Information Retrieval (MIR) gradually emerged during this
time period in order to address the challenge of effectively
accessing and interacting with these vast digital collections
of music and associated information such as meta-data, reviews, blogs, rankings, and usage/download patterns. There
are a few good overview articles for MIR that can serve as
entry points to the literature in this field [2, 3, 4].
The main focus of MIR research has been either modern
popular music or classical music. The need to consider
the large diversity of music cultures from around the world
was identified in [5] and an influential position paper that
introduced the term Computational ethnomusicology was
published in 2007 [1]. Since then there is an increasing
amount of research activity in this area that will be surveyed later in this paper. Instrumental to the growth in
CE was the award of a Europen Research Council grant
for CompMusic, a research project coordinated by Xavier
Serra from the Music Technology Group of the Universitat
Pompeu Fabra in Barcelona (Spain) [6] from 2011 to 2016.
The aim of the project is to advance the automatic description of music by emphasizing cultural specificity. It carries
research within the field of music information processing
with a domain knowledge approach. The project focuses
on five music traditions of the world: Hindustani (North
India), Carnatic (South India), Turkish-makam (Turkey),
Arab-Andalusian (Maghreb), and Beijing Opera (China).
In the next two sections existing work in CE is overviewed
using two organization principles: tasks i.e the type of information that the researchers are trying to extract, and cultures. The paper concludes with some future directions and
challenges.
3. TASKS
The use of computational analysis tools opens up many
possiblities for investigating interesting problems and open
questions in musicology. Such an investigation can be viewed
as a process of information extraction from the music. In
this section various types of information that can be extracted automatically from audio signals are described and
pointers to the relevant CE literature are provided. This
is by no means a comprehensive list of existing work but
hopefully it spans enough work to give a good picture of
where the field is today.
In many music cultures the continuous dimension of pitch
is discretized to a set of fixed discrete values. This division
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can be enforced mechanically as in the addition of frets in
a stringed instrument or can be a matter of convention and
practice as is the case in “continuous” instruments such
as the trombone or the violin. Tuning systems consist of
specific conventions, theories, and rules for how to perform this discretization process. Empirical investigation
of tuning systems in actual music performances is a challenging task. For example it is difficult to separate intentional variations in pitch such as vibrato from systematic
changes such as playing out of tune. Even a simple question as what tuning is employed in a particular recording
is a very difficult problem to solve without computer assistance. Therefore, it should not come as a surprise that
probably the CE task that has been investigated the most
is tuning/pitch analysis. Tarsos‘ is a software tool for exploring tuning and pitch scales in both non-western and
western music [7]. Several music cultures such as classic
Ottoman, Hindustani (North Indian) and Carnatic (Sound
Indian) music are known to utilize intervals that are smaller
than the semitone (the smallest interval in Western music).
Theorists have proposed tunining systems in which the octave is subdivided into more than 12 intervals but there is
debate about whether some of these smaller subdivisions
should be considered ornaments and deviations or where
they should be considered part of the scale. Computational
approaches can bring more empirical evidence to answer
some of these debates in ethnomusicology. Turkish makam
music has a long history and a variety of theories and associated notation systems have been proposed to describe
it. Through the use of pitch histograms [8] it is possible to
empirically investigate these theories and assess how well
they correspond to actual practice [9]. Computer-based intonation analysis has also been performed for both vocal
Carnatic music [10, 11] and Hindustani music [10].
Other tasks that are based on automatic extraction of the
pitch contour followed by some analysis inlcude tonic detection [12], identification of melodic motifs [13], and the
investigation of melodic contour stability in the context of
religious recitation [14]. Figure 1 shows a web-based interface that enables paradigmatic analysis of melodic contours for investigating melodic stability and its relation to
cantillation marks in Jewish Torah Trope recitation. In
most cases the foundation of pitch analysis is the extraction
of the pitch contour using some fundamental frequency estimation technique (for example a popular one is YIN [15])
and the creation of a pitch histogram frequently utilizing
kernel density estimation to create a smoother looking histogram. Raag recognition is another cultural specific topic
that is based on pitch analysis followed by classification
methods [16, 17].
Another aspect of music that has been investigated in
computational ethnomusicology is rhythm, the hierarchical organization of music in time. Rhythm is essential in
many music cultures and sometimes plays a much more
significant role than in Western classical music. Therefore
rhythmic similarity it can form the basis of music recommendation systems for various music cultures. For example the use of rhythmic similarity for Greek and African
music has been investigated [18] as well as for Turkish
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Figure 1. Web-based visualization interface which allows users to listen to audio, see pitch contour visualization of
different signs, and to enable interactive similarity-based querying.
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bar number

music [19]. More recently the topic of automatic rhythmic analysis was investigated in the context of Turkish
and Indian art music [20]. Typically the results of automatically extracted rhythmic similarity are evaluated using genre information making the assumption that a particular genre of music shares similar rhythmic characteristics. This relation between rhythmic analysis and genre has
been thoroughly investigated in a recent cross-disciplinary
study [21]. Another type of analysis is the automatic extraction and representation of characteristic rhythmic patterns that has been used to form the basis of a genre classification for Latin Music [22] and in flamenco music [23].
One interesting possibility in CE is the utilization of culture specific information to perform music information retrieval tasks that would otherwise be too hard to compute
using general methods. For example a lot of Afro-Cuban
is structured around a repated rhythmic pattern called the
clave. Even though this style of music has very complex
rhythms and big tempo variations it has been shown that
using the underlying clave it is possible to perform accurate beat tracking using a rotation-aware clave template
matching and dynamic programming [24]. The designed
method is specific to this type of music and not as general
as existing beat tracking methods which can not handle the
rhythmic complexity of this particular type of music.
Beat tracking can be used to investigate the fascinating
issue of micro-timing i.e the study of systematic timing deviations from what is considered the canonical theoretical
model of a rhythm. Figure 2 shows an example of microtiming analysis based on automatic analysis of Afro-cuban
music [24]. It utilizes a visualization in which the timevarying sequences of onsets corresponding to the clave are
visually made to start at the same “downbeat” and the stretched
to have equal length (the tempo curve is shown on the right
of the figure). That way it is possible to visualize systematic timing deviations such as playing behind the beat in the
last pulse of the clave (notice the onsets being mostly on
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Figure 2. Bar-wrapping visualization

the right of the theoretical blue line in Figure 2) without being affected by the tempo changes (notice the tempo curve
ranges from 150 beats-per-minute (BPM) to 110 (BPM)).
Pitch and rhythm analyzed can be viewed as specialized
cases of the more general problem of music transcription
which is the derivation of an abstract symbolic representation of the music i.e a musical score that can be used for
analysis and performance [25]. Music transcription is a really hard problem in the general case but specific variants
can be solved with reasonable accuracy. A related problem
is the linking of scores to audio recordings which is somewhat easier [26]. When the music is mostly monophonic
and has specific characteristics it is possible to apply techniques for predominant melody separation [27] in order to
perform more accurate transcriptions [28]. Tabla transcription (an Indian percussion instrument has also been investigating [29, 30].
In addition to these more specific tasks one can envision
more general MIR systems that can be used to more effectively access ethnic music from around the world [31]. The
existing lumping of everything that is not Western music as
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World Music is hardly useful for accessing ethnic music.
An obvious way to structure such as an interface is around
geographic location of origin [32]. At a more abstract level
digital libraries can be used to support representations and
annotations for ethnomusicological research [33]. Visualization techniques such as self-organizing maps have also
been used as ways to explore collections of folk songs
and their corresponding similarities [34]. Dunya is a webbased interface that utilizes many modern techniques from
music information retrieval for browing large collections
of world music [35].
Figure 3. Top left: Gyil on top of vibraphone for showing
scale, Top right: piezo sensors under bars, Bottom Left:
2882 input, Bottom Right: overview

4. CULTURES
All human cultures that we know of have developed some
form of music. Therefore there is a staggering diversity
of music cultures around the world many of which are
in danger of becoming extinct. Over the last couple of
years research in computational ethnomusicology has been
steadily encompassing more cultures. In this section existing CE work is organized according to the culture of study
rather than the tasks that were used in the previous section.
The order is roughly alphabetical and the list is definitely
not exhaustive but gives a sense of current coverage. The
creation of a research corpora is an important first step in
CE research. African music has incredible diversity that
mirrors its cultural and linguistic diversity. It has been the
topic of works in CE especially related to rhythm [18, 36]
and ptich [37]. The transcription of aboriginal australian
music has been investigated [38]. Rhythm analysis and
microtiming visualization has been explored in the context of Afro-Cuban music [24]. A corpus of Jingju (Being
Opera) music has been created to support melodic analysis [39]. Carnatic music comes from the south of India
and has been explored in tasks such as intonation analysis
[10, 11] and tonic identification [12]. Flamenco music has
also been investigated in the context of pitch analysis and
transcription [27]. Greek music contains uneven rhythms
and has been investigated in the context of rhythmic similarity [18]. Makam music and classical Ottoman music
have been studied mostly for intonation [40, 41] but also
for linking scores to audio recordings [26]. The intonation
of hindustani music has also been explored [10] as well
as rhythmic transcription [29, 30]. A web-based tool for
paradigmatic analysis to study melodic stability and variation in Jewish Torah trope recitation has been developed
[14].

ments which make analysis and transcription challenging.
By recording each sound individually it is easier to understand the interactions between musicians in complicated
improvised music such as Indonesian gamelan or African
polyphonic music [42]. Even the audio recording of a single instrument does not reveal all the complexity of the
gestures used to create the music. For example the strumming pattern in guitar playing is not easily extracted from
audio and neither is the usage pattern of left and right hand
playing in drums.
Hyperinstruments are acoustic instruments that have been
augmented with sensing hardware to capture performance
information. The majority of existing hyperinstruments
have been standard western instruments such as guitars,
keyboards, piano and strings. In world music, the use of
hyper-instruments has been explored in the context of North
Indian music [43] and digital sensors have been used in the
development of Gamelan Electrica [44], a new electronic
set of instruments based on Balinese performance practice.
One interesting motivation behind the design of Gamelan
Electrica is a reduction in physical size and weight, simplifying transportation. This concern also motivated a system for direct, indirect and surrogate sensing [45] for the
African Gyil xylophone [46].
The data collected through such sensing systems can be
used to study the nuances of performace and potentially
offer new musicological insights. As an example such data
has been used as the basis of perfomer identification [47].
Finally an interesting future, and not explored explored,
direction for the field of CE is to assist with music pedagogy. Unlike western instruments for which there is a
plethora of resources and teachers many traditional instruments are under threat of extinction and the number of expert musicians who can play them is dwindling. Music
analysis tools can be used to provide feedback to musicians such as information about intonation [] and to give
insights about playing techniques.
In summary, computational ethnomusicology is a growing research area that is leveraging the techniques developed in music information retrieval.
In the last few years there is a variety of tasks that have
been explored and applied to a variety of music cultures

5. FUTURE DIRECTIONS AND CHALLENGES
The filed of computational ethnomusicology is still in its
infancy and most of existing work is exploratory. As the
field matures it can play an increasing role in addressing
long standing musicological questions. This will require
more active involvement of musicologists who can formulate hypotheses that can then be tested empirically through
computational analysis. The majority of existing work in
CE (and MIR for that matter) is centered around processing collections of audio recordings. An audio recording
consists of the mixture of a number of individual instru-
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in many cases using culture specific knowledge. There are
several challlenges that CE researchers still face. These
include the limited involvement of musicologists, the lack
of large standardized collections, and the involvement of
export musicians and performers. Most existing CE work
is exploratory but there is a enormous potential for future
work both continuing existing threads of inquiry and expanding into other areas such as sensor and actuator based
performance analysis and music pedagogy.

[10] J. Serra, G. K. Koduri, M. Miron, and X. Serra, “Assessing the tuning of sung indian classical music.” in
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of intonation in carnatic music by parametrizing pitch
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flamenco rhythmic patterns,” Journal of New Music
Research, vol. 38, no. 2, pp. 129–138, 2009.
[24] M. Wright, W. A. Schloss, and G. Tzanetakis, “Analyzing afro-cuban rhythms using rotation-aware clave
template matching with dynamic programming.” in ISMIR, 2008, pp. 647–652.
[25] A. Klapuri, M. Davy et al., Signal processing methods
for music transcription. Springer, 2006, vol. 1.
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ABSTRACT

one more structural element. Following the paradigm of
this paper one can analyse other parts for the piece. Chapter two will give a brief definition of Holophonic Musical
Texture [1] and chapters three and four and five will further examine how time timbre and interpretation can influence the fusion of the texture in Xenakis’s piece. It is
out of the scope of this text to analyse in detail how textural fusion influences the register of the instrumental
parts and their dynamic range.

One of the most important factors, which affect the perception of textures, depends on the fusion of separate
components of the musical passage. The possibilities of
such fusion occurring are almost certain in some cases.
This is due to the way our auditory system is constructed
and the way it functions. The main properties, which
promote fusion in a music passage, include the high density of attacks and the timbral similarities of the sounds
being played. The latter element includes various spectral
features of the sounds. In addition the register of the instrumental parts and their dynamic range promotes textural fusion. This paper uses this set of properties to evaluate and quantify one instance in Iannis Xenakis’s Pithoprakta (1955-56) where two or more simultaneous
sound streams are easily perceived as forming a coherent
whole.

1. INTRODUCTION
Pithoprakta [8] is a highly textural piece. Based on Xenakis’s assertion in his program notes [9], the goal of
Pithoprakta was to lose the individual players' contributions in one single mass of sound, to fuse the individual
sounds into a coherent whole. However, there are several
challenges in serving this assertion. What is the degree of
interaction that the composer expects between conductor/musicians/audiences in the concert hall and what is
the delay time occurring during the performance? How
much information is written on the score about the ‘sound
quality’ of the textures? How far can the conductor go
from the score with his own interpretation?
This paper focuses on bar 15 (shown right) of Pithoprakta by Xenakis. In the following chapters, it will be explained the methodology and the analysis tools used in
order to classify and measure the fusion achieved in this
section of the score. Bar 15 is comprised by non-pitched
tapping sounds on the bodies of the string instruments
with the flat of the hand. Bar 15 has been chosen for this
analysis because it is the beginning of the densest part of
this texture before the introduction of fortissimo pizzicato
notes that break the single holophonic texture and add

Figure 1. The first twelve part from Violin I of bar 15
of Pithoprakta by Xenakis.

2. HOLOPHONIC MUSICAL TEXTURE

Copyright: © 2014 Panayiotis Kokoras. This is an open-access article
dis- tributed under the terms of the Creative Commons Attribution License 3.0 Unported, which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are
credited.
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The word Holophony is derived from the Greek word
holos, which means ‘whole/ entire’, and the word phone,
which means ‘sound/ voice’. In other words, each independent phone (sound) contributes to the synthesis of the
holos (whole). Holophonic musical texture is best perceived as the synthesis of simultaneous sound streams
into a coherent whole. The Holophonic music is music
whose texture is formed by the fusion of several sound
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entities, which lose their identity and independence in
order to contribute to the synthesis of a whole. In a holophonic musical texture you cannot separate the rhythm
from the pitch and the instrumental timbres. A holophonic musical texture is not consisting of parts and cannot be
partitioned. It exists as wholeness. In particular a holophonic musical texture has one or more of the following
characteristics:

a)
b)
c)
d)
e)

half note has duration 2307ms. Considering the human
perceptual threshold of twenty events per second, 46.13
sound events can fit into 2307ms. Bar 15 is composed of
a combination of 5/4/3 tuplets per half note (see Figure
1). That is, 24 sound events per 2307ms. However, this
rate is almost half of the required 46.13 events per
2307ms. In a simulated version of bar 15 using midi
computer software that triggers pizzicato sounds, instead
of knocking in an absolute synchrony, the result (listen to
sound example 1) is clearly far away from the desired
mass of sound.

Granularity (rhythm complexity)
Density
Timbre similarity (homogeneity)
Space singularity
Sound continuity

Duration of bar 15
Number of events
Desired number of
events

This musical texture aims to create a musical context
with various morphoplastic qualities through the process
of morphopoiesis [2].1

2307.69 milliseconds
24
46.13

Table 2. Bar 15 requires an event rate of 46 per 2307.69ms.

3. TIME

As a result, at first sight the score does not give a number
of events close to the fusion threshold for onsets. What
happens in the 1965 recording [9]? Is fusion achieved?
What creates the fusion, since the attack rate is far below
the threshold according to the written score? The next
sections will explain the methodology followed to answer
these questions.

The rate of the sound events and their contribution to a
fused texture has to do both with the interpretation of the
written score and with the performance as an interaction
between musicians, conductor, audiences and the concert
hall’s acoustics. Due to the fact that the balance is very
delicate and that the borderline can be easily crossed, the
performance plays an important role in determining how
fast, how loud, how sull ponticello a passage can be performed. All the parameters can dramatically influence the
degree of fusion.

3.2 Time in space
Part of the answer to the questions posed above may lie
in the way acoustics affect music performance. Studies
by Rasch [5 & 6] showed that a typical delay between the
first and the last attack between performers who are playing a single note was approximately 40 milliseconds for
large ensembles. For example, if a symphony orchestra
were to play a single note simultaneously, the entry time
between the earliest musician and the latest musician
would be approximately 40 ms. 3 Traditionally, the first
stand, in an orchestra’s string section, will probably have
performers who are the best players in the section; they
are the leaders for those sitting behind them and will likely have more accurate timing and, being more confident
performers, will play slightly more prominently. Additionally, the sound of these players will be the least delayed and subjected to air absorption since they are seated
closest to the audience. Finally, the sound of each stand
will be slightly filtered and delayed due to air absorption
and distance from the audience [11]. This might sound as
an oversimplification but it is part of the orchestral sound.

3.1 Time on Score
As Mountain [4] explains, previous research into aural
perception has revealed that humans have a perceptual
threshold in separating sound events. When sound events
occur at intervals faster than about twenty per second,
that is one event every fifty milliseconds, they will inevitably fuse into a single sound. Events happening at slower
rates of around ten sound events per second have been
traditionally used in music for trills, tremolo, ornamentation, arpeggiation and so on.

Table 1. Superimposed rythms in bar 15.

The In Pithoprakta, the texture in bar 15 has time signature and tempo at 2/2 52 per half note. Using a beats per
minute (BPM) millisecond calculator,2 a bar of 2/2 52 per

Figure 2. Orchestral chorus effect and concert hall delay lines are part of the audiences experience.

1

The term implies the intention to see the development of musical/
sonic structures as they are formed.
2
The Beats per minute (BPM / Tempo) Millisecond Delay Calculator is
an online application by Time_Spiral <http://www.dvfugit.com/beatsper-minute-millisecond-delay-calculator.php>

3

Note that a delay of about 40 milliseconds at a tempo of 52
per half note is close to a 64th note.
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In the case of Pithoprakta, there are 46 string players on
stage who play the 26 events in groups. According to
Rasch, among the 46 players, the first from the last musician will have a delay of 40ms. That is, although in bar
15 violin I and violin X have exactly the same passage
their sound will not arrive to the audience’s ears exactly
at the same time. Especially for sounds with very short
attack like the knocking sound in bar 15 even the slightest
time shifting from one instrument to another will be audible. The same happens in various degrees to the rest of
the string players and therefore each and every one of the
46 string musical lines could potentially diverge up to
40ms from the written score. As a result the 26 events
could be increased, up to the number of players, at 46
events. In sound example 2, a simulated computer generated version of bar 15 (used earlier in sound example 1)
has been edited with delay lines up to 40ms, panning and
a concert hall reverb with 5secs reverb time. The example
2 is closer to the original recording from the 1965. In bar
15 the time contributes to achieve a holophonic texture
with sufficient degree of auditory fusion for two reasons:
• complexity by creating a highly polyrhythmic texture
• event rate by assigning forty six separate instrumental parts

description for the knocking sound “…the instrument is
to turned over and struck with the right hand upon the
center of the back of the instrument, or better, with the
flat of the hand (without turning over the instrument),
upon the front, close to the shoulder, or beneath the
bridge in the case of the double bass [8].” With a simple
‘ear testing’ it seems that three of the different places
have similar sound. That is warm, rich, low woody
sound. It seems Xenakis did not want bright, sharp sound
that could easily be achieved by using fingernails or
knocking at the sides of the instruments. Sounds like
those would be harder to fuse, as they are more distinctive.
Clearly there are no cues on the score about the quality of
the textures. Expressions like “Dense, Fused, Ethereal,
and Frozen” to mention a few could provide extra information to the conductor and the musicians. The only indication about the type of textures remains the description
in his program notes “with a large quantity of pointed
sound spread across the whole sound spectrum, a dense
“granular effect” emerges, a real cloud of moving sound
material, …” and second and most at important quotation
from his program notes “…the individual sound loses its
importance to the benefit of the whole, perceived a block
in its totality.”sound.

There remains a question of why Xenakis did not choose
to notate his score with proportional notation to indicate
when the density should by high. This type of proportional spacing of note in the score could clarify the complex
rhythmic relationships directly in the score. Another way
could be to mention in the performance notes that the
synchronism should be tried flexibly, or what he assumes
the delay time of an acoustic space for orchestra is. Such
a note could provide significant information for the resulting sound in reference with the degree of fusion.

4.2 Timbre in Space
At this stage of the research, the sounds used in bar 15
were fed into an analysis and classification algorithm4
and a 2D timbre space was extracted.
The classification algorithm is driven by a C.A.S.E.
(Computer Aided Sound Exploration) engine, a sophisticated suite of algorithms that analyse and intelligently
classify an audio collection. The extractor computes more
than 600 features from each audio sample. The search
interface analyses the audio samples and compares it
against the feature database generated by the extractor.
This is a common prictice among sound desinger inorder
to identify similar sound with in a large sound library.
For the classification of the timbres, first each instrument
recorded the particular sounds of this section before the
sound was fed into the system segmented into single
sound events. Then, the segmented sound events of the
instrumental parts were analysed by a computer classification algorithm and displayed on a 2D plot. For the paradigm bar 15, a number of eight to twelve knocks for
each instrument was recorded. The classification in Figure 2 displays the degree of similarity between the individual sounds.

4. TIMBRE
As mentioned above, one of the main properties, which
promote fusion in a music passage, is the timbre. Because
of the way our auditory system is constructed and the
way it functions, two or more simultaneous sound
streams that have timbral similarities are easily perceived
as forming a coherent whole. The timbre similarities of
bar 15 are probably evident as all of the musicians play a
percussive sound by striking the back of their instruments
with the flat of the hand.
4.1 Timbre in Score
Xenakis describes in detail the notational issues of this
technique providing practical information such as the
precise place to strike or the hand position to be used.
There is even a particular instruction specifically for the
double bass. This information is important because not all
knock sounds are similar. A strike at a different part of
the instruments’ body, or the part of the hand that strikes,
such as the finger nail, fingertip or finger knuckle, can
produce a significantly different sound that will break the
fusion.

The plot displayed as Figure 2 clearly shows that the
striking sounds are formed all together contributing to the
fusion. Also, the woodblock, xylophone and trombone
sounds are separated from the striking cluster. The last
three sound clusters are not part of bar 15 but they are

4

Accessive - Tools C.A.S.E. <http://www.accessivetools.com/projects/audiosimilarity/>

Xenakis in his performance notes provides the following
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used in the piece at different sections and therefore provide a good reference in relation to the striking sounds.

Besides the first recording of the piece, Luxembourg
Philharmonic Orchestra with conductor Arturo Tamayo
recorded for second time Pithoprakta several years later
between 2000-2006 at the Luxembourg Conservatoire
Auditorium [10]. In this case Xenakis was probably not
alive to offer his opinion on the recording. Although it is
not necessary for a conductor to have the composer’s
opinion, it provides an indication in this paper that the
composer is aware of the final recorded result and accepts
the performance as in line with his intentions.

FIGURE 2. The striking sounds from bar 15 of Pithoprakta.
The xylophone is shown centre left and two woodblock sounds
top left; centre right is a pp trombone sound. The central strings
crowd is a mixture of vln, vla, vc and db knock sounds.

Figure 3. (left) Luxembourg Conservatoire Auditorium, capacity: 614 place, Average surface area: 150 m2. (right) Maison de
la Radio Studio 104, Capacity 852 seats.

Xenakis in the case of timbre uses mostly the string section of the orchestra with the exception of the two trombones and two percussion instruments. In particular in bar
15 the use of timbre contributes to achieve a holophonic
texture with high degree of auditory fusion for two reasons:

•
•

Pithoprakta consists of 269 bars at 2/2 52bpm and the
absolute duration is 10:21 minutes. In the later recording
the tempo is faster with total duration at 10:35. In addition the concert hall sounds much drier and more transparent. The First recording has 9:43 minute duration 38”
seconds slower from the score and 52” seconds from the
second recording. 52’ seconds from one to another recording is quite a difference, which could result to different perception and interpretation of the piece. If the hypothesis is right and fusion is indented in bar 15 the conductor in the second recording might want to provide
another perspective despite the composer’s intentions.

singularity of timbre with the predominance
of the strings
homogeneity by the use of a single timbre
technique

A third parameter could be the addition of dynamic indications. However Xenakis chooses not to include that
information on the full score. The register in this case has
no significant role since the sound is rather percussive
and noisy.

5. THE CONDUCTOR

0-269 bars, 2/2 52bpm

10:21”

1965 recording

9:43”

2006 recording

10:35”

Table 3. 1965 is 38” faster than the score, 2006 is 14” slower,
whilst the second recording is 52” faster from the first recording.

It is evident, a number of factors can influence to the experience of a musical performance and consequently the
way a musical ideas is conveyed. The acoustic spaces, the
musicians’ performance practice, the score, are all part of
the performance. Another factor that one should mention
is the role of the conductor and his collaboration with the
composer.

6. CONCLUSION
A countable examination of this passage provides an interesting survey of a perceptual effect such as fusion and
its musical implications as Holophonic Musical Texture.
This kind of study can further contribute to the evaluation
of the different types of musical texture used in Pithoprakta according to their degree of fusion or separation.

Xenakis was alive during the first recording of Pithoprakta in 1965 at the Studios O.R.T.F in Paris. Up to the time
of this paper it was not possible to confirm if Xenakis
was present during the recording. Although by that time
he was composing works such as Terretektorh, Oresteia,
Nomos Alpha, and he would probably like to be present
during the first recording of Pithoprakta. If it was not
possible he would be able to give feedback at some point
of the process. At last, he would be able to hear the master track and agreed with the whole approach to the piece.
That is to say, Xenakis should have accepted the final
result as representative to what he imagined for the piece.

Further development of this methodology will include the
analysis of the rest of the textures in Pithoprakta and a
comparison of time and of timbral space.
Moreover, the results of this work could offer interesting
insights to musicians and conductors in relation to the
space in which the piece should ideally be performed and
recorded, the tempo variations, the precision of the timbre
techniques or the imprecision of the time synchrony if
necessary, the relationship between manuscript and reali-
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sation of the piece and how it could dramatically effect
the context of the piece.
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ABSTRACT

sound and image’ and become unified through ‘historical
processes led by aesthetics and technology’ [4].
Multimedia technologies are perhaps the natural outcome of a systematic approach to represent abstract concepts in the material world. Conversely, abstract conceptual ideas are embodied in the technological means that
unveil and communicate human emotions even further
[19]. Systematic ramifications support our creative imagination and fortunately technology imposes some limits
prompting new challenges to expand the creative mind.
Within these limitations, the incentive for the creatively
inclined person is to find solutions circumventing technological barriers. New aesthetic dimensions emerge from
the cross-fertilization of ideas and interpretations.

This article proposes an interdisciplinary and multimodal
approach on visual music presenting three different perspectives relating to audiovisual chronotopes; the abstract
notion of artistic consciousness in non-representational
art, the space-time relationship between sonic and visual
elements in the visual music idiom and finally, the notion
of emotional intent versus response proposed in recent
cognitive science studies. Three recent examples of my
own visual music works are described in relation to multisensory stimuli and audiovisual chronotopes, defined in
this text.

1. INTRODUCTION
The human sensory experience has increasingly been
underpinned by technological advancements of the time.
Particularly since the avant-garde period of the early
twentieth century, experimental art forms have emerged
directly from technology and conversely, have influenced
technological means to convey human expression from
the concrete to the abstract. Since the invention of the
optophonic piano by Baranoff-Rossiné, the early sounds
of Russolo’s Intonarumori, the transformation of color
organs and the evolution of sound synthesis techniques
through to the expansion of computer music technology,
our capacity to innovate and explore new conceptual
realms reveals a fascinating quest to push the creative
boundaries of technology through all its forms.
With the natural tendency to merge, diversify and
share various forms of artistic expression and aesthetics,
time and space have become the most malleable assets of
the artist’s and composer’s creative instrumentarium
through which the combination of music and visuals is
most effective in conveying various forms of human
emotions and concepts, be it actual or nonrepresentational. Humans perceive and experience events
through multisensory processing and information processing, yet it remains a challenging task to create unified
artistic gestures without resorting to separate sensory
channels. More often than not, audiovisual projects are
the result of collaborative processes between practitioners
in specialized fields. Increasingly however, new expressive forms emerge from the ‘organic amalgamation of

2. AN INTERDISCIPLINARY APPROACH
2.1 Time Space Dichotomy
Chronotope is a term that was coined by twentieth century Russian philosopher and literary critic Mikhail M
Bakhtin to refer to how time and space are described and
represented in literature. Multimedia and audiovisual art
lend themselves well to the term due to the very nature of
the art forms concerned. Time and space have increasingly become mutually dependent, especially through the use
of technology. The visual music work Chronotope
(Zavada 2013) combines electronic music, computer art
and abstract digital expressionism through non-linear use
of technology combined to create mutually dependent
time-space structure and form as a single gesture over
linear time.
When considering a visual music piece the following
notions are to be considered: form, structure, context,
genre, aesthetics, semantics and poetics, all within the
realm of the imaginary, abstract and conceptual world.
Visual music is most often than not, non-figurative, nonrepresentational, yet does not exclude a hidden narrative
form, depending on whether recurring and perhaps even
non-recurring elements have significant and symbolic
essence in the construction and formalization of the work.
One must consider the question of cultural significance
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sciences can offer deeper understanding of the unexplored notions of pluri-dimensional thinking during the
creative process, which can induce emotional responses
in both the creator and observer/listener during the creative process itself and delivery of the work in a specific
performance context [13,25,26].
Visual and auditory stimuli take on different meanings when presented in various contexts, spaces and
times, creating multisensory congruence involving mechanisms sensitive to audiovisual correlation. According to
Blake and Sekuler, our brain has an area called the superior colliculus, which is mainly responsible for visual
processing [6]. However, besides receiving visual input,
cells in this area also receive auditory input from the ears.
Because they receive sensory input from the eyes and
ears simultaneously, these are called multisensory cells.
Interestingly, for these multisensory cells to respond, the
auditory and visual stimulation must originate from the
same region of physical space (i.e. if a spot of light appears from the upper right portion of the visual field, that
cell will respond to sound only if it, too, comes form the
same vicinity) [6]. This response, however, is not sufficient for the complete understanding and interpretation of
the perceived audiovisual stimulus.

and social context in which a visual music piece is created. Paradoxically, works combining several layers of
material and media can have contrasting attributes containing both narrative and abstract connotations but remain non-figurative in most cases. Which alludes to the
question of representational versus non-representational
art.
2.2 Semiotic Metaphor
In his four essays on the dialogic imagination, Bakhtin
proposes the idea that in poetic genres, artistic consciousness – understood as a unity of all the author’s semantic
and expressive intentions – fully realizes itself within its
own language… the language of the poet is his language,
he is utterly immersed in it, inseparable from it, he makes
use of each form, each word, each expression according
to its unmediated power to assign meaning as a pure and
direct expression of his own intention [3].
The same ideas can be applied in the context of realizing, materializing emotions and consciousness in visual
music, where the immersive experience becomes an extension of the composer’s mind, an abstract representation of the artist’s interpretation of time and space, the
world we live in.
Bakhtin makes the case that verbal art must overcome
the divorce between an abstract ‘formal’ approach and an
equally abstract ‘ideological’ approach. In this context,
‘Form and content in discourse are one, once we understand that verbal discourse is a social phenomenon —
social throughout its entire range and in each and every of
its factors, from the sound image to the furthest reaches
of abstract meaning’ [3].
In terms of chronotopic analysis, meanings exist not
only in abstract cognition, they exist in artistic thought as
well and we incorporate them into the sphere of spatial
and temporal existence (as chronotopes), as well as into
the semantic sphere. Bakhtin argues that meanings within
our (human) experience must take the form of a sign that
is audible and visible for us. Without such temporalspatial expression, even abstract thought is impossible
[3].

3.2 The creative mind and perceptual feedback
Recent advances in functional neuroimaging have enabled researchers to understand and even predict perceptual experiences with a high degree of accuracy. For example, it is possible to determine whether a subject is looking at a face or some other category of visual stimulus
such as a house etc... The right hemisphere is responsible
for visual and musical perception, interpreting non-verbal
information and spatial processing, whereas the left hemisphere of the brain is responsible for symbolic/linguistic
processing of information including the conceptual aspects of art [25]. A priori this is well known information
and worth noting in the context of an audiovisual chronotope (defined later in this article) in terms of the cognitive
processing of concepts such as time and space.
Physiological responses and neurological activity
provide information on how the mind reacts to certain
sensory stimuli such as music listening. Functional Magnetic Resonance Imaging (fMRI) and Position Emission
Tomography (PET) reveal complex cognitive, motor and
emotion-related activity in the brain when a subject listens to music or sound stimuli. In some cases there is a
significant dopamine release during the anticipation
phase, and that drastically changes where there is release
or the subject experiences a change in the state of the
music such as a cadenza for example. Recent studies on
anticipation and reward systems in music show how hemodynamic responses and dopamine activity were maxi-

3. AUDIOVISUAL CORRESPONDENCES
3.1 Visual imagery in the creative process
The interdisciplinary scientific study of the mind and its
processes may open new avenues on how audiovisual
information is represented, processed, and transformed.
The various degrees by which they may be correlated in
visual music may also involve aspects of psychology,
philosophy, linguistics, anthropology, neuroscience and
artificial intelligence, all of which are foundational aspects of music making and artistic creativity. Cognitive
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which our brain and body adapt to these multiple times”
[11].
The former predicament implies audiovisual chronotopes take new forms within extra-musical content, embodying visuals to express visual, spatial and temporal
information, insofar as the trans-sensory experience and
understanding of the intersemiotic translation (transposition) system [27] to examine the degree of significance
between corresponding sensory elements (as demonstrated in [1,8] the translation of visual poetry requires access
to a new semantic system that is visually oriented otherwise the “literary” rendering of a visual poem may end up
deficient). Thus, examining chronotopes in visual music
within a new semiotic framework is essential to find
ways of extracting it’s underlying narrative.

mal in the caudate during anticipatory phases, but shifted
more ventrally to nucleus accumbens during peak emotional responses [23]. Other studies revealed how neural
processing can be localized according to the extraction of
specific perceptual features found in music. In particular,
when listening to a naturalistic stimulus (e.g. a musical
composition), the temporal evolutions of timbral, tonal
and rhythmic musical features involve large-scale cognitive, motor and limbic brain circuitry and correlate to
acoustic feature extraction procedures [2]. Such experiments illustrate the radical switch in the mind when experiencing key transitions in music during listening tests,
affecting cognitive, motor and emotion-related circuits in
the brain. Conversely, it would be interesting to develop
strategies to observe brain activity during the creative
process, and analyze subject response correlation for specific audiovisual cues in both the listening and creative
processes. It has also been shown that it is possible to
train people to manipulate their own brain activity and
improve their visual sensitivity through neurofeedback
where real-time brain imaging enables participants to
watch their own brain activity on a screen [24].
Juslin and Vastfjall examined the notion of emotional
response to music and developed a theoretical framework
featuring six underlying mechanisms through which music can induce emotions. One of them being visual imagery, ‘a process whereby an emotion is induced in a listener
because he or she conjures up visual images … while
listening to music ’[17]. The emotions are the result of an
interaction between music and these images. Juslin notes
that listeners appear to conceptualize the musical structure through a metaphorical non-verbal mapping between
the music and ‘image-schemata’. Further to this it was
argued in [17] that musical emotions cannot be studied
without respect to how they were evoked (i.e. during the
creative process and design). The need to consider underlying mechanisms of emotional response to music is
highlighted in [13], particularly during the development
of applications where music is intentionally designed to
stir emotions by exploiting various crafting means and
compositional techniques.

3.4 Chronotope: The Visual Music Project
The accompanying visual music work Chronotope explores the synergy and correlation between diverse forms
of media, from the minute motions of human skeletal
muscle cells captured on microscopic time-lapse video, to
large scale digital areal photographs of the Great Barrier
Reef and other typical images of the vast Australian landscape intricately layered into new audiovisual compositions creating astounding abstract universes. Chronotope
is a representation of the multi-scale world we live in
through the blending of senses allowing the composer to
express atypical interpretations of natural phenomena and
abstract ideas (see Figure 1).

3.3 Audiovisual Poetry and Time
In addition, our perception of time reveals of our
emotional state, there is no single, uniform time, but rather multiple times which we experience. Sound and image are parallel brains, they have a direct connection between the brains. Felix [18] poses the following question
which relates to the former concept of neurofeedback; Is
there a possibility of creating a piece that becomes an
experience deep enough that transforms our neuronal
conditioning and presents reality anew? Our temporal
distortions are therefore a direct translation of the way in

Figure 1. Frame taken from Chronotope Visual Music
Project created in Fulldome format by Ivan Zavada.

The work was created in Fulldome1, an immersive
dome-based video projection environment where the
1
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music work Chronotope pulsations and modulations are
applied to sound, rotations and contrast changes are applied to geometric elements in counterpoint to varying
textural visual backdrops. This creates a sense of complementarity, and paradoxically, at some points during
the work the sound elements are completely decorrelated
with the image sequences and these chronotopic variations create a sense of false synchronization on a primary
perceptual level (perceptual decoupling), yet these asynchronous events are still perceived as synchronous due to
the relationship between visual motion and its sonic
counterpart. Studies in audio-visual speech perception
may provide evidence on coherence mechanisms that
may differ in the case of visual music correspondences.
An audiovisual work can be static or dynamic in nature; it can take the form of a score, motion graphics,
video music or a photo accompanied by sound. In visual
music, a chronotope emerges from the mind of the artist
when the work is created and, conversely, relates to the
imaginary time-space world the artist seeks to materialize, represent and communicate to him/herself and the
audience. The following question arises when considering compositional intent, artistic consciousness and emotional response of the listener: how are audiovisual cues,
conceptual events and emotional responses correlated in
visual music?

viewer is surrounded by the video projection in a hemispherical angle of view (e.g. planetariums and digital
theatres). Visual music in its modern form has the potential to extend human consciousness and perception and
evoke specific emotional responses through the combination of sound and moving image [7].
The project’s aim was to design an integrated compositional framework combining various layers of electronic
media. The main intention was to seek a formalised and
systematic approach to manage several influences, meanings and sources, and relate them in a combined holistic
way to create a personal audiovisual extrapolation of the
creative processes involved to convey a particular emotion throughout the development of the work, both in its
creation phase as well as during the listening experience.
3.4.1 Methodology
A cohesive horizontal approach was adopted to represent
and experience the author’s audiovisual imagery and creative intent by conceiving a multi-platform improvisatory
performance system. Multimedia software such as Max
provides tools to enable coordination aspects of the creative process itself. In particular, Max’s ability to manage
internal and external communication paths with other
software allows the design of systems to monitor the generation, operation and control of messages, signal chains,
and so forth, between various production platforms for a
unified artistic gesture.
During the creative process, free improvisation was
facilitated via protocols such as MIDI and Open Sound
Control, integrating networked communication devices
(iPad, iPhone, Motion LEAP, Lemur and MIDI controllers) for live manipulation of visual and sound parameters. Visual elements and motion graphic layers were
created in Quartz Composer and VDMX software to create geometric shapes. Java and Python scripts were implemented to process over fifteen thousand images for
hemispherical dome projection.
Besides the manifold technical aspects of multimedia
layering of visual and sound textures, the ability to mentally process and accurately combine discrete layers of
audiovisual material into a unified artistic gesture implies
non-linearity of the creative thought process. Improvisational models suggest there is a strong correlation between creativity and improvisation [5,14]. The actualization and combination of real-time performances with offline/non-linear editing techniques can generate contingent and valuable artistic outcomes through feedback and
anticipation [20,22].
The combination of materials and correspondences
between sound and image implies extra-visual (nonvisual) and extra-musical (non-auditory) information in
the form of an abstract discourse. Throughout the visual

3.5 Antipode
A further example is the work Antipode (Ivan Zavada
2012), a network music composition exploring audiovisual correspondences and the relationship between nonsymbolic, abstract visual representations and sonic/musical gestures (see Figure 2). The concept relies on a
grid whereby corresponding column and row coordinates
trigger specific image and sound combinations. The visual score therefore encodes expressive performance features and at the same time suggests musical motifs and
textures can be adopted in various musical contexts, instrumentations and configurations and form structural
music-emotion rules [21].

Figure 2. Antipode: a visual music score created for
network music performance.
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There are varying levels of narratives integrated in audiovisual media as well as different levels of perception
and cognitive understanding of existing narratives, depending on the spectator’s or the observer’s awareness
and understanding of the implicit narrative. Let’s first
distinguish between sound as an abstract entity in audiovisual media and the more functional role of sound in
enhancing the narrative in a soundtrack for film/video
and sharing the role of structuring time and space.
Emphasis is placed on conceptual, non-diegetic development of an abstract narrative. We shall purposefully
include the word narrative to refer to the implicit development of a different scale, in a similar manner that cameras can focalize, zoom into specific areas of a movie set,
it is possible to focalize on a micro-dimension of time
that constitutes the outcome of a work that was created
over a much longer period of time but represents the consciousness and creative development of the protagonist, a
creator of audiovisual material. Within this context we
need to distinguish between the more functional role of
sound in enhancing the narrative in a soundtrack for a
film or video and sharing the role of structuring time and
space as opposed to sound as an abstract element of audiovisual media.
A parallel can be found in Mikhail Bakhtin’s essays on
the problems of literature and esthetics where he defines
the chronotope (literally: "time-space") as the "intrinsic
connectedness of spatial and temporal relationships that
are artistically expressed in literature”. It expresses the
inseparability of space and time. “In the literary artistic
chronotope, spatial and temporal indicators are fused into
one carefully thought-out, concrete whole. Time, as it
were, thickens, takes on flesh, becomes artistically visible; likewise, space becomes charged and responsive to
the movements of time, plot and history. This intersection
of axes and fusion of indicators characterizes the artistic,
[audiovisual] chronotope” [3].

Complex imagery translates into multi-parametric musical information. Colour, shape, brightness, contrast,
movement, direction, layers, symbols, space, speed, etc…
are variables that can be interpreted in music-related perceptual features such as pitch, rhythm, key, dynamics,
timbre, etc… See Figure 2.
3.6 Cognitive Sound Image
The interactive installation Cognitive Sound Image (Ivan
Zavada, Deborah Kim 2013) focuses on the cognitive
processes in music through the visual representation of
performance gestures on the Korean percussion instrument Janggu with newly designed Janggu symbols and
moving images. The aim of this creation is to examine
the human perceptual system, and contemplate how the
audience perceives Janggu symbols projected on screen
correspond with the matching sound of Janggu and the
playing motion/gestures of the performer. The work also
explores new ways in which the performer can develop
competencies in the ability to perceive, interpret and manipulate visual symbols through moving images and visual textures while performing a combination of precomposed and improvised Janggu pieces as a live performance (see Figure 3).
The speed and dynamics of playing are determined by
the texture and brightness of the moving images. This
work was designed as a way to extend and modernize
Korean Traditional Music. This is perhaps what rolling
out of the piece means as you are engulfed in the immersive visual and rhythmic textures.

4.1 Synchresis versus Synchronicity
Michel Chion refers to as false sync points, or momentary
dissociation between the visual and sound content. Breaking anticipated synchrony can be deceptive to the spectator, yet create a sense of space-time realignment in the
spectator’s mind and malleable perception through the
senses. These moments make reference to temporal elasticity such as slow motion animation or time stretching.
Synchresis, the term coined by Chion (combination of
the terms synchronism and synthesis) describes the spontaneous link between a particular auditory phenomenon
and visual phenomenon when they occur at the same
time. The synthesis part of the term implies a coordination of various mediums or layers and has phenomenological implications, and ‘is rooted in the mechanisms of

Figure 3. Cognitive Sound Image: a visual music score
and installation for Janggu and electronics.

4. AUDIOVISUAL CHRONOTOPE
Emotional energy conveyed through art is paramount in
understanding the medium [15], in particular with visual
music where audiovisual associations and interconnections create temporal dynamic variations.
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that only certain elements suffice to portray that event
and provide a clear understanding of the story or particular event; like the heat that emanates from the fireplace,
emotion emanates from an audiovisual work.

perception and cognition’ [9]. This could also be referred
to as audiovisual synchrony and differs from the meaning
of synchronization implying a coordination of sorts, or
alignment/combination of different phenomena occurring
at the same time or rate upon capture of the events with a
camera or sound recording device – like in the case of
cinema. Diego describes this as the parametric relationships between audio and video gestural profiles yet underlines the notion that ‘two events occurring at the same
time may be spectromorphologically unrelated’ [12].
This leads us to the idea of synchronicity to describe
events that appear significantly related but have no discernible causal connection [16]. Many visual music
works incorporate synchronicity as a vehicle of expression, associating abstract visual concepts such as shape,
texture, movement that change with synchronized sound
albeit without any causal connection. The listener/viewer
experiences audiovisual events as a unified phenomenon
although they are not significantly related and the original
meaning is lost, similarly to the compositional concept of
musique concrète elaborated by Pierre Schaeffer in it’s
manifestation through the sound object.
From a perceptual perspective, the variation of rate or
time scale implies a malleable synchronicity. Much of the
postproduction tools available for audiovisual media allow precise methods to achieve synchresis, and at the
same time afford the creator to experiment with synchronicity as a new parameter to achieve engaging perceptual
effects not possible otherwise and work against the normal expectations of audiovisual association. The image
magnetizes sound in space and asks what sound typically
leads us to ask about space. In Michel Chion’s terms,
“loose synch gives a less naturalistic, more readily poetic
effect” [9]. With multimedia applications it is a simple
matter to dissociate meaning from the visual source, time
and space become two separate entities and image-sound
associations are recreated by the perception and association of known gestures in the known world [10].
On a more abstract level however, a chronotope (in audiovisual media) refers to the perceptual and cognitive
association between time and space represented by sound
and image. The faculty of processing and interpreting
spatio-temporal information and apply knowledge and
experience to perceived phenomena creates a new vehicle
for the expression of human thought, emotion and interpretation of the world we live in. Although abstract, it’s a
new and emerging environment to further our capacity to
synthesize mental imagery. Interpretation by an audience
will be influenced by variables such as communication
modes, context, familiarity with previous works, number
of times the work is seen or heard and will affect the perceptual processes and appreciation of the work itself. It
becomes a form of multimodal encoding, just like a narrative literary description of an event where it is assumed

4.2 Defining Audiovisual Chronotope
In the context of visual music, we can define an audiovisual chronotope as a unique multisensory combination
involving physical dimensions, namely sound, time and
space, to express creative thought and its underlying processes in the abstract world in order to forge an idiomatic
artistic identity. A chronotope may reveal information on
the creative mind and the context in which the work was
designed and may shed some light on the cognitive processes involved in the elaboration and interpretation of a
multi-layered artistic gesture involving different media.
Visual music, as a unified form of expression, may reveal
the way in which humans interpret, organize, categorize,
prioritize, and process information through multimedia
applications.

5. CONCLUSIONS
This article complements three creative research experiments in visual music, focusing on the correspondence
and correlation of auditory and visual stimuli through
abstract audiovisual representation. A definition for chronotope was proposed in the context of visual music. Further investigations in cognitive activity during the creative process will open new paths toward understanding
audiovisual chronotopes and perhaps unravel the semantic and expressive intents of visual music composition.
The essence of the message and expressive audiovisual
gestures are not necessarily encoded in the symbols
themselves, but unfold throughout the progression and
sequence of abstract elements conveying human expression and emotions associated with either layer of the construction (auditory, visual, or a combination of both).
Finally, an in depth understanding of the creative processes involved in visual music will lead researchers to
appreciate the artistic discourse as an intrinsic social phenomenon throughout its entire range and in each and every aspect of its elements from the sound and the image to
the furthest reaches of abstract meaning, through audiovisual chronotopes, enhancing expressive content, conveying human emotion and consciousness and heightening, enriching the spectator’s immersive experience.
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ABSTRACT

”Trans-Fuzja”. It consists of four video-games where players are controlled by the musicians through their music performances. These games covered several types of interaction among players: collaborative (Mustetrix), competitivecollaborative (Pong), competitive without interaction between players (TreeStory), and competitive with interaction between players (Rip Switch). These games also cover
a range of timing requirements. As described in detail in
section 4, we found that both timing and the nature of the
game have an important influence on the music produced,
and need to be taken into consideration when designing
this type of interaction.
A second aspect of our work is educational. Presenting the creation of music through video games provide an
attractive medium which audience, specially young audiences, can recognise and relate to. We believe that this
field of work has the potential to ease the introduction of
musical concepts to audiences that might not have apriori
music interests. This aspect of the work will be further
evaluated in future planned workshops as described in section 5. We are further developing the system to introduce
more complex artistic interaction and to better use the system for educational purposes.

Video games provide an interesting framework of rules, actions, events, and user interaction for the exploration of
music expression. In this paper we describe a set of computer games designed for group improvisation and controlled by playing musical instruments. The main contribution of our work is the two-way interaction between music
and video games, as opposed to the more commonly explored one-way interaction. We investigate the different
challenges involved, such as finding adequate game controlling events, provide enough expressive freedom to musicians, correct playing speed and game complexity, and
different artistic expression forms. We also present the
problems encountered, design considerations, and different proposed and tested solutions. The games developed in
this project were used in a concert and a set of workshops.
1. INTRODUCTION
The artistic exploration of novel means of musical expression is the first motivational element of our work. Games
provide an interesting medium for music creation giving a
set of controllable and uncontrollable events, rules, interaction, and visual support to engage the audience. This work
explores the use of computer games as a framework for
musical improvisation, a natural evolution of game pieces
[1] where musicians control and play video games as they
improvise music pieces. The main contribution of our work
is the two-way interaction between music and video games,
as opposed to the more commonly explored one-way interaction.
In this paper we investigate different challenges involved
in creating such framework, such as finding adequate game
controlling events, provide enough expressive freedom to
musicians, correct playing speed and complexity of the
game, and different artistic expression forms. Section 3
present the problems encountered, design considerations,
and the proposed and tested solutions.
Our system was completely implemented and used in a
performance as part of the cycle of improvisation concerts
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2. BACKGROUND AND PREVIOUS WORKS
Computer games, as an audiovisual medium have been connected to music almost from the beginning. At first, this
connection was limited to playing pre-composed music which
was unaffected by the game state, except for different tunes
connected to different game levels and tempo-synchronization,
and sound effects as reaction to game events. Later, this relationship became more complex with two notable developments. The first one was the incorporation of generative
music into the computer games. Some notable examples
are iMuse, used in LucasArts games [2], ”riffology” system used in Ballbrazer (more on that technique in [3]) and
more recently in Rez. Also the sound effects started to have
more musical meaning (for example, in aforementioned
Rez). The second development is emergence of rhythm
games and especially its music-based subgenre. Rhythm
games are a subgenre of action games which requires players to take actions (most often to press the correct keys)
at precise times, often according to the beat of underlying
music. One of main types of those games are music video
games such as Guitar Hero. These games started utiliz-

unre-

stricted use, distribution, and reproduction in any medium, provided the original
author and source are credited.
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ing keyboards as the input device, however, nowadays the
3.1 Goals and Problems
facto standard is the use of peripheral devices either simiThere were few goals and problems which we needed to
lar in shape to the musical instruments (Guitar Hero, Rock
answer during the design and implementation of the conBand etc.) or real musical instruments (e.g. Rocksmith).
trol modules. The first of them, and one of the two most
There are also some educational games in this genre which
important, was choosing a control scheme which allows
are intended to teach beginners how to play musical instruplayers to take intended action in games. The most impor1
ments (e.g. Joytunes, ).
tant factor in this scheme, which affects the level of control
Although at first glance similar, those games and our apthat players have, is calibration of the analysis parameters.
proach differs in several fundamental ways. In our work
Without correct calibration, there were situations where
games are created in a way that encourages creativity and
players were not able to take action or many false readimprovisation, while in rhythm games, players are supings occurred. Finetuning the parameters after any change
posed to mimic predefined actions as close as possible.
in the audio systems, change of microphones, levels, inAnother difference is that music rhythm games have themes
struments, etc, was crucial to achieve correct performance.
related to music playing, whereas our games are just generalThe second most important problem was allowing musical
themed video games.
freedom for players. Since one of the main elements of
On the other hand video games have also influenced muthis project was improvisation, we wanted to avoid situasic. The most notable example is the creation of new mutions similar to the ones in rhythm games, where a player
sic genres, two of which are: game soundtracks, and those
can only repeat a predefined sequence of actions.
based on musical application of game consoles - chiptunes
In the games where players were rewarded for performing
[4] . There were also more subtle influences. First of all,
certain actions, we identified the risk of encouraging only
the aforementioned use of generative music in games made
high intensity playing rather than the desired artistic exthe idea of algorithmic composition known and accessible
pression. Two solutions to this problem were investigated.
for the general public. Second worth mentioning influence
First we consciously designed the games so they did not
is the usage of sound effects, characteristic synthesis techencourage high intensity playing all the time. Second, we
niques, and motifs from the game music to evoke certain
introduced artificial limits to the number of events in given
moods associated with the video games. Two interesting
periods of time above which, new events were ignored.
systems such as scrabble2midi [5] and ”Music for 32 Chess
Pieces” [6] use sonification of game states as the main mu3.2 Control Schemes
sical element. In these systems the game controls the genThere are many possibilities for which musical elements
eration of music, our work also includes the opposite dishould be involved in the control of the games. This secrection, where music controls the game.
tion presents and comments on a few of them.
More closely related to our work is the application of
game elements in musical composition and improvisation.
• dynamics- The use of dynamics for playing gave
One of the earliest examples is the eighteenth century Musikalisplayers a natural control of the effect of their acches Würfelspiele [7] , in which dice were used for choostions in the game by playing louder or softer. A
ing music segments form a given set of possibilities. Angood example of this was the Pong game, where
other example are the game-theory-based Xenakis’ comthe speed and direction of the paddle movement was
positions, i.e. Stratégie and Duel [8]. The work most relcontrolled by the intensity difference between two
evant to our system is the so called ”game pieces” - which
musicians playing. In games where the possible acconsists of sets of rules used in group improvisations. The
tions were just one-off discrete events (such as in
compositions by John Zorn (e.g. Cobra, Hockey, Lacrosse,
Mustetris) we implemented two possibilities: The
Xu Feng)[9] are the best known game pieces. Two other
first one was to set a threshold above which every
examples of game pieces by Shiba Tetsu can be found in
loudness measurement produced an action. We found
http://www20.brinkster.com/improarchive/
this impractical and limiting from musical point of
sht_gp.htm.
view. The second option was to define a ”counter
trick”. The counter trick took each value of dynamics measurement added it to the counter. When the
counter reached a limit, the action was triggered and
the counter is zeroed. This resulted in a simple yet
effective way for controlling the games without limiting musical freedom excessively.

3. CONTROL AND ANALYSIS STAGE
We chose to divide each game into two modules which
communicates via the MIDI protocol. Those modules are
control/analysis and game. In this section we will discuss
the control modules which were created in the Max/MSP
environment. We have also used Sonuus i2M audio to
MIDI converters for simplifying the controls modules in
case of pitch related analysis.
1

• density - A similar idea is to use density of playing as a controlling element. We measured it either
by counting NOTE_ON messages (for MIDI instruments) or analyzing transients (for acoustic instruments). We have found that using density gives similar results to dynamics, but limits the types of music
textures possible to use.

http://www.joytunes.com/
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• registers - We tested two different register-based control approaches. In the first one, actions were triggered by change of register. In the second, actions
were associated with playing in the corresponding
registers. We found that the second approach was
better for games such as R.I.P.Switch, where not all
of the actions are available all the time. This allowed
for great musical freedom.
• intervals - Actions can be also triggered by playing a specific interval. If the game is prepared to
encourage taking the same action repeatedly, leading to nice intervallic improvisations. This control
scheme was planned and rehearsed for the TreeStory
game, with appealing results. However, during the
concert, due to involvement of the drum player we
resign from using it.
• pitch - Arguably the simplest method for MIDI instruments is associating actions with exact pitches or
pitch classes. This is much more difficult for acoustic instruments, especially in the case of the percussion instrument, extended techniques or when using
electronic equipment for generation of sounds which
do not have a determined pitch. During the testing,
we found out that this presented several limitations
on music creation, so it was discarded for the concert.
• rhythms or phrases - A promising idea that we could
not explore for time constraints, was to associate actions with precomposed phrases or rhythms. Given
enough compositional work this could lead to very
good musical effects.
• additional sensors - The use of additional sensors
and prepared instruments also promises to provide
new creative possibilities. For now we only used
footswitches for cutting down trees in TreeStory, but
for the event in 2016 we would like to utilize instruments with built-in additional sensors.

ation, providing a better environment for individual improvisation
During the development of this project, we also realised
the importance of timing. There were many differences in
the musical outcome for real time games with exact timing
requirements, real time games without tight timing requirements, and turn games.
Real-time games requirements made a great difference in
the produced music. In games where exact timing was expected from players (e. g. Pong or R.I.P. Switch) the music
tended to be more pointillistic, especially at the beginning
of improvisation. Players in this situations tend to play in
short bursts of activity in similar timing to the game. This
could give the impression of underlying groove or complex
rhythm scheme. If the timing required by the game is more
relaxed, this effect disappears. Turn-based games tend to
create unnatural temporal structure in the players actions
and thus in music. We chose to omit them in the first concert, although we believe that with appropriate preparation
and practice these games would be viable option.
The second important element influencing the music output is what we called game-master elements. By this we
mean the ability for one or more of the performers to control game conditions in a way that exceeds the normal player
ability. We explored several of such actions: introducing
and removing players, changing game speed, moving to
the next stage, and adding visual effects. This allows a
performer to take a role similar to the conductor leading
the improvisation.
In order to make room for more free improvisation we introduced in every game an intro and outro sequences which
visualize music but do not put any constraints on the performers actions.
Last but arguably one of the most important elements, is
the sound generated by the game. Here we have found the
following approaches:
• Event-based sound effects: Introducing sound effects to the game gives two musical results. First
players have additional sound source as their actions
could result in some effect being played. Secondly
many events in games happen at more or less regular
intervals, which gives some rhythmic framework for
players.

4. GAMES
4.1 Games Elements

• Precomposed soundtrack: This could somewhat
limit improvisation possibilities, but on the other hand
it gives player a reference to perform.

In this section we would like to discuss few game elements
which we found as the most influencing on the musical outcome. The first important element is cooperativity, scoping
three possibilities:individual players competing with each
other, teams, and cooperation of all players.
Teams needed to synchronize their actions, and this often
led to situations where players took turns for playing (or
playing louder).
In the case of competing duets this produced nice fluctuations of texture. Fully cooperative games, in which players have different roles, we found it beneficial to exchange
roles between players, as different roles encourage different activity levels.
In the case of individual players competing with each
other, we did not create any specific artificial musical situ-

• Direct sonification of the game state: We used this
approach in Mustetris - every field on the board have
sound assigned to it which was played if the field
was filled. This allows players to create some background accompaniment without constantly playing
it by themselves.
• Sonification of game statistics: The games produced
sounds depending on points accumulated by player,
number of times the player dies, etc. This gives similar results to the previous approach, but with smaller
amount of control for players.
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• Usage of game state elements as parameters in
generative music: This could be used to add another layer of complexity to the music created. In
our case the music produced was already complex
enough and busy at times, thus we chose to remove
generative music from games.

5. EVENTS
5.1 The Concert
On 23th of the February the concert was performed and
recorded for the Polish Radio Program 2 as part of the
cycle of improvised concerts ”Trans-Fuzja”. In addition
to the improvisation based section described in the paper,
there was also a live improvised soundtrack for the normal
video game. The videos from the concert are available at
http://tinyurl.com/transfuzja9 . The performers were Macio Moretti (percussion, electronics), Andrzej Bauer (cello,
electronics), Cezary Duchnowski (piano, keyboard, computer), Paweł Hendrich (guitar, computer) and Dariusz Jackowski (computer). The organisation of concert was as follows:

4.2 Games Used
The games were implemented in Python using the pygame
library. They have dual control system - standard keyboard
control implemented with events and MIDI- event based
for cooperation with our analysis system. For the first two
events we chose the following 4 games:
• Pong - this is our version of a classic Pong game 2 .
Players are divided into two duets. In each duet one
person is responsible for moving the paddle up, the
other - down. Speed of each move is dependant on
the dynamics of the sound produced by corresponding performer. We chose event-based sound effects
for this game.

1. Pong, three games with increasing speed and background groove added in the third one
2. Mustetris, 2 games
3. TreeStory, one 9-minute game with intro

• Mustetris - Clone of the Tetris 3 game. Each player
is responsible for one of the four actions - move
left, right or down (last one could also happens automatically with time) and rotation. Players’ roles
were randomized for every piece. After players lose,
they are supposed to clean all the board by randomly
clearing fields (the speed of the process was controlled by intensity of playing). As mentioned earlier, for the concert situation we associate every field
to one sound, which results in the later stage of the
game in complex drone in the background. For the
workshops we chose standard sound effects instead.

4. Short interlude played on the computer keyboard
5. R.I.P. Switch
6. Live soundtrack to the Slender: The Eight Pages

5

5.2 Workshops

• R.I.P. Switch - Clone of the flash game G-Switch 4 .
Players are controlling direction of the gravity of
running men. For the concert we choose registerbased control i. e. the player needs to play in the
higher register for upward gravity and in lower for
downward gravity. The percussionist was responsible for triggering some visual effects (rotating screen,
shaking screen, noise and broken screen effect). For
the workshops each man is controlled by two teams,
one responsible for upward, the other for the downward gravity. For this game we choose standard sound
effects, with steps sounds played at different interval
for every player.
• TreeStory - Simple economy game in which players
were responsible for growing, cutting down and selling trees. Each player at one time controls one tree
and works on growing new branches or widening existing ones. There are also some mutations involved
and randomly appearing fruits.

During April 7-10 a set of workshops were carried out as
part of Musica Polonica Nova, one of the oldest contemporary music festivals in Poland. During the workshops, participants improvised music compositions using our system
and instruments from the collection of the group ”Małe Instrumenty” 6 . The event was intended for the high school
students (16-18 years old). Half of the participants involved were from the musical school, the second half were
studying in a non-specialised high school. During the workshops, students were divided into 4 teams, each team taking up the role of one player in the games. Also due to
the number of people and character of the instruments involved, the only possibility for controlling the games was
using dynamics. We observed similar patterns to those in
the rehearsal before the first concert. At first there was a
learning phase, where the participants played the games
without any musical thought. Once participants had learnt
the rules and controls of the games, they started to introduce more and more musical elements and non-game
related interaction. Games with more freedom (such as
TreeStory) gave a smaller musical effect, although in case
of professional musician, the effect was opposite. In the
post-workshops surveys participants reviews were mostly
positive and most of them declared that they enjoy the experience and desire to take part in similar events in the future.

2

http://en.wikipedia.org/wiki/Pong
http://en.wikipedia.org/wiki/Tetris
4 http://vascof.com/GSwitch.html

5

3

6
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5.3 Future Events
In May the current version of the system will be used for
aleatoric and improvised music workshops for the musical highschool students. Also within the near future, we
plan to use our system for some informal workshops about
improvisation for the Musical Academy students and for
some additional concerts. In 2016, the extended version
of the project will be presented in an event exploring the
connections between videogames and music prepared by
the National Forum of Music as part of celebration of European Capital of Culture.
6. CONCLUSIONS
In this paper we presented a project that explores a two way
interaction of computer games and music as opposed to
typical one way approach (music and sound generated by
a game). We found that our ideas could be quite useful for
rule-based improvisation in a way which is not only novel,
but also could be presented to the general public with additional appeal of incorporating well known and liked element of video games. We have described a fully tested
system which, in its first incarnation, was used in a concert situation, and in educational context. In both cases the
results were satisfactory and provide a good starting point
for our future developments. We also presented our solutions to the problems encountered regarding interaction
and control, and we hope our findings can be used to build
upon by people interested in creating similar projects.
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ABSTRACT

mentalist scientists” [2]. On the other hand, he refined in
the same interview that the parallelism is not at all trivial.
Xenakis has in fact recognized an essential role of intuition in his theoretical and compositional practices, linked
to mathematics and technology. This idea has been largely expressed in several ways throughout his writings:
“The ear, the eye, and the brain unravel sometimes inextricable situations with what is called intuition, taste and
intelligence”, “The sonic result [form an stochastic process] thus obtained is not guaranteed a priori by calculation. Intuition and experience must always play their part
in guiding, deciding and testing”, “When scientific and
mathematical thought serve music, or any human creative
activity, it should amalgamate dialectically with intuition”, or even “To make music means to express human
intelligence by sonic means. This is intelligence in its
broadest sense, which includes not only the peregrinations of pure logic but also the ‘logic’ of emotions and of
intuition” [3].
From the perspective of computer epistemology, Xenakis’s practical use of technologies is not free or independent from preceding questionings. The Greek composer has also criticized a blind use of informatics, and
claimed for an intuitive orientation of computer tools
with the aim of avoiding “haphazardly a combination of
formulae, of systems” [4]. In fact, he considered the
computer programs as “the phantasmal appearance of the
real thing, the incarnation” [5]. These quotations bring to
light the tension between a formal abstraction and a tangible practice. Moreover, the embodied mind focuses on
a material purpose –the ‘incarnation’– in order to produce
artwork.

Xenakis played an outstanding role as a pioneer in the
development of algorithmic and computer music. His
theoretical approaches and interviews often link those
aspects of his career with philosophical and cognitive
topics: these clues reveal an attitude far away from a
blind use of technology. The aim of this paper is to discuss how intuition is fruitful to set the necessary and sufficient conditions in order to hold up a robust modeling of
certain compositional practices aided with technological
tools. We will support our arguments with the help of
logics, epistemology of sciences, contemporary theories
of metaphor –rather from a cognitive perspective than a
hermeneutic one– and pragmatic philosophy. Some examples borrowed from Xenakis will be summoned from a
critical point of view for this purpose, specially his personal exploitation –both electronic and instrumental– of
Brownian motion. The paper will also finish with a genetic criticism of a post-xenakian approach: we’ve assisted
Alberto Posadas (Valladolid, 1967) with an eye to help
him out to transpose the Bezier curves from computeraided design into musical patterns.

1. INTRODUCTION: INTUITION IN XENAKIS’S PRACTICES
Xenakis contributions to algorithmic and computer music
are overwhelming in theoretical, technological and artistic terms. It would take too much place to enumerate all
of them, same thing for the countless times he was roughly criticized due to it. One of the main arguments pleaded
in the quarrel has been an alleged will to transfer a mathematical coherence into musical consistency. Nevertheless, a supposed context-insensitive ‘isomorphism’ between music and science seems to be far away from the
composer’s thoughts.
On the one hand, Xenakis has often invoked a possible
parallelism between compositional practices and scientific activities. His definition of an “artiste-concepteur”
[1] –one who would need a widespread training (or at
least curiosity) in sciences and technology– sharply takes
this road. He has even asserted that “artists are experi-

2. IDEAL VS MATERIAL: THE INTUITIVE BRIDGE
2.1 The Gaps during the Creative Process

Copyright: © 2014 José L. Besada. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.
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It is often easier to measure the divergence between a
formal theory and a musical result in Xenakis’s instrumental music than in electronic one. For that purpose,
professor Solomos has coined the term ‘écart’ –‘gap’– to
generically assess the distance between Xenakis autoanalysis and the score data [6]. He has spotted for example a great deviation – bigger than 20%– in Nomos Alpha
(for violoncello, 1966) pitches while implementing his
sieves.
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Nevertheless, the smattering of ‘gap’ as a musicological
tool could spread out, touching other phases or stages of a
compositional act beyond its mere materializations. In
addition to the data contrast of divergence –what Solomos detected in Xenakis’s piece, a category that could be
considered in isolated terms as ‘singular gaps’–, deviations may adopt other forms. On the one hand, the way a
composer understands and conceives a formal or a technical aspect of a particular science or technology does not
always fit with the consensual yardsticks the scientific
community accepts to draw upon it. This situation can be
analogically related to the difference between ‘concepts’
and ‘conceptions’ Hilary Putnam made explicit to criticize Thomas Kuhn epistemology [7]. We will define the
‘conceptual gaps’ as the deviations of an artist’s conception from a concurred scientific concept. On the other
hand, sometimes a compositionally formalized strategy –
for example a computer model– does not cover all creative needs, decisions and choices during the creative process. In that case, the composer often drops it out in favor
of other –maybe arbitrary– artistic criteria or makes them
all to cohabit. We will define these last cases as ‘functional gaps’.
Both new sorts of gaps can be reported from Xenakis’s
compositional practices. Conceptual ones are summarized
in an interview assertion: “I don’t grasp Mathematics in
the same way mathematicians do” [8]. Moreover, some of
his most formalized pieces also include several nonformalized passages that could be considered as functional gaps. It is the case for example of his mixed work
Analogique A et B (for nine strings and tape, 1958-59),
where Agostino Di Scipio has discriminated both compositional paths. The balance between them has been described by the Italian composer in two statements: “intuitive elements are only possible after enormous efforts in
formalization have been made” and “the enormous efforts
in formalization are only possible because the composer
is confident that intuition will complete the job whenerever [sic] formalization will reveal insufficient” [9].

[11]– for an efficient transfer into music. Furthermore, it
is justified in a computational framework through the
concept of ‘metamodel’. In such a context, we may formulate a new dual scope –a practical definition– of intuition, as the cognitive guarantor of a robust modeling construction leading algorithmic and computer music. On the
one hand, intuition preserves the sufficient conditions –
the formal ones– during modeling processes, and it even
helps to fill in the gaps derived from the conception and
the use of the model. On the other hand, it sets up the
necessary conditions –the metaphorical ones– that cement
the cognitive mainstays of the model. In short, intuition
will be considered as the bridge to distend the conflict
between formal an informal ideas and practices during
composition. We will discuss those necessary and sufficient conditions throughout the next paragraphs.

3. FORMAL AND METAPHORICAL
FOUNDATIONS
3.1 Music and Formal Languages: an Intuitive Intersemiosis
Algorithmic and computer music invoke the presence of
formal languages in order to build up their compositional
strategies. The existence of such a support entails a prickly issue: music is not actually a linguistic entity, albeit its
syntactical categorization of patterns and its semanticevocative puissance are both true in cognitive terms [12].
More specifically, formal languages own an axiomatic
corpus and several sentence transformation rules that
music does not have, even accepting the redoubtable conceptualizing effort some music theory authors made to
build a multi-stratified chain of axioms in order to describe music [13].
The transfer from formalisms towards artistic practices
is therefore not trivial in epistemological terms. It seems
to need an intersemiotic translation –replacing ‘formal’
instead of ‘verbal’ in Roman Jakobson’s definition as “an
interpretation of verbal signs by the means of signs of
nonverbal sign systems” [14]– to lead the process. Thus,
the passage between formalisms and music could be considered partially analogous to metalinguistic stratifications in Model Theory. Anyway, and calling back again
Putnam’s pragmatics, this sort of lectures requires a wider “standards of logical acceptability” scope, where intuition could nourish and preserve its “adequacy and perspicuousness [sic]” [7].
A crucial role of intuition at this point is the arrangement of a logical openness. It is obvious that programming in computer music or the development of calculations in algorithmic music must inherit an important logical framework from formal languages. In return, the material application of these tools or environments leading
the production of artwork does not necessarily reclaim
the pillars of such a severe or polarized logic. It does not
mean however that further decisions over formalized
stages as well as the appearance of functional or singular
gaps– are allogical choices. They may be led by wider –

2.2 The Role of Intuition: Necessary and Sufficient
Conditions
Di Scipio’s statements about Xenakis’s work hold up a
clear dialectic dualism between intuition and formalization. Nonetheless, both poles are even more interdependent than asserted. A formal abstraction is indeed led by
intuition: even in strictly scientific activities a former
heuristic role of intuition cannot be overlooked or denied.
Coming back to music, it does not only touch therefore
the area of functional gaps but the conceptions that guide
compositional formalisms.
From this point of view, we are going to rethink Di
Scipio‘s dualism. Let us consider before the activities
summoned to formalize or to compute music analogous
to Model Theory, i.e. “the relation between the formulas
of a formal language and their interpretations or models”
[10]. This analogy needs to be deemed from a materialistic epistemology of Model Theory –like Alain Badiou’s
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4. A XENAKIS’S ILLUSTRATION: HIS
USE OF BROWNIAN MOTION

more intuitive– protocols, that could be better described
with the support of inductive and abductive reasoning,
alternative modal logics or even fuzzy logics.

Xenakis did not use the expression ‘metaphor’ to describe
any of his intuitive arguments. He rather liked the term
‘parable’ –that etymologically becomes more related to
analogy– to describe them. He has thus enumerated three
essential parables linked to his compositional practices:
the space parable where glissandi become the elementary
straights to generate sonic surfaces, the numbers parable
as the impasse between auditory and formal facts, and the
gas parable that compares sound masses with gaseous
cinematic [23]. His work Pithoprakta (for orchestra,
1956) arises as the best synthetic achievement of them.
The last two parables are crucial to catch his interest on
Brownian motion (Bm). He clearly described in an article
that a waveform generated by it as “the pressure variations produced by a particle capriciously moving around
equilibrium positions along the pressure ordinate in a
non-deterministic way” [3]. He added later in the text two
methods to compute it, as he did at his CMAM and at
Indiana University. On the one hand, the erratic trajectory
of the evoked particle leads to the classic definition of
Bm about suspended specks in a fluid. The parallel between fluid and gaseous dynamics is evident, convoking
thus the gas parable. On the other hand, the numbers parable is activated by the use of Wiener-Lévy processes in
order to formalize the transfer. Both paths, the conceptual
metaphor –gas– and its formal interpretations –numbers–,
get intertwined in order to develop the quoted computer
sound synthesis method. His first work containing these
sounds is La Légende d’Eer (electronic music for his Diatope, 1977).
The algorithmic artifice works on a microscopic level,
but Xenakis also proposed to broaden his reasoning onto
a macroscopic one. As Bm is a stochastic process, obtained computer sounds could be injected into macrostructure tools like his ST program. This approach denotes a unitary will, and it could also be a posteriori tied
together to a fractal metaphor of music1. Anyway, this
unitary dream –a supposed musical wholeness imitating
the stochastic self-similarity of Bm, conceived by cognitive analogy [24]– is ideologically overcharged and denotes an evident conceptual gap.
But the question of unity around Brownian motion in
Xenakis’ compositional practices also touches another
aspects of his catalogue like instrumental ones. It is the
case for example of Mikka (for violin, 1971), the first
piece where Xenakis applied this method for an acoustic
instrument. As Solomos says, “doing this transfer is very
easy. Taking the graphs of probabilistic sound curves, the
only thing to do is to change their coordinates: the horizontal axis will be allocated to the time of instrumental

3.2 Mental Categorizations: Computer Models and
Metaphors
Formalizing music is not an ex nihilo activity. It is supported by mental categorizations of music that allow abstractions. Many of them could seem to be ‘natural’ due
to habit, but they are intimately related to cultural conventions and to embodied cognition. A trivial example
can be evoked right off: a musical or a sound representation in the real plane that confronts time against pitches
or frequencies looks rather obvious for a computer composer, engineer or musicologist. In fact, it is deeply rooted within the evolution of Western music notation. Nevertheless, it cannot be regarded as a universal in cognitive
terms at all. Ethnomusicology has already shown how
mental categories of music or social activities incorporating sound practices strongly differ among cultures.
Composers can even conceive more complex and personal categorizations with the purpose of developing their
own creative practices. All them are often carried through
intuition, and metaphorical thinking appears as one of the
best hypothesis to argue for it. We will rather privilege
the term ‘metaphor’ than ‘analogy’ –profiting its etymological connection with the notion of ‘metamodel’– but
emphasizing the cognitive feedback between them [15]:
metaphors make proliferate analogies, and vice versa.
Metaphor must be contemplated in this context not from
a hermeneutic angle, but from a cognitive one. Linguistics researchers in cognition have postulated several contemporary theories about metaphor over the last decades:
it is the case of Conceptual Metaphor Theory (CMT) [16]
or Conceptual Blending (CB) [17]. In short, they propose
that metaphor is not just a single and rhetorical identification between terms but a deep and intensive comparative
between mental structures that we activate unconsciously
on a daily basis. These linguistic theories may also be
transposed into music theory, as professor Lawrence
Zbikowski has fruitfully done [18].
Computer music environments operate as optimal
places to develop and to exploit original and rewarding
music metaphors inspired by scientific transfers. Even
science itself often shadows a metaphorical cognitive
framework from a heuristic perspective, a sooner step
anticipating its formal developments [19]. In fact, “computer science metaphors […] seem to be paradigm examples of the constructivist approach to the relationship of
language and our knowledge of reality. They expand the
ontological framework of our language for talking about
computational processes” [20]. Just a mere replacement
of ‘language’ by the term ‘music’ in the last quotation
can illustrate the metaphor scope over computer music in
intuitive terms. Specifically, it impresses its encompassed
potential in Human-Computer Interaction (HCI) and
helps to preserve structures [21], as well as it is fructiferous for pedagogical purposes [22].

1

We have to underscore that a fractal metaphor of music is exogenous
to Xenakis’s arguments: no explicit reference to this geometry can be
found in his theoretical texts. We propose anyway this extemporaneous
metaphor because Bm pertains to fractal objects. Moreover, the term
‘fractal’ was coined by Benoit Mandelbrot, one of the best disciples of
Paul Lévy. This latter has been one of the most influential mathematician in Xenakis’s career. Although the concept of ‘self-similarity’ was
not developed yet, Lévy was conscious of the strong relationships between micro and macrostructure in Bm.
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music and the vertical axis will indicate the pitches” [25].
This sentence automatically leads to a precedent representation we have evoked when we were discussing mental categorizations. In fact, this conception is akin to Xenakis’s graphic glissandi experiences he began to develop
in the 50’s. But this gesture is however problematic in
metaphorical terms. It seems that Xenakis tried to represent the Bm analytical continuity with them, but a Bm
trail is not a differentiable curve. A glissando stands
however –in iconic terms– for a differentiable curve,
even the sinuous and wandering ones we find in Mikka.
In short, Xenakis’s space parable provides a practical
solution to cover an idiomatic shortage the formal Bm
cannot resolve. Glissandi settling shall be considered
thereupon as a conceptual gap during the transfer.

ancient architecture have been the two most attractive
disciplines to him [26]. Finally, the last family of models
is supported by the acoustical scrutiny of musical instruments and their extended techniques.
5.2 The Genesis of Beziers.m
In the last years, Posadas has paid attention to Bézier
curves, a smooth geometric model –a case of B-spline
[27]– often harnessed in computer-aided design. It may
give the impression of a contrast in his career if we compare their geometry with the chaotic fractals. Nevertheless, even B-splines can be modeled with L-systems [28],
one of the most beloved and exploited fractal by Posadas.
His first attempt to transpose Bézier curves into music
appears first in Elogio de la sombra (for string quartet,
2012). ‘Sombra’ means ‘shadow’ in Spanish, and a vast
crucible of elements underlays the metaphor leading his
compositional practices. The two most important ones
stand out in the opening of the piece (see Figure 1). On
the one hand, it comes up with the fictive recreation of an
‘acoustic shadow’. The idea is simple: he reproduces a
previous passage drastically attenuating dynamics and
employing extended techniques with the purpose of evoking a sort of distorted sonic halo. It is quite explicit in the
quoted passage: both violins repeat at bar 2 the same melodic pattern from the end of bar 1, but in mezzopiano,
with flautando bowing and harmonic pressure to obtain
extremely high overtones. On the other hand, the link
with Bézier curves is definitely revealed. Projective
shadows of the same object with several foci acting jointly create topologically related shapes, as rational Bézier
curves with common nodes deform the trajectory of a
standard one via homotopy. Thus, the composer metaphorically interprets those transformations as tiny polyphonic deviations: the melodic profile of both violins
conjures up the analogy.

5. A POST-XENAKIAN CASE: POSADAS
ON BEZIER’S CURVES
5.1 Alberto Posadas’ Models
Xenakis had no disciples in a strict sense. In return, his
immense legacy has touched many composers, and they
are sometimes incorporated in xenakian studies. An Iberian branch of that influence can be pointed out: Francisco Guerrero (1951-1997) has often been considered as the
‘Spanish Xenakis’ due to his interests in algorithmic and
computer music. Some of his last pupils, like Carlos
Satué (1958) or Alberto Posadas (1967), have somehow
continued this path he opened up.
Posadas’s theoretical and aesthetical foundations are
widely supported by three modeling branches. First, scientific models have often stimulated his imagination to
try to transpose in music some regulatory systems of Nature or several algorithmic methods to construct mathematical objects. Fractal geometry has been his most exploited source. The second modeling path is introduced
by visual arts in order to transpose spatial elements into
music parameters. In this regard and so far, painting and

Figure 1. Elogio de la sombra (bars 1-2 [partially]).
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Figure 2. Capture of the tool ‘Beziers’ developed with Matlab.

In spite of this metaphor, the transposition of Bézier
curves into music has been merely performed in iconic
terms –with no previous formalizations– in the string
quartet. For subsequent works, we have assisted Posadas
with an eye to make the computerized transfer, developing Beziers.m tool. The program allows the composer
to introduce several fixed and control points in order to
enchain connected sections of Bézier splines. They can
later on be transformed by moving the control points or
by changing their control weights –non-negative values–
(see Figure 2), which creates their topological variations.
It contains a second extra utilization: the actual tool can
even exploit those curves to interpolate Bm –Posadas
composes with them as well– as they were its smoothers.
Obtained data with Beziers.m are subsequently exported and interpreted as music patterns like melodic profiles, pitch reservoirs, related aggregates or time and
rhythmic structures.

order to exploit a large set of music patterns, and not only
in an iconic way. That shows that formal and metaphorical relationships during composition are not univocally
oriented and the context determines the balance between
them. Moreover, it highlights than instrumental and computer composition practices build closer frameworks than
usually claimed: transfers between them can take both
paths, and feedback leads to original and emergent creative acts.
Cognitive metaphors and formalisms are not independent stages of algorithmic and computer music. The leading role of intuition should not be undervalued –from a
musicological perspective– in these cases. It allows a
proliferation of mental categorizations and steers towards
a logical openness while formalizing music. Thereby, it
sets the necessary and sufficient conditions for a robust
computer or algorithmic modeling of music. Moreover, it
may help to understand the reasons of several conceptual
and functional gaps of formalized processes.
For a deeper understanding of this process, we should
claim for more intense research about computer music
epistemology from a cognitive point of view. Metaphor
theories have turned out to be quite fruitful in more traditional analysis of music. To ban this perspective in computer music musicology would only be a prejudice. An
adaptation of epistemocritic methodologies –the study of
literary and scientific mutual borrowings– into those musicological studies could even be a useful grasp.

6. CONCLUSIONS
The two examples we have given are somewhat dual
from the point of view of compositional practices. On the
one hand, Xenakis extrapolated a computer sound synthesis technique into instrumental music supported by a geometric categorization and his spatial parable –metaphor
– of glissandi. On the other hand, Posadas formalized his
shadow metaphor with a computer-aided music tool in
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ABSTRACT

on June 5, 2010 at the International Computer Music
Conference in New York to initiate a dialog regarding the
past practices, current state, challenges, and future opportunities for the sub-field of computer music performance.
Reflecting the inherently eclectic make-up of computer
music, the unsession attracted a diverse group of performers, composers, researchers, computer scientists,
sound engineers, technicians, and general enthusiasts.
The forum provided a rare, spontaneous, honest, and revealing peek into what is on the minds of those who are
focused on computer music performance. (Baguyos
2011)
The documentation (for purposes of future research in
computer music performance) of the 2010 UnConference
UnSession on Computer Music Performance was intended to be disseminated in three parts. Part I of III was an
introduction to the rationale and format of the unsession
on computer music performance and was documented in
the short article An Unconference Unsession On Computer Music Performance in the 2010 International Computer Music Conference Proceedings (Baguyos 2010). As
documented in Array (2011) in the 11,000-word article A
Summary And Transcript Of The ICMC 2010 UnConference UnSession On Computer Music Performance, Part II
of III was a comprehensive but verbose and inherently
scattershot transcript of the unsession. (Baguyos 2011)
Part III of III, Contemporary Practices in the Performance and Sustainability of Computer Music Repertoire,
is a salient, cogent list of clear takeaways from the Unconference Unsession on Computer Music Performance.
It is intended to be a usable document for composers and
performers of computer music, concert producers, instrument designers, educators, and musicologists, who
want to incorporate battle-tested best practices in computer music performance as it pertains to sustainability of
repertoire.

An UnConference UnSession on Computer Music Performance was hosted on June 5, 2010 at the International
Computer Music Conference in New York to initiate a
dialog regarding the past practices, current state, challenges, and future opportunities for the field of computer
music performance. Reflecting the inherently eclectic
make-up of computer music, the unsession attracted a
diverse group of performers, composers, researchers,
computer scientists, sound engineers, and technicians.
The event provided a rare and honest peek into what is on
the minds of those who are focused on computer music
performance, which, relative to computer music research
and composition, is a largely undeveloped sub-discipline
of computer music.
What follows in the main text of this paper and main
content of the corresponding poster presentation is a brief
and organized list of takeaways from the unsession unconference along with appropriately summarized elaboration. The takeaways centered on recurring interdependent
themes: effective notation of computer music, sustainability, the role and responsibility of the performer and
performer-engineer, and ultimately, the rationale and final authority governing sustainability. Sustainability was
the unifying theme that tied together most of the discussion. This paper will be of interest to computer musicians
whose primary creative activity is live performance/interpretation/realization, performers who specialize in contemporary music, composers who want to facilitate effective communication and collaboration with
performers, concert producers, virtual instrument designers, music technology educators, and musicologists. More
specifically, this paper delves into the salient points regarding the preservation of computer music repertoire
and discusses the best practices for the facilitation of repeated performances.

2. AREAS OF DISCUSSION

1. INTRODUCTION

2.1 Notation

In pursuit of creating a forum for those interested in the
art of computer music performance, An UnConference
UnSession on Computer Music Performance was hosted
Copyright: © 2014 J. Baguyos. This is an open-access article distributed
under the terms of the Creative Commons Attribution License 3.0 Unported, which permits unrestricted use, distribution, and reproduction in any
medium, provided the original author and source are credited.
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An effective approach to compose and notate for a laptop
orchestra, mobile phone orchestra, or work using an alternative controller is to use high-level, platformindependent descriptors to communicate a musical gesture, regardless of the technology being utilized. In this
scenario, laptop/phone/alternative controller performers
would be completely responsible for the implementation
of the gesture communicated from the composer, on their
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chosen technology. One of the primary obstacles in composing for most laptop orchestras and mobile device orchestras is that the various members show up with a variety of platforms. While a composer could write software
for each device in the ensemble, that approach might
prove to be very time-consuming given all of the various
operating systems and hardware. Furthermore, updates
(driven either by the composer for artistic reasons or by
the hardware/operating system for compatibility reasons)
to the work become very problematic. The solution is to
shift the burden of implementation of a musical idea to
the performer. The composer need not implement directly, their musical gesture. Instead, the gesture is communicated as specifically as possible to the performer
(graphically, with text, with standard notation, or with
other non-traditional notation), and then the performer
implements the gesture on their chosen technology. For
example, the composer could indicate to the performer to
create a sine wave vibrating at 100 Hz that changes to
200 Hz over 10 seconds (instead of telling the performer
to press this yellow button that produces a 100 Hz sine
wave and changes to 200 Hz over 10 seconds on the
software that the composer wrote for the performer). In
placing the implementation duty on the performer, the
performer would have to figure out how they will produce the 100 Hz sine wave (whether in Max, cSound, PD,
Ableton, or something else) and trigger it in musical time.
In a more concise storyboard example, it’s the difference
between “Do a 3 Hz LFO for pitch vibrato on the fundamental frequency” versus “Click the LFO button on the
Max patch that I gave you and I hope the patch works on
your Windows98 machine running Max 4.”
In other words, the composer’s focus is on the musical
output, rather than the technology that produces the output. Much of this sentiment is already in practice. Groups
such as HELO (Huddersfield Experimental Laptop Orchestra) have been aligned with this philosophy for several years. (Hewitt 2010). More recently, groups such as
KUDAC (Kingston University Digital Arts Collective)
have followed suit with their “agnostic” approach that
rejects singular approaches to implementation in favor of
encouraging students to find their own practice and platforms in realizing musical requirements within a social
learning context. (Ben-Tal 2014)
Not only is this approach of putting the onus for implementation on the performer more practical in terms of
live performance realization, the approach also gives the
composition a better chance to be reproduced in the future, a time where the implementation technology will be
different than the time when the work was composed.
Interestingly, research in notation for computer music
overlaps with research in sustainability of computer music repertoire, because sustainability is dependent on notation.
Currently, outside of traditional notation, there is no
universally accepted notation scheme. In some ways,
computer music performance is similar to Indian music in
that there is a very precise oral tradition requiring strict
adherence to grammar, syntax, and protocol. But at the
same time, there is no universal standard to facilitate the
computer music performance tradition through written
mediation other than standard musical notation. Until a

corresponding notational tradition that effectively communicates computer music gestures emerges, text instructions (in a language that most people can understand)
allow for precise mediation of musical gesture between
composer and performer. Graphical depiction, not as precise as, but more intuitive than text, has also been implemented successfully. What has to be avoided is the notation of a knob turn, a button trigger, a menu selection, a
radio button selection, a slider push, or a number entry
that has no obvious connection to a musical structure and
no meaning to the performer outside of the immediate
implementation platform.
In the pursuit of precise documentation and best practices, a composer would benefit from being very clear
about what is really important in their music, so performers can be sure to focus on what is truly important and not
fixate on something that is not important, because precise
documentation can sometimes communicate too much
information. Another challenge is that performance traditions can affect even the most precisely documented musical ideas, and recordings may not always communicate
accurately the intents and ideas of the composer. Furthermore, timbre-based compositions are more difficult to
port to different technical implementations (relative to the
porting of the compositional intents/ideas of pitch,
rhythm, dynamics to other instruments and technical implementations). In the end, clarity in documentation of
composer ideas and intents (summarized to the appropriate degree) should also communicate the larger, lessdetailed formal gestures.
There is occasionally the situation where the ensemble
director is able to provide to each musician the same
hardware with the same operating system and same versions of applications to each musician. This is a very expensive strategy in terms of funding and maintenance
from the outset, and it inevitably gives way to the introduction of non-conforming machines, anyway, due to
loss of original machines that can’t be replaced with the
original model and original software, and growth of
membership beyond available machines.
2.2 Sustainability
Sustainability, a work’s chance of surviving far into the
future, in computer music repertoire can be achieved by
preserving the composer’s musical gestures as a precise,
well-documented, and platform-independent set of intents
and ideas that could be replicated accurately with any
current or future technology. This would be an improvement over the practice of bundling the set of intents and
ideas within a single technological implementation with
the hopes that the technology would not be rendered obsolete in the future. At the very least, a composer should
identify and divide their computer music work into two
portions: a “composition” (or “music parameter control”)
portion and an “instrument” (or “sound generation”) portion. The two portions would be coupled at the premiere,
but at any time in the future, each portion could be modified and updated independent of each other, and thereby
eliminating the complexities of modifying both at the
same time. The “composition” portion consists of the
composer’s intents and ideas and is communicated to the
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performer through platform independent descriptors that
communicate the desired musical gesture regardless of
technical implementation. The “instrument” portion is the
sound generation module and control interface appropriate for the sound generation module and the performer.
Like the decoupling of composition and instrument in the
centuries before computer-mediated music, the composer’s intents and ideas are preserved regardless of updates
to the implementation (instrument).
Bach’s Welltempered Clavier works are preserved to this day partly
because the platform independent notation of Bach’s intents and ideas were preserved regardless of the implementation during Bach’s day and implemented today on
modern instruments (sometimes not even on a keyboardbased instrument). In short, decoupling composition and
instrument follows what composers, performers, and instrument designers have been doing for centuries in that
composers of keyboard music were not the keyboard
makers, and neither were the keyboardists.
2.3 The Role of the Performer
Composers of computer music and performers of computer music look at sustainability from different perspectives. Performers can become attached to a work and are
not finished with it until they stop performing it altogether, whereas composers like to be finished with the work
and consider it to be more-or-less a fixed entity by the
time post-premiere revisions are made and then the composer is on to the next work. Compounding the issue is a
peculiar characteristic of computer music repertoire that
is generally not found in other types of music, composers
are writing pieces that can’t be performed unless they are
in the same room as the performer(s). Ideally, and assuming they enjoy performing a musical work, performers invest a considerable amount of time learning and
preparing the work. Repeat performances are only in a
performer’s best interests. The performer should appear
to be more motivated than the composers of the repertoire
to keep their repertoire sustainable, and a composition’s
chances of sustainability are improved more so within the
performer’s domain.
Beyond the issue of sustainability is the overall expectation from performers regarding electronic music and
musicianship. Emerging from the unsession was a collective notion that mirrored an idea that Mari Kimura had
attempted to establish in her 1995 article regarding computer music performance practice in the Computer Music
Journal where she stated, “Electronic music developed
extremely rapidly in tandem with the development of
technology, and we can expect performance problems in
electronic music to continue emerging as technology continues to advance. My experience in performing electronic works has made me realize that a performer is accountable for all the sound that the audience hears—even the
electronic sounds that might not be directly under the
performer’s control. Any performing artist intending to
play before an audience in any “space” is responsible for
learning about sound, in order to convey his or her art as
effectively as possible.” (Kimura 1995)
If performers are the ones who are accountable for the
live realization and sustainability of a work, then there

needs to be more formalized training for performers who
are interested in computer music performance, so they do
not get discouraged. If performers are the ones to implement platform independent ideas, they will need to understand digital audio theory, digital music programming,
and synthesis techniques. This is in addition to their music theory. They will need to know about the performance
tradition of computer music in addition to the performance tradition, literature, and history of the western art
music genre. To date, the Peabody Conservatory is the
only institution where performers can avail themselves of
formal specialized training in computer music performance that results in a degree in computer music performance. However, the proliferation of music technology
courses in college and secondary school curriculums
makes computer music performance training (in all of its
forms) available to performers who may be interested in
the art and responsibilities of sustainability in computer
music performance, regardless of the primary focus of a
credentialing program. Another proposed idea is the creation of a computer music conference or forum for computer music performers where the aesthetics of performance drive the conference (versus the current paradigm
at most conferences where the content of compositions
drive the conference).
2.4 The Performer-Engineer
One emerging solution for more self-sufficient, efficient,
and sustainable computer music performance is pairing
the performer with a “performer-engineer” who also
learns the repertoire like the performer and is responsible
for making the technology work and who would be considered and recognized as an equal artistic partner to the
performer and the composer. The performer-engineer is
the one responsible for the successful facilitation of technical mediation between a composer’s platformindependent intents and ideas and a performer’s implementation. A performer-engineer would need to possess
training in all the facets of the realization process such as
composition, software development, software maintenance, hardware procurement and maintenance, systems
integration, live sound reinforcement engineering, audio/visual support technology, concert production administration, and performance. Unfortunately, in many genres and arenas of various concert performance, the engineer is subordinate and relegated to a secondary status to
the composer and/or performer. Under this arrangement,
composers and performers cannot expect performerengineers to invest themselves into the production of a
work to the same level as a composer and performer. For
starters, composers and performers, in their daily interactions and in concert performance, need to recognize the
contributions of the performer-engineer and also recognize that a performer-engineer might be equipped to do
more in the realization of a work and its sustainability for
future performances. After recognition, the performerengineer needs to be appointed as an equal partner to the
team consisting of the composer and performer. This is
not currently the paradigm, as the composer often doubles as the performer-engineer, and in some cases the
performer doubles as the performer-engineer in a self-
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engineered performance environment. However, in the
interests of sustainability of computer music repertoire, a
separate and distinct performer-engineer appointed as
part of a performer’s capacity (or part of a work’s capacity) is paramount.
If a composer and/or performer does not have access
to technically proficient performance engineers, then one
suggestion for the composer is to explore the possibility
of reducing interactivity to tape wherever possible. Currently, many computer music composers have fond notions of interactivity in their works, but this feature may
come at the expense of sustainability.
2.5 Rationale and Final Authority
Discussions of sustainability in repertoire inevitably bring
up the larger discussion of whether or not it is worth preserving a computer music work like classical music tries
to preserve Beethoven. Is sustainability really an obligation? Furthermore, who really “owns” the musical work
after the composer has passed away? The composer? The
performers? The listeners? The musicologists? The
teachers? Everyone seems to have a hand in what Beethoven is supposed to sound like. Who is going to say
what is the pristine and ideal version of a work and how
will that be achieved, since so many are involved in the
realization of Beethoven, many of whom claim authority?
Also to be considered is that some music is created for
the moment and not meant to be preserved for replicable
performances in the future (ephemeral music). It would
be foolish to attempt to resolve this issue within this paper considering the scope of the discussion, but nonetheless, it is a consideration that should inform any discussion about sustainability in computer music repertoire.
Like the discussion in the larger western art music field,
the aforementioned questions went unresolved among the
participants in the unsession. However, two points relating to obligations to sustainability in computer music
repertoire emerged: 1) the main reason we perform a
computer music work is because we like it, and 2) music
made only for the moment can coexist beautifully in performance spheres alongside music made for the longterm, and that music made for the moment is not necessarily considered second-class because sustainability is
not part of the intention of the composers and/or performers.

3. CONCLUSIONS
In an ideal setting, the discussion initiated at the UnConference UnSession on Computer Music Performance and
this article’s identification and elaboration of salient
themes and topics will contribute to the establishment of
performance and technical production practices, codify a
lexicon of terms and techniques, solve some current challenges like sustainability and notation, and promote computer music performance as a legitimate artistic and professional endeavor within the academic computer music
community, the broader mainstream classical community,
the underground experimental community, and the commercial music communities.

Perhaps at the very least, a regularly scheduled conference (or unconference) of computer music performers
could be established. If interest and resources are sustained, an academic society and journal that mirrors the
academic societies and journals that promote computer
music composition and research could be established as
well. Given the very collegial atmosphere of the unsession, many great ideas were introduced and discussed,
and if the unsession were any indicator, future forums
(formal format or unsession/unconference format) would
probably yield further progress and insight. Overall, the
unsession experience was very optimistic in outlook as
current challenges were addressed head-on, and demonstrated what Guy Garnett described about computer music in his 2001 article in the Computer Music Journal:
“interactive computer music takes the fullest advantage
of the ideas and technologies of today and unites them
with a vision of what they could be.” (Garnett 2001)
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ABSTRACT
In Zen practice, a koan is an enigmatic spiritual question
that doesn’t suppose a rational answer. Koan is also the
name of a solo violin piece composed by James Tenney
in 1971 that presents an endless melodic progression.
Koan is actually derived from the electronic piece For
Ann (rising) composed two years prior. This paper focuses on both pieces. It examines how this American composer drew his inspiration from both a Buddhist philosophical idea and from Shepard and Risset’s investigations in the field of auditory computer-generated illusions.

1. INTRODUCTION
1.1 What is a koan?
A koan (correctly written kōan) is a Buddhist term that
refers to enigmatic spiritual formulas in Zen practice. It
takes on the shape of a story, dialogue, statement or question aiming to test a student’s progress in Zen practice
[1]. Because it is paradoxical and strange in character, a
koan doesn’t call upon ordinary logic. Though appearing
intrinsically incomprehensible, it is actually an invitation
to meditation.
Koans are generally known as psychological tools that convey a philosophical message about the meaning of enlightenment. Some of the most prominent examples are questions such as ‘Does a dog have Buddha nature?’ and ‘What
is the sound of one hand clapping?’ [1]

In 1971, James Tenney (1934-2006) composed Koan, a
piece for solo violin. How does this singular piece drawing inspiration from the Buddhist idea? Does its richness
also reside in the processes stimulated by contemplation
of a paradox more than in the potential answer as in the
case of a koan question?
1.2 James Tenney
I’m interested in a form that as soon as you’ve heard a
couple of minutes of it, you get a pretty good idea of what
you’re going to hear later. So you can sit back and relax
and get inside the sound. [2]

Throughout his life, James Tenney developed a scientific approach through his musical pieces that systematically tend to explore cognition and perception phenome-
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na. 1 Like John Chowning or Jean-Claude Risset, Tenney
freely navigated between art and science, “applying his
engineering acuity and musical vision to some of philosophical insights he gained from his close association
with Cage (and Varèse)” [5].
In viewing music as an object of perception, rather than
a dramatic or narrative form, Tenney sought to reveal the
richness of perceptual processes. He built sound patterns
that epitomized his vision of music, avoiding drama and
promoting simplicity and clarity instead. For example, he
developed the concept of ergodic structure in which “any
given temporal ‘slice’ is equally likely to have the same
parametric or morphological statistical characteristics as
any other slice” [6]. Consequently, he often laid out all
the elements of a piece clearly at the start, allowing the
listener to contemplate the primary material and the way
it is treated.
In a sense, many of the pieces are monothematic in that
they systematically and exhaustively explore the ramifications of a particular sonic idea, using the various musical
parameters to directly re-enforce the perception of that
idea. [6]

Within the ideas that pervade and unite Tenney’s work,
koan is of importance. In this paper, we will solely focus
on Tenney’s tendency to explore endless progressions
that, through their strange and paradoxical appearance,
represent a particular type of sonic koan. Our main goal
is to describe some of Tenney’s pieces in order to understand how the koan, as a Buddhist idea, might be explored musically. We will begin with recalling the importance of Roger Shepard and Jean-Claude Risset’s
researches on computer-generated illusions during their
stay at Bell Laboratories in the 1960’s. We will show the
impact of their investigations upon the genesis of For
Ann (rising), which Tenney composed in 1969. This
disconcerting and minimalist piece, often considered as
an archetype of his aesthetic, is an endless uprising sound
pattern. We will then see how this effect, which was
developed in a technological context, was transposed into
one of his instrumental pieces entitled… Koan.

1
For a brief and synthetic overview of James Tenney’s work, refer to [3]
or [4].
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2. ENDLESS PROGRESSIONS

and form a continuous strange loop such that one could
climb them forever and never get any higher (and conversely).
Shepard synthesized twelve harmonic tones, each of
them constructed with ten spectral components in octave
relation. In such stimulus, tone chroma is perfectly clear
(the twelve sounds reflect the twelve chromatic pitches)
but tone height is ambiguous [11]. Thanks to the spectral
envelope shaped like a bell, the twelve tones form a
chromatic scale that seems to rise endlessly in pitch when
they are repeated (the thirteenth half tone fits the first
one).
In 1968, working on the music for the theatre piece Little Boy by Pierre Halet, Risset wished to create a version
of the scale where the tones glide continuously to illustrate the fall of the atomic bomb – called Little Boy – on
Hiroshima. The computer-generated single sound gliding
down endlessly was created [12].

2.1 Definition
Giving the sensation that a sound parameter is subject to
a never-ending process emphasizes its potentially infinite
aspect and generally heightens musical tension. For example, compositional tricks allow composers to produce
rhythmic patterns that appear to accelerate or decelerate
endlessly [7]. However, this type of “endless trompel’oreille” is most often explored melodically. For centuries composers have used the perceptual and musical
aspects of pitch circularity to produce such endless progressions [8].
In his remarkable and iconoclast essay on Gödel, Escher and Bach, Hofstadter underlines the magical power of
the strange loops that occur when, “by moving upwards
(or downwards) through the levels of some hierarchical
system, we unexpectedly find ourselves right back where
we started” [9]. To obtain such a loop you must play
parallel scales in several different octave ranges and independently control the weight of each voice. The bottom
octave is brought in as the top octave fades out. Thus,
when the span of one octave above would have been
reached you have in fact returned to the starting pitch.
These strange loops produce astonishing endlessly rising or falling melodic progressions. “Implicit in the concept of strange loops is the concept of infinity, since what
else is a loop but a way of representing an endless process in a finite way” [9]? In the 1960’s, thanks to the
Music-N family of computer music programs developed
within Bell laboratories, Roger Shepard and Jean-Claude
Risset achieved spectacular endless progressions based
upon strange loops.
2.2 Shepard and Risset’s endless illusions

2.3 Impact on Tenney’s music
Shepard and Risset’s illusions produce astonishing effects
that still stimulate the imagination of many composers.
Yet, Tenney was obviously the first one who wished to
create a similar effect in a different manner.
Tenney is known as one of the first composers to successfully make use of digital synthesis techniques developed by Max Mathews at Bell Labs where he worked
during the years 1961-1964. At the time, he was close to
Roger Shepard from whom he borrowed different ideas
such as multi-dimensional scaling (MDS) “which allows
a set of complex multi-variable differences between even
unrelated objects or concepts to be viewed in a simpler
space” [5]. Tenney was also interested in endless illusions, a phenomenon he explored in 1969 in For Ann
(rising).

3. FOR ANN (RISING) (1969)
3.1 Genesis

Figure 1. Penrose’ stairs with the seven diatonic pitches. © F.-X. Féron & K. Brunel-Lafargue [7].

Roger Shepard is a renowned experimental psychologist
who manages to create a sonorous equivalent of the Penrose’s stairs (Figure 1). Designed by Lionel Penrose and
his son Roger in 1958 [10], it is a two-dimensional depiction of a staircase in which the stairs make four 90° turns
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For Ann (rising) is an electronic piece originally recorded
on magnetic tape in which the resulting global sound
seems to continuously rise along an eternal spiral. The
effect in this typical ergodic piece is very close to the
infinite scale and the infinite glissando that Shepard and
Risset generated via computer. For Ann (Rising) – which
was elaborated in December 1969 – went through several
versions but the main idea remained the same: tones
superimposed upon themselves to create an endless rising
progression.
In the first attempt, Tenney recorded himself on the piano playing a descending chromatic scale with the tonal
pedal down: by playing it backwards, he obtained a rising
chromatic scale with erased attacks but result was not
what he wished: “That was a mess and it was noisy, and
it wasn’t smooth enough” [2]. The second attempt was
using a Lafayette oscillator but the setting needed to be
switched in order to work on different frequency areas.
So, Tenney had “to record the glissando in two segments
and then splice them together and try to make something
that was smooth” [2]. Though he was satisfied with the
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glissando thus obtained, when it was superimposed upon
itself there was “turmoil going on in the mid-region, in
the middle frequency area” [2]. He then asked Risset to
generate a single slow glissando via computer, which he
superimposed with tape techniques. Due to a tiny imprecision, “the harmonic character of the set of pitches was
slightly different at the end than it was at the beginning”
[2]. He finally asked Tom Erbe to generate the piece in a
single process according to his specifications. Later, Erbe
produced the piece digitally using Barry Vercoe’s
CSound composition and synthesis language. Our analysis is based on this ultimate version featured on the CD
Selected works: 1961-1969 [13].
3.2 Analysis
The material and process Tenney used in For Ann (Rising) are quite minimalist since the piece is simply the
superimposition of a unique glissando upon itself for
approximately twelve minutes. Erbe gives some technical
details [14] that we can partially verify using spectrographic representations (Figure 2).

for the 4 mid octaves, and drops from 1.0 to 0.0 for the
top two octaves of each sweep. A new sweep starts every
2.8 seconds. This timing was chosen in sort that each new
glissando form a minor sixth from the next.
For Ann (rising) is a breathtaking piece that challenges
auditory perception. “The listener’s attention is constantly shifting, both between various bands of the spectrum
and the various levels of his own perception” [6]. Tenney
does not concern himself with releasing tension (an important characteristic in Western music) but in For Ann
(rising), the tension grows more and more obvious as a
result of the endlessly rising progression.
For Ann (rising) is a type of sonic koan as the endlessly
rising global sound is perceived by the listener as a paradox to be untangled. In Zen practice, reminds Polansky, a
koan takes the shape of a question whose answer is less
important than the processes stimulated by the contemplation of the apparent paradox [6]. Listening to this
piece produces a similar effect: we often try to follow an
isolated glissando but fail because of the continual overlapping. We can wonder, like Philip Corner [15], how
many voices can be heard at any time and how many
voices there are. Thanks to spectral analysis, we see that
at any given point after the extinction of the first glissando, there are systematically around 13 simultaneous glissandi. The listener is invited to travel inside this complex
spectrum, focusing on different frequency ranges, skipping from one glissando to another, and discovering that
it is impossible to detect their extinction.
3.3 Instrumental orchestration
In 1971 Tenney undertook an orchestration entitled For
12 Strings (rising) and scored for 2 double basses, 3 cellos, 3 violas and 4 violins. This piece represents not only
an instrumental rendering of an electroacoustic source,
but also an explicit orchestration of an evolving spectrum. According to Wannamaker, it is an early example
of spectral music.
In this work each instrument executes an ostinato consisting of an upwards glissade, but the instrumental parts are
carefully dovetailed in both pitch and dynamic to give the
impression of a collection of overlapping tones smoothly
rising more than five octaves from F1 to A6 and separated
by intervals of a tempered minor sixth. The audible effect
of the piece cannot be reliably assessed, since it has never
been performed. [16]

Figure 2. For Ann (rising), spectrogram [0 –
14 000 Hz] of the entire piece (top image) and the first
90 seconds (lower image). FFT analyses were done with
Audiosculpt software (Hanning window type, 4096
samples). If we had chosen a logarithmic frequency
scale, we would have seen a succession of straight lines
instead of the curved lines above.

According to Erbe, the piece consists of 240 sine wave
sweeps, each of which lasts 33.6 seconds long and rises 8
octaves (4.2 seconds per octave) 2. Thanks to a fade in /
fade out, respectively at the beginning and at the end of
each glissando, they enter and leave imperceptibly. Each
sweep has a trapezoidal amplitude envelope which rises
from 0.0 to 1.0 gain in the first two octaves, stays at 1.0
2

Spectral analysis of the recording shows that the glissando actually
rises from around 25 Hz to 14 300 Hz over 37,8 seconds (and not 33,6):
which is the equivalent of a 9-octave sweep.
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For Ann (rising) also served later as a model in ‘Array
(a’rising)’, the second movement of Glissade (1982) for
viola, cello, double bass and tape. However, our main
focus is on Koan (1971), a solo piece for violin in which
Tenney carries out another very interesting instrumental
variant of the Shepard-tone phenomenon.
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4. KOAN (1971)
4.1 The postal pieces
Between 1965 and 1971, Tenney composed a series of
ten Postal Pieces (also referred to as Postcard pieces or
Scorecards) dedicated to his friends. Most of them were
written in 1971, which is the year they were actually
printed. The Postal Pieces share a phenomenological
orientation with the use of simple gradual formal processes. They all involve a very high degree of predictability and the original idea determines systematically the
micro and macro form [4]. The audience is invited to
focus on the process and to enter into the sound in order
to note unsuspected details and meditate on the overall
forms3.
The postal pieces deal with fundamental ideas such as
intonation, swell and meditative perceptual states. Tenney
himself and others sometimes seem to refer to all of them
as musical koans, although only one is thus called [6].
Koan for solo violin was written August 16th 1971 and
dedicated to the violinist and composer Malcom Goldstein, one of the co-founders, in 1963, with Tenney and
Corner, of the new-music group Tone Roads Chamber
Ensemble.
4.2 Score analysis
It is easy to memorize Koan’s score (Figure 3) but the
piece requires new efforts from the interpret, as well as
the listener, who cannot relate it to any previous musical
experiences.

Figure 3. James Tenney, Koan (1971) for violin. ©
Sonic Art Editions. Used by permission of Smith Publications, USA.

The primary material in Koan is a double-stop tremolo
that rises very slowly. Only one note of the tremolo is
perpetually rising thanks to a very slow glissando while
the other is maintained. At the beginning (bar 1), the
tremolo is a perfect fifth G3-D4 played on G and D open
strings. The low note (on G string) then gradually shifts
until it reaches D4 and consequently forms a unison
tremolo (bar 2). Ascension carries on until a new perfect
fifth A4-D4 that is once again played on G and D strings,
and then on A and D strings (bar 3). The same process
can be reiterated on this new couple of strings, passing
3

Such compositional preoccupations are shared by another singular
composer: Giacinto Scelsi who is, by the way, also considered as a
pioneer of spectral music.
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from A4 unison (bar 4) until it reaches again the perfect
fifth A4-E5 (bar 5). After switching strings, in order to
play it on A and E strings, the interpret repeats the same
process one last time, leading to B5-E5 perfect fifth (bar
7). To give the illusion of a perpetually rising motion,
Tenney pursues the ascension (until the octave E6-E5)
but combines it with a general fade out and timbre transition: while decreasing intensity, interpret has to “gradually move toward bridge, until nothing but noise is heard”.
The score can be summed up with the following simple
chart (Figure 4).

Figure 4. Schematic representation of Koan (1971) for violin. Bar numbers are indicated at the bottom. The four horizontal light grey lines indicate pitches of the violin’s open
strings.

4.3 Auditory impression
As the composition process offers no mystery as to how it
will unfold, the ear is directed towards the constituent
sounds themselves. Behind its simplicity, Koan is the
gateway to an oneiric sonorous world full of unnoted and
ambiguous things that happen along the way such as
beats, combination tones, stream segregation…

Figure 5. Koan, spectrogram [0 – 5 000 Hz] of Marc
Sabat’s recording [17]. This FFT analysis was done
with Audiosculpt software (Hanning window type, 8192
samples).

Firstly, despite being in presence of a sequence of successive tones, continuous and smooth sounds sometimes
emerge, acting as pedal points. There are reinforced spectral components shared by the two tones constituting the
tremolo. For example, at the beginning (tremolo G3-D4),
the pitch D5 forms a halo of sound: this continuous halo
is the result of the regular succession of G3 third harmonic and D4 second harmonic. The harmonics intersect at
different moments (Figure 5) and invariably produce
either complex beats, which continuously change the
inside of the sound.
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Secondly, do the static and moving notes in the tremolo
integrate into one or two streams? Bregman has underlined the impact of tempo and frequency differences in
stream segregation [17]. In Koan, the “fairly slow” tempo
is not well defined in terms of beats per minute but Tenney indicated that the violinist had to play 8 or 10 notepairs per bow. Listening to Sabat’s recording, we can
clearly hear the alternation of the two tones: at the beginning, there is according to me only one stream, but I
gradually experience two streams of sound, following the
slow and gradual shifting of the moving note. When the
interval approaches the tone, I once again experience one
stream: the tremolo becomes a trill.
Thirdly, is the tremolo constituted by the repetition of
an ascendant or descendant interval? Each note-pair generates a clear pulsation. At different moments, pair-notes
form ascendant or descendant intervals that lead to confusion with the invariably uprising global progression. In
the first part (bar 1-2), the beat is on the rising note. Consequently, the interval is first ascendant (bar 1), then
descendant (bar 2) since the moving note has risen above
the static note. In the second part (bars 3-4), the beat is
meant to be on the static note (A4). Consequently, the
interval is first descendant (bar 3), then ascendant (bar 4).
The process is similar in third and fourth parts.
Contrary to For Ann (Rising) and auditory illusions that
Shepard and Risset generated via computer, there is, here,
no strange loop but only a tremolo blended with a static
note played on a open string and a slow rising note. The
composer aims to suggest an endless uprising melodic
progression using two interlacing voices. It tends to remind us of the double ostinato on the left hand in Ligeti’s
Passacaglia ungherese (1978) for harpsichord. In both
cases, infinity is just suggested by “slowing down” the
melodic progression thanks to compositional tricks.
Finally, Koan is also challenging in terms of performance: because of the incessant repetition of a tremolo
during an extended period, it is physically difficult to
continue playing without tensing up. In zen practice, a
Koan is used as a personal training device between the
master and his students. In Tenney’s eponymous piece,
this training dimension is present but, as Polansky wonders, who is the teacher and who is the student [6]?

only in For 12 strings (rising) but also in Koan for solo
violin, before declining it in later pieces such as Glissade
(1982), Two Koans and a Canon (1982) and Koan (1984)
for string quartet. Like koans in Zen-practice, endless
progressions invite the listener into a state of meditation
and self-questioning. How can a sound pattern rise (or
fall) endlessly in pitch? Is it a normal or paradoxical
effect? Which musical processes allow for the production
of such auditory effects?
Endless progressions are not the only musical processes
that might be considered as sonic koans. This idea became of importance in Tenney’s aesthetic at the end of
1960s. According to the composer himself, For Ann (rising) represents an authentic watershed: “Everything before that I think of as a kind of different world. Everything after that is where I still am now”, he confided to
Donnacha Dennehy in 2006 [2]. Thus, this minimalist
piece might never have existed had Tenney not worked in
the field of computer music at Bell Labs in contact with
Shepard and Risset. Their common interest in phenomena
such as endless progression, as shown in For Ann (rising)
and other instrumental pieces discussed above, is an engaging example of digital echos.
For Ann (rising), Postal pieces and other works composed from the late 1960s, tend to explore a single process and the performer is required to enter into it “at a
microscopic level and meticulously articulate its fine
details” [3]. These pieces often appear as sonic meditations, bringing the listener to a direct confrontation with
sound itself and making him aware of specificities of
auditory perception.
Tenney likes to set a process in motion and let its aural
manifestations be a kind of meditative fabric, as in the music of Pauline Oliveros, LaMonte Young and others. His
processes/Questions are often rather complex in their formulation – usually outgrowths of the tireless investigation
of deeper, perhaps “simpler’’ musical and perceptual problems. [6]
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in order to create a space favorable to the emergence of
creativity in art.
The need for creativity, originality, authenticity, also
guided Xenakis in his study of the relationship between
music, technology and the sciences. This relationship
developed from a philosophical consideration of a reality
that connects a historical past with modern scientific
thought.

ABSTRACT
Nowadays it is common for creativity to be linked to
technological advancement and there is a widely held
impression that new ideas and concepts emerge daily as
a result of technology. However, technology and even
science and progress are often criticized leading towards
a tendency for simplification and more human and natural consideration of reality.
This issue is much discussed in music and one of the
field’s most representative figures is Iannis Xenakis. His
work with technology is well known and widely studied;
and allowed him to create a number of highly original
and creative artistic compositions. However, he was always aware of the danger of being "trapped by tools". So
let us begin by looking at how, and to what purpose Xenakis used technology.
In his work we encounter his desire to justify the world
through philosophy. His philosophical considerations
touched on different domains and proved extremely fertile in his music, such as, for example, the interpenetration of determinism and indeterminism, or of inference
and revelation.
This paper endeavors to highlight certain aspects of his
creative process, beginning with his technological realizations and philosophical considerations that touch his
music and other work and his relationship with a philosophy of technology.

2. XENAKIS AND TECHNOLOGY

1. INTRODUCTION
"It seems to me that the moment has come to attempt to penetrate more profoundly and at the same
time more globally into the essence of music to
find the forces subjacent to technology, scientific
thought, and music."
Iannis Xenakis [1]

Xenakis’ artistic output cannot even partially be understood without regard for his stance on fundamental questions concerning music such as: What is the essence of
music? What is creativity in music? How should technology be used? How can we introduce the "new" in
music? Xenakis addressed such philosophical questions
Copyright: © 2014 Kostas Paparrigopoulos et al. This is an open-access
article dis- tributed under the terms of the Creative Commons Attribution
License 3.0 Unported, which permits unrestricted use, distribution, and
reproduction in any medium, provided the original author and source are
credited.
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One of the areas in which Xenakis' creativity manifested
was the cutting-edge technology of his time. His experience with technology began in Greece while studying
civil engineering at National Technical University of
Athens. His study continued in the ateliers of Le Corbusier and the use of reinforced concrete in architecture
(Couvent de la Tourette, Philips Pavilion...).
In relation to music, Xenakis employed electronic
technology quite early. He would talk about investigations he had been making since the early 1950s, applying
the Fibonacci numbers over sound duration, with the
help of a tape recorder he had acquired [2, 30]. However,
the decisive moment came in 1954, when he was accepted in the studios of Pierre Schaffer and had access to the
latest cutting-edge electronic equipment of the day on
which he could experiment and apply his musical ideas
through technology.
Analog electronic technology allowed him to create
Musique Concrète electroacoustic works such as Diamorphoses or Concret PH. It also gave him the opportunity to apply granular sound synthesis for the first time
in Analogiques B [3] using tape-splicing techniques.
Computerized digital electronic technology aided in
the calculation of stochastic parameters, a timeconsuming task that had originally been done by hand
and which he used to create works of instrumental music
such as the series of ST/.
Later, in the 1970s, the possibilities offered by the development of computer technology permitted him to
experiment in the transfer from visual to aural reality
through the UPIC (Unité Polyagogique Informatique de
CEMAMu). This was a concept that he had initially realized on paper for his first official work, Metastaseis in
1953-54. The UPIC not only allowed for calculation of
the parameters of the transfer, but it could also directly
produce sounds. With the UPIC Xenakis composed
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believed two of the pre-Socratic philosophies to be "the
high points of this period: the Pythagorean concept of
numbers and the Parmenidean dialectics - both unique
expressions of the same preoccupation [the search for
reason]". [7, 202]
The Pythagorean thesis proposes that all things in nature are numbers, a theory which Xenakis points out is
developed from the study of musical intervals. According to Aristoxenos the Pythagoreans "used music to
cleanse the soul", "to obtain the orphic catharsis" and
thus to avoid reincarnation. However, Xenakis was not
so much interested in the mysticism of Pythagoreans as
in the fact that:"[...] all intellectual activity, including the
arts, is actually immersed in the world of numbers (I am
omitting the few backward-looking or obscurantist
movements). We are not far from the day when genetics,
thanks to the geometric and combinatorial structure of
DNA, will be able to metamorphise the Wheel of Birth
at will, as we wish it, and as preconceived by Pythagoras. ...[It will be] the very force of the "theory", of the
question, which is the essence of human action, and
whose most striking expression is Pythagorism. We are
all Pythagoreans." [7, 202]
The second important philosopher for Xenakis was
Parmenides, to whom he dedicated the piece Eonta.
Parmenides introduced the dialectic, "discovered the
principle of the excluded middle and logical tautology"
and got "to the heart of the question of change by denying it, in contrast to Herakleitos". [8, 73] Xenakis emphasized Parmenides’ reasonable method (excluded
middle) to prove the non-existence of the non-Being.
We could suppose that the Being of Parmenides, which
is "one, motionless, filling the universe, without birth
and indestructible" [8, 73], resembles what Xenakis was
searching for via axiomatic and formalization: a total
explanation of music that covers the past, the present and
the future, an explanation beyond the concepts of time
and space, eternal and universal. However Xenakis does
not allow us to reach this conclusion. He drew a parallel
between the non-Being and the absolute indeterminate
that, logically, would not be supposed to exist, for the
same reason that non-Being also does not exist. Would
that mean that indeterminism is the only truth? Xenakis
says: "We know, moreover, that if an element of chance
enters a deterministic construction all is undone... pure
chance and pure determinism are only two facets of one
entity...". [7, 204-205]
There is another essential reason for Xenakis to reject
absolute determinism, that being the search for freedom.
The freedom that Xenakis was searching for, beyond the
"heroic", anti-Nazi period of his youth, was an inner
freedom. [9] However, we accept the concept of pure
determinism, we meet the negation of human free will.
Xenakis says: "For if all is logically ordered in the universe, consequently as well as in our bodies, which are
products of it, then our will is subject to this logic and
our freedom is nil". [7, 205] At this juncture he found an
advocate of freedom in Epicure.

works like Mycenae A, or Voyage Absolu des Unari vers
Andromède.
The GENDYN (Génération Dynamique) program followed later in the 1990s. Here, he implemented a new
kind of sound synthesis which had been conceptualized
much earlier in the 1960s before the technology existed
to support it. The idea of Dynamic Stochastic Synthesis,
as it was called, was to move away from reliance on manipulation of sinusoidal waveforms or Fourier analysis
and to control the creation and the variation of the original waveform by stochastic means. [4, 109-115] Moreover, the GENDYN program could create the entire work,
from the micro-composition (sound synthesis) to macrocomposition (composition in the strict sense). [5, 164]
Technology was also used by Xenakis in the field of
visual creation (Philips Pavilion, Polytopes, Diatope) in
a fusion of architecture, light and sound. There are additional records of his projects that were never realized
such as creating an artificial aurora borealis in temperate
regions of the globe, or a "laser show on the heights of
Paris, accompanied by music played by warning sirens",
or "a network of laser beams to be reflected by artificial
satellites", even "joining the earth and the moon by filaments of light". [4, 5]
However, Xenakis' relationship to technology was a
part of an overall general interest in sciences and was not
limited to their applications. Thus, we find a wide scientific-technological area of Xenakis' interests that can be
seen not only in his electroacoustic works but in his instrumental works too; in their conception, realization and
the use of certain sonorities. [6]
Let us turn now to some questions that arise from this
relationship: Why and how did Xenakis connect music to
science and technology? Why was the need for a philosophical music base so important for him? Why was it
essential for Xenakis to have not only a philosophy of
music, but also a philosophy that included music, technology and science?

3. XENAKIS ON MUSIC PHILOSOPHY
"I was saying that all the work I have done over the
years is a sort of mosaic of hierarchical coherencies. At the hierarchy's summit I'd place philosophy. Philosophy, but in what sense? In the sense of
the philosophical impulse which pushes us toward
truth, revelation, research, general quest. interrogation, and harsh systematic criticism, not only in
specialized fields but in all possible domains."
Iannis Xenakis [4, 7-8]

In his article "Vers une philosophie de la musique" (Towards a Philosophy of Music), in 1966, Xenakis presented his point of view through a historical framework. He
began by weaving an encomium to Ionian naturalist philosophers, who introduced reason and the significance of
question (ἔλεγχος) "in spite of religions and powerful
mystiques" like Orphism, "early forms of reasoning", [7,
201] that tried to escape the Wheel of Birth and reincarnation via ecstasy, purifications and sacraments. Xenakis
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Epicure introduced the concept of indeterminism with
the theory of deviation, (ekklisis, Lat. clinamen)1, giving
"an axiomatic and cosmogonical foundation to the proposition of man's free will". Xenakis quotes from Lucretius, "in the straight fall that transports the atoms across
the void, ... at an undetermined moment the atoms deviate ever so slightly from the vertical ... but the deviation
is so slight, the least possible, that we could not conceive
of even seemingly oblique movements". [7, 206] This
deviation causes collisions between atoms, and so, the
cosmogony begins! Moreover, by introducing chance as
a key constituent of nature, Epicure also releases the
human from fatalism and gives, as Xenakis says, "an
axiomatic and cosmogonical foundation to the proposition of man's free will". [7, 205] Xenakis writes: "Epicure thus based the structure of the universe on determinism (the inexorable and parallel fall of atoms) and, at
the same time, on indeterminism (ekklisis). [...] No one
but Epicure had ever thought of utilizing chance as a
principle or as a type of behavior". [7, 206]
Making a huge jump in the time, Xenakis reaches the
17th century. Pascal and Fermat tried "to determine"
chance giving birth to the Theory of Probabilities in
1654. Later, in 1713, Bernoulli, in his book Ars Conjectandi (Art of Conjecturing), spoke about the Law of
Large Numbers, which "removes the uncertainty with
the help of the time (or the space)." [8, 79] He introduced the term stochastic: as long as the number of samples that we have at our disposal grows, the probabilities
converge to a value, to a target (stochos).
Through axiomatization and probabilities, the music of
Xenakis creates a space of interactions between determinism and indeterminism, between Parmenides and
Epicure, "[...] between two age-old poles, which are unified by modern science and philosophy: determinism and
fatality on the one hand, and free will and unconditioned
choice on the other. Between the two poles actual everyday life goes on, partly fatalistic, partly modifiable, with
the whole gamut of interpenetrations and interpretations". [7, 178]
Following this philosophical narrative, Xenakis draws
the link with music composition addressing the following two questions:
"1. What consequence does the awareness of the Pythagorean-Parmenidean field have for musical composition?
2. In what ways?"
To which he answered:
"1. Reflection on that which is leads us directly to the
reconstruction, as much as possible ex nihilo, of the ideas basic to musical composition, and above all to the
rejection of every idea that does not undergo the inquiry
(ἔλεγχος, δίζησις).
2. This reconstruction will be prompted by modern axiomatic methods." [7, 207]
In his first answer Xenakis proposes "reflection" and
"inquiry"; i.e. the scientific method for an ex nihilo ("as
1

much as possible") reconstruction of musical composition. In his second answer he suggests a method based
on modern mathematics.
In defending his thesis at the Sorbonne in 1976, he returns to the question of "reflection" and "inquiry", writing about two modes of activity: "inferential" and "experimental". However, what is interesting, is that he also
includes a third mode, which is proper to art: "revelation". He writes: "But in addition to these two modes inferential and experimental - art exists in a third mode,
one of immediate revelation, which is neither inferential
nor experimental. The revelation of beauty occurs immediately, directly, to someone ignorant of art as well as
to the connoisseur. This is the strength of art and, so it
seems, its superiority over the sciences. Art, while living
the two dimensions of inference and experimentation,
possesses this third and most mysterious dimension
which permits art objects to escape any aesthetic science
while still enjoying the caresses of inference and experimentation". [4, 4]
Art’s superiority over science gives it the role of "universal guide", as he explains later in the same text: "[...]
the artist, and consequently art, must be simultaneously
rational (inferential), technical (experimental) and talented (revelatory): three indispensable and coordinated
modes which shun fatal failures, given the dimensions of
these projects and the great risk of error. This greater
complexity of the fundamental system of the three
modes which govern art leads to the conclusion that art
is richer and vaster and must necessarily initiate condensations and coagulations of intelligence; therefore, serve
as a universal guide to the other sciences". [4, 5-6]
For Xenakis, the alloy of science and art, their mutual
interpenetration, is at the same time the alloy of inference (and experiment) and revelation. "Yes, revelation is
absolutely indispensable", he says, "it is one of man's
crutches. He has two crutches: revelation and inference.
And in the artistic realm, both are valid. In the scientific
domain, there is one which takes precedence over the
other, and that is inference". [4, 33]
Inference and revelation, which for Xenakis have nothing to do with mysticism, are the two modes of knowing
that he tries to interrelate in music creation. Thus, we
arrive at the question: How can Xenakis' philosophical
considerations in music be inserted in a philosophy of
technology?

4. PHILOSOPHY, TECHNOLOGY,
CREATIVITY
"Ultimately, all the experiences that I have delivered
over the past years led me to the conviction that the future of music lies in the advancement of modern technology."
I. Xenakis [10]

The philosophy of technology is a field of investigation
that particularly concerns our culture in the early 21st
century though we encounter philosophical investigations into technology long ago in Plato's Timaeus, and

After Lucretius, De rerum natura.
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actual performance of the musicians; in fact, it is through
him that the members of the orchestra affect each other's
interpretation; for each of them he is the real, inspiring
form of the group's existence as group; he is the central
focus of interpretation of all of them in relation to each
other. This is how man functions as permanent inventor
and coordinator of the machines around him. He is
among the machines that work with him". [12, 4]
In matters of art, Simondon uses the word "technoaesthetic", first used in a letter to Derrida [13], to determine a new aesthetic in relation to technology, and he
often makes references to Xenakis and Le Corbusier as
artist-technicians. He finds this "techno-aesthetic" in Le
Corbusier," [...] with his preference for the incomplete:
respect the materials - avoid roughcasting." Even when
he uses cement roughcasting, "that was no longer done
with the trowel, whose entelechy is an optically smooth
surface. It's a projection that was done with a cement
canon, covering the walls with a kind of cresting on
which the light can play. In this way, one achieves interference between art and nature". [13]
As in Le Corbusier, Simondon finds in Xenakis an aesthetic of the "brut", of the "raw". In Xenakis' Terretektorh, he notices the aesthetic of an archaic-primitive
sonic reality (generated by instruments of primitive
technology) organized by mathematical formalisation
(stochastic distribution of sound sources in space). "[...]
the piece of Xenakis [Terretektorh] is [...] a work that
incorporates very primitive sounds and noises produced
by instruments easy to build, existing for thousands of
years; one could say that there are raw sounds as well as
musical sounds; this work includes the effects of a
"wild" sound material, incorporated to a so complete
formalization that determines, during execution, the displacements of the localizable sound source in the mass
of performers, as part of aesthetic perception." [14, 181]
Xenakis shares the same intention for aesthetic perception through sound spatialization, either in an instrumental piece like Terretektorh, or in an electroacoustic piece,
e.g. Bohor. Xenakis' aesthetic defies the media; electronic technology is just another possible area to engage intelligence and creativity, "to express human intelligence
by sonic means". [7, 178] However, he insists on the
"untalented" use of technology. He writes about the introduction of computers in music composition: "The
danger is great of letting oneself be trapped by the tools
and of becoming stuck in the sands of a technology that
has come like an intruder into the relatively calm waters
of thought in instrumental music. For we already have a
long list of attempts at composition by the computer. But
what is the musical quality of these attempts? It has to be
acknowledged that the results from the point of view of
aesthetics are meager and that the hope of an extraordinary aesthetic success based on extraordinary technology
is a cruel deceit". [1]
Francis Bayer, in his book De Shönberg à Cage, is also
skeptic about the blind confidence in technology. Making a comparison between Xenakis' intention to "correct"
the computer output and Pierre Bardaud's wish for "no

Aristotle's Physics with regards to techne (τέχνη - art, or
craft) as an imitation of nature. In late Renaissance,
Francis Bacon published New Atlantis (1627), depicting
a utopia that harmoniously embraced, technology and
natural philosophy in the service of human society. In
the 20th century Martin Heidegger in his famous 1955
lecture on "The Question of Technology" [11] argued
that technology produces not only technological objects,
but also a different way of knowing; "technology is a
way of uncovering", he claimed. [11, 13]
At this point I would like to turn to the ideas of Gilbert
Simondon that clearly reflect the climate of the era in
which Xenakis began to shape and develop his relationship with technology. Simondon was a contemporary of
Xenakis involved in the philosophy of technology at the
end of 1950s though his writings have only recently
drawn attention. In 1958 Simondon published his essay
Du mode d'existence des objets techniques (On the Mode
of Existence of Technical Objects), in which he argues
against technophobia. He writes in the introduction to his
book: "We should like to show that culture fails to take
into account that in technical reality there is a human
reality, and that, if it is fully to play its role, culture must
come to terms with technical entities as part of its body
of knowledge and values". [12, 1] Simondon endeavored
to develop a new relationship between man and machine,
society and technology. His ideas support reevaluation
and emancipation of the technical object and its reinsertion into society. As he writes: "The opposition established between the cultural and the technical and between man and machine is wrong and has no foundation.
What underlies it is mere ignorance or resentment. It
uses a mask of facile humanism to blind us to a reality
that is full of human striving and rich in natural forces.
This reality is the world of technical objects, the mediators between man and nature". [12, 1]
According to Simondon, technology creates technical
objects, from simple utilities to complex machines, as
mediators between man and nature, and man has to be
the organizer and interpreter at the same time; a stance
that agrees with Xenakis' intention of human control
over machines. Simondon writes: "A purely automatic
machine completely closed in on itself in a predetermined operation could only give summary results. The
machine with superior technicality is an open machine,
and the ensemble of open machine, assumes man as
permanent organizer and as a living interpreter of the
inter-relationships of machines". [12, 4] However, according to Simondon, organizer doesn't mean a sort of
"dictator", but more a kind of "coordinator" similar to an
orchestra conductor. He explains in the same text: "Far
from being the supervisor of a squad of slaves, man is
the permanent organizer of a society of technical objects
which need him as much as musicians in an orchestra
need a conductor. The conductor can direct his musicians only because, like them, and with a similar intensity, he can interpret the piece of music performed; he
determines the tempo of their performance, but as he
does so his interpretative decisions are affected by the
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intervention" on the sound result of a mathematic algorithm, he writes: "The total subordination of music to
mathematics, the attempt to exclude the composer's creative activity and to replace it by the automatic operation
of a mechanical process, the renunciation of the work [of
art] in favor of the program and the desired aesthetic
neutrality of the produced resulting sound, all these
power-ideas of algorithmic music combined, don't they
ultimately lead to an elimination of art?" [15, 108]
Xenakis prefers to keep a distance from computer's resulting output, and to "filter" it through his subjective
free will: "When I used programs to produce music like
ST/4, ST/10 or ST48, the output sometimes lacked interest. So, I had to change, I reserved that freedom for myself". [2, 201] Freedom is a means to reach originality,
which is maybe one of the main aims of Xenakis' research effort. "The idea of originality is inherent in the
question of freedom", he says; "The value of art, of the
artistic offer of a person, a nation, a people, a civilization, depends on originality - this fundamental freedom".
[16, 120]
Xenakis was strongly original and creative in both his
musical and theoretical works. For Xenakis, creativity
was a part of human nature: "To start with creativity
(that is a word which is very much used but is sometimes
meaningless) in the following sense: that it is something
different from what existed before, that you did something which is new, be it in music, be it in politics, be it
in cosmogony, whatever, whenever. And, if, for instance,
the newness is distant enough from the past, then it's a
great jump that might not be understood or appreciated
by lots of people. [...] I think there is a part of the
movement of creativity that is unfortunately, our destiny:
to do things that are interesting and different, whatever
you do." [17]
For Xenakis, creativity was an inescapable condition;
"unfortunately", he said it is a part of human destiny, a
human need for a "supreme hope". With regard to this
purpose, he refers to Heidegger: "As Heidegger says, the
artist, the thinker, the human being all have the pressing
need for a supreme hope: to be able to invent and create,
not just discover or unveil". [18, 136] Where does this
creativity emerge from? Out of nothing! Ex-nihilo, declares Xenakis. "Create would be for him [man] to do
something original in other words bearing no similarity
or resemblance to anything seen before. Bringing into
being something out of nothing. Engendering the unengendered". [18, 107] In other Xenakian terms, "One must
always cultivate a new approach. One must always be an
immigrant. In everything". [19, 123]

Epicure, inference and revelation, axiomatization and
probabilities, science and art and so forth.
His contribution to dialogues concerning music and
technology was a rich and fruitful one that constantly
examined the relationship between man and machine.
Xenakis regarded technology as potentially beneficial to
music, but with a risk of becoming sterile under the
wrong circumstances. The need for innovation and originality in art is a need for creativity, and technology may
help enlarge the field of investigations and open up the
doors to hidden aspects of reality, but on the other hand,
the need for artistic creativity is a human need, and has
to be approached though human subjective criteria too.
Nevertheless, for Xenakis, the stochos, the aim of artistic
research, with or without technology, should always remain the "fundamental function" of art, of music: "[...] to
draw towards a total exaltation in which the individual
mingles, losing his consciousness in a truth immediate,
rare, enormous, and perfect". [7, 1]
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ABSTRACT
Earle Brown’s December 1952 is a score characterised by
the use of 31 abstract graphical elements. Brown later reimagined it as a Calderesque orrery in which “elements
would actually physically be moving in front of the pianist” [1]. Although there are many more recent examples of graphic, open and animated scores, for the purposes of this practice-led research the simplicity and grace
of Brown’s score makes it a pragmatic choice as it is significantly easier to follow the “translations” being applied.
This composition involves research into the construction of
a software system allowing multiple automatic ‘variations’
of the piece, live and in real-time, using common practice
notations.
Each variation is created by mapping a uniquely generated version of Brown’s original score according to a series of settings - the size and shape of the elements, the
‘route’ taken through the score: right to left, top to bottom
or vice versa, etc. In its current form there is no interaction
between performer and score.
The notation provided, although detailed, is intended to
be used as a foundation for performance rather than as precise instructions. In this way the project also helps explore
the nature or intuition and improvisation through technology and notation.

1. INTRODUCTION
Music performed live has been considered highly visual
by many: musical instruments are physical, visual entities;
references to and metaphors of music and musical instruments are commonly used in visual and graphic arts, for
instance Paul Klee’s 1932 abstract painting Polyphony.
Music scores are themselves intriguing graphically (or
intriguingly graphic) and many practitioners, for instance
Erik Satie and Wassily Kandinsky, have exploited this. There
has also been a strong tradition since the 1950s of composers including significant graphic elements in their scores.
In the case of a work such as Cornelius Cardew’s Treatise
these have become paramount.
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Figure 1. Earle Brown December 1952, excerpt from FOLIO (1952/53) and 4 SYSTEMS (1954), H 306mm x W
419 mm, 1961 by Associated Music Publishers, Image
courtesy The Earle Brown Music Foundation
2. DECEMBER 1952 - COMPOSING AND
IMPROVISING
As one of the most quoted works of the twentieth-century,
I do not intend discuss the compositional or performance
history of December 1952 here. David Ryan, John Yaffé
and Amy Beal have provided elegant and comprehensive
accounts elsewhere [2, 3, 4].
Many years ago I witnessed a performance of December 1952 (see Figure 1) arranged for a group of about ten
musicians. ‘Traditional’ physical parts had been prepared
for each instrumentalist by presenting the original score to
a grid; each rectangle was then translated into a note or
chord and transcribed onto standard manuscript paper.
Evidently, a lot of effort had gone into the creation of
the hand-written score, but if that process was so important, why hadn’t Brown undertaken this work himself (for
an indeterminate number of players)? Practically, the transcription was necessary in order to coordinate a number
of individual parts, but isn’t the lack of coordination between multiple instruments a part of the score, if it is interpreted in that way? According to Brown, he used this
notation to help him ‘improvise’ on paper. It was a part
of his search for “a new notation...an attempt at correlating
my own conception with an extremely rapid way of ‘composing’, which was, I have said, almost like improvising
myself” [1].
This will resonate with many other composers (including
the author): the effort of notating can itself interfere with
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the process of composing. While composing with technology does not immediately help with this - it slows down the
process for many - once a satisfactory computer aided system has been constructed (composed?), improvising using
other media such as physical movement or drawing can be
a very effective compositional method. More traditional
paper-based systems are often used in this way - quickly
drawn sketches outline complex imaginings, preparing the
way for the real work of getting the dots right.
In another statement by Brown, he felt that in a possible
physical version of December 1952 “there would be a possibility of the performer playing very spontaneously, but
still very closely connected to the physical movement of
these objects” [1], revealing what would appear to be an
ambivalence for the territory between improvisation and
composition.
3. AUTOMATIC NOTATION
Although T.R. Green in his HCI focused analysis of notations has described music notation as principally a graphic
notation it also includes many non-graphic elements enabling effective manipulation on an algorithmic level (the
general MIDI format is an example of this) [5].
This division between the graphic and the semiotic is
reflected in another dichotomy in music: between ‘signal’ and ‘music’ processing, succinctly observed by Carola
Boehm [6]. While the author’s own primary compositional
inspiration lies in patterns of and relationships between the
discrete packets of information called ‘notes’, the problems and advantages of electroacoustic signs and sounds
are equally fascinating, if different. There is now more research than ever into the development of software tools for
the understanding, analysing and representation of electroacoustic music. For example, see Patton [7], Blackburn
[8, 9], Couprie’s EAnalysis [10] and Clarke and Manning’s
Tools for Interactive Aural Analysis [11].
Conversely, since Brown’s experiments in the 1950s there
has been significant interest in graphic and, when technology has allowed, interactive scores. This use of technology
has in some cases enabled a fuller understanding of the nature of notation [12].
3.1 Other Automatic Notators

interactions through real-time notation developed for others to use, but presented with particular compositions as
examples.
Animated notation is another related area, about which
Ryan Ross Smith has established an interesting collection
of work [19]. Although the practice of animated notation
includes a variety of methods which do not include the live
generation of material, as new software is developed it is
clear that the latter will play an increasingly important role.
Collins [20] provides an overview of algorithmic and generative composition without music notation, but Michael
Edwards’ Slippery Chicken [21] is a computer aided composition (CAC) system featuring the ability to generate sophisticated common practice notation based scores.
Didkovsky and Hajdu [22], Hajdu et al. [23], Agostini
and Ghisi [24] describe systems which include methods for
defining and projecting notation live. MaxScore/JSML and
the Bach Project use live notation as a part of more general
CAC systems rather than as dedicated live notators.
3.2 Why Compose Automatically?
Bearing in mind that it is in most cases appreciably more
time-consuming to construct methods for composing rather
than just composing, what are the reasons for pursuing this
activity? Analysing what composers and commentators
have said about why algorithmic processes have been used
reveals divergent practices.
3.2.1 Algorithms as control
Complementing the introduction to the subject (see section
3.1), Collins elsewhere suggests creativity, understanding
and a certain type of control as a prime motivator: “to cite
Gregory Chaitin, computer programs are frozen thought;
they stand as beautiful (human), artistic, creative, intellectual objects. Algorithmic music is compositional design at a meta-level, human creativity in musical representations, examination of particular rule sets in a space
of multiple music theories, with the composerdesignermusician becoming a composer-pilot through musical modelling space. Composers model composition itself, and
such systems give us valuable insight into the relations of
music theory, musical design and aural instantiation” [25].
3.2.2 Algorithms as external agents

Dominique Fober, the developer of INSCORE, provides an
account of other automatic notators [13] alongside descriptions of the abilities of those pieces of software to generate
convincing and flexible common practice notation alongside text, graphics and other forms of image manipulation.
This complements Harris Wulfson’s 2007 and Jason Freeman’s 2010 papers introducing automatic and real-time notators [14, 15]. Fober also places INSCORE among other
current and historical paradigms of score generation such
as Guido and Music XML. Quantum Canticorum, a composition by the author uses physical movement to influence
music notation as well as audio and so the ability to format
this notation live is of central importance [16].
In terms of tools for live notation, related work includes
eScore [17, 18]: a system exploring composer/performer
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In contrast, another reason often given is that algorithmic
processes reveal variations, details and perspectives that
wouldn’t have been considered using conscious methods.
The British composer Harrison Birtwistle, an early adopter
of these techniques, has been particularly prominent in this
amongst notation based composers [26]. In electronic music generated in real-time the process can happen each time
the music is rendered, arguably providing a level of ‘interpretation’ not usually available (and often not desirable) in
fixed-media pieces.
3.2.3 Algorithms as a part of composition
David Cope has discussed his perhaps unsurprising view
that the act of composition is by definition algorithmic:
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“Every composition is a finite sequence of steps. It is logical, then, to assume that...the act of composing is as an
algorithmic process. Algorithms emerge...as the most appropriate tool for the creation and study of music” [27], and
elsewhere: “I do not believe that one can compose without
using at least some algorithms.” [28]
3.3 Why Notate Automatically?
3.3.1 Synchronisation and improvisation
In compositions by the author where the movement of dancers
is acquired and the data used [29, 16, 30], live notation is
crucial in order to ensure synchronisation of both tempo
and frequency/pitch between the generated audio, notation
(and therefore instrumental performance) and the dancer’s
movements directly influencing the algorithmic processes.
As an aside, these methods also allow non-experts (such
as children) to express themselves through movement and
hear the result in real-time - this is very much enhanced if
it happens in real-time.
Figure 4. The ‘graphic’ of Variation 8
3.3.2 Mapping and translation
One of the key hypotheses of this work is that it is possible
to ‘translate’ expressive gestures from the graphic domain
into the musical domain and that any such translation will
enhance the musical experience. To the extent that music notation is already a graphical language this shouldn’t
be too great a cognitive leap. The idea of mapping and
translation has been increasingly (and justifiably) criticised
over recent years [31, 32], but these need not be one-to-one
mappings or ‘mickey mousing’ and may involved many-tomany or mappings between ambiguously related functions.
3.3.3 Auditioning
While not reliant on real-time generation of notation, implementing methods of synchronous audition of generated
material enables immediate testing of compositional decisions involving algorithms. This is more akin to practices
in electroacoustic or acousmatic music where it is normal
to be able to hear versions of the music as it is composed.
3.4 Live Notation and Improvisation
This research includes investigation of the middle-ground
between composition and tool or instrument and it is therefore important that there is sufficient time during rehearsals
to discuss, implement and practice these translations with
performers. A hypothesis is that the use of live notation
performed at the moment of creation by a human musician
(in addition to algorithmically generated audio triggered
and modulated by the same movements) will gain an advantage through utilisation of the musician’s training enabling levels of expression, tonal quality, interaction and
feedback unobtainable in other ways.
The relationship that exists between compositions which
use these methods and improvisation also needs investigation. Figures 2 and 3 (also see Figure 4) show contrasting
phrases which have been generated live during rehearsal or
performance. The instrumentalist, in this case a pianist, is
presented with very specific pitches and durations to play.
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These are crucial to the identity of the music: two ‘types’
are deliberately contrasted with each other for aesthetic
purposes. In each case, the tessitura is informed by the
vertical position of the particular graphic.
These phrases are purely ephemeral. They are generated
and then a few moments later deleted or replaced. While
both instrumentalist and composer are aware of the type
of material that is likely to occur, any detail remains unknown. While the instrumentalist is encouraged to follow
the score as closely as possible, there can be no wrong or
right notes. The process lies somewhere between performance and improvisation: a position that may take a little
time for some performers to become fully familiar with,
but not one that is fundamentally problematic (the reactions of performers to some of these phenomena are described elsewhere [29]: after an initial period of adjustment, most performers are enthusiastic about the possibilities of this type of performance). Unlike some other examples of cross-domain mapping, the techniques used in
these compositions rely on the performing expertise of the
instrumentalist to take advantage of the live notation. Performers who are most used to contemporary music practice
with limited rehearsal time will be best placed to work with
the system.
These processes and a performer’s reactions to them reveal differences and similarities between improvisation and
performing-composing with notation. The results might be
considered a particular balance between improvisation and
composition, or ‘comprovisation’ as has been suggested by
Sandeep Bhagwati [33].
4. TECHNICAL ENVIRONMENT
Algorithmic processes are constructed within sclang, the
language part of the SuperCollider (SC) audio environment
[34, 35]. The algorithms generate time and pitch values
which are then sent to either the SCsynth or, via OSC (im-
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Figure 2. A rendering of the opening of December Variations

Figure 3. A rendering of Variation 8
.
plemented as an SC class by the author), to the programme
INSCORE [13] which is able to generate a variety of notations, including standard music notation. While, for both
technical and musical reasons I am currently concentrating
on the latter, I am involved in collaborative projects using
generative graphics and original, algorithmically generated
text. (As an aid to the composition and rehearsal processes,
it is technically possible, if not musically desirable, to use
a ‘synthesised’ player instead of a human musician.)
5. THE GENERATIVE PROCESS

Having declared the dimensions of all elements, a number
of functions are used to manipulate, reinvent, interpret and
playback the data.
The following section describes the main variables currently available to generate the theme and its variations.
As will be noted, these were implemented progressively in
order to generate the type of piece that is now the result; it
will be interesting to test the same processes on different
graphic inputs - in particular possibly dynamic ones.
5.1 rNum

All musical material is derived from analysis of the original Earle Brown score. The graphic elements used here
were reproduced with a graphics programme and the measurements stored - this process will be automated in future.
This object, for instance:
dec[0] = [ 15.1694, 1.0583, 0, 45.8611, 26.8111 ]
is 15.1694 units wide, 1.0583 units tall, has a rotation of
zero degrees, is 45.8611 units from the left-hand side of
the page and 26.8111 units from the top of the page. Each
element is defined in this way 1 enabling easy re-ordering.
By default, the score is read from left to right and top to
bottom, but it is very simple to reverse either or both of
these presets. It would be quite straightforward to construct generative readings which ‘wander’ through the picture (as suggested by Nicolas Collins [36]), but this would
make any relationship to the original score quite impenetrable and so less practical while the composition is still in
development.
1 These are relative measurements only. The data are scaled between
SuperCollider, INScore and the relevant computer screen; the scale of the
original image is less relevant.

- 118 -

A global control, rNum determines the level of randomisation required in a given variation (see Figure 4). This rather
crude determinant will be specified in increasing detail in
subsequent developments.
On generation, a 2d array is created comprising the relevant notes (see section 5.6) and a duration. For illustration
here is one such member out of the original 31:
[ [ 59, 64, 67 ], 0.5 ]
5.2 ˜tempo and ˜rel
˜tempo is used to determine the actual playback duration
of this item. The associated control ˜rel is used to determine the release time of a given event.
5.3 ˜rubato and ˜quantise
Rubato (˜rubato and rubatoOffset) are used to colour
synthesised playback for auditioning. Quantisation (˜quantise)
controls notational granularity. Rhythm, particularly when
using tuplets algorithmically, can be difficult to notate, especially when dealing with this prima vista material.
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5.4 startStop

of something more concrete (although Brown rather spoils
this a moment later by saying that he was “not really ...all
that interested in constructing it”!) Brown’s schemes are
far from impossible to implement in either software or hardware (although each has different implications) and one of
the main future directions for this research points toward
the implementation of Brown’s vision in software. This is
a graphic exercise, but the thought of implementing a notated version is compelling.
This challenge carries with it more intriguing problems,
such as ensuring that notation remains usable through the
animated process: schemes which uses opacity as an expressive quality such as that described by David Kim-Boyle
[37] may be useful here.
There is often a tension in systems such as these: are
they compositions in themselves or tools for composition.
This is a difficulty that David Cope has faced when discussing the lineage of his works generated using ‘Emmy’
[28]. Above, I have considered the system described as a
form of composition, where the controls are chosen in order to create what is intended to be a rounded, satisfying
creation according to my own creative criteria. Another issue to monitor here, then, is how well the ‘system’ might
adapt to other graphics.
Finally, and possibly most importantly, this work has been
encouraged by two Brown experts, David Ryan and John
Yaffé, a personal friend of Brown. Each feels that Brown
would have approved of these practice-led experiments because they were using creative methods appropriate to their
time [38].

Most variations use all graphic elements in a single variation, but in some cases contrasting textures were used.
startStop enables the ability to choose where a passage should begin and end. It is described in terms of the
sequence of graphic elements (in this piece, 0-30 is the full
range). ˜newDecember specifies whether a new ‘page’
of notation begins (true) or not. This is the case in variation 4, where the first and last 15 elements are defined in
highly contrasting ways.
5.5 lohi
lohi determines the pitch range of a given variation. This
is given in MIDI values, for instance: [50, 90].
5.6 chordHeight
chordHeight, for instance [1, 6], will scale the relevant
dimension of an object (from within its own appropriate
range) to a value in this case between 1 and 6. This value
represents the number of notes generated in the chord.
5.7 chordIntervals and intervalWeighting
chordIntervals determines the range of intervals permitted in the entity while intervalWeighting prescribes the likelihood of these intervals being chosen.
5.8 Performing
The above outlines the level of ‘interpretation’ currently
available in the composition. Each variation is a function
with its own set of global and local variables and arguments. In order to provide control over the tempo and timing of each variation, the performer must evaluate a function on the computer before playing each variation. This is
achieved by evaluating a single line of code in SuperCollider (pressing the enter key or equivalent) - this could also
be achieved via foot-switch, etc.
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ABSTRACT
In 2012 Michael Edwards introduced his open-source composition system, Slippery Chicken (sc). Since then I have
been working with the software, experimenting with the
possibilities and limits of its output and identifying its constants and mutations. In this paper I will analyse some of
the different compositional methodologies that sc offers,
tracing its digital fingerprint and examining its persistent
presence through degrees of composer and performer interpretation. I will include a discussion of the broad spectrum of opportunities for the parallel generation of ideas
and maintenance of each user’s compositional voice, not
only through choice of input material but flexibility of output formats from the software.
Summarising some current thought on Computer Aided
and Algorithmic composition I will attempt to unpick some
of sc’s design mechanisms, with particular attention to the
relationship between form and process of composition when using the software. I will then examine case studies
from my compositions with specific reference to degrees
of interpretation. Firstly, I will present my experiences using the software in a first degree approach, which represents unmediated algorithms. Following this I will look at
hybrid mediation, second degree usage. In this case study
sc is still directly present through sound file organisation
in a fixed-media part, however the notated score is created
through aural interpretation of the fixed-media. Finally I
will outline the compositional methodology in a third degree, fully mediated composition in which I place myself
directly in front of the information flow between algorithm
and score, meaning no digital (only a perceptual) trace of
the software can be found.

1. INTRODUCTION
Slippery Chicken (sc) is “a new open-source algorithmic
composition system, which enables a top-down approach
to musical composition” [1]. Michael Edwards, its creator, describes it as an initially specialised composition
software, that has gradually morphed into a more general
set of tools. sc was initially created to enable Edwards’
own compositions, and much of the musical thinking found

in its fabric embodies traits common to his own compositional voice. In his words “it offers a structured method as
opposed to a composition software library” [1], however
its open source nature means users are free to extract and
augment any number of its functions, much like a library.
This flexibility means user methodologies can vary greatly,
and presents an interesting tool for examining the presence
of each software developer’s inbuilt musical preferences
combined with user intervention.
Since its release, sc has been my principal tool for composition. In my time using the software it has been a primary concern that I maintain my own compositional voice,
not only experimenting with input varieties (harmonic palettes, rhythmic character, recursive transitions and so on)
but stretching the output formats that sc lends itself to. Edwards himself aligns his user of sc as “firmly in the algorithmic camp” [1] (in terms of Munro’s [2] definition).
As a user that often mediates algorithm and concrete output I associate my own practice of composition with sc
alongside Ander’s and Miranda’s description of computeraided-compostion “where composers manually shape certain aspects of the resulting music” [3]. Therefore, to avoid
conflicting terminology I will refer to Christopher Ariza’s
hybrid expression, Computer Aided Algorithmic Composition (CAAC), which he employs to increase specificity
to the often separated definitions of Algorithmic and Computer Aided composition [4]. This will allow me to circumvent any confusion between the two terms, however
useful a distinction may be.

1.1 Slippery Chicken in summary
Detailing the idiosyncrasies of composition software is no
easy task. Ariza [4] offers some useful descriptors to understand elements of functionality found in CAAC software, and it is useful to offer a short summary of sc with
these qualifications in mind. sc is an open non real-time
process model that features an intuitive text (LISP) -based
language interface. It offers a wide variety of options for
material input and a largely open formatted output, it is
ostensibly a “plural idiom affinity...[it] allows the production of multiple musical styles, genres, or forms.” [4], and
features full extensibility to the user with some LISP programming skills.

Copyright: c 2014 Jessica Aslan et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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When unravelling the effect of differing input and output
material and interior processing, the idea of a plural affinity becomes more complex. Though sc is extensible and
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fairly open, its mechanisms are rooted in Edwards’ compositional thinking - particularly when it comes to large-scale
form. So though sc doesn’t restrict the user to a singular
approach, some of the inner operations for configuring a
complete musical work are sonically quite distinct. Even
with an attempt at simple affinity attribution, it is easy to
see how definitions identifying traits in CAAC software are
hard to secure.

1.2 Process and Form
Unpicking the software contribution to musical form is also tricky, particularly considering the contribution of context to musical perception [4]. In sc, user defined input
and output are reasonably open, the material itself being
the choice of the user, with the shape that it takes (pitch
and rhythm sequence palettes, set maps) being determined.
Please find more information in the online manual [5].The
character of sc, latent within parts of the code more hidden from user view, manifests through processing on input material, the final combination consisting of initial user
defined units that are processed within a fixed set of constraints.
The nature of sc’s top down approach characterises its
output as globally as well as locally organised, with large
scale structures created directly through the recombination of pitch and rhythm sequence palettes, with crucial
attention paid to transition between sections (see [1] for
a detailed description of some transitional features). Because of this sc ostensibly avoids Nick Collins’ observation of much algorithmic composition software as “stuck
in a static moment form, able to abruptly jump between
composed sections but unable to demonstrate much real
dramatic direction” [6]. In fact, the musical forms that sc
creates are perhaps one of the most defining properties of
the software. A great deal of attention is given to transitioning through subsequent sections often calling on natural processes (L systems, fibonacci transitions) in contribution to the coherence of long term forms.
Practitioners acknowledge varying levels of coherence between form and process - some placing more distance between technical means and artistic output than others. Authors writing on CAAC often use phrases like “piloting the
vessel” [7] or employ descriptions of software as “a bicycle, offering mobility to a composer” [3]. These metaphors
invoke an analogy of A to B, with the software as an aide
to transportation to a final aesthetic object distinct from the
means that took it there. For Koenig [8], however, form
determines process and process determines form. Thoresen, elaborating on form in more general terms describes
it as “The study of how identifiable smaller parts would
integrate into greater wholes” [9], this integration, the mechanical processes acting on the smaller parts also making
up the form itself.
Nicholas Cook takes care to highlight how intertwined
material is with the formal proportions of a work:
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Thus, though compositions can certainly create the effect of being well or badly proportioned, this has to do with the qualitative as
well as the quantitative aspects of the music;
and this is why, when a piece’s proportions
are faulty, putting it right is likely to involve
modifying its content rather than simply cutting out a few measures here or adding an extra beat or two there. [10]
The point he raises is that there are processes that are temporally appropriate to given material. The idea of a piece of
music being well proportioned relies not only on abstract
schema, but the natural transformation that its smaller elements lend themselves to. He takes this idea further by
describing form as “defined by the listener’s intentions”,
meaning that though internal schema may exist they may
have little bearing on the perceived form of the final aesthetic object, not unlike Ariza’s reference to context as crucial to the perception of form. In other words user material
(input and output) has as much influence on the perceived
form as the organising processes. Therefore by establishing modes of composer mediation in the process of composition, we can begin to examine formal elements of the
work that are strongly influenced by input/output and those
that rest more heavily on the software’s internal schema.

1.3 Degrees of Interpretation
In order to understand my user influence on the final aesthetic objects, I am classifying my case studies into degrees of interpretation (DOIs), indicators of composer mediation related to the output format of sc. First degree
interpretation indicates unmediated output, the algorithm
remains untouched post generation for interpretation by a
performer. Second degree indicates hybrid mediation - I
have manipulated some aspect of the output before performance. Finally, third degree interpretation indicating
complete user mediation of the output format - there is
no digital trace. These simple distinctions shed light on
the flexibility of sc as a compositional tool but also bear
witness to its influence on structural organisation. A documentation of the user experience will show areas of the
software’s flexibility but also musical qualities that can potentially persist through any degree of user mediation.
By presenting a user assessment of the software, rather
than a developer’s explanation I hope to illuminate previously undocumented aspects of the software and shed light
on the means of “aesthetic integration” [8] in CAAC. With
this in mind I will begin to assess the relationship between
my own subjective decisions and those made by the fabric
of the algorithm in order to track the musical traces of sc.
Through varying Degrees of Interpretation, I’m aiming to
clarify levels of mediation that existed in the act of creating
each case study in order to evaluate sc’s contribution to my
compositional process.
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2. FIRST DEGREE INTERPRETATION
I will examine first degree interpretation with two movements Labyrinths, for string quartet and computer, which
I created in collaboration with the ISON quartet. Each of
the movements draw from separate short stories by Jorge
Luis Borges and explore some of the narratorial themes
and mathematical paradoxes that he presented. I’ll look
at the first two movements, The Garden of Forking Paths
(TGOFP) and The Circular Ruins and unfold each compositional process with reference to my mediation of sc
output.
2.1 The Garden of Forking Paths
I created TGOFP through a LISP coded wraparound technique focussing on the multiplication of intervals, with the
navigation of the subsequent tonnetz a nod to the literary
representation of the infinite found in Borges’ story. Here
I frame the musical material - creating a function that facilitates the generation of sc friendly information. 1

the material completely. I often use spectromorphological
analysis as a way to contribute to my understanding of formal coupling in mixed works, and these sound shapes are
also a useful method of viewing ensemble material. I used
my harmonic wraparound function to generate a new tonnetz (arbitrarily navigated in a circular fashion), and created a very simple rhythmic palette. The emphasis here
was the textural change of the ensemble body rather than
any particular rhythmic interest (the movement has no time
signature).
The interest in this movement is in the timbre and dynamics of the notes, the texture of the ensemble. To harness
Smalley’s sound shapes I used sc’s lilypond graphical notation and added 26 sound shapes as potential articulation.
Crucially, I assigned potential parameter changes to these
shapes, developing an overall algorithm for the position of
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Figure 1. Tonnetz navigation. The harmonic progression
infinitely forks to the left.
The harmonic wraparound is the only deviation from a)
sc’s own code and b) usage as described in the extensive
online tutorials and manual, and I did not interpret the output other than in the forms automatically produced so I
am ascribing TGOFP as a first order sc composition. The
material as it is played can be generated through a single compilation and I do not mediate the material . The
sc algorithms specifically generated not only the temporal
structure, but carried out the orchestration, and completely
assigned all the associated rhythms and harmonies. I have
not attempted to bend the output format in any way.
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Figure 2. A sound shape and its algorithmically notated
representation

2.2 The Circular Ruins
The Circular Ruins, named after Borges’ depiction of the
phenomenon of the simulacrum, was formed using a different approach. The idea of the simulacrum and the environmental depiction within the story is important to the
fabric of the material - I wanted to evoke an ever shifting
instrumental texture through simple material and flexible
sound shapes that consistently shift in terms of onset, continent and termination. The realtime electronics become
the mirror of the instruments, before eventually engulfing
1 The harmonic material is pushed through a dense rhythmic palette,
using the software’s Rhythm Chains method. No post generation editing
was carried out.
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Creating both of these works I took advantage of the extensibility of sc, an even extracted some of its internal functions to create my own compositional add ons. However,
with both these first degree compositions some of the musical qualities found in its functions, particularly the Rhythm
Chains and L-system transitioning through harmonic progressions are clearly identifiable in the works (musical examples will be presented). I classify both these works as
unmediated because though the software may have been
altered, the output is accepted without any further editing
and the core of the software’s mechanism remains intact.
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3. SECOND DEGREE INTERPRETATION

4.1 Cantor Dust

Contrasted with my relatively simple approach to generating material in Labyrinths, Mechanica for violin - Emma
Lloyd - and computer, weaves a more complex web. This
piece features hybrid mediation, a fixed-media part was
produced by sc and the instrumental material was formed
through composer intervention - a transcription of notes
from within the fixed-media part. I am attributing Mechanica as second degree intervention.

I began by recording the tune (see figure 3) on the piano
and processing it. Again, much of the grain of the work
comes from this initial step of recording and freezing certain acoustic attributes. As the title indicates, self similarity is the central focus, with particular emphasis placed on
parameterised DSPs.

3.1 Mechanica
Explaining the methodology in this work requires a side
step from algorithm to authorship. Mechanica began through
extraction of recorded samples from seeds of material that
I gave Emma, which she then played in an array of unique
timbres. This initial step was what gave the piece its clarity and overall character, something that the subsequent algorithm was built to emphasise. This collaborative process complicates the developer/user relationship further input material is created by a musician and frozen in time
through recording. The quality and grain of the work then
has relied on the performer, and the resultant aesthetic object is therefore dependent on a third individual. However,
as this paper is concerned with post-generation mediation,
I won’t focus further on this aspect.
Once divided and categorised, our samples became the
fuel for a fixed-media piece consisting of seven parallel
computer parts, consisting of different (though similar) material and made from seven different Rhythm chains. The
data was exported to Common Lisp Music (CLM), an output format fully incorporated into sc. Again the foundation
of this work is through the software’s Rhythm Chains algorithm, the rhythmic tendencies perhaps similar to those of
TGOFP, but masked through duplication. This work explores self similarity, the seven slippery chickens all use
the same rhythmic information but are called at different
speeds, in a canon.
The fixed-media alone is first order - after input of material the piece can be compiled in a single sweep. The
instrumental part, however was created through my intervention. From the seven consecutive threads I transcribed
a single melodic line - the instrumental part, which Emma
plays live alongside the fixed-media. Though the structure
of the work and the rhythmic qualities all arise through the
algorithm, the instrumental part was borne of my ear, my
compositional intervention. The output format is no longer
intact and therefore the work is second order, as some algorithmic trace is present, but the piece also relied on output
mediation.

4. THIRD DEGREE INTERPRETATION
The final piece that I will examine is Cantor Dust for string
orchestra. This piece uses sc’s L-systems algorithm to digitally augment a traditional Bulgarian folk tune.
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Figure 3. Original folk tune
Cantor Dust is another example of sc functionality in conjunction with CLM. To create a multi layered fixed-media
part from this fragment I processed eighteen different streams of the same recording, each assigned 6 separate DSP
parameters: low-pass filter frequency, high-pass filter frequency, transposition, duration, start position in file. These
streams began at different frequencies, and progressed through the L-system at different rates. What resulted was a
dense cloud of static sound, a fixed piece formed through
the layers of evolving musical strands.
Here I interpreted the algorithm through audio transcription. I divided the piece into instruments and notated in
detail each prominent frequency and its trajectory through
the piece. As the melody was linearly processed, each had
a fairly logical direction and as such the fixed-media has
a persistent character. This gave me the skeleton of the
piece, which I then metamorphosised into a slightly more
familiar harmonic form whilst maintaining voice leading
and simplified rhythmic relationships.
In performance there is no element of the work implemented through algorithm that I have not actively transformed and reconfigured in some way, therefore it is third
order, akin to Essl’s notion of an “inspiration machine”
[11]. The quality of the software processes most embedded
into the final work is the evolving nature of the different
musical lines, in particular the pacing and temporal organisation. However, the work is filtered through my ear, my
choices made with a very personal background and musical training. What endures is the global architecture, which
seems to be highly consistent between each DOI.

5. CONCLUSION
“If one focuses on transitions between mo-ments
perhaps the global organisation - the form also begins to make sense.” [6]
Through separating my work patterns into DOIs I have
in some way illustrated a level of distinction between the
contribution of input (material) and mechanism (process)
reflected in different compositional methods. The nature
of sc means that in some sense the composer is also the
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primary listener, and thus able to assess focal points and
able to shape the form in a more audibly concrete (rather
than abstract) way.
The input and output formats of Cantor Dust, Mechanica and TGOFP are very different. However they are both
largely grammatically organised by the Rhyth-m Chains
method. The material they both consist of is unrelated,
but the rhythmic tendencies on a micro level are arguably
parallel, representing some consistency in compositional
method - Edwards’ own compositional disposition appearing. L-syste-ms and fibonacci sequences are transitioning
functions that Ed-wards has developed extensively, and can
be used to structure a work with ease. Regarding larger
scale form, the pieces are also comparable in the fact that
each exhibits the constant transitional evolution of the material, rather than jumping from moment to moment. This
makes sense - the form arises from the context of the material, and the material’s suitability in its context. Rhythm
Chains is a consistent process and inevitably will leave
some formal traces of its identity through its process.
The above analyses do indicate a general consistency encouraged by my use of sc regardless of input or output,
which is its ability to macrostructure a work with logical musical coherence. This is clear when listening to the
pieces - each demonstrating evolution of longer musical
lines from small input fragments. Though each work entailed differing amounts of mediation, in each the top down
structure of sc encourages compositional thought towards
extended musical lines. The suitability of input material
and consequent output format are largely responsible for
the final pieces, the impact of innately programmed (in this
case transition) functions in sc shapes the users’ choice of
input material - illustrating a continuous feedback loop between software and user. The level of composer mediation
of course effects the final aesthetic product, but there are
some elements of software that remain musically present
even when there is no digital trace of the algorithm.

[4] C. Ariza, “Navigating the landscape of computer-aided
algorithmic composition systems: A definition, seven
descriptors, and a lexicon of systems and research.”
San Francisco: International Computer Music Association, 2005.
[5] M. Edwards. (2014) Slippery chicken manual. [Online]. Available: http://michael-edwards.org/sc/index.
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This paper represents the beginning of what will be a long
process of navigation through this rich and powerful musical resource. Assessing future compositions on these terms
will help me to understand, develop and share compositional methods, creating a a platform for communication
regarding composer intervention in CAAC.
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ABSTRACT
This paper assesses current trends in diffusion performance practice. It aims to identify the most important
stages of development in diffusion and its related fields,
and how historical events have continued to influence
modern diffusion practice. The main focus is on advancements in spatialisation techniques and the way they
helped catalyze new movements in diffusion. A split in
two schools of thought within diffusion is recognized and
each of these is discussed. The paper also looks at the
way both stems of diffusion have more recently, embraced the design of custom interfaces focusing on the
ways they aim to increase spatial expressivity in performance. Three main areas of diffusion interface design are
discussed in depth and examples from each category are
given.

1. INTRODUCTION
The spatial nature of music has always been present, but
has often been placed without as much importance as
other aspects of music. Sound diffusion is one field that
has placed a greater importance on using space in the
concert hall as an expressive parameter of performance.
Diffusion systems have undergone several periods of
development over time, but always with a desire to
heighten the electro–acoustic musicians engagement with
space in their pieces. This development has, at various
times, been focused around all aspects of diffusion, from
the algorithms driving the spatial field, to the design and
layout of speaker orchestras, and the varying interfaces
used by performers.
This paper provides an overview of significant developments throughout diffusions history and assesses their
impact and influence on current trends in the performance
practice. After this introduction, it presents a discussion
of diffusions early history. The third section looks at advancements in spatialisation algorithms and their affect
on the field. There is a focus on expanding the presence
Copyright: © 2014 First author et al. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.
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of the speaker orchestra, and effects and techniques implemented for new systems. The result of these advances
has caused the field to branch off into two diverging
paths, the fourth section discusses the similarities and
differences between these two paths and how they have
each undergone their own advances. Finally, the paper
gives an account of one of the most prominent current
trends in diffusion practice, that of developing new performance interfaces. A wide range of new interfaces and
systems are discussed with a focus on the ways they are
attempting to increase expressivity and gestural interactions in diffusion performance.

2. EARLY HISTORY
In 1951 Schaefer and Henry presented potentiometer de
space. They were able to perform a piece of precomposed electroacoustic music by dynamically spatializing the sounds through a tetrahedral speaker array.
They used a custom built interface to control the gain of
each speaker and thus the spatial field [1]. From this
point on French schools of acoustmatic music placed a
strong emphasis on expressive spatialisation in both studio and performance techniques.
Spatialisation concerts became a common occurrence in
acoustmatic concerts across Europe and the United Kingdom. Many prominent institutions invested in large-scale
speaker orchestras throughout the 1970s and 1980s. Some
of the most notable examples include the GRM Acousmonium [2], the Institut de Musique Electroacoustique de
Bourges (IMEB)’s Gmebaphone [3], and the University
of Birmingham’s BEAST [4]. The early orchestras consisted of a relatively small number of speakers, for example in 1973 The Gmebaphone featured around 20 speakers, mostly made up of pairs of speakers each pair with
unique characteristics, therefore coloring the sounds
played through them in an individual way. It was this
differing coloration and the physical spatial positioning
of speakers both on stage and throughout the concert hall
that the diffusion artist used to manipulate and interpret
the space in their piece.
Speaker orchestras were often capable of travelling and
therefore were set up in many different concert spaces.
The ability to adapt to a new space was an integral part of
their success given that at this point in time the diffusion
artist’s main aesthetic was based around a live interpretation of their piece in the concert space [5].
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3. ALGORITHM ADVANCEMENT

4. RECENT TRENDS IN DIFFUSION

In all of the systems so far discussed the performers aesthetic decisions are based around expressively manipulating the way sound is dispersed through a room. The routing of the particular system greatly influenced the potential for creating dynamic trajectories in space. The most
common routing set up for early systems was to have
pairs of speakers separated left/right but equally spaced
throughout the room. This is an intuitive set up as the vast
majority of pieces played on the speaker orchestras are
composed in stereo. Therefore they already hold the
left/right spread data intrinsically.
The increasing sophistication of spatial rendering algorithms has greatly influenced diffusion performance.
With the increasing accuracy of perceived localization in
stereo sound, some composers began to experience and
desire the creation of phantom source positions in their
compositions. This increase began with research into the
psycho-acoustics of human hearing that lead to more accurate pan-pot laws for stereo panning [6]. Further increases came in the 1990s with developments in Vector
Base Amplitude Panning [7], Wave Field Synthesis and
Higher Order Ambisonics. Whilst a thorough explanation
of advanced spatialisation algorithms is beyond the scope
of this paper, it is important to note that all of these techniques rely heavily on very specific, equidistant speaker
arrays. Both VBAP and ambisonics are only accurate in a
pantophonic ring, with a minimum of eight speakers.
Phantom source creation gains accuracy and perceptibility as the number of speakers used increases. Thus to use
these techniques in diffusion concerts the configuration
of the concert hall would need to be optimized.
Technological advancements meant composers could
now think about spatialisation in their pieces in a very
different way, and engage in a new wave of spatial aesthetics. Tools for control and rendering of these techniques found their way into the Digital Audio Workstations (DAW’s) that composers use in the studio. The
most common forms of spatialisation tools allowed the
composer to drag a virtual representation of a sounding
object and place it within a depiction of the speaker array.
This technique proved intuitive for new users and clearly
afforded composers with the expressive capabilities they
desired, as this user interface is still highly prominent in
DAW’s GUI (graphical user interface) design today.
In the studio composers have as much time as they
need to place sounds exactly where they want and trace
out specific trajectories with the mouse on the screen.
However in performance, all motions need to be achievable in real time. As spatialisation algorithms became
more sophisticated composers were able to think about
where they wanted to place sounds discretely within the
space rather than just the way they were dispersed. In
light of this, from the late 1990s onwards we are able to
recognize a significant split in the paradigm of diffusion
practice. The results of which will be discussed in the
following section.

In the 90s we started to see a change in the way some
composers where approaching spatialisation in their pieces both in the studio and in performance. Previously, in
diffusion concerts the composers intent was to use the
speakers acoustic qualities and placement within the concert hall to color their compositions [5], [8]. The aesthetical engagement was with the overall perception of the
piece in the environment, rather than the placing of a specific sounding object in a discrete location (90 degrees
left of the sweet spot for example). In this approach the
audience perception to the composers intention is very
much a function of their position within the space. As
these concerts tended to take place in a similar configuration of that shown in Figure 1, that is, the performer positioned in the sweet spot and the audience seated generally
behind the performer with little to no view of the performer. This gives the audience a very different perspective of the spatial field than that of the composer.

Figure 1. Traditional Diffusion Concert Setting

The authors have identified a significant divergence of
two separate branches in diffusion performance. The first,
room-based diffusion, holds the ideals of the spatial interpretation of the piece but has undergone significant
advancement in technologies and techniques used. The
second, phantom source positioning diffusion, embraces
advanced spatialisation algorithms with the goal of creating dynamic spatial fields. This second branch is currently undergoing rapid development with many research
institutes across the globe devoting time and resources
into the control of source positions in performance, and
gestural interactions between the performer and the
space.
There are common trends in development between the
two branches, and many systems make attempts to blend
them. For example, both branches of diffusion have
shown a strong desire to increase the complexity of potential spatial trajectories. This is often implemented with
an emphasis on behavioral functions exhibited by particle
systems, such is the case in [9], [10], amongst others.
Both branches have also exhibited a strong interest in the
development of 3D and spherical sound fields.
There are also many areas of development that differ
between the two branches. Source positioning diffusion
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has begun to place a greater importance on the performance interface used in concerts, and focus development
on advancing interfaces for intuitive spatial control. This
affords an ability to make complex trajectories be gesturally and intuitively performed in real time. Whereas in
room based diffusion, the development has being focused
more on software and PC based GUI designs rather than
physical interfaces. Each of these branches, and significant examples from them, will be discussed in the following subsections.
4.1 Room Based Diffusion
The original ideas of coloration and live interpretation
developed with travelling speaker orchestras had a lasting
impression on the spatial performance field. This branch
of diffusion is still the most common. Both the BEAST
and Gmebaphone systems are still in use and continuing
to evolve today. In the late 1990s the later had a name
change to the Cybernephone to reflect the ability for netwroked performance as will be discussed shortly. There
have being a number of areas within the speaker orchestras that have experienced much development over time.
The BEAST system now regularly features over 100
speakers that can be configured in many different ways.
As the power of the modern PC advanced, systems were
capable of more complex audio processing. One of the
most significant advancements to speaker orchestras has
being the inclusion of advanced software tools for the
programming of autonomous spatial trajectories, and
complex spatial distribution patterns. Birmingham has
released BEASTmulch the software that now drives the
BEAST concert system, and alongside it BEASTmulchLib, a super collider class library that includes
many tools for diffusion performance, including interfacing with MIDI controllers, implementing spatialisation
algorithms and automating trajectories. For further details
about this system please refer to [11].
The Gmebaphone system has always placed great emphasis on the coloration provided by varying the types of
speakers used and ensuring the highest possible audio
quality right through the signal chain. In 1997 with the
sixth iteration of the Gmebaphone, the system went digital and was renamed the Cybernephone. With a digital
system came a new range of possibilities for networking,
this quickly became a major emphasis and asset to the
system. The Cybernephone is capable of sophisticated
networked diffusion; composers can also pre-record all
their spatial trajectories and have them played back for
the concert. Whilst arguably significantly reducing the
performative element of diffusion concerts, this does
greatly increase the complexity of potential trajectories,
thus fulfilling a major goal in both branches of diffusion.
Complementing developments taking place through
these flag ship systems, a new wave of diffusion systems,
with less emphasis on the ability to travel has arisen.
Some systems such as Belfast’s SARC, exhibit an ability
to easily adjust speaker configurations within the space,
and include speakers under the floor. The University of
Sheffield’s M2 [12] and later ReSound [13] also aim to
increase expressivity in diffusion performance. M2’s ma-

trix routing system is highly configurable so on the fly
routing changes can be incorporated within a piece, and
the ReSound system adds to that an ability to include
some autonomous motions that can be triggered and affected in real time. These systems have encouraged a new
level of modularity and usability making the art of diffusion performance accessible to a wider range of composers as well as creating an engaging and fully immersive
experience for the audience member.
Throughout these systems there is also a focus on the
reproduction of holophonic sound fields within the wider
sonic environment. It is common place for a larger speaker orchestra to be divided into sub groups and have, for
example, a middle eight speakers implement a VBAP
algorithm. There is also the capability to designate a particular spatial motion to a group of speakers such as
BEAST’s Spatial Swarm Granulation [11] or ReSounds
Mexican Wave [13]. While these more realistic spatial
renditions are not necessarily as prominent in this branch
of diffusion as they are in the next, they are present, and
room-based diffusion has still been greatly affected by
algorithmic advancement.
4.2 Phantom Source Positioning
Running parallel with developments in the sophistication
of the speaker orchestra, a trend to increase the accuracy
of phantom source positioning in spatial fields has risen.
Concerts from this branch of diffusion have placed less
emphasis on increasing the amount of speakers they are
able to drive, and more on the creation of a holophonic
sound field, made possible by the advances in spatial algorithm rendering as discussed in section 3.
One of the major advantages of this approach is that
fully immersive sound fields can be created with as little
as eight loudspeakers and one standard audio interface,
thus significantly reducing the cost of providing such a
system. With much shorter, though still considerable, set
up times and often a performance environment closer to
that of a studio, composers are often afforded more rehearsal time in the space.
The GSMAX software [14] aims to encourage dynamic sound field creation by affording the performer an
ability to trigger complex, pre-defined spatial trajectories
and dynamically set them in motion. In traditional diffusion performance practice the artist actively engages with
the system by directly adjusting the gain of individual
speakers, or pairs or groups of speakers, however in
source position diffusion the performer is manipulating
the perceived position of a source. The system makes the
appropriate calculations to control the speaker gain, and
create the phantom source.
Another approach is the large-scale multi-media dome
environments. One of the early examples of this is Stockhausens Osaka World Fair of 1970. The University of
California, Santa Barbara’s AlloSphere [15] transcends a
traditional diffusion environment. It is used for both performance and interactive installation and includes 3D
visuals as well as spherical sound.
The phenomenon of the ‘sweet spot’ plays an interesting role in this branch of diffusion. Traditionally in diffusion concerts there is still a strong notion of a stage,
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though no performer is present on it. The mixing desk
(and therefore performer) is set in the middle of the space
and the audience set behind and sometimes in front of the
performer (refer to Figure 1). Very few audience members are situated within what would be considered close
enough to the sweet spot to get an accurate spatial image.
The physical implications of seating an audience mean
this will always be the case in a concert setting, however
the importance placed on the sweet spot is diminishing.
Concerts at the author’s own institution take place with
an 8-channel speaker array driven by VBAP algorithms.
The concert setting attempts to try to place all audience
members within the speaker array, but place the performer in the sweet spot as to link physical performance
gestures more transparently with perceived trajectories.
Again, no audience member experiences the same sound
field perception as the performer does, the emphasis is
placed more on the dynamic movements of sound, which
are perceived independently of the sweet spot, rather than
the discrete localization of an exact location by all audience members.

Figure 2. A new arrangement for concert settings

With performers now interacting directly with source
positions rather than speaker gains, many researchers in
the field have begun to question the validity of the mixing
desk and indeed, the vertical potentiometer, as a desirable
user interface. The ergonomics of the mixing desk, significantly limit the types of trajectories able to be performed. This problem is well recognized within the field
[14], [16], [17]. This has given rise to a new sub-field of
diffusion practice that is currently in a phase of rapid development: the design of custom performance interfaces
for diffusion practice. This new sub-field has been largely
driven and focused by source positioning diffusion, however it does span both branches of diffusion and will be
discussed in depth in the subsequent section.

5. PERFORMANCE INTERFACE DESIGN
The authors have observed that the majority of new interfaces being used for diffusion performance can be arranged into three categories; those using existing tools,
mostly from the gaming industry, multi-touch interfaces
for both tablet and table-top surfaces and entirely new
interfaces inspired by the NIME community. The advances discussed in Section 4 have worked to encourage
new aesthetics in diffusion and afford the performer

heightened control of the spatial positions in the sound
field. The subsequent sections will look in depth at each
of these categories and introduce some notable examples
highlighting their strengths and weaknesses.
5.1 Hacking Existing Tools
Interestingly enough the mixing desk is by far the most
notable user interface from the existing tools category.
Originally designed for the recording industry, this interface was built to take multiple lines of audio input simultaneously and mix them down to much fewer (usually
stereo) lines of output. Many standard mixing desks have
at least 8 direct outputs, therefore the interface does work
surprising well for the purpose of sound diffusion, however many performers over time have found the interface
ergonomics to be quiet limiting to the potential sonic trajectories. As there are no specific standardized fader assignment configurations, performers need to quickly adjust to whatever set up is most commonly used for that
concert space, which may or may not be the set up they
have rehearsed on or the set up they prefer. When every
performers individual needs are taken into consideration
the concert ends up with very complex configurations and
lengthy change over times between pieces.
The BEAST system uses a customized mixing desk
that has being optimized for large–scale diffusion. The
M2 and ReSound systems take it one step further with a
fully custom built fader interface that can be rotated 90
degrees to give a more intuitive relationship to left/right
motion. Resound can be used with any MIDI controller,
and the faders (or other control sensors) can be dynamically mapped to speaker groups or behaviors properties
on the fly. Whilst these advances certainly increase expressive control and potential sonic trajectories, the fader
based user interface leaves us with many of the same
problematic couplings caused by the mixing desk that
these systems aim to reject.
Research into gestural controllers for the gaming industry has seen artists from many fields appropriate these
tools for their artistic practice. Joysticks [18], Gametraks
[19] and Wiimotes [20] have been common controllers in
popular electronic performance, and have been used for
spatialisation. More recently the Microsoft Kinect, has
become very popular for gesture tracking in performance.
The Centur1, from University of Montreal is being
used in conjunction with artist driven customized software as a diffusion interface for control of a 3dimensional speaker dome (similar to the Allosphere discussed in section 4.2). The Kinect recognizes specific
performance gestures to ‘pick up’ and move sounds
through the space, with a separate gesture to ‘put down’
or leave sounds once they are moved. In theory this system is very intuitive allowing a direct mapping of physical movement to sonic output. The performer is limited
(as in many systems) to moving only two sounds at a
time, as they only have two hands with which to create
gestures. However, the systems does allow for a highly
1

http://www.behance.net/gallery/Centor-Gesturalinterface-for-live-sound-diffusion/8926479
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expressive range of sonic trajectories to be performed.
Although the implementation of gestural spatial movement is very intuitive, systems such as these can take
long calibration times and have many quirks to learn,
taking up valuable rehearsal time. Other gesture tracking
systems will be discussed in section 5.3.
5.2 Multi-Touch
The introduction of the Reactable [21] in 2005 saw the
wider electronic music industry embrace the use of multitouch surfaces as a performance interface. With the majority of early applications for such devices focusing on
synthesis models, it quickly became apparent that such
interfaces have use not only in performance but also for
collaborative installation and as a studio tool as well. A
few research teams [22], [23], have explored development of multi-touch studio mixing tools. These tools have
included spatial rendering, however they have largely
been limited to stereo or quadraphonic speaker systems.
The SoundScape Renderer first devised as a spatial
rendering system for collaborative installation and studio
use, started as an application for large-scale multi-touch
table [24]. A later version was ported for Android and is
now a free downloadable application for Android based
systems [25]. The system is capable of higher-order ambisonic, binaural or VBAP rendering. The SoundScape
Renderer employs an object-based approach where the
user interacts with graphical representations of the each
audio file rather than focusing on control of speaker
gains, as is the case with traditional mixing desk diffusion
systems. This is a common trend amongst new interface
driven diffusion systems
tactile.space [26] was built by the first author to run on
table-top surface, The Bricktable [27]. Many music performance applications had being built for The Bricktable
previously [28], but tactile.space was the first specifically
designed for diffusion performance. The application allows the user to input the number of speakers and audio
files desired as well as other customizable user settings,
before compiling. The user is then presented with a GUI
where they can simply drag visual representations of each
of their sound files into their desired location within the
spatial field and a real time spatialisation will occur. The
interface proved successful in many aspects with an easily learnable and intuitive user interface. tactile.space not
only made it easy for artists to perform complex spatial
trajectories, but also introduced control of spatial spread.
By placing a second finger inside an audio object the user
was able to spread the object into an arc shape to widen
the perceived sound source. The arc’s position and distance could then be adjusted by moving small circles
drawn in the arcs centre and the width of the spread could
be adjusted by moving either of the circles at the arcs
edge. The arc can be spread into a full 360-degree circle
to completely immerse the audience. tactile.space was
evaluated by composer-performers who worked with the
interface in 2012, the results of this evaluation can be
found in [29].
The latest research from the author includes a version
of tactile.space, named tactile.motion routed to iPad . The
GUI itself follows the tactile.space visual aesthetic. It has

many of the same features and modularity. tactile.motion
also introduces new functionality to encourage the creation of more dynamic spatial fields. Specific intuitive
gestures are recognized by the system and used to trigger
autonomous spatial behaviors. For example, if the user
moves an audio object in a circular motion the system is
able to recognize the intention to draw a circle and will
continue the spinning motion at the velocity drawn by the
user. The short set up time stability and intuitive GUI all
afford the user more time to focus on the spatial aesthetics and performance.
5.3 Entirely New Interfaces
Inspired by the New Interfaces for Musical Expression
community a new wave of custom-built controllers have
emerged as interfaces for diffusion performance. Many of
these systems are similar to the Kinect based gesture
tracking systems, but include artist built controllers attached to the performers hand that can be tracked. There
are also examples of entirely new physical interfaces built
to compensate for the ergonomic weaknesses of the mixing desk as a diffusion interface.
One of the earliest examples of a gesture tracking
based system is SARC’s Hand-Held Light Emitting Pen
Controllers [16]. By placing an LED on the pen its position can be tracked by a computers camera. The performer holds one pen in each hand and the position is
directly mapped to the spatial position of each half of a
stereo signal. This system affords highly intuitive control
of spatial trajectories; however it limits the performer to
control of only two stems at a time. Each pen has two
LED’s so the system is able to recognize a twist of the
wrist, which is mapped to ‘source spread’. The system
encourages intuitive relationships between gesture and
sonic trajectory, and affords the performer a wide range
of trajectories and therefore expressive control of space.
However, like all vision tracking systems, the performer
is limited by their own reach and controlling only two
stems simultaneously, as well as by tracking capabilities,
eg sensitivity to stage lighting and proximity and line of
the performer to the camera.
The dataglove [30] is a diffusion system where the performer wears a custom glove that sends spatial position
information able to be unpacked in either Max/MSP or
PD. The A.R.T. system used makes to resolve some of
the limitations of tracking systems that rely on being
within the line of site of one or two cameras, by using up
to six infra-red cameras. The user has reflective spheres
placed on their hands, and each sphere only needs to be
within the view of at least two cameras to have its position tracked.
An example of an entirely new interface designed specifically for sound diffusion is the authors own Chronus
[32]. Chronus features a rotary encoder based design for
spatial positioning in a pantophonic field. The rotary encoder is similar to a standard knob based potentiometer,
however it can be continually rotated past the point of
360 degrees. This allows the position to be directly
mapped in space without limiting any spin-based trajectories to one circle motion as standard knobs do. The second version of Chronus, Chronus2.0 [33], also includes a

- 130 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

slide potentiometer placed on top of the spinning disc so
the performer can control both angle and radius positions
within a pantophonic speaker array. The positions are
read by an Arduino microcontroller, which can in turn
send the data via serial or OSC protocols to be unpacked
in custom built Max or Processing patches. Whilst thus
far both versions of Chronus have only being used with
the authors custom built software, given that the interfaces itself just sends standard polar coordinates it could
easily be used in conjunction with the VBAP object in
Max, or any other spatialisation system. This modularity
was one of the main design features of the Chronus series; it should be easy for any diffusion artist to adapt to
the new interface without limiting or affecting their current spatialisation system.

the most prominent current trend is the design of custom
user interfaces for performance practice.
New user interfaces have emerged across the field and
taken many forms, however there are common design
goals in mind. These new interfaces have a focus on
transparency in gestural relationships to sonic trajectories, and the increasing of performance spatial motions.
New software has being developed in order to make the
most of these new interfaces, with some systems following the direction of giving the system some autonomy to
increase the potential of complex trajectories.
Amongst all the turns the paradigm of diffusion performance has taken the original goals of diffusion are still
the driving force of all development; to increase the composers aesthetic engagement with space.
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ABSTRACT
The optical soundtrack has a long history in experimental film as a means of image sonification. The technique
translates image luminance into amplitude along the vertical axis, enabling the sonification of a wide variety of
filmed patterns. While the technical challenges of working with film preclude casual exploration of the technique,
digital implementation of optical image sonification allows
interested users with skill sets outside of film to access this
process as a means of sonifying video input.
This paper presents an overview of the workings of optical image sonification, as well as a basic implementation in
the Max/MSP/Jitter environment. The benefits and drawbacks of the technique in its digital and analog forms are
discussed, as well as the greatly improved control over the
sonification process afforded by digital image processing.
An example of these expanded possibilities in the context
of audiovisual composition is presented, and supplementary code is given to provide a basis for users to test and
apply the technique.

improves the flexibility of the technique, allowing it to be
applied more specifically to visual features of the artist’s
choosing.
This paper presents a brief background on optical sound
and its strengths and weaknesses as an image sonification
method. A basic digital implementation of the process and
its differences from the analog equivalent are described,
followed by examples of some of the enhanced sonification possibilities afforded by the digital version. These
examples, combined with the collection of documentation
patches available at alexanderdupuis.com/code/opticalsound,
provide an initial demonstration of the potential uses of this
sonification method as a means of generating audiovisual
material for a variety of sources and contexts.
2. BACKGROUND
2.1 The 16mm optical soundtrack

1. INTRODUCTION
Numerous artists working in experimental music and film
share a common interest in the study and production of
integrated audiovisual content. Though the tools and approaches used between the two fields often differ, this diversity provides a wealth of perspectives and processes that
can be employed in the creation of co-related sound and
light.
One such process found in film is the repurposing of the
optical soundtrack as a means of image sonification. Designed to provide a simple means of storing synchronized
images and sounds on the same film strip, the optical soundtrack has also proven to be a useful method for turning certain spatial periodicities into pitches and rhythms, creating
a distinctive sound which complements the visual features
in carefully selected images and patterns. While the nature
of the process has largely limited its appeal to those skilled
at working with film, programs for digital sound and image
synthesis like Max/MSP/Jitter provide an accessible means
of adapting the technique for an entirely new set of users.
Implementing the process in a digital context also greatly
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photoelectric
cell
exciter lamp

Figure 1. Diagram of the optical sound head
The invention of the optical soundtrack in 1929 provided
filmmakers with an elegant solution for synchronizing recorded
audio with its accompanying film [1, 2]. While several alternatives existed such as the magnetic track, optical sound
was the dominant film sound format until the development
of digital sound-on-film in the 1990s.
The variety of film format sizes and their different modes
of dissemination led to a number of differing optical soundtracks, with some larger formats carrying stereo or even
four-channel tracks. For the purposes of this project, we
will be using the 16mm optical soundtrack as our model.
The majority of the optical sound experiments pertinent to
this investigation were created using 16mm, and as such it
offers the best opportunities to test the effectiveness of the
digital processes.
Optical soundtracks are printed onto film rolls as fluctuating patterns of light and dark, occupying a narrow strip
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next to the images. In the case of 16mm film, the small size
requires the use of single-sprocket film, with the optical
soundtrack taking the place of the second set of sprocket
holes. The projector sonifies this soundtrack by means of
an optical sound head, shown in Figure 1. An exciter lamp
shines through the film onto a photocell, filtered by narrow horizontal slits on either side of the film. As the film
passes across this thin band of light, it produces a fluctuating voltage which is processed and output as the audio
signal [3]. Due to the need for continuous film speed when
producing sound, as opposed to the stopping and starting
required when projecting images, the optical sound pickup
in a 16mm projector is placed 26 frames ahead of the lens.
Thus, assuming a playback rate of 24 frames per second,
the audio on any point of an optical soundtrack will be
heard a little over a second before its adjacent image is
seen.
The use of horizontal slits and a single photocell within
the optical pickup means that a soundtrack can be represented on film in a variety of ways, provided that the average lightness along the horizontal axis at any point in time
is equivalent. This flexibility has given rise to a number
of optical soundtrack formats and applications, several of
which are shown in Figure 2. The conventional kinds are
variable area (2a) and variable density (2b) soundtracks,
with the more common variable area representing its information by fluctuating the width of a white waveform on a
black background, and variable density translating its values to differing shades of gray. The other two examples
show possible applications of the optical soundtrack for
image sonification: the first (2c) shows how whole frames
might be sonified, though they must be horizontally scaled
to fit into the smaller area and offset by 26 frames if they
are to be in sync with original images. The second example (2d) makes use of a 16mm widescreen format known
as Super16, which extends the image into the area occupied by the optical soundtrack. While this approach allows for the sonification of only a small part of the image and produces a 26 frame offset between each frame
and its sonified output, several experimental films, such as
Roger Beebe’s TB TX DANCE, have exploited these idiosyncrasies to great effect.
2.2 Historical experiments in optical sound
The visual depiction of sound on the physical medium of
film opened up a variety of new sound editing and synthesis possibilities. Many of the earliest experiments with optical sound revolved around the manipulation of recorded
sounds using new editing techniques afforded by the medium,
which had already been developed for the creation of motion pictures. Sounds could now be easily studied and
modified in a number of ways such as cutting, splicing,
and overlaying, all of which would be used years later by
pioneering electronic musicians working with tape [1].
Animators quickly realized the potential of the optical
soundtrack as a means of applying their skills to the creation of novel sounds. Early animated sound experiments
in the 1930s included the research at Leningrad’s Scientific
Experimental Film Institute, as well as Oskar Fischinger’s
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(a)

(b)

(c)

(d)

Figure 2. Examples of optical soundtracks: (a) variable
area, (b) variable density, (c) soundtrack made from camera images, (d) Super16 images extending onto soundtrack
area
work documenting audiovisual links between the aural and
visual aspects of optical sound [1]. Filmmakers found that
by varying the positioning, shape, and exposure of sequenced
abstract patterns, they could predictably control the pitches
and amplitudes produced as well as effect changes in the
resulting timbres [2]. By the 1970s, Scottish-Canadian animator Norman McLaren elevated the practice of animating sound to new technical and artistic heights, developing
a set of templates for rapid production of several waveforms at different pitches and a variety of masks which
functioned as envelopes [4]. McLaren’s 1971 piece Synchromy highlights the cross-modal nature of the process,
juxtaposing the optical patterns with their sonic results to
form a psychedelic audiovisual spectacle.
While Synchromy hints at the transmodal possibilities of
film and optical sound, filmmakers such as Guy Sherwin
and Lis Rhodes pushed the process to its limits by using the
same source material to create the image and sound. Their
works demonstrated and exploited the fact that anything
put on film could be sonified if placed on the optical soundtrack, from the gritty images in Sherwin’s Musical Stairs to
the morphing abstract animations in Rhodes’ Dresden Dynamo. Their work also reveals the limits of the process: all
images can be sonified, but not all information contained in
an image is communicated equally. Rhodes’ piece Dresden
Dynamo from 1971 is a particularly powerful exposition of
the possibilities and limits of this technique, with her morphing abstract patterns allowing us to see gradual changes
in timbre, pitch, and amplitude. As the patterns evolve,
we also encounter the boundaries of the sonification process: the same pattern that produces a steady pitch at one
angle fades to nothingness as it rotates, only to gradually
reemerge as it comes back into alignment.
2.3 Relationship to Electronic Music
Many sound-on-film experiments paralleled and in some
cases predated similar technical developments in electronic
music. The early film sound montages naturally evoke
comparisons to the approaches later found in tape music
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and musique concrète [1], while the animated sound exemplified by McLaren aptly fits within the broader field of
graphical sound synthesis [5]. Optical sound systems were
also directly utilized in the creation of sound synthesis instruments and systems, including the ANS synthesizer [6],
Daphne Oram’s Oramics [7], and the Whitney brothers’
system of pendulums used in the creation of their Five Film
Exercises [8].
The specific audiovisual transduction that occurs in optical soundtrack image sonification lacks a direct parallel
outside of film, though some approaches bear similarities
to the process and its goals. Yeo and Berger’s raster scanning technique, inspired by analog television image rendering, is particularly pertinent in its translation of spatial
patterns to audio waveforms [9]. Raster scanning renders
every pixel of an image as a single audio sample by traversing each pixel row, preserving all the information in a way
which can be decoded back into the original waveform.
In a video context, however, the amount of data preserved
by raster scanning becomes a possible difficulty. When
working with video, the number of pixels in each frame
multiplied by the framerate can be hundreds or thousands
of times larger than the audio sampling rate, requiring some
means of reducing the information [10]. Optical sound
achieves this by discarding a great deal of the image’s information through its averaging of luminance values, limiting the number of samples per second to the matrix height
multiplied by the framerate. This technique is therefore
more closely described as scanned synthesis, another method
defined by Yeo and Berger [11]. Drawing on their terminology, the optical sound head essentially acts as a pointer
which reads one horizontal line at a time, scanning along a
vertical path.

(a)

(b)

(c)

Figure 3. Depiction of the optical sonification process:
the lightness values of the source frame (a) are averaged to
return a column of values (b), which are then filtered and
multiplied by a scalar to produce the waveform (c)
to be applied for much more precise sonification of features, allowing artists to more effectively tailor the method
to their chosen visual input.

3. MOTIVATIONS

4. IMPLEMENTATION

The sonification limitations of analog optical sound have
served, in many ways, to inspire filmmakers working with
the technique. By eliminating almost all control over the
transduction process itself, filmmakers are forced to explore the far reaches of these constraints, both through the
careful selection and shooting of subject matter as well as
physical manipulation of the film and projection. Indeed,
subversions of the technique often emphatically remind us
of the physical nature of film rather than transcending it.
Guy Sherwin’s Railings, for instance, manages to sonify
the horizontal luminance in the image rather than the vertical, but only by rotating the projector itself by ninety degrees [3].
Freeing the optical sonification process from these constraints opens up the technique to an entirely new group of
users and applications. Digital implementation makes the
basic technique available to artists and composers lacking
the requisite knowledge of film shooting and manipulation
necessary to produce these pieces. It also bypasses the trial
and error of the production and development stages that
can delay work, effectively giving instant feedback on the
sounds that will be produced for a given image as well as
providing a means of real-time sonification. Finally, the
flexibility of digital video processing allows the technique

All software was created in Max/MSP/Jitter due to its ease
of interchangeability between audio and video data, as well
as its modularity and popularity amongst audiovisual artists.
The sonification process takes a single-plane matrix of arbitrary size as its visual input, and stores the resulting audio sample sequence as single-row matrix for playback and
sound manipulation. A number of image processing techniques and their effect on the sonification process are discussed, as well as the expanded playback options afforded
by this approach.
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4.1 A basic digital optical sound head
The core of the processing is the digital equivalent to the
16mm optical sound head. This implementation is not an
attempt to model the specific output of any particular analog optical sound circuitry, which would require introducing numerous distortions to the signal representing noise
from the film, the projector, and the optical sound head itself [12]. Rather, the process mimics an ideal optical sound
head reading a film with discrete pixel values.
Figure 3 depicts the steps of deriving a waveform from an
input grayscale matrix. Each row of the incoming matrix
is averaged using matrix multiplication, returning a single

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

column of values. The column is transposed to become a
row, and resampled with interpolation to the desired playback length. The resulting matrix, representing the waveform for the frame, can then be high-pass filtered to remove
DC offset, along with any other desired filtering. This filtering can alternately be done during audio playback, especially if the playback rate is manipulated in real-time. The
processed waveforms are stored sequentially in a larger
matrix, available for retrieval during playback (particularly
useful for replicating the 26 frame offset in film) and for
saving to an audio file when all the frames have been rendered. While an image’s waveform would ordinarily be
read through from left to right over the frame’s duration,
the waveform can also be manipulated using buffer playback techniques, providing greater control over the resulting pitches and rhythms, or even be used for more complex audiovisual synthesis as in Shawn Greenlee’s graphic
waveshaping technique [13].

of the film. This piece was chosen in part due to the good
quality of the image and the soundtrack on the capture,
as well as Sherwin’s documentation verifying the methods
used to produce the piece [3].
The patch loads the digitized version of the film, which
has a resolution of 720 by 576 pixels and a framerate of 25
frames per second. The original film almost certainly runs
at 24 fps, but was sped up four percent to conform to the
PAL standard. The soundtrack is extracted to a separate
buffer to provide access to the actual samples. Frames are
read one at a time, with the image of the frame displayed
next to its corresponding waveform, and the image is processed using the virtual optical sound head. The rendered
sound is displayed next to the original, and both waveforms
can be synchronously looped for comparison.
Despite a host of distorting factors including the relatively low input resolution, the film capturing process, and
the lack of any modeling of the frequency response of the
optical sound head, the synthesized and analog waveforms
4.2 Digital expansion
usually exhibit highly similar morphologies, as seen in Figure 4. Minor additions to the process improved the results
The translation from grayscale input matrix to audio waveeven further, beginning with the addition of zero padding
form is largely similar to the original analog process. The
to the height of the input video. The capture process of
decision to preserve the major sonification aspects prothe video seems to have eliminated some of the vertical induces limitations similar to those affecting filmmakers, with
formation of the film, perhaps by cropping, and while this
the resulting sound highly dependent on the input frame’s
information cannot be reintroduced, padding the height of
spatial periodicities and their orientation. Unlike the anathe video and windowing the edge of the frame preserves
log process, however, the digital version affords a vast inthe original frequencies in the rendered waveform. The
crease in the number and flexibility of image manipulasynthesized waveform was resampled to a length of 1920
tions prior to passing the optical sound head. Artists can
samples (the length of one frame at a framerate of 25 fps
now focus on any of a number of desired spatial features,
and a sample rate of 48000 Hz), interpolating to minimize
through manual manipulation as well as analysis and prothe artifacts of the low image resolution. Finally, an tempocessing.
ral offset variable for the analog waveform was introduced
The simplest operation on a three-plane RGB image would
to allow for manual correction to the film’s drift.
be to convert it to a single-plane matrix of luminance valAfter making these adjustments, a synthesized audio file
ues and send the result directly to the virtual optical sound
for the full piece was rendered. A short-time Fourier transhead, giving us the result most similar to that of a projecform (STFT) was taken for the analog and synthesized vertor and its film. Processing the image before it reaches the
sions to compare the frequency content of each version
virtual optical sound head gives a variety of results that
over time. As seen in the excerpt in Figure 5, the two vercan vary considerably depending on the source material,
sions exhibit similarly timed attacks, as well as an evoluthough some generalizations can be made. Zooming in or
tion from lower-level noise to the sustained lower frequenout along the y-axis will change the pitch of the output
cies beginning at roughly ten seconds. Significant differsound, while zooming along the x-axis will alter the timences can also be found: the original recording is considbre. Rotating the image changes the axis along which spaerably noisier up until roughly 10,000 Hz, followed by a
tial periodicities are sonified, boosting some while diminsharp reduction in amplitude. This behavior is not unexishing others. These processes and others, such as color
keying, convolution, and cropping, provide a means to greatly pected, given the noisy nature of the 16mm optical sound
process, as well as the frequency-range limits of film and
improve (or destroy) the cleanliness of the visual signal betypical equalization to roll off high frequencies [14]. Other
fore it is heard, and allow for innumerable opportunities to
observable discrepancies include the tendency of the digexplore and establish audiovisual relationships.
ital rendering to produce sustained tones, and the analog
process’ lack of sensitivity to changes in bright values.
5. TESTING: MUSICAL STAIRS
These issues will no doubt be of great concern in the
Although faithful modeling of the idiosyncrasies of the
production of a faithful optical sound emulator, and some
analog optical sound process was not a goal of this work,
adjustments, such as a more accurate equalization curve,
a brief comparison to verify the basic similarities between
should be simple to implement. For the purposes of this
the analog and digital approaches seemed prudent. A Max/MSP project, however, the comparison between the analog and
patch implementing the aforementioned virtual optical sound
synthesized outputs reveals that the digital application of
head was used to re-render the optical soundtrack to Guy
optical sound principles produces a sufficiently similar reSherwin’s Musical Stairs, working from a digitized copy
sult to be considered the same process, even under adverse
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(a)

(b)

(c)

Figure 4. Original (b) and synthesized (c) waveforms corresponding to frame 1117 (a) in Musical Stairs
rendering conditions. The digital process retains much of
the characteristic sound of the analog version, with the
noise and drift of film playback available as possible aesthetic additions rather than practical necessities.
6. APPLICATION: NO-INPUT PIXELS
This virtual optical sound processing was used extensively
in the creation of the author’s piece No-Input Pixels, providing an example of some of the extended possibilities of
the digital version [15]. The video source material for the
piece was generated using a digital video synthesis feedback system, rendering evolving kaleidoscopic patterns with
spatial qualities almost ideally suited for optical sonification. The regular spacing between elements creates areas
of geometric periodicity, a feature which optical sonification can translate into pitched sounds. The visual structures are also consistently oriented vertically or horizontally, avoiding rotations which could obscure the rendering
of the waveform.
However, the video possesses other qualities which would
dilute or nullify the potential sonified effects in an analog
environment. The regularly spaced patterns are composed
from a palette of eight colors, with overlapping patterns
of multiple colors sometimes occupying the frame at the
same time. Flattening an entire frame down to its luminosity values would significantly obscure the differences between some colors and lead to a noisier result. There would
also be no way to tailor the sonified result of each color to
reflect its unique role and impact in the piece at different
points in time. Furthermore, although the local spacing between the elements of each color is apt for sonification, the
kaleidoscopic arrangement of elements can serve to blur

- 137 -

horizontal and vertical periodicities, nullifying both.
While these issues would be extraordinarily difficult if
not impossible to solve in an analog environment, digital
image processing allows for the isolation of relevant information before the sonification takes place. A Max/MSP
workflow, shown in Figure 6, was designed to produce individually controllable sonifications for each color based
on specified areas of the source. The input frame (6a) is
filtered into eight black and white maps (6b) corresponding to the eight colors of the source. The maps are then
analyzed using horizontal and vertical edge detection (6c)
to find the busiest lines along the x and y axes: that is, the
lines containing the greatest number of changes from light
to dark. The selected rows and columns (6e) are output
from the corresponding color masks (6d) and sonified using the virtual optical sound head, giving sixteen unique
audio waveforms per frame. The amplitude and playback
pitch of each channel is then altered using feature data extracted from its corresponding each color map, including
the rate of change between successive frames and the overall overall quantity of the color.
The ability to isolate relevant information and areas within
each frame enabled a far more specific transduction of geometry to audio within the piece. Without the digital ability to filter, analyze, and crop the input image, many of the
periodicities and visual events which are readily apparent
to a viewer would have been muted or absent. Other source
materials would, naturally, invite different approaches to
tailor the sonifications to the artist’s choosing, and this
video itself might have been subjected to any number of
alternative processes to establish compelling audiovisual
relationships.
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Figure 5. Comparison of STFT plots on a dB scale between the original and re-rendered versions of Musical Stairs, using
an FFT size of 4096 and a hop size of 1024
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ABSTRACT
‘Easter eggs’ are hidden components that can be found in
computer software and various other media including
music. In this paper the concept is explained, and various
examples are discussed from a variety of mediums including analogue and digital audio formats. Through this
discussion, the purpose of including easter eggs in musical mediums is considered. We propose that easter eggs
can serve to provide comic amusement within a work, but
can also serve to support the artistic message of the artwork. Concealing easter eggs in music is partly dependent on the properties of the chosen medium; vinyl records
may use techniques such as double grooves, while digital
formats such as CD may feature hidden tracks that follow
long periods of empty space. Approaches such as these
and others are discussed. Lastly, we discuss some software components we have developed ourselves in
Max/MSP, which facilitate the production of easter eggs
by performing certain sequences of notes, or as a result of
time-based events. We therefore argue that computer
music performances present unique opportunities for the
incorporation of easter eggs. These may occur to the
surprise of audiences, performers and composers, and
may support the artistic purpose of compositions as a
whole.

1. INTRODUCTION
The term ‘easter egg’ in computer software, refers to a
hidden message or component of the programme. The
term is derived from the Christian tradition of hunting for
decorative eggs during the Easter holiday. Easter eggs in
software do not usually have any religious significance,
but like the traditional egg-hunt they may be found in
concealed places. Usually some kind of special or unusual activity within the software will be required to reveal
them. Well known examples include the hidden flight
simulator or ‘hall of tortured souls’ which have been featured in versions of Microsoft’s Excel (Figure 1) [1]. The
‘hall of tortured souls’ is a small 3D game that imitates
Copyright: © 2014 Jonathan Weinel, Darryl Griffiths and Stuart Cunningham. This is an open-access article dis- tributed under the terms of
the Creative Commons Attribution License 3.0 Unported, which permits
unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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the programmers’ office, in the style of the video game
Doom [2]. The hidden game features credits and digital
images of the programmers. It is accessed by carrying
out a particular series of actions on the 95th row of a
blank spreadsheet upon opening Excel.

Figure 1. Screenshots from the ‘hall of tortured souls’, in Microsoft Excel 95.

This paper will consider the purpose and realisation of
easter eggs, through consideration of their presence in
computer software and other mediums such as TV programmes. This will provide a context through which to
also consider the hidden messages in musical mediums as
‘easter eggs’. We shall argue that easter eggs can amicably fall somewhere on a continuum between messages for
the creators’ personal enjoyment, and hidden content
which supports and strengthens the message of an artwork. Particular attention will be paid to the methods
through which messages can be hidden in musical mediums, and how these necessarily vary according to the
potential of the medium in question. For example, we
shall see how hidden messages have been placed on vinyl, through unusual groove pressings. We shall also
comment upon how hidden messages can be placed within digital formats, such as through the use of image to
spectrogram software, backmasking, hidden tracks and
timestretching. Finally, we conclude with a brief discussion of our own Egg Raid software components, that have
been created to facilitate the occurrence of easter eggs in
performances with live instruments and electronics.
Through the course of this paper, we shall therefore explain what easter eggs are, why composers might like to
use them, and demonstrate some possible approaches for
doing so.

2. EASTER EGGS IN SOFTWARE
There are countless examples of easter eggs in computer
software, which the authors of The Easter Egg Archive
website are attempting to catalogue [3]. In the ‘software’
category, these include video games, applications, operating systems and hardware as sub-categories. The con-
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tents of these easter eggs varies, but it is fairly common
for them to contain developer credits, humorous material,
or ‘in-jokes’. The inclusion of easter eggs such as the
‘hall of tortured souls’ seems to stem from the grueling
process of software development. The easter egg may
have given the programmers some cathartic satisfaction;
an opportunity to work briefly on something whimsical
and funny, providing release from the more serious aims
of the project. The content is certainly personal, creative,
and in some ways slightly mischievous1.
In some cases then, software easter eggs can be seen as
a hidden signature, perhaps with a private joke or reference by the author(s). The message of the easter egg may
be mysterious, or whimsical. However, in other cases we
can see easter eggs which fit more closely with the artistic concept of the main programme. In the video-game
Chip’s Challenge [6] for example, there is a hidden fractal-generating programme (Figure 2). Entering the password ‘MAND’ into the game reveals a Mandelbrot set,
which the user can explore. The main game of Chip’s
Challenge is an action/puzzle adventure, the premise of
which is that the nerdy protagonist (Chips McCallahan),
must impress his female crush (Melinda the Mental Marvel), by completing over one hundred puzzles, in order to
join her ‘Bit Buster Club’ and win her affections. In the
context of the boffin romance of Chip’s Challenge, the
inclusion of the hidden Mandelbrot programme seems
like an appropriate easter egg: it fits with the geeky,
mathematical theme of the game. In this sense, when the
game as a whole is seen as an artwork, the fractal easter
egg is perfectly in-keeping.

Figure 2. Screenshot of the Chip’s Challenge Mandelbrot easter
egg, on the Atari Lynx.

In the domain of software easter eggs then, we can see
at least two types of approach:
1.

The humorous, quirky easter egg, which though enjoyable, is unrelated to the main application.

2.

The easter egg which corresponds thematically to the
main programme, contributing to its artistic form as a
whole.

In either instance the main purpose of easter eggs is
quite similar to that of an easter egg hunt: they are fun
surprises, waiting to be found. For the developers the joy
comes from hiding the eggs, mischievously planting them
or concealing them in places where they are not expected.
The user then becomes the hunter, searching for the eggs
or coming across them unexpectedly. The enjoyment
comes from the surprise, perhaps eliciting similar emo-

tions to those we may have experienced as children, hunting for easter eggs or playing games such as hide and
seek, or peek-a-boo. In the case of category 2 eggs, the
surprise is one that also fits with the artistic theme or
concept of the main work. As we shall see, many easter
eggs may fall somewhere on a continuum between categories 1 and 2.
It should also be noted that while easter eggs may be
included in software or video games for the personal satisfaction of developers, who perhaps have a
little
extra time towards the end of the development cycle,
their presence is not necessarily without commercial value. In video game culture, a select audience group will
actively take enjoyment in seeking out all possible secrets
that a game holds. For these gamers, good easter eggs
add prestige and respect for the developers, which in turn
can increase sales of a title2. The recent video game Bioshock Infinite [8] demonstrates this, featuring a large
number of easter eggs [9], including some that specifically utilise audio [10]. Fans of the game invest time in
seeking out these easter eggs and evidencing them on
YouTube, sustaining the interest provided by the game
for the fan-base.

3. EASTER EGGS IN OTHER MEDIUMS
The concept of hiding messages or certain elements within a medium is not exclusive to computer software. The
impetus for artists to include personal, hidden or unexpected features in their artwork may be also be considered as an artistic imperative which predates digital culture.
For example, in Michelangelo’s The Last Judgement
painting of the sistine chapel, the pope’s master of ceremonies Biagio da Cesena is depicted upon the face of
Minos, who is leading the souls to hell, and whose genitals are being bitten by a snake [11]. Cesena had allegedly criticised the painting for containing too much nudity.
This mischievous hidden element of the painting could be
considered as a form of easter egg.
Other examples can be found in painting, some of
which rest upon more tenuous interpretations. For example, Giovanni Maria Pala claimed to have found a hidden
musical score in Leonardo Da Vinci’s The Last Supper
[12]. Whether or not Da Vinci deliberately intended this
correlation is contestable. It is perhaps inevitable that
hidden motifs are easily lost, or hard to verify. Nonetheless these examples illustrate that the notion of an ‘easter
egg’ may be seen as a broader phenomena, extending
beyond computer software.
Examples of easter eggs can also be found in TV shows
and movies. An example can be seen in the episode
“Raisin the Stakes: A Rock Opera in Three Acts” [13],
from the animated series Clone High. The episode pastiches psychedelic culture and rock musicals such as The
Beatles - Yellow Submarine [14] and Pink Floyd - The
Wall [15] movies. In the episode, one of the characters
is intoxicated, falls through a roof, and speaks backwards.
2

1

Perhaps the best example of a mischievous easter egg is found in
Nintendo’s Wave Race [4]. This unlocks an abusive commentator [5].
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This view of easter eggs in software was also supported by private
correspondence with members of the video games developer Astraware
Limited [7].
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4. EASTER EGGS ON VINYL

When the dialogue from this scene is reversed in an audio
editor, it is heard as follows:
I am talking backwards and telling you to watch Clone
High, and for us to get an Emmy… I’m
saying that
backwards… ‘cause it’s sneaky!’ [16].
Again, the hidden message seems to be one that is as
much for the enjoyment of the creators as for the audience (whom would have to go to some trouble to find out
what was said after having watched the episode)3. However, the use of this technique fits with the theme of the
episode as a whole, which also features reversed graphics
elsewhere in order to reflect the psychedelic theme. Thus
the reversed dialogue works on multiple levels:
1.

2.

3.
4.

Heard normally, the incomprehensible dialogue suggests the character’s perceptual derangement, which
can be attributable to psychedelic intoxication and
injury.
It also relates to the psychedelic theme of the episode, since reversed tape techniques (‘backmasking’)
are a recognisable motif in psychedelic music (for
example, Tomorrow Never Knows by The Beatles
[17]).
The audio also parodies the subliminal satanic messages that were supposedly hidden in heavy metal
records (and revealed when played backwards)4.
When decoded, the message does not relate directly
to the narrative of the episode, and could be seen as a
private joke for the creators. However it also addresses the audience, breaking the ‘fourth wall’.
This is a technique used occasionally in other episodes for comedic effect. Thus the decoded message
does not directly relate to the episode, but does relate
to the conceptual approach of the series more broadly.

The episode therefore illustrates the possible use of
easter eggs to establish a variety of effects for the writers
and audience. Some of these effects can occur synchronously within the main diegesis of the work, but others
may also occur asychronously outisde of it. In general,
we can see that easter eggs may exist for the personal
satisfaction of the creators, but may also support the artistic purpose of the work as received by the audience. Notably, audio provides specific possibilities for carrying
these hidden messages, and we shall now turn to look
specifically at easter eggs in musical mediums.

3

Note that the episode was first aired in 2003, before the arrival of
YouTube in 2005. Today the passage can be more decoded more easily,
by searching YouTube.
4
For example, the 1980s court cases with AC/DC and Judas Priest.
These bands were accused of incorporating subliminal satanic messages
in their music through backmasking.
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4.1 Locked Grooves
In recorded music, there is a significant tradition of including hidden material. How this hidden material is
concealed, is somewhat dependant upon the format in
question. For example, on vinyl material may be hidden
through the use of locked grooves (grooves which cause
the turntable to play an endless loop). Locked grooves
containing music are not a normal feature of records.
Most records will only contain a silent locked groove to
prevent damage to the needle when it reaches the end of a
side. The presence of a locked groove that contains music would be difficult to detect without prior knowledge
or careful visual inspection of the grooves. Therefore, a
music-containing locked groove has a good chance of
surprising the listener during the performance of the recording.
A relatively well-known example is found on the vinyl
version of The Beatle’s Sgt. Pepper’s Lonely Hearts Club
Band [18]. On the final track “A Day In The Life”, a
looked groove is heard at the end of the song. Certainly
this may come as a surprise for some listeners when encountered for the first time. Even if the listener knows
about it, he or she may still experience a break from the
usual process of listening to a record. For example, when
the record reaches this locked groove, the listener must
decide at what point the composition is over (or when
they have had enough). In some situations this locked
groove may surprise the listener in other ways; for example, if he or she fell asleep during the record, the locked
groove may confuse them upon awakening. For “A Day
In The Life”, it is reasonable for us to consider the locked
groove as an easter egg because it has this potential to
surprise the listener5. In the authors’ opinion we should
also consider the incorporation of this unexpected element, which occurs through specific utilisation of the
medium, to be part of the artwork as a whole.
4.2 Inverse Grooves
Another easter egg example can be found on the Nomex
track: “Gorf Beat One”, from the Praxis U.S.A. EP [19].
This compilation contains tracks by four different artists,
working within the genres of hardcore techno, breakcore
and noise. Upon placing the needle on side B1: “Gorf
Beat One” by Nomex, the needle flops off onto the turntable platter, making an unpleasant noise. It may take
several attempts before realising that the groove for the
Nomex track is pressed backwards. To play it one must
place the needle at the point where you would expect the
track to end. Figure 3 illustrates the movement of the
needle on records such as “Gorf Beat One” that have inverse grooves.
5

It should be noted however, that the concept of ‘easter egg’ may not
be less applicable to records such as DJ tools, where the inclusion of
locked grooves is sometimes advertised as the explicit function of the
product.
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(c)

Figure 3. Diagrams showing the arrangement of normal (a),
inverse (b) and double grooves (c) on vinyl records.

The use of an inverse groove on this particular track of
the Praxis U.S.A. EP, seems entirely appropriate. The
Nomex track in question is the most noise-orientated
track on the EP, consisting predominantly of white noise.
The use of an inverse groove seems to add a suitably antagonistic element of surprise to the experience of listening to the record. It does not appear to be accidental that
the inverse groove is quite likely to create some additional noise when it throws the unsuspecting listener’s needle
off the platter!
Adam Kempa’s blog [20], discusses the use of inverted
grooves, referring to other examples. The artistic motivation for using inverted grooves is obvious on tracks such
as Reese – Inside Out [21]. On others such as Megadeth’s Sweating Bullets [22], the cover sleeve reads:
“Paranoid pressing on blue vinyl. Warning: do not attempt to play this record in the conventional manner!
Both sides reverse play, from the inside groove outwards.”
The inverse grooves are congruous with Mustaine’s
lyrics about madness and paranoia. Just as the lyrics deal
with being at odds with the world, so too is the groove
running the opposite way to that which we might expect.
To emphasise this point, the chorus of Sweating Bullets
includes the lyrics: “I’m in trouble for the things I haven’t got to yet”. Thus, the use of inverse grooves mirrors the reverse notion of time in the song. However,
since the record sleeve advertises the inverse groove, the
element of surprise is perhaps diminished. In this case it
seems reasonable to assume that the inverse groove is
also used as a marketing gimmick; a means to create a
more exclusive limited edition version (in combination
with the use of blue vinyl).
4.3 Double Grooves
Related to inverse grooves, there is also the unusual use
of the ‘double groove’ (also known as ‘parallel grooves’
or ‘multi-sided records’ [23]). As shown in figure 3,
‘double grooves’ are records where two grooves run simultaneously through a record, causing the needle to play
different material depending where it is initially placed
(the additional groove is sometimes called a ‘third side’).
Again, the element of surprise seems to be the main motivation for using this approach, which is found on rec-
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ords such as The Monty Python Matching Tie and Handkerchief [24]. The Monty Python record clearly aims to
deceive, surprise and delight using this method; the LP
sleeve also takes a similar approach by posing as something it is not: a tie and handkerchief set. Mr. Bungle’s
Disco Volante [25], also uses this approach, concealing
parallel groove tracks at certain points on the record. In
this example, the use of double grooves supports a cryptic
theme: “The Secret Song” and songs by “The Secret
Chiefs Trio” are amongst those found on the hidden
grooves.
4.4 Backmasking
The backmasking technique involves the reversal of sonic
material (such as speech) to conceal a message [26], as
described previously in the Bioshock Infinite and Clone
High examples.
Backmasking has often been associated with occult
practices. It is known that Aleister Crowley encouraged
aspiring magicians to train themselves to think backwards
using reversed phonographs. Indeed, the term ‘occult’ by
definition refers to ‘knowledge of the hidden’, and practices such as these, and imitations thereof, have contributed to the affordance6 of backmasking as a signifier for
occult or Satanic practices.
The controversial association of backmasking with Satanism reached its height in the 1980s, when it was alleged that rock artists such as AC/DC had placed ‘subliminal’ backmasked messages within their music.
Though the effectiveness of these supposed subliminal
messages was largely dismissed, many other artists have
used backmasking and reverse techniques in their work.
Often this is used for the aesthetic results of reversing
audio, as in musique concrète. In other cases, artists such
as Marilyn Manson have used backmasking to signify the
established cultural connotations with Satanism. Today
though, the technique is perhaps most commonly used on
vocals for radio-friendly edits of pop music to conceal
swear words.
It was more laborious to produce music that contained
backmasking techniques with earlier analogue recording
equipment, than it became with the arrival of digital audio editors. However, almost any turntable can be used
to hear what a passage of vinyl sounds like backwards,
simply by manually winding the record in reverse7.
When CD became the dominant format for consumers, it
would have been more difficult for the average listener to
easily decode backmasked messages, without the aid of a
computer and digital audio editor or sampler. For iPod
listeners, these messages may not be easily unveiled either. However, since the advent of YouTube, the majority of decoded backmasking can be found without the listener having to process the audio themselves, provided
6

Use of the term ‘affordance’ here refers to DeNora’s discussion regarding the potential for sound to afford particular interpretations for
audiences [27].
7
Various modern turntables also feature a ‘reverse' function that facilitates this.
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internet access to this website is available. Thus, shifts
from analog to digital formats can be seen to suggest different ways of hiding easter eggs in music, and also of
discovering them. With this in mind, we shall look now
towards other techniques for hiding messages in digital
formats.

5. EASTER EGGS IN DIGITAL AUDIO
5.1 Hidden Tracks
Within digital formats the most common easter eggs are
found in the form of hidden tracks [28]. These are found
on many popular music CDs, where they may be concealed using a variety of methods. For example: Marilyn
Manson’s Antichrist Superstar [29] contains 99 audio
tracks. The main album is contained on tracks 1-16,
tracks 17-98 are silent and track 99 contains the hidden
track. In other examples, a hidden track may be included
on the last track of an album, after a long period of silence; Nirvana’s “Endless, Nameless” begins at 13:51 on
track 12: “Something In The Way” of Nevermind [30].
Hidden tracks may also appear at the start of an audio
CD, such as on Agoraphobic Nosebleed’s Altered States
of America [31], where ‘track 0’: “Wonder Drug Wonderland” is found by reversing the CD from the beginning
of track 1.
Hidden tracks may be used in various ways, though
perhaps the main reason for their inclusion is to make use
of the spare storage capacity of the medium. CDs can
hold up to 80 minutes of music; much longer than the
average pop album. Therefore, since outtakes or additional material may be available from the studio recording sessions, it may make commercial sense to include
some of that content as hidden bonus material. With limited additional cost for the record company, this adds
content that may increase the commercial value of the
album as a product.
The contents of hidden tracks varies, though more often
than not the hidden track seems to be somewhere to put
extra or spare material; whether it is humorous content, a
jamming outtake, or some other curiosity. Often the
tracks seem to be separated from the main album because
they are not serious, and are not part of the ‘proper’ album. However as with other examples which we have
discussed, the hidden track may correspond with the
theme of the album. For example, the hidden track that
follows Korn’s “Daddy” [32] (after a period of silence),
is a tape recording of a heated domestic argument between a couple, regarding a car. Ross Robinson, who
produced the album claimed to have found the tape recording in an abandoned apartment. In the context of
album, the inclusion of this material as a hidden track is
both surprising and disturbing, and fits thematically
alongside the bands songs about drugs and domestic
abuse.

5.2 Hidden Images
More recently, artists have hidden images in the spectral
form of their compositions. This can be accomplished
using various software packages such as Photosounder
[33] or Virtual ANS [34], the latter of which is based on
the ANS synthesizer, created by Evgeny Murzin from
1938 to 1958 [35]. Perhaps the most famous modern
example of this technique is found in Aphex Twin’s
“Equation” track from the Windowlicker CD [36]. Near
the end of the track the artist’s face appears when the
audio is viewed through a spectral analyser (Figure 4, a).
This technique has also been used by other artists, such as
Venetian Snares, whose track “Look” from Songs About
My Cats [37] contains spectral images of his cats (Figure
4, b).
Both examples conform to the easter eggs model discussed throughout this paper; they are personal, hidden
signatures by the artists, which are also slightly humorous
curiosities. They also correspond well with the artistic
themes of the respective works; for example, Aphex
Twin is known for incorporating his face into the album
images and music videos that accompany his work, and
this is also explored in the Windowlicker music video
produced by Chris Cunningham. The approach is interesting since it affects the sounds that are heard when listening to these sections; the contours of the images affect
the tonal properties of the sounds, though without spectral imaging it is very unlikely that the message would be
discernable through sound alone.

(a)

(b)

Figure 4. Spectral images hidden in music: (a) a face hidden in
Aphex Twin’s Equation track, (b) Venetian Snares’ Look track,
showing photographs of the artist’s cats.

Related examples of images hidden in music can be
found elsewhere. For example, the recent ‘black midi’
Internet meme involves the composition of MIDI tracks
that contain as many notes as possible [38]. Examples of
black midi tracks usually contain several million notes,
and appear as a mass of black notes when viewed in stave
notation; hence the ‘black midi’ term. Once created,
black midi compositions are played back on software
such as Synthesia [39], which may then fail in the process
of attempting to reproduce the unusually large number of
notes8. Screen capture videos of this process are recorded, and then shared on sites such as YouTube. As black
midis incorporate a visual element, ‘blackers’ (the authors of black midi tracks) may incorporate hidden images within the MIDI score (Figure 5).

8

Black midi can therefore be considered in terms of glitch aesthetics, as
discussed by Kim Cascone [40].
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(b)

Figure 5. Visual patterns hidden in MIDI files: (a) patterns in
Shanghai Teahouse [41], (b) Bad Apple [42].

5.3 Time-stretching
Timestretching of sonic material is an established technique of musique concrète, and electroacoustic music.
Composers such as Pierre Schaeffer made use of various
time-stretched materials, such as dog barking sounds,
which become unrecognisable when time-stretched. These sounds are not usually discernable when the music is
heard normally, but can be restored through audio processing. Schaeffer may not have specifically intended the
concealed source material to be seen as ‘easter eggs’.
Nonetheless, timestretching can be considered as a possible technique for creating easter eggs.
In Weinel’s electroacoustic composition Direct Telepathic Transmission from Mars [43] a time-stretched
sample is used, which was taken from Iggy Pop’s howling scream at the start of The Stooges TV Eye [44]. Since
the material was stretched to approximately 200x the
length of the original clip, the original material is unlikely
to be recognised by the listener without prior knowledge.
The material was chosen for its tonal qualities, but also
provides a mischievous personal satisfaction for the composer, by knowing it is there.
Examples are also found in video game culture; the Bioshock Infinite example referred to previously, contains
various audio easter eggs produced through use of timestretching. A similar example which could also be considered an easter egg is found in the Nintendo Game Cube start-up menu, which is revealed to be the same theme
as the Nintendo Famicom start-up menu, when the audio
is sped up by 16x [45].
As with spectral imaging and backmasking, timestretching provides a method through which source material can be translated into sound, in such a way as to hide
the original source material from the listener. Even
though the source is hidden, these processes affect the
‘undecoded’ sounds that the listener hears. However, the
processes are also reversible, and the source material can
subsequently be revealed.

produces an endless loop of a sample from the movie
Waterworld, [47], in which a character shouts “Mutation!
He’s a Mutant!”. The looped sample can be processed
using the same MIDI controlled effects processing that is
used for the main patch.
Our paper has now travelled full-circle, and returned to
a discussion of easter eggs in software. Software offers
an an inherently greater scope for easter eggs, due to the
flexibility of programming languages. In language such
as Max/MSP and Pure Data, it is possible for us to conceive of various live computer music performances that
incorporate easter eggs. In the next section, we shall
demonstrate other ways this may occur, by discussing our
Egg Raid software.

6. EGG RAID
Egg Raid is a Max/MSP patch we have developed, that
includes software components for creating easter eggs.
The current version of the patch demonstrates two methods through which easter eggs can be incorporated into
real-time computer music performances. The software
components can be reused in other patches to facilitate
easter egg surprises for the composer, performer and/or
audience members.
Figure 6 shows the user interface for Egg Raid; a midi
keyboard provides the main user input, and on the surface, the software appears to be a simple piano patch.
Figure 8 shows the hidden functionality of the patch.
Notes that are played on the keyboard are filtered through
a ‘Pattern Recognition System’, which recognises and
sends a trigger message when certain pre-determined
sequences of notes are played. This trigger causes unexpected sounds to emit from the ‘Easter Egg Sound Generation’ module. These include various audio samples
related to eggs from popular music and film.
The patch also incorporates a ‘Discordian calendar’9,
which uses the computer’s clock to send trigger messages
on dates of the year that are significant in the Discordian
calendar, and on each 23rd of hours, minutes and seconds.
The calendar triggers separate banks of easter egg
sounds, which contain hidden spectral images of Discordian symbols (Figure 7).

Figure 6. User interface for Egg Raid software.

5.4 Easter Eggs in Performance Software
Easter eggs can also be hidden in software devised for the
performance of computer music. For example, Weinel
included an easter egg in a piece of performance software
that he programmed in Max/MSP as part of a collaborative project [46]. Corresponding with the title of the
composition: Mutations (megamix), the software includes
an easter egg. When the user clicks on the ‘info’ button
in the patch, and scrolls down the page, there is a transparent button that is barely visible. Clicking the button

- 145 -

Figure 7. Spectral images of Discordian symbols in Egg Raid.
9

Discordianism is a religious or philosophical movement, sometimes
considered a parody religion, which venerates Eris, the goddess of chaos
in ancient Greek mythology [48]. Discordianism has its own calendar,
and holds the number 23 as significant.
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work will not necessarily go unnoticed, and composers
may therefore consider it worthwhile to add them to their
work. Indeed, as listeners we may also wish to ‘keep an
eye out’ for easter eggs which may be out there, waiting
to be discovered.

8. REFERENCES
[1] Marcelozzy, “Excel 95 Hall of Tortured Souls Easter
Egg.” [YouTube video] Available online:
https://www.youtube.com/watch?v=nwg9eLHZZRo
Oct. 6, 2007 [Last accessed: April 13, 2014].
[2] J. Carmack et al., Doom [PC video game], id
Software, 1993.
[3] D. Wolf and A. Wolf, “The Easter Egg Archive,”
[website]. Available online: http://www.eeggs.com
[Last accessed: April 13, 2014].

Figure 8. System diagram for the Egg Raid software.

7. CONCLUSION
Through the course of this paper we have reviewed some
of the approaches used for planting easter eggs and hidden messages within various mediums, with an emphasis
on music. The easter eggs discussed all depend upon
exploiting the mediums in question. While in computer
software a high level of flexibility is possible for integrating unusual features, formats such as vinyl and CD are
restricted by the possibilities that are inherent in the medium. Nonetheless, we have seen how easter eggs can
add an interesting feature to an artwork, even within such
limitations. These features are often novelties or curiosities, which may be fun in their own right; easter eggs
need not necessarily serve any greater purpose. However
we have also seen how they may serve to support the
conceptual themes of an artwork as a whole. While in the
authors’ opinion, the vast majority of hidden tracks found
on CDs offer little more than novelty value, examples
such as the Nomex track “Gorf Beat One” are substantially enriched by appropriate use of the medium.
As mediums change, the challenge for artists wishing to
hide easter eggs in their work will surely be to find interesting, new and novel places to put them. Mediums such
as vinyl are more popular as collector’s items today, than
as a mainstream medium for music. Yet the fascination
and unique experience which can be gained from inverse
grooves, locked grooves and double grooves should indeed be seen as one of the reasons why the medium holds
continued value, and is worthy of preservation. Since
digital formats now dominate the mainstream, artists may
need to think ‘outside the box’ in order to hide their easter eggs. Spectrograms, backmasking and timestretching
show possible approaches, where the undecoded sounds
of the music are also affected. We have also demonstrated how live performance software can incorporate easter
eggs, through our Egg Raid software, for example.
Finally, since easter eggs are being catalogued by sites
such as The Easter Egg Archive and the users of
YouTube, there may be a greater likelihood than ever
before that easter eggs will be discovered and shared
among audiences. The value that they can add to an art-

- 146 -

[4] S. Shigeru, Wave Race 64 [Nintendo 64 video
game], Nintendo, 1996.
[5] M. McWhertor, “Nintendo’s Verbally Abusive
Wave Race Easter Egg Finally Unearthed,”
[YouTube video]. Sept. 2, 2010. Available online:
http://kotaku.com/5628976/nintendos-verballyabusive-wave-race-easter-egg-finally-unearthed
[Last accessed: April 13, 2014].
[6] C. Sommerville and T. Krueger, Chip’s Challenge
[Atari Lynx video game], Epyx, 1986.
[7] H. Tomlinson and M. Hanson [Astraware Limited],
private correspondence, Dec. 13, 2011.
[8] Irrational Games, Bioshock Infinite [Playstation 3
video game], 2K Games, 2013.
[9] GamesSeriesNetwork, “Bioshock Infinite Easter
Eggs and Secrets,” [YouTube video] April 20, 2013.
Available
online:
http://www.youtube.com/watch?v=ObNh8Zr6gsc
[Last accessed: April 13, 2014].
[10] Geekosystem, “Shakespeare Quotes, Music, and
More Hidden in Bioshock Infinite Audio,” April 13,
2014.
Available
online:
http://www.geekosystem.com/shakespeare-quotehidden-in-bioshock/ [Last accessed: April 13, 2014].
[11] B. Talvacchia, Taking Positions: On the Erotic In
Renaissance Culture, Princeton University Press,
2001, p.113.
[12] BBC News, “Music ‘hidden’ in the last supper art,”
Nov.
10,
2007.
Available
online:
http://news.bbc.co.uk/1/hi/7088600.stm
[Last
accessed: April 13, 2014].
[13] A. Pava, “Raisin the Stakes: a Rock Opera in Three
Acts,” Episode 9 of Clone High [TV series], Jan. 12,
2003.
[14] G. Dunning, The Beatles – Yellow Submarine
[movie feature], Apple Corps, 1968.

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

[15] A. Parker, Pink Floyd – The Wall [movie feature],
Metro-Goldwyn-Mayer (MGM), 1982.
[16] InvaderKED, “Reversed message in Clone High.”
[YouTube video], Jan. 23, 2010. Available online:
https://www.youtube.com/watch?v=T7bBGdl37kc
[Last accessed: April 13, 2014].
[17] The Beatles, “Tomorrow Never Knows,” Revolver,
LP, Album, Parlophone, 1966.
[18] The Beatles, “A Day in the Life,” Sgt. Pepper’s
Lonely Hearts Club Band, LP, Album, Parlophone,
1967.
[19] Nomex, “Gorf Beat One,” on Various Artists –
Praxis U.S.A., 12”, EP, Deadly Systems, DS 007 B,
2006.
[20] A. Kempa, “Oh, Inverted Grooves!” March 4, 2004.
Available
online:
http://www.kempa.com/ohinverted-grooves/ [Last accessed: April 13, 2014].
[21] K. Saunderson (Reese), Inside Out, 12”, Single,
Fragile Records, FRG 6.
[22] Megadeth, “Sweating Bullets”, 12”, EP, Capitol
Records, 12CL 682, 1992.
[23] A. Kempa, “Fate as the DJ: Parallel Grooves,” Feb.
26,
2004.
Available
online:
http://www.kempa.com/fate-as-the-dj-parallelgrooves/ [Last accessed: April 13, 2014].
[24] Monty Python, The Monty Python Matching Tie and
Handkerchief, LP, Album (B-side doubled grooved),
Arista, AB4039, 1975.

[34] A. Zolotov, Virtual ANS [audio software], 2013.
Available online: http://www.warmplace.ru/soft/ans/
[Last accessed: April 13, 2014].
[35] A. Smirnov, “Graphical Sound”, Sound in Z,
London: Keonig Books, 2013.
[36] Aphex Twin, “Equation,” Windowlicker, Audio CD,
Warp Records, WAP105CD, 1999.
[37] Venetian Snares, “Look,” Songs About My Cats,
Audio CD, Planet Mu, ZIQ032CD, 2001.
[38] M. Connor, “The Impossible Music of Black Midi”,
Rhizome, Sept. 23, 2013.
Available online:
http://rhizome.org/editorial/2013/sep/23/impossiblemusic-black-midi/ [Last accessed: April 13, 2014].
[39] Synthesia LLC, Synthesia [audio software], 2013.
Available online: http://www.synthesiagame.com/
[Last accessed: April 13, 2014].
[40] K. Cascone, “The Aesthetics of Failure: 'Post-Digital
Tendencies in Contemporary Computer Music”,
Computer Music Journal, vol. 24, no.4, 2000.
[41] Snake8Bit, “Shanghai Teahouse 3.1 Million Notes |
No Lag” [YouTube video], Dec. 23, 2013.
Available
online:
https://www.youtube.com/watch?v=815HyiPLpRw
[Last accessed: April 13, 2014].
[42] harry99128, “Synthesia bad apple” [YouTube
video], Nov. 30, 2012.
Available online:
https://www.youtube.com/watch?v=IltRgZW2Jcw
[Last accessed: April 13, 2014].

[25] Mr. Bungle, Disco Volante, LP, Album, Warner
Bros. Records, 9 45963-1, 1995.

[43] J. Weinel, “Direct Telepathic Transmission From
Mars,” The Turtle – Hyper Riot, TestTube, tube098,
2007.

[26] J. Cacippo, and L. Freberg, Discovering Psychology:
The Science of Mind, Cengage Learning, 2012,
p.419.

[44] The Stooges, “TV Eye,” Fun House, Audio CD,
Planet Mu, ZIQ032CD, 2001.

[27] T. DeNora, Music in Everyday Life, Cambridge
University Press, 2010, p.45.
[28] “HiddenSongs.com” [website]. Available online:
www.hiddensongs.com [Last accessed: April 13,
2014].
[29] M. Manson, Antichrist Superstar, Audio CD,
Nothing Records, 1996.
[30] Nirvana, “Endless Nameless,” Hidden track
following “Something in the Way,” Nevermind,
Audio CD, DGC, 1991.
[31] Agoraphobic
Nosebleed,
“Wonder
Drug
Wonderland,” Hidden track on Altered States of
America, Audio CD, Relapse Records, 2003.
[32] Korn, “Daddy,” Korn, Audio CD, Epic, 1994.
[33] M. Rouzic, Photosounder [audio software], 2013.
Available online: http://photosounder.com/ [Last
accessed: April 13, 2014].

- 147 -

[45] SomeOrangeGuy, “GameCube Main Menu (Sped up
16x).”
Available
online:
http://www.youtube.com/watch?v=u1m6j38CDOc
Feb. 21, 2010 [Last accessed: April 13, 2014].
[46] R. Ratcliffe, J. Weinel, and Z. Kanga, “Mutations
(megamix): exploring notions of the ‘DJ set’,
‘mashup’ and ‘remix’ through live piano-based
performance”, eContact! vol. 13, no. 2, 2011.
Available
online:
http://cec.sonus.ca/econtact/13_2/ratcliffe_mutations
.html [Last accessed: April 13, 2014].
[47] K. Reynolds, Waterworld, Universal Pictures, 1995.
[48] J. Koke, D. Pearcy and N. Hartsock, Principia
Discordia, Steve Jackson Games, 1994.

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

EROTICISM AND TIME IN COMPUTER MUSIC: JULIANA
HODKINSON AND NIELS RØNSHOLDT’S FISH & FOWL
Danielle Sofer
Kunstuniversität Graz (KUG)
Palais Meran
Leonhardstraße 15
A-8010 Graz
Austria
tel. +43/(0)316/389-3294
danielle.sofer@kug.ac.at

ABSTRACT
Music analysts often default to alternate forms of
visualization when dealing with electroacoustic music
for which no score exists, thus sound becomes situated
within the limitations of a visual system. In this paper I
show that visual models do not always convey the
varied possible hearings of multiple listeners,
particularly in music with an erotic tinge. Coupled with
clicking heels and a cracking whip, Fish & Fowl (2011)
by Juliana Hodkinson and Niels Rønsholdt is an
electroacoustic work rife for suggestive inferences. The
sexualized breathing of the female “protagonist” in Fish
& Fowl is an allusion to a territory typically, if tacitly,
forbidden as an expression of sonic “art,” but it is
precisely in this transgression to normative hearing that
Fish & Fowl is potentially interesting for analysis.
Unfolding with temporal and spatial changes in the
music are variable structures of listening that mediate
our perceptions of, for example, the instrumentation,
performance space, and semantic meaning of what we
hear. In employing Gilles Deleuze’s philosophy of time,
this paper offers an alternative to visualized analytical
models by elaborating on the experience of erotic sound
through multiple and synchronic temporalities.

1. INTRODUCTION
Though certain musical qualities have always been
heard with erotic connotations, it is only in the last 1015 years, that scholarly attention has turned toward
studies of eroticism and sexuality. In this recent turn,
not only were we granted greater freedom to explore
topics that were once inconceivable in the context of
scientific or historical musicology, for example gender,
sexuality, and eroticism, but such explorations have
even become common practice. One can hardly imagine
a musicological text today that does not contextualize
its subject within the surrounding historical, but also
social and cultural circumstances. And yet, although
eroticism and sexuality studies abound in the literature,
the terms “sexuality” and “eroticism” remain somewhat
vague, invoked in musical contexts via a presumed
universal definition, one which resides within the realm
of transgression.
While attempts to conjure eroticism in music, and
furthermore, hearings of sexually explicit sounds in
Copyright: © 2014 Danielle Sofer. This is an open-access article distributed under the terms of the Creative Commons Attribution License
3.0 Unported, which permits unrestricted use, distribution, and
reproduction in any medium, provided the original author and source are- 148 credited.

music, are not new and continue to require attention,
what is new in the twentieth century are attempts to
record the body in order to capture the aural qualities of
erotic pleasure and to include these sounds through
technological means in a musical setting. Technologies
of the recorded body innovatively present the audience
with a sexual encounter through sounds of the (human)
body as experienced in “real time.” But our hearing of
recorded or synthesized sound depends in part on our
suspension of disbelief as listeners, since, after all, we
are provided with no visual “evidence” of the body
from which these sounds emanate. Whereas allusions in
instrumental works might arise through metaphor—
though completely real in the sense that we hear such
expressions as erogenous—in computer music
composers can make overt use of the timbres of sex and
the envelope of the erotic by way of a deliberate
incorporation of accepted norms of how human
sexuality is encountered in sound.
Modern philosophy’s earliest investigations of music
perception proceeded from the assumption that we hear
music by first engaging physically with sound and only
then are our sensations imbued with meaning. In
counter-distinction from this separation between mind
and body, Merleau-Ponty posits, “The union of soul and
body is not an amalgamation between two mutually
external terms, subject and object, brought about by
arbitrary decree. It is enacted at every instant in the
movement of existence” [1:102]. Merleau-Ponty’s
radical suggestion, that music is experienced not as a
composite of discrete events but as a mode of existence
whereby listener and listened are in synchronic
synthesis with one another, changed not only the way
philosophers conceived of music, but the unity of mind
and body allowed also for a new conception of how
meaning is derived from music. When we hear
sexualized breathing and moaning we recognize these
sounds as such without further mediation or meditation.
If music and meaning are experienced simultaneously
by the perceiver, then it stands to reason that timedomain representations or spectrogram visualizations of
music are somehow remiss of a large portion of our
musical experience. As observed by Judy Lochhead [2],
music theorists often rely on a musical score to serve as
visually “correlative evidence,” but when exploring
electroacoustic music, which, absent physical
performers, does not employ a traditional musical score,
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those theorists who rely on conventional methods to
bring about consistent, or in any case, proven analytical
results tend to incorporate alternative visualizations that
need not be condoned by the composer or geared
toward performance.
As Denis Smalley explains, there possibly exist for an
electroacoustic work “three types of score which might
contain perceptually relevant information”: (1) a score
used by a performer in mixed works of live electronic
music, (2) a “technical” score, or a record of how the
piece was produced, and (3) a “diffusion score,” “often
a free, sketchy, graphic representation of the sounding
context,” which would be useful as an indication of
timing for engineers and composers diffusing the work
in a concert. “But,” Smalley is quick to warn, outside of
these three variations, “we must be cautious about
putting too much faith in written representations”
[3:108]. And I extend this caution also to other forms of
visualization in the context of music analysis.
Though visual representations are tempting, they are
lacking for several reasons. First, images that display
the entirety of a composition, such as a spectrogram, do
not adequately convey the experience of music in time. 1
Secondly, as observed by Mary Simoni [5] (for
alternative examples, see also [6]), time-domain
representations, even those which compile in “realtime”—depicting frequency and amplitude as they
unfold—do not adequately convey timbral qualities, and
merely communicate, as with any analysis, only that
which the analyst intuits as relevant. From this, it is
surmisable that a third analytical framework, focusing
explicitly on the firsthand experience of music as it
unfolds in time, could bypass these secondary
visualizations. In this paper, I would like to focus on
this third analytical strategy, and to propose a timebased analysis of electroacoustic music absent
visualization.
Fish & Fowl (2011) by Juliana Hodkinson and Niels
Rønsholdt is an electroacoustic work rife for suggestive
inferences. Coupled with clicking heels and cracking
whips, the sexualized breathing of the female
“protagonist” in Fish & Fowl is an allusion to a territory
typically, if tacitly, forbidden in scholarly rapport.
Stripping the character of her moaning, whipping, and
pleasurable exclamations, a spectrogram realization of
Fish & Fowl would barely turn heads, leaving behind
only a residue of strong and weak impulses. In the
visual realm, absent these timbral qualities, the semantic
meaning—though conveyed easily through audible
utterances—is all but lost. If music analysis is to be
reconceived to include the many semantic inferences
listeners experience synchronically in the midst of
hearing, we analysts must find a new method of
exploration, one that departs from a dependence on
visual representations.
Music theorist Brian Hulse’s [7] musical engagement
with the “virtual,” which he frames within a Deleuzian
reading of Bergson’s philosophy, proposes a musical
1

hearing that acknowledges ambiguity and engages in
the pluralism of many possible aesthetic experiences.
As Hulse explains, “In the virtual, we find a technical
approach to thinking musical time whereby the rich
temporal depths of music, completely obscured by
traditional notation (which collapses time to an all-atonce spatial representation), become accessible to a
different kind of thought; a thought that is fully in
contact with music as a process rather than as a static
product” [7:50]. Taking to task Hulse’s invitation
toward a Deleuzian “thinking music,” this paper is
organized in three parts. I first outline the three
perspectives of the “virtual” through the synthesis as
conceived in Deleuze’s framing of time through the
experience of difference and repetition. Second, I then
tie these perspectives to musical experience by way of
Hodkinson and Rønsholdt’s Fish & Fowl. And lastly, in
attempts to convey a theoretical framework for
electroacoustic music while also maintaining an openended interpretation, I then raise questions about the
manner in which listeners can potentially derive
meaning from music with erotic overtones without
essentializing or reducing the analysis to so-called
representative assumptions about the plot, subject,
source, essence, nature, or labor of this music and the
musicians involved in its creation and production.

2. TIME AS THE SYNTHESIS OF
DIFFERENCE AND REPETITION
“The primacy of identity, however conceived,” writes
Gilles Deleuze, “defines the world of representation”
[8: xix]. For Deleuze, “identity” is always linked to a
foundation, a ground, or in other words, a hierarchical
construction of the “concept.” This stilted, atemporal
concept comes to be a representation of the thing, an
infinite and unmovable truth. The flaw of representation
then arises from the myth that our perception of time—
and indeed of life itself—is constituted as a sequence of
discrete events. As determined by Deleuze, the
atemporal invocation of the “concept” is a central
fallacy in Hegel’s philosophy. Hegel’s abstraction of
concepts gives a false sense of objectivity; the concept
arises independently, is unchanging, and remains frozen
in time—long after even Hegel has passed. In Deleuze’s
words, “Hegel substitutes the abstract relation of the
particular to the concept of the general for the true
relation of the singular and the universal in the Idea. He
thus remains in the reflected element of
‘representation’” [8:10].
Recognizing Deleuze’s reformulation of the
“concept” as a temporally bound object, in her generous
reading, philosopher and feminist theorist Elizabeth
Grosz [9] explains that concepts, for Deleuze, “emerge
long before the human emerges… Concepts have a
date; they have a history.” Breaking with the
Enlightenment tradition “that wants to link concepts to
the development of reason,” Grosz incites Deleuze’s
notion of “Chaos” as “the real outside representation.”
In the chaos of the “real,” prior to the rational
imposition of logic, a concept is constantly moving and

This critique of phenomenological invocations in music theory has
recently been revisited by Maryam A. Moshaver [4].
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continuously revised, always political, and always
situational. Thus concepts persist without an absolute
identity. In attempting to reconcile this stilted
perception of time, Deleuze therefore evokes Henri
Bergson’s notion of the “virtual.”
As summarized in Difference & Repetition [8],
Deleuze provides the example of two events A and B.
Citing Hume, Deleuze recalls that given a series of
events ABABAB, “When A appears, we expect B”
[8:70]. Within the realm of the Virtual, each
instantiation of “AB” is distinguishable from the last.
Herein emerges the relation between the whole and the
particular, or between the event and its duration (durée).
In recognizing A as an event, we distinguish it from
other events through difference—“something new in the
mind,” but departing from Hume, in the Virtual, A’s
relation to the whole is asserted likewise through its
own “repetition,” which we experience synchronically,
or in synthesis, as its own difference.
Deleuze conceives of time, after Bergson, through a
lens of the present, asserting, “The present alone
exists.” Durée as a suspension over time is not
experienced as a linear trajectory laid before us, nor are
we forced to wallow in the retention of past events.
Rather, the past and future are suspended virtually in
the present. Echoing Marcel Proust, both Bergson and,
after him, Deleuze summarize Proust’s sense of
suspense—this “resonance”—as, “Real without being
actual, ideal without being abstract” Deleuze qualifies
this statement, continuing, “Indeed, the virtual must be
defined as strictly a part of the real object – as though
the object had one part of itself in the virtual….”
[8:209]. The Virtual arises in the presently experienced
contraction of difference and repetition through three
syntheses.

contemporaneous past is the virtual image, the
image in a mirror” [10:79].
3) “Third synthesis” occurs as Differenciation,
whereby the virtual is restored to the present,
and constantly “recreated” in a continuous
becoming. As summarized by Brian Hulse,
“Whereas the second synthesis is given by the
present which precedes and largely determines
it, the third synthesis is given by the condition
whereby the virtual objects and images of the
second synthesis are mobilized productively. It
restores the virtual to the present as a freedom
of creation and becoming” [7:39].
Though Deleuze makes a distinction between
“passing presents” and the “pure past,” his philosophy
aspires to overcome this incongruity of “reminiscence,”
and to thereby preserve the past as always unfolding in
the present. For Deleuze, eroticism holds the key to this
preservation. “Every reminiscence, whether of a town
or a woman, is erotic. Why is the exploration of the
pure past erotic? Why is it that Eros holds both the
secret of questions and answers, and the secret of an
insistence in all our existence?” 2 Why indeed.
Deleuze never clearly articulates an answer to these
questions, but he repeatedly summons the ErosMnemosyne relation within the context of “second
synthesis,” thus invoking eroticism through a
Petrarchan intonation, whereby desire is stirred through
longing, through distance [8:109].

3. THE DUALITY OF THE PAST
AND PRESENT, OR PROBLEMS
OF REPRESENTATION

1) Where repetition is the sensation of a
relationship between parts, “first synthesis” is
a contraction of the particular with the general
to form this relation. “The sensed quality is
indistinguishable from the contraction of
elementary excitations, but the object
perceived implies a contraction of cases such
that one quality may be read in the other, and a
structure in which the form of the object allies
itself with the quality at least as an intentional
part.” [8:76]. Each repetition asserts a new
event, whereby the difference between these
moments becomes less distinguishable
increasingly as it becomes idealized to the real.
Thus two repetitions can stand in difference
from difference itself and, through repetition,
two or more presents can become real.

One problem of “thinking music” in the virtual is the
very contradiction of an immediately present ontology
that rests on a distinction between the virtual (as in
virtual reality or the cyberworld) and the “real,” formed
world.3 When applied to music, Bergson’s conception
of the virtual, as durée, whereby synthesis at every
stage is contracted unto itself, implies a stacking or
hierarchy of musical elements as they are continuously
perceived in time. Deleuze and Guattari attempt to
resolve this indefinite stacking in their monumental
Thousand Plateaus [11], envisioning Bergson’s durée,
“as a type of multiplicity,” where “duration is in no way
indivisible, but is that which cannot be divided without
changing in nature at each division,” not unlike the
analytical tensions encountered in a complicated timefrequency distribution [11:483]. To this end, Deleuze
and Guattari argue against the multiple, as the

2) “Second synthesis” is the Differentiation, a
virtual imagining of the past, which
incidentally takes place in the present. “The
past does not follow the present that is no
longer, it coexists with the present it was. The
present is the actual image, and its

Gilles Deleuze, Difference and Repetition, trans. Paul Patton (New
York: Columbia University Press), 84.
3
Though Slavoj Žižek has similarly critiqued Deleuze’s notion of the
Virtual, I came upon this link to virtual reality independently and
hence diverge also from Žižek’s panicked consequences. See
Slavoj Žižek, Organs without Bodies: Deleuze and Consequences
(New York: Routledge, 2004).
2
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Works by Niels Rønsholdt4

distinction between discrete events, in favor of
multiplicity, as a qualitative distinction of “intensive
difference” [11:164]. Thus pitch levels, durational
division, and timbral distinctions can be imagined in
graduated differentiation, as referential, relative, codependent events in unfolding in time.
Music is not heard as an agglomeration of atomistic
elements. At each partition a new element is created.
With each division a newly generated difference is
created. And together these elements are combined and
intuited by the manner in which we as listeners orient
ourselves. A single sound may be discussed in terms of
pitch, duration, meter, timbre, and intensity, all of
which are retained, yet each is articulated anew with
each iteration.
Let us now explore this philosophy within the details
of a specific musical work.

Composition
“Torso,” scene from
Triumph, a micro
opera (2006)

HammerFall (2006)

Die Wanderin (2007)

5. Fish & Fowl
4.1 Background
Juliana Hodkinson (b. 1971) is an English born
composer who first gained prominence in the mid2000s while pursuing her PhD in musicology at the
University of Copenhagen in Denmark. As Artistic
Director of the Copenhagen-based contemporary music
collective Ensemble2000, Hodkinson formed ties with
musicians all over Europe. In its later inception,
Ensemble2000 became Scenatet Ensemble for Art &
Music under the guidance of Danish composer Niels
Rønsholdt (b. 1978) and art curator Anna Berit Asp
Christensen (b. 1971). In 2010, Scenatet’s musicians
had the idea of releasing an album of Hodkinson’s
back-catalogue works, and she, having been previously
involved with the ensemble and familiar with
Rønsholdt’s music, requested that he join her to
combine creative forces. What resulted from this
collaboration over three days in Berlin was Fish &
Fowl, a digital synthesis of recordings of eight
compositions from the composers’ respective
catalogues.
Although individually many of these eight works,
three from Rønsholdt (“Torso” from Triumph;
HammerFall; Die Wanderin) and five works from
Hodkinson (Harriet’s Song; sagte er, dachte ich; In
Slow Movement; what happens when; Why Linger You
Trembling In Your Shell?), were performed on acoustic
instruments without amplification, the digital mixing of
these recordings in ProTools resulted in a new, wholly
electronic musical work. The listed instrumentation,
which can be found in Table 1, defines the pitch and
timbral space that each work occupies, but when
combined electronically, the original instrumentation of
each piece becomes less informative. Having been
electronically modified, these instruments no longer
conform to their anticipated real-world behaviors, and,
without a corresponding visual image, listeners are free
to interpret the music within a reality of their choosing.

Instrumentation
female voice, clarinet,
double bass, percussion,
electronics, in
collaboration with Signe
Klejs [9 minutes]
piano, saxophone,
percussion (including
horse whip, hand thrown
fire crackers, wine glasses
for breaking, small balls
made of paper, small
stones/pebbles), w.
optional lighting [8’30
minutes]
violin, piano, percussion,
audio playback (footsteps
and ambient chords), w.
optional video [10
minutes]

Works by Juliana Hodkinson5
Composition
In Slow Movement (1994)

sagte er, dachte ich (1999)

what happens when
(1999)
Why Linger You
Trembling In Your Shell?
(1999)
Harriet’s Song (2001)

Instrumentation
flute, clarinet, violin,
cello, piano, guitar,
percussion [14 minutes]
flute, clarinet, viola, cello,
piano, guitar, percussion
[10 minutes]
soprano, bass recorder,
guitar [6 minutes]
violin and percussion with
egg-shells, down feathers,
and table-tennis balls [10
minutes]
(singing female) viola and
percussion (hanging
objects such as chimes,
keys, a transparent
freezer-bag filled with
milk, a small music box,
metal chains) [10 minute]

Table 1. The works incorporated in Fish & Fowl listed
with instrumentation and approximate duration, and
organized chronologically.
4.2 The Synthesis of Deleuze and Fish & Fowl
As a collage of collected artifacts, listeners may
attempt already from the opening of Fish & Fowl to
trace the music to sound sources with actual “realworld” identities. Yet, when attempting to assign an
external representation to specific sounds we find that,
though these sounds are “real,” in the sense that
Scores and sound files available at www.nielsroensholdt.dk/ and
through publisher Edition•S.
5
Scores available through publisher, Edition Wilhelm Hansen.
4
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did in the beginning. Delayed by 8 seconds from its
proximity to the clarinet in the opening, only at 17:02,
are hesitant, amplified breaths gasped, now with the
accompaniment of a faint drone. Since the sounds of
the clarinet and human breath are not so alike that we
cannot distinguish between them, we recognize this
relation as repetition toward an ideal, as an imminent
multiplicity of “intensive differences.” This becoming is
never actualized; it is a limit, a becoming ideality that is
never become. Thus the erotic phonopoesis is everproductive, mobilized and resounding always as both
familiar and at once becoming defamiliarized.
Perhaps it’s not necessary that we identify exactly
how each repetition differs from the last only that they
are related. Recall now that Deleuze claimed the erotic
for the realm of “second synthesis,” as a resonance of
the past as it is invoked in our present memory. The
shifting of the breath track throughout Fish & Fowl is
not merely a compositional effect, but this
differentiation has affective implications. The play of
intensive timbral and temporal differences affects and
retains effects particularly from its erotic resonances.
Deleuze invokes Pierre Janet, writing, “As Janet in
some ways suspected, it is not amnesia but rather a
hypernesia which explains the role of erotic repetition
and its combination with difference. The ‘never seen’
which characterizes an always displaced and disguised
object is immersed in the ‘already-seen’ of the pure past
in general, from which that object is extracted. We do
not know when or where we have seen it, in accordance
with the objective nature of the problematic; and
ultimately, it is only the strange which is familiar and
only difference which is repeated” [8:109].

listeners hear the agglomeration of these sounds as
music (and quite pleasing music at that), outside of the
work, these electronic sounds have no “actual”
equivalent. In Fish & Fowl, sounds like the long
sustained tone of the clarinet that opens the piece [0:000:08] and its echoed imitation in the electronically
synthesized sounds that follow extend each repetition,
connecting these moments through seamless duration.
In the digital medium, composers are free to exactly
repeat a phrase elsewhere simply by copying and
pasting. And without needing to notate each element of
the music, composers are even further liberated.
Through this simple action, the clarinet’s initial cry is
heard repeatedly and continuously throughout Fish &
Fowl. “First synthesis” occurs upon recognizing the
clarinet’s motive and its subsequent repetitions twice in
the first phrase [0:00-1:12]. But this repetition is met
with simultaneous different, as the musical role of the
motive that opens the piece changes with each iteration.
When we arrive at a refrain of the opening material at
16:17, as if reflected through a fun-house mirror the
familiar-ness of this music becomes defamiliarized by
its very repetition.
We recognize the sound of a woman’s breath through
“second synthesis,” through the reminiscence both from
past experience outside the work, but also from within
the work in prior simulations of respiration in the
clarinet, viola, and saxophone. When digitally recorded,
a single gasp or howl can be manipulated and repeated
endlessly. By isolating the female voice (as one might
deduce from the vocal quality, pitch and timbre), the
recorder claims control over the female’s asserted
sexual dominion by manipulating the volume, force,
and number of repetitions in her vocal exclamations. As
if the natural bodily response of the female were
insufficient, the empowered digital sculptor can tweak
the disembodied voice to the correct proportion for
optimal listener response, all the while stripping the
performer of her expressive freedom. In our personal
correspondence Rønsholdt coyly intoned, “Obviously,
the emotional atmosphere becomes dark and sexualized
when using breath i[n] this way, especially when
presented together with whip sounds...That's the
underlying drama of F&F [sic], the woman and the
things that are happening to her (real or not).”
Throughout Fish & Fowl, the vocal breath interacts
with and reacts to the instrumental “breathing” as both a
repetition of, and by way of differenciation from, itself.
The return of the opening material [16:17 – 17:43], as
a return is differenciated from our hearing in the
beginning of the piece, and this differenciatation—our
awareness in the present that this is an event
reminiscent from our past, i.e. “third synthesis”—is
further augmented by its obvious dissonance with what
came directly before it, an interrupted climax, actually,
one of several sublimated climaxes that over the course
of the piece build with consecutive intensity.
In the refrain, the duration of the clarinet’s opening
cry has been augmented but succeeded, as before, by
the subdued pulsation of instruments in the background.
In the refrain, the breath does not enter as “early” as it

6. CONCLUSIONS
Our experience of Fish & Fowl does not begin and end
with mere hearing. The semantic resonance of this work
is much richer than any given thirty-six minute and
forty-two second duration of time “X.” To be sure, one
cannot ignore the explicit sexual energy of the repeated
vocal climaxes in Fish & Fowl, which coalesce into a
synthetic erotic experience when combined with
clicking stiletto high-heels, the pounding of a beating
heart, and compounded with the physical actions, such
as the cracking whip or shattering glass, that are
imagined implicitly as caused by “real-world” actors.
Every breath, sigh, and moan in Fish & Fowl reinforces
the absence of a physical body such that each
acousmatic utterance invites listeners to conjure a
reality of their own imagining. The orgasmic arrival of
the protagonist need not actually occur in the world of
the performer for the listener to believe that such an
event is imminent.
The manipulated breath and other aspects related to
physical presence combine to fashion a protagonist of
sorts. This protagonist lives in the world of Rønsholdt’s
music, as he says “I see the protagonist in Hammerfall
as the same one in Die Wanderin,” two of the pieces
incorporated into Fish & Fowl. But the protagonist,
however real in the minds of listeners, is not an actual,
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stilted identity. As Rønsholdt continues, “The
protagonist is representative of all of us. It is a
character, but it’s not a specific character. It’s
representative of all of us in specific situations.” 6 In lieu
of visual evidence, the howling female protagonist is
coaxed into submission precisely because her story—
her reality (what is happening to her and what she is
experiencing at any given time)—does not matter.
However, the presumption that such a subject is created
solely as spectacle, much too simply overlooks the
multiple possible realities that listeners and composers
alike might ascribe to Fish & Fowl.
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In the digital medium, the technician and/or composer
has the power to mold and shape a performer into an
anomaly that possesses neither validity, nor has a need
for validity, in the actual, representable world. The
composers of Fish & Fowl leave many variables to
facilitate the inevitable conjectures of their audience.
Surely, from the acousmatic context, it is unclear where,
why, and how Fish & Fowl takes place, and Hodkinson
and Rønsholdt bank on the ambiguity of the situation.
By restricting Fish & Fowl to the aural medium, the
composers imbue the protagonist with authority,
shirking responsibility for the responsive and
presumptive audience. In the sonic world, whether the
protagonist is the one responsible for the whipping,
lashing, and shattering, or the victim of such actions, is
in the ears of the beholder. And whether the listener
identifies with the pleasure-experiencing protagonist or
her surrogate partner is not important. The composers
sculpt the situation, and listeners supply the evidence
for their own hearing. In Hodkison’s own words, from
our personal correspondence, “I manifest a work and
then it is up to each listener to meet this manifestation
from their own position.”
Fish & Fowl is but one example of how erotic
connotations can be and are being developed in the
post-digital age. Though eroticism—at least since
Bataille, but recognized surely even by Plato—has been
garnered as transgression, such musical eroticism has
grown as a trend in computer music.7 Composers
continue to sample and manipulate recordings without
heed for social discretions, and such expressive
freedoms are welcome among composers and audiences
alike. But should we as specialists, scholars, and
documenters of computer music continue to ignore this
trend by brushing aside erotic music as perverse
transgression, or worse yet, as merely another form of
autonomous art?
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ABSTRACT
This paper presents two possible approaches used in analyzing electroacoustic music works as applied to a special
type of interactive performance system: the dynamical
sonic ecosystem, which can be considered ‘ecosystemic’.
These theories of analysis are then examined in relation
to Matthew Brown’s ‘six criterion for evaluating theories’ and their usefulness for analysis, in regards to their
ability to qualify a work as ecosystemic. Although both
approaches are shown to have merit in their ability to
increase understanding of a particular work, only the
technique that analyzes the process of composing interactions is found to be capable of the necessary requirements
needed to work towards building a theory of ecosystemics, in the same way that there exists a theory of tonality.

1. INTRODUCTION
In the opening chapter of Matthew Brown’s book “Explaining Tonality” [1], a discussion is presented on “what
should be expected from a successful theory of tonality.”
This discussion is a valuable refresher on the nature of
music analysis theories, and one that should be considered when examining the usefulness of a particular analysis approach in qualifying a work as belonging to a specific style (i.e. tonality) or in creating a theory of rules,
laws, and concepts that describe that style. This is not to
suggest that all analytical methodologies explored within
the realm of music theory should be capable of defining a
piece in a specific style of music. There are many analysis techniques that serve to add depth to the analysis of a
particular work, or are found useful when no other means
is quite appropriate in describing what is occurring.
Transformational analysis techniques, such as neoRiemannian for example, have proven particularly useful
in analyzing specific passages in the music of composers
such as Richard Wagner. His music contains both functionally-tonal and chromatic harmonic elements [2]. This
analysis approach does not offer enough information to
qualify the music as pure chromaticism, but does offer a
way of contextualizing the use of chromaticism within
the music of Wagner and his contemporaries. A similar
Copyright: © 2014 Michael Musick. This is an open-access article
distributed under the terms of the Creative Commons Attribution License 3.0 Unported, which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are
credited.

example is the use of ‘gestural analysis’ techniques centered around musical expectation that serve as a way of
classifying motions within improvised music, and allow
for the comparison of ‘licks’, or common musical gestures [3].
This article will consider two styles of analysis that
have been suggested for use with electroacoustic music
(EAM). These approaches will be examined for their potential to form a theory of analysis around a specific, decidedly non-tonal style of composition; dynamical sonic
ecosystems. The goal of this conversation is to start identifying pieces belonging to this canon, and devise analysis methods, and common language that will allow for the
eventual development of a music-based ‘theory of ecosystemics’.
1.1 Dynamical Sonic Ecosystems
Interactive performance systems, as defined by Rowe,
can be considered any musical system that exhibits
change at its output in response to data at its input interface [4]. A very simple example of such a system is one
that plays a pre-recorded audio sample in response to a
key press MIDI-keyboard.
A dynamical sonic ecosystem is a unique type of interactive performance system in a couple of ways. The most
important qualifier is that the interface for the system
exists in the sonic or acoustic realm. Typically, this
means that the room in which the system is installed becomes the interface where data is acquired. This idea is
explained in full detail by Agostino Di Scipio as he describes his own Audible Eco-Systemic Interface Project
[5]. These ideas are further detailed by Meric and Solomos in [6, 7], and Green in [8].
These types of systems are considered Dynamical because in theory, the state of the system at any moment
could be described by a series of “iterated numerical processes” [9] typically performed on the micro-level, or a
series of fixed mathematical rules that the system is built
from. Not only will this describe the timbral properties of
a moment, but the structure and form of the piece that
emerges is likewise related to these same processes.
Such pieces are considered Sonic because they rely entirely on sonic data at their interface. It is worth emphasizing, that these systems do not contain the standard
mechanical interface (i.e. keyboard or gestural controllers) of other ‘typical’ interactive systems. Instead these
systems usually rely on an ambient room interface, where
all Sonic energy within the room, including the output of
the system itself, has an equal opportunity to enact a
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change in the state of the system. This is accomplished
through microphones that capture the sonic energy present in the room. It is also important to note, that the
physical room, and the external agents to the room (human bodies) are part of this interrelationship, as the sonic
energy is affected by the acoustic characteristics of the
room and the masses moving within it.
Finally, these systems are considered Ecosystemic because every component of the system is crucial to describing the current state of the system and every component of the system is involved in a complex interrelationship between every other component of the system. Within these sonic ecosystems there is a reliance and connection between each component and agent of the system
such that changing or removing any of these will alter the
entire relationship structure.
A major example of this type of composition is Agostino Di Scipio’s Audible Eco-Systemic Interface (19932005) project. Based on these ideas, Gordon Mumma’s
Hornpipe (1967) and Nicolas Collins Peasoup (1974,
revised 2002-11) may also serve as earlier examples and
might be considered as part of the defining canon [10,
11].
Given the interconnected nature of the agents within
Dynamical Sonic Ecosystems, it would follow that there
has been a shift in the compositional approach. This is
explained by Di Scipio, as a move away “from creating
wanted sounds via interactive means towards [composing] interactions having audible traces” [5]. This change
in compositional approach does not qualify a work to the
ecosystemic style in the same ways as the terms previously defined do. However, this acknowledgment in compositional shift is what drives this paper’s interest on further
exploring the analyses of such systems.
The importance of Di Scipio’s work has become evident, and has inspired many to further explore his systems and his philosophies. One prominent example is the
special issue of Organised Sound featuring Di Scipio
exclusively, which was published between the initial
submission of this article and this current version [12].
Within that issue, there are articles that touch on issues of
analysis of his music [7, 13]. Those articles further emphasize the need to examine analysis approaches that
move beyond some of the earlier EAM approaches.
As will be shown, traditional techniques of EAM analysis using computer-aided computation, based from recorded performances can;
1. aid in a better understanding of what is sonically
happening,
2. aid in finding forms and structures that can
emerge,
3. help with the identification of possible segments in
the piece,
4. and assist in identifying common motifs that occur
throughout the piece.
However, they do not allow the analyst to discuss whether the piece is “ecosystemic”. They also fall short in
providing a sufficient way of comparing pieces within the
style.
The defining characteristics of ecosystemic music and
knowledge of the common compositional practices allow
for the alteration of Brown’s primary objective slightly,

by adapting it to this specific style. Brown is interested in
what makes a successful theory of “tonality”, which gives
the theorist an ability to say, “Why a passage is tonal?”
[1]. Instead, the concern becomes what makes a successful music-based theory of “ecosystemics.” This will answer, “Why a system is ecosystemic?”
1.2 Emergent Properties in Ecosystemics
An idea discussed around dynamical sonic ecosystems is
that of ‘emergence’ [6, 14-16]. It is important to quickly
define this term, because it will be used in this discussion
of systems. The music created from the interconnected
interactions of a sonic ecosystem is said to ‘emerge’ from
the system. This can occur on multiple levels. Longer
phrases and structure will emerge from the recursive iterated functions that are being applied at the micro-time
level. Forms and structure also emerge from the relationship coupling between the physical architectural characteristics of a space and the composed interactions. For
example, in Collins’ Peasoup (which will be discussed
below), the slow sliding frequencies that emerge are a
result of feedback, which is dependent on the dimensions
of the room and the short time delay introduced to the
signal by the phase shifter.
Music also emerges from the microstructure reactions
occurring in pieces such as Di Scipio’s. These micro-time
interactions are concerned with the underlying composed
interaction of numerical processes. Experienced individually, they are often just a grain of sound, or a short moment. However, when experienced together, they create
greater musical structures. This has some similarity to
granular composition techniques. However, where a
composer would focus on the whole of the grains in traditional granular composition, here s/he is concerned only
with the interaction of each individual agent. This allows
the form, structure and musical lines to emerge from the
recursive interactions of these agents.

2. A TRADITIONAL EAM APPROACH
Traditional music analysis has focused on two types of
score objects: the graphic object and the sound/sonic object . Since most electroacoustic music (EAM) is not created from a graphic-based score object, at least not a traditional notated score, analysts have obviously privileged
the latter [17]. Not only is this a necessity because most
EAM works do not have a score, but because many EAM
works are primarily “concerned with aspects of timbre,
amplitude, and spatialisation” [18-20]. It has been evident
for some time that traditional approaches to music analysis are not appropriate for the newer music of the 19th
century. This has been obvious since the 1950’s as electronic music compositional practices were developing
[21]. From the very early years of electroacoustic music,
the analyst has focused on the sound object. Following
Pierre Schaeffer’s lead, these sound objects have primarily been considered acousmatically. “The [recorded and
blind] sonic manifestation of the music [was] the point of
departure” [22]. Analysts would privilege the welltrained ear, listening to the piece, picking out salient features and allowing relationships to develop from focused
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Figure 1. Hörbare Ökosysteme Nr. 3a -Background Noise (Audible Ecosystem); Original waveform

Figure 2. Computationally assisted onset detection

Figure 3. Spectrogram representation. (window size = 2048, window type = hann, overlap = 50%)

Figure 4. Spectral centroid of signal. (window size = 2048, window type = hann, mean filter size = 50 frames)

listening. Using Schaeffer’s Traité des Objets Musicaux
[23], analysts would classify “morphological features” of
a composition, based on salient features within this
sound-based score. This allowed analysts to create a set
of morphologies that were then used to compare compositions, allowing musical values to be “abstracted” [22].
The skilled analyst, one who is familiar with EAM
compositions, will be capable of picking out specific
events and sound objects that emerge from the recording,
and will be capable of assigning them to the published
morphologies. Much in the same way that other analysts
will do when aurally identifying pitch sets in atonal music [24]. The goal is to “create a descriptive tool based on
aural perception,” “ignoring the technology used” [25].
This process can be augmented and aided with the assistance of computational tools, such as those developed in
the field of music information retrieval (MIR) [20]. This
helps confirm the analyst’s perception, and can assist in
illuminating what to listen for during the analysis via
visual references, or process the recording in a way that
emphasizes different qualities of the composition.

2.1 As Applied to Music
A traditional EAM approach would have the analyst and
listener consider the piece acousmatically, that is, not
concerning themselves with the sources of the music. In a
piece such as Di Scipio’s Hörbare Ökosysteme Nr.3a
(Audible Ecosystemics) - Background Noise Study, which
is so closely tied to the relationships between the system,
participants, and physical space; this is difficult to expect.
For the moment only a sound-object based score, in this
case a recording from a particular ‘performance’ of the
piece, will be considered.
The quality of sounds present in this piece could be described as consisting of broadband “pop”, “click”, and
“hiss” noises. The performance starts with low-level ‘machine-like’ noise. From this, small bursts or grains of
sound start to emerge and eventually start fusing together.
This has the effect of creating longer motivic lines,
movement and sonic interplays. Early on, this gives way
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to sudden pops, which emphasize the high end of the frequency spectrum. As the piece progresses, the timbral
quality of the events change, with a spectral centroid that
slides up towards 2 minutes (2:00). At this point, a “reset” seems to occur, before the progression begins again.
This intensifying of events, which is born out of a lowlevel background noise, occurs multiple times throughout
the recorded performance. The major change heard in the
second half of the performance, is the clear presence of
sustained tones, which seem to sound for up to10 seconds
at a time, before modulating.
The use of visual aids, produced from MIR based computational analysis of the recording, confirms these observations and can help solidify them as well as guide the
listening. The spectrogram in Figure 3, for example confirms the true nature of the broadband noise observed. As
is clearly visible, solid red vertical lines mark the moments of clicks and pops. Likewise, simple sustained
tones, which are created in the latter half of the piece,
appear as horizontal red lines. Upon inspection, it is possible to see, starting around 3:50 a sustained tone around
7.5 kHz. This same tone comes back around 5:10, supported in the lower frequency range by complimentary
tones of the same duration.
The spectrogram (Figure 2) shows information that was
also not perceived during initial listening, which can add
to the connections observed within the piece. For example, the 7.5 kHz tones that were noticed in the latter portion of the piece are also present during the opening, occurring from the very start through 1:10. Finally, the
spectrogram helps visualize the intensity of lowfrequency noise throughout the piece. The opening
background noise is clearly visible from 0:00-0:13, which
is where the first ‘click’ of the performance is perceived.
The low-frequency noise then comes back again at 0:50,
1:19, and 1:38. There is an increasing amplitude intensity
of this motif, which is represented on the spectrogram as
darkening shades of red at these moments.
The spectral centroid computational analysis also confirms the rise and fall heard into 2:00, Figure 4. This figure goes on to show the influence the low-frequency
noise motif has on the center of mass. Every moment
identified above is shown as a drop in spectral centroid.
This trend also continues in the second half of the piece.
As the total intensity of the performance builds, the spectrum is supported from the low frequency noise and
tones. This pulls the center of frequency mass down from
a high point at 4:21, to what might be considered the climax of this performance at 6:19.
The initial click of the performance is identified on the
Onset Detection analysis, Figure 2. This figure also helps
the listener identify the four build-and-release phrases
that occur. With releases occurring at 2:02, 3:18, 5:10,
and 6:19. In this figure, small black circles where the
black onset line crosses the blue adaptive threshold line
identify primary onsets. The lack of primary onsets detected between 4:00 and 5:20 helps confirm that the sustained tones dominate the composition during this third
section.

Finally, the MFCC self-similarity matrix of Figure 5
can be used as a way of defining unique sections by comparing the timbral similarity of every moment to every
other moment. The dark blue color signifies moments of
high similarity, whereas lighter colors can serve as
boundary markers. The boxes created by light blue lines,
which are at the same time intervals as identified above,
confirm the sectional analysis of this performance.

Figure 5. MFCC Self Similarity Matrix

2.2 Is It Successful?
This is clearly, not an in-depth analysis of this piece, as it
only touches on a few points, and could be greatly expanded upon through the use of additional computationally-assisted techniques, such as ‘companded listening’
[20], which might further highlight similarities and differences between the four build-and-release sections. But,
the general methodology could be continued if these
techniques were to be used. This would produce a narrative description of the events heard during this single
performance. These would then be supported by visual
aids. Likewise, the exploration of these computationally
assisted visual aids would guide future listening.
The question becomes, does this style of analysis have
the capability of describing whether this system is sonically ecosystemic? By aurally and visually identifying
sound objects, it is not possible to describe the ecosystemic relationships of motifs or sound objects to those
that came before or after. It is possible to find perceivable
connections between the events, motifs, and lines. However, these connections do not necessarily offer a predictive power or set of rules for what will come next, or how
the system will perform in a different physical space.
Also, even though some of these sound objects are clearly
tones resulting from feedback, it is not possible to say
exactly what processes are allowing them to occur, or
how they are able to modulate to new frequencies.
These techniques do make it clear that sound objects
are related. For example, they have similar timbres, and
events that contain similar rhythmic consistency. There
are also clearly high-level structures emerging. Finally,
there is a set of common frequency tones that can be
identified. This analysis, and these observations may help
a listener follow the music, and they illuminate the results
of the composed interactions. However, as just shown,
these descriptions cannot serve as the base to qualify this
as a dynamical sonic ecosystem.

3. AN ALTERNATIVE APPROACH
If the traditional EAM analysis technique that favors the
acousmatic examination of the recorded score object does
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not provide the needed information to qualify a work as
sonically ecosystemic, then a different approach must be
considered. Knowing that composers of this style have
privileged the compositional process over the final work,
or as stated earlier, they compose interactions as opposed
to specific sounds, the analyst might focus on these interactions. This stretches the required skills of the analyst
much further than if they were performing a traditional
EAM analysis (let alone an analysis of a “tonal” piece).
In order to analyze the interactions, the analyst is required
to know the technology of the composer [26]. However,
this could be considered a similar requirement to that of
the analyst of traditional tonal music needing to know the
specifics of tonal harmony.
Bown, Eldridge, and McCormack [14] propose the term
“Behavioral Object,” as a way of describing the electronic modules (be they software or hardware, as in the case
of Mumma), that have the potential to exhibit strong musical changes and “become the creative tool of the composer.” These objects act equivalently to phrases in a traditional score, even though they do not contain the typical
notes and staves. The object, which is represented either
through software code, signal flow diagrams, or electronic schematics serves as the record of composition for these interactions [26]. This also serves as a way of breaking
an analysis down into a set of organized sections. Which
can then be examined individually, or in their relationship
to the whole.

However, through these short statements, it is possible to
fulfill one of the key necessities of Brown’s criteria to
judge analyses theories. It is evident from the graphicscore that the interface for the Peasoup system exists in
the physical acoustic realm. Also, this analysis demonstrates the system clearly produces output, which results
in further changes to its own state. As feedback frequencies build up, the change in amplitude at the interface
(which is the acoustic space of the room) causes the envelope follower to adjust the phase shifter in response. This
reaction demonstrates that the system is capable of reacting to its own agents. Finally, even though it is difficult,
it would be possible to determine the resonant frequencies of the physical space, based on the architectural
properties of the space as a function of the speaker and
microphones position. These three points, allow this system to meet the minimum qualifications for a dynamical
sonic ecosystem. Which is the primary goal of any theory
of ecosystemics.
3.2 Analyzing Schematics as the Score Object

In a work like Nicolas Collins’ Peasoup a relatively simple diagram represents the behavioral object [10]1. An
analysis of this module could include the following description:
This system, at its most simplistic, is built around a
feedback loop. A microphone signal is passed to a signal
processing section and the resulting signal is amplified
back into the physical space. The primary interaction of
this behavioral object is an automatic audio delay circuit.
The time delay is facilitated by a phase shifting hardware
unit (or a max patch in later iterations), whose delay
amount is a function of an amplitude envelope follower.
A limiter serves as a last line of defense against potentially uncontrolled feedback in the system. The automatically
controlled delay unit tames any feedback by lengthening
the delay length. This interaction occurs in response to
amplitude increases of the feedback tone in the space.
This change in delay length causes the emergent music to
shift in frequency as the delay line lengthens or shortens,
thereby emphasizing unique sonic characteristics of the
physical space that the system is installed in. This relatively simple piece produces rich music that has the potential to vary wildly throughout a performance and between different performance spaces.
Even though this is a simple system, the previous
statements still only serve as a surface level analysis.

An analysis of a more complex system, such as Di Scipio’s Hörbare Ökosysteme Nr. 3a, will follow the same
style as the Peasoup analysis, while borrowing organizational elements of traditional analyses, such as looking at
smaller phrases or behavioral objects. First, when possible, it is useful to consider the greater structure of the
work before analyzing the details. Di Scipio provides a
general schematic of the system in the written score, and
description [27]2. The written portions of the score instruct the microphones to be placed near sources of
‘noise’, which informs the analyst that the piece is intended to utilize the naturally occurring noise of the physical space. This is clearly re-enforced by the subtitle of
the work ‘Background Noise Study’ [27]. The description
at the bottom of the schematic also confirms one property
of an ecosystemic system, by explicitly stating that the
system “recirculates” and considers sound from itself.
Finally, this schematic informs the analyst that the system
is composed of three main modules. Below the schematic
of the score are the following written descriptions for
these modules: 1. Network of control signals, 2. Audio
processing, and 3. Output signal routing. This serves as
the ‘structure’ of the piece. It also mirrors Blackwell and
Young’s suggestion for a PfQ organization of modules
[28]. The P module handles analysis, in Di Scipio’s case,
the extraction of control signals. The Q is the final synthesis module. The f module sits between the two modules managing the flow of data and signals, and organizational decision-making.
After looking at the “larger structure of the piece” and
breaking it down into modules, an analyst would start to
work through behavioral objects of each module. No order of exploration is necessary, but for clarity sake, it is
sometimes best to start with the P module. In Audible
Ecosystemics No.3a, this is the ‘Signal Flow 1 (network

1

2

3.1 Applied to a Simple System

See the related Reference for a link to this diagram
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of live-generated control signals)’ schematic. This example analysis will start at the “background noise input
source” side of the chain and following it throughout one
of its branching paths. Starting there, the analyst finds the
two “input sources”, and sees that they are immediately
fed through a high pass filter with parameters that are
controlled from a control signal “InAmp0”. These signals
are then combined, before the first ‘split’ of the signal
occurs. This split sends the signal to a delay module and
to an integrator. Following the upper ‘delay’ path, the
analyst sees that the signal is delayed by 20”. This, as is
observed from the second flow chart and the initial score
notes, is the same delay length that all audio signals are
subjected too before being routed to the signal processing
modules. This has the effect of creating standardized
memory within the system, and allowing it to be aware of
its past and present. Following this delay module, the
signal is passed through an ‘integrator’ module with a
time of 0.01” and then an additional ‘delay’ module, with
a delay time of 0.02” and a feedback ratio of 0.99. This
has the effect of smoothing the amplitude envelope. This
also likely has the effect of accentuating a harmonic spectrum with a base frequency of 100 Hz. Finally this signal
is split again and assigned to amplitude variables; InAmp1, which is a signal subtracted from the value 1; and
InAmp2, which is the signal unaffected. These are in addition to InAmp0, which was the other side of the initial
split from the combined microphone signal; this split
represents different behavioral objects. These control
signals are now used as information that informs the rest
of the system about the state at the interface (physical
room). These control signals are used to control the cutoff scale of a high-pass filter that the microphone signal
passes through. These are also used to control the output
level of the system, creating an inverse relationship between the amplitude in the room and the systems own
output gain.
These control signals assist the system in filtering the
majority of the room’s sound out. In effect, the majority
of the audio signal is consumed during the control signal
analysis and processing stages, leaving only traces and
background noise for the signal processing and synthesis
modules.
3.3 What Does This Mean?
This analysis shows how the audio signal can be affected
by future energy in the system that becomes control signals. This also demonstrates the recursive nature of these
functions, via the room as interface. Sound that makes it
out of the loudspeakers is picked back up by the microphones, and ran through the same process again. This
gives a glimpse at the highly interconnected, and selfreliant nature of a dynamical sonic ecosystem.
Between these two pieces alone, it is not possible to
begin to define concepts and law-like properties of a theory of ecosystemics. However, there are ideas starting to
emerge. For example, the inverse amplitude relationship
is clearly an important element of this type of system.

Both of the discussed systems are responsive to tracked
amplitude levels at the input of the interface. In Collins’
work louder amplitudes cause the delay time to lengthen,
thereby disrupting the current feedback cycles and taming
the potentially large amplitude build-ups in the room.
Likewise, in Di Scipio’s system, a direct inverse relationship is created between tracked amplitude and audio signal scalar values throughout the audio signal-processing
module. This idea will likely become a procedure, just as
there are procedures for proper voice leading in four-part
chorales belonging to the ‘functionally tonal’ style.

4. DISCUSSION
The analysis techniques that address the ‘composed interactions’ of the system more closely meet Brown’s primary criteria, if the goal is altered and applied to dynamical
sonic ecosystems. An analyst is more capable of qualifying a system as ‘ecosystemic’ when analyzing the interactions via graphical-score objects3, instead of holding the
sound-score object as the primary source. This technique
moves towards Brown's six criteria for evaluating a theory. It easily meets the first three, but does falter in the
latte set.
1. Accuracy
This system for analysis is accurate, providing explanations of how a process occurs. Once more of the ecosystemic based canon is analyzed and compared, there
should be law-like properties and procedures that
emerge, allowing the analyst greater predictive power
over how a system is composed. This will also render
better predictions for the sonic outcomes that can be
expected.
2. Scope – “Just as we want our theories to be as accurate
as possible, we also put a premium on their
breadth of coverage” [1].
The scope of the current analysis technique is currently
presented as appropriate for only this particular subset
style of interactive performance systems. However,
much like other music theory systems, this approach is
applicable as an analysis tool for other electroacoustic
music and interactive performance systems. These
techniques would be as equally powerful in better understanding pitch-driven interactive performance systems and generative music systems.
3. Fruitfulness
Compared to the analysis of the sound object alone,
this technique is able to describe the system in greater
depth and provide better predictions for the musical
outcome. Likewise, by analyzing the algorithms, and
schematics of the work the analyst is able to examine
all aspects of the piece, not just a “smattering of special
cases.”

3
Ideally this would also include a detailed analysis of the code, which
represents another level of the graphical-score object.
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4-6. Consistency, simplicity and coherence
This is where the system falls quite short at the moment. This is primarily due to its lack of output and
maturity. There is no standard terminology yet for analyzing a dynamical sonic ecosystem. This makes it inconsistent from analysis to analysis and even between
analyses of modules within a single sonic ecosystem.
This lack of consistency also clearly indicates that the
analysis system has not matured to a state of simplicity.
Likewise, it is not coherent with other forms of analysis
techniques and will take time to prove its validity as an
acceptable approach.
The needed refinements and consistency of the analysis
system will grow with time and as published analyses of
dynamical sonic ecosystems start to occur. As mentioned,
others have written about the need to approach the analysis of this style of music with different techniques than
are appropriate for other style of EAM or classical music
[7, 25]. In the mean time, this author intends to consider
and start applying a consistent language to any analyses
of these ecosystems, whether composed by the author or
others. As with most discussions of EAM works, this
language will initially come from other fields, being
adapted as necessary for the task at hand. In particular
though, it would seem the field of music cognition, specifically the study of anticipation [29], will start to prove
a useful mine of ideas and language. By describing the
composed relationships in-terms of anticipation or more
broadly, cognition, the analyst may be capable of identifying a common composed reaction between multiple
pieces more easily. Considering that these systems also
aim to reach states of stasis and transition between all of
the interconnected elements within the ecosystem, it
seems as though the language we use to describe similar
states between people or nature may prove insightful for
analysis techniques.

5. CONCLUSION
There has been a lot of interest in controlled feedback
loops since the start of the electroacoustic music revolution. This rather simple phenomenon has proven fruitful
for many composers wanting to exploit interconnected
sound systems. This eventually led composers to create
more complex, controlled systems, where they are interested in the compositional process more than the specifics
of the final sounds. Ultimately this leads to the stated and
explicit shift towards composing interactions. No standard analysis approach yet exists for this style of composition. The two analysis systems described above are both
useful. However, only the analysis of the interactions
themselves, via a graphical-score object, allows the analyst to qualify a work as ecosystemic. It would seem that
this is not too different from the techniques of traditional
functionally tonal music analysis. In that setting, the analyst examines the relationships, and interactions of specific voices to each other over time. In the case of ecosystemics, the analyst considers the relationships and interactions of agents within the system.

It is not the goal of this paper to suggest that the process
of analyzing EAM works via a recording that is serving
as the sound-object score is fruitless. In fact, that technique can provide useful information for listeners of these
works. It also can assist the analyst in identifying the possible sonic traces of the interaction s/he identifies through
an interaction-based analysis.
This system for describing interactions needs much
more refinement. There is no standard way of describing
interactions, with analysts resorting to hyperbole, synonyms, and comparison. However, it does provide a way
of analyzing music that has not left a traditional score and
does not fit in to the traditional sound object based EAM
analysis approach. By finding a common language to
describe the composed relationships of dynamical sonic
ecosystems, the analyst will begin to have the information to better compare similar works and define the
tropes that are common within the style. Ultimately this
will lead to an ability to easily classify a work as ‘ecosystemic’. This will also allow for a broader acceptance of
this style among academics, musicians, and artists by
given them a common language with which to discuss
these works.
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ABSTRACT
This paper presents reflections on research where artistic
practice has been a main focus. As an improvising singer,
it has been my experience that the use of new interfaces
for controlling sound processing can open up new roles
and possibilities in improvised vocalist/technology interplay. I focus here on two main facets of such interplay:
(1) the distance from natural voice sound created by
sound processing; and (2) the organization of voice sound
through sampling techniques. I point at how these (relatively) new musical possibilities open up for the roles that
I call “soundmaker” and “soundsinger.” I will point out
how these roles are relevant in my own practice, as well
as how they can be combined with the more traditional
performative roles of “the singer” and “the speaker.”
Further, I discuss some of the challenges experienced in
my work with live electronics.

INTRODUCTION
In my work as an improvising, experimenting vocalist, I
have gradually made live electronics an important part of
my musical expression. As a fellow in the Norwegian
Artistic Research Fellowship Program 2009-2012, I explored new possibilities as a vocalist through my work
with the combination of electronic sound processing and
acoustic sound in real-time improvisation [1]. This research program viewed the artistic product as a main
goal, and my research was conducted both through and
on artistic activity. The main part of my artistic work
took part in different musical constellations, but primarily
with musicians from the Scandinavian modern jazz and
improv scene. To identify an important part of this scene
– which is quite multifaceted and hard to define – I would
point to the Norwegian groups Jøkleba and Supersilent.
These bands relate somewhat to the mix of jazz, rock,
traditional music, and pop which was introduced in the
1970s by Weather Report/Joseph Zawinul, Miles Davis,
and others, but at the same time with a freedom in form, a
Copyright: © 2014 Tone Åse. This is an open-access article dis- tributed
under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.

sound focus and a collective, improvised interplay inspired by the movements of free jazz, modal jazz, and the
“open form”/Fluxus movement in experimental music.
(These specific groups have also been a great source of
inspiration.)
Working within the field of improvised music, I
am both reflective in and reflective on the action of making music in real-time. I have focused on what musical
roles the use of electronic devices open up for in such
improvised interplay, and also on some of the challenges
I meet as a performer with live electronics.

1. EXPANDING THE VOCALIST’S ROLE
The electronic manipulation of sound is a possibility for
expansion of – or even redefining – both the voice as an
instrument and a vocalist’s role in musical interactions
with other instrumentalists. Many vocalists (and also
composers) have challenged the traditional roles of the
vocalist acoustically through the use of voice experiments
and new musical approaches.1 Still, the use of live electronics presents radical new possibilities compared to the
acoustic voice alone, particularly through the distance
from and the new organization of voice sound.
1.1 The Freedom of Distance
I started to work with collective improvisation as an improvising singer in an a cappella experimental quartet.2
While making use of the whole range of singing practices, from bel canto to extended voices techniques, we
could easily blend into or stand out from the sound of
each other’s voices. It was possible and natural for all of
us to take on various roles, not just the roles of lead
singer or soloist. While I wanted to take part in this kind
of collective improvisation in ensembles involving other
instruments than voice, I experienced severe limitations.
Specifically, I felt that the voice did not blend in, and
sounds that were intended to make a musical color (or to
accompany something else) mostly stood out as “human
comments” that introduced a different focus than the
1

Related composers and artists from various eras and genres include
Luciano Berio, John Cage, Meredith Monk, Cathy Berberian, Diamanda
Galas, Bobby McFerrin, David Moss, and Jaap Blonk among others.
2
This group, Kvitretten, was an a cappella ensemble with Eldbjørg
Raknes, Solveig Slettahjell, /Kjersti Stubø, and Kristin Asbjørnsen.
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result I desired. Why? In addition to the conventional
expectations connected to the historical role of the singer
in an instrumental ensemble (which will not be discussed
here), I believe there are also historical and neurological
explanations: the sound of the voice seems to have a
preferential position over all other sounds for human
beings.3
In this period, I had already started to experiment
with electronics. Through the use of guitar effects and
looping technology, I discovered that the transformation
of voice sound and the use of sampling could create a
kind of freedom in the interplay with drums and synthesizers. As an artistic researcher, I explored further possibilities for using live electronics in my practice, and I
reflected on the reasons for the freedom I experienced.
What was actually at play here? An important area in
my research is the experience of “distance.” The electronic processing and transformation of sound can create
an experienced distance from the natural voice sound. In
my experience, this distance is central to opening up new
possibilities for my interactions with other instruments.
Through the use of electronic processing, three main
types of “distance” are experienced as musical parameters
in my work. These include distance in space, time, and in
structural and timbral characteristics. Reverb and delay
effects offer the possibility to work with space and time. I
can “place a sound” in a range of spaces – from close up
to far away – through the use of artificial reverb. This
effect can also lead to an experience of time: something
that is far away is also often experienced as “the past” or
at least something that is not necessarily happening in a
given moment. This effect also gives a possibility for
making music where the voice does not take first focus,
because it is not experienced as “close” in space and/or
time. (By contrast, a very “dry” voice sound has a nearness in space and time that often demands a primary
listening focus, at least the first time it is introduced.)
The use of processing and effects that change voice
sound in a more structural way creates a distance in structural and timbral characteristics. For instance, if I want to,
I can make the voice almost impossible to recognize as
the source of the sound. Pitch-shifting, granular synthesis,
filtering, distortion, etc., are effects that make it possible
to sound “not human.” Through such tools, I can take part
in the improvised interplay more as “sound” than
“voice.” In addition, the possibility of balancing
smoothly from a natural voice to different levels of transformed voice sound opens up performative possibilities
for playing with different grades of nearness/naturalness
(human, not human, almost human, strange human, etc.)
as a musical parameter in itself.
Andreas Bergsland has developed a framework for
understanding and describing the experience of voices in
acousmatic and electroacoustic music and related genres
[2]. Bergsland suggests a model of the maximum and
minimum voice, where the maximum voice can be described as the neutral, intelligible speaking voice, and the
minimum voice as heavily manipulated and abstracted.
3
Neurological research suggests that the human brain seems to have
areas and mechanisms that are especially devoted to processing vocal
sounds. Andreas Bergsland discusses this literature in [2].

The imagined space between these two extremes is
thought of as a continuum that extends from a central
zone, defined by the maximum voice, to a peripheral
zone, defined by the minimum voice [2, p. 3]. Although
developed for analyzing acousmatic music, this model
seems relevant for understanding and articulating what I
think of as a “play with nearness/distance” or “playing
with zones” through the use of live electronics [1, see
§3.2.3].
Bergsland breaks his continuum down to seven key
“premises,” which are described as partly interrelated
dimensions in the experience and evaluation of voice
sound. These premises can all be traced in my use of
voice and electronics in music, and I see them as being
helpful for understanding how such music is actually
working.
The notion of a “clarity of meaning” is one important example of Bergland’s continuum premises. The use
of live electronics can have a great impact on the use of
and perception of words and sounds that are “word-like.”
For instance, I often use text, words, and “language-like”
sounds on many levels in the whole range between words
as meaning and words as sound. This play with levels of
meaning can also be explored acoustically, but the range
is much wider when I can work with distance and nearness through electronic processing. A word or sentence
can be highlighted through filtering, compressing, and a
dry reverb, or it can be almost unrecognizable through
heavy processing. In both cases, there is an impression of
someone – or something – “speaking.” Here, one could
also discuss the conception of “meaning” in a wider
sense. In her 2008 book, Playing with Words, Cathy Lane
invites composers, performers, and academics to reflect
on their work with “spoken word” as artistic material [3].
Many of her contributors think of spoken word as a link
to the “real world” and as a contrasting element in otherwise abstract music. Thus, to these artists, the voice – and
especially spoken words – represents “reality.” Lane
herself points to the compositional possibilities in words,
particularly as they offer semantic meaning, on one hand,
and abstract sonic qualities, on the other hand – as well as
all sorts of graduations in between [3, p. 8]. In my opinion, this span in words –from clear meaning to abstract
sound – resembles Bergslands model, and a conception of
“clarity of meaning” will in both cases be a relevant
premise for analysis.
But what about other voice sounds? Laughter, yawning, crying, emotional outbursts, imitations of dogs barking, etc. – all these vocalized sounds can also represent
reality, and each gives meaningful information, not verbally, but nevertheless very precise suggestions about a
state of mind or something happening. (And, of course,
the way the words/sounds are spoken in a text provides
equally valuable notions for interpretation.) Is this information considered to have “clarity of meaning”? Bergsland points to the importance of context in understanding this premise. For me, this discussion makes clear that
when I use live electronics, the distance I find so liberating actually provides a distance from meaning in this
broader sense. Not only is there a potential blurring of
verbal, semantic meaning and all the different levels and
grades of “language,” but there is also a blurring of the
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emotional, “real-life-referring” meaning that is often
naturally embedded in, or associated with, the human
voice. I emphasize that the experienced freedom, for me,
lies in the possibility to move freely across the whole area
of Bergsland’s continuum, not just in “maximum distance.” To be able to blur traces of reality and emotions
through electronic processing is a musical tool, not an
ideal as such.
Some musicians describe electronic voice sounds as
being somehow “out of this world.” I can recognize this
idea as a description of my own experience with a lot of
processed voice sounds, which can often move towards,
or be within, Bergsland’s “peripheral zone.” I could actually say that from my experience, the use of reverb and
effects makes it possible to go out of time, space, and
reality, and that the mix of acoustic and processed sounds
makes it possible (at least in terms of perception) to move
back and forth within these parameters. For me, as an
improvising musician, this playing with nearness/zones is
not based on conscious reflections in real time, but is – at
least when it is working – an intuitive action based on my
musical experience that has developed through working
with my voice and electronic devices.
1.2 Sound Organizing
As opposed to the strictly acoustic voice alone, sampling
and playing back sound-samples in different ways creates
new opportunities for the vocalist [1, see §3.5]. These
opportunities are many and they include the use of continuous sounds of unlimited length through looping, the
creation of multiple layers, the recording and playing
back of material in real-time during performance, and the
pre-sampling and mechanical triggering of sound. It is
further possible to have a library of recorded voice sound
ready to use and to process in the performance, and thus
you actually do not need to open your mouth to let the
sound of your voice be heard. Such a scenario also suggests another musical parameter of time at play: a recording played back is always from the “past,” but it can be
experienced either as history or as a sound produced in
the moment, depending on how that sound is created and
performed in the musical context. The difference between
performing voice in real-time and performing a prerecorded voice is also a play with “reality.” Combined with
the use of the different types of “distances,” both as a
musical parameter itself, and as a means to blend with
other instruments, this approach is especially interesting
in improvisation. Of course, one could discuss whether I
am still a vocalist when I am playing back sampled
sound. To me, working with my own voice as the only
source of sound, and always relating to the possible mix
of sounds, roles and functions, the live electronics is
experienced as an extension of my voice whether I play
back pre-sampled voice-sound or not.
1.3 Vocalist Roles in the Improvised Interplay
Observing my practice, I have tried to roughly categorize
my interplay functions into four roles [1, see §4.2]:

• “The Singer”: The traditional vocalist role, singing
a lead melody with or without words.
• “The Speaker”: Reciting or speaking text, including
poems, lyrics, improvised text, and other material. This is also a traditional role for the vocalist.
• “The Soundmaker”: Using different types of sound
to add colors, accompany, comment on, or interfere/interact with the musical scenery – using
both traditional elements as pitch and rhythm
along with abstract sounds. This is a more instrumental approach to making music than the
first two roles, and the main focus is on the
sound and its function in interplay.
• “The Soundsinger”: This role can include the use of
melody as a comment or accompaniment rather
than being a foreground focus. Lyrics are used
as sound more than a bearer of meaning or language. This is a mix between a vocal and an instrumental approach.
In my experience, the last two of these roles are new
resources for vocalists in instrumental improvised interplay, having been made available through the use of live
electronics. As mentioned earlier, artists and composers
have explored new roles for the acoustic voice in music
in various ways. From that perspective, one could argue
that the last two roles are not “new” as such, as similar
roles could be pointed out in existing acoustic vocal/instrumental music. I will not discuss this further
here, but simply state that in describing these new roles in
my artistic research, I am clearly operating within experiential categories and not a theoretical framework as such.
However, based on my observations, what I find interesting to discuss is how and why live electronics change the
situation for the real-time improvising vocalist. One
could start by asking why it seems so hard to take on
these new roles without the electronic manipulation of
voice sound.
Why do I need this “distance” from the acoustic
voice sound to be able to take a more instrumental role in
the interplay? When discussing the voice in popular
music, Simon Frith points to how the listener is experiencing and interpreting the voice as a body, because to
Frith the listener himself has/is a body:
Because with singing, we feel we know what to do.
We have bodies too, throats and stomachs and lungs.
And even if we can’t get the breathing right, the
pitch, the note durations … we still feel that we
understand what the singer is doing in physical principle (this is another reason why the voice seems so
directly expressive an instrument: it doesn’t take
thought to know how that vocal noise was made) [7,
p. 192].
This perspective is also supported by Bergsland, who
observes:

- 164 -

The ability to engage in imitation of other people’s
vocal production appears to be a part of our preprogrammed disposition in how we relate to voices

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

of others from very early on, and it is also crucial for
spoken language acquisition. Recent research has indicated that, even without explicit imitation, the imitative process is so much a part of our perceptual system that it is going on continuously as a form of simultaneous mental simulation that is triggered by
stimuli from all sense modalities [2, p. 76].
In other words, we tend to subconsciously “imitate” the
voice sound that we hear. We know – or our body knows
– how to produce something similar.
This imitative ability could explain further the experienced focus or preference of the voice sound in vocal/instrumental music. Our body reacts instantly to the
recognisable vocal sound. In this perspective, extended
vocal techniques (sounds produced in an unfamiliar way
for the listener) will have a more instrumental function
than conventional techniques. Electronic processing even
makes it possible to totally “disguise” how the sound is
produced, and thus make it hard/impossible/unnatural to
imitate. Therefore, while it is possible for the vocalist
(through processing and re-organising the voice sound) to
operate in an instrumental way, the sound is less – or not
at all – interpreted as connected to the body.
As I see it, Bergsland’s “minimal” voice function
(meaning a heavily processed, and thereby “instrumental,” voice) is not the only important issue here, although
it seems to open up a new space in the interplay. For me,
what makes live electronics a unique possibility as a
singer is, as stated earlier, the play within the whole range
of the continuums of “distance/nearness,” “natural/unnatural,” “maximal/minimal,” etc. These continuums are not only related to the interplay with instruments,
but are musical/expressional parameters in themselves.
As a parallel, it is not only the new vocal roles as such
that interest me, but the possibility of both switching
between and combining the “singer,” “speaker,” “soundmaker,” and “soundsinger” within the same music.
I have observed how I employ these vocal roles in
my various musical projects. There are differences in
balancing the roles related to the musicians I perform
with. For example, in my duo constellations,4 my accompanying role is often more obvious than when I play with
trio or quintet.5 This difference seems natural – with only
two musicians playing, there is usually more space in the
interplay, and it is therefore often easier both to define
and to experience what I do as accompaniment (rather
than a musical comment or color) both by my fellow
musicians and myself. So, my roles are not just defined
by what I do, but how fellow musicians interpret and
react to this in the interplay. There are various parameters
that have an impact on the vocalist role: the musical
framework and aesthetics; the degree of listening and
interacting in the improvisation; and, not least, to what
4

With Thomas Strønen, drums and electronics, and Michael Duch,
double bass. See www.toneaase.no/musical-projects/.
5
My trio projects include work with BOL (with Ståle Storløkken and
Tor Haugerud) and Undercover (with Krister Jonsson and Per Oddvar
Johansen). See www.toneaase.no/musical-projects/. The quintet work
include projects with BOL (centrally with Snah and Stian Westerhus,
see www.bol.no), and with Marilyn Mazur (different projects).

degree the other instrumentalists open up for other roles
in their playing. (For instance, in a more “conventional”
part of a performance, the drummer might stick to a solid
groove and the synth player to a bass line and even harmonies. By contrast, in a more open musical approach,
the roles are less defined.)

2. CHALLENGES
My reason for using electronic devices is both my fascination for the artistic material, new sounds and new musical parameters, and (as pointed out) the experience of
freedom and new roles in improvised interplay. There are
of course challenges connected to this choice of instrument and music. The improvised interplay is challenging
on many levels, and that choice of bringing in live electronics can be experienced as adding complexity to the
situation. The use of technology is demanding in several
ways, both regarding the connection between performer
and instrument (skills and control), and the fact that technology sets premises for performing. Further, the orientation towards sound and sound texture as a musical element – in a combination with more conventional musical
parameters – is a challenging operation involving different musical paradigms. Below I will refer briefly to some
of the discussions that are experienced as relevant in my
work with live electronics.
2.1 Choice of Instrument
The process of developing the technical and musical
ability to work intuitively with electronic sound processing is like learning a new instrument, but very different
from the process of becoming a singer. The setup – the
devices I choose to use and how the controllers are
mapped – is crucial. Working with improvisation, I also
need to be able to carry out musical ideas on the spot.
Musical activity and technical control therefore ideally
have to be in my hands and my ears, more than in my
thinking and planning. Still, I choose to work with conventional commercial technology, not specially designed,
gesture-controlled instruments. To me, this approach is a
natural choice due to my relationship to, and experience
with, this setup as part of the instrumental interplay. An
example of another possible combination of voice and
live electronics can be seen in Alex Nowitz’s impressive
work with voice and gestural controllers [4]. During my
artistic research, I considered trying out a similar way of
working. Ultimately, I decided that this path would
probably not lead me to where I wanted to go. For me, a
system like Nowitz’s would, as I saw it, become very
limiting in terms of what parameters I actually could
manage to control in real-time. The changing of effects
and reverb parameters – and also the oversight, balancing, processing, and combining different loops and sampled sounds – seemed to me to be very hard to control
without both different sets of dedicated one-to-one controllers and also the visual feedback from displays and
faders. Even if Nowitz’s gestural controllers seemed to
offer a very flexible, organic instrument (at least when
used by Nowitz), this kind of technology would change
the way I could operate as a musician, and it would make
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me less flexible in my musical context. Obviously, in
many of my instrumental operations, there are not close
and natural connections between bodily gestures and
musical sound. Although this can be a challenge (both to
me and to my audience), I choose control before complexity so that I might be able to function within my
choice of musical settings.
2.2 Technical Skills, Intuitive Action, and Latency
In the artistic research project “T-EMP Communication
and Interplay in an Electronically Based Ensemble” [5],
Øyvind Brandtsegg, et al., discuss various reasons for
(and types of) latency while working with live electronics
and improvisation. Brandtsegg points out that a trained
musician playing a conventional instrument will, through
years of exercise, overcome a mental latency, as his body
and instrument will be “almost as one.” Such a musician
does not have to think about how to play- the instrumental action is a physical and instinctive reaction to stimuli
(what he hears).
As Brandtsegg notes (in the T-EMP project and other
sources), since the development of technology and instruments never stop, the personal instrument/setup often
changes. Body and instrument are therefore- at least for
periods- not “almost as one”, and thus the process of
diminishing mental latency is much more difficult. In my
participation in the T-EMP project, and also in my other
work, I partly observe an intuitive, relatively immediate,
musical action in my work with live electronics. (It has to
be noted that compared to the other musicians in the TEMP project, I do not change my instrument or setup
often – in part because I want to be able to work intuitively as much as possible.) In some contexts though, I
still observe a mental delay when I play. Sometimes this
delay is caused by a need for “technical thinking before/while doing.” At other times, the delay is simply a
matter of musical hesitation – it is not clear to me what to
bring into the improvised interplay, what my response
should be to the music played: I/my body does not instantly “ know” what to play. This situation is not unusual in improvised music, and it is also a necessary
position to undertake as improvising musician – you need
to be open for what is to come. Therefore, one could
argue that this kind of latency is not special for musicians
using Digital Music Instruments (DMI), and that it has to
do with the improvising situation. Still, from my experience, I would like to point out at least two relevant reasons for a “musical delay” when playing DMI in an improvising ensemble: (1) the lack of established conventions and roles for the DMI in improvised music; and (2)
the amount of possible choices of sound. Even if the
blurring and changing of musical roles is present for all
musicians in much modern improvisation, the short history of DMI in my genre of improvised music – especially as a vocalist in an instrumental interplay – leaves
me with few direct examples to lean on and to learn from.
At the same time, the amount of possible sound alternatives in an improvised situation probably can make the
process of choosing more time-demanding. Both of these
possible reasons for latency are also what led me – and
probably many DMI musicians – to this choice of instru-

ment. The lack of conventions and the extreme amount of
available sounds creates a huge openness and a possibility to create new music. That said, the defining of roles
and the process of creating new sounds while we are
playing will sometimes will slow down the reaction time.
2.3 Musical vs. Technical
A conventional solo vocal performance with loop station
can often be interpreted like this: “first layer, second
layer, third layer … and then the song starts.” The different devices we use naturally form our musical thinking.
This observation is true with conventional instruments as
well as the DMI (and this relationship is probably necessary in order for us to have an idea about what we are
going to play). The musical thought is also often a technical thought (I refer here to the discussion above). We
think in terms of what the instrument can do. This perspective can lead to musical conventions, habits, and
limitations. As Brandtsegg notes, a music technologist
will often build or change their instrument to fulfill a
musical or technical vision or need. In my experience as a
performer working with more conventional devices [1,
see chap. 2], one important challenge is to explore and
question my own thinking and habits regarding my instrument. For example, looping is a technique that can be
challenged by working “against” the repetitive and periodical feeling, while still striving to keep the sensation of
flow (this goal can be a rewarding musical investigation).
Further, the combination of various conventional devices
in a setup can widen both the possibility for each device
and the total outcome. For instance, a sampled sound can
be varied by different kinds of processing (space, time,
and structure), and in this way it can be “repeated” with
controlled (not random or pre-programmed) variations/changes, and therefore avoid producing the same
sound. Similarly, by using loops with various lengths
from different machines in the setup, I am able to avoid a
strict periodic loop experience.
2.4 Combined Aesthetics
What I also like about jazz is that it can be influenced by other music than just pure “tribal music.”
A very relevant issue is the difficult “mediation” between the interval-based and the sound-based music.
They are virtually being mediated and tested against
each other, and I think that’s exciting, because, as a
composer, I have decided to neither give up the interval, nor throw overboard my experiences with
sound experimentation during the last 50 to 60 years.
Lasse Thoresen, 2011.6
Working with live electronics gives access to musical
parameters that do not necessarily go seamlessly together
with other parts of my musical identity. On the one side, I
explore the energy of noise, the beauty of sound transformation, the small variables in filtering, and the ex6

Lasse Thoresen, interview, Jazznytt, 2011, no. 2, pp. 45, author’s
translation.
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citement of working with random functions in a
MaxMsp- patch. On the other side, I include conventional
parameters like melodic lines, groove, lyrics, and harmonies.
In trying to combine these musical parameters, I recognize what Lasse Thoresen describes as kind of mediation in jazz between different paradigms for musical
performance and experience, including the sound-based
and the interval-based. I also experience my work with
modern improvisation as being a somewhat parallel mediation between what George E. Lewis describes as being
“Afrological” and “Eurological” paradigms in improvised
music [6]. Lewis is referring to the differing aesthetic
paradigms represented by the improvisational traditions
of Charlie Parker and John Cage. Lewis observes that
Perhaps the most trenchant conception of what improvisation can be is to be found in this testament by
Charlie Parker: “Music is your own experience, your
thoughts, your wisdom. If you don’t live it, it won’t
come out of your horn.” The clear implication is that
what you do live, does come out of your horn.
He continues by arguing that
Another important and very different model of
“improvised music” is practiced among the European
“free” improvisers... The term was adopted, I believe, not to distinguish it from jazz in the sense of
critique, but to better reflect the European improvisers’ sense of having created a native model of improvisation, however influenced by Afrological
forms... One important aspect of the Afrological improvisation is the notion of importance of personal
narrative, of “telling your own story.”... Eurological
improvisers have tended to look askance at the admission of personal narrative into improvisative activity. I believe that, for post-war Eurological improvisers, the ideas of Cage have, again, had the greatest
impact in this regard: “What I would like to find is
an improvisation that is not descriptive of the performer, but is descriptive of what happens, and
which is characterised by an absence of intention” [6,
pp. 282-283].
When sound and sound structure – or “distance” and
“space” – are important parameters in music, it is obvious
that a strong musical structure like a melody or a rhythm
can dramatically change the premises for our musical
perception. (Or, to use the words of fellow musician Ståle
Storløkken, “The melody always wins!”) I recognize
these paradigms at play in my various roles in the interplay: the “singer” and “speaker” is often telling a (personal) story, the “singer” usually within the intervalbased paradigm. The “soundmaker” can easily (but not
necessarily) operate within the sound-based (and perhaps
even the “non-intentional”) paradigm, while the
“soundsinger” often mediates between these paradigms.
The balance between being in a state (of musical flow)
and making a musical statement is one of the great musical possibilities I find as a vocalist working with live

electronics. But it also presents a great challenge. A sense
for how various musical elements affect each other is
necessary in this mediation. Balanced combinations,
cross-fading and overlapping techniques, and “preparefor-new-elements” strategies – all these are key ideas in
rehearsal and practice. By exploring and further developing the ability to take on various musical roles in the
interplay, I will hopefully increase my musical sensibility
and develop a fruitful mediation between paradigms.

3.

CONCLUSIONS

As an artistic researcher, my focus has been to investigate
and further develop my use of live electronics in the improvised interplay of my genre and traditions. The “newness” of my research has to be seen in light of my musical field, where the norm involves working within the
“mediation” between conventional and the experimental
paradigms. It is also important to recognize how this
project is closely connected to the process of real-time
improvisation. Through this work, I have wanted to investigate and articulate how the use of live electronics
could expand the vocalist’s role. My reflections were first
and foremost initiated and fed by important observations
and experiences in the artistic practice, rather than a theoretical framework and plan. As a result, among other
things, I came closer to understanding and forming both
the material I was working with, the musical roles I was
undertaking, and the musical paradigms that were at play.
I further developed my techniques, my skills, and my
instrumental setup, and I reflected on how music technology can create both new possibilities as well as severe
challenges that need to be considered, discussed, and
criticized.
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5. APPENDIX

Shorter excerpts from some of my projects:
Duo: with Thomas Strønen:
http://www.toneaase.no/aasestronenduo/
Solo: https://vimeo.com/17077575
Trio: BOL: Skylab Audiovision;
http://vimeo.com/8802365
Quintet: BOL + Snah&Westerhus:
http://vimeo.com/12196139
The artistic results of this work were presented through
various concerts and recordings/records. My reflections
are presented in the form of a web document with text
and embedded audio/video. This can be found at
http://www.toneaase.no/researchproject/.
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ABSTRACT
In popular music genres, typical songs are pre-composed
and leave little or no space for improvisation during a live
performance. That applies for the performing musicians
as well as for the spectators in terms of interactive audience participation. In this study we question these improvisational limits and try to identify strategies for involving
the audience as an additional and unpredictable factor in a
pre-composed rock song. To do so we composed “Experimence” guided by the standard practice of song writing.
The song was premiered at a public live concert where the
audience could collaboratively participate in real-time by
playing with a balloon together throughout the song. Using a wizard of oz technique, the movements of the balloon
influenced the live music played by the pianist. We reflect
across this experience and present notable issues raised
during the composition, rehearsals and the actual performance. We then classify these aspects as abstract variables
of consideration for a composition meant to promote such
audience participation. We propose this proof of concept
as a starting point for further discussion, suggesting that
a song such as Experimence can be a unique and individual piece of music every time it is played although largely
pre-composed.
1. INTRODUCTION
In this paper we take popular music as a starting point
for a live music study that incorporates audience participation. In particular we present two intertwined elements that
come together a live performance: (1) the composition of a
rock song “Experimence”[1] that was created with participation in mind, and (2) the inclusion of the audience in a
performance via collaborative interaction. Both have been
created in parallel and influenced each other during different stages of the composition, rehearsal and performance
process.
This approach originated from the idea to develop a versatile and engaging concept for interactive audience participation which includes all spectators. Unlike other interventions exploring audience participation, no additional
Copyright: c 2014 Oliver Hödl et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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Figure 1. Balloon in the audience.
technical devices such as mobile phones (e.g. [2], [3]) or
other purpose-built gadgets (e.g. [4]) are needed by the audience to take part in the performance. The only artefact
which is necessary and subject to interaction is a balloon
which is bounced around by the spectators as shown in Figure 1 and influences the music by its trajectory.
In this paper we focus on the song itself and its creation
in the context of an anticipated audience participation at
the live performance. The choice of the actual intervention was highly motivated by other similar approaches in
research and art [5, 6, 7, 8]. In particular we reflect on the
process of the composition and the musical output during
the performance. A self-imposed constraint was that the
musical piece should be a rock song, composed following
typical practices regarding song writing as inspired by literature (e.g. [9]) and the artists’ experience.
This approach allowed us to join up two extremes: (1)
the pre-defined limitations and conventions regarding the
composition within this genre, and (2) the largely unpredictable and open influence of the audience within an interactive experience. Hence, the research questions we want
to elaborate with this study are: Which aspects have to be
considered when composing a rock song while keeping in
mind interactive audience participation during its live performance? How can these aspects be classified in terms
of variability during their application in the process of the
composition?
By answering these questions we reflect on the iterative
process of composition, rehearsal and the final live performance. The latter happened at a music festival which gave
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us the chance to study it with a diverse and unprepared audience. The whole performance was video-recorded from
four different angles. Additionally we took notes of decisions and practices during the composition and rehearsals.
All this data helped us to analyse the whole process retrospectively.
The results indicate that even a structured and largely
pre-composed song leaves a certain amount of space for
unforeseeable musical events as can happen with an independent crowd and interactive participation. Furthermore,
we extract variables of influence from our reflection on
the whole process. These variables, along with the actual song Experimence and the intervention itself, constitute our main contribution.
We will proceed with an analysis of related work within
the field of audience participation and of song writing before describing the composition, rehearsal and live performance experiences in detail. Finally the discussion of the
collected data will be completed with the conclusion we
draw from this study.
2. RELATED WORK
Audience participation during the live performance of popular music is a common method to engage the crowd and
actively include spectators in the show. More than 200
years ago, Mozart was one of the first who tried to make his
music, which can be considered as popular in those times,
interactive for the audience. He let people participate by
rolling dice and thereby rearrange bars of the composition
in his piece “Das musikalische Würfelspiel” [10, 11].
Nowadays artists on stage widely use the practice to motivate and guide the audience to sing certain parts of a song
or even let single persons in front rows sing a couple of
tunes through the singer’s microphone to involve their fans.
Making spectators literally an active part of the show by
getting them on stage to perform a song spontaneously together have been done by several artists already [12].
Not directly related to music but nevertheless an approach
to become an active part of a live concert, many audiences
throughout time have used their lighters to illuminate concert halls together. This behaviour has been adapted for
a recent commercial product called Xylobands [13]. With
these radio controlled and colour changing wristbands each
spectator, even in huge audiences, can be visually included
in a show.
This leads to interactive audience participation for live
music supported by technology, which is also the basis
of this study. In 1992, the band D’Cückoo invented the
MIDIBall, a “gigantic beach ball that creates music as the
audience bats it around” by using MIDI and wireless radio
technology [5]. Later in 2002, this idea was adapted by
Maynes-Aminzade et al. to study techniques for interactive crowd activities [7]. Both works inspired us to revisit
this approach for our own purposes.
Information about the crowd in a music related context
has been collected in various ways. For example, Freeman
wrote a special composition for chamber orchestra and audience called “Glimmer” where the audience used light
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sticks to collaboratively create instructions for the musicians [4]. Researchers in nightclubs used biofeedback of
the audience for an automated DJ [14] and carried out studies on DJ-audience interaction [15].
Mobile phones have been subject to audience participation in live music since they become popular and everyone carries them around. An early work within this domain was Levin’s “Dialtones” in 2001 where he used the
audience to collaboratively create a concert by using their
mobile phones for dialing and ringing [16]. Later mobile
technologies where applied increasingly in various different ways as they allow the use of biofeedback [17] or embodied gestures [2, 3, 18, 19].
Song writing and the analysis of popular music and in
particular rock music has been subject to a lot of studies.
According to Lamb the definition of popular music is “purposefully flexible” as the music it defines is “constantly
changing” [20]. He continues that one definition might be
“music that evolved out of the rock ’n’ roll revolution of
the mid-1950’s”. However, a clear definition is not subject
of this paper and would go beyond its scope.
Nevertheless we took different studies dealing with popular music as a starting point and guideline for our own
composition. A general analysis of this huge and diverse
genre of music was presented by Tagg, including a model
to characterise different forms of music [9] (p.42).
Focusing on rock music, Baugh elaborates its aesthetics but leaves out the question “what makes a good rock
song?” for good reasons by raising a set of different questions e.g. addressing the compositional form [21]. Following this path we took Burns’ “Typology of ’Hooks’ in
Popular Records” [22] and Covach’s “Form in Rock Music” [23] as inspirational guidelines.
By the combination of suggestions made in literature,
with the diverse experience and creativity of involved musicians (to be introduced in section 4.1), we worked hard to
compose a good rock song. This was important since the
song was to be used for a live performance with interactive
audience participation. The ultimate aim was to study the
issues that arise when merging the unpredictable behaviour
of a big crowd with a largely pre-composed rock song.
We now proceed with a description of the composition
and the accompanying considerations during this creative
process.
3. COMPOSITION
The composition of the song, which was given the title
“Experimence”, was purpose-written for this particular study
mainly by the first author of this paper. Many different
considerations regarding arrangement, form, harmony and
lyrics, just to mention some important ones, shaped the final version as it was played during the live performance.
These are described in the following and we return to them
in the Discussion to reflect on them after the presentation
of the results from the live performance. This analysis is
based on self-reflection and notes that were taken during
the composition and rehearsals.
In general the music and lyrics of Experimence were not
intended to be just created as a song for the study but rep-
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resent the main idea and purpose of it. A core idea for
the interactive component of the study was that a balloon
is to be collaboratively played with by the audience. This
approach, to distribute balloons in the venue, has already
been used by several artists such as Muse [6] or Coldplay [8] to successfully entertain the audience during their
shows. The typical wave-like trajectory of a balloon being bounced around was taken up as guiding theme for
the music. This particular characteristic of a balloon, to
rise up fast when being pushed and to fall down slowly, is
reflected figuratively at certain different levels within the
whole song as described in each of the following sections.
To get an idea of the song and to support the understanding of the theory behind it, a live recording of the performance at the music festival “Wiener Musik-Experimente”
(Viennese Music-Experiments) is available online, providing a video including the live music as well as different
camera angles of the audience and performers [1]. We recommend to watch the video and listen to the song before
proceeding.
3.1 Arrangement
Originally the piece was arranged for vocals, piano, guitar and drums. This instrumentation or parts thereof are
widely used throughout popular music.
We chose the piano as lead instrument and central element for the audience participation. The main reason for
this decision was to provide a clear distinction between the
typical piano sound without influence in contrast to significant audible changes when including the crowd of spectators.
While working on initial harmony studies for the verse
and according to the main intention of reflecting the balloon’s trajectory figuratively in the music, Experimence
turned out to become a slower ballad-like song with a 4/4
rhythm at a tempo of 90 beats per minute. However, the
chorus did not feel right with a slow tempo (the balloon
falling) and so it became the “balloon rises up fast”-part of
the song, creating a speedy sung melody along with a tight
rhythm in the piano accompaniment.
Apart from the piano, which carries the whole song, the
other instruments appear and disappear throughout its progression. The climaxes and full arrangements always happen with a chorus, while the verses and interludes are the
calming parts though still with continuous escalations. This
leads directly to the actual form of the song which is described as following.
3.2 Form
From an analytical point of view and according to Covach,
Experimence has a Verse-Chorus Form [23] though significantly extended. Usually this means the verse is mainly
preparing and leading to the chorus, which is clearly the
intentional and musical focus in this song form.
However, finding the final form which is presented in
Table 1, was a key issue and aspect that changed most
throughout the composition and the rehearsals.
In the first version of the song, the four Interludes were
not considered at all and an instrumental solo part was
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00:00-00:12

Intro

4 mm. (4a)

00:13-00:57
00:58-01:22
01:23-01:39

Verse
Interlude 16th
Chorus

16 mm. (4a+4a+4b+4c)
8 mm. (4b+4b)
6 mm. (6e)

01:40-02:21
02:22-02:37
02:38-02:59

Verse
Chorus
Interlude 16th

16 mm.
6 mm.
8 mm. (4a+4d)

03:00-03:15
03:16-03:37

Chorus
Interlude Solo

6 mm.
8 mm. (4b+4b)

03:38-03:53
03:54-04:16

Chorus
Interlude Outro

6 mm.
8 mm. (4b+4b+I)

Table 1. Final form of Experimence showing all parts and
their duration in time, measures and a reference to the harmonies in Table 2.
planned instead of the third Chorus. At this point it is important to mention that the audience was intended to be
included throughout the whole song influencing the sound
of the piano. Hence, the first version represented a typical
Verse-Chorus Form [23].
In the first rehearsal of the song with the band, described
in detail in section 4.2, we included a simulation of the anticipated participation of the audience. However, after a
reflection by the band, two important decisions were made
for aesthetic reasons mainly. First, it is not expedient to include the audience throughout the whole song, and second,
as a consequence, it was decided to extend the first form by
adding the Interludes specially tailored for the inclusion of
the spectators.
The final version of Experimence for the live performance
was still different from the actual performance [1]. In particular the Interlude “Solo” and the following last and fourth
occurrence of the Chorus as shown in Table 1 were added
by the musicians spontaneously during the live performance
which is described in section 5.
3.3 Harmony
Creating the harmonic structures of Experimence was driven
more by creativity than rationality. Nevertheless there were
decisions made for specific reasons.
The harmonies reflect the idea of the balloon’s trajectory
in two ways. First, in the Introduction, Verses and Interludes, the piano uses stepwise chord progressions. An example is starting from C downwards to Dm following the
major scale of C and up again to G as shown in Table 2,
lines 4a. Slightly different variations of this progression
are used throughout the song in all parts except the Chorus.
The second occurrence of the harmonic trajectory-imitation
appears in the melody of the Interlude, which is played instrumentally by the piano. This series of 16th is shown
in Figure 2 as score and MIDI notes in a piano roll view
which visualises best the wave-like progression.
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Figure 2. The melody of the second Interlude as notes and MIDI piano roll showing the wave-like progression.
Introduction, Verse and Interlude:
4a: C
4a: I

G/H
| Am
V/VII | vi

Am/G | F
vi/V | IV

4b: C
4b: I

G/H
| Am
V/VII | vi

Am/G | F
vi/V | IV

4c: C
4c: I

G/H
| Am
V/VII | vi

Fm/G# | Fmaj7 | Gsus G
iv/V# | IVmaj7 | Vsus V

4d: C
4d: I

G/H
| Am
V/VII | vi

Em | F
iii | IV

Em | Dm
iii | ii

G
V

| (Gsus) G
| (Vsus) V

C
I

| G
| V

Chorus:
6e: F G | Am
6e: IV V | vi

| F
| IV

G | E
Am G | F
V | III vi V | IV

| G
| V

Table 2. Harmonies used in each part of Experimence as
referenced in Table 1. Each single part is presented in two
lines with corresponding notations: in actual chords and in
scale-step.
After the analysis of the music-related elements of Experimence we proceed with the description and interpretation
of the textual meaning.
3.4 Title and Lyrics
In an early stage it became clear that the lyrics should be
somehow related to the purpose of the song rather than addressing something random. At this time the piece was
given the title “Experimence”. This artificial word combines the unique “Experience” everyone will have during
the “Experiment” of its live performance.
The content of Experimence can be described as what
both science and art have in common and try to explore:
the quest for something new and to find the unexpected. In
the song, the Verse, as written below, represents the wise
and learned voice of a scholar or an experienced person.
The Chorus though is either the sudden confession of this
person’s self-criticism or the preceding self-awareness before the conclusion. At the end of each Chorus the redefinition of one’s own state of mind is presented as possible
solution.
In either way, the content refers to the purpose of the song
itself, which is an art-based and experimental approach to
explore something unexpected.
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Verse:
Hold on again some ways are fallacious
Find your own lane and mind those of others
Challenge the known will just guide us to new
worlds
Life teaches well what happens if you do so
Chorus:
I started to explore the world
To look upon the rationale
And figured out it’s endlessly
I started to imagine why
The edge of human knowledge could be
Worth a look beyond the scenery and
Redefined my state of mind
The original intention was to write two different verses.
But we were unable to finish the second verse in time and
to our full satisfaction due to the already scheduled festival. As such, there is just one verse in the current version
of the song, and the two verses in the live performance are
identical. This finalisation of verses will be subject to improvements for future studies.
4. REHEARSALS
Two rehearsals with the band led to significant changes regarding the form of the song and the final realisation of
the interactive audience participation. These modifications
and the band’s orchestration are described in the following as well as the simulation of the anticipated crowds’ behaviour that was used for a realistic performance rehearsal.
4.1 The Band
The whole study was planned as a project to be conducted
together with a band especially formed by the first author
whose alias is “Oliver Linus”, the name also given to the
band.
To rely on diverse experience in rock music, a professional drummer aged 35 and a hobby guitarist aged 58
were hired for the live performances. Both had played a
vast number of performances and gained compositional experience in writing and recording popular music. None of
the musicians had previously played together. The choice
was not a coincidence, since the guitarist grew up with rock
music starting in the 1960s and the drummer as well as the
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4.3 Audience Influence

Figure 3. The band “Oliver Linus” performing Experimence live.

Figure 4. The simulation’s visualisation of the balloon being moved around a room.

first author are familiar with more recent rock music. Figure 3 illustrates the musicians on stage performing Experimence. The singer and pianist is on the left, the guitarist is
standing in the center and the drummer is on the right.

The rehearsals proved to be decisive in terms of the final
influence of the audience in the song. The original idea
was that the audience’s interaction with the balloon would
collaboratively modulate the sound of the piano by using
additional effect devices.
However, when probing this approach in the first rehearsal
using the simulation, it turned out that this alteration was
too intense for the whole song and became even distracting and annoying somehow for the musicians. To address
this, the Interludes were inserted into the song’s structure
as central elements for audience participation. This has
been described in detail in chapter 3.2 already.
In the second rehearsal the idea arose to not only let the
audience control the sound but the actual tunes of the Interludes. It was found this could work by mapping the
trajectory of the balloon to a particular scale according to
the Interlude’s harmonies. However, two musicians voted
against the last minute implementation of this idea mainly
due to time constraints and so as not to introduce too much
complexity at once.
Technically, the sound modulation was realised by using the effect device KaossPad 1 . To remotely control the
KaossPad with the balloon tracking, we used Max/MSP 2 .
In terms of mapping the position of the balloon in the room
to effect parameters, we controlled the touch pad of the
KaossPad with the two-dimensional position (left, right,
front, back) and the intensity of the applied effect with the
height in the room.
Focusing on the sound effect, we used a chorus for the
first two Interludes and a vocoder for the other two ones.
The chorus, which modulates a tone as if it would float in
the room, was less intense compared to the vocoder which
alienates the piano melody to a larger extent. This makes
the influence clearly traceable without changing the piano
sound too much.
4.4 Balloon Tracking

4.2 Simulation
Apart from an extensive rehearsal of the song Experimence
for the purpose of a good live performance, an important
issue was the simulation of the anticipated influence of the
audience. This was especially important since this idea
was new for the hired musicians.
To maximise a realistic practice of the song and support
the imagination of how it could sound in an interactive
performance, we developed a simple simulation of a balloon’s trajectory in a room. A visualisation of this concept
is shown in Figure 4. This real-time animation was also
used during the rehearsals on a screen for all musicians to
at least get a simplified idea of how the balloon might be
flung around by the audience during the live performance.
The simulation itself is based on three values for the position of the balloon in the room (x, y, z) and one value
for its the acceleration (v). These four values are created
randomly to describe a changing trajectory. For the purpose of an almost realistic situation during the rehearsal
this random approximation was sufficient.
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A technical realisation of the balloon tracking was not the
aim of this study, rather it was to serve as a proof of concept
and to study the compositional issues. Hence, we developed a concept for a Wizard-of-Oz-Experiment [24]. By
doing so everything was designed for a real object tracking
system with mounted video cameras, except for the manual
tracking of the balloon. This was done behind the scenes
by another person involved in the study and the only one
apart from the lead author/composer who was informed
about this concept. In fact even the hired musicians were
not aware of the manual tracking. The balloon itself had
a diameter of approximately 60 cm when inflated and was
made of stronger rubber than a usual balloon product.
Finally, this allowed us to create a realistic scenario for
our study at the live concert and to use it as a proof of concept. At the same time we could minimize the technical
effort such a system would implicate to be reliable and ap1 http://www.korg.com/us/products/dj/kaoss pad kp3 plus [last access
4th July 2014]
2 http://cycling74.com/products/max [last access 4th July 2014]
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Figure 5. Four cameras synchronised in one screen for
video-analysis.

During the live performance, one spontaneous change happened in relation to the song’s form. This improvised and
mood-driven extension by the pianist can be seen in the
live video at 03:28 when the drummer stops playing, puts
down the sticks and watches the audience playing the balloon. A few seconds later both the guitarist and the drummer reacted immediately on this prolongation and continued playing. Hence, the final and actual performed version
of Experimence had a duration of 4 minutes and 16 seconds, and was nearly 40 seconds longer than anticipated.
We now proceed with a reflection of our experiences and
a discussion of the study from a composer and performer
point of view.
6. DISCUSSION

plicable for a live concert without any loss of plausibility
or credibility.

The subject of this study was the composition of a rock
song for a live concert and its performance with the inclusion of the audience for an interactive participation. After
the analysis of the purpose written song Experimence and
5. LIVE PERFORMANCE
a description of the rehearsals as well as the actual live performance at a music festival, we now reflect on the whole
In this section we describe the actual live concert when the
process and the outcome.
purpose-composed song Experimence was first performed
The first research question asked, what considerations had
publicly and with the audience participation.
to be made while composing a rock song following cerThis central element of the whole study happened at the
music festival “Wiener Musik-Experimente” (Viennese Music- tain standards according to song writing conventions, and
at the same time keeping in mind the partly unpredictable
Experiments) on 6th February 2014 in Vienna, Austria. This
behaviour of the participating audience.
was a good opportunity for us as the main idea behind
First of all, the actual intervention for audience particithis event was to interlink mainstream and experimental
pation, in our case the movement of the balloon, played
approaches in live music in various different ways.
an important role throughout the whole creative process.
Hence, the given technical and data-related possibilities
5.1 Video Data Collection
and constraints can be seen as a basis on which different
decisions are made. In our particular case for example,
We used four cameras to video-record the performance from
it was the trajectory of the balloon that was used to get
four different angles. Two cameras were mounted at the
real-time data. The three values representing the three difront and back to cover the whole room and to focus on the
mensions were clearly defined in terms of their range and
audience. The other two cameras were oriented towards
occurrence. However, the trajectory itself was more or
the stage from opposite angles to record the musicians. For
less unpredictable, especially when thinking of different
the final analysis we synchronised all videos and edited
extreme scenarios such as bouncing the balloon very high
them to fit in one screen as shown as a still picture in Figor keeping it low.
ure 5. The video is also available online [1].
Comparing the initial and the final song structure of Experimence,
the form and single parts changed several times
5.2 Performing “Experimence”
throughout the whole process. During the composition
Just before the actual performance of Experimence, a short
these alterations were mostly made deliberately. At the
introduction was given to the audience to explain what they
live performance however a spontaneous repetition at the
could do with the balloon. When the song started, the balend of the song happened in a mood-driven way. The acloon was held back by a helper in front of the stage until
tual consideration in the end was to leave certain gaps and
the first interlude. From that moment on it was introduced
unfinished parts in the composition which could later be
into the crowd who then bounced it around over the heads
closed and completed by the audience. Finally four instruof the audience throughout the whole room.
mental Interludes were created with the intention of letting
the sound be collaboratively modulated by the crowd.
The balloon tracking was activated during each Interlude
and its trajectory manually traced by the “wizard” behind
After all what the audience did was rather real-time sound
the stage. An additional projection on a big screen showed
modulation of given tones than actual improvisation. Howthe words “Balloon active”, which was intended to support
ever, it is the spontaneity and unpredictability of such an
the awareness of the audience when the influence in the
influence that is referred to as improvisation in this parmusic was activated. The balloon was left in the audience
ticular context. Furthermore, the reflection on the whole
throughout the whole song. However, an influence on the
process we went through during the composition, the resound of the piano was only audible during the instrumenhearsals and the performance indicates an important tradetal Interludes.
off: to provide enough freedom for unpredictable behaviour
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as well as distinct feedback for the involved audience and
keeping the amount of improvisation at an appropriate level
considering the characteristics of a rock song. As evidenced by the spontaneous insertion of another Interlude
and Chorus, the clear modular Verse-Chorus-Interlude structure helped the band to react immediately on this modification and correctly communicate it among all musicians.
Another important consideration addresses the actual influence. With Experimence, the final decision of which
particular influence the audience will have during the performance was the sound of the piano. However, during
the rehearsals the ideas varied from applying the modulation during the whole song to letting the audience play
the actual notes of the Interlude’s melody. From a song
writing perspective applying effects addresses the sound
and arrangement while changing notes result in a modified
melody. Both approaches are considerable interventions in
the song but diverse in terms of their actual influence.
Finally, there is the actual instrument, that is influenced
by the audience, which is the piano in the case of Experimence and it was chosen at a very early and conceptual
stage of the composition. The decisive reasons in our case
were, that the piano is the lead instrument in the song, and
that its sound is very distinctive and familiar in general
which makes it easier to recognise when it is modulated
by effects.
6.1 Drawing out Variables of Consideration
After this analytic summary of the most notable aspects
we observed during the composition, rehearsals and the
live performance of the song Experimence, we revisit our
second research question. This asks for a more general
classification of considerations that influence and shape the
composition of a rock song for interactive audience participation. An attempt to generalise our experience leads to
the following abstract variables of consideration:
The subject of influence is either an instrument or something which creates the music to some extent. It is the crucial point and defines further possibilities regarding to the
actual influence. Hence, the following questions are important for this choice: (1) What is it? (2) Who plays it?
and (3) How is it played?
The degree of influence describes what intervention happens to the music in particular and to what extent this is
intended. This choice is dependent on the chosen subject
of influence and the questions: (1) What is possible? and
(2) What is wanted?
The degree of improvisation is the amount of participation that is granted to the influencing audience. This addresses the occurrence in terms of the time and quantity
regarding to the whole song. The questions in this case
are: (1) When, (2) where and (3) how long does the influence happen?
The degree of uncertainty is mostly dependent on the intervention itself and the ways an audience is actually influencing the performance from an interaction point of view.
It describes the anticipated behaviour of the crowd, the circumstances and the scope of action it has from a technical viewpoint which leads to the questions: (1) How does
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it work? (2) Which data is available? and (3) How predictable is the influence?
To summarise, we have presented four variables of consideration when composing a song following popular music characteristics and at the same time keeping in mind interactive audience participation. As these results are based
on the observation and reflection of our own particular case
study, we do not claim these to be complete in this regard
but rather see them as a starting point for further discussion.
Finally, it is important to mention, that these variables of
consideration affect each other and differ in their peculiarity as they are all dependent on the actual intervention for
including the audience in the performance.
7. CONCLUSION
In this paper, we presented the song Experimence which
was composed for a particular live performance including
the audience for interactive participation. From an interaction point of view this was achieved by letting the crowd
control a balloon collaboratively to shape the sound of the
piano at certain parts of the song.
The underlying research questions address aspects that
have to be considered when composing a song under the
limiting circumstances of popular music and interactive
audience participation. Additionally, a more abstract classification of these characteristics, that influence the creative process of song writing, were subject of this elaboration.
By observation, reflection and discussion of the whole
process of composing, rehearsing and performing the song
Experimence, we identified and present a set of four abstract variables of consideration which are (1) subject of
influence, (2) degree of influence, (3) degree of improvisation, and (4) degree of uncertainty. These variables describe the questions that drive certain decisions during the
composition of a rock song for an interactive inclusion of
the audience.
In addition to the song Experimence itself and the identified variables of consideration, another contribution is the
intervention used for including the audience in the live performance as proof of concept. This opens various directions for future research as pointed out in the following
last chapter.
8. OUTLOOK
A particular musical progression of the song Experimence
was already considered during the rehearsals. This possible influence of the audience, described in chapter 4.3, by
controlling actual notes of a melody collaboratively would
lead to different aesthetic results presumably compared to
the approach of this study to let them modulate the sound.
Furthermore, even other elements but music such as visuals may be subject to audience participation. This would
most certainly lead to different possibilities and degrees of
influence.
Also the interventions itself could be extended by using
more than one balloon for example. These can appear in
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different colours for different music features to be used at
once or alternatively throughout the song.
Finally, focusing on the audience’s interaction and tendencies in the behaviour might be subject to future evaluation. A reflection of these insights with the music and the
band, may reveal new aspects of interactive audience participation such as collaborative learning effects among the
audience or new ways of communication between spectators and musicians.
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ABSTRACT
This paper explores the relationships between sound and
its visualisation, focussing upon the issues surrounding
representation and interpretation of music through both
performative and machine processes. The discussion proceeds in the context of five recent works by the author
exploring the representation of sound and musical notation and their relationship to and with performance: unhörbares wird hörbar (the inaudible becomes audible)
[2013], EVP [2012], Lyrebird: environment player
[2014], Nature Forms I [2014] and sacrificial zones
[2014]. Issues examined include: re-sonification of spectrograms, visualisation of spectral analysis data, control
of spatialisation and audio processing using spectral
analysis data, and reading issues related to scrolling
screen score notation.

1. INTRODUCTION
This paper discusses a number of works exploring the
interchange between visual and sonic data. An initial impetus for this work was the so-called “Phonorealism” of
Peter Ablinger’s Quadraten series, in which spectral
analysis data from recordings is “reconstituted in various
media: instrumental ensembles, white noise, or computercontrolled player piano” [1]. A key issue at the heart of
Quadraten is representation or analogy made between
“real” sounds and their reconstituted counterparts.
The reproduction of "phonographs" by instruments
can be compared to photo-realist painting, or what describes the technical aspect of the "Quadraturen" more precisely -with techniques in the
graphic arts that use grids to transform photos into prints Using a smaller grain, e.g. 16 units per
second, the original source approaches the border
of recognition within the reproduction. [2]
In 1993 Wileman proposed that a “realism continuum”
[3] exists in forms of visual representation, spanning colour and then black and white photographs, silhouettes,
line drawings, pictographs and text. Ablinger’s comment
presupposes a continuum of sonic representational forms,
encompassing
high
fidelity
recordings,
analysis/resynthesis, techniques of Spectral composers (such as
the orchestration of spectral data in Grisey’s Partiels
(1975) and “sound painting” in which natural sounds are
Copyright: © 2014 Lindsay Vickery. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.

evoked in a more figurative manner (such as the river
Moldau in Smetana’s tone poem of the same name
(1874)). O’Callaghan has proposed a similar continuum,
although from the standpoint of Emmerson’s concept of
musical mimesis as “the imitation not only of nature but
also aspects of human culture not usually associated with
musical material”[4]. O’Callaghan categorises three
kinds of sonic representation:
•

•

•

Category 1 transcriptions recognisable as representational of the source sound, and achieving a high
level of verisimilitude;
Category 2 some acoustic similarity to the source
sound, but distant enough that it requires other extra-musical contexts to identify;
Category 3 relies upon additional outside information, to be interpreted as mimetic. [5]

Visual forms of musical representation may also be considered to occupy a continuum, in this case between the
spectrogram (a precise frequency/time/amplitude representation of sound), proportional notation, traditional
notation, semantic graphical notation, non-semantic
graphical notation and text scores that verbally describe
the required sound.
Five recent works by the author exploring the representation of sound and musical notation and their relationship
to and with performance and sonification are examined as
part of this discussion: unhörbares wird hörbar (the inaudible becomes audible) [2013] that utilizes a spectrogram as both a score and a sonification source;
EVP [2012] and Lyrebird: environment player [2014]
that investigate the near realtime representation of indeterminate sounds as a score; Nature Forms I [2014] that
explores the sonification and three modes of performer
interpretation of visual images based on forms from nature; and sacrificial zones [2014] that presents a performer with five varied representations of the same sonic information.
The explorations of the interplay between these sonic and
visual representation of sound described here are made in
the context of the Decibel Scoreplayer [6] an App for the
iPad that allows for the networked synchronization of
multiple performers and audio processing.

2. THE SPECTROGRAM AS A SCORE
Using a spectrogram as the basis for a score poses a
number of challenges, as Grill and Flexer have indicated,
spectrogram “visualizations are highly abstract, lacking a
direct relationship to perceptual attributes of sound”[7].
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In particular the “spatial” representation of the sonogram
lack the relational quantifiers of a traditional score that
presents the representation of sonic events in the context
of a tempo and frequency grid. This raised issues concerning the identification of parameters such as pitch,
timbre, dynamics and orchestration, the issue of synchronization of multiple performers and importantly the resolution of the spectrogram itself.
The resolution available when creating a spectrogram is
generally variable. Ideally a score generated from a spectrogram would provide the maximal degree of information to the performer about the characteristics of the
sound. The spectrogram for this work was generated by
Chris Cannam’s Sonic Visualiser software [8] which allows for the magnification of the sonogram resolution to
about 190ms x 5hz, represented by a rectangle of roughly
6.46 x 0.25 cm. Such a high resolution might be desirable
to represent complex sonic phenomena, but this degree of
temporal density poses problems as a score for musicians
to read: it would need to be over 19 metres long and
would need to be read at a rate of over 37 cm/s.
What then is a “normal” reading rate for a score and how
does the rate impact upon the amount of sonic detail that
is capable of being represented? Table one compares the
notional average rate at which the score progresses as the
performer reads the work: its “scroll-rate”. The scroll-rate
is calculated by dividing the length of the score by its
average duration.
work
duration
(s)

score
length
(cm)

scrollrate
(cm/s)
2.41/
0.48

Beethoven: The Tempest (1802)

510

1171

Chopin: Minute Waltz (1847)

120

467

3.89

Ravel: Pavane (1899)

360

487

1.35

Debussy: Voiles (1909)

240

386

1.61

Hope: In the Cut (2009)

431

197

0.46

Hope: Longing (2011)

405

109

0.59

Hope: Kuklinski's Dream (2010)

490

249

0.51

Vickery: Agilus, Mimoid Symmetriad (2012)

574

875

1.52

Vickery: Silent Revolution (2013)

560

857

1.53

These rates give an indication of what is an acceptable
and perhaps even conventional speed to read musical
notation.
The final five works on the table are “scrolling scores” by
Cat Hope and Lindsay Vickery, in which the score moves
past the performer at a constant rate on an iPad screen.
There is, at the least, a psychological distinction between
this paradigm, where the performer is forced to view only
a portion of the score at any time, and the fixed score
where the performer directs their own gaze.
In 1997 Picking claimed that “a stave related to anything
but slow music moved faster than the fixation threshold
of the human eye” and that “a semi-quaver at 120 beats
per minute would remain still for 125 milliseconds ± approximately half the duration of a typical eye fixation”[9]
implying a maximum scroll rate approximately 2cm/s.
Later sightreading studies by Gilman and Underwood
[10] imply a maximal threshold rate for scrolling of about
1
3cm/s . The comparatively slow scroll rates of the final
five works appear to support the view that the maximal
bound for reading of scrolling notation may be between 2
and 3cm/s.
It is worth noting that Picking’s claim is based on the
notion that it an eye fixation is only capable of capturing
a single semi-quaver at a time: many studies indicate that
experienced music readers fixate less frequently than less
proficient readers, due to their ability to gather and group
notational signifiers in a single fixation [11, 12, 13, 14].
This points to a second issue: the complexity and density
of the notation itself. Gilman and Underwood have noted
“eye-hand span” (the time that elapses between the eye’s
fixation on notation and its execution by the hand) is decreased by greater musical complexity [15]. Lochner and
Nodine propose this is because “more complex patterns
will take longer to recognize than simpler patterns, since
more features must be examined”[16]. These findings
indicate that maximal scroll rate might be impacted by
the increase in eye fixations necessary for scores with
greater information density and/or complexity.
The time critical issues of presenting notation on the
screen considered above, point to the necessity for developing notation that is as efficient as possible and the
works discussed here exemplify some of the solutions to
these issues. This points to an inevitable need for and
assessment of how to manage the necessary trade-off
between the spatial size of the representation and the degree of detail it encompasses.
2.1 UNHÖRBARES WIRD HÖRBAR

Table 1. A comparison of the notional “scroll-rates” of
works with traditional scores by Beethoven, Chopin,
Ravel, Debussy, and native “scrolling scores” by Hope
and Vickery.

The work Unhörbares Wird Hörbar [2013] (the inaudible
becomes audible) uses a spectrogram as the basis for the
score for flute, clarinet, viola, cello, percussion and elec-

The works are varied: Beethoven Piano Sonata No. 17 in
D minor Op. 31 No. 2 (1802) (The Tempest) first movement includes significant changes of tempo in which the
performer would be reading at different rates; the Chopin
Waltz in D-flat major Op. 64 No. 1 (1847) (Minute
Waltz), Ravel Pavane pour une infante défunte (1899),
Debussy Voiles (1909) might be considered examples at
the high, low and centre of the scroll-rate speeds.

1

Reading from scrolling notation differs from traditional reading however, in that rather than the eye tracking from left to
right along a static page, the eye is forced to fixate in approximately the same position as the score itself moves. Gilman and
Underwood’s study recorded saccade lengths of just more than
1.5 cm (57-62 pixels on a 72 dpi screen) and an eye-hand span
(the distance between the point of fixation and the point of performance) between 1.5 and 1.9 cm.
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tronics. The spectrogram upon which this work is based
was taken from the second part of a recording of an improvisation by the author, Study No. 3 for No-input Bass
Clarinet (2013). In this section feedback “shaped” by
altering fingerings, percussive key clicks and microsounds from within the bass clarinet are combined
with sine tones that glide between subsequent frequencies
sampled from the performance.
Consideration of the scroll-rate versus sonic detail discussed above led to a decision for the resolution of the
spectrogram-score of unhörbares wird hörbar of 0.425
seconds of the soundfile per centimeter (roughly
60ms/px) of the image. This resolution allows the performer to view elements of the sonogram that represent
what Curtis Roads refers to as “basic units of music structure… complex and mutating sound events on a time
scale ranging from a fraction of a second to several seconds”[17] while at the same time reading at an acceptable scroll rate of 2.35 cm/s. As this rate was in toward the
maximal limit for reading scrolling information it was
necessary to develop a method of defining the “perceptual attributes” of the sonogram that was maximally efficient and semantically sound, that is, inherently sensible
to the reader, rather than necessitating learning and memorisation of new symbols that might impede the reading
rate of the score.
One approach might have been to place the entire spectrogram beneath a grid – allowing the performer to more
easily calculate pitch and temporal relationships. Percy
Grainger had employed this technique in his Free Music
works as far back as the 1930s (See Figure 1). However
in the networked scrolling score medium, the temporal
(and synchronization) issues were already resolved and
therefore a minimalist approach was taken of indicating
the pitch of material only where necessary and relying on
the musicians to calculate glissandi and minor fluctuations in pitch themselves.

gram are indicated using: “floating” traditional
staff/clef/pitch symbols to specify pitch, dynamics are
indicated by the thickness of each player’s line and transparency of the line (along with textual indication) is used
to denote specific forms of timbral variation, from regular
instrumental sound to diffused tones, “coloured noise” in
Stockhausen’s terminology[18]. The orchestration of individual instrument parts are colour coded: flute - green,
clarinet - red, viola - orange, cello - blue and percussion –
purple.

Figure 2. Excerpt from the spectrogram of Study for
No-Input Bass Clarinet [2013] (above) and the corresponding section from the score of unhörbares
wird hörbar [2013] (below).

The issue of synchronization is crucial in order to coordinate multiple live performers, but also because the live
instruments perform in conjunction with a re-sonified
version of the spectrogram.

3. RE-SONIFYING THE SPECTROGRAM

Figure 1. Excerpt from Percy Grainger’s Free Music 2
(1937).

One important factor contributing to the efficacy of notation is semantic soundness – the degree to which the
graphical representation makes inherent sense to the
reader, rather than necessitates learning and memorisation of new symbols. Prominent features of the spectro-

A patch in MaxMSP was developed to map each vertical
pixel of a grayscale version of the spectrogram to 613
independent sinewaves at a horizontal rate of 25 pixels
per second (See Figure 3). In the patch a .png file of the
sonogram is loaded into a jit.qt.movie, it is then
played through jit.matrix and jit.submatrix
that send an image of one pixel width to the
jit.pwindow. Data from the submatrix is split into a
list of 613 values in jit.spill and these values are
represented in a mutlislider. The vertical pixels are scaled
logarithmically between 8 and 6645hz (the highest represented frequency in the sonogram and just beyond the
highest pitch attainable by the ensemble) and mapped to
an individual cycle~ object. The grayscale value of
each pixel is scales and mapped to the amplitude of each
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cycle~ object. A comparison between sonograms of the
soundfile of the original source recording and the resonified version indicate (See Figures 8 and 9 detail,
which show a similar process in Nature Forms I) this
simple process was quite effective.
The recording of the resonified spectrogram was diffused
spatially in the performance, effectively “doubling” the
instrumental lines. Spatial diffusion was controlled by
mapping a realtime analysis of the frequency and amplitude of the third and seventh partial of the recording (using Miller Puckett’s sigmund~ object) to the azimuth
and distance parameters of an eight speaker array in Dave
Malham/Matthew Paradis’ ambipan~ object.

Figure 3. Sinereader patch developed in MaxMSP to
re-sonify the spectrogram in unhörbares wird hörbar.
The complete spectrogram with a “scrollbar” indicating
progress through the image is displayed at the top of
the image, the grayscale value of each vertical pixel in
a one pixel segment is displayed on the bottom left and
the resulting amplitude is displayed on the bottom
right.

4. REALTIME GENERATION OF A
SONOGRAM-SCORE
Emulation of the sounds of the natural environment may
be one of the earliest manifestations of musical improvisation. Alvin Lucier’s (Hartford) Memory Space (1970)
and Carbon Copies (1989) both explore this impulse,
instructing performers to imitate the sounds of any indoor
or outdoor environment (albeit pre-recorded), “as exactly
as possible, without embellishment” [19].
4.1 EVP (2012)
2

The work EVP (Electronic Voice Phenomenon) is in a
similar format. A spatialised indeterminate collage was
generated from a number of EVP recordings. The five
performers were instructed to emulate the sounds in one
of five channels of audio, with extended techniques on
their instruments with the aid of a scrolling score that
shows relative pitch, duration and dynamics of the EVP
samples in real-time (See Figure 5).

Figure 5. The scrolling scoreplayer for EVP [2012]
showing visualized pitch and amplitude data.

The recording was divided into a high-pass and a lowpass channel and the spatialition of the two resulting
channels inverted and diffused on opposite sides of an
eight-speaker array in a form of enhanced stereo (see
Figure 4).

The sounds in each channel were analysed using the
MaxMSP object sigmund~ to detect the single strongest
sinusoidal peak, and the frequency and amplitude data
was then scaled to determine the vertical orientation and
thickness (pen-size) of line segments that were drawn
onto a scrolling LCD object. The visualized sonic data
was displayed for the performer on the right of the screen
and scrolled to the left over a period of 11.2 seconds. The
source recording from which the analysis was made is
delayed so that it sounds as the visual representation arrives at the “playhead” (a black line of the left of the
screen indicating the moment at which the performer
should emulate the sound). This configuration allows the
performer to preview the visualization of visualized sonic
data, and therefore the basic units of music structure in
the recording in advance of it actually sounding. The
score scrolls at a rate of approximately 1.3cm/s.

2

Figure 4. Schematic of the spatialisation layout for the
work unhörbares wird hörbar.

The term Electronic Voice Phenomenon describes the deliberate or inadvertent capturing of the voices of “ghosts” on electronic media such as tape recorders, video or radio. Around the
world many thousands of people participate in projects to investigate spectral presences in haunted spaces by recording and
then painstakingly analysing recordings. Whether this is a real
phenomenon or an example of mental pattern recognition—
finding structures in random data, like an aural Rorschach
Test—is a matter of opinion.
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4.2 LYREBIRD ENVIRONMENT PLAYER (2014)
The Lyrebird: Environment Player draws on the concept
and techniques of EVP, but is intended to visualise sonic
features of a “field recording”. The work was commissioned by percussionist Vanessa Tomlinson for her Australian solo percussion program Eight Hits. The performance practice for the work was developed by the author
and Tomlinson during her residency at the Orpheus Instituut for Advanced Studies & Research In Music in December 2013. It requires that Tomlinson make a field
recording and collect objects to play in the vicinity of
each new performance venue and that, in performance,
she "play or improvise around” the environmental
sounds. Familiarity with the recording and strategies for
improvising are developed prior to its performance.
Again, the amplitude of the frequency of the single
strongest detected sinusoidal peak is represented by the
size of the rectangles drawn on a scrolling LCD obect (in
this case jit.lcd). However in addition, brightness, noisi3
ness and bark scale data derived using Tristan Jehan’s
analyzer~ object are used to determine the luminance,
hue and saturation of each rectangle. This allows for the
scoreplayer to visualise timbral features of the recorded
sound. As with EVP, the visualised score depicting the
principal features of a source recording is scrolled from
right to left across the computer screen and playback of
the source recording is delayed (12 seconds in this work)
to allow the performer to see a visualization of the sounds
before they appear. The score for Lyrebird also scrolls at
a rate of approximately 1.3cm/s (See Figure 6).

Lyrebird incorporates an analysis panel (See Figure 7)
that provides controls for the performer to view and scale
data from the field recording. This allows for the performer to “zoom” the visualization in or out on a particular range of frequency, amplitude, brightness, noisiness or
bark scale data. To facilitate these decisions the data is
represented both as a raw value and on a scrolling multislider displaying the its final scaled value so that the
performer may confirm that the scaling is capturing the
full data range. In the analysis panel, the performer may
store the scaling values of up to 20 recordings.
The work creates an alternate form of spectrogram in
which the strongest sinusoidal peak is represented vertically and horizontally and coloured according to brightness, noisiness and bark scale analysis. As such it goes
someway toward alleviating the problem of “demonstrating coindexation and segmentation due to the difficulty in
illustrating differences in timbre”[20] in a spectrogram
and provides an (almost) realtime feature analysis of the
recording in which contours and timbral shifts are readily
recognizable.
Multiple scoreplayers may also be networked together,
allowing multiple performers to interact with visualisations that focus of varied frequency, amplitude and timbral parameters of the same recording.
The desire for “semantic soundness” in the representation
of sounds and in particular the ability to rescale the luminance, hue and saturation of the represented colours implies a need to determine if a certain palette of colours is
more appropriate for particular timbres.

Figure 6. The scrolling scoreplayer for Lyrebird: environment player [2014] showing visualized
pitch, amplitude and timbral data.
Figure 7. The Lyrebird: environment player currently
implemented colour schema allowing for the following
mappings of timbre to hue. The spectra on the right depict a test tone of increasing brightness, noisiness and
bark scale depicted by a variety of mappings.

4.3 Figures, Tables, and Captions
All artwork must be centered, neat, clean, and legible. All
lines should be very dark for purposes of reproduction
and artwork should not be hand-drawn. The proceedings
will be distributed in electronic form only, therefore color
figures are allowed. However, you may want to check
that your figures are understandable even if they are
printed in black-and-white.

3

In the current version of this work, the median of 16 bark
scale values (representing the deviations from expected critical
bands) is used. This presupposes that the median value refers to
the same critical band as the strongest sinusoidal component. In
future it may be possible to model this parameter more accurately.

Research at The Visual Perception and Aesthetics Lab at
the University of California Berkeley, suggests that there
is a high degree of correlation between mappings of colour-to-sound in the population at large. Ramachandran
and Hubbard have proposed that “there may be natural
constraints on the ways in which sounds are mapped on
to objects”[21]. Evidence of such constraints emerged
through the study of synaesthesia, a rare condition causing individuals to experience sensory input crossmodally, the most common form being the simultaneous
activation of the senses colour and sound. Their starting

- 181 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

Figure 8. The score of Nature Forms I [2014] (above) and a sonogram of its sonification (below).
4

point was the bouba/kiki experiment conducted by
Wolfgang Köhler [22].
This correlation, and other similar associations, for example between shapes and sounds, and facial expressions
and colours [23], led Barbiere et al. to propose the existence of a form of “weak synesthesia” exists in the general
population [24]. Griscom and Palmer have proposed that
there are systematic relationships between colour and a
range of musical phenomena including timbre, pitch,
tempo, intervals, triads and musical genres in nonsynaesthetes[25, 26].
Grisolm and Palmer have observed, for example, that
yellow-blue value is correlated with timbre attack time,
whereas average red-green value is correlated with spectral brightness [25]. Such observations may provide indications of how best to represent timbral information in
these works in future versions.

derstanding of notational conventions informs the outcome; and aesthetic reading in which the performer’s
understanding of the conventions of sonic representation
of broader conceptual issues are drawn upon.
Software written in MaxMSP sonifies the score in the
manner employed in unhörebares wird hörbare (See Figure 8 and 9 (detail)). Frequency, amplitude, brightness,
noisiness and bark scale data derived from the resulting
soundfile is then used to control the spatialisation and
processing of the soundfile.

5. INTERACTION BETWEEN MODES OF
VISUAL AND SONIC REPRESENTATION
The final two works Nature Forms I [2014] and Sacrificial Zones [2014] explore the interaction between modes
of visual and sonic representation more explicitly.
5.1 NATURE FORMS I
In Nature Forms I, a score comprising manipulated images of organic shapes derived from photographs of trees,
plants and rocks (See Figure 8 and 9 (detail)), is simultaneously sonified by performers and software. Three performers and software “read” from the same scrolling
score on networked laptops with differing goals: Player 1
reads the score as non-semantic graphical notation, realising it primarily as an aesthetic representation of the character of the sound to be created. Player 2 reads the score
semantically, with the notation indicating pitch vertically,
duration horizontally and shade/hue timbrally. Player
3 reads the notation as tablature, spatially indicating
which region of their instrument to be struck with shade
indicating the manner in which it is to be struck.
In this way, four contrasting forms of reading/sonifcation
are presented for the audience: machine sonification in
which spatial position and colour are more or less precisely rendered; tablature in which spatial position and
colour are recast against the geography of a specific instrument; semantic reading in which the performer’s un-

Figure 9. Comparison between an excerpt from the
score of Nature Forms I [2014] (above) and a sonogram
of its sonification (below).

The scores of each of the three players fade to black indeterminately for short periods throughout the performance
creating changing combinations of 1, 2 and 3 players.
The electronic component is divied into three channels
independently spatialised over eight speakers. Rather
than simply doubling the live performers, the live signal
from the three performers attenuates the amplitude of the
three channels of machine-sonified audio.
A control panel shows progress through the score (red
line), the points at which there will be a change of instrumental combination (black lines): the changes are
generated indeterminately but may be regenerated using
the reset button. The spatial position of each part and the
degree of attenuation of the computer signal is also
shown (See Figure 10).

4

The kiki/bouba effect: “because of the sharp inflection of the
visual shape, subjects tend to map the name kiki onto the
(pointed, star-like) figure (…), while the rounded contours of
the (other) figure make it more like the rounded auditory inflection of bouba”[19][18].
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Figure 10. The sound processing and spatialisation
control panel for Nature Forms I [2014].

5.2 SACRIFICIAL ZONES
Sacrificial Zones is a rhizomatic score - the notation
moves along interconnected vertical and horizontal pathways (See Figure 11). A planchet (a circular outline)
moves inderterminately along the interconnected rhizomatic pathways and the visual representation of sound
to be realized by the performer. In addition, the score
comprises five layered images, each notated in a manner
corresponding to a different form of visual representation
of sound: non-semantic graphical notation, semantic
graphical notation, traditional notation, proportional notation and a spectrogram. The score cross-fades between
the layers indeterminately.

cross-faded between the resonified spectrogram and audio processing of the live performance in correspondence
to the score’s proximity to non-semantic or the spectrogram versions of the notation. The audio processing of
the live performer is mapped onto the rhizomatic pathways using a range and combination of strategies, including: pitch-shift/delay, spectral manipulation of the amplitude and frequency of individual sinusoidal components,
reverberation, distortion and ring modulation. The sound
is diffused across four speakers with spatialisation of the
sound determined by the position of the performers’
planchet on the score.
The score confronts the performer (and vicariously the
audience) with the variation in freedom and constraint
presented by a range of forms of notational representation. The rhizomatic and layered procedure for rendering
the score allows for multiple versions of this work emphasising different aspects of the relationship between
varied notations of the same musical object.

Figure 12. Layers of different visual representation of
sound in Sacrificial Zones.

6. CONCLUSION

Figure 11. Rhizomatic pathways in Sacrificial Zones
[2014].

The underlying “non-semantic” layer is a collage created
from images of Camden, New Jersey one of the places
Chris Hedges refers to as a sacrificial zone, where "where
those discarded as human refuse are dumped, along with
the physical refuse of postindustrial America"[27].
The notated score evolved from a performance of the
non-semantic notation that followed the work’s rhizomatic pathways. The spectrogram of the readings was then
positioned along the same pathways and semantic graphical notation, traditional notation and proportional notation scores were “transcribed” on layers between them.
The spectrogram of the reading of the non-semantic notation was re-sonified in segments corresponding to the
rhizomatic pathways. The computer audio in the work is

The works discussed here demonstrate a range of approaches to the representation of sound and musical notation and their relationship to and with performance and
sonification. The author is currently investigating the
consequences of various forms of screen notation reading
using eye-tracking analysis. It is hoped that this work will
add weight to the hypotheses regarding maximum readable scroll rate, the role played by information density in
the score and perhaps even identify differing reading
strategies employed in aesthetic, semantic and tablature
score reading.
A forthcoming Complete Cage Variations App [28, 29]
currently allows for generative versions of Variation I
and II. Work is underway to allow generative notational
data to be transmitted via network to the Decibel Scoreplayer in realtime.
The implications of growing research into “weak synaesthesia” may have a great impact upon the visual representation of sonic data both in all its forms.
While there are perhaps more “evolved” means of analysis/resynthesis and algorithmic spectral composition[30],
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the works discussed here like Ablinger’s Quadraten series, embrace an aesthetic that encompasses the deliberate
engagement with methods that generate greater and lesser
degrees of fidelity and precision, in order to explore the
aesthetic implications of (mis)representation and
(mis)interpretation.
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ABSTRACT
In line with the ICMC|SMC|2014 conference theme
“from digital echos to virtual ethos”, and the conference
interdisciplinary main objective; the present paper is
seeking to demonstrate that the sound feedback stream
produced by videogames when activated by players
(echos) can be automatically analyzed in order to study
how sound can, not only, describe a gameplay performance, but also help to understand player experience and
emotions (ethos). To do so, the present paper illustrates
how sound processing algorithms can be applied in the
game studies discipline in order to assess and understand
better how players engage with videogames. The present
paper proposes to adapt the Feedback-based Gameplay
Metrics method, successfully applied to the analysis of
gameplay footage video stream [17], to the sound stream,
via the automatic detection of musical sequences and
speech segment.

1. INTRODUCTION
Over a period of several decades videogames have been
established as an important new part of our everyday
lives. Although still showing clear similarities to other
more traditional manifestations of culture such as traditional games and fictions, videogames are digital media
with their own distinctive (combination of) qualities [1].
Games require the player to perform recursive actions [2,
3] that lead to polysemic performances and readings [4].
It is this hybrid nature of games that has encouraged their
study from a range of different fields and with a range of
different approaches.
Copyright: © 2014 Marczak et al. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.

Jean-Luc Rouas
LaBRI
University of Bordeaux
France
jean-luc.rouas@labri.fr

In general, however, the study of games has put specific
emphasis on the active role of the player in its production. This means that game research has focused much
attention on seeking a better understanding of the different experiential components of gameplay (e.g., enjoyment [5] flow, [6] or immersion [7]) and the player’s behavior as pivotal aspect to these experiences [8]. In an
attempt to achieve precision accounts of player behavior
and discern the game’s experiential triggers, different
quantitative techniques such as the analysis of gameplay
metrics [9] and biometrics [10] have been employed.
Modeling the player’s behavior with the use of gameplay
metrics allows for an examination of how players actually
activate the games under investigation thereby creating a
better understanding of the type of content encountered
by players. For a more exhaustive analysis, these quantitative approaches are even sometime combined to build
an empirically based understanding of the cognitive and
affective impact that games exert during play (like Biometric Storyboard [11]).
These quantitative methodologies do however have their
limitations. Gameplay metrics do for instance not account
for reasons or motivations behind the player’s behavior
[8] nor are there any psychophysiological measures that
differentiate the intentionality of the measured outputs.
But these are limitations imposed by an exclusive use of
quantitative methodologies that can simply be overcome
by triangulating different qualitative and quantitative
techniques [11, 12]. More concerning is however the fact
that the use of gameplay metrics is reserved only for
those with access to the source code of the studied game,
or at least a modding system. It might be for this reason
that gameplay metrics have so far mostly been used for
playability research [9, 13, 14, 15] rather than research
towards player experience [16].
To counteract this research tendency and expand the use
of gameplay metrics to other research domains Marczak
et al. [17] have previously proposed an alternative methodology to acquire gameplay metrics through an analysis
of the game’s video feedback. This opens up the possibility to use gameplay metrics in the study of any commer-
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cially available game without the need for the source
code or a strong collaboration with the relevant game
company. Although these video feedback gameplay metrics are useful and accurate in segmenting the gameplay
experience and quantifying elements of the player’s actions, they do limit the gameplay experience to the graphical representations on screen. This means that these
gameplay metrics quantify gameplay with a focus on the
game’s ‘visualism’. It is however a mistake to assume
that games ‘present only one type of experience and foster one type of engagement’ [18]. So to move beyond this
‘visualism’ as a focal point for exposing the mechanics
by which games operate we propose a new way of acquiring gameplay metrics through an analysis of the audio
feedback of the game.
Although game audio is still a hugely under-researched
subject, it is clear that sound plays an important role in
our gameplay experience. Sound can help us orient our
actions or identify certain game functions [19], it plays an
important role in triggering certain emotions [20], it has
an essential ‘preparatory function’ [21], and it can significantly increase the ‘immersiveness of the gameplay experience’ [22]. Gathering gameplay metrics from the
game’s audio feedback therefore allows us to segment the
player actions according to an essential component of the
gameplay experience.
Signal processing of audio streams constitutes an established and active research field within computer science.
Algorithms have been created to detect speech and music
in radiophonic streams [23], to retrieve artist and song
title information from music recognition [24, 25] or to
indicate moments of ‘story intensity’ in movies through
audio tempo analysis [26]. But these algorithms have yet
to be applied to videogames.
In this paper we outline the construction of two different
algorithms used to acquire gameplay metrics from the
game’s audio feedback stream. By implementing the algorithms for the analysis of the game Bioshock 2 (2K
Games, 2010), we were able to show the usability of the
methodology for the obtainment of gameplay metrics.
This means that this methodology can accurately calculate the temporal position of encountered game content,
which can significantly help us in our understanding of
the gameplay experience.

than that of the musical environment which means the
audio recognition system applied has to be very robust to
rule out any of this overpowering noise.
The principle of the detection relies on the estimation of
the similarity between representations of music. The originally handpicked musical pieces are successively compared to short cut out (sometimes overlapping) excerpts
of the recorded game footage. For each comparison, an
identification process has to be computed that indicates
which part of the musical piece has been recognized.
Estimating the similarity between two musical pieces is a
very complex task [27]. This task becomes even more
challenging when the musical pieces differ in their presence of different noises. Existing methods generally rely
on fingerprinting techniques [28, 29]. These techniques
consist of first encoding the original musical piece as
multiple fingerprints, which are generally related to spectral properties. Other fingerprints are then extracted from
the query which is expected to be identified, and are
compared to all the fingerprints encoded and stored in a
database. The piece of the database with the highest
number of similar fingerprints is then identified as similar
thus computing the temporal location of the query.
Instead of this technique we propose here to identify representations based on tonal properties because it is dedicated to musical pieces and seems robust to the presence
of noise [25, 30]. In this approach musical pieces are encoded as sequences of symbols corresponding to the distribution of the energy in the amplitude spectra. The
comparison of these symbols is computed by aligning the
sequences with the use of local alignment algorithms
[31]. Local alignment algorithms compute a score similarity. The higher the score, the more similar the segments compared are. Therefore, all the recorded gameplay footage is compared to each musical excerpt. The
higher value of the similarity score indicates the presence
of the corresponding musical excerpt: the related
timestamp indicates the beginning of the searched musical part.
During our experiments, the gameplay footage is decomposed into frames (that are overlapping with a hop size of
1.85 seconds) corresponding to the size of the researched
musical excerpts.
2.2 Speech detection system

2. AUTOMATIC AUDIO FEEDBACK
STREAM ANALYSIS
2.1 Sequence detection system
One possible way to segment gameplay sessions and detect key-moments of interest and their temporal locations,
is to identify parts of the gameplay session based on their
musical and atmospheric audio rendition. For this detection to work automatically, the system is required to have
prior knowledge of the different musical parts of the
game under investigation. The main difficulty for the
system to learn and subsequently detect gameplay moments on their audio rendition is the irregular presence of
noise in the form of gunshots, screams, speech, etc. The
perceived intensity level of this noise is usually higher

Gameplay segmentation is also achieved by automatically
identifying speech and music segments within the game’s
audio track.
The audio segmentation is based on the Hidden Markov
Models (HMM). Four states HMM are used for this task,
each state being modeled by a Gaussian mixture with 256
components. The features used are classical speech processing features, Perceptual Linear Prediction coefficients
(PLP). We used 12 coefficients together with their first
and second-order derivatives.
Models training
Since we aimed for a wide implementation of the models
over a range of videogames, we decided to train the models using radio broadcast data. This allowed for a more
generic speech recognition instead of the highly specific
use of speech in a game such as Bioshock 2. The radio
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broadcast data consisted of a French broadcast corpus
comprising a total of 50 hours designed for the ESTER
evaluation campaign [32]. The available labels on this
corpus are: Acappella, Advertising, Applause, Jingle,
Laugh, Multiple_speech, Music, Speech, Other.
Acappella is a label used for singing unaccompanied by
instrumental music, multiple_speech is used when several
people speak at the same time, and other is used for
sounds that do not pertain to any other category. The other labels can be considered as self-explanatory.
The system is similar to a phonetic decoder, which means
it assumes that only one class may be encountered at a
time. For this reason, we use mixed-event classes (i.e.,
music+speech, jingle+music) to take into account events
happening simultaneously. Because the number of classes
grows exponentially when mixed events are considered,
we decided to preselect those mixed events that were
significantly represented in the radio broadcast data (with
at least an accumulated duration of more than 100 seconds).
Recognition
During the recognition process, the test file is segmented
and labeled using the Viterbi [33] algorithm. Then the
labels corresponding to each of the target classes (e.g;
speech and music) are collected from the output stream.
After that, the target class speech is calculated by merging all the mixed-event classes containing a speech event,
(e.g., speech+music, speech+laugh, speech+advertising).
Afterwards, a post-processing scheme is applied to remove segments that are too short (i.e. under half a second
of duration).

player assumes the role of Subject Delta, a Big Daddy
that is symbiotically connected to Little Sisters and acts
as their protector against Rapture’s evil citizens. Purpose
of the player’s movement across Rapture is explained in
the form of Subject Delta’s separation from his particular
Little Sister that he sets out to save from the main antagonist.
The player is regularly given the choice to follow and
understand the story in more detail by collecting audio
tapes that he can decide to listen to (the tapes are not automatically played upon collection). The player can also
choose to ignore these narrative driving opportunities and
focus his attention more exclusively on the action affordances of shooting and melee fighting that the game
offers.

First Boss
Fight
Injection
Cut Scene

Rapture
Overview
Underwater
Sequence
Start

3. RESULT
To assess the usefulness of these methods for the identification of speech and key audio moments during gameplay sessions, approximately 30 hours of footage from
the game Bioshock 2 was collected for analysis. During a
five week long study, ten participants were asked to play
Bioshock 2 during four consecutive sessions of 45-50
minutes, and were asked to comment on selected moments of their footage in week 5. The data set is composed of both the screen and sound capture of the participants’ gameplay, participants’ psychophysiological responses (heart rate, galvanic skin response), and the participants’ facial expressions and keystrokes. The current
paper is focusing on presenting the sound analysis of
gameplay footage, but the others modalities have been
gathered for further correlation works (see for instance
the video synchronized presentation system [17]).
The results presented in Section 3 and Section 4 correspond to the results of the sequence identification algorithm and the speech recognition algorithm with the first
45-minute session of nine of the participants (one of the
participant first session was not successfully recorded, as
the first ten minutes of sound are missing, so the results
are discarded in this section).
3.1 The game
Bioshock 2 is a first person survival horror/shooter game
that takes place in the underwater city of Rapture. The

Figure 1. Memorable moments in the first 45 minutes
of the game

3.2 Game sequence detection
During the first 45 minutes of the game, the player plays
through several memorable moments that deemed important for progressing the story forwards (Figure 1):
- The player acquires his first super human power during a non-interactive cut-scene where he painfully injects a plasmid (a specific power) in his arm.
- The player encounters the first boss fight (Big Sister), introduced by a dark non-interactive cut-scene.
The player is unable to finish the battle, as the Big
Sister eventually flees from the scene.
- The player is sent underwater after a second confrontation with the Big Sister ends with a window breaking and consequently a flooding of the room.
- The player is presented an overview of the abandoned underwater city of Rapture.
All these sequences are recognizable by their specific
sound scheme: the player character screams in agony
during the injection; the fight with the Big Sister is preceded by suspense building music; the breaking window
makes a loud cracking noise; and the overview of the city
is accompanied by majestic music increasing in volume.
As these key moments possess a specific sound scheme,
they can be detected by the game sequence algorithm
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Participant number

presented in the previous section. The results are presented in Figure 3, where the absolute detection times can be
observed, and in Figure 2, where the detection is displayed relative to the other players.

Relative time
between two events
(in seconds)

Figure 3 shows the absolute time detection of these
events. The absolute time is also meaningful in understanding the players’ behavior. Participant 3, for instance,
seems to either have a strong desire to explore the game
world in detail or has a tendency to get lost or stuck in
several places since it took this participant almost 1400s
to encounter the four events. Knowing this can also be
useful in automatically segmenting the game sessions,
especially if we seek correlation between these moments
or sequences and other feedback-based gameplay metrics
(e.g. speech detection or video-based one [17]). This information can also be useful in highlighting specific moments of interest for further qualitative analysis (e.g.,
post-sessions commentaries based on the player’s own
gameplay behavior).

Time
(in seconds)

3.3 Speech detection
Figure 2. Relative detection times, by participant (1-9)

Detecting these four key moments and their temporal
location for all the players, allows a sense of pace in
which players move through this game. For instance, by
looking at Figure y, several empirically validated comments can be made about the difference in player behavior in Bioshock 2:
- It took most of the players around 600s to go through
these key moments, but four of them (participants 3,
4, 5 and 7) took more time. It is possible to assume
the existence of different ways of engaging with the
game system, as participants 3, 4, 5 and 7 seem to
perform a greater desire to explore the nooks and
crannies of the game world.
-

A completely deniable yet visually stunning scene
can be attuned to just after being underwater, and before the overview of the city. Looking back inside
through a window, the player can see another Big
Daddy engaged in combat in the protection of a Little Sister. Because the underwater sequence is extremely linear and no other action but movement is
required from the player, we can speculate with reasonable certainty that some players choose to ignore
this sequence and go straight to the overview of the
city (participants 1, 2, 4, 8 and 9 that completed this
sequence between 75s and 90s), while some players
will have stopped to watch the fight unfold (participants 3, 5, 6 and 7 that took between 119s and 147s).

-

When the Big Sister flees the scene during the first
boss fight, most of the participants were observed
leisurely exploring the environment for items in the
assumption that the fight was over. However, Participant 1 was observed running after the Big Sister
which also clearly shows in Figure 2 since this participant arrives at the second confrontation with only
70s after (the others participants needed at least two
minutes). It seems that participant 3 did not even try
to follow the prescribed path, although very linear in
this sequence, since it took him ten minutes to come
to the second confrontation.

The speech detection results are presented on Figure 3
(grey areas). In Bioshock 2, moments of speech have an
important role in communicating the story of Bioshock 2
in a more detailed manner. In other words they help the
player create a better understanding of what happened to
the once so glorious art deco city of Rapture. Speech in
Bioshock 2 consists of propaganda messages broadcasted
over the speakers by Sophia Lamb (the main antagonist in
the game), radio messages sent by (seemingly) friendly
characters, and diary tapes containing short spoken messages by previous citizens of Rapture telling their minihistories during the demise of the city.
Similar to the game sequence identification system, the
results can be used to segment a player’s gameplay session. Because the player can chose to listen to any tape
whenever he wants to, manual identification of moments
of speech is a highly challenging and time consuming
task. Automatic segmentation of a game session based on
speech detection then gives researchers an easy and useful tool to exactly identify when the player is encountering moments of speech. One application of such an automatic segmentation is that it can aid the selection of keymoments for post-game commentary session to assess a
player’s recall and understanding of the game.
Moreover, automated speech detection provides metrics
capable of empirically validating the different ways in
which players engage with the game.
- The presented sequences in Figure 3 correspond to
the first 45 minutes of the game, which starts with a
cut-scene presenting the player character and his relationship with the game’s main antagonist. This
scene, comprising of an intense monologue by the
main antagonist, is highlighted for each participant
around 200s. However, participants 4, 8 and 9 miss
this detection. These participants clearly skipped the
cut-scene, more interested in rushing into the game
action than understanding the underlying story.
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Participant
1

Participant
2

Participant
3

Participant
4

Participant
5

Participant
6

Participant
7

Participant
8

Participant
9

Time
(in seconds)

Injection
Cut Scene

First Boss
Fight

Underwater
Sequence
Start

Rapture
Overview

Figure 3. Sound processing results (the speech detection is represented by a grey highlight on
waveform and the key sequence detections are represented by the four linked dots)
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As highlighted above, participant 3 took ten minutes
to go from the first Big Sister fight to the second encounter. The graph in Figure 3 shows that there is also no speech detection between 1650s and 1950s.
Furthermore, the waveform in Figure 3 shows a silent moment. This sparked interest for further analysis which then showed that this particular participant
decided to enter the game’s story menu to read up on
information provided on entities and objects existent
within Rapture. This menu does indeed not contain
any sound or music. Participant 3 is obviously more
interested into the complex story content of the game
rather than the action content. This is also highlighted by the time it took him to encounter the four key
moments (1400s, see Figure 2). Participant 3 is clearly showing an interest for the game world he is
evolving in.
When counting the speech moments between the
injection scene and the overview of the city, we can
see that participant 1 only encountered 4 moments
while participant 3 encountered 13. Participant 1 also
got to the city overview around the same time that
participant 3 finished watching the injection cutscene. It thus seems that counting the moments of
speech can validate inferences about certain play
styles. Participant 1 had a more action driven play
style, trying to move quickly through the game not
taking much note of diaries scattered around the environment, whereas the behavior of Participant 3
shows a much greater interest in the story aspect of
Bioshock 2.

fully recorded - no detection of the Injection Cut Scene
has been highlighted. This is an important result demonstrating the robustness of this method with regard to
falsely identified moments.
For the purpose of detecting the temporal position of key
moments in a videogame session, this detection can be
considered highly accurate.

Participant
1
2
3
4
5
6
7
8
9
10

Participant
1
2
3
4
5
6
7
8
9
10

4. VALIDITY
4.1 Sequence detection system
The game sequence detection system has been executed
on the complete 30 hours of available game footage. The
results are presented in Table 1. For each participant, the
four sessions have been processed, and the best detections (the detected moments with the highest similarity
score) have been selected. It is important to acknowledge
that, while executed on the four sessions for detecting the
different memorable moments, the algorithm has always
returned the best detection score inside the first sessions.
This is in line with our expectations (the memorable moments discussed in this paper all occurred at the beginning of the game), and also demonstrates that the algorithm is robust to false-alarm. In Table 1, Detect stands
for the best detection (in seconds) and Ref. for the manually performed detection (in seconds). For each participant and each sequence, the system execution time was
less than 1 second.
When comparing the best detections and the matching
hand coded references, there is no time difference exceeding 3 seconds. Furthermore, for Participant 10 whose data have been discarded in the previous section
because the first ten minutes of sound were not success-

Injection Cut Scene
Detect.
Ref.
408
407
458
456
960
957
557
555
622
620
488
486
601
600
304
302
341
339
-

First Boss Fight
Detect.
Ref.
856
858
828
830
1575
1575
1066
1069
1088
1090
787
790
1069
1072
748
750
676
678
682
685

Underwater Sequence Rapture Overview
Detect.
Ref.
Detect.
Ref.
926
927
1001
1003
1001
1001
1079
1081
2178
2178
2325
2328
1326
1325
1415
1416
1281
1278
1409
1411
928
928
1047
1048
1257
1256
1422
1425
863
862
939
941
828
828
912
914
1006
1007
1097
1098

Table 1. Result of the sequence detection system (time
in seconds). For each participant, the detection time of
the four memorable moments (Detect.) is compared
with a reference, hand-coded one (Ref.)

4.2 Speech detection system
The audio segmentation system was tested on each first
session of the nine participants presented in the results
section. In assessing the validity of this system, handcoded identification of speech moments in these same
files have been compared to the processed results. For
each session, the system execution time was around
twenty minutes, while the hand-coding of each session
took around two hours. Results are presented in Table 2.
Tar stands for target class time (the total speech time calculated from the hand coding), non for non-target class
(the total of hand coded non-speech segments), miss is
the amount of time where speech is hand coded but not
detected by the system, and ins is the amount of time
where speech is detected (inserted) without a speech reference in the hand coded result. With these results, several statistical analyses can be performed.
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Table 2. Result of the audio segmentation system for the speech class, and example of comparison between
hand-coded data (light grey) and speech detection results (dark grey) (participant 9)

Let total be the total time of the file
error rate:
miss rate:
false alarm rate:
recall:
precision:
F-measure:
As displayed in Table 2, the results obtained from the
labeled data used to evaluate the performance of the
speech detection system on Bioshock 2 show some flaws
of the performing system. An explanation of the significant miss rate (an average of 50%) may be sought in the
nature of the speech acts in Bioshock 2. Many speech acts
are subject to audio effects that deform them making the
detection more difficult. Also the existence of extensive
background noise (fighting and war-like noises) overpowering the speech acts and the existence of synthesized
sounds that may share properties with vocal sounds can
be factors attributing to the miss rate.
Nevertheless, the false alarm rate is very low (1.3%) and
a good precision rate (80%) is achieved which means that
most detected speech parts occur within the hand-coded
sequences (this is highlighted by the chart accompanying
Table 3). Therefore, these results are still considered useful for the purpose of automatically identifying moments
of interest for further scrutiny and provide a new analysis
layer capable of segmenting the gameplay session for the
analysis of player behavior in games.

5. CONCLUSION
This paper has aimed to show the usefulness of acquiring
gameplay metrics through an automated analysis of
sound in games. Similar to other gameplay metrics these
audio based gameplay metrics allow for an empirical assessment of a player’s engagement with the game. This
increases our understanding of what it actually means to
play games. Empirically analyzing existing sounds in
games is especially interesting since sound is deemed
such an essential experiential game component. By quantifying elements of the encountered soundscape per player, audio based gameplay metrics can show both the types

of sound (speech and music) encountered as well as their
temporal location in a gameplay session. An analysis of
these metrics can then help our understanding of different
play-personas [8] and the different (pace in) behaviour
they exhibit.
Audio based gameplay metrics can thus empirically support more theoretical understandings of the gameplay
experience by providing robust data on the way that players actually negotiate their way through games. And because audio based gameplay metrics do not have the
source code requirements of other type of gameplay metrics these metrics can be implemented in the study of any
available game. By extracting metrics from the game’s
audio feedback [echos], the use of quantitative gameplay
data can therefore truly start to move beyond a more exclusive use in playability research into the realm of player
experience studies [ethos].
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ABSTRACT
In the present paper we aim to examine Music
Technology through the lens of the ethical issues
typically raised in the field of Philosophy of Technology
regarding technological practices other than music
composition, performance, reproduction and distribution.
With this analysis we will try not only to highlight
several ethical facts about the practice of developing and
using digital tools for music but also to stress on the fact
that Music Technology can be a platform for vigorous
philosophical meditation.

1. INTRODUCTION: WHY ETHICS
OF MUSIC TECHNOLOGY?
Revealing ‘ethos’ in aspects of Music Technology1 can
help both the society of composers, researchers and
developers in the field of Music Technology and the
society of philosophers. The former will realize the
power-thus the impact-of the tools that they have been
producing and using. The latter will have the chance to
test their theories in a field which bridges Technology
with Art, in other words in a field that comes quite close
to the womb from which Technology and Art were both
born: Techne (Τέχνη)2.
1 With the term ‘Music Technology’ we refer to a broad domain of
research and development which deals with the production of
innovative tools for music creation, performance, education, perception
and distribution. Many research groups, in collaboration with composers
and performers, experiment on sound analysis and synthesis methods,
on interactive systems and gestural control, on music representation
systems, reaching up to the investigation and modeling of human
improvisation.
2 The term techne (Τέχνη) is often used in philosophical discourse to
distinguish from poiesis (ποίησις). Μany questions have been raised
regarding its meaning. Does it mean Art or Craft? Is the activity of
Techne an operation based on both the cognitive skills employed for

Copyright: © 2014 George Kosteletos et al. This is an open-access article

With the famous CERN experiment regarding
‘Higgs boson’, the physicists are trying to come as close
as possible to the original conditions of the Universe.
They are trying to reproduce-at least in micro-scale- the
conditions existing some nano-seconds after the ‘Big
Bang’. Similarly, by examining Music Technology, the
philosophers could come as close as possible to
conditions simulating the birth of Technology and Art
from Techne. Heidegger has pointed out this common
source of Technology and Art. He even supported their
reunion [25]. But in his times Music Technology was not
so developed, spread and popular as it is today.
Moreover, it was still some years away from taking its
present digital shape. Although younger than Heidegger’s
theories, Music Technology is the oldest and by far most
developed of all the fields of artistic applications of
Technology. So from all these fields, it has to be Music
Technology the one that is going to guide the
philosopher’s eye back to Techne. Even in a less
‘romantic’ mood we still see that the developments in the
field of modern Music Technology bring forth a great
deal of potentialities which ask for continuous
philosophical examination.
Moreover, one would say that by tracking down
some of the traditional problems of the Philosophy of
Technology, in the context of Music Technology, not
only do we validate these problems by proving their
existence in one more instance of technological use, but
also we contribute to what Mario Bunge has visualized as
the building of an “alternative ethical code” regarding
Technology.
According to Bunge “there is nothing
unavoidable about the evils of technology” [6]. On the
other hand we could reach for a Technology that would
be “all good” instead of “half-saintly” and “half devilish”.
It depends on the policy-makers and the technologists to
accordingly design and obey to the proper rules for
Technology. But until now we have been employing
maxims that we have come to distrust or reject since we
have realized that these maxims overlook the true

dis- tributed under the terms of the Creative Commons Attribution
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Art and Craft? According to David E. Tabachnick in his article «techne
technology and tragedy», in ancient Greek literature where episteme
may be "knowledge for the sake of knowledge", techne is instrumental
or oriented towards the deliberate production of something thus is
closely related to technology [39].
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negative sides of Technology. Thus: “It is high time we
attempted to build alternative ethics of technology…If we
wish to keep most of modern technology while
minimizing its evil components and negative side effects,
we must design and enforce an ethical code for
technology that covers every technological process and
its repercussions at both the individual and social
level”[6].
Music Technology is of course part of “every
technological process” and examining its ethical aspects
will be part of the overall trend of moving away from
ethical reflection on Technology in general and turning to
an ethical reflection of specific technologies and phases
of technological development. Peter Kroes and Anthonie
Meijers have remarked similarly that modern
philosophical reflection has to be based on empirically
sufficient descriptions reflecting the richness and the
complexity of nowadays Technology [29]. Thus our
meditating regarding the ethical dimension of Music
Technology moves towards the direction of modern and
highly recommended philosophical analysis of
Technology. In this sense, Music Technology, apart from
being an organized practice dealing with the production
of tools for the creation, performance, pedagogy, analysis
and distribution of Music, becomes a ‘laboratory’ for the
modern philosophers, a field offered for a ‘hands on’
philosophical reflection of some of the most interesting
and innovative formulations of the technological
phenomenon.
We would like to mention the fact that the
technological formulations taking place in the field of
Music Technology possess a special character due to the
fact that are formulations of artifacts which serve an ‘as
if’ purposiveness. Immanuel Kant stressed on the fact that
aesthetical judgment is characterized by a purposive
character although it actually aims at nothing tangible
[28]. We hold that in a similar way artifacts that serve the
creation of Art possess an analogous ‘as if’
purposiveness. If all technological artifacts are made to
serve a certain purpose, then music technology artifacts
are made to serve the purpose of Art. But if objects of Art
do not serve a practical, explicitly tangible purpose, then
one could say that music technology tools are artifacts
that serve the purpose of making non purposive artifacts.
In other words, Music Technology is the incarnation of a
purposiveness headed to non purposiveness. Since
aesthetical judgment is characterized by an ‘as if
purposiveness’, an ‘intimateness without a purpose’, Kant
faces aesthetical judgment as the absolute abstraction of
man’s purposive thinking. In the logical structure of
aesthetic judgment one finds the dominant (‘eidetic’, as
Husserl would have put it) features of the logical
structure of purposive thinking in general. In similar
fashion, we think that Music Technology is the absolute
abstraction of the engineer’s purposive thinking in
general. Making artifacts that will lead to the making of
artifacts which have no tangible purpose is already a
duplication of purpose which leads to an abstract level
needed for someone who is interested in examining how
the engineer’s intentions are first born and then are
materialized to artifacts. In this sense, Music Technology
seems to be the right technological field form which the
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philosophers should start rethinking about Technology
and its ethical aspects.

2. FROM THE ETHOS OF MUSIC TO
THE ETHOS OF TECHNOLOGY
According to Aristotle, the world ‘ethos’ refers to one’s
settled disposition regarding to one’s way of life 3. So
‘ethos’ refers to something broader than just a set of rules
or a theory for the regulation of our actions. Apart form
this, ‘ethos’ refers to a general attitude towards life and
the others; an attitude which draws its generality from the
fact that it derives from one’s nature and the most
prominent features of one’s character. ‘Ethos’ has a more
holistic and practical character than ‘ethics’. This is why
we’ve decided to re-introduce this term in the discussion
regarding Technology, starting from the occasion of
Music Technology. In most of the traditional views of
Philosophy of Technology, morality and the ethical codes
of men, of a society or of a civilization as a whole, are
imprinted in the technology which this society or
civilization designs and uses [3], [30], [31]. In our view
the same holds for ethos. Technology is a medium
through which ‘ethos’ is incarnated to practices, objects
and institutions. On the other hand, one might observe
several occasions in which Technology formulates ethos,
gives birth to conditions and habits that produce
alternations of the already consisting ethos or even lead to
the birth of a new ethos, a new way of realizing the world
and our place and role in it. We would finally say that the
relationship of ‘ethos’ and Technology can be conceived
in a bidirectional way since it works both ways: the one
influences the other forming an infinite loop of a
morphogenetic interaction. What is the form of this loop
in the specific case of ‘ethos’ and Music Technology?
2.1 Ethos in Music
When someone refers to ‘ethos’ regarding Music
Technology, has to be aware of the philosophical
tradition linking ‘ethos’ with Music. Long before
Philosophy of Technology started to be a discrete field of
philosophical thinking, even long before philosophers
thought of dealing with Technology as a discrete
phenomenon, or entity (or even subject of discussion),
Music attracted the interest of some of the most
prominent thinkers the world has ever known. Apart from
ontological matters that linked Music with Kosmos and
universal order, Music was faced as a vessel of ethos and
finally as an instrument for the formulation of ‘ethos’. In
the terminology of a philosopher of Technology, Music
was a ‘technology of ethos’, a technical practice which
possessed high educating powers; powers for the
cultivation of one’s spirit and soul. But its powers were
not purely positive. The influence of Music on man’s
character was a potentiality open to any outcome,
depending on the kind of music employed.
The Ancient Greek doctrine of ethos which
attributed ethical powers to Music and claimed that
Music could affect character was purely related to the
3

Nicomachean Ethics, beginning of Book II.

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

mathematical structure of the scales (modes) and the
rhythm. Similar notions of ethos related to the general
and the mathematical structure of the modes (named
‘Echoi’) can be found later in the Byzantine music.
The mathematical theory on sound was
developed by the Pythagoriciens in the 6th century B.C..
According to this theory, the nature of the sound and the
scales has a double impulse on the ethos of music: as
moral qualities and affects of Music as microcosm4 and a
force that affects the universe and the will and character
of human beings.
The character or ethos of a mode, according to
Philolaus, originated from the proper ordering of the
intervals. Other followers of Pythagorean doctrine,
presumably using number ratios, supposedly classified
and used music according to the different effects, such as
rousing or calming, that it produced [42]. This doctrine
regarding ethos and its mathematical power was then
taken up by Plato and Aristotle5 who developed their own
specific theories about the effects of music and its proper
forms and uses. Nevertheless, Damon is the one that has
developed a complete theory of ethos and it is very
strange that he was ostracised.6 [41]. Plato studied
Damon's theories and expanded some ideas, but disagreed
with others. Plato thought that the rhythm and melody of
a song were what grasped the inner soul. This penetration
of the soul occurred because the imitation in music is
similar to the imitation in the soul, much like what
Philolaus of Tarantum theorized about the similar
combinations of soul and music.
A notion of ethos related to the mathematical
structure of Music in a broader sense than that of the
Ancient Greeks, is found many centuries later in the
Meyer’s Emotion and meaning in music (1956). In this
book Meyer uses very often the term ‘ethos’ and
demonstrates that emotions emerge through the cognitive
processing of the musical formal patterns. In our days
Juslin goes a step further with a parameterization of ethos
in his new experiments on music performances [27].
So, what is the relation of Music Technology to
the origins of a musical ethos? How can Technology
participate to the formulation of ethos through the
practice of Music? Does this ethos have only positive
sides?

Mitcham, this is the problem of ‘Technology as a
political issue’ 2) The problem of alienation. This
problem can take the form of a discussion regarding the
workers’ alienation from their own work and the artifacts
that they produce7. The problem of alienation through
Technology can also take the form of a discussion
regarding ecological issues and the way in which man is
alienated from nature 3) The problem of the alternationor even destruction-of cultures. This destruction can take
place directly (e.g. through the use of weapons of mass
distraction) or indirectly through the influence and finally
imposition of the cultural characteristics and values
implied by the use of a certain technology 4)The problem
of Democratization and public consensus regarding the
design and use of technologies 5) The problem of
pollution and especially the problem of polluting the
environment with chemical and nuclear waste and 6) The
problem responsibility. In what ways should man reply
ethically to the powers and potentialities that are born by
modern Technology8 [34].
In another classification, the agenda of the
ethical problems concerning Technology depends on how
Technology is perceived. Until now philosophers have
perceived Technology as a political phenomenon
(Winner, Feenberg, Sclove), as a social activity (Latour,
Callon, Bijker), as a professional activity (Davies) or as a
cognitive activity (Bunge, Vincenti). Respectively the
ethical aspects raised with regards to Technology are
issues of politics, socio-cultural issues, issues of
engineering ethics etc. [38].
In the following section we are going to focus
more on the ethical aspects that hold a rather political and
socio-cultural character. Our attempt is going to be that of
making a similar analysis in the field of Music
Technology. Of course both the ethical questions
concerning Technology and the artifacts of Music
Technology which ask for a careful ethical examination
are quite numerous. Given the limited space available in a
conference paper we focus mainly on aspects dealing
with Democracy and equal chances. It is not only the
occasion of participating in a conference in Athens, the
place in which Democracy was born but also the present
social circumstances in Greece and Europe that push us to
deal with exactly this kind of issues.

3. ETHOS IN MUSIC TECHNOLOGY

2.2 Ethos in Technology
Carl Mitcham [34] distinguishes six major categories of
ethical problems regarding Technology: 1) The problem
of fair and equal distribution of Technology. This
problem is also expressed as a problem of equal spread of
technological knowledge and finally power. According to

4 A system of sound and rhythm ruled by the same mathematical laws
that operate in the whole of visible and invisible creation,
5 Aristote’s beliefs about the effect of the music on the character of the
listener and the influence of the modes (which have a certain
mathematical structure) on the Logos (rational) and Pathos (emotional) 5
can be found in Politics.
6 Given the centrality of mousike in Athenian society of the 5th-century,
it is entirely plausible that a theorist who emphasized music's potential
to change or disturb the social order might be perceived as a threat.
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Modern Music Technology is mainly digital and digital
Technology, in its present form, seems to present various
potentialities regarding the issue of Democracy and more
general regarding the issue of Participation. As we are
going to see digital Technology can be equally used as a

7

In this context, many philosophers-even since the times of William
Morris-have stressed the fact that technological means, especially in an
era of extended ‘fordism’ tend to deprive the workers form the joy of
participation in the creation of ‘something as a whole’. The restricted
participation to the overall project leads to their having a fragmented
view of their role.
8 We would like to add that a quite important aspect of the problem of
responsibility has also to do with the attribution of responsibility in
reference to technological hazards or acts performed by mechanic
entities (this is a central problem in the field of Roboethics).
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means of social inclusion or exclusion. It can either be a
platform for Democracy or for the worst kind of elitism.
3.1 Accessibility
In his recent critique regarding Transhumanism, Jürgen
Habermas pointed out the possibility of a ‘naturalization
of hierarchy’ [20]. At first glance, developing a
technology that would enhance our bodies and minds
seems to be a great development for humanity. But this
possibility brings forth the following question: Who is
going to have access to this technology? Who is going to
be benefited with the gift of a strong mind and an
eternally healthy body? Inside a question regarding
accessibility there is always hidden a question regarding
exclusion. According to Habermas, it is quite possible
that only those belonging to the higher levels of the social
hierarchy will have access to the technology that will
bring man to the transhuman era. This will ensure that
those in the higher levels of hierarchy will remain in the
higher levels of hierarchy not by virtue of social origins,
luck or wealth but by virtue of a higher nature offered to
them by the new bio-technology. In this sense the social
inequalities will become a matter of biological
inequalities thus obtaining a permanent character. This is
why Habermas refers to the possibility of a
‘naturalization of hierarchy’.
Quite similarly we could raise an issue of
accessibility in digital technology and especially in digital
Technology concerning Music since in the case of Music
Technology, exclusion comes not only because of the
prizes of the artifacts but also because of the specialized
knowledge needed for the use of most of the Music
Technology software and hardware. For instance highly
effective musical software like MAX-MSP are taught in
special seminars, usually in Universities and
Technological Institutes. This is a practice which quite
often poses a certain financial issue for those interested to
attend the seminars. On the other hand it is a practice
unavoidable given that MAX-MSP asks for its users to be
quite familiar with programming. Here we see that the
specialization of knowledge usually-if not always-leads
to a certain financial burden. In this way we observe a
pattern similar to that of the transhumanist Technology.
Using high-level musical software becomes a practice
accessible only to those who belong to an academic and
financial elite. In this case we could probably speak for a
‘digitization of hierarchy’. The social hierarchy is
depicted in the use of digital Technology in terms of
wide/restricted access to this technology as well as in
terms of efficiency in using digital Technology.
Moreover, in the era of computers, an effective and
extended use of digital Technology can bring multiple
profits to the digital Technology effective user. In
contrast, a limited use of digital Technology leads to
exclusion form many opportunities. Can we imagine
someone trying to become a computer music composer
without possessing the proper knowledge and equipment?
So there comes the same question: Who has access to this
special knowledge and equipment? Only the members of
a social and academic elit. Art-in this case Computer
Music-and all its social and psychological profits
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becomes an issue for the few and privileged. Digital
Technology not only depicts social hierarchy in a level of
digital practice but also reinforces this hierarchy (for
instance by means of artistic and academic recognition)
in the overall social net (artistic and academic recognition
can bring money, social credibility and other benefits
which are very helpful in our life in general and not only
inside the specific context of Computer Music society).
Specialized knowledge as such entails one of the hardest
kinds of exclusion and Technology is all about
specialized knowledge. Music Technology couldn’t be an
exception9.
But do all instantiations of digital Music
Technology lead to social exclusion and preservation of
hierarchy? Open source coding and open platform
systems seem to enhance participation, offering easy and
direct access to a much wider public than this working
with highly sophisticated academic software. The
numerous potentialities of digital Technology are not all
negative. This is due to the fact that digital Technology
presents an interesting ‘plasticity’ and in the hands of
designers and engineers who share the interest for a more
democratic and inclusive society can be transformed to a
vehicle of social inclusion.
3.2 Democratization of Design
It seems that the democratic character of Technology lies
on whether the people who design Technology are
interested in Democracy and social justice. Many
philosophers have turned their attention to the phase of
design. One of the reasons for this is probably the fact
that until the design phase the features of an artifact can
change and their consequences are reversible.
In political level the democratic function is
presented as the most suitable for the regulation of the
design phase. Philosophers like Andrew Feenberg [15],
Jürgen Habermas [21] and Langdon Winner [44] have
stressed the need for a democratization of technical
design, a process which is going to enable wider parts of
the public to participate in the formulation of
Technology, thus in the formulation of their life10.
Especially
Habermas
offers
an
account
of
democratization which also attacks views that favor
specialization as the only way of treating Technology11:
“This challenge of technology cannot be met with
technology alone….The fact that this is a matter for
reflection means that it does not belong to the
professional competence of specialists. The substance of
9

The fact that Technology is all about specialized knowledge and
exclusion is depicted in view expressed by Kristin Shrader-Frechette
regarding a benefit-risk and benefit-cost analysis of Technology.
According to Shrader-Frechette “knowledge of economics is essential
for informed discussions of technology and ethics” [37]. At this point
we see that not only access and use of but also the ethical evaluation of
Technology asks for a specialization of knowledge. Therefore, we could
say that specialization is one of the characteristic features of
Technology.
10 Feenberg’s ‘critique of Technology’ and ‘subversive rationalization’
have informed the work of researchers that have already dealt with such
issues regarding Music Technology and especially experimetnal music
composition. For instance see A. Discipio [11 ], [12], [13], M. Hamman
[22], [23], [24], and O.Greene [19].
11 For instance views like Shrader-Frechete’s (see note 9)
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domination [characterizing technology as such] is not
dissolved by the power of technical control. To the
contrary the former can simply hide behind the latter”
[21].
As a result of the interest regarding the design
phase certain design procedures have been developed
aiming at the integration of ethical values into
technological artifacts. ‘Value-Sensitive Design’ (VSD)
is one of the most popular processes of this kind [18].
‘Design for X’ is a similar process which focuses on the
integration of instrumental values (i.e. reliability,
maintainability etc.) but also deals with the notion of
‘inclusive design’ aiming in designs which are accessible
to the widest possible population, as well as persons with
special needs and elderly people [14], [26].
At this point we would like to stress the fact that
inclusive design should be extended to people belonging
to different cultures and different educational level.
Especially the issue of different cultures should be of
great interest for the Music-technologists. Music
Technology artifacts reflect mostly Western aesthetics of
Music. Therefore a question of a colonization of foreign
musical cultures through Music Technology is raised.
Music Technology seems to work as a means which
imposes the aesthetical values of western music on its
users. At the same time it is not open to a formulation
that would make its artifacts culture-sensitive (i.e.
capable of capturing and reproducing the aesthetics of
different cultures). After all digital technology is based on
quantization and not all the cultures are perceiving things
through digits. So there is a question of ‘openness’ to
other cultures and generally to other aesthetic views 12. At
which level musicians from ‘exotic’-non western
cultures-have the chance to influence the design of
musical software or digital musical hardware? Who are
the ones that decide the direction that this design is going
to follow? Which are the platforms of communication
between the designers and the end-users (i.e. the
musicians)?
If the design of musical software and hardware
is left to a technical or financial elite then Music
Technology artifacts will be nothing more than
incarnations of this elite’s aesthetical values.
Philosophers of Technology have pointed that values are
unavoidably in our artifacts [30]. Therefore the use of
digital Music Technology artifacts will be a practical
validation of the values of few people dealing with the
design and production of these artifacts. In this way we
end up with what Kant called ‘heteronomy of the will’.
The artistic (or aesthetic) will of the users retreats and is
substituted by the artistic (or aesthetic) will of the
developers. In other words, every time they use a Music
Technology artifact the users comply not with their own
will but with the will of the developers and they do so
without even realizing it. Thus we might reach to a point
of non-morality, since the users are not guided by their

12 Moreover, as Peter Manuel has stressed, importing a foreign
technology into a certain culture (like the one of North India) might
cause to this culture unforeseen alterations leading up to the rise of
several forms of cultural corrosion, even to the enhancement of various
forms of fanaticism [32].
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own will, so they are not responsible for what seems to be
their aesthetical choices. One would observe that morality
has little to do with aesthetical choices, so at best we
could probably talk about a heteronomy of artistic
copyright (By setting the aesthetic features of the music
technology artifacts, the developers have actually set the
aesthetic context in which the users are going to perform.
This gives us the right to ask whether the artistic objects
produced belong to the users or the developers). But we
have to see that aesthetical products participate in the
formulation of people’s ethos (The first views to be
expressed ever on this issue were presented in paragraph
2.1). So this heteronomy of the users’ will influences
more than the copyright of the artistic products13.
The possibility of a heteronomy of the users’
will brings forth Michel Foucault’s analysis on
‘parrhesia’. ‘Parrhesia’ is a Greek word which means
speaking freely with frankness and-in some definitionswith wisdom. According to Foucault, parrhesia played a
prominent role in ancient Greek Philosophy, Politics,
social life and generally in the formulation of ancient
Greek thought [17]. One can easily understand that
parrhesia was closely related with the democratic
function of the society. Therefore, investigating the
possibility of a heteronomy of the will through the design
of Music Technology artifacts, brings us to the question
regarding the protection of what we could call as ‘artistic
–or aesthetical-parrhesia’ and finally ‘democratic
aesthetics’. So ‘openness’ is all about responsibility and
Democracy.
It is interesting, though, that the question
regarding the ‘aesthetical openness’ of Music Technology
shows the way for a similar question for an ‘openness’ to
different kinds of ethos. How open are our artifacts to
different moral values? According to which kind of
‘ethos’ are we going to design the systems of Music
technology? Apart from the question of aesthetical
preferences of different cultures, there is always the
question of different morals with respect to musical
practice. How moral is the recording and reproduction of
Music? How accepted is such a practice in an ‘exotic’
(i.e. non-Western culture)? This is a typical question
which shows that the artistic act can be set not only in a
different aesthetical but also in a different ethical
context14.
3.3 Focal Things
Democracy was born and performed in a place of
gathering and public communication. Gathering was one
of the presuppositions of Democracy. Does modern
technology leave space for gathering? The question of
Democracy brings as to the notion of gathering and in its
turn this notion brings us to Albert Borgmann’s notion of

13 Of course there is always the ‘market’ and its supposed laws. But, at
the end of the day, the consumer has to choose from a given set of
products (i.e. from a set of artifacts produced for consumer without the
consumer’s participation).
14 Such questions bring forth the issue of a cooperation between
technologists and ethno-musicologists. If we want for Music
Technology to be democratic, we need to inform its design with the
need and values of different cultures.
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‘focal things’. According to Borgmann, a ‘focal thing’ is
a thing or a practice which has ultimate importance for
our lives in the sense that it organizes our life and our
conception of our self and the world in a crucially
positive way. Finally ‘focal things’ are things and
practices that enable what we call ‘good life’. Most of
Borgmann’s examples of ‘Focal things’ have the
characteristic of a meaningful gathering. Probably
Borgmann’s most elaborate example is this of the family
lunch or dinner. A gathering around the table-i.e. at a
settled space and time-with the occasion of a certain
practice; a practice which does not just serve the practical
purpose of feeding ourselves but also organizes our life
and our relationships with the people around us through a
net of seemingly ‘small’ but meaningful gestures and
tasks like cooking, serving the food or bringing home the
needed materials [4], [5]. These ‘focal things’ which are
characterized by the feature of gathering usually serve
also the purpose of our communication with the people
that are most important to our lives (family, good friends
etc.). According to Borgmann Technology destroys ‘focal
things’ not only by providing alternatives but also by
setting our lives and thought in a mode in which these
alternatives seem easier, handier and more updated than
‘focal things’. Sometimes they also seem like new ‘focal
things’. For Borgmann, the only way of realizing the
disguise of the ‘device paradigm’ into a ‘focal thing’ is
for people to understand the pervasiveness and
consistency of the technological pattern in order to be
able to track down its instantiations. Borgmann points out
that Technology breaks things into means and ends. On
the other hand ‘focal things’ relate to goods that are
achieved “only by engagement in some particular
practice”, in other words to “goods internal to a practice”.
For Borgmann “to make the technological universe
hospitable to focal things turns out to be the heart of the
reform of Technology”.
So the question we would like to pose goes as
follows: Is Music a ‘focal thing’? If it is, does Music
Technology destroy the ‘focal character of Music’?
Knowing the history of Music we all understand that
music was born being bounded together with Religion
and Science in the form of pre-historic tribal rituals [16].
Thus Music was born by a ‘focal practice’. Even after its
liberation from the ancient rituals Music continued to
have the character of a ritual. People still gather to
auditoria to listen to music (i.e. they gather at a certain
space and time) and before that people (the musicians)
gather to rehearse. So on many occasions Music is a
practice which organizes us in certain times and places.
Of course in most of the times we listen to Music in our
house or in our car being completely alone. But isn’t this
condition provided by Music Technology? And isn’t this
a distraction from the old ‘focal character’ of Music in
which people gathered together to listen to Music? How
long has it been since the last time that you sat down in
your living room together with friends to just listen to
Music? From the point of view of the musician, isn’t the
technology of ‘home studio’ a means that destroys the
good old rehearsal gathering of the musicians?
At first glance these observations seem
reasonable. But one could easily refer to the case of
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parties in which many people gather in our living room to
listen and to dance to Music played by our sound
reproduction Hi-Fi system. Modern musicians might beon most of the occasions-isolated in their home studios,
but thanks to the Internet Technology they can even ‘jam’
together in the Web. At the same time their fans can
watch them ‘jamming’ on line. Thus we have the
formulation of a virtual auditorium, a virtual gathering.
Could this be also the formulation of a ‘virtual focal
thing’, a virtual copy of our old practices and ethos or is it
just another case of what Borgmann has called ‘disguise
of the device paradigm’?
In trying to answer such questions regarding
Music Technology one might find himself in trouble with
an old philosophical problem: The conflict of values. This
is a problem first pointed out by the Stoics but since then
is met by almost anyone who has tried to deal with ethical
issues. It is a common place for philosophers of Ethics.
Any time you are trying to defend an ethical value you
find yourself harming another. Unfortunately it seems
that this is going to be the case also with those who will
try to deal with the ethical issues of Music Technology.
The above discussion on ‘focal things’ and Music
Technology provides us with an example of such a
conflict of values. Specifically, one could claim that
Internet programming (for the creation of Internet-based
musical tools) could help us to preserve the ‘focal
character’ of Music since it would enable the virtual
gathering of musicians being quite far away from each
other, thus saving them time and money (e.g. for the
airplane tickets). On the other hand, knowing to program
and use these forms of Technology might demand a
certain kind of specialized knowledge and equipment
which is not accessible to everyone. So here we have a
conflict between ‘focality’ 15 and accessibility. Another
possible conflict is the one between two instantiations of
the same value. For instance, open source coding gives
the musicians the chance to participate actively in the
design and formulation of their tools (a case of
involvement that Feenberg would welcome as a step
towards the democratization of Technology). On the
other hand this kind of practices asks again for a
specialized knowledge, thus for a specialized education,
that not everyone has access to. So at the same time that
we are trying to increase the ‘plasticity’ and accessibility
of Music Technology we might end up setting the
demands higher and higher, therefore moving toward the
opposite direction from that of increased accessibility. In
this case we have a conflict between two instantiations of
accessibility, specifically a conflict between the
accessibility demand on behalf of musicians already
trained in programming and the accessibility demand on
behalf of musicians who hadn’t had the chance to be
trained in programming (This is why an increase of
opportunities in education must be an integral part of any
effort of making Music Technology more inclusive).
Such a conflict can also occur in the context of ‘focal
things’; a conflict between to different ‘focal things’. This
is another example of conflict between two different
instantiations of the same value (in this case of
15

This is a term of ours.
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‘focality’). In the example presented above regarding the
musicians’ ‘virtual gathering’ via the Internet, one could
observe that one ‘focal thing’ is preserved (i.e. the
gathering of the musicians) at least in a virtual form but
this happens in expense of another more traditional ‘focal
thing’ like lunch. Being miles away and having the
chance to collaborate musically through the Internet, the
musicians might hardly decide to actual visit each other
to get together for lunch or dinner. The easiness and
directness of communicating musically through the
Internet might postpone an occasion of getting together in
a ‘focal practice’ related not to the making of music but
to a broader social context.
At first glance, such an ‘equipollence of
arguments’ (as the advocates of Pyrrhonism would have
put it) might be quite disturbing for the engineers, though
not completely void of epistemological interest.
Realizing that such conflicts exist necessarily as an
eternal pattern of man’s thought, engineers might become
more careful and receptive, instead of being self-absorbed
in developing a Technology which ends up being ‘selfcontained’ (being in its own right as if it had nothing to
share with its users).
In their turn, philosophers dealing with Music
Technology might find not only another field of applying
and questioning their theories but also a passage to the
society, a way to contribute to the birth of a new ethos
characterized by a balance between personal initiative
and collectiveness, parrhesia and consensus.

4. EPILOGUE
In the present paper we posed questions that ask for a
careful examination and analysis, thus for a space much
wider than the one offered by a conference paper.
Nevertheless, through these questions we didn’t try to
reach to a final resolution of the issues stressed (whether
there can be such a final resolution is after all quite
doubtful) but to set a paradigm of how the developers of
Music Technology and philosophers could cooperate in
designing the best possible future for us. Such a project
presupposes that technological design will be informed
by the philosophers’ worries but also that philosophical
reasoning will find a solid ground for experimental
verification. Music Technology could be such a ground,
given its vigorousness, its close relation to the newest
possible techniques and its special role of being a practice
that produces artifacts that produce Art.
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ABSTRACT
This paper presents an approach to studying Barry
Truax’s Riverrun as it is being carried out within the
TaCEM project (Technology and Creativity in Electroacoustic Music), a collaboration between the Universities
of Huddersfield and Durham funded for 30 months
(2012-2015) by the Arts and Humanities Research Council in the United Kingdom. This approach aims at realising an Interactive Aural Analysis with which the user can
explore the creative and technological environment used
by the composer to build his oeuvre, as well as navigate
aurally through the results of the musicological study. It
involves an important technological investigation of
Truax’s GSX program for digital granular synthesis, leading to the implementation, in the Max environment, of
emulation software allowing for the live recreation of
each of Riverrun’s sequences, along with further tools
dedicated to the musical analysis of the piece. This paper
presents the technological investigation and its issues, the
pieces of software for the Interactive Aural Analysis of
the work, and musicological observations drawn from
such an approach.

1. INTRODUCTION
Barry Truax’s Riverrun (1986) stands in the history of
electroacoustic music as the first work entirely created
using a real-time implementation of granular synthesis.
Over nearly twenty minutes1, the listener is immersed in a
continuously evolving digital soundscape composed as a
metaphor of natural streams. The composer notes that
Riverrun “[…] modeled itself, as the title suggests2, on
the flow of a river from the smallest droplets or grains, to
the magnificence, particularly in British Columbia, of
rivers that are sometimes very frightening – they cut
through mountains, they have huge cataracts, and they
eventually arrive at the sea. Well this is, broadly speaking, the progression of the piece, creating this huge sense
Copyright: © 2014 Michael Clarke, Frédéric Dufeu, Peter Manning.
This is an open-access article distributed under the terms of the Creative
Commons Attribution License 3.0 Unported, which permits unrestricted
use, distribution, and reproduction in any medium, provided the original
author and source are credited.
1
2

19’44” on the first commercial recording of Riverrun [1].
“Riverrun” is also the first word in James Joyce’s Finnegan’s Wake.
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of volume and magnificence from totally microscopic
and trivial grains.”3 As a method of digital sound production, granular synthesis fits the metaphor of the river particularly well: its smallest element, the grain, can be regarded as a single drop which, when multiplied in large
quantities, enables the generation of massive streams with
an expressive range that relies on the intrinsic characteristics of the synthesis method.
The TaCEM project, funded for a duration of
30 months4 by the United Kingdom’s Arts and Humanities Research Council, based at the University of Huddersfield and Durham University and led by the three
authors of this paper, aims at exploring the relationships
between technology and creativity by detailed study of
eight case studies from the electroacoustic repertoire5.
For each of these both the composer and her or his oeuvre
are subject to contextual research, a musical analysis, and
a technical investigation. This research, as well as its dissemination, builds on an approach previously initiated
and developed by the principal investigator, Michael
Clarke: Interactive Aural Analysis (IAA), which is based
on the idea that the study of works, especially those that
exist primarily as sound as opposed to the visual support
of the score, can be significantly enhanced by being presented aurally, through the means of interactive software6. Hence, the final outcomes of the TaCEM project
are to be in the form of both printed text and software that
allows the user to engage aurally with the results of the
analyses. The eight case studies for the project were selected using a number of individual and contextual criteria, and so as to form a corpus that can within reason be
regarded as being representative of the electroacoustic
repertoire and constituted of works of historical significance, such as Riverrun, the approach of which is presented in this paper.
In order to establish a means to provide a thorough understanding of the relationship between Truax’s compositional concerns and his technological environment, we
3

Barry Truax, quoted in [2], p. 23.
From August 2012 to March 2015.
5
“TaCEM” stands for “Technology and Creativity in Electroacoustic
Music”. The web page of the project is at the address:
http://www.hud.ac.uk/research/researchcentres/tacem/
(last
visited
February 19th, 2014). For further details on the project and its associated
issues, see [3].
6
For further details on Interactive Aural Analysis, see [4]. For actual
Interactive Aural Analyses of electroacoustic works realised prior to the
TaCEM project, see [5, 6].
4
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have targeted and realised the implementation of a piece
of software emulating the composer’s GSX program.
While the original software is only running on the composer’s own PDP 11/23 controlling a DMX-1000 digital
signal processer, both of which are still in use7 at his
home in Burnaby (British Columbia, Canada), the emulation software will be made publicly and freely available
by the end of the TaCEM project in 2015, thus enabling
prospective users to familiarize themselves directly with
this compositional environment and engage with some of
the preservation issues associated with the creative use of
the dedicated hardware and software that form part of the
history of electroacoustic music. In the case of Truax’s
Riverrun, it is worth remarking that the development of
emulation software has been usefully assisted by a significant amount of literature and publicly available sources:
the composer wrote a number of papers on the development of the unique software that enabled the realisation
of this work and several others [7, 8, 9]. Furthermore,
some detailed documentation on the work itself has been
published on a DVD by Truax’s own record label, Cambridge Street Records [10]. It comprises recordings of the
separate tracks that constituted the final mix of Riverrun,
general explanations of the implementation of granular
synthesis in this work and, more crucially for analysis
purposes, parameter charts corresponding to each sequence. From a musicological standpoint, Mara
Helmuth’s reference analysis of Riverrun [11] also provides useful information on Truax’s development and use
of the GSX program, along with reproductions of firsthand records and direct exchanges with the composer.
Nonetheless, the task of emulating such unique software
requires additional research on much low-level information that is rarely available, even for a work that is so
well documented and discussed as this is the case here.
This paper describes the technological investigations that
have been carried out from the existing literature and
with direct discussions with Truax, the resulting pieces of
software including a program that emulates GSX in the
context of Riverrun, and contextual analyses that have
been built from an interactive aural exploration of the
work.

2. TECHNOLOGICAL INVESTIGATION
2.1 Preliminary documentation on Truax’s GSX program
Nowadays, granular synthesis and granulation of recorded sounds is widely embedded in commercial and opensource software, and many forms of these methods can
readily be found in common computer music dedicated
environments such as Csound, Max, Pure Data, or
SuperCollider. However, at the time Barry Truax composed Riverrun, only a few composers had engaged with
the technique, most notably Curtis Roads [12], and indeed the GSX program constituted the very first real-time
digital implementation of granular synthesis. Mara
Helmuth provides in her analysis [11] several key components that help us understand the overall behaviour of
7

In February 2014.
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the software: “Looking at the computer code, one is
struck by its efficiency compared to the numerous levels
and complex object-oriented constructions often used
today: only 256 assembler instructions of controller code
generated the grains themselves.”8 She quotes Truax after
an email exchange: “Since 12 lines of microcode defined
a ‘voice’ or grainstream layer with a fixed waveform, 20
such layers could be generated in real time; in the case of
FM [Frequency Modulation] grains, 30 lines of code generated each of the 8 layers. Precise timing of events was
handled every 1 ms with an interrupt routine on the PDP11 involving a few hundred lines of assembler code, with
the remaining code handling user commands, printouts to
the screen, generation of grain parameters, and managing
presets and ramps.”9 Several concordant sources, including Helmuth’s chapter, Truax’s article “Real-time Granular Synthesis with a Digital Signal Processor”, and the
contents of the DVD documenting Riverrun give useful
details on GSX and its range of user controls, usefully
summarized as follows by Helmuth: “Grains were composed of additive synthesis [AS] or frequency-modulated
(FM) sound, with three-part straight-line envelopes. The
attack and the decay portions of the envelope ranged
from 1/2 to 1/16 of the grain duration, and defaulted to
1/410. With FM-based grains, the same envelope controlled amplitude of both the carrier and the modulator
frequencies, producing palendromic grains with the highest modulation index and, therefore, richest timbre in the
sustained portion of the grain. […] Half of the voices
were assigned to each of two channels, producing stereo
output. A variable delay time might occur between
grains. The shortest grains produced by the scheduler
were eight milliseconds (ms) in duration, generating 125
grains per second (gps) per voice. […] Truax used uniform random distribution to control the grain parameters,
producing a stochastic music based on probabilities […].
The following control variables specified grain parameters for Riverrun: (1) center frequency and frequency
range; (2) grain duration and duration range; and (3) delay time between grains. For additive synthesis, the number of voices with each of three waveforms and the total
number of voices were also under use control. With FM,
average modulation index, index range, and total number
of voices were also available. These control parameters
for the granular objects, also called presets, were under
individual keystroke control. Ramps, or patterns of
change in the parameters of the presets, were also stored
and combined with the presets to elicit transformations,
and initiated with keystrokes.”11 In the DVD, Truax adds
further information on the implementation of ramps:
“Most the dynamic interest in each of the [tracks] is obtained by using a ramp on the starting variables indicated
in the tables. The speed of the ramp is controlled by the
‘Ramp’ parameter in [milliseconds] which indicates the
time between increments or decrements. The amount of
8

[11], p. 192.
Barry Truax, quoted from an e-mail to Mara Helmuth, August 26th,
2004. [11], p. 192.
10
From the parameter description of all the sequences of Riverrun in the
DVD, it appears that only the ratios 1/2 and 1/4 have actually been used
in the work, although 1/8 and 1/16 were technically possible.
11
[11], p. 191.
9
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the increment or decrement is the INC variable (which is
1 unless otherwise indicated) multiplied by a scaling factor, e.g. Freq.+2. Ramps can be ascending or descending,
and in order to produce an imperceptibly slow ramp, a
‘random ramp’ is used where at each update point a random value of INC is added or subtracted. Hence for INC
= 2, the values 0 or [2] will be randomly chosen, eliminating any obvious regular steps. In the table, the number
of parameters being ramped and their individual scaling
factors are indicated, such that multiple parameters can
be simultaneously ramped, in similar motion (+,+) or
contrary motion (+,-). A keyboard command (A, D) allowed ramps to change directions quickly, as well as to
pause and then continue under manual control.”12 As the
above quotations demonstrate the information documented in available textual resources is enough to produce a
software prototype that emulates the key features thus
described. However, as will become clear shortly, it is not
sufficient in itself to achieve complete authenticity.
2.2 Implementation of a first model and limits of existing documentation
Within the TaCEM project various software components
have been developed, including TIAALS, a generic set of
tools for musicological analysis of electroacoustic works,
and specific tools for each of the eight case studies, all of
which are built using Cycling’74’s Max. Such an environment enables quick prototype implementation, advanced audio design and the production of powerful
graphical interfaces. Being well embedded within the
electroacoustic music field the Max environment also
provides good prospects of long term accessibility.
Where additional functionality is required, the Max environment is open enough to the use of extrinsic languages
(C, Java, JavaScript, Lua) to embrace advanced developments in text-based coding.
After accessing the available information on granular
synthesis as implemented in the GSX program and Riverrun itself (as presented above), the implementation in
Max of a first global model for an acceptable emulation
has proved reasonably straightforward. Two DSP modules, one for the additive synthesis grains and the other
for frequency modulation-based grains, can be dynamically loaded within poly~ objects. Each of these modules
has the same general architecture: an audio core generating, respectively, a maximum of 19 or 8 parallel streams
of grains, controlled with appropriate parameters set by
the user via number boxes, themselves being optionally
driven by increments or decrements at scheduled ticks of
a metro object representing the concept of ramp as established by Truax. The interaction between the user and the
prototype is made from the keyboard for starting and
stopping a stream, setting the values of all parameters,
and triggering ascending, descending, or random ramps.
Preset values of the grain and ramp parameters corresponding to the specific sequences of Riverrun can also
be loaded by the user. The only aspect of the first prototype that could not be designed by patching in the standard Max paradigm has been a sub-sample accurate syn12

[10], /Riverrun/structure.html
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chronizer for triggering successive grains of one single
voice independently from imprecisions of the Max
scheduler: a phasor~ object would be enough for driving
successive grains with no delay between grains (figure 1),
but an extension of phasor~ that enables both a zero period between two ramps and the guarantee of unchanged
ramp and delay times during a given pseudo-period (figure 2) required a lower-level approach.

Figure 1. Control of grain envelopes from a phasor~
object. Arrows point user-changed parameters for period, which may happen during a ramp and are taking effect immediately. No delay is possible between successive grains.

Figure 2. Control of grain envelopes from a custom
phasor object. Top-level arrows point user-changed parameters for pseudo-period (duration and/or delay time).
Bottom-level arrows point the time at which the parameter change actually takes effect, at the beginning of
each pseudo-period. Delay is possible between grains.

The custom phasor object has been prototyped using the
Gen environment in Max, and then implemented as an
MSP external in C.
The first prototype model led to a flexible environment
enabling the generation of both additive synthesis and
frequency modulation grain streams, controllable with
simple parameter access or evolving ramp processes.
However, some local though important aspects of the
GSX program are unclear or absent from the aforementioned literature, making the model limited as regards its
primary aim: emulating in full the creative tool from
which Truax composed his work. First listening tests
proved the model a convincing first step in approaching
the overall behaviour of granular synthesis as it is heard
in Riverrun, but the prototype failed in genuinely replicating the actual sonic outcomes of the original program.
Essentially, details of the harmonic components of the
seven different waveforms used in both additive synthesis
and frequency modulation are not provided in the literature, while obviously crucial in the sound rendering; furthermore, several details of the implementation had to be
chosen arbitrarily from a number of possibilities, leading
to unsatisfactory outcomes when the results were com-
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pared against the individual audio tracks as found in the
reference DVD.
To address these issues, the members of the TaCEM
project requested Truax’s direct assistance in these matters, and met him on two occasions in 201313. The outcomes of these meetings were very productive. For example the composer was able to provide the detailed numeric, visual and aural information we required on the
seven waveforms used for Riverrun. This enabled the
revised emulation to model the work’s sound results with
far greater accuracy – in the event the numeric information (for each waveform, one pair of harmonic rank
and relative amplitude per partial) proved to be less helpful than expected, but the sonogram and audio information allowed for a satisfying reconstruction and calibration of the waveforms. On the occasion of the second
encounter in Truax’s studio, the two first authors of this
paper spent three days discussing as yet unclear points,
comparing the emulation side by side with the original
system, and recording a video of the composer commenting the genesis of Riverrun (figure 3) and also the detailed implementation of the GSX program (figure 4).

of the GSX implementation. In the first model, granular
synthesis had been implemented so that each grain initialises the phase of the waveform. In GSX, a voice is actually based on a continuous wave upon which successive
amplitude envelopes are applied, without any reinitialisation of phase until the stream is stopped. While
this difference of design is of almost no perceptual importance when grains are generated as a mass of sound
objects with significant random variation, it becomes
critical when generating steady streams of very short
grains (less than 50 milliseconds) with all or most parameters being constant, as it happens in many sections of
Riverrun. For instance, when changing continuously the
frequency of a stream of 20 millisecond grains with all
other parameters remaining identical results, if phases are
reinitialised at each grain start, a sweeping effect in timbre rather than a pitch glissando is heard otherwise than
in the case of the actual GSX program. As this implementation error was only detected by comparing some of the
streams generated by the original emulation model in the
first instance with the recorded tracks provided in the
DVD and then directly with Truax’s software itself, several hypotheses had to be considered regarding the origin
of the problem: in particular differences between the lowlevel architecture of both programs and/or inaccurate
emulations of key aspects of the synthesis process. Such a
situation shows the important role that a composer’s
knowledge can directly have in addressing issues that
cannot easily be resolved in the processes of reconstructing a tool both for studying an existing work and also
creating new works.

3. A SET OF SOFTWARE TOOLS FOR
ENGAGING IN AND ANALYSING
THE CREATIVE PROCESS
OF RIVERRUN

Figure 3. Screenshot of a TaCEM recorded footage of
Barry Truax in his studio in Burnaby, commenting the
composition of Riverrun on 16th October 2013.

3.1 Exploring granular synthesis in the context of
Truax’s approach

Figure 4. Detailed view of the teletypewriter screen
with the GSX command lines for the control of the frequency modulation based grains.

The comparison sessions during the visit showed convincing results in some cases, but identified some important sound mismatches in both pitch and timbre for
some sequences. After further investigation with Truax,
these distortions appeared to be caused by a wrong assumption on our part concerning an undocumented detail
On the 29th of April at the University of Huddersfield, and from the
14th to the 16th of October in the Vancouver area, at his home studio in
Burnaby and at the Simon Fraser University.

As it will be distributed by the end of the TaCEM project14, the emulation software runs in three main modes:
the GSX emulation mode, the sequence mode, and the
section mode. The GSX emulation mode gives an access
to an interface simulating Barry Truax’s terminal as visible in figures 1 and 2, along with a more developed panel
integrating the same controls accessible with a mouse
(figure 5). From the terminal emulation, the user can play
strands of grains either from the additive synthesis model
or from the frequency modulation models, with the following controls replicating Truax’s environment: play
and stop streams, moving the cursor through parameters,
changing the value of the current parameter (by typing on
the alphanumeric keyboard or incrementing and decrementing with arrows), changing the ramp scaler of the
current parameter (by shift-typing on the alphanumeric
keyboard), changing the ramp status of the current parameter (not ramped, ramped in the same (+), or opposite

13
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14

In March 2015.

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

Figure 5. Overview of the TaCEM software for the resynthesis of Riverrun, in GSX emulation mode.

direction (-)), and launching or stopping ramps (ascending ramp (A), descending ramp (D), ascending random
ramp (Q)).
Additive synthesis and frequency modulation models
have specific sets of parameters. With the additive synthesis model, from left to right (as visible in figure 5), the
parameters are: ramp increment (INC), frequency in
Hertz (FREQ), frequency range in Hertz (FREQ.RNG),
grain duration in milliseconds (DUR’N), grain duration
range in milliseconds (DUR.RNG), delay between grains
in milliseconds (DELAY), ramp period in milliseconds
(RAMP), number of voices running the second waveform
(W.F.#2), number of voices running the third waveform
(W.F.#3), total number of voices from 0 to 19 (NO.VOI).
With the frequency modulation model, from left to right
(as visible in figure 4), are: ramp increment (INC), frequency in Hertz (FREQ), frequency range in Hertz
(FREQ.RNG), grain duration in milliseconds (DUR’N),
grain duration range in milliseconds (DUR.RNG), delay
between grains in milliseconds (DELAY), ramp period in

milliseconds (RAMP), modulation index (M.I.), modulation index range (MI.RNG), and total number of voices
from 0 to 8 (NO.VOI). From the track pair control window, the user can load both models for synthesis, initialised with a default set of parameter presets. Immediately
below the model selector menu another menu enables the
user to recall parameter presets for all the strands of Riverrun using the loaded model (19 for additive synthesis,
37 for frequency modulation). In such an implementation,
the user can explore freely the environment from which
Truax composed his work, and also simulate the settings
eventually chosen by the composer.
In addition to providing the emulation of the GSX program which, like the original, only enables the generation
of one strand of grains at a time, the TaCEM resynthesis
software offers two other main operational modes. In the
sequence mode, the user can resynthesize four strands at
the same time, which correspond to one of the 14 sequences (numbered A to N) from which Riverrun was
built (figure 6).

Figure 6. Sequence mode of the TaCEM resynthesis software (view of the L sequence, used in section 1 of Riverrun).

In addition to combining four instances of strand simulations enabled in the GSX mode, the sequence panel
displays, on the right side, buttons corresponding to the
sequential instructions that Truax defined for the performance of each strand, and also individually recorded in
successive pages of his documentation DVD. This allows
for either a manual triggering of successive steps (parameter changes, ramp settings, increasing or decreasing the
number of voices) or an automated playback in which all
instructions are triggered via a built-in sequencer. In the
third mode, the same multiplication is applied: a simpli-
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fied view of panel controls enables the user to resynthesize several sequences at a time, for each section of the
piece (figure 7). Hence, the emulation software allows for
musicological investigations ranging from a study of
Truax’s compositional environment to a reconstruction of
Riverrun including the post synthesis treatments applied
to certain sequences (reversing, speed doubling), each
dimensional layer giving access to the granular synthesis
controls that enable a thorough understanding of the musical consequences of decisions made on available parameters.
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Figure 7. Section mode of the resynthesis software (view of section 2, including sequences F, D, E and N).

3.2 A sequencer and mixing board for the exploration
of the individual tracks
In order both to compare the results of the emulation with
the original tracks recorded for Riverrun and to explore
the latter as they have been assembled and mixed in the
final work, another software tool has been implemented,
which includes a sequencer window (figure 8) and a mixer window (figure 9). As a complement to the resynthesis program, this tool built in Max and also in-

spired by standard digital audio workstations offers an
efficient way of listening to the original source tracks
individually or all-together. In particular, the solo and
mute is not only implemented per track, but allows for
the interrogation of each dimension of Riverrun, i.e.,
from bottom to top: channel (left or right), 2-channel
strand (as generated by the GSX), sequence (four 2channel strands) and section (two to four sequences depending on the section).

Figure 8. Sequencer window of the TaCEM multitrack software, showing the arrangement of all individual tracks within the
5 sections of Riverrun.

Figure 9. Mixer window of the multitrack software. Each dimension has an independent solo-mute system.
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4. ANALYTICAL ELEMENTS
FROM THE SOFTWARE-BASED
INVESTIGATION
Bringing together our study of the context, the technology and the music, what conclusions might we come to
about the relationship between technology and creative
process in Riverrun? How far did technical innovation
enable, or even inspire, certain musical possibilities? To
what extent did the limitations of the technical system
perhaps restrict the composer’s options? First we should
say that it is a two-way process: the technology and the
musical creativity influenced each other. Barry Truax
created his own unique software to suit his musical requirements. But working with technology also shaped his
musical thinking for this (and later) works. It is a key
example of a genuine interaction.
The most obvious way in which the technology facilitated this work is through the use of granular synthesis
and in particular Truax’s implementation of the technique. The construction of music out of thousands of tiny
fragments of sound, often lasting only a few milliseconds,
is something that cannot be done effectively with traditional acoustic instruments, it requires digital technology.
The concept of the ‘note’ as the basic building block of a
work, or even of the sound object or sonic event as in
much acousmatic music, is completely absent. So the
very starting point for musical composition has been redefined. The fundamental element here is no longer
something that can be meaningfully heard or shaped in its
own right. The significance of a grain is the part it plays
within the process of an evolving grain stream and it
would not make sense, either practically or aesthetically,
within this context to attempt to shape each grain independently. Compositional thinking here is thus articulated
in terms of process rather than event. Furthermore, the
GSX software offers a distinctive approach to granular
synthesis, with particular compositional features that
merit further exploration. Back in 1986 it was also unique
in offering granular synthesis in real-time. So he was able
to shape strands of music as he listened to them, performing them live and responding to the sound. Performing
the system is an essential part of Truax’s creative interaction with technology in Riverrun, even though the final
work is not live but a pre-recorded, fixed media piece.
However, the constraints of the technology available to
him allowed only the production of a single stereo strand
in real time. In order to build the rich and complex textures of Riverrun he thus needed to superpose multiple
layers using an analogue multi-track tape machine. This
method of working imposed some restrictions on what he
could do in terms of creative flexibility, certainly compared with how one might work today. Nonetheless,
Truax’s technical setup, including the analogue recorder
is key to the understanding of the way the work is shaped
using many superposed layers of sound: the work has five
distinct sections and these sections are constructed from
individual sequences. Each section comprises between
two and four superposed sequences and each of these
sequences is in itself made up of four stereo strands,
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again superimposed. Often, two or more strands within a
sequence use very similar parameter settings and follow
similar transformational paths. The purpose is not to create counterpoint between these strands but to enrich the
texture by overlaying related material. For example, in
sequence A, there are two pairs of strands. The two
strands in each pair are identical, apart from the fact that
one uses frequency modulation grains, whilst the other
uses additive synthesis grains. We are thus presented with
two different timbral perspectives on the same material.
In addition, the fact that each strand was created separately as a live, interactively controlled studio process leads
to further small but highly enriching differences.
Another musically significant feature of Truax’s granular system is that it is based on streams of grains and these streams have a potential for regularity, even if this
characteristic is often hidden by random variation. Unlike
some systems, which generate random grains within prescribed boundaries, with GSX randomness is presented to
the user as a deviation from a central value. This applies
to all the randomized parameters. With duration, for example, the user specifies a central value and then a range
within which grains can deviate randomly. In the case of
frequency, the range can be set to zero in which case
there is no random variation and the values are as specified and predictable. In part at least, this is simply about
the way in which the parameters are presented to the
composer. But the musical significance of this is that
there is a sense of underlying order, and the software facilitates, indeed encourages, movement between fixed
order and random fields. This is a key compositional process that Truax makes productive use of throughout the
work. In particular, one of the main ways in which Riverrun is shaped is through use of passages that feature
movement towards or away from order in one or more of
the contributing parameters.
As we have seen, granular synthesis is not so much
about the intrinsic characteristics of individual grains but
about the patterns and shapes that can be formed by manipulating large groups of grains. Truax’s software is
primarily designed to facilitate the shaping of sound in
long evolving processes. Indeed with GSX it is probably
easier to work in this manner rather than to create short
gestures or events. The synthesis algorithm and the user
interface thus encourages users to set up initial parameter
settings and then transform the texture using ramps that
progressively increment or decrement one or more parameters over time. The musical result is a piece that is
about large-scale process. It is music of slow, subtle, textural changes, sometimes arriving at or departing from
distinctive landmarks (for example, frequency unisons or
rhythmic pulses) but otherwise more concerned with
transformational process than individual sonic objects.
This is compounded by the superposition, at any one
time, of several similar processes, as we’ve already seen.
It is, therefore, a form of “process music”, but very different in sound and aesthetic from minimalism and with
the processes being applied, not to the pitches and
rhythms of notes, but to parameters of grains of sound.
An example of this can be found in strands 1 and 2 of
sequence A, which is part of the section 1 of Riverrun. As
performed in the studio, these strands both begin with a

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

grain duration of 8 ms and no duration range, so the
grains are all the same length, 8 ms, and the delay is set at
250 ms. So a new grain is produced every 258 ms (duration + delay). Since no randomness has yet been introduced at this point the grains are not only all regular and
periodic they also are generated in sync. Two processes
then follow: firstly, the duration range is gradually increased to 24 ms with the result that small variations in
length and timing of the grains are introduced and as a
result synchronicity is lost between the grain streams:
what was a simple regular pulse evolves into a more
complex texture. Secondly, the delay between grains then
increases. This gradually thins out the texture, there being
more silence between grains and overall, therefore, a
lower density of texture. Once recorded onto tape this
whole passage was in fact played in reverse in the final
composition. The main reason for doing this was to make
the regular pulse of the synchronized grains the end goal
of this layer of the section. It is important to remember
that this process is only one of several that occur simultaneously within this section, so it is heard in counterpoint
with other processes following different trajectories.

5. CONCLUSION
As the first out of eight case studies of the electroacoustic
repertoire investigated within the TaCEM project, Barry
Truax’s Riverrun has been the object of a thorough investigation leading, with the help of the composer, to a successful emulation of the compositional environment, constituting both a powerful basis for the musicological
analysis by the members of the project and a way of preserving and transmitting knowledge on an approach in
which technological innovation is closely linked with the
creative activity. As Truax has developed, thanks to his
own skills as a computer software designer, a program to
serve his aesthetical concerns and aims, he belongs to a
category of composers whose engagement in the development of new technologies for artistic creation is as
strong as their musical ambitions.
Assisted by an important existing literature and documentation on Riverrun, the software designed to emulate
the GSX program aims at constituting a useful complement to earlier studies of this important work of the electroacoustic repertoire, in giving users access to an environment in which they can explore the expressive potential, but also the inherent limitations, of granular synthesis as it had been implemented by Truax for his own creative needs. Thus, having a concrete idea of the possibilities opened by his own environment may help an understanding of the composer’s aesthetic approach, by an interactive study of both the general behavior of the tool
and the settings decided for this work.
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ABSTRACT
Studies on the perception of musical qualities (such as induced or perceived emotions, performance styles, or timbre nuances) make a large use of verbal descriptors. Although many authors noted that particular musical qualities can hardly be described by means of verbal labels,
few studies have tried alternatives. This paper aims at exploring the use of non verbal sensory labels, in order to
represent different perceived qualities in Western classical
music. Musically trained and untrained listeners were required to listen to 6 musical excerpts in major key and to
evaluate them from a sensorial and semantic point of view
(Experiment 1). The same experiment (Experiment 2) was
proposed to musically trained and untrained listeners who
were required to listen to 6 musical excerpts all in minor
key. The overall findings indicate that subjects’ rates on
non verbal sensory scales are throughout consistent and
the results support the hypothesis that sensory scales can
convey some specific sensations that cannot be described
verbally, offering interesting insights to deepen our knowledge on the relationship between music and other sensorial
experiences.
1. INTRODUCTION
The study of music is not limited to the artistic field. Indeed, the power of music to arouse in the listener a rich
set of sensations, such as images, feelings, or emotions,
can have many applications. In the information technology field, a musical signal can contribute to the multimodal/multisensory interaction, communicating events and
processes, providing the user with information through sonification, or giving auditory warnings. In this sense, sound
design requires great attention and a deep understanding
of the influence of musical parameters on the user’s experience.
In virtual/augmented reality systems (e.g. immersive videogames, tools for technological augmented learning) music represents a necessary and all-involving media. In this
sense, it is essential to match the environment with the feeling communicated by music. In video-games the soundtrack can improve the user involvement only if emotions
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aroused by the music are suited to the situation of the game.
In (mobile) devices dedicated to play music (mp3 players,
etc.), the playlist definition is more and more complex with
the increasing memory of devices. In this context, access
to music content can be more involving if the interaction is
based on sensorial images or metaphors.
Many studies investigated the relation between music and
emotions, proving that is possible to correlate the listeners’
main appraisal categories and the acoustic parameters. A
common characteristic of almost all these studies is to investigate the listeners’ responses to music by using verbal
labels. Although many authors noted that particular musical qualities can hardly be described by means of verbal labels, few studies have tried alternatives. This paper
presents two experiments aiming at exploring the use of
non verbal sensory labels, in order to represent different
perceived qualities in Western classical music.
Music composers know very well that the music mode is
related to the affective properties of music. Traditionally,
the minor mode has been attributed to feelings of grief and
melancholy whereas the major mode has been attributed to
feelings of joy and happiness. In order to reduce the relevant influence of modality, we planned two experiments to
emphasize other secondary features which characterize the
perceived affective qualities of music: the first one with the
pieces in major mode and the second one in minor mode.
2. INTERSENSORY SCALES
The use of linguistic labels is one of the most complex
problems of the studies investigating the emotional aspects
of music. Musical emotions are so undetermined that it
is difficult to render them through words, since the determinedness of language causes an inevitable loss in richness of meanings. The use of verbal labels can encourage
participants to simplify what they actually experience [1]
and it is still uncertain if research based on the recording of
electrophysiological responses to musical stimuli [2, 3] can
faithfully account for the subtlety of musical emotions. For
this reason, we asked our participants to evaluate their musical experience from a subjective sensorial point of view.
Seven intersensory scales (visual, auditory, tactile, haptic
and gustative) were presented in random sequence in order
to stimulate a quasi-synesthesic response. Our participants
were confronted with the following scales: maluma/takete,
blue/orange, hard/soft, smooth/rough, bitter/sweet, heavy/
light, cold/warm previously tested in an experiment on colour
perception [4]. In this case the aim of the researchers was
the study of different reactions to normal or iridescent colours
and it resulted that evaluations in all scales, sensory and
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semantic, significantly discriminated normal from changeable colours. Another study [5] on unique hues led to the
discrimination of four characteristic factors: one including
the three verbal scales typical of Osgood’s findings, one including warm/cold scale, one characterized by the sensory
opposition of dissonant, aloud, and orange against consonant, faint, and turquoise and the last including the glass
sandpaper scale, and the light-heavy scale dealing with
the sensation of smoothness given by the light sources.
These two studies confirmed the hypothesis that the sensory scales used in the evaluation of light sources can show
up relevant qualitative aspects otherwise hidden. According to [6], emotional responses to music depend upon whether the musical pieces fulfill perceptual and cognitive expectancies generated from the opening of the piece. These
expectations mirror the relationships of harmonic keys in
Western music. Musical expectancies result from processing several features, such as harmony, rhythm, melody, and
thematic relationships cognitively. This processing is believed to occur automatically at an implicit level [7]. Peretz
et al. [8] have shown that emotional responses seem to rest
on a very fast acting mechanism, so that 250 ms of music
may suffice to distinguish happy from sad excerpts. We
believe that multisensory scale can provide a strong support in capturing this unconscious encoding of the musical experience and provide creative and interesting interaction with semantic categorization. As regards the semantic
analysis, we decided to rely upon the semantic differential, a type of rating scale designed to measure the connotative meaning of objects, events, and concepts ideated by
Osgood and his colleagues [9]. They performed a factor
analysis of large collections of semantic differential scales
and found three recurring attitudes that people use to evaluate words and phrases: evaluation, potency, and activity.
Evaluation can be matched to the adjective pair desirableundesirable. The gentle-violent adjective pair defines the
potency factor. Adjective pair active-passive defines the
activity factor. These three dimensions of affective meaning were found to be cross-cultural universals in a study of
dozens of cultures.

3. EXPERIMENT 1
3.1 Participants
Participants, recruited on a voluntary basis, were 20, of
which 12 musicians (age range 17-25, mean age 21.4; 8
women and 4 men) and 8 non-musicians (age range 24-68,
mean age 42; 4 women and 4 men).
3.2 Stimuli
The musical excerpts were selected from two previous works
[10, 11], in which experiments were conducted to study
the clustering of the affective qualities of music. For the
present study, six songs, representing the main clusters of
[11] were chosen. All the selected stimuli are in a major
tonality. Each excerpt had a duration of about 30 seconds;
a list of the stimuli is reported in AppendixA.
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Figure 1. The two forms named maluma (on the left) and
takete (on the right) [12].

Figure 2. The two colors that constitute the second sensory
scale.
3.3 Materials
Sensory scales were first introduced by Da Pos [5] with
the aim of substituting Osgood’s verbal scales with really
sensory ones. For instance, instead of asking the observer
where he/she would have placed his/her light impression
in the continuum between ’warm and cold’ expressed by
words, they made the observer feel his/her hands cool or
warm by plunging them in cold and warm water. The results obtained confirmed the hypothesis that multisensory
scales greatly improve the efficiency of the semantic differential in enlightening the impact that perceived objects
and events determine in the human mind. Specifically we
prepared the following material:
• maluma - takete [12], computer visualization of the
two visual forms (cm 4,3 x 4, 3);
• blue - orange, the computer display of the two colors
(NCS notation: S 2055-B10G, S 1080-Y70R, cm 4,3
x 4, 3);
• hard - soft, a piece of wood of cylindrical shape and
a cylinder of polystyrene foam (16x3x3 cm; 16x6x6
cm);
• smooth - rough, N 1200 and N 30 sandpapers (cm
15x10,5);
• bitter - sweet: a bitter substance (Zefirus Calma Plant,
2 drops in a small cup) and water with sugar (1 teaspoon of sugar in a small cup);
• heavy - light: a dark plastic bottle full of liquid (500
ml) and the same bottle without liquid (5 g). The
dull color of the bottle didn’t allow participants to
distinguish the full from the empty bottle;
• cold - warm: one cup of cold water and one cup of
warm water (temperature: 5◦ and 40◦ ).
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3.4 Procedure
The sound files were represented on the computer screen
by small icons with the number of the musical excerpts.
Participants usually listened for one time to the excerpt (30
seconds), but they had the possibility to listen to the songs
as many times as they wanted. To avoid repetition, sensory
and semantic scales were administered randomly. The experiment consisted in expressing a subjective judgment on
the characteristics of the song heard by placing the cursor inside a horizontal bar at the point that was considered
more representative of the listeners feelings. Each excerpt
was evaluated along the 20 scales (7 sensory and 13 verbal)
and each rate for every scale was registered by participants
by clicking on a bar put under the cursor. Once the subjective value was registered, the participant could express the
following one.
The average duration of the experiment was 20-25 minutes, but, interestingly enough, musicians tended to complete the task in a longer time. Probably they weighed
their answers in a more careful way, since the musical excerpts stirred emotions connected to the autobiographical
memory, thus activating more complex associations. To
evaluate the expressive characteristics of the excerpts, a
new version of Osgood semantic differential was used [13].
We used thirteen verbal scales corresponding to Osgood’s
three main factors: activity (1, 5, 10, 12) evaluation (2, 4,
6, 7, 8, 9), and power (3, 11, 13).
•
•
•
•
•
•
•
•
•
•
•
•
•

Active - Passive
Boring - Interesting
Slow - Fast
Superficial - Deep
Tense - Relaxed
Masculine - Feminine
Clear - Confused
Undesirable - Desirable
Brilliant - Dark
Simple - Complex
Shaken - Calm
Intimate - Open air
Gentle - Violent

3.5 Results
Initially, the average scores for the musicians and the nonmusicians subjects have been separately calculated. The
two set of values present a high correlation value (r(118) =
0.87, p < .001, where r is the Pearson’s correlation coefficient and p-value is computed using algorithm AS 89
[14]), implying a high agreement between musicians and
non-musicians. Then, the following results includes the
responses of both groups.
The Cronbach’s α statistic has been computed to test the
inter-subjects reliability. Results show that subjects are
able to rate music on the seven non-verbal sensory scales in
a highly consistent way (α = 0.90), i.e. subjects are able
to recognize the sensorial stimuli of the non verbal scales
and to associate them with musical stimuli in a meaningful
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way, although this value is slightly lower than the Cronbach’s statistic computed for the verbal scales only (α =
0.96) and for all (both verbal and sensory) the scales (α =
0.94).
Figure 3 represents the average subjective evaluations on
each sensory scale; musical excerpts are reported along
the x-axis and are identified with the number listed in Appendix A. In addition, error bars are displayed (standard
error of means) for each average value. It can be noted that
the musical stimuli are judged very differently on some
scales (e.g. maluma-takete), while the differences are less
marked on other ones (e.g., hard-soft).
An ANOVA analysis was carried out in order to emphasize the average values that are significantly different. Table 1 shows the significance levels (p-value) of the differences between each pairs of musical excerpts. P-values are
corrected by means of False Discovery Rate (FDR) using
the Benjamini-Hochberg procedure [15], which relies on
the p-values being uniformly distributed under the null hypothesis. Accordingly, the procedure consists of sorting
the p-values in ascending order, and then dividing each observed p-value by its percentile rank to get an estimated
FDR. Stimuli 1 and 4 share the quality maluma, while 2,
3, 5, 6 belong to the category takete. Brahms’ violin concerto (1) and Mozart’s flute concerto (4) were judged significantly different from all the other excerpts. It’s interesting to notice that the pairs of stimuli discriminated by
the scale maluma/takete are the same differentiated by the
scale light/ heavy. We can hypothesize that the listening of
the stimuli aroused in participants an association between
maluma and lightness. The sensory scales blue/orange and
soft/hard don’t convey any significant result; Mozart and
Brahms are considered the bluest and the softest stimuli,
but the results don’t allow us to discriminate between couples of excerpts. The scale smooth/rough enucleates excerpt 6 as the roughest. Brahms’ horn trio (6) significantly
differs from excerpts 1, 2, 4, 5. Also Bizet (3) is felt rough
enough, since it differs significantly from 1, 2 and 4. The
scale sweet/bitter is characterized by results very similar to
the previous one. Brahms and Bizet are significantly different from stimuli 1 and 4. The sweetest excerpt is Mozart
and it differs significantly from stimuli 2, 3 and 6. Also in
the scale warm/cold, Brahms and Mozart are considered
the warmest pieces, since they differ significantly from every other excerpt. Other significant results regard stimulus
6, which differs significantly from all the other excerpts,
since it is considered the coldest.
4. EXPERIMENT 2
4.1 Participants
Participants, recruited on a voluntary basis, were 25, of
which 10 musicians (age range 23-47, mean age 37.2; 3
women and 7 men) and 15 non-musicians (age range 2477, mean age 56.1; 10 women and 5 men).
4.2 Stimuli
Six stimuli were chosen from the Western classical repertoire. Unlike the first experiment, all the selected stimuli
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Table 1. Significance p values with FDR correction of
the differences between pairs of excerpts of Experiment
1. Blank cells mean p > .05

1-2
1-3
1-4
1-5
1-6
2-3
2-4
2-5
2-6
3-4
3-5
3-6
4-5
4-6
5-6

Ma/Ta
<.001
<.001
<.001
<.001

Bl/Or

Ha/So

Sm/Ro
.005

.029

He/Li
.002
.001

<.001
.013

.003

.010
<.001

Co/Wa
.009
.018
.019
.072
<.001

.032

.001

<.001

.001

.005
<.001

<.001

<.001

<.001
.020

Bi/Sw

.037
.003
.038

<.001
<.001

<.001
<.001

<.001
.023

.003
<.001

Table 2. Significance p values with FDR correction of
the differences between pairs of excerpts of Experiment
2. Blank cells mean p > .05
Ma/Ta
1-2
1-3
1-4
1-5
1-6
2-3
2-4
2-5
2-6
3-4
3-5
3-6
4-5
4-6
5-6

.020
.004
<.001
.016

are in a minor tonality. The first four musical excerpts were
chosen from [10]. The fifth and sixth stimuli were chosen
because they were thought not to belong either to the category high arousal-negative valence, either to the category
low arousal-negative valence as pointed out by Bigand et
al. [10] for minor tonalities. Each excerpt had a duration
of about 30 seconds; a list of the stimuli is reported in AppendixA.
4.3 Materials and procedure
Materials and procedure are the same of Experiment 1.
4.4 Results
The average scores separately computed for the musicians
and the non-musicians subjects present a high correlation
value (r(118) = 0.86, p < .001, where r is the Pearson’s
correlation coefficient and p-value is computed using algorithm AS 89 [14]), implying a high agreement between
musicians and non-musicians. Then, the following results
include the responses of both groups.
The Cronbach’s α statistic shows that subjects of Experiment 2 rated the musical excerpts on the seven non-verbal
sensory scales in a highly consistent way (α = 0.90), as
for Experiment 1, a value that is slightly lower than the
Cronbach’s statistic computed for the verbal scales only
(α = 0.95) and for all (both verbal and sensory) the scales
(α = 0.93).
Figure 4 represents the average subjective evaluations on
the scale indicated for each musical excerpt examined. In
addition, error bars are displayed (standard error of means).
Table 2 shows the significance levels (p) of the differences between pairs of tracks. Two couples of excerpts
are significantly differentiated in every sensory scale (3-5;
4-5). This means that Bach’s Badinerie (5) is felt as juxtaposed both to Chopin’s Prelude (3) and to Liszt’s Tasso (4)
and these pairs of stimuli are seen as opposites. Another
interesting juxtaposition regards excerpts 1 and 3, which
significantly differ in almost every sensory scale except the
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.001

Bl/Or
<.001
<.001
<.001

Ha/So
.001

Sm/Ro
<.001
<.001
<.001

.016

Bi/Sw
.002
.015
.029
.001

He/Li
.001
.001
.002
.004

<.001
<.001

<.001
<.001

<.001
<.001
<.001
<.001
.002

<.001
.002
<.001
.006
.006

Co/Wa

.013

.050
.047

.020
.050

<.001
.012
.011

.050
.050

<.001
.020
<.001
.001
<.001
.007

<.001
.008
.042
<.001
<.001
<.001
.042
.008

.013
.024
.039

cold/warm scale. The sensory scale maluma/takete significantly differentiates excerpt 3 (Chopin) from 1 (Mozart),
2 (Wagner), 5 (Bach) and 6 (Rossini). This implies that
Chopin’s Prelude is felt as the sharpest excerpt and this is
probably due to the particularly percussive style chosen by
the pianist. Also excerpt 4 (Liszt) and 5 (Bach) are significantly differentiated by the sensory scale maluma/takete.
As regards the sensory scale blue/orange, it is interesting
to notice how Mozart (1) and Bach (5) are considered the
bluest excerpts. Mozart significantly differs from stimuli
2, 3, 4 and 6, while Bach significantly differs from 3 and
4. The scale hard/soft particularly discriminates stimulus 5
(Bach). This excerpt is considered the softest one, since it
differs significantly from every other stimulus. The same
happens for 3 (Chopin), considered the hardest, and significantly differentiated from every other stimulus. As regards
the scales smooth/rough, bitter/sweet and heavy/light, significant differences can be seen between excerpts 1, 5, 6
and 2, 3, 4 respectively. This result is particularly relevant for the fact that the group formed by tracks 1, 5, 6
is characterized by smoothness, sweetness and lightness as
opposed to the roughness, bitterness and heaviness of the
other triad. Inside the scale smooth/rough, even excerpt
3 is differentiated from 4, thus emphasizing the roughness of Chopin’s Prelude as opposed to Liszt’s symphonic
poem. As regards the scale cold/warm, the key excerpt is
n. 5, which is felt as the warmest and which is significantly different from stimuli 1, 3 and 4. In this scale we
don’t find extreme values, since it is characterized by great
inter-participants variability, determining similar average
values. Strangely enough, Wagner is perceived as warmer
than Mozart and this is probably due to the fact that this
excerpt is perceived as more violent and the heat was intended as a quality associated with burning.
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5. DISCUSSION
In both experiments sensory scales tend to configure according to a similar scheme with great consistency. In particular, it is interesting to notice how the quality maluma
always couples with blue, while the quality takete always
couples with orange. The only exception regards excerpt
2 in Experiment 2, R. Wagner, Tristan, Act 3, in which
the quality orange and maluma are associated, even if with
very low values. Besides, in both experiments, Mozart
(flute concerto and piano concerto) is evaluated as the bluest
and most maluma composer, together with Bach (Badinerie)
and Brahms (violin concerto).
As regards the sensory scales, we see how the scales maluma/takete, smooth/rough, sweet/bitter and light/heavy provide significant values; participants labelled the excerpts
with great consistency. More problematic are the scales
blue/orange and soft/hard; these two scales don’t provide
significant values, apart from the blue quality of Mozart’s
piano concerto and Bach’s Badinerie and the soft quality
of Brahms’ violin concerto and Mozart’s flute concerto.
This result is partially in contrast with research based on
the association between music and colours. Researchers of
the University of Berkeley found that people tend to pair
faster-paced music in a major key with lighter, more vivid,
yellow colours, whereas slower-paced music in a minor
key is more likely to be teamed up with darker, greyer,
bluer colours. US and Mexican participants were asked to
choose colours that were most/least consistent with 18 selections of classical orchestral music by Bach, Mozart, and
Brahms. In both cultures, faster music in the major mode
produced colour choices that were more saturated, lighter,
and yellower whereas slower, minor music produced the
opposite pattern, characterized by desaturated, darker, and
bluer colours [16]. This association of faster-paced music
in major key with yellow colours is not confirmed in our
study, since none of the excerpts in major key is significantly characterized by the orange quality. On the contrary,
it is confirmed the association of blue colours with music
in the minor mode.
In order to observe the interaction of the semantic scales
with the sensory ones, Table 3 and 4 show the qualities
of the six excerpts of Experiment 1 and 2, based on the
subjects’ evaluation. In particular, only rates significantly
different from 50 (the middle point of the evaluation scale)
are reported. It’s interesting to notice how Bizet (3 Exp
1), Brahms’ horn trio (6 Exp 1), Chopin (3 Exp 2) and
Liszt (4 Exp 2), described verbally with the same characteristics, (active, interesting, fast, deep, tense, masculine, complex, shaken, open air and violent), receive significantly different sensorial connotations. This makes us
suppose that sensory scales can convey some specific sensations that cannot be described verbally. Both Brahms
and Chopin are in ternary rhythm with significant changes
from ternary to binary subdivision, they share a similar articulation (many notes played marcato) performed by the
violin and by the right hand of the pianist and a common
accompaniment based on repeated piano octaves. Participants were however able to recognize a slight sensory difference between the two pieces, represented by Chopin’s
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Table 3. The qualities of the six excerpts of Experiment
1, based on the subjects’ evaluation. Blank cells mean that
no significant trend has been found.
1
maluma
soft
smooth
sweet
light
warm

Slow
Relaxed
Feminine
Clear
Desirable
Simple
Calm
Intimate
Gentle

2
takete

3
takete

smooth

Active
Interesting
Fast
Superficial

Clear
Desirable
Brilliant
Shaken
Open air
Gentle

Active
Interesting
Fast
Deep
Tense
Masculine
Desirable
Brilliant
Complex
Shaken
Open air

4
maluma
soft
smooth
sweet
light
warm
Passive
Interesting
Slow
Deep
Relaxed
Feminine
Clear
Desirable
Simple
Calm
Intimate
Gentle

5
takete

6
takete

smooth

rough
bitter
heavy
cold
Active
Interesting
Fast
Deep
Tense
Masculine

Active
Interesting
Fast
Superficial

Clear
Desirable
Brilliant
Simple
Shaken
Open air
Gentle

Complex
Shaken
Violent

higher hardness, due to the presence of many accents, and
by Brahms’ higher coldness, due to the obsessiveness of
the rhythmic configuration. Another interesting result deriving from sensory scales is represented by the apparent
unusual association of the quality takete with the quality
smooth applied to Vivaldi (2 Exp 1) and Boccherini (5 Exp
1). Also in this case participants’ evaluation seems to recall timbral elements; the staccato and pizzicato generate
an idea of sharpness delimiting only the contours of an
ideal figure perceived as covered by a smoothly surface.
Comparing the two Mozart excerpts (4 Exp 1 and 1 Exp 2)
we see that they have 12 features in common. Once more,
sensory scales allow us to discriminate between two apparently similar stimuli. The flute concerto differs from the
piano concerto in softness, smoothness, sweetness, lightness and warmness, while, from the verbal point of view,
we can recognize their diversity only from the higher darkness of the piano concerto. In this case, the qualities underlined by sensory scales offer us some hints about the
general mood of the piece, allowing some insights into
the depressive and sombre atmosphere of the second excerpt. Also Brahms’ violin concerto (1 Exp 1) and Bach’s
Badinerie (5 Exp 2) have 12 features in common, but in
this case, sensory scales report a similarity which is not
matched by verbal scales. Verbal scales are crucial in discriminating the swiftness and brilliantness of Bach, but the
sensory scales provide useful information about timbral aspects, since both stimuli are played by two wind instruments (oboe and flute) with a particularly warm, soft and
rich sound. Further research is needed to confirm our hypothesis on the kind of information provided by sensory
scales. In particular, it is interesting to verify which kind
of metric relations (if any) can be found between the sensory scales (e.g., see [17]). This step could further the definition of a low-dimensional sensory space, to be used in
music information retrieval applications.
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Table 4. The qualities of the six excerpts of Experiment
2, based on the subjects’ evaluation. Blank cells mean that
no significant trend has been found.
1
maluma
blue

2

smooth

rough
bitter
heavy

hard
rough
bitter
heavy

bitter
heavy

Active
Interesting
Slow
Deep
Tense
Masculine

Active
Interesting
Fast
Deep
Tense
Masculine

Active
Interesting
Fast
Deep
Tense
Masculine

Interesting
Slow
Deep
Relaxed
Clear
Desirable
Dark
Simple
Calm
Intimate
Gentle

Dark
Complex
Shaken

3
takete

Complex
Shaken
Violent

4

Complex
Shaken
Open air
Violent

5
maluma
blue
soft
smooth
sweet
light
warm
Active
Interesting
Fast
Deep
Relaxed
Feminine
Clear
Desirable
Brilliant
Simple

[5] O. Da Pos and M. Pietto, “Highlighting the quality of
light sources,” in Proc. of the 2nd CIIE Expert Symposium on Appearance - When Appearance meets Lighting, Ghent, 2010, pp. 161–163.
[6] L. Meyer, Emotion and Meaning in Music.
versity of Chicago Press, 1956.

6

The Uni-

[7] B. Tillmann, J. Bharucha, and E. Bigand, “Implicit
learning of tonality: A self-organizing approach,” Psychological Review, vol. 107, pp. 885–913, 2000.

sweet
warm
Active
Interesting
Fast

[8] I. Peretz, L. Gagnon, and B. Bouchard, “Music and
emotion: Perceptual determinants, immediacy and isolation after brain damage,” Cognition, vol. 68, pp. 111–
141, 1998.

Tense

[9] C. E. Osgood, G. J. Suci, and P. H. Tannenbaum, The
measurement of meaning. Urbana, University of Illinois Press, 1957.

Clear
Desirable
Brilliant
Shaken
Open air

[10] E. Bigand, S. Vieillard, F. Madurell, J. Marozeau, and
A. Dacquet, “Multidimensional scaling of emotional
responses to music: The effect of musical expertise and
of the duration of the excerpts,” Cognition and Emotion, vol. 19, no. 8, pp. 1113–1139, 2005.

Gentle

6. CONCLUSIONS
Two experiments were carried out in order to test the possibility of describing music through non verbal sensory
scales. The overall findings indicate that subjects’ rates
on sensory scales are consistent and the results support the
hypothesis that sensory scales can convey some specific
sensations that cannot be described verbally, offering interesting insights to deepen our knowledge on the relationship
between music and other sensorial experiences.
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A. APPENDIX: DESCRIPTION OF THE MUSICAL
EXCERPTS
Experiment 1. [18]
1 - J. Brahms - Violin Concert in D major, op. 77, Adagio.
Thematic exposition on the oboe of a slow, pure melodic
line, built on the tonic major chord, and standing apart
above a timbrally rich, sustained orchestra. The doubling
of lines serves to reinforce the fullness of sound of the
whole.
2 - A. Vivaldi - Trio Sonata in C major, RV82, Allegro.
Vigorous and cheerful passage, characterized by a thematic
development entrusted to the combination of lute and violin. The violin plays rapid trills, thus complementing the
lute’s quick, athletic ornaments with its own sharp notes.
The ascending tone is emphasized by the intensive use of
progressions enriched by the continuous dialogue between
lute and violin.
3 - G. Bizet - Symphony no. 1 in C major, Allegro vivo.
The work starts with an opening tutti full of strength and
force, like a brisk announcement. This bold first idea is
answered by a timid pp reply by the winds which are soon
harassed again by the tutti repeating the same announcement this time leading to G major.
4 - W. A. Mozart - Flute Concerto G Major, II. Andante non
Troppo. Gentle and relaxed theme developed by the flute
through an expanse figuration of demisemiquavers. The
orchestra accompanies this quiet moment with soft pizzicato and tender eight notes, while the violin answers the
flute with responding demisemiquavers figurations.
5 - L. Boccherini - String Quintet in E major, op. 11, no.
5, Minuetto. This popular piece is full of grace and elegance. The dance rhythm is underlined by the upbeat quarter line in the first violin embellished by a characteristic
grace note.
6 - J. Brahms - Trio, piano, violin, and horn, mvt 2. Repetition of a thematic rhythmic motif, above major key harmony, punctuated by brass effects, at a rapid tempo and
with a very rich sound. The sonority of the French horn
enriches the timbral quality of the ensemble, and the structure of the piece is reinforced by the presence of transposed
harmonic progressions.
Experiment 2. [18]
1 - W. A. Mozart, Piano concerto Adagio, K 488. Theme
in a minor key, played at a very slow tempo. Melancholic
trochaic rhythm characterized by a large intervallic distance between sounds grouped by the left hand, and the
melody in the high register of the right hand, creating a
void in the middle of the range which reinforces the desolate aspect of the theme.
2 - R. Wagner, Tristan, Act 3. Declamation in the low register of the strings of the orchestra. Very strong harmonic
tension within a minor key with on the 6th chord against a
dissonant second. Slow and dilated tempo. The upper parts
ascend in pitch by chromatic movement, with unresolved
intervallic tensions. The absence of a bass creates a feeling
of vertigo and of ascension into infinity.
3 - F. Chopin, Prelude 22. Motif in the low register of the
piano repeated obsessively and characterized by pounding
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octaves in the left hand, dissonant harmonies, and accompanied in the right hand by a panting rhythm, accentuating
the weak part of the beat, and breaking up the violent and
hopeless discourse of the left hand.
4 - F. Liszt, Tasso Lamento and Trionfo (from letter A allegro strepitoso). Powerful orchestral line develops tense
minor harmonies on a choppy rhythm and at a rapid tempo,
supported by the entry of the percussion.
5 - J. S. Bach, Badinerie from Orchestral Suite n. 2 BWV
1067. Exposition of the main theme by the flute in the
typical dance rhythm characterized by a joyous and light
feeling. The orchestral accompaniment is very simple and
elegant.
6 - G. Rossini, La Gazza Ladra (The Thieving Magpie)
- Allegro con brio. Particularly fast and tense orchestral
passage characterized by frequent accents and chromatic
contrasts. Triplets figurations in the violins and violas are
punctuated by the other strings playing a very pressing and
obstinate rhythm.
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Figure 3. The average scores obtained by the six musical
excerpts of Experiment 1 on the seven sensory scales. Bars
indicate the standard error.
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Figure 4. The average scores obtained by the six musical
excerpts of Experiment 2 on the seven sensory scales. Bars
indicate the standard error.
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Lose control, gain influence - Concepts for Metacontrol
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ABSTRACT
The ideas explored here are based on questioning some
common assumptions in the usual conceptual models of
hybrid (NIME-style) instrument design, and thinking and
playing through the implications of these alternate strategies in theory and implementation.
They include: varying the mappings between controller
input and changing them on the fly in performance, e.g. by
gradually entangling or disentangling process parameters;
recording instrument parameter state presets and control
data (gesture) loops, and reusing them as flexible performance material; and creating networks of cross-influence
between gestural input from multiple human players, other
gestural sources, and multiple sound generating processes,
which can be modified as part of the performance. In effect, this can be described as ’Lose Control, Gain Influence’ (LCGI): gracefully relinquishing full control of the
processes involved, in order to gain higher-order forms influence on their behavior.
These heuristics may lead both to finding non-obvious
but interesting mapping strategies which can be built into
more traditionally well-controlled instruments, and to new
concepts for playing single-person instruments or multiplayer instrument ensembles based on networks of influence. Many of these ideas can be played with using software libraries written in SuperCollider.
1. INTRODUCTION
1.1 The standard model
Simplifying greatly, one can say that the consensus model
of NIME instrument design typically consists of (a) a human performer (b) her actions being sensed and converted
to gestural data streams; (c) these streams being made meaningful by mapping them onto the synthesis parameters of
(d) a generating process.
Following acoustic instrument design, creators of such
instruments tend to spend much time on designing sophisticated sound processes and even more time on creating
very finely tuned mappings, which ideally are both directly
gratifying and fun to play when trying a new instrument,
and allow for years of acquiring sophistication playing with
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them, i.e. refinability and eventually forms of virtuosity.
Wessel and Wright argue strongly for this concept [1] (see
Figure 1); a strong long-term example is Michel Waisvisz’
The Hands, which has remained the same basic instrument
concept for a very long time, in several incarnations, with
long code/feature freezes to allow exploration of each particular version (personal communication, 2004).

Figure 1. Model after Wessel and Wright.

1.2 Background and related work
Mapping strategies have been extensively studied in electronic music [2, 3, 4, 5], as has gestural control [6, 7, 1].
Research at STEIM has led Joel Ryan to deep considerations on electronic instrument design [8], and Michel Waisvisz
to writing a near-manifesto on the artistic aspects of the design process [9]. Marc Leman has made the role of embodiment central for his perspective on music cognition [10];
and David Wessel and Newton Armstrong have extensively
explored the idea of enaction in music [11, 12].
Joel Chadabe [13], considered conventional mapping as
useful only for electronic instruments modeled on acoustic
ones, and less so for interactive instruments. Citing Xenakis’ image of the composer sailing through sonic space,
he explicitly discusses performers’ choices along a continuum of in/determinism of instrument behavior. His concludes that ”[t]he primary benefit of an electronic instrument for a professional performer, which is that it extends
the performer’s capabilities in interesting, creative, and complex ways, requires an intermediary mechanism between
gestural control and sound variable”, and this paper tries to
extend this in one particular direction.
One interesting extension of the standard model is the
idea of navigating within (usually two- or three-dimensional)
spaces of (multi-dimensional) parameter snapshots by means
of maps and interpolation [14, 15]; this makes materialized
experience with an instrument (the snapshots of parameter
states) available as a performance resource. More recently,
the notions of live coding [16] and just-in-time programming [17] have changed the possibility space for musical
performance, and led to new definitions of what constitutes
an instrument [18].
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The MnM toolbox includes several interesting forms of
dimensionality reduction, such as Principal Component Analysis [19]. Further related work concerns Neural Network
approaches [20, 21], and manifold interfaces [22, 23].
The most directly related body of earlier work is by Dahlstedt and Nilsson[24, 25]: They have designed sophisticated
control models for single-player/single-process instruments,
using dynamic mappings and playing around sweets spots
in parameter space as proposed here (and many other interesting features), and they played numerous performances
with these instruments for several years.
Important sources of artistic inspiration for the proposed
approach include David Tudor, especially his Neural Synthesis project [26]; Jessica Rylan’s idiosyncratic instrument designs [27]; and Peter Blasser’s instrument design
work and underlying concepts [28].
Finally, the flexibility the SuperCollider language affords
to performance, and implementing a number of concepts in
SuperCollider quarks (extension libraries) has helped the
author explore earlier incarnations of the ideas synthesized
into a larger concept here [29, 30, 31] .
1.3 Possible deviations
Playing advocatus diaboli, one can argue that the standard
model ignores what should strike us as the most obvious
advantage of hybrid instruments: their body can be changed
very quickly and substantially. This includes their software
components and their complex states, with a wide diversity of prepared alternatives. While this violates traditional
notions of instrument identity, it does open a huge possibility space which is well worth extended exploration. In
fact, one can devise a contrasting concept: In the chain
human > physical device > gestural data > mapping >
output process, it is precisely the mapping process that is
the easiest to expose to change during performance. This
is certainly useful for experimenting with new instrument
sketches, and given the risk affinity of dedicated improvisers, also in concert situations. As a performer, one can
choose to put oneself into situations where a performance
system will surprise not only the audience, but also oneself. In other words, we argue that in concert situations it
may be preferable to lose control if this loss can be made
meaningful by gaining influence. One line of reasoning
here is that thinking of technical mental models distracts
performers from listening to the music they create in the
moment; relying on listening to gain intuitive understanding for how the instrument responds to one’s actions will
tend to create deeper immersion in the flow.
The MetaKtl software library for SuperCollider (which I
have been developing) explores these notions in practice,
and allows experimentation with widely varying degrees
of losing control of and gaining influence on performance
setups and hybrid instruments.
1.4 Simplifications
Note that in order to expose the problems of interest as
clearly as possible, a number of simplifications underlie
the following discussion:
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• the instrument model is intentionally kept very simple
• some control paths can and should be mapped directly, bypassing the mediating layers proposed here
• discussion is intentionally limited to continuous numerical parameters
A conceptual and technical simplification is that in many
of the software components described below, parameters
are normalised to bipolar range [-1, 1], as this simplifies
the notion of networks of influence compared to unipolar
range: e.g. multiply by 0.5 will reduce influence of that
signal on whatever it influences. This derives from analog modular systems where anything can go anywhere, and
may generally be a useful approach in software as well, as
its use in Waag’s KeyWorx software shows.
2. PROPOSITIONS AND EXAMPLES
The following sections make propositions toward influenceoriented mapping strategies, and discuss them with examples that are part of the MetaKtl software library.
2.1 Mappings can be performance options
The first candidate for LCGI (Lose Control Gain Influence) is the actual numerical mapping in a technically trivial instrument. In the textbook case, each stream coming from one controller element sets one parameter of the
sound process. The obvious items that can be tweaked here
are the ranges of the sound control parameters, and which
controller goes to which element(s). Experts often advise
novices to introduce correlations between parameters, as
this happens in physical instruments; the classic example
being brightness rising along with loudness. This is a first
step toward LCGI.
2.1.1 Influx
The Influx class extends this idea of correlations between
parameters in several directions: Any number of named
control parameters can be mapped onto any number of named
process parameters, by having a matrix of weights for the
amount of influence of each control parameter on each process parameter.
A trivial case would be map input x only to output a, y on
b, and z on c (in effect, an identity matrix):
Table 1. 1-to-1 mapping of interface parameters to process
parameters.
–
a
b
c

x
1
0
0

y
0
1
0

z
0
0
1

Influx provides several ways to create and modify such
weight mappings, one can:
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• design influence mappings by hand and store them
as presets, such as the one above
• vary influence mappings by entanglement, i.e. adding
or subtracting small random offsets to each weight
• vary influence mappings by disentanglement, i.e. by
crossfading toward a known weight preset.
• create interpolated influence mappings by blending
existing ones.
• modify weights of interest by code or GUI.
All of these leave instrument identity largely intact, as
both the physical interaction device and its range of affordances and the sound process and its parametric possibility space remain the same. What changes is: with every new set of weights, a different subspace of the overall state becomes accessible, allowing one to find different
sweet areas; more entangled mappings create more complex changes even with simple movements, which may be
more interesting to play; having less technical understanding of the mapping may create better listening attention
and better immersion in the playing process.
2.2 Memory on different time scales is useful
Performers develop their practice by acquiring varied performance experiences over time, and referring back to them
in many subtle ways. Computers open up new options
here: They allow keeping technically recorded memories
of aspects of performances, such as recording sound behaviors of interest as process parameter states: Presets, and
recording performance gestures as controller data: Event
Loops. Both may be collected from earlier performances,
or come from within a current one, and both are very interesting materials for reuse and modification in performance.
So far, Presets and Event Loops have been explored in
more detail within the context described; one can easily
imagine other notions of memorable aspects of performance
that could be made storable and available in similar ways.
2.2.1 Presets
While playing with a hybrid instrument of the simple type
described, one may hit sweet spots in parameter space;
here it is useful to have very quick ways of saving these
locations as a trajectory of timed snapshots. One can then
return to them as reference points, and play relative to this
known location. Influx allows shifting its output values
such that the center of the influence space will correspond
to the preset; movements away from center will diverge
from it. As one can also scale control space size on the
fly, one can zoom in on the area around the preset for more
subtle variations of a parameter combination of interest.
This idea has also been proposed by Dahlstedt[24, 25].
To support this line of thought, the ProxyPreset family
of classes (in the SuperCollider library JITLibExtensions)
allow blending presets, morphing between them by hand,
or by automated crossfades, and various forms of creating
random variations of existing presets. They also handle
saving and loading presets to and from disk.

- 219 -

2.2.2 Event Loops
Conceptually, EventLoops can record any control data events
as lists of key-value pairs, which contain absolute and relative event time, and any other named values describing
the event technically and semantically. This generality allows capturing a great variety of event streams occurring
in time, from recording algorithmically generated streams
to capturing performance data coming from input devices,
or from external sources.
The EventLoop class (in the MetaKtl quark) allows many
playback modifications of these loops: they are scalable in
tempo; quantizable to a given tempo and phase; segments
can be selected from it; playback direction and a factor
for scrambling local event order can be set. An EventLoop
also keeps multiple recorded EventLists and can switch between them on the fly.
In performance, an EventLoop can e.g. be used to replace
a live input stream (e.g. realtime-acquired HID data), then
the loop can be reshaped while playing. It allows polyphonic layering by letting it loop and setting it on automutating mode so it keeps slowly shifting with each repetition. For loops of note-like events, it could easily be extended to allow algorithmic sequencing of multiple recorded
lists.
The control data variant, KtlLoop, also allows on-the-fly
rescaling of numerical control data in the recorded lists.
The gesture can be scaled to larger or smaller ranges, and
shifted by an offset in the parameter space. All these modification can quickly be accessed in performance, and the
opportunities they create are quite distinct from audio loops.
2.3 Gaining influence may be worth losing control
From a second-order cybernetics point of view, systems
need observers to exist, and observer neutrality and objectivity are not considered very useful [32]. In fact, radical
constructivism [33, 34] would even contend that in order
to understand a system, interacting heavily with it is the
best option for an observer who thus becomes part of the
system observed. From that perspective, observing one’s
own influence on a system seems clearly more interesting
than aiming to exert full control.
The nodes in a network of influences should proceed quite
politely about exchanging information, and then deciding
what to make of them: Every node should be able to listen
to input from many nodes, evaluate how much trust to put
in which suggestion (from which source), and then decide
what to do with the influences it received. And of course,
every sending node should be allowed to try to influence
many listening nodes simultaneously.
2.3.1 InfluxMix
InfluxMix implements this behavior by accepting influences
from any number of sources, and storing them independently as e.g. ( ’y’: ( ’srcA’: 0.1, ’srcB’: 0.2 ), ’x’: ( ’srcA’:
0.5, ’srcB’: -0.3 ) ), meaning for parameter y, srcA suggest
a value of 0.1, srcB suggests 0.2, and similar for parameter x. Each source gets a trust factor (1 by default) which
may be modified later to give that source more or less influence. The influences are weighted, summed, and scaled
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Figure 2. GUI with 2D slider + Influx, KtlLoop, and Preset controls

by a damping factor ranging from 0 (which means linear
sum of all influences) to 0.5 (quasi equal power sum) to 1
(linear mean). Like Influx, the output can be shifted by a
list of offsets corresponding to a preset, so it allows playing
relative to known locations.
This strategy opens many possibilities: Several players
could influence the same sound process together; one source
can slowly move the center of the parameter space for other,
more lively players. A combination of three players, three
processes could play with varying degrees of source dis/
entanglement. EventLoops or random sources could create small inner motion while a human player is playing
with the same process at the same time.
2.3.2 InfluxSpread
InfluxSpread is the counterpart to InfluxMix; it handles
sending influences to multiple listening destinations. Like
all of its family, the configuration of these destination mappings is very flexible and can be changed very quickly in
performance.
3. PRACTICE AND FUTURE WORK
3.1 Presets
The ProxyPreset classes have been used in many of the author’s own projects, and in instruments made by, for and
with other artists, to wide approval of its usefulness. Integrating frequent recording of presets and finding ways of
fluidly playing with them is still to be sketched in code,
and to explore as a performance strategy.
3.2 KtlLoop
Precursors of the KtlLoop classes have been used in the
GamePad quark since 2005, and later in the KeyPlayer and
other contexts. Its generalized redesign has opened a number of new possibilities, such as more fluid integration into
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performance instruments with fast switching between control and metacontrol levels. Similar concepts are studied
by the Modality project [35].
3.3 Influx
Influx, being the newest metacontrol family member, has
seen about two months of use by research colleagues, student participants and professional musicians. The example
handed out to them is shown in Figure 2, and can map a
2D GUI slider to 3 synth processes with 6, 10 or 16 process parameters. With an Influx for variable mappings, a
KtlLoop for gesture recording, and 3 destination processes
it has a large possibility space already.
Users informally reported that the search for interesting
zones is enjoyable and often pleasantly surprising, and that
it is easy to find zones in the parameter space worth keeping as state snapshots. When listening to and observing
people perform even with only a single 2d slider, the complex sound behavior induced by Influx is quite appealing
and a far cry from telltale single slider/single parameter
movements; and players appear quite absorbed in listening, so possibly the very opacity of the mapping does free
players to listen more attentively to the changes their actions induce. Finally, networked multi-player influx setups
introduce interesting layers of independent influence; informal experiments with such setups with student groups
have been quite promising, and have been adopted by some
students for their practice.
3.4 Next steps
Metacontrol as proposed here is an artistic strategy rather
than a specific design alternative, so the best criterium for
its relevance is simply the extent to which it gets adopted
into the practice of professional performers. For this, the
first step will be to create more example setups from very
simple to very complex, play with them extensively in our
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Figure 3. 3 players, 3 processes, Influx, KtlLoop, and Presets

own music projects, distribute them to our network of fellow musicians, and invite them to open feedback.
Secondly we aim to create working examples for the multiperson/single-instrument concept, in order to learn whether
collaborative playing with influence-based concepts creates new playing experiences. Thirdly, multi-person multiinstrument setups remain to be explored, where networks
of influence replace control on several layers. We expect
that a setup of 3 players and 3 instruments as shown in Figure 3 will already allow gaining useful practical experience
with and understanding of this approach.
Finally, in further work that will introduce a major conceptual step forward, response times and feedback will be
generalised from an existing proof of concept to the entire system. New modules will have internal framerates at
which changes in value are handled. This allows optional
fade or lag times before arriving at a newly set value, intended latency before passing on responses to next inputs,
and lockup-safe feedback paths in these networks of influence. One very nice variant of this has been written by associate researcher Dominik Hildebrand: an audio/control
signal version of the Influx mechanisms, which allows control signal feedback paths, introducing quite complex behavior in simple network topologies.
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ABSTRACT
This paper investigates three individual differences with
respect to ratings of the same piece of classical piano music that has undergone different expressive performance
treatments. The individual difference variables investigated were music systemising (those interested in the
structural and organizational aspects of music), music
empathizing (those interested in the emotional/human aspects of music) and musical experience (years of playing). Five pieces, based on stimuli used in RenconGATM were rated according to expressiveness and execution, each being related to musical expression, but the
former suggesting an empathizing processing style and
the latter a systemizing processing style. Ratings made
by 45 participants did not show any clear differences that
could be attributed to a cognitive style. One explanation
for this finding was that cognitive music styles are more
likely to influence justifications of ratings, rather than ratings magnitude. High music systemisers reported having
higher concentration than other participants.

1. INTRODUCTION
Expressiveness is a critical factor in determining whether
one performance of a piece is better or more enjoyable or
more interesting that another performance of the same
piece. The performer typically manipulates a number of
musical parameters (such as timing and dynamics) to
achieve expressive nuances. However, performance rules
have been identified which are thought to correlate with
appropriate levels of expression for a given style of music
[1]. In recent years, these rules with or without human
intervention have enabled programmable, computer generated performances to sound more and more convincing
to listeners as authentic and expressive [2-4].
However, as these algorithmic performances become
more sophisticated, the question of audience response
must arise. Even with traditional performances of the
Western canon individuals differ in their judgments of the
Copyright: © 2014 Schubert et al. This is an open-access article dis- tributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.
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same performance. We wanted to explore whether individual differences influence judgements about different
models of expressiveness generated or assisted by algorithms which control timing and velocity of keystrokes on
a piano, for example via a diskclavier. Recent renewed
interest in cognitive styles [5], and in particular in those
specifically related to music were thought useful as a
starting point. Cognitive style measures as applied to
music are based on earlier, more general work by BaronCohen which is concerned with extreme male brain theory and autism [6-8]. Music cognitive styles [9] consist of
two subscales: Music Empathising and Music Systemising. Music empathisers (ME) are characterized by an interest in the emotional/human aspects of music, and thus
from a naïve perspective, one might postulate that such
individuals do not exhibit a strong affinity with musical
expression generated by a computer model [10]. In addition, they may prefer to focus attention towards expressive, emotional aspects of the performance. Music systemisers (MS) are interested in how music works, its
structure, form and statistics. Again, from a simple, naïve perspective, such individuals would be interested in
computer generated performances, and so may respond
positively toward them. Furthermore, they should prefer
to focus on technical aspects of a performance.
A third individual difference variable investigated was
musical experience. Having music experience as a variable allowed two matters to be addressed. First, we could
examine whether more musically trained people made
more consistent responses than less musically trained
people, and second we could check for similar trends between music cognitive styles and music experience to reduce the risk of making conclusions based on a confounding variable. Research by Kreutz et al [9], for example, suggests that musical experience is related to music systemizing to a greater extent than it is to music empathizing.

2. AIMS
This study aimed to explore whether high music systemising individuals and high music empathizing individuals rated expressiveness of different performances
differently to their low cognitive style counterparts. In
this study we restricted our investigation to the simple
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rating of expressiveness in two way, one which might encourage music empathising responses (via rating of ‘expressiveness’ and another that might encourage music
systemizing responses (via rating of the execution of the
performance).

3. BACKGROUND TO THE STUDY
This paper reports the expressiveness ratings made by
students in Sydney, Australia in 2013 using four sound
recordings of Allegro Burlesco Op. 88 by Kuhlau produced for Rencon-SMC11 [11], plus an additional recording by a human performer made in Bologna. Due to
space constraints, readers are invited to inspect Canazza
et al [11] for background information about the RenconGATM project.
The aspect of the Sydney study reported here is part of
a larger project investigating individual differences in
judgements of computationally generated expressiveness
models. The participants were requested to respond to a
number of questions for each excerpt as per RenconSMC11. Furthermore there was no human performance
at Rencon-GATM, just the four computer generated pieces.
A key aim of the Rencon-GATM project was to determine which realization of the Kuhlau was rated as the
most effective from a musical expressiveness point of
view. The present study continues examining more detailed aspects of individual response reported in the Bologna data set [11] to preference for different computer
generated and human renditions. In that study, gender
and music cognitive styles were examined, but indicated
no significant differences between the two groups. One
reason for lack of effect may have been due to the small
variance in the music cognitive style variance. The participants in that study had rather high music systemizing
scores overall, for example [9].

5. DATA PREPARATION AND ANALYSIS

4. METHOD
The stimuli were presented in the sequence Perf1, Perf2,
Perf3, Perf4, Perf5 (human), followed by the first four
stimuli presented again in the same order (hence
‘1234h1234’). The first four pieces are referred to as 1a,
2a, 3a and 4a respectively. When played the second time
they are referred to as 1b, 2b, 3b and 4b respectively.
The systems used to generate the version are [11, p. 354]:
•

•

•

•

The human (h) performance is presented once only in
the sequence. Participants completed the study via
KeySurvey
survey
software
(https://www.worldapp.com/surveys/overview.html), at
their own pace on their own computer/sound-system.
They were not told that some of the pieces were repeated.
Forty-five participants took part in this particular study
in return for course credit – consisting of 31 females, 14
males, with overall mean age of 21.4 years (range 18-34),
and overall average mean years of playing a musical instrument of 6.3 (range 0-16). The participants listened to
each of the 9 stimuli and rated a number of qualities on a
scale of 0 to 10 for each piece. A rating of 10 indicates a
very strong agreement with the item, and a rating of 0 a
complete disagreement with item. The study was conducted over the internet, and participants were asked to
complete the study in a private, quiet space with good
quality speakers or headphones. Participants were asked
to report the audio output equipment they used. The qualities rated were: enjoyment of performance, enjoyment of
piece, expressiveness, execution of performance, played
by human, played by robot, familiarity with piece, with
performer, task concentration, and equipment quality.
For space reasons, results for only the most pertinent response qualities are reported here. Specifically, the results for two items are presented: ‘The performance was
expressive’ and ‘The execution of the performance was
good (well played)’. Since nine, roughly two-minute
pieces are rated, participant concentration could be a crucial variable, and so self-reported rating of concentration
is reported (10 being high and 0 being low) for each
stimulus. Music empathising and music systemizing ratings were collected in a separate survey sent to the same
participants approximately two weeks earlier, administering the Music Cognitive Style scales [9].

1a: uses two algorithms: YQX , developed by Dept.
of Computational Perception, J. Kepler University,
Linz (Austria) for tempo and Basis mixer for dynamics;
2a: CaRo 2.0, developed by the Sound and Music
Computing group, Dept. of Information Engineering, University of Padova (Italy);
3a: DirectorMusices, developed by the Music
Acoustics Group, KTH Royal Institute of Technology, Stockholm (Sweden);
4a: VirtualPhilharmony, developed by Katayose
Lab., Dept. of Human and Systems Interaction
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Analysis comparing groups used median split scores for
music systemizing, music empathizing and years of playing instrument (‘Musician’). The Above median group
for each variable is referred to as the A group, and the
below median group is referred to as the B group. The
groups were determined post hoc. In all figures that follow, error bar pairs should be read as A group for the solid line on the left of the pair and B group for the dashed
line on the right of the pair.

6. RESULTS AND DISCUSSION
6.1 Expressiveness
Overall, stimulus 2a (CaRo) was given the highest rating
of the 9 stimuli with a mean of 7 to 7.5 (left pane), but
performance 4a (VirtualPhilharmony) is rated quite erratically, with mean ranging from around 6 up to nearly 8
out of 10. There is unlikely to be any main effect as to
the most expressive performance, but the human (h) performance had the highest mean rating overall.
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A trend can be observed in cognitive music style, with
A group ME scoring expressiveness higher than the B
group ME. 4a was rated as having the mean highest expressiveness for the ME-A group and the Musician-A
group. MS-A liked 2a the most. The B levels for each
group gave overall lower ratings for expressiveness (that
is, ratings closer to the neutral 5 position on
the 0-10 scale). Although these results suggest an effect
of music empathising, the same trend in results can be
observed for MS, with the A group generally rating expressiveness higher than or the same as the B group, as
well as the Musician group (A group rating expressiveness the same or higher than the B group). Therefore the
high ratings by ME indicate that expressiveness ratings
are not related to music empathising, or that they are mediated by other factors.

strate that the low rating of 3b is inconsistent with 3a,
which is rated as much higher [by error bar inspection.
See 12, 13], even though they were the same performance. The poor reliability is most likely generated by
mental fatigue effects [14]. And so we inspected possible
fatigue effects through analysis of self-rated task concentration.

(a)

(b)

(a)

(b)

(c)

(d)

(c)

(d)

(e)

(f)
Figure 2. Error bar plots for performance execution ratings by stimulus.
(a) ME by stimulus, (b) ME by serial order, (c) MS by
stimulus, (d) MS by serial order, (e) Musician by stimulus, (f) Musician by serial order.
Error bar = ±1SE. Solid line is A (above median)
group, Dashed line is B (below median) group.

(e)

(f)

6.3 Concentration

Figure 1. Error bar plots for expressiveness ratings by
stimulus.
(a) ME by stimulus, (b) ME by serial order, (c) MS by
stimulus, (d) MS by serial order, (e) Musician by stimulus, (f) Musician by serial order.
Error bar = ±1SE. Solid line is A (above median)
group, Dashed line is B (below median) group.

ME-A group appears to be more consistent with concentration ratings, maintaining it at a higher level after the
fifth (serial) performance compared to ME-B. MS-A reported the highest level of concentration overall, but particularly during the first four excerpts, relative to all other
groupings.

6.2 Execution of performance
Technical executions of the pieces were generally high
(all means ratings above 6/10, and 13 means were above
7). MS-A reported performance 3b (DirectorMusices) as
being fairly low in quality of technical execution. While
we might hypothesise that MS-A participants will be
good at rating technical execution, the graphs demon-

- 225 -

7. GENERAL DISCUSSION AND CONCLUSION
Although some trends were observed, neither music systemising or music empathizing could be implicated in rating differences for either the expressiveness or the technical execution of the five performances investigated.
For example, even though ME-A (high music empathiz-
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ing participants’) ratings of expressiveness of stimuli
were overall the same or higher than ME-B, the same
trend was observed for the MS groups and the Musician
groups. Subsequently we proposed the following conclusions:
1. Music cognitive styles do not influence preference ratings because they are a reflection of a
style of processing—that is the justification of
the judgement, and not the magnitude of the
judgement itself. Some preliminary evidence for
this conclusion can be found in De Poli et al
[10], although a recent study [15] suggests that
justifications are not separable according to either music cognitive style.

(a)

(b)

(c)

(d)

(e)

(f)
Figure 3. Error bar plots for concentration ratings by
stimulus.
(a) ME by stimulus, (b) ME by serial order, (c) MS by
stimulus, (d) MS by serial order, (e) Musician by stimulus, (f) Musician by serial order.
Error bar = ±1SE. Solid line is A (above median)
group, Dashed line is B (below median) group.

2.

The ratings made by level B (below median)
participants for each variable might be better explained in terms of the relationship between their
rating and the absolute rating level. Inspection
of all the rating pairs reported reveals that on 7
occasions the B level participants in all groups
combined had confidence intervals that encompassed the scale midpoint (5) regardless of the
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scale item, whereas for the A level of all groups
combined, this occurred only twice. We may interpret this to simply mean that the B groups had
less musical experience, and were therefore less
confident with their ratings, preferring to move
towards the less certain, more ambivalent midpoint of the item rating scale [16].
Overall results suggest that performances 2 and 4 were
the most successful in terms of expressiveness. Most importantly, apparently objective ratings of the pieces were
affected by fatigue (or that fatigue/repetition affected enjoyment aspects of the music), because expressiveness
and technical execution ratings drop according to serial
position. This has some potentially important implications for future research, but it should also be set in the
context of a task where several ratings are made for each
performance of about two minutes duration.
The results demonstrate some fairly subtle distinctions
among participants with different cognitive styles, and
they were not always stable, but were rather influenced
by fatigue effects. These data and the concentration variable rating indicated that 5 versions of the two minute
piece would have been the maximums that produced responses of good reliability, but also that music systemisers seem to be privileged in their ability to make judgements about expressiveness in music, possessing with a
high level of concentration compared to the low systemiser group. High music empathisers were able to concentrate consistently throughout the study compared to other
groups, but not with the same intensity as the music systemisers for the first four stimuli.
The main contribution of this study, then, is that the rating of a stimulus is highly influenced by duration and
number of musical items and tasks requiring completion,
and that for numerous ratings of many pieces, short excerpts should be used where possible, or the rating task
should be broken into blocks of about 15 minutes each
(the approximate time require to rate five pieces in the
present study).
The most important implication for future research is
that music cognitive styles may refer to justifications for
ratings rather than the actual rating magnitudes themselves. The design of our study demonstrates that these
‘preference-quality’ judgements are highly sensitive to
psychological noise, evidenced by the greatly varied responses given to identical performances rated twice.
Thus, while individual differences may have some bearing on the way computer systems of expressiveness are
rated, the experimental design is critical and future research should consider it carefully.
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ABSTRACT
In the following paper we present an innovative approach
to coupling gaming, telematics, machinima, and opera to
produce a hybrid performance art form and an
arts+technology education platform. To achieve this, we
leverage a custom Minecraft video game and sandbox
mod and pd-l2ork real-time digital signal processing environment. The result is a malleable telematic-ready platform capable of supporting a broad array of artistic forms
beyond its original intent, including theatre, cinema, as
well as machinima and other experimental genres.

1. BACKGROUND
Making art with found technologies is as old as art
making itself. Therefore it comes as no surprise that video games, gaming engines, and virtual 3D environments
are being used to produce movies beyond their original
intent. We refer to this form of art as machinima [1][2].
More recently, with the emergence of the sandbox video
game genre, most notably the ubiquitous Minecraft [3],
lines between entertainment, creativity, and learning are
all but gone. Today, online video channels like YouTube
[4] are increasingly populated with in-game footage exploring various virtual 3D environments in a sandboxlike fashion, coupled with recordings of conversations
among players who are there simply sharing their personal reactions to the ensuing adventure. Arguably these can
be seen as a subset of machinima with first-person point
of view and minimal post-production.
Minecraft, as a signature example of a sandbox-game
hybrid has seen a widespread adoption in various learning
contexts [3][5][6][7][8][9] including the most unsuspecting uses, such as 3D printing [10] and rendering 3D video
feed from Kinect [11]. The inherent malleability and a
stylized low-threshold visual design invites users to tinker with blocks, shapes, textures, sounds, behavior, etc.
[12]. Of particular interest are music videos that use cusCopyright: © 2014 Bukvic et al. This is an open-access article dis- tributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.

tom renditions of popular pop songs with Minecraftcentric lyrics where due to limitations of in-game characters’ expressions (mouth movement, body gestures, emotions, etc.) the videos are often rendered using professional 3D modeling tools that work hard at recreating the
8-bit-style graphics of the surrounding environment,
while making characters considerably more elaborate
[13][14]. Legal ramifications aside, the popularity of
these tunes has reached such proportions that they can
now be purchased from online music stores, such as
iTunes. Another notable aspect of Minecraft is its robust
online network code--it is not uncommon to participate in
online environments with thousands of players present,
something that even today very few online games can
scale to.
It is worth noting a significant divide between machinima renditions such as the aforesaid music videos versus
the first-person in-game footage presented earlier. This is
particularly potent given a rich modding community that
(save for a few isolated efforts [15]) has steered away
from modding the character features to allow them to be
more expressive. It appears that having similar set of features within the gaming engine itself would open doors
for a seemingly unique set of opportunities where the
gaming environment could become synonymous with a
more complex production environment, akin to that of a
post-produced machinima, while concurrently leveraging
the multiplayer and consequently massive online realtime participation and/or observation of such a production.

2. MOTIVATION: INSTANT OPERA
There is a significant body of evidence showing that indepth exposure to the arts has remarkable, far-reaching
effects. Students in quality art programs benefit from a
wide range of positive effects including development of
creativity and thinking skills, better self-expression, appreciation of art and music, learning about other cultures,
and enriched personal satisfaction with their achievements [16]. The particular genre of opera outreach–
involving non-musicians in the creative process–is being
done around the world. Wolf Trap Opera (Vienna, VA)
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has a program where the K-12 audience chooses a story
and the professional opera singers improvise this story on
the spot. Another program in Cardiff, Wales works with
homeless adults. Their motto is “giving homeless people
a voice,” and they work to help the homeless gain confidence and self-esteem. In developing our own initiative
designed to engage high school students in the creative
process, we added a significant technological component.
We envisioned an environment where students could
write a story and libretto, build a virtual set, costume virtual characters, and ultimately control the characters
within the virtual setting in a live performance. Therefore
we assembled a team of professors, graduate students,
and undergraduates to guide a group of high school students in creating an opera. Our team consisted of two
professors from Teaching and Learning (Katie Dredger,
English Education and Kelly Parkes, Music Education),
three professors from the Department of Music (Ariana
Wyatt, Voice; Tracy Cowden, piano; and Ivica Ico
Bukvic, Music Technology), a graduate student in stage
management (Amy Luce), and an undergraduate computer science major (Cody Cahoon). Below we primarily
focus on project’s technical component developed by
Bukvic and Cahoon.

3. INTRODUCING OPERACRAFT
In an attempt to identify optimal 3D virtual environment
that would support the Instant Opera paradigm, Bukvic
suggested the use of Minecraft. The obvious advantages
included a game-sandbox hybrid offering a vibrant and
diverse creative community, from modders to artists.
More so, with its popularity among the target population,
the environment has a proven educational track, serving
as a potent retention catalyst. Minecraft was not without
limitations, however, many of which are described in the
Background section. In addition, Minecraft lacked access
to the original API, with the only option at the time being
community-driven effort to decompile JAVA runtime
into a human-readable API. Consequently, modding limitations were not entirely clear, requiring further tests and
assessments, and ultimately leading to implementations
that may be seen more as a workaround rather than a
maintainable feature. Nonetheless, following initial assessment, the research team found Minecraft a favorable
foundation and consequently decided to name the project
OPERAcraft.

production. This meant implementing new features that
would allow existing facilities to serve as a camera feed
without extraneous and/or distracting GUI widgets, as
well as allowing for multiple simultaneous camera views
one could easily switch between and broadcast on the
main camera view or projector. The ensuing camera
views were essentially additional players that were visible to actors in a form of solid color characters and provided visual cues (switching their head colors from red to
green), so that actors can at all times know where are all
cameras are located as well as which camera is currently
active. The same camera characters were rendered invisible to the projector whose view automatically latched
onto the desired camera view and had no GUI markers
that would detract from an impression of a genuine camera feed. The projector was invisible at all times and was
not interacted with directly beyond being issued commands to latch onto camera views. The only exception
were chat messages that were repurposed for subtitles
allowing one line at a time (so as to limit the on-screen
clutter). Concurrently, all acting players within the game
were allowed to receive additional chat messages from
the stage manager that were visible only on their screens,
while projector ignored them.
A collection of new features necessary for seamless
scene changes included fade ins and outs (implemented
as a workaround by making the projector wear an increasing number of semi-transparent “helmets”), as well
as an ability to instantly teleport performers and cameras
to a predetermined set of coordinates to minimize transition times.
Key
j
k
l
u
i
o
h

4. IMPLEMENTATION

y

For OPERAcraft, we wanted to leverage Minecraft’s core
facilities that are easily accessible to our target audiences,
such as an ability to design “skins” (textures), collaborative scene design, and out-of-box multiplayer support
with chat and other core functionalities. Some features
were left intact, while others required changes that ranged
from fine-tuning to complete redesign. Such improvements are further discussed below along with new additions. All modifications are based off of the Minecraft
1.5.2 codebase.
One of the focal challenges was to make Minecraft as
comprehensive of an environment for real-time video

Action
Both arms are in default (down) position
(Fig.1.a)
The left arm is placed directly out (Fig.1.b)
The right arm is placed directly out (Fig.1.c)
Both arms are up (Fig.1.d)
The left arm is placed at an left-upward angle
(Fig.1.e)
The right arm is placed at a right-upward angle (Fig.1.f)
Hides/shows the on-screen GUI
Hides/shows the on-screen hints for arm
movement/positioning
Table 1. Client-side key mapping.

As a subset of the aforesaid challenge, the technical
team sought ways to make acting more expressive and
closer to the levels of post-produced machinima. At the
very core this consisted of mouth movement and arm
gestures. Other, finer adjustments included removal of
player decals and other visual notifications that may detract from the immersion (from audience’s vantage
point). In order to identify camera players from performers and the main camera view (projector) and thus restrict
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behaviors of each client in respect to aforesaid features,
the mod compared client usernames to a hardwired database. In the current mod version, this and other settings
have been abstracted as separate configuration text files
that allow for mod’s easy repurposing for other productions.
Arm movement was handled client-side. Namely, each
user had access to an array of arm movements that were
mapped symmetrically across the keyboard targeting each
arm separately. Given that arm motion was interpolated,
more complex arm motions were possible by triggering
various arm positions in the middle of another animation.
As a result the ensuing mod provided additional key
mappings described in Table 1 and further elaborated
upon in the Figure 1 below. The most recent mod version
further allows for user to determine the speed of arm
movement that is determined by the length of the key
press—the longer the key press, the slower the arm
movement. This also means that the arm movement
commences once the key has been released and thus requires preemptively timed key presses on slower arm
motions.

4.1 Connecting Pd-L2Ork and Minecraft
Given the Minecraft engine did not provide core audio
DSP facilities necessary for mouth movement to match
that of singers, with focus on rapid prototyping, we set
out to provide a networked interface between Pd-L2Ork
and Minecraft mod OPERAcraft that would allow us to
feed DSP data into the mod and alter the environment. To
achieve this, we relied on Pure Data [21] and by extension Pd-L2Ork’s FUDI protocol [22] which resembles a
simplified version of the Open Sound Control (OSC)
protocol [23]. This allowed us to do audio processing
inside Pd-L2Ork and feed the ensuing mouth movement
data into Minecraft. All data was broadcast across the
subnet using UDP packets (x.x.x.255 address) to minimize configuration issues and sidestep the necessity of
specifying receiving client’s IP address. The mouth
movement was not the only use for the networked protocol and therefore the aforesaid broadcast of networked
data also paved way towards splitting various production
tasks among multiple broadcasting clients, which proved
instrumental in the final production.
Command/Syntax
<client> @mouth
<mouth position 0-4>
@warn <message>

A

B

C

@tpall <teleport position
0-6>

<client> @text
<message>
D

E

F

<client> @fade <fade
level 0-15>

Figure 1. Avatar arm positions (see table 1 above for
additional explanation).

The visual aspect of mouth movement/animation was
implemented client-side, while the DSP component was
devised in Pd-L2Ork [17][18][19][20]. We will discuss
the DSP component in the next section below. In order to
avoid making significant changes to the Minecraft codebase, we opted for designing animated mouths as a collection of “helmets” that are rapidly altered. As a result,
Minecraft characters had larger than usual heads that
were now painted on top of the virtual helmet placed on
top of their real heads. Although a workaround, the
choice was in good part driven by the fact that face texture is coupled with the rest of the skin texture, making it
difficult to update dynamically. Thus the implementation
has paved way towards more complex animations further
down the road, such as eye animations (blinking, wincing, sad or happy, etc.) and other facial expressions.

@time <0-18000>

@view <client>

Result
The specific client’s mouth
is changed to position 0-4
(Fig.2)
Stage cues are displayed
only on actors/players’
screens
Teleports actors/players to
a position before a new
scene (currently hardwired
inside the mod)
Displays a new subtitle for
10 seconds from specified
player (synonymous to a
client posting a chat on
their own)
Fades the client’s screen
ranging from 0 (clear) to
15 (completely black)
Sets the in-game time to
the
number
specified
(0=dawn, 18000=midnight)
Makes the projector player
take over the specified client’s view

Table 2. Networked messages syntax and results.
Considering the production team within the physical
performance space (where virtual opera was displayed on
a large screen and out of which it was broadcast live out
into the world) was scattered across the performance
space, with some participants located in control booths
and catwalks, and others on stage, having multiple networked machines broadcasting newfound protocol data
allowed us to minimize requirement for co-location. As a
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result, we utilized three broadcasting clients, one for
mouth movement and scene control, second for stage
management messages, and third for subtitles, thus allowing for workload to be split evenly among multiple production staff members.
Since the Minecraft user names were already internally
hardwired in order for the Minecraft mod to be able to
autoconfigure itself to a specfic role, we chose to use
main camera view client (projector) as the entry point for
all networked data and from there distribute its behavior
via chat client. While this solution may be seen largely as
yet another workaround due to incomplete access to the
underlying Minecraft API, doing so has also allowed us
to exchange relevant client-side data packets via the same
protocol without requiring us to design another multiplayer data packet for each of the desired behaviors. This
was achieved using reserved commands that were prepended with an “@” hook as described in the Table 2
above. Since Minecraft’s chat engine invisibly embeds
client username into all chat commands (1st argument in
the syntax in Table 2), all users would have ability to also
issue commands locally via chat as a means of easy debugging and/or local control (e.g. situations where each
client processes its own voice in situ) and make them
active across the entire networked ecosystem, the only
shortcoming being clients who may be joining later who
would not be able to retrieve preexisting states of players
already in-game. As the production expected all players
to be present from start, this was not seen as an issue
worth addressing in this iteration.

0

1

4.2 Pd-L2Ork Component

Figure 3. Pd-L2Ork patch with mouth animation and
scene control engine.

Pd-L2Ork’s primary role was to provide voice analysis
and mouth animation (Figure 3). Secondary functions
included distribution of production team’s roles as well as
scene and camera control (Figure 3). Voice analysis relied on audio streams captured using one microphone per
vocalist. It utilized frequency of zero crossings per buffer
of captured audio data and by doing so extrapolating
presence of transients. Given the simplicity of animation
(mouth relied on 4x4 pixel area, limiting our ability to
visibly project nuances of pronunciation), we did not invest time in further isolating formants or any of the more
advanced speech analysis features.

2

Figure 4. Final Technical Setup Diagram.

3

4

Figure 2. Avatar mouth animation states from top-left
to bottom-right: 0 (mouth closed), 1 and 2 (alternating;
mouth open singing a vowel-based melisma), and 3-4
(random; transients and/or significant pitch delta).

For the initial production there were a total of 5 mouth
states that generated a cartoon-like animation: 0 being the
closed mouth; 1 and 2 (sequentially alternating) being
open mouth vibrating in operatic style, reflecting a long
melisma on an open vowel; while 3 and 4 being randomly
picked when detecting transients. Scene control interface
(coupled with the mouth detection, shown on Figure 2
above) relied on networked messages to invoke fade-ins
and outs and teleport players and camera to new positions. Two additional clients were provided for subtitles
and stage management cues, both of which were embed-
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Figure 5. Photo from the premiere in the Moss Arts Center Cube with five vocalists on two catwalk levels (right), pianist
(bottom right), five virtual performers and one cameraman (bottom left), and a large projection screen (left). The rest of
the production team (not pictured here) was distributed across various catwalk levels and their respective control booths.

ded in pd-l2ork’s “coll” object and broadcast sequentially
with a push of a button. Consequently, the ensuing technical setup layout is depicted in Figure 4.

5. OPERA PRODUCTION
From a learning perspective, ten high school students
participating in OPERAcraft production engaged in a
series of scaffolded creative exercises designed to build a
full-fledged opera. They started with a libretto.
In order to compose the libretto, the students first collaborated in a workshop setting to determine the theme of
the piece and the message that they were interested in
exploring or challenging in regards to human existence
[24][25]. Together, the students first identified the theme,
characters, and setting before moving on to plot elements.
Inspired by dystopian and coming-of-age fiction known
for its popularity among adolescents [26], the student
participants chose a person vs. person conflict in order to
show resistance toward evil authority. This evil authority
was personified in Emperor X in a post-apocalyptic underground world. The student libretto authors, familiar
with Minecraft, conceived of the plot with a particular
setting in mind. The libretto coach, a former high school
English teacher, assigned pairs of students to specific
scenes to mentor them through this process.
Building the set within the virtual environment proved a
powerful engagement catalyst and has largely influenced
the plot development. Using in-game editing tools and a
third party external editor MCEdit [27], students transformed the world from open plains to an underground

cave, filled with stalactites and dawned with stone and
rundown houses which represented the poor and rich
classes of this underground world, and finally centered
with a monumental, villainous castle in which numerous
scenes take place.
When dealing with the creation of custom characters’
costumes, one costume for each character was a must.
Students wanted the costumes to appear as if the in-game
characters were from older times, but also wanted their
outfits to seem relevant. The final costumes were chosen
from an online Minecraft “steampunk” skin catalog.
Because exposition and character development were
difficult within the short time constraints, the dialog of
the libretto had to focus on plot movement instead of the
building of pathos. Like a short story, the falling action
and resolution of the libretto were tightly linked and left
the audience with a feeling of a lack of closure. The student authors of the libretto, after discussion, agreed that
this ending was necessary based on time constraints. Furthermore, the lack of development in the conclusion of
the plot was purposeful in that it inspired interest in a
sequel featuring younger brother Marcus as the protagonist, as well as fan fiction.
While the students were working on development of the
characters and the story, Cowden and Wyatt researched
excerpts from Mozart opera that might be appropriate for
each section of the libretto, searching for selections that
had the appropriate dramatic feel for each section. The
focus was on solos, duets, and trios that would match as
closely as possible what the students were creating in the
libretto. This is, of course, backwards to the normal process of writing an opera, but worked rather well within
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the time constraints and in a setting with students who are
not musically proficient. Selections from several different Mozart operas were brought to students’ attention,
offering them some choices, and demonstrated how these
musical selections might work for each scene. The students used their ideas about character and story development to match music selection with a particular scene.
In some cases they resorted to adapting the libretto to
better match the musical constraints.
Once the libretto draft was completed, the cast met with
Cowden to coach the music. During this process editing
continued, and words and rhythms were changed to be
more clearly understood in a sung context and therefore
reinforce the plot clarity. As per opera’s tradition, musical rehearsals were followed by staging. In the staging
rehearsals the high school students practiced controlling
their avatars and the supporting infrastructure of the newfound OPERAcraft mod, while the vocalists sang their
parts. Wyatt helped guide the high school students in
controlling their characters effectively in order to provide
clear storytelling. Cowden created transitional music material to make scenes flow seamlessly together. She also
introduced instrumental excerpts to serve as an overture
at the beginning of the opera as well as instrumental-only
music for the “fight scene” and the conclusion of the story. Again, the students were presented with choices and
selected music based on what they felt best fit their libretto. Finally, collegiate singers suggested adding wordless
humming to the final scene, which incorporated music
from Mozart’s Requiem. The staging rehearsals included
a significant amount of time rehearsing the “fight scene,”
at which point we included a rehearsal with a stage combat director, Cara Rawlings, who coached the high school
students in how to adapt stage combat techniques for
their Minecraft characters.
Throughout the staging part of the rehearsal, the show’s
main camera view was rehearsed and controlled by a
Virginia Tech student who had previously worked on the
project before graduating. The cameraman used a combination of flying, strafing, moving, running, and crouching
to create different angles throughout the performance.
The cameraman also took advantage of the Minecraft
bow, which zooms in when in use. This was used to
zoom in on characters during longer scenes, such as during the character Lilith’s aria.
5.1 Premiere
The premiere involved five unique characters, one camera player, five student vocalists accompanied by a piano
reduction of aria arrangements, and five production staff
manning the technology. In addition, the production also
relied on a number of Virginia Tech Moss Arts Center
staff members for lighting, rigging, and ushering needs.
The opera was performed twice in front of a standing
room only audience. Performances were also streamed
live via livestream bringing additional 7,810 unique
viewers. A recording of one of the opera livestreams can
be viewed at <http://youtu.be/BCFKgffSdwM>. The

event garnered a considerable amount of attention
through mainstream and online media (e.g.
[28][29][30][31][32]).
5.2 System Performance
Given that the networked system was on its own dedicated Ethernet, network packet latency among different clients was less than 5ms and as such did not play a major
role in overall system’s latency. Pd-L2Ork’s transient
detection did not require complex calculations but did
rely on a generous buffer size. Hence its latency was limited by the audio buffer size which was approx. 93ms
(4096 bytes at 44,100Hz sampling rate), producing a
~10fps mouth animation. Other Pd-L2Ork features, like
camera control and subtitles produced minimal (networkrelated) latency between Pd-L2Ork and the Minecraft
engine, resulting in responsive low-latency video production system. Despite a generously-sized audio buffer for
transient and amplitude analysis which generated largest
theoretical latency, the overall experience did not appear
delayed, in part because its output manifested in a visual
domain.

6. CONCLUSIONS
The project has resulted in an engaging outreach arts
experience for eight high school boys, and two live soldout performances of an opera that concurrently unfolded
both in real and virtual worlds. The performances were
streamed live and viewed around the world and had over
thirty thousand hits in the month following. The ensuing
opera production has received positive acclaim and we
have had numerous requests for a sequel.
Apart from its artistic and outreach impact, the project
bore another deliverable, the Minecraft-Pd-L2Ork hybrid
mod OPERAcraft—a malleable technology whose features enable Minecraft’s in-game facilities to approach
that of a post-produced machinima. Consequently, the
research team envisions the ensuing implementation being appropriate in a broad range of live and postproduction scenarios, beyond its original intent, from
machinima movie-making to theatre. The same also offers interesting opportunities at extending virtual presence and consequently outreach by allowing audience to
engage with the production directly in-game. The existing
mod offers unique opportunities for observers to study
action from their own personalized vantage point in addition to predetermined camera views, paving way towards
more immersive ways of experiencing telematic performances [33]. The same technology also has the potential
to serve as a means of archiving and revisiting past performances in an immersive and easily accessible format.
Although we utilized most of the facilities offered by
the newfound OPERAcraft mod, some features remained
underexploited mainly due to time constraints, leaving
room for further enhancement of future productions. One
of those was multiple camera views that were scrapped
due to lack of adequate rehearsal time. Another produc-
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tion-level consideration includes improved microphone
and vocalist placement to limit cross-contamination between different audio streams and thus preventing false
positives in mouth animations.
Based on the experiences obtained through the OPERAcraft premiere, we also observe the following limitations that will need to be addressed in the near future to
ensure that the mod can continue to scale with newer versions of Minecraft. Namely, the mod in its current state
relies exclusively on the community-driven API based on
the version 1.5.2 that may in the long run limit code’s
upstream compatibility. Some features had to rely on lastminute workarounds, such as inconsistent teleporting that
required two consecutive commands to ensure that both
cameras and the projector have switched positions. In a
production user-specific behaviors were hardwired, limiting ability for the program to be easily applied in different scenarios. In the latest iteration, however, these components have been extracted into separate text-based configuration files and are now user-configurable. The chat
system may require additional filtering to prevent internal
Minecraft notifications on the main camera view (e.g.
“character xyz died”), while also allowing players to chat
among each other without making such messages visible
on the main camera (projector) view. Another shortcoming of the chat-based implementation for custom commands is that clients who may be joining later will not be
able to retrieve preexisting states of players already ingame (as would be the case with telematic visitors/observers who may join in midway through the
play/performance). This is something that will have to be
looked at in the next iteration.
6.1 Obtaining OPERAcraft
OPERAcraft is envisioned as a freely available open
source project designed to promote outreach and education in its broadest sense. The latest iteration of OPERAcraft mod and supporting Pd-L2Ork patches are available
at OPERAcraft’s website [34]. For additional information
on the mod contact technical director Bukvic.

7. FUTURE WORK
Apart from the shortcomings identified in the previous
section, in the coming months the team will look into
further expanding online resources with supporting documentation, with the focal intent of promoting
crowdsourcing further development, including aforesaid
enhancements. Most notably, we are looking to further
broaden the expressive potential of in-game avatars.
We also envision the ability for telematic spectators to
observe production in-game, either by latching onto one
of the camera views or by allowing them to freely explore
action from their own desired angle. While this is technically already possible, we would like to address the
aforesaid challenge of observers who are joining late and
whose client may not have all the up-to-date states for
individual players and/or cameras.

Another desired feature would be the ability to replay
action, which would require logging movement and action data from all in-game players (excluding aforesaid
virtual audience members). This, however, may prove
tricky in respect to non-player characters (NPCs) whose
unpredictable spawning and movement will be difficult to
reproduce without significant alterations to the Minecraft
codebase.
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ABSTRACT
This paper refers to the audiovisual recording, transformation and projection of natural spaces, describing the
technology and methods for capturing panoramic sound
and image, and the technologies and processes involved
in projecting the recorded material through the mobile
immersion environment A.R.T.E. (Artificial Restoration
of Transmuted Environments)1. The project ‘opticacoustic ecology’, coordinated between 2012-2014 by the
TEI of Ionian islands, Greece, involved the seasonal recording of natural outdoors environments, aiming at the
documentation and study of the natural heritage of the
Ionian Sea, and the utilization of current digital technology for synchronized audiovisual capture and projection,
which enhances our experience of the natural environment. During such a process, a number of decisions need
to be made regarding proper planning, choice of field
recording equipment, techniques applied and a series of
problems to be solved. At a later stage, projecting the
material through a mobile immersion platform such as
A.R.T.E. engages combined knowledge in the fields of
mechanical structuring, creative design, audio/visual
processing and projection through specialized software
and hardware. Through the practical experience gained
by the above, a number of conclusions can be drawn regarding the advantages of the achieved enhanced experience through audiovisual immersion, technical issues,
difficulties and potential applications and developments
for future reference.

1. INTRODUCTION
The natural environment of areas such as the Ionian Sea
offers unique natural beauty and a rich variety of opticacoustic elements, which can serve as the basis for artistic
exploration but also as a common ground for interdisciplinary research in fields such as acoustics, biology, information technology, environmental learning etc.
The role of technology regarding the above is very important. The current and continuously developing audiovisual digital media allow us to capture the above eleCopyright: © 2014 Apostolos Loufopoulos et al. This is an open-access
article dis- tributed under the terms of the Creative Commons Attribution
License 3.0 Unported, which permits unrestricted use, distribution, and
reproduction in any medium, provided the original author and source are
credited.
1

Minas Emmanouil
MA, Laboratory Associate
at the TEI of Ionian Islands
minas_e@yahoo.com

Fanis Matagkos
MSc, Laboratory Associate
at the TEI of Ionian Islands
fanismaragkos@yahoo.gr

ments in high detail in order to experience the environment in different time and space, and/or to study it in
detail in the framework of scientific research. Moreover,
it allows for more artistic exploration through new mediums and techniques, and brings new potentialities and
ideas in the development of artistic projects.
A.R.T.E., a mobile prototype platform has been created
-and being developed- to materialize these needs: firstly,
it creates an immersive experience of natural landscapes
via panoramic projection in multiple screens, combined
and synchronized with surround sound to achieve a realistic reproduction. Moreover, this setup can be utilized as
a creative medium offering new formats for experimentation and convergence between arts such as sound/video
art, electroacoustic music, digital photography, VJing,
and possible development in interactive applications
where space, sound and image are combined.
The environmental audiovisual recordings used to materialize these initial ideas (realistic/artistic immersive
reproduction) derived from the Ionian Sea as part of the
“optic-acoustic” ecology project at the TEI of Ionian Islands in Cephalonia, Greece. During this project, selected
areas of the islands of Cephalonia and Zakynthos were
recorded in two different seasons of the year (early winter
- early summer) at the exact spot and direction, using
surround microphones / recorders synced with a system
of multiple video cameras to record the space panoramically. The concept was to create realistic recordings
where one can observe the changes between seasons/areas and natural varieties in terms of sound and
optic content. Artistic creation based on these recordings
was another part of the project, thus a number of audiovisual works (video art and electroacoustic music) were
produced by collaborating artists, through transforming
the material. For the audiovisual projection of the created
content, A.R.T.E. platform was constructed, of which the
specifications were the basis for coordinating the recordings at the early planning of the project.
In the following paragraphs a more analytic explanation
is provided for the outline of the “optic-acoustic ecology”
project, describing the content of the recordings, audiovisual capturing methods and equipment, structuring of
A.R.T.E. and projection issues, and finally, conclusions
that can be drawn so far through the whole process.

http://arte270.com
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2. THE “OPTIC-ACOUSTIC ECOLOGY”
PROJECT
2.1 Project description
“Optic-Acoustic Ecology” is a project under completion
that runs at the Technological Institution of Ionian Islands
/ Department of Sound and Musical Instruments Technology / Section of Applied Technology since early 2012
[Project #D12/MIS35600, EU funded]. The project involves the recording of certain aspects of select ecosystems of the Ionian Islands as a step towards the preservation of the regional natural wealth and consequently as an
advent to promote local sustainable development. Joint
partners in this effort include colleagues from the Ionian
University, Leeds Metropolitan University (UK), the
Managing Organisation of the Ainos Mountain Natural
Park and the Dept. of Environmental Engineers of the
local institute at Zakynthos. At this initial phase, the islands of Kefalonia and Zakynthos (Zante) are merely
considered to be within project scope.
There are two main courses of action, one is the preservation and the other is exploitation. The preservation
work package includes all the actions that stem from the
necessity of preserving the aspects of the natural environment that satisfy a set of criteria such as danger risk
factors or outstanding beauty etc. Actions of this kind
mainly include soundscape recordings, nature filming and
photography shooting. Selected sample noise measurements may also be taken. In terms of exploitation, typical
actions of work include a multimedia database on which
visitors can browse through the collected material (“environmental museum”), a list of audiovisual pieces of artistic work (most of which were composed especially for
the A.R.T.E. platform), as well as an accompanying education course for local schools.
At the time of writing this paper, the project team has
just completed its final task, the Zakynhtos artistic presentation event. The playlist included among others the
audiovisual tetralogy “The Fog” as well “Portrait Z”, an
electroacoustic music synthesis made out of solely Zakynthos sounds. Typical project deliverables have included: (a) the audiovisual samples database (b) a set of
artistic pieces of work produced out of the collected media files like the ones mentioned above (c) performance
of those pieces in special room settings in concerts or
festivals (d) an environmental education course for
schools that engages the related project technology.
In an era where human interaction with the environment
is a major issue of concern and the preservation of natural
and cultural heritage is a central worldwide goal, research
on the acoustic and visual environment is of great interest
and importance. On the Ionian Islands, a region with a
handful of environmentally protected areas, projects like
the one described here are of high value.
The social and economic benefits of such an effort are
considerable, since the generated database of samples
(“digital museum”) will be permanently available to
visitors at the premises of the Technological Institute of

Ionian Islands. Moreover, the environmental course will
serve as a reference point for community actions. Finally,
the research team will actively participate in all publicity
activities, such as organizing meetings , workshops,
information
web
visibility,
etc.
Nevertheless, the immediacy with which a natural "local
product" after receiving technological processing returns
to the local community in the form of an audio or
audiovisual artistic work is remarkable. Additionally, the
blowing aesthetical outcome serves as a redeeming added
value. This whole process is an exportable cultural
product as it moves over to creative paths and pioneering
aesthetics. It can certainly be considered as a globally
applicable recipe. Recognized by the project team is a
range of possible future actions which could be a
continuation of this effort. The extension of the scope to
all areas of the Ionian Sea and the inclusion of
underwater recordings are two obvious future targets.
2.2 Environments
The recorded environments during this project can be
divided in 3 categories:
• Natural environments
• Urban environments
• Heterogeneous environments
Natural environments include protected areas such as the
National Park at Ainos mountain, Cephalonia or the
Natura Park in Zakynthos, and areas of unique natural
beauty such as beaches and caves. Urban recordings
include places in the the towns of Lixouri and Zakynthos,
and heterogeneous environments include a combination
of the above, where nature and human culture are both
present.

Figure 1. Recorded areas in Cephalonia and Zakynthos

2.3 Equipment, methodology and working conditions
Recording in the field can be different and often more
difficult from the usual studio recording procedures.
Apart from having to overcome weather difficulties and
record in high quality, a major issue is designing the recording system with regard to the potentiality of the recorded space as material for utilization at later stages,
meaning that the recording team should early set the recording specifications, depending on the way in which
the audiovisual captures will be finally used, i.e. that the
audiovisual material will be presented through a mobile
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immersion platform such as A.R.T.E.2 Thus, the aims of
the recording team were: (a) to record in high quality
audio and video using digital recording equipment in
range up to 360°, (b) to capture “static” and discreet
“spot” recordings of audio and video simultaneously, and
also individual recordings/sources (audio only – video
only) which would later be useful -during processing- for
a realistic/artistic reconstruction of the space or other
applications, (c) to capture “moving recordings” with
panoramic video and/or audio, giving a sense of movement in one direction in a landscape, or rotating movement based on a central point, and (d), to capture in such
way so as to assist in the final syncing of processed audio
and video material for representing space panoramically.
The above aims were considered for the majority of visited areas, taking into account the factors of mobility and
weather conditions in different seasons.
The audio and video equipment was chosen according
to the following technical specifications:
• Ability to record in professional high fidelity formats.
• Mobile and compact structures.
• Powered both by AC adaptors and batteries.
• Ability to record on SD memory cards for quick and
easy storage.
• Weather-resistant structures in order to records in fields
with extreme weather conditions.

As far as the audio recording techniques are concerned, 3
techniques were used in total: (a) stereo M/S (Mid/Side),
(b) surround Double M/S and (c) the surround microphone Holophone H2-Pro. For each synced recording,
one surround technique (Holophone or Double M/S) was
simultaneously used with the M/S technique. Both M/S
and Double M/S technique needed to be decoded in order
to provide a realistic result regarding the recorded soundspace (both stereo or polyphonic up to 6.1 channels). On
the other hand, Holophone H2-Pro is specifically designed for capturing discrete 7.1 channels, and this is the
reason why there is no need for decoding for reproduction. All these techniques were specifically chosen by the
team in order to test and compare their advantages and
disadvantages during recording/reproduction, and deliver
a variety of alternative captures for the same space, potentially useful in reconstruction and final projection. For
example, sounds captured by Holophone proved very
helpful at later stages, in reconstructing the environment
in a realistic manner, as -when combined with proper
speaker placement- the representation of the recorded
space captured by this microphone is highly accurate. On
the other hand, recordings delivered via the double M/S
technique proved very helpful in artistic representations
and transformations, due to the fact that decoding creates
room for experimentation regarding the virtual dimensions of the projected audio space.

Regarding the above, the following equipment was used:
• Portable audio recording systems: MOTU 896 MK3MacBook Pro-Logic Pro (8-track), Tascam DR-680 (8track), Tascam DR-100 (2- track)
• Microphones: Holophone H2-Pro, Studio Projects
LSD2, AKG C414, 2x Neumann KM184, hydrophone.
• 5x portable digital video cameras (Full HD)
• DSLR photo camera
• Microphone stands and cables, windscreens for microphones.

Figure 2. Double M/S and Holophone H2Pro

The basic methodology that was followed during each
recording session included:
(a) Choice of the exact recording spot and direction, for
pre-selected and pre-visited areas, in accordance with the
instructions of the consultant team, with regard to aesthetic and practical criteria. The team noted the coordinates of the spot for future recordings.
(b) Installation of equipment and testing for proper operation.
(c) Simultaneous recording (2-15 minutes per spot, depending on the content of the landscape) using 2 audio
systems (stereo-surround) and multiple video cameras,
with the use of ‘clapboard’ (audio signal) for synchronization.

2

The recording team consisted of Apostolos Loufopoulos, Minas Emmanouil, Fanis Maragkos, Thanasis Epitidios and a
small group of students from the TEI of Ionian Islands, Department of Sound Technologies and Musical Instruments.

Figure 3. Double M/S surround decoding possibilities:
space reconstruction through microphone angle alteration and speaker separation.

For the video recording the team customized a camera
stand and installed five cameras in such a way as to be
able to record with an angle up to 270°. All cameras recorded video in Full High Definition quality for best reproduction results and quality in processing. The DSLR
photo camera was used for capturing the whole procedure
and photographing the landscape with both single and
panoramic takes.
The above-mentioned equipment and techniques were
used by the recording team in a variety of different and
demanding conditions. From the frozen landscape of the
summit of mountain Ainos to the hot sun and pebbles of
Myrtos beach, near or even into the water, on steep
mountain slopes or in the foggy meadow. The next stage
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was the demanding process of archiving and backing-up
the material, in order to prepare the process of exploitation.
2.4 Realistic and Artistic Reconstruction
The exploitation phase of the project included, in big
part, the reconstruction of environments electronically.
During this process, the recorded material, audio and
video, was synchronized and processed electronically, in
order to create two types of audiovisual environments, or
else ‘re-created’ landscapes:
(a) Realistic approach: ‘real’ landscapes
(b) Artistic approach: transformed environments
In (a) a series of recorded spaces ‘as is’ was produced,
creating a 10-15 minute multimedia presentation for surround sound (5.1) and five video projections (panoramic
view). In this presentation one can observe the changing
environment between different locations of the two islands, and also the transition between different seasons
(winter-summer) for each of the same exact location.
In (b) a tetralogy of works was created (titled “The
Fog”) which can be regarded as “video art” using the
language of electroacoustic music. “The Fog” refers thematically to the winter environments of mountain Ainos
in Cephalonia, and constitutes a first effort to experiment
artistically with the recorded material.

temporal development of sound. Both audio and video
materials have strong references to the locality of the
environment but often carry strong transformations that
lead the projected material to abstraction. A more detailed analysis of the artistic work produced as part of this
project needs to be given individually elsewhere4.
The above presentations constitute altogether a show of
around 45 min in total, which so far has been presented in
art festivals, conferences and educational courses.
For the projection of this presentation to listeners/spectators a projection medium needed to be developed specifically for this material, and thus the A.R.T.E.
platform was materialized as an immersion space, to
complete the initial idea.

3. A.R.T.E.: AUDIOVISUAL IMMERSION
PLATFORM
3.1 Specifications
A.R.T.E. combines panoramic video projection with 5.1
surround sound. For the video projection a 9m x 1m cylindrical screen is used, consisting of 5 separate adjacent
parts, each 1.80m x 1m, made from flexible material
(PVC), which attach on a circular metallic frame. Projection on this cylindrical screen is achieved by 5 LED projectors, placed around the ceiling of the installation at
2.40m height, and projecting each on one of the 5 separate screen parts. For the projection of sound within the
space of this installation 6 loudspeakers are placed in a
typical 5.1 arrangement.

Figure 4. Realistic and transformed landscape (virtual
preview of panoramic projection).

The elaboration of audio involved mixing in surround
(5.1) and creating a virtual musical space via the transformation of sounds from the main projected landscape(s)
in combination with a number of other sound-sources and
sound-shapes3. Video was elaborated together with audio
in many cases (mixing phase) and interestingly it was
often ‘cut’ following the musical form -since the producing artists are mainly music composers- thus creating an
interesting audiovisual structure, where image follows the

Figure 5. A.R.T.E. audiovisual setup: placement of
loudspeakers and projectors.

As shown in the above Figure, each projector projects the
image onto the opposite side of the screen, on one of the
five parts. The projected image adjasts with the image
from the next projector an so on, giving a total panoramic
field of 270 degrees, which together with the surround
sound allows for a panoramic audiovisual projection
4

3

Sounds recorded individually i.e. human interactions with the
environment, isolated sound-sources (“focused” recordings) and
electronically generated material.

A preview of the above is given online
(http://arte270.com)in stereo sound and panoramic
video on single screen.

- 239 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

around the visitor. For recorded spaces this creates a
realistic impression and assists in the immersive
experience of the projected recordings. To achieve the
best possible results regarding this experience, the whole
installation is covered with light-blocking surfaces, to
isolate the visitor from external light and engage his/her
attention in the projected audiovisual material.
The construction is mobile and light. The synchronized
projection (audio and video) is driven by a central
computer with an audio interface of multiple audio outs,
and video interface(s) with multiple video outs as well.
The projection format for the initially recorded material is
16:9 720p (HD) for each video projection and
24bit/48KHz for the surround sound.

Figure 6. A.R.T.E. structure: exterior and interior view.

3.2 Audiovisual Synchronization and Playback
A.R.T.E. is designed to project a maximum of 5-channel
video, together with multi-channel audio playback in
variable formats (mono, stereo, 2.1, 3.1, quad, 4.1, and
5.1 surround). In order to achieve that, A.R.T.E. uses
“Millumin”,
software
developed
by
Anomes
(http://www.anomes.com), as its main playback engine.
Millumin tools solve two major issues in A.R.T.E. applications: audio/video synchronization and distorted videoimage correction through video mapping.
3.2.1 Millumin and A.R.T.E. applications
Millumin is a software especially designed for use in
multi-projection systems, with multi-channel audio playback. It is able to handle several types of video and audio
formats, as well as live sources, organize them in layers
and compositions, and play them back through the discrete outputs of the system. Moreover, it offers several
editing and automation tools that help you tweak in detail
different aspects of the show. However, one of the most
important tasks in Millumin is video mapping, a technique used for projecting an image on a non-flat surface,
at several (especially non-vertical) angles (Figure 7).
Thus, A.R.T.E. uses Millumin to overcome all the problems generated by the nature of its complex applications
and build technically correct and well-presented shows.

More precisely, a default A.R.T.E. project in Millumin
consists of:
• A working environment of 5 screens with total resolution of 9600x1080 pixels (5x full High Definition)
• 5 discrete video tracks/layers, each one assigned to a
different screen
• 6 tracks of audio for 5.1 surround support
It is important to mention here that computer’s performance is significant for choosing the appropriate file format for each project, since large formats may reduce system’s stability and cause serious problems, like unsynchronized playback. And although Millumin supports a
large variety of formats, Photo JPEG is recommended for
better playback. At the current installation A.R.T.E. runs
a 6400x720 pixels project (5xHD) along with surround
5.1, 48kHz/24bit audio.
However, as mentioned above, A.R.T.E. projects on cylindrical screens and the projectors used are placed on the
top of A.R.T.E basis, which creates a wide projection
angle. This fact would downgrade every show presented
in A.R.T.E., technically and aesthetically. Thus, the best
solution on this problem is the video mapping tools of
Millumin.
Millumin provides an extended video mapping environment, with plenty of tools and capabilities. In
A.R.T.E. a projection of a 144 (16x9) correction points
grid is used as the map on which the image corrections
are made. These points create a pattern of squares (grid)
and if they move relatively to each other until the grid
appears flat, then the projection on that screen is corrected, free from any distortions (pic.x). Millumin’s video
mapping tools can work in great detail and the number of
correction points can be increased far from what is used
in A.R.T.E. Nonetheless, video mapping is a hard and
time consuming procedure so, the grid should be as detailed as needed and the number of points must be as low
as possible. In addition, video mapping data are saved on
each project, so, in the case of A.R.T.E., due to its stable
construction, a default project is always used as start for
correcting and finalizing the projections.

Figure 8. Video mapping A.R.T.E. screens in
Millumin.

3.2.2 A.R.T.E. Development issues

Figure 7. A correct (left) and a distorted/angled projection (right) on a flat surface.

Designing an instalation with specifications like A.R.T.E
can be a very complex work and the designing team came
across several issues concerning the construction and the
overall performance. The most important of these issues
are listed below:

- 240 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

(a) Designing a stable frame, while keeping the mobile
character of the installation and looking good!
(b) Finding a suitable material for constructing the
projection screens. This material should have a good
projection surface and be easily packed and transfered.
At this time, A.R.T.E. uses 2mm thick white foam PVC
but still there is a great research by the team on this issue.
(c) Blocking the outcoming light while preserving proper
ventilation and comfortable conditions for the visitors.
(d) Reducing the inner sound reflections caused by the
screen surfaces. This is a very important issue as it alters
the timbre of sound played inside the installation. To
solve this, the speakers were placed on the floor with an
angle towards up. In addition, some sound absorbing
material will be placed in key positions inside A.R.T.E.
(e) Computer system limits: this was the most difficult
problem the team had to face. Finding the appropriate
format that would match good video/audio quality and
system stability, using just one computer was a great research field. There were options for using more computers, running multiple copies of the software in sync, but
the mobility factor plus the lack of time code syncing in
Millumin led to a single-computer solution for A.R.T.E.
at this stage.
Finally, it is important to say that the development team
works on transferring the idea of A.R.T.E. in a larger and
even a smaller scale.

4. CONCLUSIONS
Through a multimedia representation, such as via an immersion platform like A.R.T.E., new achievements and
possibilities regarding perception and evaluation of natural and cultural heritage can be highlighted:
(a) A realistic representation of the actual space, now
more accurate and detailed, allows for easier and more
proper appreciation of the environment in different space
and time.
(b) A wider and more informative capture may assist in
preserving a wider variety of elements of our environment and human culture, as a heritage for future generations.
(c) New formats and combined projection media enhance
artistic expression and bring new ideas for artistic creation and convergence between different arts and genres.
(d) Through the artistic transformation of the environment with such media, new culture is born and developed, where nature creates culture in new forms, with
strong reference to the natural world.
(e) The possibility of virtually ‘reconstructing’ an environment in an immersion space -or a number of environments, different seasons etc- creates new applications in
the field of education (environmental learning).
Future ideas include:
(a) The possibility of networking through such audiovisual representations (i.e. as ‘portals’ for visiting different
spaces virtually) can bring together different cultures and
societies and may highly assist in cultural promotion of
important areas (museums, archeological areas etc)

(b) With the addition of interactivity and navigation control, new possibilities may emerge regarding applications
such as video games and simulators, where immersive
navigation through spaces is highly important.
Recording and preparing the material are determining
factors for materializing successful projections such as
the above. Throughout the described project, the valuable
experience gained through the recording phase sums up
in a few interesting facts that can be highlighted as well:
(a) The choice of recording methods determines the result, which should be considered as a guide for proper
planning. Thus, as a fundamental principle in sound recording, the choice of microphones and recording techniques should be targeted to the desired utilisation, i.e.
realistic or artistic sound representation as in the case
described in 2.3.
(b) The choice of mobile recorders against computedbased systems in field recording may bring mobility and
solve many technical issues but may cost in quality. In
this case one should decide over these issues already during planning and testing.
(c) Testing and technical preparation is very important.
Not only for the above-mentioned reason, but also since
field recording often involves hard weather conditions,
under which the equipment should be tested for proper
operation prior to recording. During the early stages of
the above-mentioned project pilot recording research was
required to assist in proper planning, where preliminary
recording sessions were conducted to ensure proper recording and familiarize with recording conditions and
problems that might occur.
(d) Relationships are very important! As it has proven,
recording in demanding conditions for long hours can be
exhausting and may generate tension, a lot of which can
be avoided if members of the recording team are willing
to collaborate in order to achieve their tasks.
(e) Another important relationship here, one of ecologic
importance, is the relationship between the humanrecorder/observer and the natural environment (i.e. landscape or soundscape). This relationship can be developed
during the recording process, where the human visitor
should respect and acclimate to the natural environment
in order to achieve the best recording results5. Also, for
the artists/recordists this is the phase of developing sentimental links with the captured material (as immersing
into the real world, gaining strong inspirational memories
through senses), which are very important for the later
stages of artistic creation.
The continuous development of audiovisual technology
allows increasingly for realistic capturing, exploring, appreciating and evaluating the environment around us.
This can gradually lead to more ecological awareness
5

During recording sessions in natural environments with living
organisms (insects, birds) such as the landscapes found on
mountain Ainos, it has been especially evident that proper recording required for the human team to stay quite and relatively
still for a short period before recording, as to allow for the landscape-soundscape to return to its normal state.
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regarding our living environment, natural and cultural,
where art and technology may constitute a solid ground
for the development of this relationship. The project ‘optic-acoustic ecology’ at the Ionian Islands and the
A.R.T.E. platform constitute efforts to materialize and
explore the potential of the above mentioned ground,
depending on the possibilities offered by the current
audiovisual media, and through the new ideas and potentialities that emerge via their continuous development.
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ABSTRACT
The MPEG-1 or MPEG-2 Layer III standard, more commonly referred to as MP3, has become a nearly ubiquitous digital audio file format. First published in 1993 [1],
this codec implements a lossy compression algorithm
based on a perceptual model of human hearing. Listening
tests, primarily designed by and for western-european
men, and using the music they liked, were used to refine
the encoder. These tests determined which sounds were
perceptually important and which could be erased or
altered, ostensibly without being noticed. What are these
lost sounds? Are they sounds which human ears can not
hear in their original contexts due to our perceptual limitations, or are they simply encoding detritus? It is commonly accepted that MP3's create audible artifacts such
as pre-echo [2], but what does the music which this codec
deletes sound like? In the work presented here, techniques are considered and developed to recover these lost
sounds, the ghosts in the MP3, and reformulate these
sounds as art.

where the gains from a higher fidelity format would be
clearly perceptible. This lossy compression codec has
thus come to dominate unanticipated listening spaces.
Despite its heralded performance in listening tests, the
MP3 compression codec does generate audible artifacts
and remove perceptible sonic information. MP3 encoding
relies primarily on masking curves, used to calculate frequency and temporal masking [10]. By adjusting masking
thresholds, more or less information can be removed from
the uncompressed audio depending on the desired target
file size. At low bit rates, due to sample rate reductions
and low pass filtering, frequencies from the extreme
edges of the human hearing range are further attenuated.
For example, white, pink, and brown noise, when compressed to the lowest possible MP3 bit rate [6], sound
very different from the original random signal.

1. TECHNICAL BACKGROUND
The MP3 standard, designed in the early 1990's by the
Moving Pictures Experts Group, has become an interesting object of critique in contemporary technology studies
[3]. How a standard which subtly reduces the audible
quality of sound files has remained in place, despite
massively increased bandwidths and storage capacity is
impressive, and highlights the foresight (and fortune) of
the format's creators. Due to a complex combination of
market and social factors, the majority of music listeners
today continue to prefer a standard which optimizes the
download times and storage capacity of their audio
devices [4]. These are often portable machines such as
the iPod, on which much listening occurs in noisy environments (gyms, subways, city streets) through (often
cheap) ear bud headphones and inexpensive preamplifiers. The loss of fidelity from these external factors, along
with the cleverness with which MP3s are coded, a socialization to the sound of MP3 files, and other factors have
obviated the need for an upgrade to higher fidelity
formats for most end users [5].
Regardless, the MP3 is not always the most appropriate
format for a given task, and a critical evaluation of the
technology and its limitations is warranted. Many listeners today listen exclusively to MP3 files, even in settings
Copyright: © 2014 Ryan Maguire. This is an open-access article distributed under the terms
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Figure 1. White, Pink, and Brown Noise - Uncompressed WAV.

Figure 2. White, Pink, and Brown Noise - 8kbps MP3.
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In comparison, low-frequency sine tones sound quite
good as an MP3 encoded at 320kbps MP3. Still, some
material has been left behind– acoustic information which
is mostly unheard in it's original context.

2. GHOST HUNTING
In seeking to capture the sounds lost to MP3 compression
there are multiple possible approaches that seem theoretically feasible. From a simple technique such as phase inversion to something as complex as developing a new codec– the inverse mp3, if you will. The approach I will detail here falls somewhere between these two.
I have opted to work in the frequency domain as opposed to the time domain in the experiments outlined below. Attempts at achieving a similar result with the time
domain signal have been unsuccessful. I speculate that
this is due to quantization and phase estimation differences between the MP3 and the original uncompressed
audio, leading a time-domain phase inversion algorithm
to be insufficient for the task at hand.
Working in Python and using the Bregman, pyo, and
pydub libraries, along with the LAME MP3 encoder, I
begin with an uncompressed WAV file and save it as an
MP3 file, 128kbps in this example, which sounds quite
similar to the original.

Figure 3. Sine Tone Chords – Uncompressed WAV.

Figure 6. Tom's Diner – Verse 1 – Uncompressed WAV.

Figure 4. Sine Tone Chords – 320kbps MP3.

Figure 7. Tom's Diner – Verse 1 – 128kbps MP3.

I then take the Fast Fourier Transform of both files, first
saving the now compressed MP3 in the same uncompressed format as the original so that the two can be directly compared. In my implementation, I have used both
the STFT and constant-q transform for this step, though
the discrete cosine transform or other transforms could be
used as well. With both sound files now represented as

Figure 5. Sine Tone Chords – 320kbps MP3 “Ghost”.
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adjacent time-frequency matrices, I compare the two
files, bin by bin, taking the differences.
Where the two files are the same or similar, the information in the original audio has been largely preserved in
the MP3. However, corresponding time-frequency bins
which differ significantly between the two files betray
spots where information has been altered or deleted.
Where this is the case, we can store the difference
between these two files in a new array of equal size to the
originals.
Two possible ways forward emerge here: we can either
resynthesize the new matrix directly using an inverse
transform or, we can zero the corresponding bins in the
original uncompressed file where the difference is null or
near-null, i.e.- using the MP3 as a mask on the original
file. In the work here, I have utilized both techniques to
provide a variety of sonic material with which to compose. The sonic differences between these approaches is
discussed below.
Each approach returns distinct, though related, sounds.
What's more, in both cases, the STFT and inverse STFT
involve phase estimation, and different ways of handling
this also lead to slightly different results. Other variables
include altering the bit and sample rates, and of course
the various transform settings such as hop size, window
size, etc. Worth noting is that 96 & 128kbps MP3's were
used as the "high quality" controls in the original listening tests, while 64kbps were used as "low quality" [4].
In the compositional work detailed below, I have utilized the more recent 320 kbps standard for aesthetic reasons. Higher bit rates generated less information, however
the material which is acquired is generally more distinct
from the original sound file than the material acquired using low bit rate MP3's. The reason for this is simple– low
bit rate MP3's delete more of the original audio file and
thus, these artifacts more closely resemble the original
sonically. Higher bit rate MP3's erase less content and
this material is thus noticeably different from the original
file, being only a carefully curated fraction of the original
content.

3. ARTISTIC BACKGROUND
As previously stated, the MP3 codec was refined using
listening tests designed by and for primarily white, male,
western-european audio engineers and featuring the music they chose. In a sense, each of these songs acts as a
resonant filter for every file encoded in the MP3 format.
Tom's Diner by Suzanne Vega, Fast Car by Tracy Chapman, a Haydn Trumpet concerto... these songs carved out
the space of sounds that could be successfully encoded as
MP3's. To that end, these songs represent a kind of best-case scenario for an MP3 encoding. If anything can be
encoded well by this format, it should be these files. And
yet these files still leave a residue behind when encoded
to MP3. Exploring these sounds helps to define a boundary case for MP3 salvaging.
Further, if the perceptual model on which MP3 encoding is based is to be taken at face value, then these lost
sounds are sounds which human ears should not be able
to hear in the first place. Thus, by finding the “ghosts” in
the MP3, we are finding not only the sounds which are
deleted by the encoding process, but also uncovering
sounds which previously could not be heard in their original context. The MP3 codec becomes a type of sonic-archeological tool by which we can uncover sounds
from recorded history which exist acoustically in recorded media but previously were inaccessible to our perception due to the limitations of our auditory systems.
These concepts exist at the intersection of ideas from
both glitch and plunderphonics. Glitch artists focus on digital noise and mechanical error as the substance of their
compositions [7]. In contrast, this project examines the
negative space of MP3 compression, rather than focussing directly on its sonic artifacts. Further, by salvaging
and reworking material from popular culture, this music
joins a lineage of sounding art offering cultural commentary, such as John Oswald's famous Plunderphonics project [8], and more recent mash-up culture [9].

4. COMPOSITIONAL TECHNIQUES
4.1 moDernisT
As a preliminary foray into codec ghost composition, I
am creating a series of pieces based on the songs used in
the original MP3 listening tests. As a preliminary, I'd like
to briefly discuss my treatment of Tom's Diner. I begin by
analyzing the song structure, interpreting the music and
text, and I then attempt to arrange the most interesting recovered material via this framework. A case study of the
techniques I've used in two verses follows.
4.2 Verse One – The Diner
The first verse finds the narrator in a bustling diner, making observations about her environment. The focus of this
text is external to it's author, as opposed to later verses
which exist in a more subjective, internal space. By using
the lost information as both a mask on the original sound

Figure 8. Tom's Diner – Verse 1 – 128kbps MP3
“Ghost”.
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file and by resynthesizing directly, I was able to isolate
both clear, pitched content and more ephemeral transient
signals. By varying the masking threshold, experimenting
with different window and hop sizes, and by either attempting phase estimation or simply discarding all phase
information from the original signal, I was able to generate a fairly wide variety of material. Sifting through numerous slight variations on the two basic kinds of material, pitched and transient, I narrowed my focus to a collection of reconstructions which sounded either whisper-like
or which offered pointillistically distributed pitches.
Using the python library headspace, and a reverb model
of a small diner, I began to construct a virtual 3-d space.
Beginning by fragmenting and scrambling the more transient material, I applied head related transfer functions to
simulate the background conversation one might hear in a
diner. Tracking the amplitude of the original melody in
the verse, I applied a loose amplitude envelope to these
signals. Thus, a remnant of the original vocal line comes
through in its amplitude contour.
Having constructed this background, prominent pitches
from the original melody appear and disappear, located
variously in this virtual space. These ephemeral sounds
hint at a familiar melody, playing with aural memory and
imagination, a flickering apparition hovering at the border of consciousness.
4.3 Verse Five – “I am thinking of your voice...”
The fifth verse finds the narrator in a very different psychological state. Instead of buoyantly attending to the
activity of the room, she is lost in thought, remembering.
Accordingly, I have given this material more space. It is
less fragmented, the constant background conversation
has receded, the virtual space has drawn closer, it feels
more internal than external. Key phrases and snippets of
the melody emerge more clearly. When the outro arrives
the familiar melody is once again obscured, replaced by
mere hints at its former presence. We hear mostly transients, but internally we might fill in the rest.

5. FUTURE DIRECTIONS
Moving forward, I am planning a series of related compositions. First, I plan to explore the songs involved in
the listening tests more deeply, both horizontally and vertically, by delving further into the sound world opened up
by Tom's Diner, but also crafting new works from the other listening test songs. Following this, I envision working
with newly created material to highlight even more explicitly the filtering effect of this codec, and it's relation to
the approximations involved in our own auditory perception.
The songs used in developing the MP3 codec are notable for what they are not: they are not music from other
cultures, not hip-hop or dance music, nothing with prominent low frequencies, nothing particularly noisy, no outright aggressive sounds, nothing lo-fi. Rather, these
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sounds have been broadly institutionally accepted and
conform to accepted standards of production and recording technique [4]. As MP3's have invaded more and more
contemporary listening spaces, the class of privileged
sounds which the format inadvertently creates has become more apparent. Originally developed for suboptimal
listening environments, MP3's are now heard everywhere,
at home, streaming in stores and public spaces, over highfidelity car stereo systems. This format has become a curator for these spaces: allowing in a great deal of wonderful sound, yes, but at the exclusion of a vast territory in
the available sonic terrain. Composing with these sounds
and injecting them back into contemporary listening
spaces is one possible act of resistance, one available
mode of cultural critique.
While the format is indeed based on a perceptual model of human hearing, this model is only an approximation.
Many of the sounds deleted by MP3 encoding are indeed
sounds that we would not hear in context. I submit that
these sounds are nonetheless interesting for precisely that
reason. This process reveals to us sounds that we would
not otherwise hear due to the limitations of our perception. This is not the whole story though. We perceive
sound not only through our ears but also through our bodies, especially when experiencing low frequencies as the
mechanical vibrations that they are. The perceptual model
is thus incomplete to begin with in that it equates the experience of sound with hearing only, when we know it a
priori to be more than that. Further, it would be folly to
assume that the implementation of the perceptual model
used in MP3 encoding is in all cases perfect even given
its limited premises, and a simple examination of the literature on listening tests, or even a simple experiment
with ones own perception, reveals these shortcomings.
Thus, the ghosts we find here are also sounds that are
taken from us in the current sonic culture which values
MP3's above all other formats and modes of musical dissemination. We thus draw attention to the limitations of
this ubiquitous format and hope to point towards a day
when we will not have to sacrifice sonic information in
the interests of limited bandwidths and storage capacities.
There are various technical areas related to this work
which are open territory for exploration: from developing
an MP3 negative-space codec (an "anti-encoder") to exploring the idea of anti-filtering and anti-processing more
generally, we might develop new tools to explicitly explore the sounds which our most commonly used techniques preclude. Further, we might develop real-time implementations of these effects. I have recently begun development of both real-time MP3 and Anti-MP3 filters.
Numerous approaches are possible here and could lead to
interesting new audio plug-ins and compositions based on
these sounds. Finally, one might consider using a similar
approach as this to uncover previously inaccessible
sounds in the history of recorded music– sounds which,
due to our perceptual limitations, might only be accessible now.
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6. CONCLUSIONS
In conclusion, composing with MP3 files is an attempt to
derive interesting material from lost sounds– sounds that
we either can not hear otherwise or which have been
filtered out of our contemporary listening spaces by technologically imposed perceptual models. As a composer,
MP3 ghosts are difficult to predict and provide exciting,
externally generated material to react to and work with,
while not limiting the freedom of the artist to arrange, alter, and interpret these sounds. With the entire history of
recorded music at our digital fingertips, the possibilities
for exploration are immense.
Investigating a particular format for its aesthetic possibilities is inspired by musics built around previous technologies- "tape music", for example. I see "format music" as
a contemporary analogue of these practices. Through
questioning and exploring the limitations of the technologies with which I find myself intertwined, I hope to gain
new insights into the limitations of my own perception
and into what it means to be a composer, music enthusiast, and participant in sonic culture.
Audio Examples can be found
http://theghostinthemp3.com.
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ABSTRACT
The rhythmogram is the visual output of an algorithm
developed by Todd and Brown which is characterised as
a “multi-scale auditory model” consisting of a number of
stages that are meant to emulate the response of the lower
levels of the auditory system. The aim of the current
study is to continue the author’s SIAM approach of employing a cognitive model, in combination with signal
processing techniques, to analyse the “raw” audio signal
of electroacoustic music works, and more specifically, to
depict time-related phenomena in a visual manner. Such
depictions should assist or enhance aural analysis of,
what is essentially, an aural artform. After introducing the
theoretical framework of the rhythmogram model, this
paper applies it to a detailed analysis of a short segment
of Normandeau’s work called Spleen. The paper then
briefly compares rhythmograms of the entirety of Normandeau’s related works Éclats de voix, Spleen and Le
renard et la rose. The paper concludes that rhythmograms are capable of showing both the details of short
segments of electroacoustic works as well as the broader
temporal feature of entire works. It also concludes that
the rhythmogram has its limitations, but could be used in
further analyses to enhance aural analysis.

1. INTRODUCTION
While undertaking a recent analysis of Jonty Harrison’s
electroacoustic musical work, Unsound Objects [1] the
initial phase involved analysing the acoustic surface to
identify sound objects. The next phase required an examination of relationships between sound objects, giving
rise to the following question: What propels the work
along from moment to moment, section to section, scene
to scene? To help answer this question, I observed that an
increase in sonic activity seems to elicit expectation in
the listener that an important event is about to occur.
There is a build up in tension that seems to require a release the longer the build up goes on. But how can we
measure something I have called “sonic activity” and,
even better, how can we display sonic activity in a way
that is meaningful?
A follow-up paper [2] took the discussion further, in
order to expand and refine the author’s SIAM (SegregaCopyright: © 2014 David Hirst. This is an open-access article dis- tributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.
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tion, Integration, Assimilation and Meaning) framework
for the analysis of electro-acoustic music [3]. Clearly
there was a need to expand the SIAM framework to consider the temporal dimension of an electroacoustic musical work in much more detail.
That follow-up paper outlined several methods for determining sound event activity. Beginning with the use of
spectral irregularity [4] as a surrogate for activity, the
paper then moved on to employ and compare various
sound onset algorithms, which make use of a variety of
permutations of inter-onset time (the time between the
start of events). In terms of automating analysis, the raw
inter-onset time plot is very effective in identifying sections in a long musical piece, while the inter-onset rate
(events per second) does provide a measure of active versus inactive depiction for various passages in a long
piece. The paper concluded that the next step in this work
is to test the measurement of activity, and even more detailed rhythmic elements, in other works, especially more
rhythmical pieces.
The aim of the current work, which this paper documents, is to continue the SIAM approach of employing a
cognitive model, in combination with signal processing
techniques, to analyse the “raw” audio signal, and more
specifically, to depict time-related phenomena (beat,
rhythm, accent, meter, phrase, section, motion, stasis,
activity, tension, release, etc.). Such depictions should
assist or enhance aural analysis of, what is essentially, an
aural artform.
After an extensive literature search, the use of the
“rhythmogram” in the analysis of speech rhythm, and the
analysis of some tonal music, seemed to fulfill the requirement of a cognition-based method that uses an audio
recording as its input signal to produce a plot of the
strength of events at certain time points. While not being
a “cure-all” for time-related organization within electroacoustic works, it seemed to show some promise within
this realm.

2. THE RHYTHMOGRAM
The rhythmogram has been thoroughly described in Todd
[5] and Todd & Brown [6]. Todd based his model on the
visual edge detection work carried out by Marr [7], and
Todd characterised his model as a “multi-scale auditory
model”. Consisting of a number of stages that are meant
to emulate the response of the lower levels of the auditory
and nervous systems, the first stage is a transfer function
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of the outer and middle ears, approximated by a high pass
filter. The basilar membrane is modelled by a bank of
gammatone filters, and each cochlea channel is processed
by the Meddis [8] inner hair cell model, which outputs
the auditory nerve firing probability. The second stage
pools the auditory nerve response across frequency and
passes it to a multi-scale Gaussian low-pass filter system.
In practice, the Guassian filters use a polynomial approximation. The last stage looks for peaks in the low pass
response or zero-crossings of the first derivative of the
response. Peaks are then summed and plotted on a time
constant (corresponding to each frequency channel) versus time graph. This representation is referred to as a
“rhythmogram”. Figure 1 shows Silcock’s schematic [9]
for the Todd and Brown version of the model.

1

Figure 1. Rhythmogram algorithm .

An example of a rhythmogram is shown in figure 2. It
is the output of one of the tests carried out in calibrating
the software (see below) and shows a rhythmogram for a
repeating pattern of three short 50ms tones, followed by a
550ms period of silence, lasting 7 seconds.

1

Diagram is reproduced from Silcock (2012) p. 11, and is a variation of
the figure by Todd and Brown (1996) p. 257.
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Figure 2. Rhythmogram for a repeating pattern of three short
50ms tones, followed by a 550ms period of silence.

Todd points out that the attraction of the rhythmogram
is that it has some similarity to the familiar hierarchical
tree diagrams of Lerdahl and Jackendoff [10]. Further,
although there is not the space to go into detailed discussion here, Todd and Brown’s model takes into account an
auditory sensory memory consisting of a “short echoic
store” lasting up to about 200 to 300 ms and a “long echoic store” lasting for several seconds or more2. Each
“cell” (or filter channel) detects peaks in the response of
the short term “memory” units. The sum of the peaks is
accumulated in a simplified model of the “long echoic
store”. An “event” activation is associated with the number of memory units that have triggered the peak detector
and the height of the memory unit responses. Thus, as
Todd states: “Temporal integration relates to the growth
of loudness with time. This is modelled as the increase in
total neural activity associated with an event, which can
be done by simply summing the peak responses of the
memory units.”3
The rhythmogram model not only detects onsets of
events, but it can represent rhythmic grouping structures,
influenced by a number of factors. The most fundamental
of these is “temporal proximity”, from which, rhythmic
grouping of a sequence can be determined from relative
interonset times. Changes in rhythm, or other phenomena,
such as meter, can be inferred where there are contrasts,
accents or varied articulations present in the signal: i.e.
long-short; loud-soft; legato-staccato.
By changing the analysis parameters, the algorithm can
“zoom in” and focus on short-term rhythmic details, or
“zoom out” and provide a representation of entire sections, or complete structural diagrams for entire works,
with similarities to the generative grammar tree diagrams
of Lerdahl and Jackendoff. Both of these levels of focus
have been explored in the current study.
While this algorithm only attempts to model the auditory system, on its own, to make rhythmic inferences, Todd
does attempt to make a link with the sensory motor system with regard to limb motion (foot tapping) and whole
body motion (body sway) to speculate on how these may
influence both meter and phrase perception.

2
3

Todd (1994) pp. 34-35.
Todd(1994) p. 39.
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3. EXPERIMENTAL METHODOLOGY
This study utilises the MATLAB code written by Guy
Brown, and adapted by Vincent Aubanel for the LISTA
project [11]. This code makes use of the fact that it is
possible to increase the efficiency of the computation and
still obtain a useful, meaningful rhythmogram plot by
using a rectified version of the input signal directly, i.e.
bypassing the Gammatone filterbank and inner hair cell
stages4.
3.1 Testing
Code testing used the same four tests as that were used by
Silcock [9] in his real-time Pure Data (Pd) version. Each
of the tests used the same analysis parameters. These parameters are critical in determining the level of focus
desired in each application of the analysis procedure.
Todd calls these “unit parameters”, and, as short segments of sound were to be tested (seven seconds in this
case), the following parameters were used: number of
filters 100; minimum time constant 15ms (shortest window); maximum time constant 500ms (longest window);
rhythmogram sampling frequency 1000 Hz (can be
down-sampled from audio rate as we are only interested
in rhythms). In this Brown and Aubanel implementation,
the filters are spaced linearly, whereas both the Todd and
Silcock versions use logarithmic spacing.
Four tests were carried out using repeating patters over
seven seconds:
1. 250ms sine tones (440Hz) repeated at 1000ms
intervals.
2. 500ms sine tones repeated at 1000ms intervals.
3. 150ms sine tones every 500ms.
4. A more complex pattern consisting of three
50ms tones, each separated by 50ms silence,
programmed to repeat every 800ms.
The first three tests resulted in rhythmograms consisting
of vertical spikes at the expected regular time intervals.
The fourth test produced the pattern shown in figure 2.
We can not only observe the pattern of three repeated
spikes, but there are also accumulated, larger, spikes at
the secondary 800ms period. Perhaps this could be interpreted as the basic beat.
These tests basically replicated the Silcock results, but
with slight variations based upon the use of a more simplified algorithm.
3.2 Temporal Analysis of Electroacoustic works
The electroacoustic works chosen for analysis are collectively known as Robert Normandeau’s Onomatopoeias
Cycle, a cycle of four electroacoustic works dedicated to
the voice. The Onomatopoeias Cycle consists of four
works composed between 1991 and 2009, which share a
similar structure of five sections and are of a similar duration of around 15 minutes. The works have been documented by Alexa Woloshyn [12], and Normandeau himself, in an interview with David Ogborn [13].

Two types of analysis were performed. The first is a detailed rhythmic analysis of a short segment of one of the
works. The second analysis zooms out to examine the
formal structure of three pieces in the cycle and make
comparisons.
The work chosen for detailed rhythmic analysis was the
second work in the cycle called Spleen [14]. This work
was chosen as it has a very distinctive beat in various
sections and it is slightly unusual for an electroacoustic
work in that respect. The first section is called musique et
rythme (Music and Rhythm) and, after an initial burst of
accelerating activity, the piece settles into a rhythmical
segment with a seemingly regular beat. This was the
segment chosen for detailed examination and it consists
of a segment of about 13.47 seconds duration, lasting
from 9.25 seconds into the work until about 22.72 seconds5. Results and observations are detailed in the next
section.

4. RESULTS AND OBSERVATIONS
4.1 Detailed analysis of a short segment of Spleen
Figure 3 shows a rhythmogram for the 13.5 second segment of musique et rythme from Normandeau’s Spleen.
The X-axis is time (in secs) and the Y-axis is filter number (from 1 to 100). The test parameters were:
• Rhythmogram sample frequency: 1000 Hz
• Minimum time constant 10 msec
• Maximum time constant 500 msec
• Number of smoothing filters: 100
• Spacing of filters: linear from .01” to .5”

Figure 3. Rhythmogram for 13.5” of musique et rythme from
Spleen.

Some initial observations that we can make are that the
vertical spikes occur at quite regular time intervals, and
that there are four or five different height levels at regular
intervals.
Labelled as ‘A’ in figure 3, the tallest spikes correspond
with a “low thump”, somewhat like a bass drum. Using
these spikes we could even infer a tempo from their regularity. From around 2 secs to 12.7 secs, a time-span of
10.88 secs, at about filter #27, there are 12 spikes which
are almost equally spaced at about 0.907 secs per spike,
which could possibly equate to a tempo of around 66.17
beats per minute.
5

4

The first two mins of musique et rythme can be heard via the link on
the electrocd site: http://www.electrocd.com/en/cat/imed_9920/

See Todd (1994) “Appendix A.3.3 Input” p. 65.
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Labelled as ‘B’ and “soft low thumps” in figure 3, these
softer peaks (B) are interspersed between the louder
peaks (A) and are equidistant.
At about one second, a loud vocal “yow” shout enters
just after a low thump, and from their two stems they
seem to combine together into a higher order response,
lending weight to this significant structural point. At
about 3.7 secs, the vocal “yow” is repeated, but smeared
out slightly in time. Another vocal “yeow” sound peaks at
6.3 secs, but it has been further smeared in time and is
about 0.5 secs long. It precedes the “low thump” sound
(at 6.3 secs), but is timed to reach its peak to coincide
with the low thump (refer to the annotations on figure 3).
A further “yeow” vocal sound peaks at 9.1 secs, coinciding with a thump beat, but it begins at 8.5 secs, has a
longer duration of 0.6 secs, and it now begins with an
amplitude modulation as a decoration and variation. Yet
another “yeow” begins at 11.1 secs and ends at 11.8 secs,
coinciding with a thump beat. This instance of the vocal
“yeow” exhibits even more amplitude modulation than
the previous one. The amplitude modulation is represented on the rhythmogram as the small repeating peaks evident for its duration.
We could summarise our observations so far as : There
is a rhythmic background of regular beats, consisting of
low thumps, arranged in a hierarchy with softer low
thumps interspersed. The “tempo” is around 66 bpm (or
132 bpm, depending how you want to count it). An implied duple meter results from the loud-soft thump beats
alternating.
Against this regular background is a foreground of vocal “yow” shouts. Less regular in their placement, the
shouts become elongated to “yeow”, and then amplitude
modulated to add colour and variety. Although less regular in their placement, the “shouts” always terminate on a
“thump” beat and thereby reinforce the regular pulse.
There are finer embellishments too, labelled ‘C’ in figure 3. This third level of spikes in the rhythmogram depict events that are placed between thump beats and have
a timbre that is somewhere between a saw and a squeaky
gate. I’ll describe these events as “aw” sounds, and they
function as an upbeat to the main thump beat. This “one
and two and three and four” pattern has a motoric effect
on the passage. The presence of further, shorter, and
regular spikes is an indication of more sound events
which function to embellish the basic pattern.
Looking at the rhythmogram as a whole, for this passage, we can observe that it tells us there are regular time
points in the sound, there is a hierarchy of emphasis in
the time points (implying some meter), and a further hierarchy in the sense that there is a background of a regular
part (the thumps) and a foreground of less regular vocal
shouts. Both the background and the foreground have
their own embellishments. Anticipation of the events in
the case of the former, and an increase in length and use
of amplitude modulation, in the case of the latter.
It is important to note that the above interpretation was
carried out using both a visual examination of the
rhythmogram, plus aural analysis. This combination of
approach was enhanced by the creation of a video which
matched the rhythmogram image to the audio soundtrack

using a vertical line to trace the time scale for the duration of the excerpt.
4.2 Comparison of whole works from the cycle
The second part of this study involves the use of the
rhythmogram in the representation and analysis of whole
works. It turns out that the works of Robert Normandeau
are ideally suited to this application as well. The Onomatopoeias Cycle comprises four works (excluding the
original Bédé) which consist of the same basic form. This
originally came about because Normandeau used an Akai
S-1000 sampler and a MIDI sequencing program (Master
Tracks Pro) to create the 1991 piece Éclats de Voix using
samples of children’s voices. He then realised that he
could use the same timeline, but different samples, to
create a cycle of works [13]. In 1993 came Spleen using
the voices of four teenage boys, and in 1995 Le renard et
la rose used the same timeline with adult voices. The
final piece in the cycle is Palimpseste, from 2005, and it
is dedicated to old age. The first three works were analysed, and rhythmograms were created for them.
As these works are each about 15 minutes long, a different set of analysis parameters was required. After a lot
of experimentation, the following parameters were found
to produce a plot, within an acceptable computation time,
that could be readily interpreted:
• Rhythmogram sample frequency: 100 Hz
• Minimum time constant 600 msec
• Maximum time constant 30,000 msec
• Number of smoothing filters: 100
• Threshold: 4500 ms
These parameters represent a “zoomed out” temporal
view of the three pieces. The threshold value is a parameter that can be set in the Brown and Aubanel code for use
in linking the peaks within their algorithm.
Figures 4-6 depict the rhythmograms6 for Éclat, Spleen
and Le renard for their full durations of around 15
minutes. The alternating grey and white areas mark out
the five sections that each piece is divided into - as tabulated by Woloshyn in her paper [13]. With each section,
Normandeau combined an emotion with a sonorous parameter. The first section of Éclat, for example, is called
Jeu et rythme (Play and Rhythm). Alignment of these
sections facilitates the comparison of the rhythmograms
of the three works.
While there is not the space within the confines of this
paper to go into a detailed analysis of the audio and visual representations as we did in the previous section, we
can make some initial comparisons based upon a visual
examination of the three rhythmograms.
Comparing Spleen (Fig 5) with Le renard (Fig 6) we
can immediately see similarities between the rhythmic
profiles of sections 1, 3, 4 and 5. To take a case in point,
the section 5 of each of these two works seems to consist
of three phrases.

6

Like Figures 2 & 3, in Figures 4-6, the X-axis is time (in secs) and the
Y-axis is filter number (1 to 100)
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Figure 4. Rhythmogram of the whole of Éclats de voix from Normandeau’s Onomatopoeias cycle.

Figure 5. Rhythmogram of the whole of Spleen from Normandeau’s Onomatopoeias cycle.

Figure 6. Rhythmogram of the whole of Le Renard et la rose from Normandeau’s Onomatopoeias cycle.
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With Spleen we have a minute of frenzied voices coming in three waves (one long spike with others clustered
around it), followed by about 1’30” of more quiet vocal
babbles (shorter, regular spikes), and finishing in the last
minute with repetitive drips, punctuated by three soft
pulsating gestures, which we can see in the final hierarchical traces of the Spleen rhythmogram. In section 5 of
Le renard, this same scheme is much more exaggerated,
so we can see the three distinct spikes, associated with
these phrases more easily.
Comparing the rhythmograms from Éclats de voix (Fig
4) and Spleen (Fig 5), there are some similarities of
shape, especially in sections 3, 4 and 5. In glancing down
the three rhtyhmograms we can see that Éclats is more
busy than Spleen, which is busier than Le renard et la
rose. One might conclude that Éclats contains more subtleties and then there is a progression to starker contrasts
with Spleen. Then with Le renard, the contrasts are even
more exaggerated. This is born out by Normandeau’s
own statement: “One of the characteristics of this cycle
is the use of pulses and rhythms. The use of rhythm is not
so obvious in Éclats de voix, but in Spleen, because the
boys were so much more energetic and rhythmic in the
studio, I decided to push the boundaries a little bit: the
sound is raw, the rhythms are more evident, more “in the
face”. In Le renard et la rose, the boundaries are pushed
further again, with minimal sound treatments.” [13]

5. CONCLUDING REMARKS
This initial use of the rhythmogram in the analysis of
electroacoustic music has demonstrated that the algorithm
is capable of displaying the temporal organization of a
short segment in with details that may enhance analysis
through listening. The algorithm is also flexible, given
the careful selection of analysis parameters, in the sense
that it can also be used on entire pieces to help elicit information regarding more formal temporal organisational
aspects, and to make comparisons with other works.
Some of its short-comings are that it can’t solve the
separation problems of polyphonic music, rhythmograms
can be awkward to interpret, and they also rely on aural
analysis. Careful selection of analysis parameters is crucial in obtaining meaningful plots.
A logical next step for this work is to make a more detailed comparative analysis of the Normandeau pieces,
and then move on to other electroacoustic works.
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ABSTRACT
Timbral Hauntings (2014) is an interactive installation
system created by Michael Musick that considers the
impact of echoes from the past on the perception of the
present and their capacity to induce future sonic expectancy. This paper discusses details in producing Timbral
Hauntings including motivation, core concepts, and technical particulars. It specifically discusses the compositional processes using music information retrieval (MIR)
and feature extraction techniques to classify phrases and
pull information from the ‘past’ to re-shape the ‘present’.
Concepts of temporal dynamics will be discussed by examining the compositional process during analysis/feature extraction, classification and re-structuring,
and synthesis phases.

connection to the timbre-based instrument and sound
source classification research common in MIR [4]. These
tools were examined for their potential use in real-time
timbral-based compositions. Ultimately, this led to the
development of a system, which analyzes the timbral
properties of a physical space (in this case a room in
which it is installed), picks the most frequently occurring
classification output, then applies these timbral properties
to the incoming signals captured by microphones. The
processed input signal is then projected into the space,
while using classifications results to predict likely future
acoustic events.
This paper presents an overview of the system creation,
the technical and aesthetic choices that were made, and a
discussion of the participant experience.

2. THEORETICAL BACKGROUND AND
RELATED WORK

1. INTRODUCTION
Timbral Hauntings (2014) is an interactive installation
work that borrows ideas from soundscape analysis and
the convergence of how “echoes and ethos” reshape the
present and future. This paper focuses on the exploitation
of feature extraction and automatic sound classification
techniques common in the field of music information
retrieval (MIR) to the creation of Michael Musick’s interactive music system installation Timbral Hauntings. Musick has been involved with the composition and performance of sonic ecosystems [1] for four years within the
Sonic Spaces Project. This composition was approached
from a desire to address specific problems found in past
works from the Sonic Spaces Project, specifically, the
need for controlled decision making, based on larger collections of data. This is accomplished by applying analysis and organizational techniques common in the research
domain of MIR to an ecosystemic-like [2] interactive
performance system that builds on past work from the
Sonic Spaces Project. To accomplish this, modules representing the specific tasks of the system were composed,
with considerations of how MIR analysis and classification could benefit these processes.
As is not atypical with many electroacoustic works, this
piece comes from a concern for the manipulation of timbre and space within music [3]. This led to an immediate
Copyright: © 2014 Michael Musick et al. This is an open-access article
distributed under the terms of the Creative Commons Attribution License 3.0 Unported, which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are
credited.

Interactive music systems refer to systems that exhibit
changed states in accordance to input data at their interface [5]. These systems are typically thought of as machines that ‘listen’ to a performer via a microphone or
controllers such as digital keyboards and then analyze the
incoming signals rhythmic, harmonic, and melodic qualities in order to accompany or follow the human musician.
There are numerous examples of systems that exhibit
high-level pitch-driven decision-making processes based
on user musical input. Prominent examples include
George Lewis’ Voyager [6], John Biles’ GenJam [7], and
Robert Rowe’s Cypher [5]. Both interactive systems, as
well as more general music generating systems are increasingly reliant on MIR-based techniques, including
machine learning, to achieve the human-machine interactivity sought by composers, such as in [8]. Even with the
high-level decision-making processes that are being incorporated, and the increasing complexity that these types
of systems exhibit, the primary interaction for the machine, is that of listening to and reacting to a human performer who inputs data directly into the interface.
Within interactive music systems there are a subset of
systems which are composed with the capability of listening to themselves in order to affect their own state [9].
These systems may provide data to the interface themselves, which is then potentially re-introduced back to the
system, essentially creating various levels of feedback
loops. These can exist as control signals, internal audio
signals, and audio signals mitigated via the room through
speakers and microphones. This has the potential of creating a complex relationship between all of the various
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components and agents within an interactive system,
whereby changes in any one may cause global system
changes. In the case that the interface a physical room
where the system is installed, participants and external
agents that enter the space, equally become part of this
complex relationship between all parts. This interplay
between technology, physical space, and external participants/community is one of the defining characteristics of
ecosystemic compositions [10]–[12].
This project’s focus on the ecosystemtic compositional
domain with an emphasis on timbre and interactive performance concepts was significantly influenced by the
work of Agostino Di Scipio. Di Scipio’s Audible Ecosystemics project [5] as well as other works from his later
Modes of Interference [13] project have been especially
influential in part due to the notion of creating music
emergent from the complex relationships between all of
the agents within these systems. Di Scipio’s system compositions are able to achieve this emergent quality by his
explicit shift away from “creating wanted sounds via interactive means, towards creating wanted interactions
having audible traces” [2]. In a sense, he creates systems
where the compositional focus is on the relationships and
possible interactions between the various components of
the ‘ecosystem’. This idea has been an important metaphor in the Sonic Spaces Project1, just as it has had an
important role in influencing the work of others including
[14].
The goal for the composition of Timbral Hauntings and
the study around it has been to apply analysis and decision making techniques from MIR to individual agents
within the Sonic Spaces Project. This project also came
from a desire of exploring potential creative application
around the data available from and the infrastructure of
the Citygram project, which can be used to stream soundscape feature vectors through its cyber-physical sensor
network. A complete explanation of the Citygram project,
including goals, technologies, musical applications, and
infrastructure can be found in [15]–[18]. Future iterations
of Timbral Hauntings that leverage the Citygram infrastructure are currently being developed. This will ultimately lead to the inclusion of multiple physical spaces
each hosting its own sonic ecosystems, where each system is fully interconnected and reliant upon each other.

3. APPROACH
The basic approach for the development of Timbral
Hauntings was to identify an appropriate programming
environment, the various timbre features that could be
used to drive the sonic re-interpretation of the present, a
way of classifying and “picking” the feature sets that
would accomplish this, and then fine-tuning the system to
optimize performance for specific tasks. Although a significant amount of preliminary planning was involved, as
the project quickly grew, it diverged away from this original formalization.

1

For more about the Sonic Spaces Project please
http://michaelmusick.com/category/the-sonic-spaces-project/

visit:

3.1 Program Modules
It was clear from the beginning that this piece would require three major sections.
1.
2.
3.

Data Acquisition and Feature Extraction
Machine Learning and Classification
Sound Processing and Performance

This model closely follows the ideas laid out by Blackwell and Young [19] and built on by Bown et al. [20] in
which they propose to work within a PfQ modular composition system for the direct development of interactive
systems, such as this one, that leverage extensive analysis
techniques. In this framework, P are the analysis modules, f pattern processing (in this case classification and
hierarchical organization), and Q modules for the sound
synthesis (or digital signal processing of sound in this
case). Q, the final module constitutes the main part of the
ecosystem, as it is here that the agents must use the data
acquired form P and f to create a self-regulating, interconnected sonic ecosystem.
Within each of these components, separate processes
were developed to handle the specifics of the task. Conceptually speaking, to design these sections, the decision
was made to work backwards in order to determine what
features and/or control signals were needed to produce
the desired interactions for the sounding agents in the
final Q stage. The next part of this paper discusses the
desired interactions in the Q section, followed by what
was conceived of for P and f in order to facilitate these
interactions. Following this conceptualization, the system
modules were built in tandem to ensure the data that was
being passed around would work the way it was intended.
3.1.1 Signal Processing - ( Q, The Final Stage )
One of the main driving ideas was the creation of a system where interactions of the sounding agents heavily
utilized the information of the past to reshape the present
and predict the future. The resulting music that emerges
from the system is then always directly tied to the echoes,
events, and happenings of the past. The qualities of the
past are thereby embedded in the nature of agents as they
are created within the system to interact with the sonic
energy present in the room.
The major challenges for this problem included: (1) determining how to extract meaningful features that would
allow the system to choose a frequently occurring past
event and (2) how to embed these features into agents to
transform the current audio events in the space. The
transformations that were explored included filtering and
shifting of current “live” sonic events through the application of past sonic event characteristics represented by
extracted features. This project also worked to explore
ways the system could try and predict the next sounding
events in the space by utilizing frequently occurring
phrases that would be the ‘same’ sonic event likely produced in the future.
In addition to testing and prototyping the features that
could be used as timbral re-interpreters, a need to obtain
control signals that could be used for the further re-

- 255 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

After determining a need for both timbral and gestural
features for the synthesis stage, the project focused on
outlining possible ways of extracting this data. The problems that had to be solved in the analysis section included: (1) finding suitable features to describe the timbral
and gestural properties of audio events and (2) implementing ways to extract and store those features in a realtime process for later use. Ultimately, as will be discussed below, it was determined that the identification of
timbre classes and the application of those timbre classes’
characteristics through a filter would need to be handled
by separate signal processing techniques.
It became clear that a secondary decision-based feature
set, describing the past, was also needed to provide further control variables for agents in the Q module. The
decision to pursue the analysis of gesture came from research in the area of music theory that uses common gestural motifs to help analyze moments in classical music
compositions [21]. This was the inspiration for trying to
represent and classify frequently occurring gestures.

fortunately, it is difficult to do real-time audio in
MATLAB, which has been a standard for MIR research
[22], especially when using it on the OS X platform. Although the MATLAB environment was used for early
prototyping of feature extraction techniques and composition of potential interactions, this composition was moved
to SuperCollider in order to facilitate real-time interaction. This programming environment allows for real-time
audio processing, and is well equipped to handle the
types of analysis and processing that were under consideration for the project.
Much of the Sonic Spaces Project’s work, including
system implementation has been accomplished in the
SuperCollider environment. SuperCollider allows for
considerable amounts of flexibility in coding practice and
it is a very efficient audio processing and synthesis environment. For custom algorithms that are unavailable in
SuperCollider, it is not exceedingly difficult to implement
in native C++. It is a proven client for using machine
listening applications and includes a growing base of
researchers writing third party unit generators (UGens)
and also using SuperCollider’s analysis and MIR capabilities for composition purposes [23].
Ultimately, the final implementation in SuperCollider
utilized external machine listening and MIR libraries.
However, the development and testing process included
working between MATLAB and SuperCollider in order
to continue prototyping interactions for each stage of the
system and to insure complete understanding of how each
analysis algorithm was being put to use.

3.1.3 Decision Making and Classification - ( f )

3.3 Deployment Tweaking and Testing

After determining the features that would yield the necessary control signals and feature sets for the Q stage, a
final step to consider was to explore an appropriate algorithm for classification that could choose which feature
sets to pass to agents at their time of creation in the Q
stage. Multiple means of machine learning approaches
were thus considered. However, the aesthetic goals of this
piece were to create a system, which could be used for
public installations or with improvising ensembles. The
nature of the typical sonic events of either would be difficult to “know” prior to performance. Additionally, this
piece is concerned with allowing for any events in a
space to be considered as a potentially valid historical
sonic event that could affect future agents and interactions. This eliminates most techniques, because supervised machine learning algorithms require labeled training data prior to deployment. Therefore it seemed obvious that unsupervised, real-time learning techniques
would be more appropriate for providing this flexibility.

The plan for this system was to build each module up
piece by piece, ensuring that communication between the
modules was considered throughout the development
process. The system was to be built by verifying ideas
and techniques through a combination of work in
MATLAB and SuperCollider. This way, implementations
of MIR specific techniques could be explored to ensure
understanding of the expected outcomes before using the
equivalent functions in SuperCollider.

interpreting of current audio events was also found. Specifically, determining a control signal that could be used
to alter the temporal speed and direction of the timbre
events. Finally, from the identified interaction goals it
was known that a control signal needed to be found that
could be used to efficiently evaluate moments of the present against near-matches of the past.
3.1.2 Analysis and Feature Extraction - ( P )

3.2 Environment
The Sonic Spaces Project, and as such, Timbral
Hauntings are live systems that are intended to be installed in spaces where external agents and participants
can interact with, and listen to the compositions as they
emerge and fill a room. Much of the work involving MIR
has utilized offline approaches to analysis, training, and
modeling using tools such as MATLAB and Python. Un-

4. APPLIED TO A SYSTEM
This section discusses the implementation of the system
and more fully explores the development flow of the
composition. It also gives specifics as to how the system
works, and how compositional choices were made. Note
that even though the system was not developed sequentially from start to finish but was rather conceptualized
backwards, the presentation of various components will
be described and detailed here in the order that it is represented within the computer code.
4.1 Initial Considerations
In order to consider the entire physical space as the interface for a system, it is important to provide a sufficient
number of audio inputs to cover the space. This is especially important when trying to capture the spatial timbral
characteristics. The compositional focus in this project
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was not on instrument-specific timbre but rather on the
collective timbre of physical spaces. For this reason, except during stage Q, all feature extraction stages take a
mix of an array of microphones covering the space. During the initial stages of development as well as early
presentations of the work, all of the spaces where the
Timbral Hauntings system has been installed have been
relatively confined; therefore two microphones are currently used. The number of microphones is flexible, and
for installation of the system in larger spaces, more microphones can easily be incorporated.
One key aspect of MIR is to develop and select appropriate low-level acoustic descriptors as a way of improving results – a classic garbage-in-garbage-out (GIGO)
system. This concept has been applied at every stage of
the signal processing chain and is one of the reasons for
utilizing high-quality hardware and transducers. Of the
highest importance is the use of high-quality microphones, at least in regards to the Sonic Spaces Project.
Consequently feature sets, when used for analysis or other digital signal processing applications, tend to produce
more robust results when using these high-quality input
signals.
4.2 Development of the Timbral Analysis and Classification System
The system starts by taking in the mixed audio signal
from the room’s microphone array. This signal is then
routed to various components that require audio input for
analysis. In order to classify the room’s various timbre
events, Mel-Frequency Cepstrum Coefficients (MFCC’s)
[24] were used. MFCC’s have found wide use for automatic musical instrument recognition and have been
found to robustly reflect timbre in general. For this project, a DFT with a hann window size of 1024 samples,
hop size of 50%, and sampling rate of 44.1kHz proved to
provide acceptable results when prototyping the system
in MATLAB. These parameters did not change after
evaluating and testing other parametric values in the final
SuperCollider implementation. In SuperCollider, the
frames from the DFT are passed to the MFCC UGen. For
the current implementation, it has been found that using
13 MFCCs resulted in efficient classification results. The
MFCC UGen returns a control rate signal, which is then
passed through a one-second long moving averaging filter, which serves to remove high-frequency irregularities
caused and creates a feature signal that appropriately describes the room’s timbral characteristics. This resulting
control rate signal from this MFCC SynthDef is then
passed to the classification SynthDef.
In order to do classification of salient acoustic events, a
frequency-domain based onset detector was used for
acoustic event detection [25]. This onset detector allows
for the filtering of novel acoustic events, which are then
passed through, a frequency-bin based whitening process
[26] before threshold-based triggering occurs. For the
type of input expected in this system, a weighted phase
detection algorithm worked well in tracking both changes
in amplitude, pitch, and novel sound sources. The trigger
threshold was also assigned to an adaptive process, which

scaled the threshold down, over the course of 16 seconds,
after a new timbre classification occurs. (This is a user
tunable parameter, and different values work better in
different spaces.) This was found to limit re-triggering of
a single sonic event.
When an event is identified from the onset detection
UGen, a trigger is passed to the classifier UGen causing it
to analyze the extracted features. As mentioned above, an
unsupervised learning algorithm was determined to provide the desired flexibility for this project. For this reason, a real-time k-means clustering algorithm was implemented for the classifier [27]. This classifier works by
re-computing the k centroids every time a new acoustic
event is detected. It was found that determining the optimal number of k to use is still an active area of research
lacking common practices [28]. For that reason, multiple
k values were auditioned. Currently, six seems to provide
a suitable solution, although this too is a user adjustable
parameter where varying values may produce more appropriate results depending on the characteristics of the
installation space. Originally, the number for centroids
was determined and equal to the number of expected timbres. However, it was found that choosing a number
slightly larger than the expected number of timbres results in better accuracy for the system.

Figure 1. Relative MFCC Coefficient output for a whistle.
These values are passed to the K-Means classifier as an
array of floats.

Other options considered during initial prototyping in
MATLAB, included; Linear Predicative Coding (LPC)
coefficients, and single value spectral measures, such as
spectral centroid and spectral flatness. MFCCs seemed to
provide a large enough feature set to create acceptable
results with minimum samples in the k-means algorithm.
Figure 1, shows a typical k-means representation of a
whistle; these 13 coefficients are then passed to the classifier as an array of floating point numbers. Alternative
machine learning approaches have also been considered.
However, as mentioned earlier, a willingness to accept all
possible sonic events is important to the theoretical goals
of this piece. Therefore, machine-learning techniques that
require pre-labeled, supervised training data were not an
option.
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4.3 Development of Gesture Feature Extraction
During prototyping, the resulting audio from the Q module did exhibit convincing characteristics of the analyzed
audio. However, the resulting sonic material was too similar to the original acoustic events, and more abstraction
in the composed interactions seemed necessary. For this
reason, it was decided to explore the use of additional
control signals that could be embedded within each of the
agents, along with the timbre characteristic descriptors in
the Q module. This focused on the identification of temporal gesture features extracted from audio as a way of
further transforming the end result. Fundamental frequency estimations from the identified timbre class were
originally considered. However, it was decided that this
parameter should be a separate descriptor of past spatial
sonic events that are not necessarily the same as the timbre classifications. This provided a decoupling from the
timbre features used, as they were being applied to the
synthesis module, resulting in a more interesting interaction on the part of the agents.
The motivation for exploring gestures came from a music theory study on using gestures of pitches to describe
common anticipations in classical era compositions [21].
This led to another discussion in the same source, which
examined the mechanics of gesture as they relate to human physical motion and how motion changes gradually,
“ramping in and out of the motion.” To track changes in
musical gesture, the system computes the first derivate of
an autocorrelation-based fundamental frequency estimator. The pitch detector was limited to frequencies between 80 and 3 kHz and also requires a minimum amplitude threshold of 0.01 Root-Mean-Squared (RMS) as
well as a minimum peak threshold, which helps eliminate
octave errors.
To normalize these features to a linear scale they are
converted to MIDI note numbers, which in SuperCollider
are represented as floating point numbers, and not limited
to integer representations. These values are then passed
through a moving average filter of 512 samples. Finally,
the slope between these floating-point MIDI values is
measured. Figure 2 shows an output signal captured by
this process. These events are recorded, and after the
classifier chooses a class, the most recent event, which
matches the most frequently occurring class, is passed to
the Q module where it is embedded in the newest agent
as a control signal.
In order to classify these events, it was necessary to reduce feature dimensions to a manageable size to an approximately 6-18 feature size range, which matches the
size range used for MFCC classification. This is accomplished by passing the signal through a curve-fitting algorithm and using the computed coefficients (except for the
intercept value) as the features to describe an acoustic
event. No such solution exists in SuperCollider at this
moment, and attempts to create a non-optimized process
through SuperCollider’s client language severely slowed
down system performance. A solution that was developed
entailed sending gesture signals to Python via a Unix
terminal process. This allows access to Python’s Numpy
polyfit method, and the unloading of processing from
SuperCollider: after Python has computed the result, the

Figure 2. A 3” gesture generated from rotating tingsha bells.

coefficients are returned to SuperCollider. The output of
the Python process is shown in Figure 3. These features
are then passed to a separate classifier, which classifies
and eventually chooses a gesture class.
4.4 Choosing A Class
The classifiers initially need to be self-trained with a user-defined number of samples. Once a training count

Figure 3. Visualizing a 10-degree polynomial best-fit curve
produced by Python for a gesture event.

threshold is passed, the classifiers outputs a class based
on the computed k-centroid values for each feature sample passed in. The classifiers track the most frequently
occurring feature classification by employing a simple
array count, equating to an indexed slot for each potential
class ID. Once the classifiers registers a critical number
of samples, they choose the most frequently occurring
class by picking the index of each array with the highest
count.
Once a “most frequent” class is chosen, the classifiers
reset their counts to 0. However, the system keeps their
historical training data for future classification decisions.
This allows for changes in the timbral events that may
occur in the installation space while considering historical data as an ever-present factor, and takes into consideration the system’s own output to the space as a potential source of influence.
When a class is chosen the system selects a recent, corresponding audio recording for the timbre feature set and
a control rate recording for the gesture feature set. These
recordings are then transferred from short-term storage
over into new, local-private buffers, which are then handed over to the Q module, where they are assigned to a
newly created agent, along with pointers to the feature
extraction control signals from P. The short-term class
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Figure 4. P and f flow diagram. After the classifiers make a decision, they send the candidate buffers to the new agent in
Q, along with the feature extraction control signals.

audio and control recording buffers are also reset at this
point, along with the entirety of the classification module.
Figure 4 shows an overview of the P and f process, including the feature extraction, temporary recording buffers, and classifiers.
4.5 Q Module
The Q module is where new agents are created and also
embedded with “characteristics” of the past. These agents
are embedded with the identified “most-frequent” feature
sets, which are used to:
1. Process current live signals occurring in the space.
2. Identify likely “future” events for playback, effectively predicting the “future.”
The MFCC’s were originally going to be used as a way
of obtaining filter coefficients for the re-interpretation of
live audio by agents. However, the Linear Predictive
Coding (LPC) technique was far more suited for this task.
The LPC algorithm effectively produces filter coefficients that can be used for resonant filters [29], which
reflect the a signal’s spectrum. Typical applications of
this technique have been to separate a signal’s spectrum
from its excitation function, which offers a composer the
ability to change parameters of the signal independently
and then resynthesize the altered signal (e.g. Paul Lansky’s Idle Chatter). For the purposes of this system, the
LPC technique is used solely as a way of analyzing past
spectra and shaping the spectra of new audio events.
Full audio recordings are captured and stored for potential use in this module during the classification process.
Recordings can be up to 16-seconds in length if no other
event triggers first. This 16-second long recording is then
truncated to remove any silence, and only the portion of
the signal containing active audio is passed to the agents
in the Q module. This signal is then run through the LPC
analyzer/filter (from this point forward, this signal will be
referred to as the analysis signal).
By storing complete audio signals, the Q module can
optimally process them prior to routing through the LPC
UGen. This module does a number of processes in order
to increase the “richness” of interactions. Chief among
them is to alter the playback speed of the analysis signal.
This is accomplished with the gesture feature that is also
passed to the module. The gesture signal is slowed down

by 25% of the original speed and then used as a scalar for
the playback speed argument of the analysis signal. This
gives the playback speed argument speed profiles, which
have been derived from the historical events of the installation space. The playback speed is normalized to a floating-point number between ± 2.0 times the original speed,
with negative values causing a reverse playback to occur.
The analysis signal is then run through a low pass filter
with a cutoff of 8 kHz. Traditionally, LPC synthesis has
been found to produce optimal acoustic results at lower
sampling rates as it was developed to model speech spectra. Unfortunately, this system requires a sampling rate
that is 44.1 kHz or higher. Dampening high frequency
components has been used as form of compromise to
achieve effective results. Subjectively, during prototyping, this process did allow for clearer results to occur
when using the analysis signal to drive impulse trains
running through the filter.
Next, the analysis signal is passed through a pitch shifting UGen, which uses a synchronous granular synthesis
algorithm. The shift factor for this UGen is inversely proportional to the timescale of the playback, compensating
for some of the pitch shifting effects caused during that
process. However, at the outer edges this scaling does
breakdown, which serves as an effect in itself.
Finally, the analysis signal’s values are extracted before
compression and normalization occur. When the uncompressed signal is above a tunable RMS threshold, the
compressed signal is allowed to pass, otherwise it is gated. This allows for a stronger signal to be passed to the
LPC module while suppressing background noise.
This is the final form of the analysis signal before it is
routed to the LPC UGen. The LPC UGen then computes
128 poles, operating with a 512 sample, double buffer to
handle the changing of filter coefficients. The input signal that is passed through the filter is delayed by 2 seconds from the original input in the room. This signal
does not go through a true whitening process, as is suggested for LPC impulse signals, but is subjected to multiple stages of resonating comb filters and an all-pole reverb algorithm, which serve to broaden the spectrum with
frequencies from the signal itself. When passed through
the LPC filter, this signal is given characteristics of previous “frequent” occurring sonic events that have occurred in the system.
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In addition to the “re-shaping” of present material in the
historical sounds of the past, this system also tries to predict the future through the examination of the present
against the past. During the analysis and recording process, the time-stamped MFCC values are stored in a separate signal buffer at a granularity of 20ms. When the candidate timbre class is chosen, the classifier takes this 14channel signal along with the audio signal. This signal is
then passed to a function that transforms it into a KDTree [30], where timestamps serve as the identifier values
for each node of the tree. This tree structure is then embedded during the creation of new agents in the Q module. The agent analyzes the ‘present’ signal, as it looks
for nearest-neighbor matches with a tunable threshold of
the current MFCC values in relation to the KD-Tree. If a
match within a certain threshold is found, then the timestamp key is used to grab grains of sounds from the
stored audio signal that are 20ms ahead of the timestamp. These grains are then played back through the
system, where pitch, position and playback speed are a
function of the distance between the two MFCC sets.
This interaction is particularly interesting, as it reliably
matches current moments in the room to ‘candidate’ signals in the agent’s tree. This ‘playback’ of what the system has decided is the future is usually also a close
enough match as to confuse the participants’ perception
as to what sounds occurred from agents in the room, or
were created from the system. This interaction also has a
tendency to ‘re-trigger’ itself, creating an interconnection
between components, which ultimately adds to a sense of
progression in the piece, as it creates rhythmic moments
from grains of sounds that slowly fade away as the total
composition changes.
In addition to the two main interactions that each agent
is created with (transformation of the present and prediction of the future), they are also passed pointers to the
internal control busses with the feature extraction signals
from P. These signals include; a 12-tet chromagram that
is sampled at every onset and is the average of the last
identified phrase, spectral flux, and RMS. These are used
as further control over the composed interactions in the Q
module. Live control signals also allow the agents in Q to
monitor sonic saturation of the space. When this occurs,
the agents either die off, or take measures to reduce their
sonic output to protect the balance of the ecosystem.
These processes described in this section are recreated
in each agent for each new class chosen by the classifier.
The number of candidates that can be playing at any one
time is currently set to 4, but this is a user adjustable value. As new agents are created, old ones die out.

5. SUMMARY
This work asks participants in the installation space to
consider the impact and influence that moments in history
can have on the present and future. The echoes of the past
are always with us, and Timbral Hauntings works to exploit this idea by building a memory of these events and
choosing the most frequently occurring ones to directly
change the course of the future. In this case, hauntings of
these memories are embedded in the ‘nature’ of agents as
they are created in the system. The system is programmed

Figure 5. Possible floor plan for Timbral Hauntings

so that only a small group of agents can survive at any
given time. This means that as new agents come into being, older ones die out. The contributed sonic events are
what is left of them to haunt the system.
This piece is best suited in spaces that reinforce the notion that ‘we are always with the past.’ It is best if relics,
mementos, and history can exist in the space of the system: affecting the sonic characteristics of the room, and
reminding participants of the people and events that have
come before them. Spaces that have their own unique
sonic characteristics are also preferred. They impart their
resonant frequencies, room nodes, and reverberant qualities into the composition itself. With the room as the interface, a strong interrelationship occurs between system,
participants, and space. As can be seen in Figure 5, the
piece is intended to offer room for participants to simply
sit, ponder, and listen, as the music that emerges changes
in response to the sonic events occurring in the space.
Participants are also encouraged to influence the future of
the system by contributing sonic energy to the space.
They are free to use any of the instruments supplied
around the room, or to make sound in anyway that they
are inspired to. Regardless of what they do, their presence
in the space effects the future, whether it is directly contributing sonic material, or simply existing in the space,
allowing their mass to change the sonic characteristics of
the room, and disturb potential nodes. This piece maintains strong relationships between the sonic events of the
space; whether created from digital agents or external
physical agents, the room itself, the past, and the present.
All components rely on each other to create the final music that emerges during a performance of the ecosystemic
composition and installation, Timbral Hauntings2.
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ABSTRACT
The performance of electronic-music shows a large number of different practices, some displaying cunning interfaces that minutely track physical motions, while others
refuse the display of any performative actions on behalf
of the performer. With today's availability of largely inexpensive interfaces, the choice of a particular performance practice does not come as a technological necessity but as an aesthetic decision. This paper proposes a
method to aesthetically evaluate the different performance practices that have emerged in the past decades in
electronic music. Thereby the goal is to get a better understanding of the differing concepts of performance in
electronic music. Since a fixed typology of performance
practices proved not to be a suitable approach, a description of the practices by means of a parametric space is
proposed. After the introduction of the various parameters, the application of the parametric space is demonstrated with five different examples.

1. INTRODUCTION
This paper attempts to identify performance practices of
electronic music that have become established during the
last decades. Thereby the objective lies in an aesthetic
understanding of performance as an audiovisual means of
expression. In response to the recent ubiquity of cross
influences between various genres of electronic music –
not only in a technological but also in an aesthetic sense –
, this discussion will include forms of performance practices from four genres: academic electronic music, electronica, improvised electronic music and electronic music with an affinity to media-art. This broader focus is
chosen as specific choices in the performance practices
can be identified across different genres, despite their
sometimes substantial differences in aesthetic and historic
references.
In the context of this discussion, performance is
confined to concert settings in which the presentation of a
musical event takes place while the presence of one performer can be identified. The discussion of performance
practices involving more than one performer would be
the topic for future investigations.
The discussion will deliberately refrain from
reflecting upon technical issues. The focus lies in the investigation how a performer stages a sonic event. Whether actions on behalf of the performer that suggest to have
an influence on the sonic result are merely pretended or
actually happening is not considered to be of any releCopyright: © 2014 Marko Ciciliani. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.
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vance.1 This is contrary to some theories on performance
that argue that performativity can only emerge as a specific quality when the actions of the performer are authentic.2 These same theories also almost categorically
dismiss technology as means to convey qualities such as
presence and performativity. Even though these arguments are very valid in many contexts, they do not prove
to be very fruitful for the discussion of a performance
practice that is entirely based on technology, such as electronic music.
Within the computer music community the discussion of performance is predominantly technologically
oriented. By placing the focus on the relation between the
performer and the sonic event, and the overall staging of
a performance, the goal of this paper is to stimulate a
discussion and reflection of established modes of performance and to get a better understanding of its possibilities as a means of communication and expression.

2. DETERMINING THE FRAME OF REFERENCE
Various attempts to develop a typology with fixed categories of performance practices – such as i.e. “embodiment”, “interaction design” or “acousmatics” – have
yielded more problems than insights. Either the fixed
categories rendered significant details of a performance
practice invisible, by subsuming differing practices under
the same label; or practices spread across different categories, which again made a differentiated understanding
and comparison impossible. This paper will therefore
propose a description of performance aesthetics that are
expressed graphically in a parametric space. As a frame
of reference it is thereby useful to identify two oppositional tendencies of performance practices, which I refer
to as the centripetal- and the centrifugal-model. Within
the parametric space that I am going to propose, they are
functioning as gravitational forces. In a next step I will
determine a number of parameters for each of those
tendencies.

1

In other words, from the perspective of performance practice
it is not considered to be relevant whether i.e. a laptop performer is actually performing a work during a concert or doing
his/her tax return – see Stuart, Caleb: “The object of Performance: Aural Performativity in Contemporary Laptop Music”,
Melbourne DAC, 2003
2
Fischer-Lichte, Erika: The Transformative Power of Performance: A New Aesthetic, New York: Routledge, 2004
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The centripetal-model is characterized by:
• a centripetal disposition, meaning that the performer is at the center of attention;
• visibility of performer;
• high transparency of bodily action and sonic reactions;
• events that can be related to the physical actions
of the performer;
• sound sources in the direction of the performer;
• correspondence of body and sound;
The centrifugal-model is characterized by:
• a centrifugal disposition; the performer functions as a controlling rather than enacting entity;
• performer is in a rather hidden position;
• little or no correspondence between actions and
sonic results;
• there is no causal connections between the performer’s actions and the occurring events;
• sound sources are decentralized and/or spread
out;
• independence between the performer's body and
sound;
Historic examples of the centripetal-model are practically
all traditional instruments. With them, there is always a
direct connection between the performer's actions and the
sonic results. Also the sound source is at the position of
the performer. In this model, the instrument tends to be
anthropomorphic in the sense that it functions as a surrogate of human sounds. The only traditional instrument
which has centrifugal characteristics is the church organ.
Here the performer is often invisible, and his or her actions cannot be compared to the sonic result. Due to the
reverberant acoustics of most churches, the sound source
is also dispersed throughout the space. It is interesting to
note that the church organ's function has always been to
represent divine power, hence it makes sense that it does
not carry anthropomorphic characteristics.
A more recent historic example of a centrifugalmodel is acousmatic music. Even though the early generation of musique concrète composers deliberately rejected all traditional models of performance, I contend that
concerts of acousmatic music constitute a performerbased performance practice. With this practice the performer is usually not in an exposed position (behind the
mixing board) and there is little – if any – correspondence
between the performer's actions and the sonic results.
Also the acousmonium – the instrument par excellence
for acousmatic music – disperses the sound throughout
the space. The influence of the performer is characterized
by exercising control over the events but he or she does
not act as an agent that produces the sounds in the moment of the performance.
As a historic note I would like to mention that the centripetal and the centrifugal-model can be related to the
two different Greek myths of the origin of music. According to Pindar music was created by Athena when she
invented the aulos. When Perseus decapitated Medusa her
sister Euryale cried out in horror. Athena was so moved
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by her vocal utterance that she invented the aulos in order
to imitate that sound. According to this myth, music was
invented in order to imitate the human voice, therefore it
is anthropomorphic.3
According to Homer music was invented by
Hermes. The myth tells that while Hermes was taking a
rest during one of his voyages he observed a turtle passing by. It struck him that the tortoiseshell could function
perfectly as a resonating body. He then invented the lyra
which he gave to Apollo. In this myth there is no direct
connection between a human expression and music, rather the tortoiseshell's aptitude as a resonating chamber
refers to sound as it manifest itself in nature.
It is interesting that acousmatic music refers to the
pythagorean tradition4 which understands music as part of
a cosmic order and therefore not as an expression of human affect.

3. SELECTION OF PARAMETERS
3.1 The First Group
The first group of parameters is derived from characteristics of the centripetal model:
• body – is the performer's body clearly exposed
and visible?
• presence – is the performer's presence prominent as part of the performance?
• embodiment – is there a strong correlation between the performer's bodily actions and the
sonic result?
• transparency – is there a strong readability between the performer's actions and the sonic result?
The first parameter is self-explanatory.
3.1.1 Presence
The second parameter deserves more explanation as there
are various sorts of presence that can be identified. In
general, presence refers to a perception of the performer
that is perceived as intense and auratic. As this quality is
rather hard to grasp, I would like to differentiate between
so-called authoritarian and personal presence.
The former refers to the appearance of the performer as the author of the artistic event, hence the artistic idea is not only present as sound organization but is
personified by a human agent acting as author. This implies that a congruence is assumed between the actions
and the artistic intentions. The performer enacts an artistic idea.
Personal presence results in physical and/or
psychological identification of audience members with
the performer. Physically this can take place on a neu3

Wisskirchen, Hubert: Musik und Sprache, PDF accessed on
March 29, 2014, p.23 [http://www.wisskirchenonline.de/downloads/arbeitsbuch3.pdf]
4
Schaeffer, Pierre: Traité des Objets musicaux, Paris: Seuil,
1966, page 91ff

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

ronal level. Part of the human nervous system consists of
so-called mirror neurons that show the same activity
when a bodily motion is performed as when the same
motion it is observed when being performed by another
person.5 This means that when an audience member observes a person on stage, he or she physically coexperiences the actions on stage. Obviously, this is more
relevant when the performers are making use of large
gestures.
On a psychological level identifications of the
audience with the performer can happen in a similar way
as they are known to take place with motion pictures.6
Commonly this is referred to as the Persona. This process
of identification cannot be generally applied to all performance situations, as it depends on whether the performer conforms to a set of cultural and discoursedependent values.7 However, it can be assumed that processes of identification are also taking place in musical
performance situations. A person in the audience can
react sympathetically to a performer or the contrary,
which results in a different effect of presence.
3.1.2 Embodiment
In general terms embodiment refers to the application of
embodied as opposed to cognitive knowledge. When
playing traditional instruments embodied knowledge
plays a significant role as it would be impossible to apply
the necessary fine motor skills if all motions were consciously reflected.8 In the context of the performance
practice of electronic music embodiment takes place
when there is a very intimate connection between the
physical actions of the performer and the reaction of the
technology.

- space (centered/expanded) – is the sound source located in proximity of the performer (centered) or is it spread
out throughout the performance space (expanded)?
- mediatization – are there sounds that occur independently of any actions on behalf of the performer?
- camouflage – does the chosen performance mode consciously hide the performer's actions from the view of the
audience?
3.2.1 Space (centered/expanded)
As outlined above it is characteristic of the anthropomorphic centripetal-model that the sound source is in
proximity of the performer. If the sound source is dissociated from the performer it conforms to the centrifugalmodel. As it supports the performers presence if the
sound is centered at his/her location, this parameter is
positioned at the opposite position of the parameter presence.
3.2.2 Mediatized
If there are sounds that clearly do not show any relation
to the actions of a performer, and they occur as if they
could have been preproduced, this is referred to as mediatized. This indicates that the sound could have been produced at a different time and that the sound was played
back during the performance. This parameter is positioned at the opposite pole of the parameter Embodiment.
While Embodiment indicates the tight connection between the performer’s body and the sounds, mediatized
events are completely independent of it.9
3.2.3 Camouflage

This parameter refers to whether the chosen mode of performance actively tries to create transparency as to how
actions relate to results. If a strong embodiment is present, this will usually also yield strong transparency.
However, as it will become evident with the examples
further below, transparency can exist independently of
embodiment, therefore it is useful to keep those parameters separated.

Camouflage is the opposite of the parameter Transparency. Why introduce it as a separate parameter? Several
performance practices can be found that actively and consciously try to hide the actions from the audience or to
dissociate the actions from the results, as for example
performances by Toshimaru Takamura, who deliberately
sets up his equipment in such a way that his hands are not
visible to the audience. Therefore it seemed insufficient
to describe this as a mere absence of transparency. This
parameter was introduced in order to indicate that camouflaging decisions were explicitly taken.

3.2 The Second Group

3.3 Visual Extentions

The second group of parameters is derived from characteristics of the centrifugal model:

This last parameter refers to all sorts of technological
visual extensions, like video projections or sound objects.
They can take a centripetal or centrifugal function. Therefore this parameter has been positioned between the
aforementioned two groups, opposite to the parameter
body.

3.1.3 Transparency

5

Iacoboni, Marco; Woods, Roger P.; Brass, Marcel; Bekkering,
Harold; Mazziotta, John C.; Rizzolatti, Giacomo (1999). "Cortical Mechanisms of Human Imitation", Science 286 (5449), page
226–252
6
Shail, Robert: Studying Film Stardom: Methods and Debates
http://www.academia.edu/1019677/Studying_Film_Stardom_M
ethods_and_Debates [06/26/2013]
7
Lüneburg, Barbara: A holistic View of the Creative Potential
of Performance Practice in contemporary Music, London: Brunel University, Dissertation, 2013, page 45-72
8
Kim, Jin Hyun: “Emboyment musikalischer Praxis und Medialität des Musikinstruments” in: Harenberg, Michael et al.:
Klang (ohne) Körper, Bielefeld: Transcript, 2010, page 105-118
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3.4 Arrangement of the Parametric Space
The eight parameters are arranged in the parametric space
as displayed in Figure 1.
9

see Croft, John: “Thesis on Liveness” in: Organised Sound,
Cambridge: Cambridge University Press, 12(I), 2007 p 59-66,
Crofts understanding of liveness can be understood as a description of the axis comprising mediatization and embodiment.
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place where the performer is positioned is the brightest in
the space, the setup suggest a concealment of actions. I
propose the distribution of parameters as displayed in
Figure 2 to describe this situation.

Figure. 1 distribution of parameters in space
Figure. 2 parametrized space for Thomas Gorbach Trilogy

4. EXAMPLES
I would like to demonstrate the application of the parametric space by means of a number of differing examples. When possible, I included links to Youtube videos
so that the discussed examples can be easily accessed.
4.1 Acousmatic Performance Practice
This example refers to standard acousmatic performances. Since my contention that acousmatic music is a performance practice has been questioned, due to the historic
rejection of any performative displays by acousmatic
composers, I would like to emphasize that especially the
use of acousmoniums has been established as a performative art in itself. This is evident seen that in Belgium or
Austria there are even courses and competitions for the
performance of works on acousmoniums.10
As an example for an acousmatic performance
practice, I would like to refer to a short documentation of
Thomas Gorbach's Trilogy (1999) which is performed by
the composer: http://www.youtube.com/watch
?v=g4esZqEnyas (accessed on March 29, 2014).
The clip shows that the performance space is
darkened except for the area around the mixing-board,
which is also the position of the performer. Even though
he is in the back of some of the audience members, he is
physically visible and present. The music is dispersed
throughout the performance space. The actions of the
performer can be related to spatial movements but not to
the creation of the sounds themselves. In that sense the
actions are not particularly transparent. Even though the
10

See for Belgium: Concours de Spatialisation “Espace du
Son” http://www.musiques-recherches.be [31.03.2014]; for
Austria: Electroacoustic Music Festival Vienna
http://www.theelectroacousticproject.at/index.php?gr_id=10&k
_id=106 [31.03.2014];
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Figure. 3 parametrized space for the performances of Francisco Lopez
4.2 Francisco Lopez
I would like to include a second example in the tradition
of acousmatic music, namely of the performance practice
of Francisco Lopez. As it is well known and also documented in the following clip http://www.youtube.
com/watch?v=pWvLvN5T-lI, (accessed on March
29, 2014) Lopez encourages the audience to wear blindfolds during his performances. At the beginning of the
concert event he usually introduces himself to the audience, explains what he is about to do and why he finds it
appropriate for his music to be listened to without any
visual distraction. By presenting himself as the author
and the performer, and explaining the necessity for his
particular performance setup, he gains a strong presence.
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I consider his introduction to the audience the actual beginning of the performance although no sound of the program was yet played. He nevertheless creates a specific
aura that has a strong influence on how his music might
be perceived. For the rest of the performance he is completely invisible, even for the audience members who do
not choose to put on blindfolds. This is because he normally sets up the seating in a circular manner while positioning himself in the center, in the back of all audience
members. I propose the distribution of parameters for his
performance practice as displayed in Figure 3. It shows
strong resemblance with the acousmatic model, but reflects the special presence he set up at the beginning of
the event.
4.3 Laetitia Sonami
Sonami's performances are in many ways the opposite of
the acousmatic performance practice. As an example I
am referring to this clip from one of her performances:
http://www.youtube.com/watch?v=ngygk20
M1pI (accessed on March 29, 2014). The event is very
focussed on her physical appearance as a performer. Her
interface – the so-called Lady's Glove – is highly embodied, the gestures are readable and can easily be related to
changes in the sounds. I propose the distribution of parameters as displayed in Figure 4 to describe this performance practice.

so that the audience can follow the process of typing
commands and evaluating them. Alike to many other
laptop performances, this type of presentation is sometimes criticized as it emphasizes the technological aspect
of computer music that may not be accessible to laymen.
However, the conscious rejection of additional interfaces
tries to strip the performance of all unnecessary accessories and presents the creation of music in its bare form: in
this case the typing of code.
By projecting the code on a screen, the process
is very transparent. The performer is clearly present but
not in any embodied relationship to the interface or the
sounds. Even though the display of code closely correlates to the sonic events, the compiled code blocks function as on/off switches, rather than suggesting that the
sound is created and shaped in that very moment. Therefore I ascribe a strong mediatized quality to this aspect of
the performance practice. I propose the distribution of
parameters as displayed in Figure 5.

Figure. 5 parametrized space for the Live-Coding
performances of Thor Magnusson
4.5 Alvin Lucier

Figure. 4 parametrized space for the performances of Laetitia Sonami
4.4 Thor Magnusson
The next example is from a live-coding performance of
Thor Magnusson: http://www.youtube.com/
watch?v=04TcXlC9IBw (accessed on March 29,
2014). In live-coding computer musicians generally refrain from using any additional interfaces apart from an
ASCII keyboard and a computer mouse. The music is
created by typing code and compiling it in real time. 11
Typically the computer monitor is projected on a screen
11

iXi is a language specially developed for live coding that is
used by Magnusson http://www.ixi-audio.net/ [31.03.2014]
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As a last example I would like to pick a historic work that
in my view still manifest one of the most radical redefinitions of performance practice: Alvin Lucier's Music for a
Solo-Performer from 1965. I am referring to the following
performance
by
Ninoska
Berdichevsky:
http://www.youtube.com/watch?v=zlFMAxX
U03U (accessed on March 28, 2014).
In this piece brain-waves are measured by means
of EEG electrodes that are attached to the performer’s
scalp. For the piece to become audible, so-called alpha
waves have to be detected that have a frequency between
8 and 12 Hz. The EEG responds by replicating the brain
activity with voltage changes that are then applied to
transducers, small loudspeakers or other vibrating devices
that incite several percussion instruments distributed
throughout the space. Brain waves of such a slow frequency only occur when the person is in a very relaxed
state, almost in a state of meditation. Therefore this piece
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presents an example where a constellation is constructed
between performer, interface and sound generation that
inverts the behavior of traditional instruments. For the
work to resound, utmost passivity is required on behalf of
the performer. As performance situations are often exciting for performers, the production of alpha waves can be
seen as a ‘virtuosity in passivity’, which stands in contrast to traditional sound production where an increase of
sound production is always allied to a reciprocal increase
of physical involvement.
In this case I found it difficult to decide whether
to describe the interface as fully embodied or not at all.
From a technological point of view it is clearly a fully
embodied interface. On the other hand it is impossible to
recognize any correlations between the bodily actions and
the sonic result. Therefore I consider both descriptions
equally valid, even though I personally prioritize the former.

5. EVALUATION
The proposed parametric spaces give a good graphic impression of the relevant aspects of a given performance
practice. Also when comparing different graphic distributions of parameters it is immediately evident which performances are based on similar aesthetics. However, as it
became evident with the Lucier example, some parameters might be ambiguous which was in this case hard to
resolve. Also – as with all types of analysis – the decision
which parameters to give what amount of weight asks for
discussions and can be interpreted differently. However,
every analysis is a personal interpretation. Therefore it
would be inappropriate to expect identical results from a
variety of users that are using the same method.
Visual media are often an important element in
performances. With the given distribution of parameters,
the function of the visual media component is not clearly
described. In the case of Magnusson, the visual element
enforces the transparency of the performance by displaying the code that is typed in and compiled by the performer. In other situations the video can take on a completely different function, as for example in performances
by Laetitia Sonami where she uses live manipulated projections. In this instance, the function of the visual media
supports the embodiment aspect of the performance.
For a precise analysis of the visual aspect a separate
parametric space would have to be defined in order to
adequately show its function. For an analysis where the
precise function of the visual media is not the focus of
attention, the model proposed above would still suffice.

6. SUMMARY
In response to a large number of different performance
practices that have occurred in electronic music, this paper proposes a parametric space as a means to approach
an analysis of performance practices with the goal of getting a better understanding of the underlying aesthetic
preferences. At first two major tendencies have been
identified, the centripetal- and the centrifugal-models. On
their basis seven parameters have been derived which
have then been complemented by an eight one for the
indication of visual media.
The distributions of parameters for the discussed examples show suggestively which aspects of performance are
of relevance in a given case. Similar shapes make evident
which performance practices pursue a similar aesthetic.
The parametric space seems to be a good alternative to
fixed categories of performance practices, as the latter
render many aspects invisible while the former is capable
of displaying subtle details, while also showing group
characteristics when several examples are compared.
How performance situations with more than one performer can be grasped is still open for investigation. As
mentioned above, an indication of the function of visual
media asks for further elaboration, if it plays a prominent
role in the work at hand.

Figure. 6 and 7 parametrized spaces for the performances of Music for a Solo-Performer by Alvin Lucier
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ABSTRACT
Infrasounds, frequencies ≤ 20 Hz, occupying the sonic
landscape beyond pitch, offer a wide terrain of musical
potential to the contemporary electroacoustic composer, a
potential that has so far been poorly defined or exploited.
This paper is a brief tutorial on employing infrasounds in
electroacoustic composition. Infrasounds possess musical
potential within the auditory and tactile modalites as either airborne and solidean vibrations, either containing or
psychoacoustically suggesting a fundamental wave ≤ 20
Hz. The infrasonic composer must consider a range of
issues with respect to 1) equal-loudness contours (the
detection threshold being > 70 dB below 20 Hz), 2) intersubject variability within these contours, 3) obstacles in
finding hardware to diffuse these oscillations at the SPL
needed for their detection, 4) their safe usage (anticipating harmonic distortion in hardware when working at
high SPLs), as well as engineering an aesthetic context
through interactivity and sensory conditioning to optimize a positive-valence response. There is great potential
for sonic, vibrotactile, and intersensorial composition
with respect to space and the body, e.g., interacting with
or conveying large architectural spaces, evoking psychosomatic interactions through biorhythmic suggestion, and
exploring the musicality of the body through its peak
resonances.

1. INTRODUCTION
This paper evokes and addresses some practical issues
concerning infrasonic composition, touching a range of
subjects including hardware, perception (auditory and
tactile), and music cognition (specifically factors contributing to emotional response). I equally outline infrasounds’ aesthetic potential to resonate with architectural
space, the human body, and more metaphorically with the
(embodied) mind, evoking the state of the art as well as
several of my own projects. As such, I hope to better inform and inspire the curious composer.

Copyright: © 2014 Alexis Story Crawshaw. This is an open-access article
distributed under the terms of the Creative Commons Attribution License
3.0 Unported, which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are credited.

- 269 -

Infrasonic oscillations have previously made appearances
in electroacoustic music through use of low frequency
oscillators (LFOs), “sub-audio” FM, and monaural and
binaural beating. Most notably, in Kontakte (1959-1960),
Stockhausen famously investigated the continuity of pitch
to rhythm. Outside composition, infrasounds have notoriously been used in acoustic weaponry (at extremely high
SPLs) but also on the other extreme, as a means of relaxation in music therapy. Our typical encounters with
infrasounds include situations where we come into contact with vehicles of transportation, machinery, wind turbines, large architectural structures as well as with more
natural occurrences like earthquakes and waterfalls. Lastly, the biorhythms of the body are certainly the infrasonic
oscillations most familiar to us as living creatures.

2. DEFINING INFRASOUND
For the purposes of this paper, infrasound is defined here
as any frequency at or below 20 Hz, 16-20 Hz being the
approximate threshold of pitch to rhythm [1, 2]. Infrasounds may be thought of in numerous ways. They exist
as mechanical waves: vibrations effectuating a rarefaction
and compression of molecules, propagating in air or any
other medium, either as part of a sound source consisting
of a sinusoidal wave at an infrasonic frequency or as an
acoustic by-product, such as (monaural) beating. Yet, to
speak of infrasonic oscillations is to also speak of
rhythm; as such, a regularly occurring pulse under 20 Hz
consisting of any variety of other frequencies may also be
considered as an infrasound or perhaps, more precisely,
as simply being infrasonic. Infrasounds may also, of
course, be evoked psychoacoustically, such as through
binaural beating [3] or through the missing fundamental
phenomenon [4].
Acoustically propagated infrasounds are perceived multimodally, through both audition and tactility at high sound
pressure levels (SPLs); under 10 Hz, one can distinguish
individual oscillations and such frequencies are characterized by a sensation of pressure at the ears [2].
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3. CONSTRAINTS TO CONSIDER
In composing with infrasounds, there are several key perceptual and material considerations to take note of. In
addition to highlighting what these parameters are, I will
address how other composers and myself have confronted
these or similar issues artistically, within our own works.

L’Homme in early 2015 in Paris. Already, with the use of
some mylar-based membrane sculptures and a cymatic
object using oobleck (a non-Newtonian fluid made from
cornstarch and water), verbalized comments from spectators express promise of the installation’s ability to encourage and enhance listening in this low-frequency
range.

3.1 Perceptual Constraints

3.1.2 Equal-loudness contours

3.1.1 Hearing threshold

Shown in Figure 2 are Møller and Pedersen’s proposed
infrasonic continuation of the ISO 226:2003 curves.

Though 20 Hz is the value oft cited in literature as the
lower frequency threshold of human hearing, it is a rather
arbitrary number in terms of perception: human hearing
does not cease below this point [2]. This value simply
accounts for a point after which the threshold for detection continues to climb above 70 dB or so, as illustrated
in Figure 1.

Figure 2. Dashed lines indicate the proposed equal
loudness contours below 20 Hz [2].
Figure 1. Threshold of hearing below 100 Hz, after
Chatillon [5].

In addition to these values, one must consider the rather
large inter-subject variability in the perception threshold
occurring in this low frequency range. Certain authors
claim discrepancies between subjects by as much as
29 dB more sensitive [6]. Given the plasticity of the brain
in other frequency discrimination tasks, Leventhall
(2009) [7] posits the possibility for infrasonic sensitization to occur after long-term exposure; this doubtlessly
necessitates targeted empirical research.
The prospect of better sensitizing individuals to infrasounds through artistic conditioning has been a research
inquiry of my own. I am currently developing a sound
and art installation with sculpture and visual artist Robert
H. Lamp called La Galerie d’Ondes which explores using
various visual objects, including cymatic art, as a means
of infrasonic visualization and intersensorial reinforcement [8]. We plan on organizing formal empirical studies
around the exhibition to determine if subjects might improve performance on infrasonic detection tasks after
exposure to the exhibit. A preview show was realized as
part of the Journées d’Informatique Musicale in 2013 and
the full show is set to open at the Maison des Sciences de
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However, inter-subject discrepancies are also manifest
when measuring levels of perceived intensity, evident
even in an artistic context. Gupfinger et al. (2009) [9] in
their sound installation Interactive Infrasonic Environment noted inter-subject variability with respect to reported perceived intensity/discomfort of 10 subjects to
three diffused levels of intensity, which the authors characterize as low, middle, and high —regrettably, the dB
levels are not specified. Using a custom-made organ pipe
device, they diffused a continuous frequency at 15 Hz
and employed a tracking system in Max to allow participants to vary the amplitude by one’s position in the venue
space. Although the tone was perceptible by all participants, the threshold of discomfort varied: for two, it occurred at the middle level, five subjects reported discomfort only at the high level, and the other three experienced
no discomfort at all. Interestingly, despite having been
exposed to feelings of discomfort, all reported that their
experience with the device and installation had been
pleasant. One could perhaps attribute this fact to the sense
of voluntary participation in this study, all within the context of an artistic installation, and/or to the sense of perceived control that the subjects could exercise in this interactive environment.
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As such, to address this non-linearity across individuals
and to optimize the potential for a positive-valenced experience, the composer, particularly in respect to sound
installations, might consider creating an aspect of audience interactivity, thus providing a context where an audience member can calibrate his or her own exposure.
3.1.3 Vibrotactile threshold
While Dodge & Jerse (1997)[10] specify 120 dB as the
threshold of feeling at which the whole body feels sound
vibrations from acoustic waves, Møller and Pedersen
(2004) [2] pinpoint the threshold of vibrotactile perception at low frequencies to be at around 20-25 dB above
their hearing threshold for certain points on the body such
as at the lumbar region, buttock, thigh, and calf. Additionally, a sensation of pressure may be felt at the upper
chest and throat. A comparison between hearing and vibrotactile thresholds can be found in Figure 3.

massive coil than most current widespread models, which
would greatly compromise its ability to produce bass
frequencies in the pitched audio domain. To cover an
infrasonic range from 5 to 20 Hz, such a coil would already have to be able to produce a two-octave frequency
range — a range between 1 and 20 Hz would instead be
about 4.3 octaves. It’s a compromise that has been
deemed, for the most part, to be commercially uninteresting to most manufacturers.
The diameter and mass of the speaker cone are other
highly pertinent factors. Increasingly larger diameter
membranes are recommended to allow for sufficient impedance with the air at lower frequencies; the sound pressure level that one can produce is directly proportional to
the cubic volume of air that one can displace per second.2
To illustrate the magnitude of the cone’s task, consider
the wavelengths of infrasounds. A wavelength in meters
of a given frequency (in Hz) may be calculated according
to the celerity (speed) of sound in m/s by the following
equation:
𝑐
!𝑓

=𝜆

(1)

Given a celerity of 337.16 m/s (with room temperature at
20°C), 20 Hz has a 16.86 m wave, 10 Hz a 33.72 m one,
and so on. To illustrate the problem of impedance and
proper coupling to the air, consider that one can open and
shut a door at a rate of 1 cycle per second and create a
1 Hz wave; of course, due to insufficient coupling, this
approximately 337.16 m wave will be imperceptible.3

Figure 3. Vibrotactile detection thresholds to airpropagated infrasounds for hearing and deaf individuals, after Landström et al. (1983) [2].

When diffusing low frequencies from a speaker, one
should also consider the conduction of such low frequencies through solid objects, such as the floor or seats. This
may occur as a result of transduction of airborne waves or
may simply be a direct result of the vibrations from the
speaker passing through to the surface onto which it is
coupled.1 As such, the perception of these infrasounds is
dependent on the threshold of touch.
3.2 Consequences for Diffusion
The constraints of our perceptual mechanisms do not account for the popularity of the figure 20 Hz as some sort
of cutoff point for auditory perception. In fact, the reason
for this value has been perhaps due in part to lack of access to hardware capable of replicating these frequencies
at the high dB levels needed to detect them. Most professional subwoofers do not perform at these infrasonic frequencies. To produce the greatest range of frequencies
under 20 Hz at a significant SPL and using a standard
subwoofer design, such a speaker must employ a more
1

From personal correspondence with Roger Schwenke, PhD, Chief
Scientist at Meyer Sound Laboratories: August 29, 2012.
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One should equally be mindful of highpass filters (including DC blockers). Even if certain high-end subwoofers
have the potential to produce infrasonic waves, many of
these subwoofers possess active crossover filters to optimize power towards producing pitched bass frequencies.
In addition to one’s speakers, the composer must do a bit
of detective work to verify that one’s sound card, amplifier, software, etc. don’t already filter out these frequencies.
Given all the above listed limitations, there are a number
of options to circumvent certain of these issues. Concerning more commercially available products, if one internally modifies the active crossover filters in certain subwoofers, such as the 600-HP and 700-HP of the Meyer
Sound High Power series, one may obtain infrasonic frequencies.4 One of their latest models, a “low frequency
control element,” the LFC-1100, is distinctly not marketed as a subwoofer, conceived for producing lower frequencies. It is also capable producing infrasonic frequencies.5 Other products such as the Bag-End PD-18E-AD
possess an “External Infra Integrator,” with a frequency

2

From personal correspondence with Roger Schwenke, PhD, Chief
Scientist at Meyer Sound Laboratories: August 9, 2012.
3
Idem.
4
From personal correspondence with Roger Schwenke, PhD, Chief
Scientist at Meyer Sound Laboratories: November, 2011.
5
From personal correspondence with Roger Schwenke, PhD, Chief
Scientist at Meyer Sound Laboratories: August 29, 2012.
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response going down to 8 Hz and a maximal output of
97 dB at 10 Hz.6
There are also solutions in rare and prototype devices.
Rotary subwoofers such as the TRW-17 by Eminent
Technology seem promising; they can be installed with
an infinite baffle and use pitched blades to produce frequency. The company claims a flat frequency response
down to 5 Hz.7 However, their high cost is certainly a
deterrent at around 22,000-26,000 USD. Certain artists
have constructed custom devices such as organ pipes [9]
or “bass cannons” (using a speaker cone bolted to a 22foot galvanized-steel pipe) like composer Marina Rosenfeld for her piece Cannons, 2010.8
Locating the proper diffusional hardware has also proven
a creative constraint. I’ve also looked into producing vibrotactile infrasounds via tactile transducers and actuators. In general, I’ve found linear actuators (such as those
manufactured by Crowson Technologies) to have a wider
and more refined frequency response in the infrasonic
range than transducers (such as the Aura Bass Shaker
Pro, which is greatly constricted by a resonant frequency
at around 40 Hz). Vibrotactile infrasounds offer their own
set of musical potential, which I will briefly outline later
on.
High-quality headphones may provide the simplest solution for listening and infrasonic studio composition. They
are not subject to the same problems of propagation as
speakers, being more or less directly coupled to the ear.
One model I’ve successfully used is Beyerdynamic’s
DT770 Pro (250 ohm), with a frequency response purportedly down to 5 Hz, although through my own personal use and trials, I’ve only been able to work down to
9 Hz with a pure sine wave in a quiet studio, which is still
impressive of the model, nevertheless [10].

Continuous Infrasounds
Expositional Calculation

- Using G-Weighting
- Summation of energies received between the octave bands
comprised between 1 Hz and
20 Hz

Expositional limit value in dB[G]
for a duration of 8 hours

102 dB[G]

If the expositional duration is
reduced by a factor of 2

Increase the limit value by +3 dB

Impulsive Infrasound
Expositional Calculation

Without Weighting

Expositional limit value

145 dB[Lin]

Table 1. Proposed expositional limits to infrasounds [5].
Altmann (1999) outlines isosonic curves in respect to
thresholds for pain and eardrum rupture, found in Figure 4:

Hopefully, with increasing interest in developing content
for these low range frequencies, the technology to support their composition will continue to develop and become more commercially available and affordable.
3.3 Issues of Safety and Comfort Pertaining to Amplitude
When working with frequencies that necessitate a high
SPL for their detection, a composer must consider the
listener’s comfort and safety. Chatillon in his review of
infrasonic literature [5], proposes a series of limit values
regarding exposure to infrasounds, outlined in Table 1:

6

Full Compass. Bag End specifications: PD-18E-AD. Source:
http://www.fullcompass.com/common/files/3173-PD18EAD%20Bag%20End%20specs.pdf
7
Eminent Technology. (2005-2011). Woofer
Comparison. Eminent Technology, Inc. Planar Magnetic Loudspeakers
and Audio Technology. Extracted September 5, 2012 from
http://www.eminent-tech.com/woofercomparison.html
8
From personal correspondence with Marina Rosenfeld: February 26,
2014.
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Figure 4. Aural pain curve in context to equal loudness
contours [12].

While the thresholds for auditory pain and damage in the
infrasonic range are higher than those for pitched frequencies, the utmost precaution should nevertheless be
exercised at high amplitudes, particularly in anticipating
any harmonic coloration or artifacts above 20 Hz that
one’s sound system may produce. Again, to reiterate, one
should avoid using frequencies above 120 dB, the general
threshold of pain for pitched frequencies, as most widespread sound systems cannot produce unadulterated infrasonic waves.
On the subject of comfort, one approach to addressing
this matter may be through cultivating a sense of perceived trust within the artistic environment. Many of the
negative connotations around infrasound, given the use of
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low frequency in sonic weapons, are not valid in an artistic context. The use of sonic weaponry is too vast a subject to thoroughly treat in the scope of the paper, but one
should bear in mind that their potential for harm is equally a factor of certain psychosomatic responses given an
involuntary infliction by a high intensity stimulus. Not
only are excessive SPLs employed in these circumstances, but these levels are coupled with the emotional and
situational context in which they are used: the listener
perceives malicious intent on the part of their author. Music in the pitched domain has also been used as an instrument of torture; context is key.
When using a high intensity stimulus, the composer can
follow or investigate certain measures to cultivate a sense
of trust between artist and audience. In a concert or installation, the audience member should feel like they
have the freedom to leave at will. As mentioned earlier
with the Infrasonic Interactive Environment [9], providing for interactive parameters, particularly in modulating
the amplitude, might be ideal for accounting for more
sensitive individuals. In La Galerie d’Ondes, the musical
component shifts between alternating movements of
sound sculpture (with stationary waves) and composition.
The non-linearity in the distribution of such waves in the
space (see Figure 5) creates an experience dependent on
one’s participation and interaction in the space over time.

The reflective mylar creates a funhouse effect in reaction
to low frequency oscillations. As such one’s experience
of amplitude is dependent on voluntary and investigative
movement around the space, allowing for a more favorable context in which to explore infrasonic perception and
music.
Sensory conditioning of one’s venue can also be a powerful tool given a high-intensity sensory stimulus. Take for
instance La Monte Young’s Dream House installation
(1969-). Before entering the New York apartment that
contains it, a dense grid of high-amplitude superimposed
sinusoidal waves, one must take off their shoes. Upon
entering the space, one is conditioned through tactility
with plush carpeting underfoot and through visual cues:
warm immersive colors in pinks and purples. The pillows
strewn on the floor act as an invitation to pass time in the
venue and further couple one’s body to the soft floor. The
space also has an interactive element as well, as the
slightest movement of the head emphasizes different frequencies. There were even individuals napping on the
floor during my visit. As such, due greatly to a carefully
curated sensory immersion, these waves, although intense, are perceived as comforting, like a bath. Thus, such
considerations in installations, or in cultivating installation-like conditions in concert halls, may optimize the
audience’s potential to positively receive high-intensity
infrasonic waves.

4. THE INTEREST IN COMPOSING
WITH INFRASOUNDS
Why infrasounds? Apart from their frequency, there is no
significant physical distinction between infrasonic waves
and pitched ones [14]. And yet, their unique relationship
to space and to the human body distinguish them from
higher frequency waves. As rhythms and being at the
lower end of our frequency range perception, they have
interesting effects on pitched frequency. Given their vibrotactility, they are equally a vehicle with which to explore intersensorial music creation.

Figure 5. Standing waves in a given space: fundamental
frequency ( — ), second harmonic (---) and third harmonic (- - -). [13].

We further encourage movement around the space by
placing objects at different points of the wave maxima
and minima. The object Mirror, Mirror, shown in Figure
6, acts as a node finder, with wheels and a handle to allow the spectator to displace it.

4.1 Illustrating magnitude and force
Infrasounds can convey large spaces and powerful forces.
Our physical world conditions us to recognize a causal
relationship between a sound’s frequency and the size of
its given source: the lower a sound’s pitch, the larger the
source from which it was likely generated. We also tend
to associate higher amplitudes with higher energy
sources, as to achieve higher SPL levels, there needs to
be a significant vibration of molecules.
As discussed in Section 3.1.1, high amplitudes are typically required to perceive an infrasound. Thus, we have
an internal schema in place to inform us that any perceptible airborne (mechanical wave) infrasound we experience has likely been emanated from a sizable and powerful source.

Figure 6. Visual object Mirror, Mirror as part of the
preview show for La Galerie d’Ondes as it was presented at Les Journées d’Informatique Musicale (2013).
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The use of low frequencies to illustrate such “greater than
life” magnitude has already been culturally exploited,
particularly in provoking emotional responses in fear and
awe. Many modern horror film composers lace their
soundtracks with low frequencies and such frequencies
also appear in large cathedrals, emanating from 32’ organ
pipes producing 16 Hz tones. At the same time, infrasounds are also used in contexts of healing and relaxation
as part of music therapy.
4.1.1 Their capacity to delineate large architectural
spaces
Infrasounds can be diffused to directly interact with significantly large venue spaces or be composed to illustrate
them perceptually.
The room modes of large architectural spaces with dimensions exceeding 8.43 m fall within the infrasonic
range, given a celerity of sound at 337.16 m/s and a rectangular space. One may easily determine the frequency
of the first harmonic of a standing wave to activate such a
room mode. It may be calculated with the following
equation [15] given the length L, and where c is the celerity of sound in m/s:
(2)
The activation of these standing waves may be harnessed
artistically in a musical composition or in a sound installation. Concerning the former, one can use them to punctuate key moments as I did in my composition Larry
(2012): this piece was composed for and calibrated to the
dimensions of the architectural space, La Chapelle des
Carmelites, in Saint-Denis, France. Other projects such as
the series of installations Infrasound (2001-) by artists
RHY Yau and Scott Arford, play with architecture, provoking resonant frequencies and other acoustic reflections across various spaces around San Francisco, highlighting the architectural acoustical properties unique to
each space. The reported effects according to the given
space have ranged in description from a “lulling salve” to
jackhammer-like. 9
There is also further potential for exploitation through
physical modeling synthesis. As such, one may evoke
sonic, virtual architectures of immense size.
4.2 Rapport with the human body
Infrasonic oscillations have a profound relationship with
the human body. They not only evoke our familiar cardiac and respiratory biorhythms, but, as solidean vibrations,
transmitted through the seat, they can provoke certain
peak resonances.

4.2.1 Biorhythms
As our cardiac and respiratory rates are themselves infrasonic oscillations, infrasounds have the potential to evoke
an association with such rhythms. Furthermore, it is even
possible for such rhythmic to provoke biorhythmic entrainment, where the internal rhythm synchronizes with
an external sonic source [16].
Respiratory rhythm for an adult at rest is approximately
between 0.2 and 0.33 Hz [17] (usually higher for children
or during physical activity). The typical resting heart rate
falls between 1-1.33 Hz. This figure tends to rise with age
and is generally lower for physically fit individuals.
One’s heart rate during physical activity should ideally be
at 50-85 % of their maximal heart rate. This maximum
rate in Hz can estimated as a function of age using the
following equation: 10
!=

J. Haynes, “The brown note,” in Low Bass Theories, The Wire, vol.
341, pp. 34, July 2012.
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(3)

As such, for adults between the ages of 18-90 years, this
maximal rate slows from 3.37 Hz to 2.17 Hz, with a target active heart rate being 1.685-2.8645 Hz for an 18
year-old and 1.085-1.8445 Hz at age 90.
Provided these ranges, one can evoke the excitative and
sedative physiological states associated with such
rhythms. Furthermore, in a well-crafted composition, one
can potentially convey and even elicit certain emotions
with such states.
This evocation of biorhythms is particularly powerful
when coupled with a peak resonance at the rib cage that
occurs as a result of air-propagated low frequency at
around 30-80 Hz and is evident at 107 dB [18]. Monaural
beating over such frequencies may produce a pulsing
sensation at the chest. Such an effect was present in composer Kasper T. Toeplitz’s musical contributions to the
2012 music-dance performance Bestiole at the Centre
Pompidou, whether intended or not on his part [11]. These beatings at excited-state respiratory and cardiac oscillations gave the sensation of shortness of breath, an effect
better appreciated by some concert-goers than others (I
personally enjoyed the experience). When using such
techniques, particularly at excited-state rates or with arrhythmic pulsation, it is recommended to take actions to
cultivate artist-audience trust within the venue, perhaps
through interactivity or sensory conditioning, as mentioned earlier, or by informing/cautioning them beforehand. (This latter approach, however, might have the opposite effect, creating negative preconceived notions).
4.2.2 Biodynamic responses to vibrotactile infrasound
As M.J. Griffin outlines in his text The Handbook of Human Vibration (1990) [19], there are three frequency
ranges possessing distinct corporal responses. 1) Below
10

9
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American Heart Association. Target Heart Rates. Source:
http://www.heart.org/HEARTORG/GettingHealthy/PhysicalActivity/Ta
rget-Heart-Rates_UCM_434341_Article.jsp
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1-2 Hz, waves act more or less uniformly on the body
(below 0.5 Hz is the range often associated with motion
sickness). 2) Above 1-2 Hz, vibrations may be amplified
in certain parts of the body. Concerning vibrations to a
seated individual, Kitazaki and Griffin (1998) [20] confirmed that a converged principal peak resonance may
occur at around 4.9 Hz, with combined resonances of the
head, spinal column, and viscera. These values, obtained
with healthy male subjects of similar height and weight,
were modulated between 4-5.2 Hz according to erect or
slouched body posture. Various second mode resonances
were identified between 8.1-9.3 Hz, although these were
less pronounced than the combined first resonance. Resonances in this second spectral range are subject to variability across individuals according to such additional factors as height, weight, sex, and muscle to fat ratio. 3) The
third range is above such resonances, characterized by
vibrotactile sensation localized at its point of entry to the
body (attenuated elsewhere).
Given such factors, and taking into account inter-subject
variability, one could envisage harnessing such resonances musically, creating vibrotactile infrasonic works tailored to certain individuals or for larger groups of similar
body type. Equally, with a more mixed group, one could
advise the audience to alter their posture to calibrate their
body towards their peak resonance.
Visual acuity is also impacted by certain vibrotactile infrasounds. In several studies cited by Ohlbaum (1976),
visual acuity was impacted at frequencies between 1427 Hz without a helmet and between 3-10 Hz with a helmet [21]. I have noted changes to my visual acuity in
using an Aura Pro Bass Shaker when seated on the object
between the frequency range of 15-35 Hz [11]. Such effects offer a wealth of potential for use with visual art and
might inspire vibro-audiovisual pieces that contrapuntally
play between all three modalities.
Wanting to test these various corporal resonances, I made
a rudimentary instrument using a phasor in Max 6 hooked
up to a Crowson Technologies tactile actuator (attached
to a plank for sitting). Thus, I created a body piano
(2013) for myself containing 5 notes, one pertaining to
the under 1-2 Hz frequency range, two calibrated to my
first and second peak resonance, a localized frequency at
the seat, and a frequency impacting my visual acuity,
respectively. I eventually hope to do more sophisticated
exploratory work with my simple “instrument” and integrate it into future projects.
4.3 Other musical parameters in the sonic and virotactile modalities
Among the salient features of air-propagated infrasounds
is an ability to affect frequencies within the pitched frequency domain, evidenced through amplitude modulation
[2]. In addition, with a fundamental frequency in the infrasonic range, and the entire expanse of the pitched frequency range at one’s disposition, one can create dense
and intricate polyrhythms with inharmonic partials using
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such basic synthesis techniques as additive and FM. Using two channels, one can further enhance such effects,
creating rich polyrhythms with complex phase relations
and monaural beating, particularly with FM [11].
In respect to vibrotactile infrasounds, frequency (i.e.
rhythm and polyrhythms- when creating infrasonic “harmony”), timbre (with a sense of smoothness to loudness
depending on the complexity of the waveform) and spatialization (with multiple tactile devices across the body)
are among the most salient exploitable musical parameters. Phase and beating might also contribute some
unique effects in the tactile domain. In some recent preliminary qualitative tests I performed on myself and a
few other individuals, diffusing a stereo signal to a tactile
inertial shaker on either side of the forearm, anterior and
posterior, demonstrated that subtle phase variations of
around π/5 between two sinusoidal waves of the same
frequency were cutaneously detectable, also producing a
tugging sensation along the length of the arm. Frequency
beating between the two shakers, within a range of
around 1-10 Hz of difference, can produce the illusion of
rotational movement around the axis of the arm. Further
studies are currently being conducted to investigate the
scope and nature of these effects and pinpoint the spatial
conditions under which these effects occur, with respect
to the anatomy of the human body. Additionally, one can
create the illusion of cutaneous phantom sources when
activating multiple tactile sources on the skin (of a certain
proximity) at rates of approximately 6.65-13.33 Hz [22].
With respect to spatialization in the sonic domain, it is
worth pointing out that one can create infrasonic effects
through circular panning as composer Anne Sedes did
using phasors in her octophonic composition Electrified
out of the Coma (2011).
Sonic and vibrotactile infrasounds can equally be combined to create intersensorial contrapuntal relations. For
example, in my piece Larry (2012), using cardial rhythms
and machine-like sounds (two familiar sources of both
sonic and tactile infrasounds) I played between moments
of synchrony and counterpoint to play with intersensorial
expectations.

5. CONCLUSION
This paper marks perhaps the first interdisciplinary description of information pertinent to infrasonic music
creation. Infrasounds can be exploited in the audio or
tactile domain (and sometime the vestibular and visual
ones too) in various ways: to describe real architectural
features or acoustically suggest immense spaces, to interact with the human body through biorhythmic associations or activated resonances, to modulate pitched frequencies, or to play with intersensorial expectations.
As they require a high SPL to be perceived, one must
take the necessary precautions to ensure that one’s hardware is capable of producing such frequencies at the prerequisite amplitude, and that one does not put their listen-
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ers at risk of aural pain or discomfort. As infrasounds are
typically perceived as an intense stimulus affecting multiple sensory modalities, their highly immersive potential
may amplify one’s emotional state, given the context. As
such, using elements of interactivity or sensory conditioning to cultivate either a sense of control over one’s exposure to these frequencies or a sense of ease, is recommended.
My own research, realized through my various musical
projects to date, only serves as a stepping stone towards
more profound explorations. Luckily, emerging and novel
technologies are increasingly enabling infrasonic music
creation and diffusion. I hope to have provoked some
interest among fellow composers and researchers into
further investigation of this growing field of creative potential.
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ABSTRACT
This paper presents a collaborative project revolving around
the conception, the realisation, and the qualitative evaluation of the interactive sound installation zwischenräume.
In the installation interaction is considered in a particular way, in that both the installation and the visitor are regarded as being part of an evolving dynamical system.
First, we will frame the addressed question in the relevant
research context. Then the installation and the ideas guiding its realisation will be described. Next, the evaluation
methods used in this case study will be presented as well
as the first results arising from their application. We finally
point out how evaluation results could inform the subsequent refinement of the sound installation and directions
for future research. The aspects investigated here are part
of broader research project that looks into how evaluation
strategies could be integrated in the development lifecycle
of interactive sound installations.
1. INTRODUCTION
The development of interactive art installations is a complex process. Notwithstanding aesthetic aspects, the component of interactivity requires that the artist is actively
concerned with how visitors interact with the artwork, and
possibly with each other, through the artwork [1]. Given
the accentuated importance of user involvement in interactive art, one normally questions whether and to what extent
the methodologies used in the development of interactive
systems as they appear in HCI research can be integrated
in the development lifecycle of interactive art. An increasing body of work investigates therefore, whether, how, and
when evaluation can be involved in the interactive art development process.
The ways in which interactive artworks can be evaluated
are many, as are the actors involved in setting up an interactive artwork. Edmonds et al. [2] distinguishes between three main recipients of evaluation results, namely
the artist, the curator and the evaluator. According to the
authors, artists are mostly concerned with the making of
Copyright:
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the artwork and with defining the system within which the
artwork operates. Curators are primarily concerned with
facilitating the encounter between the artwork and the audience. Evaluators often seek knowledge and target both
how artists develop their work as well as how audience experiences the artwork in its context in order to understand
important aspects of human behaviour. In this sense, the
evaluators contribution in understanding audience experience is central as it forms the feedback loop within which
evaluation results are related to the artist and curator goals.
Audience experience in relation to an interactive artwork
is multidimensional, both in the way it is conceived by the
artist, but also in the way it emerges through participation
in the installation. Interactive artworks quite commonly
do not aim to create something that offers a specific functionality, style, and mood, nor a common user experience
as interactive systems do [2]. Instead, the aim is to create an experience that is open to multiple interpretations
through the exhibition of a certain behaviour. Within the
context of interactive art there is value in such interpretations being incompatible with design expectations and inconsistent within and across groups. This complicates the
evaluation process in the sense that the typical approach
in which a system is adapted until a common user experience emerges. Therefore typical quantitative approaches
to evaluation addressing efficiency, effectiveness, and user
satisfaction are not directly relevant here.
The process of designing and evaluating for multiple interpretations which appears to be particularly relevant in
the evaluation of artistic works, has been addressed by Sengers and Gaver [3]. As the authors put it Systems that can
be interpreted in many ways allow individuals to define
their own meanings for them, rather than merely accepting those imposed by designers. Evaluation of such systems should integrate user interpretation into the process
which can be achieved using ethnographic methods. Further input can be obtained by 1. using dynamic feedback, a
process in which whatever information obtained from the
users is given back to the users to interpret, 2. conducting
longitudinal studies, as user interpretations shift over time,
and 3. gathering and presenting a variety of assessments
from a diverse population of interpreters, including outsiders. Designers then should weigh the results to justify
their conclusions and make sure that they do not abdicate
the responsibility for the eventual success of the system
[3].
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2. RELATED WORK
A considerable body of work in the evaluation of interactive art has emerged in the Beta Space [4], a space in
which interactive artworks at different development stages
are exhibited and audience experience is evaluated [2]. The
evaluations use a variety of methods, combining direct user
observation or video recordings, with either contextual interviewing, video-cued recall, structured interviews, or
questionnaires [5, 6]. The video-cued recall method is an
especially interesting dynamic feedback evaluation method
[3], as participants are shown a video of themselves and
asked to recall what they experienced, while watching their
actions. The group has developed a coding scheme that
can be used to support data analysis based on the analysis
of evaluation material from a number of installations. Two
major coding classes are used. The first relates to the behaviour of the individuals as it emerges through their observed actions and the content analysis of the texts. The
second represents the cognitive activity, being divided into
hypothetical levels of how information is processed.
Höök et al. [7] have used a variation of the co-discovery
method, in which groups of users visited the installation
while their interactions were recorded, followed up using
open-end interviews. Since visitors spoke to each other
naturally while visiting the installation, such a method enabled the researchers to follow their theory-forming process and obtain insight into how different personalities interacted with the installation. The authors also argue that
although such a group method would not yield typical average user data, it provides access to group reactions and
dynamics and is closer to how art is often experienced.
Morrison et al. [8] have used more open techniques which
they tried to bring together using the grounded theory
method [9]. The evaluators used shadowing, interviewing
and informal discussion, and questionnaires. The authors
used the concept of lucid engagement and design [10] in
their evaluations as it helped emphasising the playfulness
aspect of artistic works.
2.1 Evaluating Sonic Interaction Design
Despite the amount of work directed in the evaluation of
Interactive Art, the application of evaluation methods in
Sonic Interaction Design (SID) installations has been limited. As a first step in investigating evaluation in SID installations, we evaluated the interactive sound installation
zwischenräume. As this was our first attempt in evaluating a SID installation, we used the open and flexible approach of grounded theory, which poses no particular constraints in the evaluation process and allows the evaluator
to proceed without assuming any previous knowledge on
the research domain [9]. Stemming from sociology, such
an approach is inherently ethnographic, thus being appropriate for the evaluation of systems designed to yield different interpretations [3]. Although we considered using
the video-cued recall method for the evaluation, this did
not prove feasible to apply, as video and audio obtained
with conventional recording means did not appear to provide something the visitor could relate to given the auditory spatial complexity of this installation. Instead, data
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from in-situ user observation, video recordings, and open
interviews were collected and analyzed.
3. THE INSTALLATION ZWISCHENÄUME
3.1 Conception
The idea behind zwischenräume was to create an interactive sound environment which would be experienced as
an organic entity continuously sensing the space, reacting
to sonic events, and providing dynamic sonic spatial perspectives depending on the visitors’ actions or their mere
presence. Interaction with the installation is made possible only through sound which functions both as input and
output.
Displaying the inner rules and workings of the installation to the public was less relevant. Instead, the aim was
to capture visitors’ interest and convey an impression of
openness and playfulness by offering graspable and playful affordances that trigger the action perception loop.
Di Scipio’s approach to interactive systems as ecosystemic systems[11] was central to the conception of the installation. The visitors and the installation are regarded
as equal partners or agents that share the same space and
interact with each other much like an evolving dynamical
system. Interactivity was conceived as a continuous exchange between these actors that affects the state of both
of them through an adaptation process that eventually “resonates” in one or more particular behaviour i.e. the sense
of any change in time or space of an entity with respect to
its surrounding (Rosenblueth [12]). On this basis, three
specific scenarios or separable eigenbehaviours[13] (see
section 3.2) were developed. These eigenbehavours were
then recomposed using a dynamical system that orchestrated their temporal and spatial evolution depending on
the way the visitor would interact.
The aforementioned concepts were framed by conceiving the installation as a feedback system, in which sound
picked up by microphones is projected back into the room
with a specific delay. Feedback systems exhibit dynamically evolving behaviour which served as the basis for the
eigenbehaviours developed.
In particular, by varying the time delay a rich palette of
distinct sonic experiences emerges ranging from feedback
tones, to the perception of spaciousness and eventually to
echo effects. The need to stimulate the whole room emerges
naturally when aiming at such impressions as it provides
a spatial layer for the system behaviour and an embodied
agent to interact with.
Consequently, the development revolved around the spatial, temporal and energy relationships between the location of microphones picking up sound and the loudspeakers projecting it back. Necessary tools were a simple location detection algorithm, implemented by determining
which microphone received the maximum input at any time,
and a fast ring buffer system that allows the efficient control of the delay and the gain of the output of each loudspeaker. Implementation has been done in the rattle 1 an
1

Rattle is being developed and maintained by David Pirrò
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Figure 1: Photos from the final installation setup in the Forum Stadtpark exhibition space.
real-time DSP programming environment written in C. rattle can also be used as a mass-based physical modelling
server, a feature we used in the final realisation of the installation. This programming environment is based on an
interpreter written using CLANG and LLVM 2 that is used
to define and JIT-compile new functions in real-time thus
allowing for rapid prototyping and audio synthesis[14].
3.2 Development and Scenarios
The installation was developed during a period of experimentation and exploration that took place in the CUBE 3
studio in the Institute of Electronic Music and Acoustics
in Graz. The principal aim was to develop a repertoire of
clearly separable scenarios or eigenbehaviours that yield
interesting and perceptually distinct sonic outcomes. Scenarios were defined as parametrisations of the system that
expose a special behaviour with respect to its interaction
with the visitor and the environment. Finally, a physical
model was conceived that would bring these scenarios together in a single installation that could expose either one
or mix together according to the visitors’ activity in the
room. The three scenarios and the physical model that
2
3

http://clang.llvm.org/ accessed 2014-04-12
http://iem.kug.ac.at/, accessed 2014-04-12
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were eventually chosen for the installation are presented
in the next paragraphs.
3.2.1 Feedback
This scenario is exploiting the feedback phenomenon that
occurs when no or very little delay exists between input
and output. In the most simplest case, feedback manifests
as tones, whose frequency depends on the main resonant
frequencies of the room and its acoustic characteristics.
However, when many loudspeakers with quasi-random orientations and locations are used as output and many microphones as input, more resonant frequencies can be excited simultaneously producing complex spectra. To allow
for spectral variability however the main resonant frequencies need to be suppressed as they would otherwise dominate and lead the system into similar states. This can be
achieved using a limiter and a peaking filter bank to control
the overall amplitude of the feedback tones and the time
needed for these tones to appear. Adapting the filter bank
allows direct control over the “inertia” of the system, that
is the system sensitivity to changes in the environment and
the ease with which a transition between different feedback
states occurs.
Calibrating gain factors, filters and limiters was challenging as the feedback system strongly depends on the par-
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ticular space and the loudspeaker and microphone spatial
positioning. It was however possible to find configurations
in which complex feedback tones were produced whose
spectra depended on the listening location and the mere
visitors’ presence. In particular, the nearer the visitor was
to a loudspeaker (or even holding a hand directly in front
of a membrane), the more dramatic and fast were the reactions of the system. It has to be noted that this is the only
scenario in which the installation was producing sound apparently on its own.
3.2.2 Hall and Echo
In this scenario we increased the delay between input and
output creating a spatially distributed hall effect and effectively increasing the perceived acoustic size of the room.
With even longer delays echoes would appear, that would
propagate onto the loudspeaker leading to an impression
of spatial spreading of the sound. Moreover, the feedback
of the echoes into the system through the microphones,
yielded further softer echoes that eventually smeared uniformly over the whole array and slowly disappeared.
By adjusting the spatial distribution of the loudspeakers,
the effect of echoes from specific loudspeakers on specific
microphones can be changed leading to the appearance of
prominent spatial inhomogeneities. It could happen that
echoes would “hang” between some loudspeakers and microphones never disappearing or even continuously growing louder. To avoid this we introduced a calibration step
by which loudspeaker gains were recomputed so that the
maximum RMS value from each loudspeaker measured on
the microphone array was equalised. This operation allowed more control and more stability in the overall system.
Refining this scenario, gain and delay times were chosen such that the delayed signal was just on the threshold
of being perceived as an echo. In this way a hall effect
would emerge for continuous sounds (e.g. whistling), due
to the temporal overlap of the sound with the echo onsets.
In contrast, for impulsive sounds, the perception of echoes
would be accentuated given the temporal distinction between sound offset and echo onset.
3.2.3 Paths
This scenario is derived from the previous and restructures
it in order to provide the impression of auditory movement;
echoes that slowly “crawl” in space, departing from the location the sound was produced and moving along clearly
perceivable, dynamic and changing paths through the loudspeaker array. To reinforce echo perception, delays here
operate past the echo threshold.
Sound captured by the microphone closest to the sound
producing action is recorded and played back delayed from
the nearest speakers. Using an adjustable delay the same
sound is projected to the one or two loudspeakers closest to
the previous with a slightly attenuated amplitude. As this
process is repeated, a path of echoes is created, propagating from one loudspeaker to the other and eventually, after
a period that depends on an attenuation factor, disappears.
We intentionally avoided propagation paths in fixed direc-
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tions in space (e.g. all paths moving towards one side of
the room) and paths that would recirculate between a small
number of loudspeakers. In order to minimize the effect of
propagating echoes on further stimulating the system, the
signal from the one microphone receiving maximum energy was used as source and the input gain for all other microphones was strongly diminished. Only sound exceeding
a specific threshold would be used as sources for this scenario. The scenario was fine tuned in order to minimise
recapturing subsequent repetitions that would obscure the
development of the paths in space.
Particular to this scenario is that it explicitly advocates
interaction between the visitor and the installation. In contrast to the previous scenarios, the effect of the acoustic
environment is limited, making the behaviour of the installation’s response completely dependent on the actions and
sonic events produced by the audience.
3.2.4 Physical model
The goal of the physical model was to operate on the parameter space defined by the previous scenarios and synthesize their behaviour. In the model, both loudspeakers
and microphones were defined as masses placed in locations that resembled their actual positions in the exhibition
space, with microphones above the loudspeakers plane. All
these objects were connected by forces. The masses representing the microphones exerted gravitational forces on the
neighbouring loudspeakers masses. These, in turn, exerted
and were affected by fixed spring-like forces exerted by
their nearest neighbours. When a microphone received a
signal above a certain threshold, it “pulled” the loudspeakers it was connected with, with a force proportional to the
signal’s energy, thus exiting the whole system. This threshold was high enough to allow the whole system to relax
when sound in the room was soft. The result was a mesh
that, when excited, would behave much like a plate. An excitation would be transmitted to all loudspeaker masses in
the model and the whole mesh would slowly wobble back
to a resting state within a time frame determined by the inertia of the masses and the attrition we used. Using rattle,
the simulation of this model was run in real-time at sample
rate.
The displacement of the loudspeakers along the z-axis
(towards the microphones) was used to control the delay
with which captured sound would be reproduced by the
connected loudspeakers (ranging from zero when in rest
position to values appropriate for the hall and echo scenario). Velocity along the z-axis was used to control the
gain of the loudspeakers (ranging from a lower threshold
suitable to the feedback scenario (mass at rest) to a value
appropriate for the echo scenario). Speed along the direction connecting one loudspeaker mass to its neighbours
(paths scenario see 3.2.3) was used to control the amplitude
with which the signal was reproduced by the next mass.
The displacement of the loudspeaker masses was mapped
to the delay factor with which the repetitions were reproduced along the paths.
The effect of these choices was that when the masses
were at rest i.e. when there was little or no activity in
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the room, the installation would fall into the feedback scenario. As soon as a sound or a feedback tone appeared,
the microphone masses would start to pull the loudspeakers. Feedback tones would slowly disappear as the excitation would spread over the whole mesh and the hall and
echos scenario would appear. Louder sounds and much
activity in the room, would result in greater displacements
and speeds of the loudspeaker masses and the path scenario
would eventually appear.
Connecting the real-time physical model’s state with the
parameters of the scenarios, allowed us to recompose and
merge the three single eigenbehaviours into one. Fine tuning these mappings was a process that took a long time,
but eventually converged into the realisation of one system
that would be perceived as coherent, exhibiting a global
behaviour that exposed the three scenarios in dependence
of the overall activity in the space.

4. EVALUATION
There were three goals targeted by the evaluation: 1. to
assess the success with which the perceptual and cognitive
phenomena the artist wished to create were communicated
to the audience, 2. to understand the audience experience
and how this emerged through interaction with the installation and 3. to make a first step towards understanding
visitors behaviour in installations involving Sonic Interaction Design .
4.1 Evaluation Process

3.3 Setup and Staging
The installation was realized using 48 (ca. 5x5x5 cm) loudspeakers and 24 microphones. The first staging decisions
related to the placement of the loudspeakers and the microphones. With respect to the loudspeakers, a positioning
that would structure the space less rigidly was sought, in
order to allow the visitor more freedom in choosing which
paths to take through the installation. Loudspeakers were
thus distributed quasi-randomly (see Figure 1d), forming
small clusters in the exhibition space. Various kinds of objects were used to mount the loudspeakers (music stands,
microphone stands, table, wooden blocks) to underline the
playful character of the installation. As a consequence and
in contrast to a more regular kind of distribution, this configuration led to the appearance of spatial inhomogeneities
and local behaviour as the different loudspeakers clusters
projected sound slightly differently. Finally, to emphasize
the fact that the installation reacts to the sonic activity in
the room, some sound producing objects (a snare drum,
some squeaky ducks and a trampoline with some bells attached under it) were distributed in the space.
In the context of this exhibition, we worked together with
artist Johanna Reiner 4 who helped to shape the installation visually. She further contributed by placing one of her
works in the space which was a sizeable hollow heap made
out of shredded paper, providing an entrance and enough
space for 2-3 persons to lie down (see Figure 1c). As a reaction to her idea, inside the heap we fixed four loudspeakers which reproduced the sound picked up by two microphones placed outside the exhibition venue. In this way,
sounds from the exterior could be heard in the heap while
the installation provided the background and vice versa.
In contrast to the loudspeakers the microphones were hung
from the ceiling in a very regular fashion. The exhibition
area was covered with a regular lattice, in which microphones were placed with a fixed distance between them
(see figure 1b). The desktop computer running the installation, the necessary audio interfaces, the necessary AD/DA
converters, amplifiers and pre-amplifiers were stacked vertically within a box standing roughly opposite to the paper
4

heap. As a consequence, all signal cables formed a star
shaped stem as they connected to the sound system. Although hiding the cabling was appealing to us, for practical
as well as aesthetic reasons, it was decided to use it as a visual element of the installation and to shape it consciously.

http://johannareiner.at/jr/about/, accessed 2014-04-12
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The evaluator observed different visitors to the installation
and made some general remarks with respect to the way
they behaved in the space. In addition to this, seven participants were invited to visit the sound installation, four of
which were filmed while in the installation space. One had
neither musical nor sound related training, two had musical
training, and four had both musical and sound engineering
training. All participants were between twenty and thirty
years of age. They did not receive any explicit information about the installation, although some participants have
read flyers, or visited the homepage of Forum Stadtpark to
gather information in advance. They spent as long as they
wished in the installation space while being videotaped.
Subsequently, they were immediately interviewed. The interviews were open ended and held as informal as possible
to give the participants the possibility to talk freely about
their impressions. The interviewer interfered when participants when the conversation got stuck or went off topic
and made sure the following aspects were addressed: the
first impressions upon entering the room, the sound producing actions the visitors used and their perception of
interaction with the installation, the way the sound from
the installation and its interaction with the room was interpreted, the impressions in the paper heap and comments
concerning the temporal evolution of the visitors’ impressions with respect to the installation. Interviews and video
recordings were subsequently transcribed and analyzed using the method of constant comparisons and a combination
of open and selective coding within the grounded theory
framework [15, 16].
4.2 Overview of the material
In the interviews, participants talked about their sensations,
their emotions, their actions, and their thoughts and they
described the behaviour of the system, the ways they interacted with it, as well as their theories about how it works.
Statements relating to the people’s perceptions were classified under the sensation category. Within this category subcategories relating to visual and auditory sensations were
created. Auditory sensations were further subdivided in
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Figure 2: An overview of the tags used in the evaluation
sensations relating to timbre, pitch, loudness, and the temporal and spatial dynamics of the installation sound on one
hand, and sensations relating to the room acoustics on the
other. This was because visitors differentiated explicitly
between the sound of the installation and the perceived
room acoustics, and because they related the first to the
way the installation responded to their actions, while no
direct relationship between the latter and their actions was
established. Statements relating to the visitor’s emotions
were classified under the emotion category. Statements
relating to the visitors’ thoughts, theories, and hypotheses with respect to how the installation works were classified under the theory category. Finally, statements relating to the way people interacted and perceived interaction
with the installation were classified under the interaction
category. An overview of the coding scheme, mixed together with the attributes that were assigned to the different
aforementioned categories appears in Figure 2. The coding
scheme emerged by balancing between the way the artist
described the installation and the way the installation was
described by the visitors.
Statements under the visual sensation category were
mostly collected when people described their first impressions. Very few comments relating to visual aspects appeared in other parts of the interviews. Importantly however, the visual appearance of the installation dominated
the first impressions of the visitors and shaped their expectations. Only two visitors referred to an auditory impression as their first impression, while the rest referred to
the visual appearance of the installation when describing
their first impressions; the paper heap, the loudspeakers,
the cables hanging from the ceiling, and the microphones.
All visitors entered the space in a cautionary mode and expected to receive some immediate auditory sensation. It
was not until accidental sound producing actions, as footsteps, laying down a jacket etc., occurred or the sound pro-
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ducing objects were used that the interactive aspect of the
installation became obvious. This required however some
time and it was often the case that people did not notice
it; some visitors (not participating in the evaluation) would
sometimes leave without interacting, or producing sound
at all.
Participants used attributes relating to the pitch and the
timbral, temporal, and spatial dimensions of the sound,
as well as metaphors to describe the auditory impressions
classified under the auditory sensation subcategory. They
often mentioned that the sound from the installation was a
pitch shifted version of the sound of their actions. Terms
such as noises, rumbling, sound from mice or cats, crackling, thundering were used to describe the response to their
sound producing actions. Other preferred technical terms
such as echoes, sometimes called delays, or explicitly feedback. Attributes such as circular movement of sound, sound
from all directions and sound from different locations were
used to describe spatial auditory perception. Perception of
auditory movement was however not clearly established,
and only one person mentioned perceiving paths in the way
sound was moving, while there was a general agreement
that the location of the sound from the installation was spatially diffuse.
Most of statements under the emotion subcategory appeared when people described the sound of the installation.
Some people, in particular people with no sound engineering training, did not use audio terminology and referred
to the sound from the installation using explicitly affective
terms, such as aggressive, relaxed, chaotic, cool, dark and
so on. Few statements relating to emotion were collected
in response to a visual sensation. One notable statement
related to the contrast between the visual and the auditory
room impression of the room, resulting from the fact that
the first was classified as dry and empty and the second as
rich and full, which was described as strange by the visitor.
When examining statements under the room subcategory
all participants agreed that the perception of the room acoustics was influenced by the installation and that they felt
that they were in an acoustically larger room. Only one
person however, mentioned perceiving dynamic changes
in the acoustic size of the room, albeit without establishing
any connection to his actions.
The paper heap was perceived as a separate environment.
The auditory scene inside the heap was recognized as a
public location soundscape; but not a live one. The lack of
a way to influence the sound was however evident to all.
A large number of statements were classified under the
behaviour subcategory. In order to refer to the sound from
the installation visitors used the term soundscape quite often, but also terms such as the room, the delays, the echoes
etc. Expressions like it (i.e. the sound from the installation)
spreads, moves, changes depending on the timbre, the location, the pitch and the intensity of my actions, changes depending on my location were often used to describe the installation behaviour. The contrast between local and global
behaviour was prominent in the visitors’s remarks. Most of
the people made remarks concerning how the sound was
different depending on where they were in the space and
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their proximity to the loudspeakers. One person even listened directly on the loudspeakers and compared to the
sound when standing away from them.
In the statements under the interaction category, the installation was described as interactive by all visitors, who
justified their judgement based on the immediate auditory
feedback they received in response to their sound producing actions and the resemblance of the sound from the installation to the sound of their actions. The different sound
producing instruments in the room were used extensively
and quite often other sound producing actions were employed, such as singing, shouting, dropping things, clapping and so on. Visitors enacted with the installation in a
primarily playful and explorative way, in which the system
was stimulated for fun and not directly to test a hypothesis. The installation was thus interpreted as a rich medium
where variable perceptions could be created and observed,
a pattern that was also quite evident in the video recordings.
Quite often statements classified under the behavior category overlapped with statements under the interaction category. This is not surprising as the installation behaviour
was meant to manifest as a result of the interaction with
the visitors. In addition to establishing that the installation
responds to their actions, visitors noticed that they could
shape the installation behaviour using the timbre and the
location of the sound of their actions and to a lesser extent
the loudness and the pitch of the sounds they were creating. There was however difficulty in establishing exact patterns in the way the installation responded. Visitors related
these difficulties to the irregularity of the spatial and timbral mapping between the sound producing action and the
feedback from the installation. This led to some inconclusive experiments in which visitors tried to establish ways
to control the sound of the installation and compose it. For
example, one person focused with limited success on controlling the pitch trajectory of the sound of the installation
by the pitch of the sounds he was creating. Another person
tried to form a chord by consecutively playing single notes
on the whistle, albeit to limited success. A relatively successful experiment emerged when one person noticed that
silent or calm behaviour on her side resulted in an inviting
atmosphere, whereas loud signals resulted in aggressive
and scary noises and stimulated the system accordingly. Irrespective of the success of their experiments, people mentioned that they provided them with insight on the internal
workings of the installation. Interaction with the installation often stopped upon reaching a satisfactory conclusion
with respect to how the installation works or a feeling that
the possible scenarios have been explored. Three visitors
predicted that the (only) partial resemblance between the
sound produced by the installation and the sound of their
actions would lead to difficulties in relating them in cases
in which more than one person produced sound. This was
also evident in the opening ceremony, when many people
stimulated the installation simultaneously: although they
were playfully interacting they had difficulties establishing
a causal connection between feedback and action.
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5. DISCUSSION AND CONCLUSIONS
The results of the evaluation show that the major goal of
the artist to create an agent that exhibits behaviour, in the
sense of changes in time or space of an entity in relation
to its surroundings, was successful. At the same time, it
appears that certain aspects of the implementation as well
as the calibration of the scenarios could be further tuned.
For example the implementation of the auditory movement
paths was not as successful as visitors did not experience
the intended sensation. In addition, people mentioned a
stable impression of an acoustically bigger room, rather
than a room whose dimensions change as was the original
intention.
Despite the small amount of participants, the evaluation
provided us with a wealth of material and some interesting
findings that could be generalised in future work. These
relate to the weight of the visual appearance on the initial
perception of sound installations and the difficulty in identifying how to interact with the installation that puzzled the
listeners. The difficulty to “find where to start”, as a visitor
put it, may be attributed to the invisibility of the interface as
well as the “unfamiliar” interaction technique. As in order
to interact with the installation one has to produce sound,
no evidence of the interaction potential appears until such
an action is undertaken. Although accidental sound producing actions as well as the sound producing objects provided hints to the interactive component of the installation
these were not clear enough for some of the visitors. Thus,
it might be relevant to consider how to make the existing
affordances “audible”.
Another finding to consider in the future relates to the inquisitive nature of the visitors, manifested as the tendency
to find ways to explicitly control the installation and synthesize its soundscape. Although the original intention to
stimulate playful interaction was successful, some visitors
sought a more structured way to interact with installation.
The artistic decision here was not to provide a soundscape
composition tool but an agent that contributes on equal
terms as the visitor to the sound of the installation. It is
therefore not surprising that such experiments were not
successful. This finding would be important to consider
when revisiting the installation as it would be interesting
to investigate how it may relate to the creative engagement
of the public[17].
Based on our experience with this project, we mention
that introducing evaluation in the installation development
cycle resulted in an exchange that provided both the evaluators and the artists with insight. Specifically it sharpened the questions addressed by the evaluation and helped
the artists in clarifying ideas that could otherwise have remained implicit.
We mention two aspects that we consider worth discussing
concerning evaluation strategies. First, that the video-recall
method commonly used in such evaluations might need
to be revised so that it can be applied to interactive audio installations. This is because video even when supplemented with audio recorded with conventional means,
does not appear to provide material the visitor can relate to
when spatial sound is used in the installation. The more

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

open methodology of videotaping and interviewing participants worked well in our case and avoided the aforementioned problem. Second, having experienced this realisation/evaluation cycle, it appears that this process is
difficult to perform by a single person. This is primarily
related to the workload and the costs involved in performing a qualitative evaluation. Introducing evaluation into the
creative development process could be important, as apart
from providing an explicit validation stage, it could also
provide the artists with alternative ways to look at and reflect on their work and eventually contribute in sharpening
their “tools”. As a trained evaluator is not always available,
research of time and cost effective evaluation methods that
could be handled by the artists themselves, is important.
The work we presented here is part of the Klangraüme
project we have just started, which will deal with methodological issues concerning the application of an iterative
design process on the interactive sound installation design
and the possible repercussions on artistic praxis and try
to to enrich applied Sonic Interaction Design using ideas
from artistic works. Within this project we will publicly
stage evaluate and refine three more interactive sound installation. Interactive sound artworks have a long history,
but the field of Sonic Interaction Design with Human Computer Interaction Research has only been recently formulated explicitly [18]. This project represents the optimal
context to further clarify issues, questions and research
methodologies.
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ABSTRACT
Multi-touch interfaces provide new opportunities for collaborative music composing. In this report, an approach
using genetic algorithms to evolve musical beats in a collaborative setting is presented. A prototype using a multitouch interface is developed and evaluated.
1. INTRODUCTION
Advances in computer technology in the last decades have
provided many new tools for musical tasks and have in
many ways changed the way musicians and composers approach music and composing [1]. With cheap personal
computers and music software readily available, music making and recording is no longer confined to professional
recording studios. There is a wide array of DAW 1 applications on the market today that allow users to produce
and record music at home, without requiring expensive
equipment. However, most of these are single user applications that still require extensive knowledge on behalf of
the user in order to fully facilitate the potential of the program. A typical work-flow when using these applications
in a setting with more than one composer is to make local changes to the project files and then send files back
and forth between the collaborating composers. This way
of working puts limitations on the collaboration process
and does not allow parallel inputs from the different composers. It is interesting to study how the music creation
process can be made more collaborative, and also how to
make it more accessible to users without expert knowledge in techniques for music production. Given the collaborative nature of musical performance and innovation,
new technologies and interfaces in collaborative computer
systems can be used to explore the possibilities of music
composing and performance in a group setting. Naturally,
some problems arise when facing the task of composing
music together with others. How should the group members’ different backgrounds, intentions and musical ideas
be mapped onto the resulting singular composition? This
is insofar a key issue as tasks involving group creativity
1
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benefit from heterogeneous groups [2] [3, p. 450-452],
[4]. This also means that novices need to be integrated
in the collaborative effort. In [5] it is argued that for social creativity the heterogeneity of individuals, the overall
diversities in knowledge, experience and expertise are the
key elements to foster creativity and therefore must be integrated. Depending on the definition, creativity relates to
both an individual [3, p. 137-144, p. 450-452] - human
cognition offers creative capacity as an essential propertyand a social context - the assessment of value of an original
idea for a certain domain by means of social and cultural
processes- [6],[3, p. 313-335]. Especially social creativity
has been shown to provide creative and sustainable solutions [5, 2], e.g. in the context of small world networks
and its relationship to key innovations in art and science
[7]. This effect is further amplified by the phenomenon of
Group Flow [8, p. 158]. Group Flow is important as it
stimulates an implicit learning process and therefore creates a tri-directional link between individual, group and
the music created. Besides the feeling of personal engagement leading to the empathic involvement with music [9],
it is also bound to the feeling of social presence. The experience of Group Flow has been already shown to take
place in Computer Supported Collaborative Music making (CSCM) [10]. Furthermore, the empirical study by
MacDonald [11] has revealed that groups that reported the
experience of Group Flow created compositions that were
rated more valuable (by a third party) than groups that did
not experience it. In this way Group Flow is a motivator and means for the group to innovate in a creative task.
The engagement by intrinsic motivation has furthermore
the effect of supporting the learning process for musical
expression, thus the mediating interaction with the shared
CSCM environment and finally the social interaction with
peer members. Thus, we see the integration of these social
effects that take place in creative collaboration as highly
beneficial for the task of creating music.
In this context, an application that supports social creativity can be seen to have a mediating role, namely to
consolidate different intents by the collaborators. Furthermore, especially for novices, such a mediating support has
to facilitate the expression of intents by augmenting the
users’ skills. This can be provided by either making use
of compositional rules or generally, by guessing the users’
intent function (e.g. give compositional recommendations
or generate specific derivations of the shared composition).
In this contribution we will motivate and present an ap-

the original author and source are credited.
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proach for co-located group composition using genetic algorithms. Here, such algorithms will be used to establish
a mediating functionality that will adapt to the users’ modifications of the shared composition in order to converge
towards a collectively agreeable goal.
However, the main difficulty in solely evaluating the additional benefit of this mediating role of such an approach
is to avoid or at least minimize the bias that the expressivity of direct controls themselves impose upon the application - such as familiar control metaphors for controlling
musical events or overtly self-evident gestures encoding
musical event mappings. This may otherwise skew results
by favouring proficient users for this use case or simplify
a compositional process. The reasoning is that musical
novices would benefit the most from a mediating functionality given that they presumably have no prior knowledge
on how to approach the task of music composition. Hence,
they may not be able to musically understand the effect
of their interactions with the application in view of an intended goal. Thus, regarding the user interface and interaction metaphors, we decidedly put the users into a position where they have to rely on the mediating functionality,
therefore enforcing a loss of control at the expense of perceived expressivity. We will elaborate this in more detail
in section 4.
To summarize, the objective of this contribution is to evaluate, whether active and adaptive mediation, specifically
using Genetic Programming, adds additional value for supporting the creative task of collaboratively composing music. For this we will devise a system that is capable of
creating a variety of short musical forms (”beats”) that include bass and melody lines with accompaniment including chord progressions and drum patterns. We see the music composition system underlying the application as capable to create a realistic subset of music forms common in
modern popular music.
Finally, for the prototypical implementation we will utilize a multi-touch table for interaction to further offer means
that facilitate social communication protocols [12].
The outline of this paper is as follows: first we will review related work, especially with regard to the application of genetic algorithms. We will then motivate the concept and elaborate the prototypical implementation. This
is followed by the presentation of a user study that aimed
to evaluate the prototype. The contribution concludes with
the discussion of the results thereof and gives starting points
for future research. We do not want to evaluate for expressivity but the additional benefit of a mediating role, in our
case the GA specifically.
2. RELATED WORK
Tabletop interfaces represent one end of the spectrum of
synchronicity where all group interaction is carried out physically and locally using a single shared workspace. Several applications either in the scientific or commercial field
exist that facilitate the collaborative composition of music following various metaphors using a multi-touch table. ReacTable [13], for example, allows the creation of
looped phrases using step-sequencers that modulate audio
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generators (modular synthesizer). A previous contribution
[14] allowed collaboratively arranging sequences of note
events that have been entered using the piano roll notation (non-linear multi-track sequencer). Xenakis, on the
other hand, follows a probabilistic approach to compose
musical events (algorithmic composition) and Touchtr4ck
[15] allows to mix and manipulate recorded sound material (loop/phrase sampling). However, these applications
do not actively mediate the collaborative composition process by taking part in the decision making.
There have been many attempts to mediate or automate
music composition tasks in order to have computers aid
composing music that is pleasing to human ears. Different
approaches in the general field of algorithmic composition
are described in [16]. A prominent one is to use genetic
algorithms to generate music. Such algorithms draw inspiration from the evolution in nature in order to solve computational problems and were invented by John Holland
in the 1960s [16, p. 2]. No domain specific knowledge
about the problem is necessary and they can be applied
to a vast array of optimization problems. Given a welldefined problem, candidate solutions to the problem are
encoded as chromosomes, usually as bit-strings. In order
to evaluate the fitness of a chromosome, a fitness function
is used that assigns a score to a given chromosome. In a
simple form, a genetic algorithm starts by randomly generating a starting population of chromosomes and assigning
scores to each one using the fitness function. New chromosomes are then spawned from the initial population using
crossover and mutation operations. Crossover between two
”parent” chromosomes is done by concatenating divisions
of the bit-strings of the chromosomes in order to create a
new one. Mutation of the resulting ”child” chromosome
is performed by changing the value at each bit position
with a small probability. This is done to ensure variance
in the population over time. By giving highly fit individuals a bigger probability of being chosen for reproduction
by crossover, the aim is to obtain high quality solutions
after several generations of evolution.
When applying genetic algorithms in a musical composition context, the search problem can be defined as ”from
the space of all possible compositions, find one that sounds
good” [17]. Two obstacles need to be overcome here in order to be able to apply genetic algorithms: first, an encoding of the musical structure must be defined so that chromosomes can be created and evolved. Second, a fitness
function must be defined that can rate the quality musical
output. Of these two obstacles, the second one is definitely
the hardest one to overcome due to the difficulty of objectively rating the quality of music by automatic means.
Nevertheless, quite a few applications have emerged using
this approach. An overview of some of these can be found
in [18, ch. 7.4]. Many of the applications described usually perform a specific task (such as harmonizing a melody
line) with comparison to human compositions as basis for
the fitness function. Others use rules grounded in musical
theory to rate the chromosomes.
Another approach is to have a human-based fitness function by letting a human evaluator rate the output of the
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program. This is used for example in the application GenJAM [19], which can generate jazz solos over a given chord
progression. This circumvents the difficult problem of algorithmically rating musical quality. However, as discussed
in [18, ch. 7.4.2], when using a human fitness function the
output is dependent on the evaluating person who might be
exposed to fatigue after evaluating large numbers of musical examples. This could lead to non-consequent rating
from the evaluator which in turn results in a poor performance of the algorithm. Therefore such issues have to be
remedied for a practical real-time application of a genetic
algorithm approach. Furthermore, it is necessary that users
have direct influence on the behaviour of the algorithm
such that it can can adapt to new composition objectives
(e.g. an abrupt change in the group’s stylistic preference).
3. CONCEPT
There are some studies and applications that explore the
possibility of using genetic algorithms in an interactive setting. One example is described in [20], where a genetic algorithm guided by the position of two users in space generates layered melodies. However, this application lacks
a fitness function and only generates new chromosomes
based on the users’ actions. Studies and applications of this
kind are interesting for several reasons. It might be possible to overcome the previously mentioned fatigue problems when using human evaluators by letting the evaluators themselves interact with and affect the chromosomes
linked to the music creation. This can be seen as guided
mutation operations, as opposed to the random mutations
performed by the program. In fact, it is argued in [21, p. 23] that development of musical structure can be seen as
directed mutation; new musical ideas are generated by mutating other musical ideas.
Such an approach can be implemented using a turn-based
composition strategy that comprises of repeated turns of
active modification of the composition by the users (e.g.
changing the scale or patterns of the shared composition)
and evaluation by the users after which the genetic algorithm performs one cycle and then presents the users with
an updated version of their previous composition. The
evaluation can be implemented using a voting scheme, thus
it corresponds directly to a fitness function in generic genetic algorithms.
Splitting the composition process into several cycles of
phases furthermore has the not only the advantage of users
being able to directly alter the composition in real-time to
steer the genetic algorithm but also to hear the results of
their interactions immediately (first phase). This immediacy is necessary for any musical engagement [22].
To summarize, our approach implies a direct analogy between the human composition process and the compositional process performed by a genetic algorithm. This also
serves as a motivation for the choice of using genetic algorithms with additional guided mutation from the users
as an additional element, since the user input can directly
be applied to the algorithm at run-time. Therefore, the approach involves the users in the music generation instead
of just letting them passively listen and rate the automated
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music creation, in order to achieve faster convergence of
the genetic search and to solve the previously discussed
listening fatigue problem. In this way, the mediating role
of this creativity support system is in some way to guess
the collaborator’s musical intent and to converge towards
it.
In order to investigate how genetic algorithms can support and enhance the creativity of group composition, an
application was developed that realizes the concept of applying user input as directed mutation to a genetic algorithm that generates musical beats. In order to limit the
musical space that the users can explore, the application
was designed to produce musical beats with a length of
four bars. The beats have a granularity corresponding to
16th notes, not unlike that of a 16th-note step sequencer.
This approach of course further limits the musical abilities
of the application. The application can only produce note
lengths that are integer multiples of a 16-th note, which
means that for instance triplets can not be achieved. However, for the purpose of this experiment, this simple approach should be sufficient while it can be safely assumed
that the application can be generalized to contain more
complex rhythmic combinations and to support music that
is not beat based, if the basic concept should prove to be
successful.
A beat in the application consists of a drum part, a bass
line, a melody and a chord sequence that defines the harmonic environment for the bass and melody parts. The
drum part in turn consists of hi-hat, bass, and snare drum
rhythms that can vary individually over the four bars. The
bass and melody are monophonic with notes extracted from
the current chord. Each chord consists of four notes that
are extracted from a global seven note scale. One chord is
applied to each bar, which means that the beat can be seen
as a chord sequence of four chords. Apart from controlling
the root note of each chord, the users can also control the
specific voicing used for each chord as well as the rhythm
of the chord playback. Other global parameters apart from
the scale used are the tempo for the beat and a binary shuffle switch that applies to all instruments on a 16-th note
level. By interacting with the interface of the application,
the users can change the parameters of each part individually. An important question in this context is how to map
the settings of the interface controls to patterns (rhythm
and pitch) for each of the instruments. Also, in order to
apply a genetic algorithm to the beat generation, an encoding is needed to represent different beats.
3.1 Pattern Mappings
Regarding the mapping from user input to musical patterns, an initial approach was to allow all possible combinations of beats by representing the rhythm of an instrument by four 16-bit numbers (one for each bar) where the
value of the bit in position i decided if the i:th 16-note in
that bar should be a hit (1), or a rest (0). By setting the
range of the user controls for the rhythm of that instrument
in that bar to the interval [0, 216 −1], all possible 16-th note
rhythms cab be achieved. For each note in the rhythms
of the melodic instruments (bass and melody), all scale
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# patterns
8
4
4
7
8
4
16
16
8

example, the gene integer that corresponds to the melody
pattern in a bar takes a value in the interval [1, 16]. A beat
contains four bars in which the patterns can vary independently (with the exception of the scale, which is global for
all four bars). Disregarding global tempo and pitch parameters, the cardinality |S| of the set of unique beats that the
application can produce is
|S| = 8 · (8 · 4 · 4 · 7 · 8 · 4 · 16 · 16)4 ≈ 2.3 · 1028

Table 1. Patterns used for the various instrument types or
compositional parameters and their respective number of
alternate instances
pitches would be available. However, this approach turned
out to be problematic for two main reasons. First, the encoding of a 4 bar beat would need more than 300 bits for its
representation which might lead to very long convergence
times, especially in an interactive setting with human evaluators. Second, a large subset of the possible beats would
probably be rendered non-musical by the users. Thus, this
approach needed some modification. To reduce the search
space and to render more musical beats, predefined patterns were introduced to each instrument. The rhythmic
patterns for each instrument still used the bit-extraction
technique described above, but now only a small subset of
integers in the interval could be used (between 4-16 rhythmic patterns per instrument). For the melodic instruments,
common arpeggiator patterns 2 were used. Eight different scales could be chosen as the harmonic environment
for each beat, ranging from common scales such as Ionian (major) and minor pentatonic to more exotic scales
such as diminished and whole-tone scales. The tempo, expressed in beats per minute, could be set to any integer in
the interval [60, 300] and the shuffle switch was indirectly
defined as a modulo-2 operation of the sum of the drum
parameters, resulting in a shuffled beat if they add up to
an odd number. To imitate the shuffling of a human drummer, the shuffle ratio was decided by the tempo of the beat
as described in [23]. The advantages of this pattern-based
approach include more musically coherent beats and radically shorter beat encodings. The patterns can be ordered
with respect to their rhythmic complexity [24], which allows for more musically sensible mutations. An obvious
disadvantage is that the musical space is totally defined by
the pre-defined patterns which reduces the generality of the
application and the musical freedom of the users.
3.2 BEAT ENCODING
Using the pattern based approach described in the previous section, the chromosome of a beat could be encoded
as a string of concatenated integers, with each integer giving the pattern index of a specific instrument. Thus, the set
of integers specifying the patterns to apply for each instrument corresponds to a gene in the chromosome. The pattern encoding for each instrument is given in table 1. As an
2

Ascending, descending, ascending / descending and alternating.
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Half of these beats will be shuffled beats. The tempo and
pitch of each beat can be altered for further variation. This
result ensures that the musical space available to the users
to explore is still very large, despite using the limiting pattern approach.
3.3 Fitness Function
With the encoding of beats defined, all that remains is to
define a fitness function that grades the quality of a beat.
Due to the difficulty of algorithmically grading musical
quality (see section 2) as well as due to having the goal of
a highly interactive setting, the choice was made to implement a voting system for the fitness function. After modifying a beat, each user can grade the current beat by supplying a decimal value in the interval [0, 1], where high
scores correspond to high musical quality. The average of
all votes is then fed to the genetic algorithm and used as fitness. By using this approach, the aim is to map the group’s
creative will into a singular value, thus allowing the beats
to converge to the group’s preference over time.
4. INTERFACE & PROTOTYPE
Regarding the emphasis on the mediating functionality presented in the introduction, we decided to use abstract shapes
to control the various parameters inherent in the composition which deliberately do not suggest concrete musical
meaning. Thus, for a user not knowing the underlying pattern based system, there is no immediate connection between interaction and the exact musical result. However,
all parameters of the shared composition are represented
with a direct one-to-one mapping: each individual instrument or parameter was represented as a shape, changing
their size or three dimensional rotation (using multi-touch
gestures) corresponded to the pattern selected for that particular instrument of parameter. Furthermore, besides the
scale factor of a shape the amount of absolute rotation was
indicated by illustrating arcs surrounding it, giving visual
feedback that the interaction had been registered by the
application. In this way the state of the application is always visible and not artificially obfuscated. Instead, it is
expressed in terms that are not making use of established
musical vocabulary and that only allow a rough guess of
what the parameter values represented by the position of a
shape are (e.g. the visualization of a rotated shape does not
indicate exactly which pattern has been chosen).
A screen-shot of the interface of the prototype can be seen
in figure 1. The four blue and yellow shapes correspond to
chord and drum parameters, respectively. The grey pyramid shape at the top of the screen controls the melody and
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the cube to its right controls the bass parameters. The two
red shapes to the right control the global scale, pitch and
tempo. The three voting panels can be seen, as well as a
centered circular progress bar that completes one lap in the
four measures of the beat.
When the application was started, an initial population
of six beats was randomly generated and given low random fitness scores. One of these randomly generated beats
was chosen as the initial beat for the users to modify. The
shapes were automatically updated (resized and rotated) to
represent the new state of the application corresponding
to the randomly generated patterns. This beat could now
be heard by the users and they could modify it by moving and rotating the shapes. The users were free to vote at
any time, and when all three users had supplied a vote, the
average score was supplied to the genetic algorithm. Two
beats were then selected for mating from the entire population. A new offspring was created using crossover of the
chromosomes and the resulting child subjected to random
mutations (usually by adding or subtracting a small number to the pattern index) and the child beat was given to
the users for modifications. The chance for a beat of being
selected for mating was proportional to the fitness rating of
the beat. To further speed up convergence, we performed
additional modifications to the genetic algorithm, namely
the reduction of the population size to at most ten chromosomes and a reduction of the fitness score of old beats
after each new generation to premier new beats added to
the population.
We used a 55 inch multi-touch table to interface with our
application. The number of parameters available to modify the beats as well as the dimensions of the multi-touch
board made the prototype suitable to use in groups of three,
with the intention that one person controls the drum parameters, a second the chord parameters and the third one the
melody and bass. The control over the global parameters
scale, tempo and pitch could be shared between the users.
This can be seen as an analogy to a traditional band environment. However, for the evaluation we explicitly told
the participants that they are free to change position as they
wish during the testing.
The interface and genetic algorithms were implemented
as a Scala program, sending OSC messages to a Pure Data
patch that realized the patterns. From this patch, MIDI
messages were sent to a running instance of Ableton Live 3
which played back the beat using stock instruments.
5. EVALUATION
18 test subjects were divided into groups of three for the
evaluation. The test subjects were engineering students of
which 61% played an instrument or sang in their free time.
56% had received musical training in some form. The test
subjects’ amount of previous experience with multi-touch
interfaces varied substantially. The evaluation was divided
into two consecutive parts: first, after a brief explanation of
the functionality of the application, the test subjects were
allowed to create beats with the application for 25 minutes.
3

https://www.ableton.com/
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During this session, the users were allowed to experiment
and use the voting system freely. They were instructed
that they could use any means of collaboration available
to them, verbal as well as non-verbal. They were also told
that they could move around the multi-touch table to rotate
the control of the beat parameters within the group. In the
second part of the evaluation, the test subjects answered
a computer-mediated questionnaire containing questions
regarding collaboration aspects, expressive capabilities of
the prototype and the user experience. Most questions used
a 5-level Likert scale.
6. RESULTS
As expected, the application was rated low to mediocre regarding control and expressivity. Only 45% of the participants agreed that they found it easy to control specific parts
of the composition, 67% to control their parts of the music such as instruments or and only 50% control over the
music as a whole. Furthermore, they felt that they could
not express their creativity properly (44% agreement), but
express themselves musically (63% agreement). Still, and
in accordance with our assumption in the introduction that
unacquainted users would still be able to make out the effect of their interactions, 71% agreed that their actions affected the music. Additionally, concerning the potential for
exploring the musical possibilities, 84% of users thought
there was a lot to discover with the application.
Regarding collaboration, 71% saw their collaborators as
enrichment for their creative endeavours, 67% agreed that
the application supported their collaboration and furthermore 72% felt that the application helped them being creative as a group.
With respect to the most important part of the evaluation,
the mediating functionality was voted favourably. The average number of voting rounds was 11, indicating that this
part of the system was frequently used during the comparatively short time for evaluation. In accordance to this, only
24% of the participants thought of the voting system to be
unnecessary. 83% of users stated that the music got better
over time, and 66% stated that after completing a single
voting round, the musical quality of the new offspring beat
that was presented was higher than the parent beat while
still being recognizable (70%). Half of the users said they
were helped to new musical ideas and also stated that their
group was mostly in agreement about the voting (73%).
Given the low ratings in regards to control, it is surprising
that only 38% percent of the users stated that they got frustrated using the application. Accordingly to the favourable
reviews of the collaborative and mediating aspects 80% of
the participants felt that it was fun to make music with the
application and, equally, that they enjoyed using it. Especially since the results were mixed with respect to liking
the music that has been produced.
Regarding verbal communication, it was noted that groups
where at least one member did not know the other members used a lot less verbal communication in the form of
directives or discussions as opposed to groups where all
members knew each other from before. Furthermore, some
groups frequently changed positions around the table, which
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Figure 1. A screenshot showing the interface of the prototypical implementation
tively by taking part of the decision process is a viable option. For more complete applications, however, the aim
should be not only to add expressive or musically meaningful controls for the composition but also to the synthesis
of sound for shaping timbre.
The source code for our application and the related libraries are available online 4 .

may hint at their more democratic approach to using the
application.
7. DISCUSSION & CONCLUSION
The problems revealed in the evaluation are related to the
usability of the prototype. The difficulty for users to understand the functionality of the controls and inability to modify specific parts of the beat to their liking can be traced
to the abstract layout of the interface. Given this contrast
to the fact that the majority of users thought the quality
of the resulting beat improved (after a single or multiple
voting rounds) compared to the original beat indicates that
the genetic algorithm approach may indeed fulfil its role in
supporting the users in their creative endeavours. Furthermore, the aim of having software inspiring new musical
ideas is rather ambitious and the fact that half of the users
got new ideas from the genetic approach can therefore be
seen as positive. However this result should be regarded
as preliminary and therefore taken with caution, since additional experiments are necessary to differentiate between
beneficial social effects of the collaboration, the efficiency
of the genetic approach, or possible placebo effects. Therefore we argue that a feasible approach would be to evaluate the application with two modifications: completely randomized offspring and offspring that are not altered at all.
With these results it should be possible to remove the bias
from the evaluations. We credit the mixed results regarding the produced music to both the instrumentation (stock
synthesizer patches) and the use of patterns. As the space
of possible compositions is still confined to these and that
some users may have preferred other musical styles.
To conclude, we nevertheless see these results as satisfactory, especially regarding the favourable feedback to
the collaborative aspects in general, indicating that there is
additional value in supporting collaborative creativity ac-
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Training tablature and chords

ABSTRACT
We present AutoRhythmGuitar, a simple computer-aided
composition model which algorithmically composes realistic rhythm guitar tablature. AutoRhythmGuitar takes as
input a downbeat-synchronised chord sequence and generates a digital score in both traditional notation and tablature.
Our model is data-driven, trained from digital tablatures
obtained from the internet. By varying this training data,
we are able to model individual rhythm guitarists’ rhythmic
and melodic styles. Algorithmic evaluation of our system
reveals that it effectively models style, whilst a qualitative
analysis by the authors confirms that the resulting tablatures
are realistic and, for the most part, playable.
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In this paper, we consider the problem of computer-aided
composition for the guitar. In popular music, guitar parts
can broadly be split into rhythm parts (mostly outlining the
main harmony and rhythmic pulse) and lead parts (mostly
melody lines and solo breaks) – we focus on composition
of rhythm guitar parts in the current paper. The main data
flow and processes of our system are outlined in Figure 1.

Structural analysis
A A B B A

s1

1. INTRODUCTION

INPUT: Chords

Rhythmic clustering
x xx x x
xxxxxxx x
x xx
x
x

xx

OUTPUT: MusicXML digital tablature

1.1 Motivation
Our motivation for investigating this problem is two-fold.
First, we wish to investigate if an analysis of guitarist performance reveals significant musician-specific trends in
rhythmic and melodic devices. Furthermore, we believe
automatic generation of guitar parts in a particular style
could be used as a pedagogical aid, to help amateur musicians learn different approaches to playing over a given
chord sequence. It is worth noting at this point that the
generation of complex rhythm guitar parts, in the style of
a given player, is a non-trivial task (see Sub. 2.2) and also
currently beyond the capabilities of software such as ‘Band
in a Box’ 1 .
1

http://www.pgmusic.com/bbwin.htm

Copyright: c 2014 Matt McVicar et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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Figure 1. AutoRhythmGuitar’s main processes. The system takes as input a downbeat-synchronised chord sequence
and conducts a structural analysis. The detected segments
are then combined with rhythms from a set of training tablatures and clustered into an appropriate number of groups.
Meanwhile, n−gram models and state distances are calculated from the training data. The output of these three
processes are then used to construct a digital tablature in
MusicXML format.

1.2 Challenges and proposed solutions
There are many obstacles to overcome when devising an
algorithmic composition method for the guitar. The first
challenge is that unconstrained algorithmic composition
is extremely challenging given the variety and complexity of music, and even with human aid (Computer-Aided
Composition, CAC) developing methods which generalise
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well to unseen situations remains problematic. We tackle
these challenges in the current work by having users of AutoRhythmGuitar input a chord sequence to the model (see
Figure 1), and by using resources from the web, transposing the data to maximize the generalisation potential (see
Subsections 4.4 and 5.1).
Second, we are not currently aware of any CAC systems
which are guitar-specific. If existing general–purpose CAC
models are used for our task, the resulting piece may not be
playable on the guitar, owing to sudden jumps around the
neck. This would therefore necessitate an arrangement of
the piece (see 2.2 for a definition of this term). Furthermore,
these systems do not incorporate appealing features of the
instrument such as hammer-ons, pull-offs, or slides. In this
paper, we identify these as guitar-specific challenges and
solve them by composing rhythm guitar music directly in
the tablature space (see 2.1). Furthermore, we use algorithmic means to ensure that the resulting music is playable
(4.4), with models for the previously-mentioned ornaments
built into the model (4.5).
Finally, we observed (see 4.1) that professional rhythm
guitarists use a high degree of repetition within songs, and
that this repetition appears to be grouped into structures.
Without prior knowledge of musical structure, existing techniques would fail to replicate this behaviour. An analysis
of the input chord sequence is therefore conducted in this
work to make our output tablatures structurally consistent
(see 4.5).
1.3 Paper structure
In Section 2, we discuss tablature notation and outline what
we believe to constitute a rhythm guitarist’s style. Section
3 then provides an overview of the relevant literature in
computer-aided composition and automatic guitar arrangement. Our compositional model is presented in Section
4, and evaluated and analysed in Section 5. Finally, conclusions and suggestions for further work are outlined in
Section 6.

2. BACKGROUND
2.1 Guitar tablature
The pitch ranges for guitar strings significantly overlap, so
that for most pitches there exists no unique playing position
(string and fret number) for a given note. This one-to-many
relationship means that guitarists must make a decision on
where best to fret each note on the instrument to minimise
overall fretting hand movement, which can be challenging
for beginner guitarists [1]. For this reason tablature notation
(or simply ‘tab’, plural ‘tabs’), which explicitly specifies
the strings and frets on which notes are to be played, was
developed. Examples of tabs alongside traditional musical
notation are shown in Figure 2. Due to its unambiguous
nature, tab is extremely popular amongst musicians, and it
is for these reasons and with our pedagogical motivation in
mind that the current study focuses on producing tablature
output for rhythm guitar.
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2.2 Styles of rhythm guitar playing
Despite the discussion above, it should be noted that the
many-to-one mapping of fingering positions to musical
score offers practitioners of the guitar great freedom in
hand positioning and note selection given an underlying
chord, and as such can be considered a creative benefit of
the instrument. We postulate that professional guitarists develop a preference for certain chord shapes and fingerboard
positions, and that this can be considered an aspect of their
style (see examples below).
To avoid confusion with existing terminology 2 , we introduce the term melodic voicing to mean the free choice
of notes and fingerboard positions a guitarist makes when
composing a rhythm guitar part for a given chord. Illustrative examples showing the melodic voicings five popular
guitarists have taken to playing over a C major chord are
shown in Figure 2.
In the first measure, Eric Clapton plays a C ‘fifth’ chord
(no third) in third position followed by a melodic break in
the A minor pentatonic scale. The second measure shows
Jimi Hendrix adding a ninth to the chord in eighth position
with a leading melody to the D chord which follows (not
shown). Jimmy Page takes a straightforward ‘hard rock’ approach in third position, whilst the last two guitarists (Keith
Richards, The Rolling Stones; Slash, Guns N’ Roses) opt
for open position melodic voicings, but show two distinct
approaches; the former strumming three or four note chords
with alternating bass, the latter arpeggiating the chord in a
typical rock ballad style.
It is precisely these aspects of rhythm guitar playing which
will be attempting to model and imitate in this work. We
next discuss the literature relevant to the current study.

3. EXISTING WORK
3.1 Computer-aided composition
Algorithmic composition can be described as the process of
using a sequence of rules to combine musical parts into a
composition [2] and has a rich and varied research history
(see, for example, [3, 4] or the survey [5]), of which an
interesting subset is Computer-Aided Composition (CAC)
[6, 7, 8]. In this scenario, the compositional task is split
between the computer and a human expert.
In line with the increase in availability of digital musical
information, data-driven approaches to CAC have gained
popularity in recent years. Widmer [9], and Schwanauer
and Levitt [10] were both early adopters of the data-driven
approach in the harmonization of a given melody. Conklin et al. [11] examined the prediction and generation of
chorale music from examples. Dubnov et al. [12] investigated the modelling of musical style, learning from MIDI
input in a wide variety of styles. Pachet and various collaborators [13, 14] have investigated the use of Markov chains
for generation of novel content, with constraints to avoid
plagiarism.
2 fingering decision: mapping a score to tab, arrangement: minimally
modifying a piece initially not written for guitar to make it playable [1].
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Figure 2. Examples of rhythm guitar styles taken by five professional guitarists when faced with a C major chord measure.
Musical score is shown above, tablature below. Samples are taken (left to right) from “Badge” (Clapton/Harrison), “Fire”
(Hendrix), “Immigrant Song” (Page/Plant), “Wild Horses” (Jagger/Richards), “Knockin’ on Heaven’s Door” (Dylan, arranged
by Guns N’ Roses). Notation used: / = slide (glissando), ^ / _ = hammer-on/pull-off, X = muted string

3.2 Automatic guitar fingering and arrangement
Sayegh first considered the problem of automatic arrangement for stringed instruments in 1989 [15], introducing
an optimum path paradigm solution to the fingering problem, which was later extended by Radicioni et al. [16] to
minimise phrase-level, rather than global, fingering difficulty. The latter model was evaluated on a single classical
guitar piece of twenty-five measures, consisting of single
notes (no chord tones), and was judged to be similar to the
arrangement provided by a musical expert.
The path difference learning algorithm was introduced by
Radisavljevic and Driessen [17], which learns the weight
costs of a particular playing style based on labelled tabs.
On a set of seven classical guitar pieces, the number of
fingering errors when compared to a human arrangement
dropped from 101 to 11 on the training set as the model
converged, but they noted that results did not generalise
well to unseen data due to a lack of training examples.
Genetic algorithms have been explored by Tuohy et al. [18,
19] as a means of efficiently exploring the large search space
created in the fingering decision problem, in which the
majority of the generated tablature coincided with humanmade annotations on selections from 34 guitar pieces of
varying style. Recently, Yazawa et al. [20] also investigated
the transcription of synthesized MIDI audio into playable
guitar tablature by the use of playability constraints.
Finally, an Input-Output Hidden Markov Model has been
suggested by Hori et al. [1] to assign fingerings to a given
piece, where the hidden states represented physical positions of the fretting hand, and the observed states represented the notes produced. Model output was compared to
commercial software on three pieces totalling seven measures, although no quantitative evaluation was performed.
4. MODEL DESCRIPTION
4.1 Coupling of rhythm and melody
To gain insight into how best to approach rhythm guitar
composition, we begun by investigating some examples
produced by professionals. We obtained digital guitar tabs
for a selection of guitarists from GuitarProTab.net 3 . These
tabs were exported to MusicXML via the GuitarPro soft3

ware 4 to facilitate computational analysis. The rhythm for
each measure was encoded as a length 16 vector r representing the note type at each sixteenth note. Measures which
contained note durations shorter than this or tuplets were
omitted from analysis.
We classified each sixteenth note as either an onset; held
(sustained) note; rest; or muted note, denoting these rhythmic states as [0, 1, 2, 3] respectively, so that r ∈ {0, 1, 2, 3}16 .
We then defined rhythmic similarity between pairs r1 , r2
using the normalised Hamming similarity [21]:
16

Srhythm (r1 , r2 ) =
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(1)

For melodic similarity, we collected the fretboard positions
of every note or chord into a list of (string, fret) pairs, calling
this a model state. For example, the state corresponding
to the first quarter note in measure 1 in Figure 2 would be
[(3, 5), (4, 5), (5, 3)]. Given that the number of states in a
measure may differ and we are interested in the overlap
of states and not their order in particular, we opted for the
Jaccard index to define melodic similarity between two
measures M1 , M2 :
Smelody (M1 , M2 ) =

|M1 ∩ M2 |
,
|M1 ∪ M2 |

where |·| indicates set cardinality and the intersection/union
for measures M1 , M2 is taken over states in the measures.
We then plotted the rhythmic and melodic similarities in a
Self Similarity Matrix (SSM), a selection of which can be
seen in Figure 3. It can be see from Figure 3 that rhythm
guitar compositions typically feature a large amount of repetition, and that similarities in rhythm (below main diagonal)
and pitch (above main diagonal) are strongly correlated.
This coupling is easily understood from the perspective of
musical structure: it seems that rhythm guitarists employ
distinct rhythmic and melodic patterns in sections such as
verse, refrain, or chorus.
To this end, the first stage of our processing is to perform
a structural analysis of the input chord sequence, which
we assume contains cues on the structural landscape of the
target song. This information will then be used to assign
rhythms and melodic voicings (see Figure 1).
4

http://www.gprotab.net/index.php

1 X
1(ri1 = ri2 ).
16 i=1

http://www.guitar-pro.com/en/index.php
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Figure 3. Self Similarity Matrices (SSM) for rhythmic (below main diagonal) and melodic (above main diagonal) similarity for a selection of three tabs. Top row: “Layla” (Clapton/Gordon), “Jumping Jack Flash” (Jagger/Richards). Bottom row: “Paradise City” (Rose, Slash, Stradlin/McKagen,
Adler). Dark areas indicate high similarity.

4.2 Chord segmentation algorithm
We employ a novelty-based approach to detecting structure in our input symbolic chord sequence, adapting the
approach by Foote [22]. Our algorithm takes as input a text
file of M lines – one for each measure in the song. Each
line describes the chords in a measure, which we assume
to be in common time (4,4) and at the sixteenth-note resolution. The first stage of pre-processing is to label any
measures which contain only no chord (silence etc.) as a
unique segment type.
An M × M self-similarity matrix S is then computed,
with similarity between the two length 16 vectors defined
by Hamming similarity (Equation 1). We then pass an n×n
binary checkerboard matrix C through the diagonal of S,
with the novelty at time t calculated as
Novelty(t) =

t+n/2

t+n/2

X

X

32

48

Rhythmic
Similarity

Ci,j × Si,j .

i=t−n/2 j=t−n/2

The resulting novelty curve is then normalised to [0, 1], and
values which exceed the σ th percentile selected as segment
boundaries.
In informal testing, we found that this technique had high
recall but poor precision, since the novelty in a close neighbourhood of true segment boundaries often exceeded the
σ th percentile. To counteract this behaviour, we discarded
any segment boundaries at t which had another boundary
with higher novelty within [t−n/2, t+n/2]. Each segment
between boundaries was then labelled as a new segment.
Finally, we considered pairs of segments which were
an integer multiple length of each other for merging (assigning the same segment label). We merged segments
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Figure 4. Example of our chord segmentation algorithm
on “Imagine” (Lennon). Top: self-similarity matrix, with
dark shades indicating high similarity. Below: the resulting
novelty curve when passing an 8 × 8 checkerboard through
the diagonal of this matrix. The segments as detected by
the algorithm in Subsection 4.1 are overlaid, with segments
of the same label having the same shade.

s1 = [t1 , . . . , t1 + l] and s2 = [t2 , . . . , t2 + k × l] if each
of the k subsequences
{[t2 , . . . , t2 + l], . . . , [t2 + (k − 1) × l, . . . , t2 + k × l}
has Hamming similarity with s1 greater than τ . An example
of our algorithm for the chords to “Imagine” (Lennon) is
shown in Figure 4, where in this example and throughout
the remainder of this paper we set the parameters n = 8,
σ = 75, τ = 0.75. Our algorithm has labelled the first and
last two measures as ‘No chord’ segments, and identified
five main segments, two of which (three and five) have
been assigned the same label. These segments constitute
contiguous chorus and verses, which were unfortunately
not merged with the second main segment due to a segment
length difference of one measure (12 vs. 11). Improving
and evaluating this simple segmentation algorithm is part
of our planned future work.
After segments in the target chord sequence have been
automatically analysed, the segments and labels are fed into
AutoRhythmGuitar’s two main processes: rhythm assignment and melodic voicing assignment. These are detailed
in the following two Subsections.
4.3 Rhythm assignment
As per the examples in Subsection 4.1, we assume time is
discretized to sixteen-note resolution in common time, and
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denote the rhythm of a measure as r ∈ {0, 1, 2, 3}16 (recall
the rhythmic states: note onset, held note, rest, muted note).
The total number of unique rhythmic measures under this
model is 416 , although we believe the number of rhythms
of this type used by popular music guitarists to be far fewer
than this in practice. For this reason, in this paper we take
an example-based approach to rhythm assignment. That
is to say, the generated rhythms will come directly from
our training data. However, the question remains as how
to assign one of the training rhythms to each of the test
measures.
In tackling this problem, we assume that guitarists have
a number of rhythmic styles at their disposal, with each
style consisting of a set of similar rhythms. For example,
one rhythmic style might consist mostly of rests with the
occasional muted sixteenth note, whilst another might consist only of quarter and half note onsets. To discover these
groupings, we therefore clustered our training rhythms.
To set the number of desired clusters c, we turn to our input
chord sequence, which we assume has been segmented into
s distinct segment types via the algorithm in 4.2. It is clear
to us that in order to maximise the rhythmic distinction
between segments (thus emulating the behaviour seen in
4.1), we should set c = s.
To see this, suppose c < s. Then there are fewer rhythmic
clusters than distinct segments, and some segments would
have the same rhythmic style, which we consider undesirable. Conversely, if c > s then there are more rhythmic
clusters than segments and some rhythmic styles would
have to be discarded. Furthermore, the rhythmic clusters in
this scenario will be less well separated than if c ≤ s.
The rhythms obtained from the training data were therefore clustered into s clusters. We opted for the spectral
clustering algorithm, which takes an input an arbitrary distance measure between data points (for which we used the
Hamming distance, 1− Equation (1)). Seeing no other obvious way to proceed, we matched the resulting rhythm
cluster j to chord segment i randomly. However, in sampling from rhythm cluster j, we sample an example rhythm
r from cluster j with probability proportional to the frequency of r in j. This ensures that more common rhythms
within a cluster are more likely to appear in the output.
4.4 Melodic voicing assignment
Through the processes in Subsections 4.2 and 4.3, we have
segmented the target chord sequence into labelled segments
and have assigned rhythms to each measure. Our task now
is to assign a state (recall: a model state is a list of string
and fret pairs) to each note onset.
4.4.1 n–gram modelling
Recall one of our goals is to create playable guitar tablature
(see challenges, Subsection 1.2). To this end, whilst a chord
is constant within a measure we use n–gram modelling,
a technique popular for modelling many time-dependent
stochastic processes including automatic speech recognition
[23] and chord estimation [24].
For each chord in the training data, we therefore collected
initial and bigram counts for each state. A melodic voicing
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assignment for a chord y is then produced by first sampling
from the initial distribution for y, followed by a biased random walk on the state distribution for y. However, before
normalising our counts to form probability distributions, we
first transposed our data, as detailed below.
4.4.2 Transposition
In order to maximally exploit the available training data
and our model’s generalisation potential, all training chords
and states (except those which contained open strings) were
transposed up and down the guitar neck to increase the number of state-to-state transitions witnessed. The underlying
assumption which facilitates this is that a guitarist’s melodic
voicing approach is pitch-independent. In other words, that
each of the first three guitarists in Figure 2 would equally
likely play the same melodic patterns a fret higher if presented with a C] major chord instead of C major chord,
analogously for one fret down / B major chord etc.
We therefore transposed each state in the initial and bigram
counts for every chord down the neck until the lowest fret
played was equal to 0, and up the neck until the highest
fret played was equal to a pre-defined maximum, which
we set to be 12. The counts for the original state were
then added to the counts for the transposed chords. After
this was completed for every chord and state, the resulting
counts were normalised to sum to unity.
This ‘transposition trick’ means that data for chords in
more common guitar keys ( the ‘open’ keys: G, C, D for
example) may be used to train models for keys in which
there is likely to be less data (A[, B[ etc. which do not
feature convenient open string pitches in standard tuning),
all the while meaning it is likely that each bigram with nonzero probability is playable (since it appeared at least once,
perhaps transposed, in the training data). Crucially, it also
allows AutoRhythmGuitar to generalise to chord labels not
seen in the training data (addressing one of the challenges
of this work, see 1.2), so long as the unseen chord type
(major, diminished etc) appears at least once.
4.4.3 State-to-state distance
Using the above techniques we found that our model produced playable tab whilst a chord was constant, but that
between chords unplayable sequences were sometimes introduced, due to the model sampling from the initial distribution for the next chord with no knowledge of the current
hand position. To counteract this behaviour we introduced
a state-to-state distance inspired by Hori et al. [1].
The distance proposed in [1] takes into account the fingering arrangements of both states as well as the time allowed
for the change, allowing for greater movement if time allows. They define the distance D to s2 from s1 given t
(elapsed time) via a modified Laplace distribution:


1
|I2 − I1 |
exp −
Dstate (s2 |s1 , t) =
2t
t
1
1
1
,
(2)
1 + I2 1 + W2 1 + N2
where t indicates the time since the last note was fretted, I1
and I2 are the index finger positions of states s1 and s2 , W2
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is the ‘fret span’ of s2 (max. fret minus min. fret), and N2
is the number of fingers used in s2 .
We use Equation (2) as above with the following simplifications, given we had no fingering data for our states. We
set I1 , I2 to be the minimum fret for each state. We assume
the number of fingers used is equal to the number of nonopen string notes in the state. This assumption is valid for
all single notes and most chords, except those which use
barres.
Finally then, we set the probability p of the first state of a
chord y being s given a time lapse of t equal to a weighted
sum of the initial probability of s given y, Pini (s|y) and the
distance from to this state from the previous model state:
p = αPini (s|y) + (1 − α)Dstate (s|previous state, t).
In our experiments for this paper we set α = 0.5 without
any attempt to optimise performance.
4.5 Guitar-specific ornaments
After the rhythms and states for our target chord sequence
have been assigned, we added guitar-specific ornaments
to enhance the realism of AutoRhythmGuitar’s output, addressing some of the challenges mentioned in Subsection
1.2. Specifically, we allow a hammer-on (note sounded
by ‘hammering’ from one fret on a string to a higher fret
without plucking/picking), pull-off (analogously) or slide
(glissando) between states, with the probabilities of these
special transitions between states occurring learnt from the
data using the method detailed in Subsection 4.4 (including
transposition). Note that these ornaments may be learnt in
an artist-specific manner, using the exact same methodology as for the state transitions, by selectively sampling our
training data.
4.6 Structural consistency
Finally, if the current measure is part of a segment for which
content has already been generated, AutoRhythmGuitar
simply repeats this content. This is conducted to emulate
the behaviour seen in Figure 3, and to produce a structurally
consistent composition.
5. EXPERIMENTS
5.1 Training Data
We choose five well-known guitarists (Jimi Hendrix, Keith
Richards, Jimmy Page, Slash, Eric Clapton) to train our
model, and downloaded ten digital tabs (GuitarPro format
files) for each guitarist (song titles available on our Vimeo
page, see Subsection 5.3). The guitarists and tabs were
chosen according to popularity (measured by number of
available tabs) and quality (similarity to audio recording
and author knowledge) with songs chosen which were (at
least predominantly) in common time and standard tuning
(or down one semitone, which is easily transposed). Where
more than one tab was available for a song, the most accurate or complete tab was chosen. Each digital tab was then
converted to MusicXML format via GuitarPro for analysis.
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Chord annotations and hierarchical beat structure (downbeat and main pulse) for each song were then obtained
automatically using the online service Songle [25] using
the official YouTube video as input, and were subsequently
checked and edited for correctness by an expert musician.
5.2 Algorithmic evaluation
In this Subsection, we investigate if our model is able to
model rhythmic and melodic rhythm guitar styles. This is
realised by training models for our five guitarists of choice
and comparing summaries of the distributions obtained.
If the distributions are significantly non-homogeneous, it
gives evidence that each model represents a different style
(if indeed each guitarist has a unique style).
To this end, we trained five models and computed summary distributions as follows. Each rhythm r ∈ {0, 1, 2, 3}16
in the training set was converted to a categorical ‘1-of-4’
vector r̂ ∈ {0, 1}64 . These vectors per measure were then
summed over the songs and normalised per sixteenth note,
resulting in a vector for each artist which represents the
probability of a note onset, held note, rest, or muted note
at each of the sixteen metric positions. For each chord, we
computed the probability of each state associated with this
chord occurring by simply counting and normalising.
Distributions P (x), Q(x) were then compared based on
the Kullback-Leibler (KL) divergence:
X  P (i) 
DKL (P ||Q) =
ln
P (i).
(3)
Q(i)
i
For rhythmic similarity, we used the symmetric KL-divergence:
DKL (P, Q) = DKL (P ||Q) + DKL (Q||P ).

(4)

For melodic similarity however, we conditioned Equation
(3) on the probability of each chord occurring:
X
X  P (s|y) 
DKL (P (s|y)||Q(s|y)) =
P (y)
ln
P (s|y),
Q(s|y)
y
s
where P (y) is the probability of chord y occurring and s
are the states for chord y. This divergence was then made
symmetric analogously to Equation (4). The results of these
experiments can be seen in Figure 5. We see few areas
of self-similarity and a fairly high degree of homogeneity,
indicating that the distributions are ‘far apart’, giving evidence that rhythm guitarists have a distinct style, which
AutoRhythmGuitar has effectively modelled. In both Subfigures the higher distances in row/column 4 suggest that
Keith Richards’ rhythmic and melodic style are the most
unique seen in the dataset (see also 5.3).
5.3 Qualitative analysis
Since our system outputs MusicXML, it can be easily imported into a variety of existing software packages for synthesis. To assess the quality and playability of the tabs our
system generates, we therefore trained one model for each
of the five guitarists listed above and imported our model’s
output into GuitarPro. We chose “Imagine” (Lennon) as a

Proceedings ICMC|SMC|2014
0.120
C

0.105
0.090

H

0.075

P

0.060
0.045

R

0.030
0.015

S
C

H

P

R

S

0.000

C

H

P

R

S

14-20 September 2014, Athens, Greece

5.4
4.8
4.2
3.6
3.0
2.4
1.8
1.2
0.6
0.0

Figure 5. Rhythmic/Melodic (left/right) KL-divergence
between guitarists. [‘C’, ‘H’, ‘P’, ‘R’, ‘S’] = Eric Clapton,
Jimi Hendrix, Jimmy Page, Keith Richards, Slash. The
difference in magnitude between the plots is due to the
melodic model having many more states than the rhythmic
model.

from measure 2 to measure 3. The chorus and second verse
are both harmonically sound and also playable, and feature
a major chord voicing not used by any other guitarists in
our dataset (measure 20).
The advantage of using a state-to-state distance is clearly
highlighted in measures 27-28, however: with hardly any
fretting hand movement, the player is able to provide a
melodic voicing for three distinct chords. The chord voicing
for the F chord in measure 26 with the additional fifth note
on the top E string is also unique to Keith Richards in our
dataset, and is repeated over the E7 measures in this song.
The final unique section (measures 37–45) feature a more
minimal rhythm guitar approach, with just single notes or
diads highlighting the underlying chords.
5.3.3 Jimmy Page

test case as it is a well-known song with an interesting array
of chords which does not feature a guitar part.
We synthesized the output of our model in GuitarPro with
an appropriate backing track consisting of piano, drums,
melody line and cello, and selected an appropriate guitar
tone for each artist. The results are available for viewing
at our Vimeo page 5 , which we encourage the reader to
visit whilst reading the remainder of this Subsection. A
small number of examples can also be seen in Figure 6. Our
comments on the output (which can also be found in the
video descriptions) make up the remainder of the current
Subsection.

AutoRhythmGuitar’s output in the style of Jimmy Page
begins with melodic passages over the C chord and a challenging fretboard movement over the F chord, meaning that
some manual tuning of the parameter α might be required
to increase playability for this piece. However, in the subsequent verse these issues are not seen, and the chorus shows
the first case of Page’s arpeggio style (measure 26).
Measure 30 then introduces the non-diatonic B[ note, although the result is in fact harmonious. The concluding
verse again uses arpeggios, this time over an entire measure
(measure 37 and Figure 6). Note again AutoRhythmGuitar’s ability to select an appropriate F chord voicing (eighth
position) to closely match the previous measure’s final state.

5.3.1 Jimi Hendrix

5.3.4 Slash

Jimi Hendrix’s unique rhythm guitar style appears to be
modelled effectively using AutoRhythmGuitar. Throughout
the first verse we see partial chords (over the C chord, see
Figure 6) and melodic phrases using an added ninth (F
chord). An unexpected benefit of implementing muted
notes also occurs in this verse: the muted note (measure 3)
allows the player time to move back to first position. In the
chorus, we see an A minor shape (measure 14) not exploited
by many guitarists, although AutoRhythmGuitar has used it
to minimise the amount of fretting hand movement required.
The remainder of the chorus features typical partial chords
and some interesting passing tones typical of his style.
Subsequent verses feature melodic phrases with many
guitar-specific ornaments such as slides (see Figure 6) and
hammer-ons. The final sections (from measure 26) feature extensive use of rapid muted notes (measure 31), his
‘thumb over the top’ technique (measure 27) and more partial chords (measure 30).

Slash’s approach to rhythm guitar playing is typical of the
hard rock style, and this is evident immediately from this
output. The rhythmic approach is exclusively eighth notes
in the first verse, with melodic voices consisting of either
a repeated root note or fifth chord (see measure 2, Figure
6). Note again that there are many ways in which these
melodic voices could be played, but that AutoRhythmGuitar
has selected a pair which involve minimal fretting hand
movement. The first chorus then introduces some muted
notes in between this same basic approach (measure 16).
The second verse continues this theme, but unfortunately
contains an almost impossible jump from open position C
to two G notes an octave apart (measure 18). The refrain
(beginning measure 30) features some slight dissonance (C
and B notes over a C major chord, measure 31) but this
could be an aspect of Slash’s playing, since it appears in
our training data. The final unique section is very minimal,
featuring single sustained root notes.

5.3.2 Keith Richards

5.3.5 Eric Clapton

Suspended chords are commonly used by Keith Richards,
and this is reflected from the outset in this model output
(Csus4 over C chord, measure 2, see also Figure 6). The
slightly unusual jump from twelfth fret to first position
(measure 3) is a result of the α parameter too strongly
enforcing the fretboard locality constraint, when moving

The first verse of this output features simple fifth chords and
diads (see Figure 6), with some additional percussive muted
notes. In the chorus, the A minor chord is arpeggiated,
and there is a pleasant melodic line in harmonised sixths,
although some dissonance is introduced with the E[ over
the F chord. This we discovered was due to us incorrectly
labelling a dominant 7 chord as a major chord in the training
data.

5

https://vimeo.com/user25754596/videos
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Figure 6. Example AutoRhythmGuitar output, showing the different rhythm guitar styles our system is able to emulate.

The first measure of the second verse is challenging to play
due to the jump to the tenth fret. In measure 30, we see a
weakness of our system: it has filled the entire measure with
an F fifth chord, neglecting the underlying G chord which
follows. This is due to the dissociation of rhythm and pitch
in our model, which assigns rhythms for a measure without
knowledge of the position of any chord changes contained
within. The remainder of the song is both harmonically
consonant and playable.
6. CONCLUSIONS AND FUTURE WORK
We presented AutoRhythmGuitar, a system which produces
realistic, structurally consistent and (for the most part)
playable guitar tablature in the style of a given artist from a
chord sequence input. Our contributions in this work were
as follows. First, we used an input chord sequence to constrain the algorithmic composition problem, with models
per chord trained using data from the web. Second, we
created realistic and playable music by composing directly
in the tab space, using n−gram models, a state-to-state
distance and guitar-specific ornaments to increase the playability and realism of our output. Our final contribution was
the segmentation of the input chord sequence, in order to optimally decide the number of training rhythms and produce
a structurally consistent composition.
In future work, we would like to explore ways of overcoming some of the limitations of our system, including:
increasing the temporal resolution, improving and evaluating our segmentation algorithm, methods for optimising the
distance weight α, as well as methods for generating lead
guitar parts. We are also interested in developing our algorithms for use by amateur musicians in the general public,
possibly as part of a web service.
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ABSTRACT
Often played in traditional music performance formats,
much recent telematic electroacoustic music focuses on
the relationships between people/machines and geographically distributed cultures/spaces/players, and/or it adopts
electroacoustic music’s historical concerns with natural
environmental sound art or space manipulation. But a
more suitable environment for telematic art works is perhaps found in the inter-relationship between ‘players’ and
broader contemporary networked life – one embedded in
multiple real-time informational data streams. While
these streams are often rendered visually, they are also
partly interpreted through embodied cognition that can be
similar to music and sonic art interpretation. A fruitful
meeting point for telematic electroacoustic music and
real-time data sonification is in using affective composition/performance and an affective/embodied means of
data sonification. To illustrate this, one means of rendering affective telematic electroacoustic music is outlined,
and a bridge to one form of real-time data stream representing collective embodiment put forward – forex data
rendering – as an example. Amalgamating these approaches in telematic electroacoustic music allows dialectic between networked performers/composers and clusters of collective behaviors. Artistically, this facilitates
the notion of how small groups of individuals might plot
course(s) of action that are often altered by external pressures, therefore demonstrating a means of exploring participants’ placement in contemporary environments.

that the primary concerns are about the means/methods of
production, the nature of relationships between people
and people/machines, and the amalgamating of sonic languages when blending diverse traditions within telematic
music works.
A limitation of this decision map however, is in not
considering an affective dimension of electroacoustic
music, or the integration of the medium with real-time
data streams that are non-natural based. Yet incorporating
these aspects into the decision space allows for a wider
consideration of where telematic electroacoustic music
might find unique expression.
This paper first outlines some of the generic limitations
with current telematic electroacoustic music practice, and
proposes as solution to the limitation identified above as
one area the field could further explore.

2. TELEMATIC E-A LIMITATIONS
Not surprisingly, many current real-time telematic electroacoustic works replicate what one could do if players/machines were in the same space, but adding remote
connection. In developing any new musical practice however, it is inevitable to test ‘where it fits’ beyond copying
older practices to provide legitimacy in the first instance.
But what is unique about the telematic medium, beyond
the creative use of network latency or conventional electroacoustic music practices, largely remains to be explored in an artistic if not theoretical sense.
2.1 Dislocation of means of rendering and medium

1. INTRODUCTION
As electroacoustic music studios and traditional concert
venues have become more globally connected through
high-speed broadband, telematic electroacoustic music
practice has rapidly increased. This includes using multiple bi-directional video, audio, and graphics channels,
and integrated OSC data control allowing for real-time
electroacoustic music composition/performance synchronously within the limits of network latency. A summary
of a recent work is given in Fields and Whalley [1].
In mapping a decision space of telematic electroacoustic music from an artistic perspective, Whalley [2] notes
Copyright: © 2014 Ian Whalley. This is an open-access article
distributed under the terms of the Creative Commons Attribution License
3.0 Unported, which permits unrestricted use, distribution, and
reproduction in any medium, provided the original author and source

Traditional music performance modes of delivery – making works that are time-bound and requiring linked visual
performers to fulfill set performance concert programs
for physical audiences at networked linked venues – has
determined a good deal of telematic electroacoustic music outcomes. Yet this reflects a small part of the possibilities Follmer [3] sets out in his three-dimensional matrix
to show the potential scope of NMP (Networked Music
Practice). This includes: Interplay with Network Characteristics – or how the structural characteristics of the network shape the work; Interactivity and Openness – or the
extent that users/audiences can join in with and influence
outcomes; Complexity and Flexibility – or how musically/sonically flexible the outcome can be. Accordingly, his
suggestion is that NMP is best suited to hypermusic (new
hybrid instruments), real-virtual/space sound installations, and algorithmic/generative installations.

are credited.
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Hybrid instruments through distributed input and sound
object manipulation have received a good deal of attention in practice and the literature as people look to build
new instruments suited to this new environment. But a
limitation of Follmer’s analysis and recent practice is in
not widely considering the range of means by which network space can be connected.
In addition, given the flexibility of approaches that can
be used in NMP spaces, many current electroacoustic
telematic works center on Weinberg’s [4] notion of musical structure or composer controlled based goal approaches where participants (agents and/or humans) fill
prescribed musical or performance outcomes. This is in
contrast to processes-based approaches that explore possibilities or fulfills goals through collaboration or competition and where user experiences may differ with each
session.
Given these theoretical schemes, the practice of rendering telematic electroacoustic music into concert hall formats seems somewhat unsuited to exploring much of
NMP’s wider possibilities, and it may be better rendered
as an Internet-focused medium with works played over
longer periods, with multiple participants (real and virtual), and with plans that are flexible in real-time. With all
performance outputs able to be streamed live to worldwide audiences, Internet-only broadcast may then allow
greater exploration of the telematic art medium rather
than linked concert hall rendering.
2.2 Relationships theory limitations
In much telematic electroacoustic music practice, relationship models of getting things done from a production
perspective are still ground in older practices of composer
performer chains of implementation, or Projected Dramaturgy where one node acts as the author and other nodes
contribute or project to it, as defined by Rebelo [5]. Less
common is his notion of Directed Dramaturgy – where
authorship remains with a group or individual who takes
on a director’s role only; or Distributed Dramaturgy –
where authorship is retained by each node while contributing expertise and content to shared production and
therefore having more flexible outcomes. A limitation in
the scope of this relationship possibilities model here
however, is that it does not allow for aggregates of collective behavior that might become useful parts of works
through data sonification.
Further, an area that has also received attention in NMP
work, given non-trivial machines and how OSC messages
can be exchanged between individuals/machines and between groups through Internet2, is the role of intelligent
machines implemented through multi-agent technology
[6]. As electroacoustic music practice increasingly moves
out of edit-based production methods and into live performance, practitioners have two choices at, or between,
telematic nodes. These include: a multi-agent system that
is self-contained (generative model), or one that can include external input (machine or human) to make a generative improvisational model using intelligent machines.
Yet again a limitation of this taxonomy is that machines
also need to be considered as something that interacts
with external and non-human data streams, rather than

just an extension of traditional performance practices, or
partners in it, at or between telematics nodes.
While NMP exploration then extends current interactive
music paradigms through relationships changes in the
roles of composer, musician and producer, anticipates the
further deployment of intelligent machines, and more
participatory roles for audiences; there are two other areas
that are fruitful to address to extend the medium.
2.3 Affective electroacoustic music and data streams
Largely neglected in NMP is the affective/emotive nature
of electroacoustic music production, and data stream sonification.
The affective nature of electroacoustic music is not
widely engaged with generally in theories of production,
yet worth broader consideration [6] as a way of further
understanding semiotic function if its communicative
nature is to be better understood. Further, while sonification of the natural environment, either by the direct transfer of sound or data sonification in real-time is an increasing part of telematic electroacoustic music practice, realtime sonification of crowd behavior in this context remains to be explored.
Yet what makes networked life unique is not so much
that it is inter-connected and high-speed, but what is connected – vast quantities of aggregated data reflecting various types of behavior that is inter-related through single
and/or multiple events – and that viewers can be remote
yet active responders to these events.
In this networked space, people are embedded in a
type of virtual shared collective and interactive limbic
system – one also inhabited by ubiquitous intelligent machines that can interact with people and other machines,
and one which also monitors and responds to natural environments (weather, seasons, disasters etc.). Furthermore, crowd reactions reflected in data streams like sentiment indicators with their associated feedback loops are
likely to be influenced as much by affective concerns
(feeling/emotion) as they are by reasoned thinking.
A broader consideration of embedded networked space
may then be a better ‘natural’ space for telematic electroacoustic music practice, reflecting a contemporary aesthetic, particularly if it explores the medium in an affective/embedded way.

3. AFFECTIVE E-A MUSIC
A recent implementation of affective electroacoustic music rendering and representation for telematics electroacoustic music is found in GNMISS (Graphic Networked
Music Interactive Scoring System) - Whalley [7]. This
allows distributed co-improvisers, mainly using a directed dramaturgy approach in early system tests, to
communicate through a scoring system.
GNMISS has four visual layers that illustrate the dramatic structure of works, each represented on a circle
with parts for each ‘player’ to follow. One layer maps
emotions to colors based on associated words as a primary basis for gesture and timbre representation. This mapping is based on Plutchik’s circumplex scheme of emotions that collates a range of prior studies, and is model
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often used in affective computing [8] – see figure 1. The
limitations of cultural specificity are acknowledged.
GNMISS adopts Plutchik’s corresponding color attributes
for each emotion as a way of representing them efficiently in the score (figure 2).

Figure 2. Telematic Score for Sensai na Chikai

Figure 1. Plutchik’s emotion circumplex

A second score layer gives sonic motives and the general frequency range for participants to follow. A third
layer allows for more detailed indications of gesture and
sound archetypes through representative symbols that
were purposed design for the system, to signify types of
sound objects to be played during the emotion line by
each participant. The inside layer in the circle represents
key centers for any spectral information players might
adjust to if needed. For timing, the circle turns in clock
time with the current playing position always at noon,
and a central metronome shows speed independent of
clock time.
Technically, client programs sit on distributed machines
across the Internet, with data being coordinated by an
OSC Server. Any participant or editor can change data in
the score from any location and all scores update simultaneously. Distributed scores can then be built by a composer or by a team (players or otherwise). Renditions can
have different outcomes depending on participants (people or machines) assembled for the performance, their
interpretation of score parts, and interaction with other
players’ interpretation of their parts.
Central to the sonification of these scores, is the way
participants realize their parts in affective ways according
to the line ascribed to them. Sonification here then relies
on the practical musicianship and real-time control sound
makers bring to renditions of the score. The system has
been demonstrated in tow recent telematic works Sensai
na Chikai [9] and SymbolAct [10] in 2012.
This approach can also be used to break down the division between audiences and performers, where people
take part in the narrative in some sections, but be recipients in another. The circle can be adjusted to any time
scale, and parts added within the limits of readability.

Through GNMISS, the affective element is brought to
the fore and the structure of dramatic works set out, and
narratives can be quickly structurally altered as works
develop in a collaborative environment by one or more
players or non-playing authors.
The use of this system presented the possibility of how
external narratives may be included in and influence the
interactive affective dialogue of players, and how realtime data-streams of crowd behaviors might be sonified
in the context of the GNMISS system to extend its network embedded nature.

4. DATA SONIFICATION
To explore this, a suitable data stream was needed. And
one of the best real-time representations of dynamic
crowd behavior that is available on the Internet, as well
as one responding rapidly to external events (economic,
social, natural, political) is foreign exchange trading data
(forex). Further, as one of the world’s largest financial
markets, it directly influences many of our lives. But it is
also useful from a NMP perspective because it provides
rapid action in small time frames, reflecting a range of
human actions and machine based algorithmic trading – a
meeting point between machine and human rapid decision-making.
4.1 Sonification: Suitable Approaches/Frameworks
Aspects of the recent scope of data sonification are well
covered in recent literature such as The Sonification
Handbook [11], the International Conference for Auditory Display (ICAD), and a recent edition of Organised
Sound [12].
Vickers and Hogg [13] provide an overview of the aesthetic issues in the field: particularly the relationships
between sonification (ars informatica) and music and
sound art (ars musica); and abstract in contrast to concrete approaches to sonification. They represent this on a
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circular diagram to show the continuity between different
approaches.
From their schema, a suitable solution needed to sonify
a forex data stream for the purpose of incorporating it
with GNMISS pointed to an ars informatica approach,
but one that leaned toward the metaphorical mapping of
data – particular because the intention was to include
some sort of embodied sense of the data stream.
More broadly, the sonification of financial data has received ongoing attention in the literature. Worrall [14],
for example, gives a summary of approaches to sonifying
capital market data, and the difficulties of doing this in
terms of direct mapping, noting that the markets do not
resonate according to acoustic laws. His solution proposed was transforming the data so that it resonates, but
this approach is not well suited to the metaphorical translation needed to address extending GNMISS.
4.2 Embodiment
In line with requirements set out at the beginning of the
paper, Grossman [15] puts forward a productive starting
point regarding sonification used for knowledge generation as an extension of auditory sensibility toward previously imperceptible properties of our environment. Accordingly and based on the nature of our bodies that are
mediators between a shared exterior individual interior
world, he suggests a model that covers three problematic
areas of bodily extension: the cognitive, the physical and
the extended. The value of what is proposed here, is that
it makes thinking in embodied terms central to sonification, and the notion of both individual and group embodiment of data, and the relationship between these two.
4.3 Mapping
The need for subtle mapping that will make sense in an
embodied way to audiences is also a continuing concern
in the literature. Worrall [16], for example, puts forward a
method called a Gesture-Encoded Sound Model (GESM)
toward synthesizer parameters being mapped to data in a
way that makes sense to general listeners, influenced by
performing musician input to aid this mapping.
Extending this, Worrall [17] again notes the need to
understand micro-gestural inflections in the parameter
mapping of sonifications, arguing that many computer
music software tools used for data sonification are unsuited to the task due to being based on adaptions of
computer music tools suited to playing notated scores.
But, as recent research suggests, listening is embodied
and invisibly enacts internal gestures accordingly, so sonification using parametric mapping should incorporate
micro-gestural inflections to enhance the intelligibility of
aural translation from the data.
From the perspective of extending the NMP perspective, the notion put forward of getting musicians involved
in the potential mapping problem early as part of the solution was worthwhile.

4.4 Affective mapping – prior literature
Two recent articles have looked at the affective mapping
of in terms of capital markets, and data sonification generally in electroacoustic music.
Kirke and Miranda [18] in Application of Pulsed Melodic Affective Processing to Stock Market Algorithmic
Trading and Analysis, put forward a system that utilizes
‘melodies’ representing affective states, noting that affective computing is an increasing part of recent artificial
intelligence development, and such work is also in line
with the progress of HCI looking at the understandability
of affective outputs to users/engineers. Their PMAP
method then facilitates an understanding of an affective
processing path by both hearing an aspect of affective
computing process and interfacing with simple affective
input/output systems. PMAP, in the example given, is
applied to an algorithmic trading system interacting with
an affective-based model of a simulated stock market.
The leap made here is in connecting affective computing
with metaphorical data representation (mood) in realtime, although using a simpler map of emotions than that
adopted by GNMISS. But for the purposes of extending
GNMISS, the limitation of the work is in not embedding
the sonic output in performer-based embodiment, and in
the limited range of sonic representations of affective
outputs in comparison to Plutchik’s emotion schema.
Finally, a recently released paper providing a systematic way of evaluating the relationship between sonification
and emotional representation is Wanderley and Winter’s
[19] Sonification of Emotion: Strategies and results from
the intersection with music – again in line with affective
computing developments. After identifying favorable
contexts for the auditory display of emotion and surveying the state of the research field, they reinforce the conditions needed for sound to meet the requirements of sonified emotions. Accordingly, strategies for display are
given that use acoustic and structural cues intended to
trigger selected auditory-cognitive mechanisms of musical emotion. In applying the outcome to sonification to
convey a selected range of emotions – using one approach designed ecologically and another computationally and evaluating the outcome – they illustrate that while
a computation design performs better, an ecological design is better suited to emotional communication. They
then point to development of computational design/evaluation for future development.
This seminal work provides a means of more accurately
linking sonic production to intended emotional response
in artistic work that had largely been widely articulated
intuitively by musicians using GNMISS. And the ongoing work may provide a more systematic basis for translating aspects of real-time data streams aurally in ways
that will make emotional sense to wider audiences.

5. THE DATA STREAM SONIFICATION
5.1 Framework
For the purposes of the test to extend the GNMISS system, the USD/JPY real-time forex exchange rate was
used – mainly because it is a stream that is very active in
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the Asia/Pacific region during working/evening hours, so
provided significant price and volume action during the
testing periods. This forex stream was set to one-minute
intervals for display.
Using basic technical indicators for forex trading (figure 3), the candles give the strength of sellers (red) or
buyers (blue) in the market. The size of the candle body
gives the opening and closing price of the currency
bought/sold within each minute, and the wicks of the
candles indicate the high and low points of the price within each minute time frame. The blue boxes at the bottom
represent accumulated tick volume per minute. Apart
from the diagram information, the changing tick value
within each minute is available numerically in fractional
pips.

Figure 3. Candlestick rendition of sellers and buyers,
and proxy of volume in tick data at the bottom, over an
eight minute period.

A tick is a change in the value of an exchange rate, or
the outcome of buyer/seller action. Volume in these
terms is the number of times within the minute that the
exchange rate changes in value. A pip is a fraction of a
currency. A pip for dollar-based currencies is 1/10,000th
of a dollar (i.e. the fourth decimal place). A pip for yenbased currencies is 1/100th of a yen (i.e. the second decimal place). But some currency exchange dealers operate
in 1/10th of pips, or fractional pips where the exchange
rate is quoted to either 5 or 3 decimal places – dollars and
Yen respectively – which was the case for the Yen data
stream used in this project.
The questions were then how to sonify the trend to
make sense of the direction of trading, how to sonify data
movement within the current minute, and how to make
the sonic output somewhat distinct from the affective
output in GNMISS so that it could be heard and remembered in the context of GNMISS performance.
To begin with, only the prior five minutes of trading data was used to identify a market trend, because this gave
an adequate time scale to provide the market direction

suited to performances in GNMISS. The tempo of the
GNMISS score rotation and the market data stream
changes were both 60 bmp so that they synchronised with
each other.
Based on the literature put forward, to get an embodied
sense of how the forex stream might be communicated in
a meaningful way to musically adept people who may
take part in GNMISS based performances, as well as
communicate with audiences, three adept musicians and
sound object manipulators using their ‘instrument’ of
choice were given five common forex trends in the
USD/JPY to realise sonically, as well as the current data
stream movement represented in a moving tick line to
respond to. Player slowness of response to real-time tick
value and lack of exact accuracy in sonically interpreting
trends was accepted in favour of getting a sense of sonically embodied solution in the first instance.
Their recordings were played back to a second set of
three players who were given the visual data streams diagrams they were rendered from, but they were not told
which audio file belonged to which visual representation,
to see how closely they could match the sound files with
visual renditions. Interestingly as test progressed, the
listeners became better at physically drawing closer approximations of the sonic outputs in candlestick and volume bars, without referring to the corresponding charts.
Over four weeks this informal method resulted in finer
iterations of sonic renditions, based on production and
feedback between performers and blind testers. From this
work, a set of basic rules was devised to sonify the data
in a way that made sense to both groups. The performances made, however, only provided approximations of
more accurate outcomes that might be possible by mapping parameters directly in to sound from the data stream,
once rules were known.
From mapping largely macro gestures through performance, a simple range of possible sound parameters that
might be mapped directly from the data stream was considered, such as tempo, rhythm, volume, timbre (multiple
parameters), ADSR, pan, and effects such as distortion,
delay, filter, filter delay, phase/flange, spectral manipulation, reverberation/ echo, granular manipulation. Based
on the performance test made, the best sonic translations
identified came down to only a few useful elements (see
next section). Partly this may have been because two
GNMISS players used in some of the forex sonic translation trials were also aware of the need for the forex
stream sonification to be distinctly identified in GNMISS
performances.
The most complex part of parameter mapping was the
selection of timbres by performers to interpret various
aspects of the stream. Accordingly, where there was most
agreement on what was suitable as representation, timbres to be mapped were kept as close as possible to the
dynamic ‘patches’/sounds that performers selected, to
retain their communicative sense.
While more subtle micro-gestural elements were also
captured as part of performance trials, these were set
apart in the first instance in favor of encapsulating broad
gestures for the purpose of first integration tests between
the sonified stream and GNMISS.
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5.2 Basic mapping
Accordingly, the first version of a sonic macro rule set
was mapped as follows, bearing in mind that the stream
had to be represented as a trend, a current state, and be
recalled in the process of a GNMISS performance.
Starting point. The first pitch of any piece (i.e. corresponding to the opening value of t-5) is always A440;
thereafter, every fractional pip change in exchange rate is
equal to a 1/3 semitone change in pitch. It is accepted
here that if one used this sonic output to trade forex fractional pips, it would be a somewhat crude representation
of accuracy.
Previous 5 Summary. Scope: Pitches in microtones corresponding to data information (open value, close, high
and low) for each of the five minutes prior to the current
data stream. The performance order of the pitches is
open, extreme 1, extreme 2, close: depending on the
overall direction (up-down) for that minute. e.g. a blue
candlestick (overall direction = up) goes open, low, high,
close. The Previous 5 Summary plays before the data
stream commences (i.e. 20 seconds before t=1), and then
concurrently with the data stream at the beginning of every minute. Rhythm: Each pitch lasts 0.5 seconds; 1 second space between one closing value pitch and the subsequent opening value pitch. Finally, open and close (t-1)
are sustained for two seconds after the close of the value
to help players locate the current tick stream. Pan: Open
value always on the left, close value always on the right,
high and low value in the middle. Volume: corresponds
to the tick volume of each previous minute, relative to the
tick volume of t-5; every 10 points extra in tick volume
per minute corresponds to 0.5dB increase for that minute,
beginning at 0dB. e.g t-5 tick volume = 50 (Vol. =
0.0dB); t-4 t.v. = 100 (Vol. = 2.5dB); t-3 t.v. = 30 (Vol.
= -1.5db), etc. Timbre: Opening and closing values
played legato in warm tones; high and low value played
staccato in warm tones.
Trend Summary. Scope: 5 consecutive pitches for the
previous five minutes; pitches correspond to the Simple
Moving Average Value, using ‘Weighted’ as the data
source and ‘1’ for the number of periods. Trend Summary
is first heard directly after the closing value of t-1 at the
beginning of the work. Rhythm: Each pitch lasts for 0.2
seconds. Volume:
this remains constant. Timbre:
Bright/warm/percussive.
Trend Summary II. This is a mnemonic for the overall
trend. A combination of the Trend Summary pitches, followed by the open and close value pitches from the most
recently completed minute. The Trend Summary II is
heard at 20 seconds and 40 seconds within each minute.
Rhythm: The Trend Summary pitches last, cumulatively,
one second; the open and close value pitches also last one
second. Pan: Centre for the Trend Summary pitches; pan
left for the open value; pan right for the close value. Volume: Constant. Timbre: Trend Summary timbre plus
warm tone, with the warm tone parts having a slow attack
and decay plus a fade.
Current Data Stream: Pitches corresponding to the
value of the exchange rate as it moves in real time in microtones. Rhythm: Dependent on tick speed. Pan: Constant from left to right as the minute unfolds. Volume:

Constant. Timbre: Sine wave tone with the note
length/attack/decay dependent on the relative distance
between ticks; every fractional pip in distance (i.e. 0.001
Yen) is equal to a note length of 100ms, with the same
envelope shape applied to attack/decay functions. For
example, a constant trend will have same value note
lengths; and a trend with an increasing rate has note
lengths that lengthen so that jumps in tick distances will
be more pronounced.
5.3 Implementation
Once these macro rules were extracted, the forex data
stream output was captured and programed in MAX/MSP
to the sonic parameters outlined in the rules given above
based on the performer/listener tests. This direct mapping
allowed a faster response to the real-time tick stream and
more accurate mapping response than performers could
approximate in real-time following trend values.
This first version of the rules only dealt with the data in
broad performance gestures. Current work beyond this is
looking at the mapping of micro-gestural information
captured from performer interpretations using the WEKA
machine-learning suite at Waikato University, to develop
more subtle performance representations of a wider range
of sonic parameters. Some initial testing of this uses the
same performers and blind evaluation method used in
arriving at existing rule set outlined in section 5.1. Not
surprisingly, and in line with Worrall’s work, it is generally worth noting that performance value in traditional
and live electroacoustic media, such as real-time articulation, vibrato, envelope control, and timbral manipulation,
are often what engages with audiences beyond raw
pitch/duration/tempo based data.

6. INTEGRATION
Again, by using five minutes of the data stream, one
could represent the trend of the market within a
timeframe that suited the timescale of affective rendering
used in GNMISS. Secondly, one could put most of the
sonification detail into the movement of the current minute, driven by the rapidly changing tick data and the
directional movement of the market in terms of buyer
/seller influence, where the greatest influence on
GNMISS participants was needed.
A visual rendition of the data stream – the last five candle sticks and the tick volume – was then placed at the
top left-hand corner of the of the GNMISS scoring system, with colors mapped only in black and white to save
confusion with the circular score affective system, so that
players could see the overall trend overall of the market
at any time in addition to its sonification. The current
minute, representing changing ticks and candlestick direction, was placed at the top right of the GNMISS scoring system. Participants could then follow the dramatic
nature of their GNMISS score part in an affective sense,
but all could also see/hear the movement of the forex
stream in terms of the visual and sonified current minute
in the context of the trend.
The data stream, and its impact depending on the
strength of the trend and current movement, could then
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influence participants. If little happed in the data stream,
it could be largely ignored and the general course of action set out in the GNMISS score pursued by participants.
But the external influence would increase with the directional shape of the trend and movement in current data.
With large movements in external data, participants may
then also stray from their own score parts, and even attempt to follow aspects of the sonifed data stream, overriding the own path on the GNMISS score.
From an artistic perspective then, this approach provides a means of embedding performers in an affective
scheme where they make plans in a structured narrative
to which they contribute planning for, but the actions of
individual and groups can be altered by short term and
larger external forces that disrupt and change plans. Further, one cannot anticipate what is likely to happen, because the structure of the real-time external data is not
known in advance.

7. CONCLUSIONS
The paper began by outlining some of the limitations of
current telematic electroacoustic music practice. A suggested way forward was to extend it into the interconnected webs of influence that are unique to net space
beyond current NMP practices, but also taking into account individual placement within these webs. The solution proposed to address this is an embodied and affective
meeting point between the two. It amalgamates the affectively based GNMISS system with an embodied sonic
interpretation of a forex stream based in player musicianship, as one example of the concept.
In addition and from a structural sense, the approach
suggested here opens the possibility of exploring more
flexible approaches to telematic music focused on process-based methods, where multiple authors discover
possibilities or fulfill goals through collaboration or competition, but are influenced by changing external realtime data streams that may impact on sessions as they
progress.
With contemporary life being increasingly mediated by
multiple data streams, relationships between people and
the Internet of aggregated information is fruitful ground
for further electroacoustic music telematic exploration.
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ABSTRACT
This paper is an introduction to cage, a library for the Max
environment 1 including a number of high-level modules
for algorithmic and computer-aided composition (CAC).
The library, in the alpha development phase at the time
of writing, is composed by a set of tools aimed to ease
manipulation of symbolic musical data and solve typical
CAC problems, such as generation of pitches, generation
and processing of melodic profiles, symbolic processes inspired by digital signal processing, harmonic and rhythmic interpolations, automata and L-systems, tools for musical set theory, tools for score generation and handling.
This project, supported by the Haute École de Musique in
Geneva, has a chiefly pedagogical vocation: all the modules in the library are abstractions, lending themselves to
be easily analyzed and modified.
1. INTRODUCTION
This article describes some of the main concepts and components of the cage 2 library for Max, containing several
high-level modules for computer-aided composition (CAC).
Some of these modules have already been discussed in [1]
(in French); in this paper we complete the overview of
the library, and provide a more comprehensive view on its
goals.
cage is entirely based upon the bach: automated composer’s helper library, which is developed by two of the
authors [2, 3]. bach is a library of about 200 Max externals and abstractions, aimed to bring within Max a set
of ‘primitives’ for the manipulation of symbolic musical
data, along with some GUIs for their graphical representation and editing. Data within bach are invariantly represented through specialized uses of a generic data structure,
the llll (‘Lisp-like linked list’), which as the acronym suggests is essentially a tree structure in the form of a nested
list, directly inspired by the Lisp programming language.
Subsequently, most bach modules are tools for low-level
manipulation of lllls (performing operations such as rotations, substitutions or retrieval of single elements) or for
more complex but conceptually basic operations such as
1
2

http://cycling74.com
www.bachproject.net/cage
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constraint solving or rhythmic quantization. Differently
from bach, cage modules in general perform higher-level
tasks, with a compositional rather than strictly technical
connotation (e.g. melodic material generation, or computation of symbolic frequency modulation). Still, some basic mechanisms and principles are inherited by cage from
bach, including the fact that communication between the
different modules happens mostly by means of lllls.
Two main criteria have informed the conception of the
library.
The first is the idea at the very root of cage itself: building
a library of ready-to-use modules, implementing a number of widely used CAC processes. As a consequence, a
part of the library is openly inspired by libraries already
existing for other programs (namely the Profile [4] and
Esquisse [5, 6] libraries for Patchwork, which have been
subsequently ported to OpenMusic); on the other hand, another part of the library is addressed to problems and practices typically associated with real-time interaction (such
as cage.granulate, the symbolic granulation engine).
Secondly, the project has a strong pedagogical connotation 3 : all the modules of the library are abstractions, lending themselves to be easily analyzed and modified. It is not
difficult, for the user wishing to learn how to treat musical
data, to copy, edit or adjust the patches to his or her own
needs. In this regards, all the tools in the library are intrinsically ‘open source’: although each implemented process is conceived for a typical, somehow standard usage,
the advanced user will easily start from these abstractions
and modify their behavior. This pedagogical connotation
is completed by the fact that the library will be thoroughly
documented by help files, reference sheets and a collection
of tutorials.
2. A REAL-TIME APPROACH TO
COMPUTER-AIDED COMPOSITION
The real-time paradigm deeply influences the nature itself
of the compositional process. For example, composers
who work in the domain of electro-acoustic music often
need the computer to react immediately to each parameter
change. Similarly, composers working with symbolic data
may wish the computer to adapt within the shortest delay
to a new configuration of the data themselves. cage’s underlying paradigm is ultimately the same that informed the
bach library: creating and editing symbolic musical data
is not necessarily an out-of-time activity, but it follows the
temporal flow of the compositional process, and adapts to
3
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it (see also [3, 7, 8]).

cage.profile.perturb) or filtered (with cage.profile.filter).
Profile filtering is achieved through application of an average, median or custom filter, the latter being definable
by the user through a lambda loop (see also Fig. 1).

3. COMPOSITION OF THE LIBRARY
The library is composed by several families of modules. In
the following paragraphs we will briefly describe them, in
order to give an idea of the scope of the work. Of course,
there is no ambition of completeness in the choice of the
processes that have been implemented. Computer-aided
composition is a vast domain, and practices are personal
and specific to each single composer more often than not.
Still, it seems to us that some general typologies of approaches, as well as some commonly used specific operations, can be discerned. We attempted to exemplify at
least some of them, hoping that our work will be useful
to composers wishing to implement their own individual
processes and operations.
3.1 Pitch generation
The first family of modules that will be discussed is
aimed at generating pitches according to different criteria: cage.scale and cage.arpeggio can generate respectively scales and arpeggios within a given pitch range. The
types of chords and scales can be expressed either through
symbolic names or midicents patterns. Scale and chord
names can contain quartertones and eight-tones as well.
cage.harmser generates harmonic series starting from a
given fundamental, with an optional distortion factor.
Other modules generate pitches on a one-by-one basis:
cage.noterandom generates random notes from a given reservoir, optionally according to different predefined probability weights, which can be defined, for instance, through
cage.weightbuilder; cage.notewalk generates an aleatory
path in a given reservoir, according to a list of allowed
steps. In both cases, the result of the operation is meant to
be used in combination with bach.transcribe, which will
transcribe the incoming stream of notes in real time. Also,
in both cases the randomly chosen element can be validated by the user via a lambda loop. 4
3.2 Generation and treatment of melodic profiles
A family of modules is specifically aimed at generating and treating melodic profiles, in a similar fashion to
the Profile library in OpenMusic and PatchWork [4]. A
breakpoint function can be converted in a sequence of
pitches (a melodic profile) through cage.profile.gen. This
profile can be edited in different ways: it can be compressed or stretched (with cage.profile.stretch), reversed
(with cage.profile.mirror), approximated to an harmonic
grid or a scale (with cage.profile.snap), forced into a pitch
range (with cage.profile.rectify), randomly perturbed (with
4 A lambda loop in bach and cage is a symbolic feedback configuration: objects supporting this behavior have one or more dedicated
‘lambda’ outlets returning data for acceptance or modification; these data
are processed in a specific section of the patch whose resulting value is
fed back into a dedicated ‘lambda’ inlet of the first object. This configuration is often employed within bach in order to define custom behaviors
for specific operations (e.g. a sorting criterium, or a process to be applied
to every element of an llll). The name ‘lambda’ hints to the fact that this
configuration somehow allows to pass a section of a patch as a pseudoargument of an object. Indeed, this is nothing more than an allusion: there
is no lambda calculus or interpreted functions involved in the process.
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Figure 1. A melodic profile is built from a function defined inside a bach.slot object and sampled over 20 points.
Then, the profile is filtered by a process expressed through
a lambda loop, which operates on three-note windows;
each window is replaced by a single value, the average of
the first and last element of the window itself weighted by
the weights (1, 2). This filtering process is repeated twice.
It can be observed that, because of the windowing, the result contains four notes less than the original sampling.

3.3 Processes inspired by electro-acoustic practices
cage contains a group of modules dedicated to symbolic
emulation of processes belonging to the domains of sound
synthesis and digital audio processing.
cage.freqshift is a tool allowing transposition of materials linearly on the frequency axis, as in single-sideband
ring modulation. Because of the strict similarity of the two
processes, cage.pitchshift is considered as belonging to the
same category, although a pitch shifting operation applied
to musical notation is just a simple transposition.
cage.rm and cage.fm deal respectively with ring modulation and frequency modulation. The idea underlying
these techniques, widely employed by composers associated with the spectral movement, is the following: starting
from two chords (a ‘carrier’ and a ‘modulating’ chord),
whose notes are considered as a simple sine tones, the
spectrum obtained by modulating with each other these
two groups of sinusoids is calculated. Each component
of the resulting spectrum is then represented as a note of
the resulting chord. This operation requires a number of
approximations and trade-offs which can make its result
significantly different from the actual product of the corresponding audio treatment: nevertheless, it is a very effective approach in generating rich harmonic families from
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simple materials, hence its compositional interest. Although
the direct inspiration for cage.rm and cage.fm is taken from
the Esquisse library [5, 6] for OpenMusic, their operational
paradigm and some computational details are different. In
particular, being conceived to work in time, these two modules can accept not only simple chords, but also chords
sequences representing variations of ‘carriers’ and ‘modulating chords’ in time. In this case, the process will return a
new score containing the result of these variations in time
(see Fig. 2). For what concerns the actual internal computation, the two modules take into account an estimate of
the phase oppositions generated by the modulation, and the
relative component elision, differently from what happens
in the Esquisse library. For this reason, the results of the
same process in the two environments can be significantly
different.

Figure 2. An example of frequency modulation of two
scores, achieved through the cage.fm abstraction. The ‘carrier’ and ‘modulating’ are on top, the result below. The
note velocity (treated as the amplitude of the corresponding sinusoidal components) is represented in grayscale.
cage.virtfun returns one or more estimates of the virtual
fundamental frequency of a chord, as perceived for example at the output of a waveshaping process. The implementation is very simple: the sub-harmonic series of the lowest
note of the chord is traversed until a frequency whose harmonics approximate all the notes of the given chord, within
a given tolerance, is found. cage.virtfun can also be applied
to a sequence of chords in time; in this case, the result will
be the sequence of the virtual fundamentals. On the other
hand, the numerical operation performed by cage.virtfun
has a broader range of applications: it can be considered
a computation of an approximate greatest common divisor
of a set of numbers. As such, it is called for example by
cage.accrall to establish a ‘reasonable’ minimal rhythmic
unit in a non-measured score.
cage.delay and cage.looper extend the concept of delay
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line with feedback in the symbolic domain. Their aim is
creating loops and repetitive structures in which the material can be altered at each pass through a lambda loop. The
difference between the two lies in the musical unit that is
passed to the lambda loop: a single chord in cage.delay, a
whole section of the score in cage.looper. In both cases,
the delay time itself can be changed for each repetition. In
principle there is no limitation to the richness of the processes that can be applied to the material in the lambda
loop: the musical result can therefore be much more complex than a simple iteration.
cage.cascade∼ and cage.pitchfilter extend the principle
of filtering to the symbolic domain. The former applies
a chain of two-pole, two-zeros filters to a score, as the
biquad∼ and cascade∼ Max objects, by emulating the actual frequency response of a digital IIR filter. The latter
operates directly on pitches, rather than frequencies, by applying to a score a filter defined by a breakpoint function
obtained for example from a function or a bach.slot object.
In both cases, the MIDI velocity of each note is modified
according to the filter response, and notes whose velocities
fall below a given threshold are removed. Interpolation between different filter configurations in time is also possible
(see fig. 3).

Figure 3. An example of dynamic filtering of a score obtained through cage.cascade∼ driven by a dynfilter slot in a
bach.slot object. Whenever the filter parameters are edited
through the interface, the result is automatically updated in
real time.
cage.granulate is a symbolic granulation engine. The parameters of the granulation are the same as in the corresponding electro-acoustical process: the time interval between two grains, the size of each grain, the beginning and
the end of the temporal region from which the grain must
be extracted. Based upon these parameters, cage.granulate
fills in real time a bach.roll object connected to its outlet.
3.4 Harmonic and rhythmic interpolation,
formalization of agogics
The cage.chordinterp abstraction performs a linear harmonic
interpolation between a set of chords, through the assignment of different weights to each of them. In the same
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way, a rhythmic interpolation can be obtained through the
module cage.rhythminterp.
cage.timewarp on the other hand performs a temporal distortion of a score, obtained through a function (in the usual
form of a lambda loop) that is applied to the onset of each
discrete event of the score. Among the other things, this
provides a flexible way to perform any kind and shape of
rallentando or accelerando through the definition of the appropriate function - a task that is eased by the cage.accrall
abstraction, allowing to express agogics through a set of
high-level parameters such as total resulting duration or
starting and ending speed.

Figure 4. An example of temporal distortion performed
through cage.timewarp. The function in the lambda loop
associates time in the original score (above), represented
on the x-axis, to time in the resulting score (below), represented on the y-axis.

lambda loop. The order of the substitution sub-matrices
can be defined by the user as well.
An abstraction closely related to the two previous ones
is cage.lombricus, implementing a way to build rule-based
generative systems. The module accepts a set of starting
elements grouped into families, with a weight assigned to
each family. The task of the abstraction is creating a sequence of an arbitrary number of elements, trying to match
the relative number of occurrences of elements of each
family to the weight associated to the family itself. At runtime, the lambda loop of the abstraction is fed with proposals of elements to be chained to the existing sequence,
along with the whole sequence built so far; each proposal
can be refused, or accepted and assigned a score according
to custom-definable rules: among the accepted elements,
a ‘winner’ will be chosen according to the score and the
weights of the family to which it belongs. If at some point
a suitable element cannot be found, the abstraction is capable to backtrack on the sequence built so far, and substitute
a previously chosen element with a different one with a
lower score but potentially allowing a longer chain to be
built. It should also be pointed out that the element needs
not to be copied literally in the resulting sequence: for example, the user might want to provide the system with a
set of intervals as starting elements, and obtain a melodic
sequence at the end of the process: the substitution can
be performed within the lambda loop described above. In
summary, the underlying mechanism of the cage.lombricus
abstraction shares some features of cellular automata and
L-systems on one hand (in particular, a rule-based constructive behavior allowing rewrites), and constraint satisfaction problems on the other (the ability to make choices
according to weights and the backtracking behavior), without strictly belonging to either category. Although this process may appear cumbersome, a thorough investigation on
our own compositional practices as well as those of other
composers (and firstly Michaël Jarrell’s) suggested us that
it is well-suited to model a wide array of real-life musical
formalization techniques.
3.6 Musical set theory tools

3.5 Automata, L-systems, etc.
The cage.chain abstraction implements one-dimensional
cellular automata and L-systems. It performs rewrites of
a given list according to a set of rules defined by the user
through either messages or a lambda loop. Substitutions
can take place on single elements (e.g. a certain letter or
note is substituted by a list of letters or notes), or overlapping sequences of elements with a fixed length (e.g., each
couple of elements is replaced by one or more different
elements); in the latter case, cage.chain will manage the
behavior at the boundaries according to the values of some
specific attributes (pad, align). In summary, this module
makes it easy to build cellular automata, or fractals by substitution.
cage.life deals with two-dimensional cellular automata
(the most famous example being John Conway’s ‘game of
life’). The rules for these automata are defined through a
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A group of modules in cage deals with pitch representations typical of the set theory: cage.chroma2pcset
and cage.pcset2chroma convert between pitch class sets
and chroma vectors (see [9]); cage.chroma2centroid and
cage.centroid2chroma convert between chroma vectors
and spectral centroids, the latter being obtained through
the transform described by Harte and Sandler [10]. Going from chroma vector to centroid causes a loss of information, therefore the conversion is not univocal: a single
chroma vector, among all those having the input vector as
their centroid, is returned.
3.7 Scores
cage contains a set of modules for the global processing
of scores: cage.rollinterp interpolates between the contents of two bach.roll objects, according to an interpolation
curve or a single value in the case of static interpolation.
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Figure 5. The bottom bach.roll shows the sequence of
notes produced starting from the top bach.roll, and by
applying three steps of the substitution rule given in the
lambda loop. Such substitution rule states appends to every
couple of overlapping notes (order is 2) the same couple
transposed by one octave plus one semitone. For instance,
at the first step, the couple C4 D4 is substituted with C4
D4 C#5 Eb5, and the couple D4 E4 is substituted with D4
E4 Eb5 F5, yielding the sequence C4 D4 C#5 Eb5 D4 E4
Eb5 F5; the following steps do the same with the result obtained from the previous step. cage.chain then outputs the
whole sequence of steps; only the ending one is displayed.

cage.envelopes represents a family of functions synchronized to the total duration of a score, aiding real-time editing of the score with respect to the values of the curves at
each instant. cage.scissors divides the score contained in a
bach.roll object according to vertical (time) and horizontal
(voice) split points, and returns a matrix containing the resulting score excerpts. cage.glue performs the opposite operation: fills a single bach.roll with the contents of a matrix
of smaller scores, according to the temporal and voice disposition implicit in the matrix itself, or to an explicitly set
disposition. cage.ezptrack takes a sequence of chords and
attempts to reconstruct musical voices, in a similar way to
what partial trackers do with harmonic analysis data. (see
Fig. 6).

Figure 6. Partial tracking on sequences of chords can be
quickly and easily be obtained via cage.ezptrack. Here,
the pitch threshold to link two consecutive peaks is 50mc.
Notice the presence of pitch breakpoints in at the end of the
lower bach.roll, due to the fact that at the end of the upper
roll some notes were not perfectly snapped to the semitone
grid.

level tool reading all the information contained in a SDIF
files and structuring it into an llll, and the corresponding
bach.writesdif object, allowing to write SDIF files starting from their llll representation. This representation is
complete, meaning that feeding the output of bach.readsdif
into bach.writesdif produces an SDIF file perfectly equivalent, if not identical, to the original one. On the other hand,
this very completeness makes the representation itself difficult for the user to manipulate.

3.8 SDIF files support

For this reason, cage includes a set of modules implementing a number of basic operations upon the contents of
SDIF files. Some directly convert SDIF data into bach.roll
syntax, for instance cage.sdif.ptrack.toroll (see Fig. 7).
Other abstractions rearrange SDIF data in an easily accessible form. As an example, cage.sdif.fzero.unpack looks
for 1FQ0 (fundamental frequency estimate) frames and outputs onsets, frequencies, confidences, score and amplitudes
from different outlets as lllls structured by stream. Two abstractions deal with partial tracking (cage.sdif.ptrack.resolve
and cage.sdif.ptrack.assemble), allowing to switch between
a time-wise and an index-wise representation of the data.

A set of modules in cage is designed to ease the reading
and writing of SDIF files [11, 12]. This family contains
sub-families for some of the most common analyses and
descriptors, namely fundamental frequency, peaks, partial
tracking, markers.
Starting from version 0.7.4, bach supports reading and
writing SDIF files through the bach.readsdif object, a low-

In general, we did not consider the writing of SDIF files
starting from symbolic data a common usage scenario, with
one possible exception: markers. For this reason, the only
abstraction providing a direct translation from a notation
object to a SDIF llll is cage.sdif.markers.fromroll, transferring into it all the markers of a bach.roll object, each with
its time position and name.
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Figure 7. A SDIF partial tracking analysis is imported in
a bach.roll via cage.sdif.ptrack.toroll. The lambda loop is
used to define a custom velocity mapping (if no lambda
loop is provided, a default mapping will be used).
3.9 Audio rendering
In addition to the previously described proper CAC tools,
cage contains a set of utilities aimed to make quick prototyping and verification of musical solutions easier. In
particular, two modules of the cage library perform audio
rendering of bach scores: cage.ezaddsynth∼ (a basic additive synthesis engine) and cage.ezseq∼ (a basic sound file
sampler). Like bach.ezmidiplay, both are designed to be
directly connected to the ‘playout’ outlet of the bach.roll
and bach.score objects.
The additive synthesis engine addresses the need of a
quick-and-dirty audio rendering, overcoming the limitations of MIDI instruments: this may be useful for example when working with non-standard microtonal grids, or
when amplitude envelopes, panning or glissandos cannot
be ignored. Envelopes should all be defined inside slots. 5
The sampler addresses the need of using bach.roll and
bach.score as ‘augmented sequencers’: cage.ezseq∼ takes
into account file names, amplitude envelopes, panning, playback speed, audio filtering, playback starting time (all defined inside slots). cage.ezseq∼ is also capable to preload
audio files, if a given directory is assigned. If requested,
the cage.ezseq∼ module can transpose each sample without temporal alteration (via the gizmo∼ Max object) according to the pitch of the associated note.
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in Geneva and in a number of partner institutions.
5

5. REFERENCES

Slots are metadata of various kind associated to individual notes (see

[10] C. Harte, M. S, and M. Gasser, “Detecting harmonic
change in musical audio,” in In Proceedings of Audio
and Music Computing for Multimedia Workshop, 2006.
[11] M. Wright, R. Dudas, S. Khoury, R. Wang, and D. Zicarelli, “Supporting the sound description interchange
format in the max/msp environment,” in Proceedings of
the International Computer Music Conference, 1999.
[12] M. Wright, A. Chaudhary, A. Freed, S. Khoury,
and D. Wessel, “Audio applications of the sound description interchange format standard,” in Proceedings
of the Audio Engineering Society 107th Convention,
1999.

[2]).

- 313 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

Interactive Performance Systems
Conceptual interacting strategies in forming electroacoustic sound
identities
Georgia Kalodiki
PhD, Goldsmiths College University of London
gkalodiki@yahoo.gr

3. THEORETICAL BACKGROUND

1. ABSTRACT
This paper is a research study, concerning an effort to
investigate the specific steps during the process of forming electroacoustic sound identities through the performer’s interaction with degrees of noisy spectrums through
the use of philosophical concepts like fragmentation and
abstraction. Before starting, I think is useful to clarify
some aspects of the main concepts that I am willing to
approach in order to create some useful tools for our discussion.When experiencing music for instrumental live
and electronics with signal processing, I have the feeling
that the actual part, that means the act of instrumental
performing is there to ‘justify’, to remind us in a way the
existence of the human element with sonic hints of virtuosic, idiomatic gestural patterns, like flute trills or pompous percussive action, showing rather a guilt attitude towards the presence and involvement of electronic means
to the creative process.

2. INTRODUCTION
The basic aim of this paper is to show how the philosophical concepts of fragmentation and abstraction are used to
build a piece’s internal and overall structure in a meaningful way, by describing the procedures followed in my
work.
The listening examples are going to provide a
fruitful field for the discussion of the particularities in the
process
of rebuilding the performer-instrument relation, having
the computer interacting in between them and making
suggestions about how this interaction can assure unity.
Thus, the main target is to clarify the way that the composer’s conception becomes perception for the listener
through the performer’s interaction.

Copyright: © 2014 Georgia Kalodiki This is an open-access
article dis- tributed under the terms of the Creative Commons
Attribution License 3.0 Unported, which permits unrestricted use,
distribution, and reproduction in any medium, provided the
original author and source are credited.

3.1 Identities
As a starting point, a reorientation in listening priorities
by abstracting material through the exclusive use of noisy
spectrums played by the performer, redefines the instrument’s identity and works for me as a compositional
challenge.
I am always fond of fitting philosophical concepts in the
compositional process, so what I suggest is to forget for a
while any conventional instrumental playing style going
back in away to what Denis Smalley called the first order
surrogacy, going back to the routes of sound producing
from instruments, abstracting anything idiomatic from its
vocabulary, producing only raw sound material or what
they call extended techniques with inharmonic sounds, it
is just a case study to see the results and the benefits we
are earning from this abstraction. It would be interesting
experiment to give let’s say a clarinet to a cellist and record him while he’s trying to produce sound.
As John Young quotes: ‘The concept of identity
is significant in music since it is through delineation of
sound identities that we can grasp the relationship between thematic elements and the processes used by the
composer to develop and shape them’.1
The spectral transformation of timbres is targeting to the amalgamation of the resulting sound identities,
merging the outcome of the computer processing with the
performer actions and vice versa, in a creative way. The
above technique also minimizes the processing material,
keeping the performer away from the conventionally ‘secure’ playing techniques and virtuosic clichés, in order to
make him/her react and interact with the computer, in a
direct and less predictably expressive way.
The performer is no longer a virtuosic player but
a sound vector. Fragmentation and discontinuity can be
applied through rotating - often truncated though - functions by the constant use of recurring inharmonic timbral
gestures exposed in a fragmented and continuously dislocated way.
The nature of the recording material as the primary source is a pack of sound information in signal processing open to a number of transformative possibilities.
Sound objects is a common term serving the desperate
need to distinct sonic moments/identities in terms of their
spectral characteristics by imposing new morphologies
1

Young, J. The Interaction of Sound identities in Electroacoustic Music, ICMC 2002 Proceedings. Gothenburg, 2002: 343.
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Shaping sound materials is always about to connect and
extend this idea of identity in larger scale of organization
achieving multiple degrees of spectral transformation
heading to novel possibilities on sculpting sounds.
3.2 Abstraction-Fragmentation
Abstraction as a term is always in the centre of discussion
in electroacoustic music - being a mean of delocalize
sound from its general source, - and results to the psychoacoustic deorientation of the listener from the process
of recognition of a sound (acousmatic approach). According to Trevor Wishart ‘The philosophy of composing
which gradually emerged particularly from Schaeffer’s
writings, centred on the notion of the acousmatic and the
abstraction of the sound-object from any dependent relationship to its origins’.
I would like to have the chance here to shed a
different light to the terminology concerning the abstractive approach to instrumental sound qualities through the
exclusive use of extended techniques. The use of abstraction here creates the opportunity to re-estamblish new
referential meaning in a new context closer to the open
wide spectral realm of electronic music.
Let’s see signal processing not as a machine
process, let’s see computer as a medium leading to sound
creation, and let’s begin this sound transformation from
the instrumental playing producing complex sound morphologies. In a way this can lead us to a continuous flow
of gestural energy of the sonic environment, leaving pure
pitch aside for a while and creating a meta abstractive
syntax.
I try to redefine the relation between performer,
computer and audience by breaking and de-centering
already settled subjectivities. Filtering not only spectrums
but also fragments of sound objects, sound material appears to be not omitted but purposefully absent. It not
about formalizing material, we all choose our composititional context in terms of material and content before
starting to write a piece. So in a way here I suggest to
reinvent instrumental sound potential IN ORDER to meet
the high standards of electronic signal processing.
The problem here is purely aesthetic and not
structural. This is where we should look for unique ideas
in the hidden spectrally inharmonic potential of instruments gradually transforming into electronically processed sonic events. Then we understand how intimate
and close computer sound design and instrumental
sounds are, we give thus a common ground leading to the
nature of sound per se. We need for the listener to reinvent the sound source linked to its origin and the physical
cause that created it, so electronics then can create organic structures somehow bonded to the instrument.SO thus
the sound is unified.
SO why I present the use of extended techniques
as a neseccity and the replacement of notes AND OF absolute pitch with varying degrees of inharmonic spectra?
Because I believe to the infinite number of timbral possibilities that a pure pitch cannot give you. Traditional instrumental referential archetypes are no longer useful as
sound vectors, these symbols are not functional anymore,
it’s like trying to compose sth interesting in C major. We

must admit that the spectral profile of a sound is highly
linked to the morphological possibilities is giving you.
Borrowing the term and techniques of fragmentation and dislocation from the postmodern philosophical
approach, I try to redefine the relation between performer, computer and audience by breaking and de-centering
already settled subjectivities. I use the concept of abstraction functionally, to delineate compositional processes,
maintaining coherence by the subtraction of material
through filtering not only spectrums but also fragments of
sound objects. Thus sound material appears to be not
omitted but purposefully absent. A creative process is
analytically suggested, by connecting the ideas of fragmentation and abstraction in a productive way, as they
both refer to the minimization of material, each one from
a different point of view.
3.3 History
I borrow the term and techniques of fragmentation and
dislocation from the postmodern philosophical approach.
In Fragmentation as a practice the objects are de-centered
and work as a projection of our multicultural and fragmentary world view came from the complexity and the
confusion of our time, Albert Camus concept of the absurd, Beat generation, automatism, Bekett’s experiments
with disintegration of narration, paradox and chaos within
metanarratives and magic realism, come into mind when
speaking for the post modern condition, it’s all about the
idea of disjointed and fractured shadow of human being.
Well, fragmentation relies on techniques of infraction of
the traditional linear approach in music, art and literature
that while exploring the inner states of consciousness
through disintegration after the Modernity of 50’s, at the
same time works fine as an aesthetic mirror of aggression
to the mass flux of information that we are experiencing
now days. The concept of authentic-self is no longer present, living in a multi-dimensional world within constantly changing cultural contexts. The term multiphrenia of
Walter Truett Anderson is what pretty much describes
our time, and the issue of multiple identities. I mean we
can see this fragmentation in culture at large. The more
science grows the more fragments are created, that means
unity is at a risk, it is a challenge to unity. Zaha Hadid the
famous architect asks ‘what if the architect designs a
building that cannot possibly be built?’ In the same way
Wittgenstein refuses the paradigm of linearity with his
‘broken text’ practice indulging to the idea that the
knowledge is mediated by language so language can’t
related and reflect the truth.
I think though it is possible to stylizise in a way
fragmentary thought in electroacoustic composition. As
John Young quotes ‘a continuum can be implied also as a
series of dislocated but perceptually related variants of a
sound object over an extended time scale’ (el.mus.st.
network, montreal 2005).. Structurally speaking cutting
and splicing audio samples, sonic events, sound objects
and time in sonic momentum in general it is fragmentary
thought but here there’s a difference, creating fragments
of time, of sound material can lead to linearity and be
very inspitational actually.. It’s not like in linguistics
where meaning is giving way to unconscious. Music is in
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a constant dialectic process with imaginery, and complex
symbolic references are created during the listening experience. Fragmentation and discontinuity can be applied
through rotating - often truncated though - functions by
the constant use of recurring inharmonic timbral gestures
exposed in a fragmented and continuously dislocated
way.
According to Trevor Wishart ‘The philosophy of
composing which gradually emerged particularly from
Schaeffer’s writings, centred on the notion of the acousmatic and the abstraction of the sound-object from any
dependent relationship to its origins’.2
3.4 Suggestions
What I suggest though, is that the target may alternatively
be, not to ‘confuse’ the listener concerning the origin of
the sound source but to make him drastically broaden
his/her origins of acoustic perception by abstracting conventional sounds and transforming only inharmonic
sounds through extended playing techniques, using them
as the exclusive material taken from the instrumental
sound palette. There is a whole new world of creativity
that can arise through the emancipation from the conservative biased instrumental approach.
When it comes to electroacoustic music, there
are many advantages from taking the performers out of
this old formalistic context and make them dissolve their
‘instrumentalistic’ identity and understand how much
they can contribute to the wide range of possibilities that
signal processing and sound engineering can give to the
art of sounds today.
This idea goes far beyond ‘abstract expressionism’ where the sounds of the source are just not recognizable. I try to imply that there is nothing wrong with the
recognition of the sound origins, - in this case the percussion instruments- but not with the conventional ones.
So why noise? Why inharmonic sounds, what is interesting in there?
Focusing on inharmonic spectromorphological
characteristics of instrumental sounds and leaving conventional sounds aside as a case study could lead to a
redefinition of the timbral instrumental palette.
Gestural surrogacy is a term that Denis Smalley
used a lot to define the traditional audio visual training
concerning our experience of listening to instruments as a
cultural process based on years of unconscious training.
This is what I am trying here to create, actually, a new
vocabulary built on new instrumental sounds leaving
what Smalley suggests as second order surrogacy (registral articulatory play)- that means the idiomatic recognizable instrumental playing- out, or rather replacing it
with a rather new sound syntax based on complex noisy
spectra with vague pitch content. Here I should clarify
that noise for me has a relevant sense, sound has gradual
levels of inharmonicity and pitch is somewhat always
blurred and melt in a way in noisy content. Inharmonic
2

Emmerson, S. 1986 Wishart, T. Sound Symbols and Landscapes In
S.Emmerson (ed.) The language of Electroacoustic Music, pp.43. Basingstoke: MacMillan Press

spectra flirts on the one side with pitch and the other with
absolute noisy masses, and that is what creates a huge
area of exploration, thus instrumental aesthetics has to
embrace these possibilities and leaving the safety of clichés to the past.
The spectral transformation of timbres is targeting to the amalgamation of the resulting sound identities,
merging the outcome of the computer processing with the
performer actions and vice versa, in a creative way. The
above technique also minimizes the processing material,
keeping the performer away from the conventionally ‘secure’ playing techniques and virtuosic clichés, in order to
make him/her react and interact with the computer, in a
direct and less predictably expressive way. The performer
is no longer a virtuosic player but a sound vector.
As Denis Smalley quotes in his famous theory of
Spectromorphology ‘one might think that in more abstract instrumental music, source bondings do not exist,
but they are there in force, revealed through gesture and
other physical activity involved in sound making. The
bonding of instrumental activity to human gesture is
somewhat ignored not only because it invariably expected in music’,(p.110) ‘we detect the humanity behind
spectromorphologies by deducing gestural activity referring back through gesture to proprioceptive and phycological experience in general’(p.111) It is exactly about
this expansion and merging of the human/physical gesture, the spectral transformation of sound events begins
from the performer by experimenting with complex spectra and interacting more with the main substance of signal
processing, finding a common path and sharing acts of
expression.
The traditional intervallic pitch heritage mixed
with high levels of signal processing is what constitutes
the post modern idea of anything goes, this what we have
to get rid of in terms of move on to a new era in the electronic art of making sounds. We should get the performers out of the old formalistic context and make them dissolve their ‘instrumentalistic’ sound identity. It has nothing to do with ‘abstract expressionism’ where the sounds
of the source are just not recognizable. I try here to imply
that there is nothing wrong with the recognition of the
sound origins, but not with the conventional ones.
3.5 Research
This research is part of my PhD thesis concerning electroacoustic composition based on the spectral
analysis and signal processing of instrumental noisy
sound spectrums. More specifically, this research includes the hierarchical taxonomy of spectrally rich
sounds based on the nature of their inharmonic content.
This process leads to a series of spectromorphological researching processes concerning the
transformation of the acoustic signal (enveloping, FFT,
frequency shifting, time stretch, phasing, flanger, vocoder
etc) and the development of innovating ways to construct
new sounds deriving from the initial sound material
(noisy instrumental spectrums).
My main target here is the construction of an abstract syntax of sounds by spectrally decomposing the
inner possibilities of instruments to produce noisy and
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inharmonic spectrums and building a bridge of perception
between abstracted gestures and the instrumental composition context. Despite the effort to disconnect the instrument from its conventional identity, it is always
charming to discover that for the performer and the careful listener, there is often a sound implication left that can
trace him back to the initial recognizable sound symbols.
The degree of the presence of this vague connection is
what defines and links the abstracted material with the
instrumental sounds.

4. CONCLUSIONS
Excluding the conventional sounds of instruments and
depriving from the performer, the composer and the listener the benefit of identifying and splitting the action of
playing the instrument from the action of sound processing, the greatest fusion of the roles of the performer
and composer is achieved by the means of real-time
sound transformation. What I suggest, is that the target
may alternatively be, not to ‘confuse’ the listener concerning the origin of the sound source but to make him
drastically broaden his/her origins of acoustic perception
by abstracting conventional sounds and transforming only
inharmonic sounds through extended playing techniques,
using them as the exclusive material taken from the instrumental sound palette.
We can rebuild the computer-performer relation
in a way that the listener is forced to totally forget the
traditional instrumental source reconstructing a whole
new contextual approach concerning the act of instumental playing.
The result is the construction of an meta-abstract
syntax of sounds by spectrally decomposing the inner
possibilities of instruments to produce noisy and inharmonic spectrums and building a bridge of perception between abstracted gestures and the instrumental composition context. Despite the effort to disconnect the instrument from its conventional identity, it is always charming
to discover that for the performer and the careful listener,
there is often a sound implication left that can trace him
back to the initial recognizable sound symbols. The degree of the presence of this vague connection is what defines and links the abstracted material with the instrumental sounds.
I connect the ideas of fragmentation and abstraction
in a productive way, as they both refer to the minimization of material, each one from a different point of view.
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ABSTRACT
This paper examines the correlation between musical
dissonance and auditory roughness—the most significant
factor of psychoacoustic dissonance—and the contribution of the latter to algorithmic composition. We designed
an empirical study to assess how auditory roughness correlates with human judgments of dissonance in natural
musical stimuli on the sound object time scale. The results showed a statistically significant correlation between roughness and listeners’ judgments of dissonance
for quasi-harmonic sounds. This paper concludes by presenting two musical applications of auditory roughness in
algorithmic composition, in particular to supervise the
vertical recombination of sound objects in the software
earGram.

1. INTRODUCTION
Composing can be seen as a decision-making process.
Many choices have to be made during the creation of a
musical piece from the macro down to the micro structural levels on both the horizontal (e.g., melodic) and vertical (e.g., harmony and melodic motive relationships) dimensions. Since the 1950s efforts have been made to understand and formalize organizing principles of both dimensions of musical structure in order to instruct computers to compose music. Today, computers constitute
true assistants in several stages of the composer’s tasks.
Ultimately, composers can design algorithms that consequently “compose” musical pieces or provide large
chunks of raw material, which can then be manipulated
and assembled.
From the early days of computer music until recently,
the most common, and almost exclusive, music representation used in computer-aided algorithmic composition
systems was symbolic (e.g., MIDI). Despite the clean,
robust, and discrete information provided by symbolic
music representations, this type of data has limitations.
For example, the MIDI specification does not include
timbral information. Given the relevance of timbre formation and “harmonic” relationships between vertical
Copyright: © 2014 Gilberto Bernardes et al. This is an open-access article dis- tributed under the terms of the Creative Commons Attribution
License 3.0 Unported, which permits unrestricted use, distribution, and
reproduction in any medium, provided the original author and source are
credited.
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musical structures in this study, our attention turned to an
encoding format of the musical auditory experience, i.e.
audio signals.
Audio signals are a precise, flexible, and rich representation of the auditory experience presenting new possibilities for music creation in comparison with those offered
by symbolic music representations. Additionally, today,
the most common music distribution format is digital
audio rather than symbolic representations. Nonetheless,
audio signals’ low-level representation requires the use of
algorithmic strategies—from the field of music information retrieval (MIR)—to attempt to obtain the same
level of information provided by symbolic codes. Typical
examples of such MIR strategies are (polyphonic) pitch
detection, beat tracking, downbeat detection, and structural segmentation [1]. These algorithmic strategies not
only offer an understanding of audio signals higher than
its low-level (sample) representation, but also may effectively contribute to the process of music creation. A typical example of an MIR research topic that greatly combines most aforementioned tasks is automatic mashup
creation, which attempts to identify, manipulate, and synthesize songs or musical excerpts that “fit” together. Goto
[2] referred recently to automatic mashup creation as one
of the grand challenges of MIR.
In this paper, we explore the reliability of a perceptually
informed measure of (sensory) dissonance as a “general”
measure of musical dissonance in the context of music
mashup creation. Specifically, we aim to study the application of auditory roughness as an algorithmic composition strategy to control the “pleasantness” of sound objects vertical aggregates. This method was first proposed
by Parncutt [3] and used as an algorithmic-assisted composition strategy by Strasburger [4] and Ferguson [5] in
the symbolic music domain. The innovative aspects of
this research is the use of audio signals as opposed to
symbolic music representations and the possibility to
process any type of sound independent of sources or
causes—making the strategy suitable for analyzing and
generating both soundscapes and polyphonic music.
It is important to note that the research presented here
only deals with audio signals segmented at the sound
object time scale and does not consider components of
musical structure other than harmonic relationships between vertical musical elements. Many relevant elements
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that actively contribute to the quality of vertical musical
structure such as rhythmic features will not be addressed.
The remainder of this paper is structured as follows. In
Section 2 we review algorithmic music strategies for the
generation of vertical musical structure. In Section 3 we
introduce two important concepts of this research—
consonance and dissonance—constrain their application
in the context of the current research, and present an algorithm for computing auditory roughness. In Section 4
we detail an experiment that aims at investigating how
roughness correlates with human judgments of dissonance. In Section 5 we present and discuss the experiment results. In Section 6 we demonstrate how the current research has been applied in the software earGram
[6] for recombining sound objects into soundscapes and
polyphonic music. Finally, in Section 7 we state conclusions and future work.

2. VERTICAL DIMENSION OF MUSIC:
AN ALGORITHMIC APPROACH
The vertical dimension of music is related to the relationship between simultaneous events (e.g., a piano chord or
a contrapuntal texture), or the sonic matter (e.g., spectrum
of a violin tone), which can occur at several layers of
musical structure. For example, at the macro and meso
levels of musical structure, a possible strategy to shape
the vertical dimension of musical structure is to orchestrate its musical events. On the sound object temporal
scale—the structural level of interest here—typical examples of vertical structures are chords and timbre formation/modulation.
The vertical dimension of music structure has been a research topic revisited since the early days of computerassisted algorithmic composition in the late 1950s. The
study of vertical musical structure generation is rather
evident in algorithmic music strategies for style imitation,
i.e. the branch of algorithmic composition that focuses on
the formalization of principles extracted from music theory, particular works, or a body of works to generate music
that resembles at some level the analyzed music. Some of
the topics that have been continuously revisited within
this line of research are: the generation of species counterpoint [7, 8]; functional harmony as used in Western
music from the 17th to 19th centuries [9, 10]; the automatic generation of polyphonic rhythms, namely in the context of interactive music systems [11]; and the exploration of serial music operations [12, 13].
Despite the considerable body of knowledge on algorithmic strategies for generating vertical musical structures, very little research on this domain deals with musical events encoded as audio signals or even addresses
musical representations other than symbolic music codes.
Additionally, most algorithms presented in this domain
cannot deal with the low-level representation of audio
signals and only process clean and discrete data, in particular the pitch and duration of overlapping events. Despite the accuracy and robustness of pitch detection algorithms for monophonic audio signals, state-of-the-art al-

gorithms for polyphonic pitch detection are not yet very
reliable [14]. Therefore, the above-mentioned algorithms
cannot consistently manipulate most music encoded as
audio signals due to its predominantly polyphonic nature.
An exception to the prevailing use of symbolic representations in algorithmic composition is the recent work
in MIR, which has been gradually expanding its area of
action towards music creation [14]. One such emerging
topic is mashup creation, which makes use of contentbased analysis to retrieve “mashable” material from large
databases according to particular audio features like harmonic compatibility [15, 16], or even automatically generate song remixes/mashups [17, 18]. Despite recent efforts, so far, results focus on simple harmonic models,
whose matching criteria happens in chroma space (i.e., 12
dimensions) that does not address spectral/timbral properties. Our approach focuses on the study of a model for
harmonic incompatibility between vertical sound events
rather than the presence of high harmonic similarity, thus
offering a broader range of musical possibilities.

3. CONSONANCE AND DISSONANCE:
AUDITORY ROUGHNESS
In music, the terms “consonance” and “dissonance” are
subject to various misconceptions, confusions, and disagreements as may be shown by their inconsistent definitions in dictionaries, harmony textbooks and books on
musical acoustics [19]. Tenney [19] has also shown that
both concepts refer to different phenomena depending on
historical, cultural (tradition), and musical (composer’s
idiom or stylistic features) contexts. Additionally, while
striving to clarify the semantics of what he calls the "consonance/dissonance-concept" (CDC), Tenney examined
the roots and developments of the terms in western musical culture and presented the following five categories in
which the terms are addressed distinctly: (1) melodic:
distinguish degrees of “affinity, agreement, similarity, or
relatedness” between melodic intervals; (2) diphonic:
sonorous character of simultaneous dyads; (3) contrapunctual: consonance/dissonance defined by role in counterpoint (the important aspect is the context in which it
occurs, not the physical properties of the sound); (4)
chordal/functional: CDC applied to individual tones in a
chord; and (5) timbral: equated with “roughness”.
Due to computational limitations, namely the robustness of polyphonic pitch detection algorithms, Tenney’s
CDC 1-4 will not be considered in this study, because
their organization relies on discrete characterization of
notes. Our work will focus on timbral CDC because it
can be readily measured and its computation measurement is well established.
Harmony resulting from roughness measures largely relates to orchestration, and to a lesser extent to harmonic
tonal syntax. Additionally, it is also relevant in electroacoustic music and connected to contemporary approaches
to pitch.1 Barlow was probably the earliest composer to
1
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use roughness in composition in his piece Çoğluotobüsişletmesi (1978). The research behind the aforementioned piece would later be incorporated into the algorithmic composition program Autobusk. Spectral music
composers, in their journey of discovery for new sound
organizations based on sounds inner structure, also paid
attention to the roughness phenomenon. A typical example of spectral music that explores the roughness phenomenon is the opening section of Grisey’s Jour, ContreJour (1979). More recently, we can cite the works of
Strasburger [4] and Fergusson [5]. In non-western musical traditions the effect of roughness has also been explored (e.g. Indian tambura drone, Bosnian ganga singing, and Middle Eastern mijwiz and ganga singing) [21].
Even if roughness has raised some interest within the
music and scientific communities, few current musical
applications take advantage of this measure, in particular
to analyze large amounts of music as they unfold in time
and generate vertical musical structures. A possible reason for this fact is the disconnect between the dissonance
models from music theory and psychoacoustics. Nonetheless, despite this disconnect, roughness measures innate
and intrinsic human perception phenomena, which contributes for concepts of musical consonance and dissonance [20]. Empirical research has also reinforced and
confirmed this relationship. For example, Miskiewicz
[22] has shown a strong correlation between how musical
dyads are understood in sensory terms and in common
tonal syntax. Nevertheless, “musical” dissonance embeds
idiosyncrasies such as explicit and implicit rules or schemata that go beyond physics or physiology [20].
Our use of sensory dissonance departs from Terhardt’s
[23] psychoacoustic theory, which defines the phenomenon as a combination of the three following sound features: (1) sharpness (also addressed as brightness), (2)
roughness, and (3) tonalness. Notwithstanding the phenomenon of sensory dissonance being regulated regulated
by three factors, we will simply addressed it by its most
prominent factor, which is the roughness of a sound, because there isn’t a model that describes the interaction of
the aforementioned psychoacoustic factors [24].
The roughness of a sound is the physical correlate of
amplitude fluctuations [21] (also addressed as “beatings”)
produced when two frequencies are a critical bandwidth
apart, which is approximately one third of an octave in
the middle range of human hearing [23]. The sensation of
“roughness” or “fast beats” occurs when the rate of two
frequency amplitude fluctuations are over 20 Hz up to a
critical bandwidth. Dissonant sounds within this approach
produce “fast beats”, and consonance is the absence of
such beating sensation.
Timbre can also affect our subjective experience of musical dissonance and harmonic progression [24]. In particular, partials of complex tones can also produce a beating sensation when the same conditions are met, i.e.,
non-tonal and non-western music and performance where traditional
analytical systems fail, and for the exploration of arbitrary musical
scales or tunings other than the 12 temperate scale [20].

when they are a critical bandwidth apart. As a result, the
timbre of complex tones can affect our experience of
roughness. This evidence was concluded since the early
experiments on this domain; however, only recently research on this domain started tackling this issue more
systematically, i.e., investigating and developing algorithms to measure roughness between sonorities, taking
into account the effects of timbre and microtonal inflection [24, 25]. Still, the latest most significant experiments
on this domain rely on “artificially” created sounds (synthesized sounds with highly controlled parameters) or
simplistic examples (e.g., the monophonic instruments
sounds). To our knowledge, empirical studies on auditory
roughness have not addressed natural and complex musical stimuli and do not represent the variability that can be
present in natural music listening situations, which differ
from “synthetic” ones in a number of ways, such as amplitude and phase of the partials, attack cues, etc. Consequently, despite the unpredictable factors associated with
natural and complex musical stimuli, no clear knowledge
exists about the correlation between natural musical
stimuli and human judgments of dissonance as understood in tonal music syntax, as we study here. Before
delving into the experiment, we should clarify the roughness measure used in the current study.
The roughness computation used in our experiments
and in the musical applications detailed and discussed in
the reminder sections of this paper uses Porres’s implementation [24] of Parncutt’s roughness (𝜌) measure [26]:
𝜌=

!
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!!! !!   ∙  !!   ∙  !(!!" )
!!!
!!
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(1)

where aj and ak are the amplitudes of two frequencies
being compared; fcb is the distance between the frequencies in critical bandwidths (Bark); and g(fcb) is a “standard curve” developed by Parncutt (equation 4) that models experimental data of Plomp and Levelt [27]. To convert a frequency f from Hz to Bark, we use the equation
proposed by Barlow [28], which merges Terdardt and
Traunmüller:
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Traunmüller’s equation (equation 2, lower row) has an
added correction factor for values of z > 20.1:
𝑧 ! = 𝑧 + 0.22   ∙ (𝑧 − 20.1)
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We used Pure Data’s external sigmund~ developed by
Puckette to extract pairs of frequency and amplitude of
the 50 most prominent peaks of the spectra.
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4. EXPERIMENT
An experiment was carried on to assess how well auditory roughness can be applied as a “general” measure of
musical dissonance. The experiment consisted of a listening test, which aimed to evaluate the relationship between
human judgment of dissonance and roughness, with the
hypothesis that human judgment would be correlated
with roughness. Specifically, we expect a negative correlation between both variables, because, to simplify the
experiment, the scale of the human ratings was inverted
in relation to the measure of auditory roughness. Additionally, we conjecture that the presence of non-pitched
sonorities may bias the established hypothesis.
We created 3 datasets for the listening experiment, each
with 150 musical stimuli with duration between 1-2s,
resulting from the overlap of different sound events. The
3 datasets encompass the following sound types: (1) quasi-harmonic sounds (clarinet notes and piano chords); (2)
quasi-harmonic and non-pitched percussion sounds (clarinet notes, guitar motives, and drumbeats); and (3) environmental sounds (field recordings of a park and a forest). Then, for each stimulus, we calculated its roughness
using the algorithm described at the end of Section 3. We
then sorted the values of each dataset in an ascending
order, divided the entire range of values in five equal
parts, and randomly selected three stimuli from each part
in order to guarantee that the musical stimuli used in the
experiment covered the entire range of auditory roughness per dataset. In total, each participant was asked to
rank 45 musical stimuli—15 musical stimuli per dataset.
The experiment was run as follows: for each new excerpt the participants were asked to rate the degree of
dissonance of each stimuli on a 1-5 scale, with 1 being
very dissonant and 5 very consonant. The three datasets
were evaluated separately, and the order of the stimuli
was randomly selected. To allow the participants to get
familiar with the experiment there was a short training
phase prior to starting the main experiment.
In total, 41 participants were recruited to take the experiment (22 males and 19 female, with ages ranging from
18 to 27 years old). Since musical training could affect
the type of judgments, we restricted the participants to
classically trained music students undergoing a bachelor’s or master’s degree. The participants were not paid
for taking part in the experiment.

5. RESULTS
To examine the results of the listening test we first computed the mean values of all participants’ dissonance ratings for each stimulus and then, for each corpus, we
computed the Pearson correlation coefficient between the
mean values of the human dissonance ratings and roughness.
The results indicate a statistically significant negative
relationship between roughness and user judgments for
quasi-harmonic sounds (dataset 1), and no significant
relationship for the two remaining sets (Table 1 presents

the Pearson correlation coefficient results for the three
datasets and their statistical significance and Figure 1
depicts in a scatter plot the relationship between the experiment variables for the 3 datasets). The negative correlation observed in datasets 1 and 2 results from the fact
that the human ratings and roughness scales are inverted,
i.e. the most consonant sounds are values close to zero
according to the roughness measure used and correspond
to the maximum value (5) in the human ratings scale (15).

Dataset 1
Dataset 2
Dataset 3

Pearson correlation
coefficient (r)
-0,7754
-0,4571
0,0863

Statistical
significance (p)
< 0.001
0.09
0.76

Table 1. Correlation between human judgments of
dissonance and roughness for three different datasets of sound stimuli (see section 4).

Figure 1. Scatter plots exposing the correlation
between roughness and human judgments of dissonance by trained musicians for three datasets of
sound stimuli.
Despite being non-significant, dataset 2 still presents
some degree of correlation between roughness and human judgments of dissonance, which is unverified in dataset 3. This phenomenon may result from the increasing
level of inharmonicity of dataset 3 in comparison with
dataset 2. However, additional research is necessary to
verify this hypothesis. Additionally, the participant’s ratings of dataset 3 may suffer from some inconsistency due
to a lack of understanding of the concept of dissonance/consonance in environmental sounds. We believe
that this fact is due to the lack of exposure of the participants to these types of sounds in an analytical manner
given their musical background (which typically does not
consider environmental sounds as “musical sounds”).
Summarizing, the experiment results show a high degree of correlation between human judgments of dissonance/consonance and auditory roughness for quasi-
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harmonic sounds and no significant relationship for, or in
the presence of, non-pitched sounds.

6. MUSICAL APPLICATIONS
The use of auditory roughness in computer music has a
large range of applications in musical analysis and composition, in particular to describe and/or generate vertical
musical structures. In terms of analysis, the use of roughness may provide some insights about the organization of
the vertical dimension of music at specific times, or provide a curve that exposes the temporal evolution of the
roughness of a particular composition. Auditory roughness is not a guaranteed measure of musical dissonance—
which is a subjective and context-dependent concept—
nevertheless, there’s a strong correlation between the two
concepts, which makes roughness a good measure to analyze music where no score is available, for music outside
of the Western music tonal vocabulary for which strict
rules are known in advance, or to automatically analyze
large amounts of music. In terms of composition, the
most strikingly aspect of roughness is the possibility to
systematically organize non-harmonic sonorities according to a “timbral grammar.” This includes two important
areas that lack a systematic approach to the task: (1) all
possible tunings related to timbres, (2) extending soundobjects solfège with a sort of “tonal” vocabulary, taking
over the role of pitch and harmonic syntax in Western
music.
In the context of our work auditory roughness was used
to regulate the quality of vertical musical layers of sound
objects in earGram [6], a concatenative sound synthesis
(CSS) software for content-based algorithmic-assisted
audio composition. Even if CSS deals primarily with the
horizontal dimension of music, i.e., the generation of musical sequences, current practice expands the technique to
the synthesis of overlapping units [29, 30]. Despite the
popularity of this new approach, the resulting sound quality of the vertical superposition of audio units has been
overlooked. Specifically, roughness was used in earGram
to regulate the dissonance of overlapping audio units in
two “playing modes” of the software: shuffMeter and
soundscapeMap. ShuffMeter was designed to recombine
sound objects into phrases characteristic of a userassigned meter and soundscapeMap the manipulation and
synthesis of soundscapes. Both methods allow the generation of several concurrent vertical layers by superimposing sound objects. A detailed description of both algorithmic strategies and particularly how they apply roughness to guide vertical musical structure follows. Both
algorithmic strategies rely on a corpus of structurally
segmented-analyzed/described sound objects to generate
musical sequences. For a comprehensive explanation of
the foundations and implementation of the software and
in particular to the analytical modules of the system
please refer to [6].

6.1 ShuffMeter
ShuffMeter relies on music theory knowledge to guide
the generation of musical sequences that reflect a userassigned meter. The generation of patterns characteristic
of a given meter result from the stochastic recombination
of units with different stresses given by a metrical template generated by Barlow’s metrical indispensability
algorithm [31]. We ascribed the template representation
to two audio descriptors: loudness and spectral variability, because spectral and loudness changes are most likely
to occur on stronger metrical accents [32]. The template
may be altered during performance to regulate the
smoothness and loudness of the generated phrases by
regulating the clusters’ color position on interface (see
Figure 2). ShuffMeter also allows the creation of up to 8
synchronized vertical layers, each assigned to a sub-space
of the corpus. The corpus is automatically divided into
groups that expose common characteristics by clustering
algorithms. Although the algorithm may adopt any “type”
of temporal unit, it conveys better results when using
units segmented on a beat basis.

Figure 2. ShuffMeter’s interface.
Roughness was used in shuffMeter to supervise the
quality of overlapping of units. Prior to generation the
user must define a guiding layer and all remaining layers
that must conform to it. This user input is mostly necessary because, to achieve better results, one must exclude
from the roughness quality assessment non-pitched
sounds (as shown by the experiment results). At each
iteration, from the set of units that have a spectral variability and loudness corresponding to a particular metrical
accent, signed layers will weight the decision of the best
matching unit according to the minimum roughness values between the candidate units that will be overlapped
with the guiding layer.
6.2 SoundscapeMap
SoundscapeMap defines target phrases to be synthesized by navigating in a two-dimensional plane, whose
axes are assigned to musical features that control the den-
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sity and the “sharpness” of the sound events (see Figure
2). Smoothness (x-axis) controls the stability (amplitude,
pitch, and timbre changes) of the synthesis and is assessed by the (non-normalized) spectral flux of the audio
units. Density (y-axis) regulates the number of units
played simultaneously and ranges from one to five.

Figure 3. SoundscapeMap’s interface.
Despite the disconnect between “musical dissonance”
and roughness for non-pitched sounds, roughness still
measures important auditory phenomena. Therefore, in
soundscapeMap the user can control the roughness’ degree of overlapping units. In order to do so, the user must
define a region of roughness in which the units should
preferably fall on a slider. Consequently, at each iteration, the algorithm restricts the corpus to units that have
roughness values that fall within the selected range in
relation to the last played unit. If the algorithm does not
retrieve any units, it searches for the closest unit to the
specified range of sensory dissonance.

7. CONCLUSION & DISCUSSION
In this paper we detailed an experiment that aimed at
evaluating the correlation between auditory roughness
and the Western concept of musical dissonance assessed
by the empirical judgment of trained musicians. The experiment results showed a statistically significant correlation between the two variables for quasi-harmonic
sounds. In addition, the relationship between the variables appears to show a decrease in correlation when
sound inhamonicity increases.
The results of the experiment helped refining the design
of two algorithmic composition algorithms (shuffMeter
and soundscapeMap) embedded in the software earGram
that concatenate and layer short snippets of audio into
musical phrases characteristic of a given meter and
soundscapes. Specifically, we used auditory roughness to
control the degree of dissonance of vertical musical structures resulting from the overlap of two or more audio
units. Despite the poor results concerning the relationship
between “musical consonance” and roughness for nonpitched sounds, roughness still measures important perceptual phenomena of environmental sounds (as used in
soundscapeMap), which makes it suitable to regulate the
generation of any audio signal independently of their
cause and musical context. Nonetheless, users must be

aware that the relationship with tonal musical syntax appears to decreases with increased inharmonicity. Both the
software and several sound examples are available at:
https://sites.google.com/site/eargram/.
Even if the results of the experiment detailed here enlighten the relationship between roughness and musical
dissonance and although roughness shows great value for
music analysis and composition by providing a quantified
measure of (sensory) dissonance, its application in algorithmic composition needs ultimately to rely on human
judgments to verify or adapt the harmonic syntax to the
application context of the creative task at issue. Roughness alone does not guarantee good artistic results, just as
consonant sounds are not necessarily preferred to dissonant. In fact, listeners tend to prefer a certain optimal
amount of dissonance, complexity, or information flow
[33]. Thus, more research is necessary to understand and
formalize effective strategies for regulating the dissonance levels of the musical surface. This contrast forms
one of the key ingredients of music composition, in
which dissonant chords are used to create feelings of tension that are later released by consonant chords. In future
work we intend to further study the application of roughness as an algorithmic composition strategy, mainly by
understanding its relation with musical tension.
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ABSTRACT
We present a new coordination language for audio processing applications, designed for the dynamic dataflow capabilities of the Marsyas C++ framework. We refer to the
language as Marsyas Script. It is a declarative coordination language that enables intuitive and quick composition
of dataflow networks and reactive processing control. It
separates the tasks of dataflow coordination and computation, while increasing the expressivity of the coordination level. This allows more dynamic dataflow behavior
and more powerful interaction with other multimedia applications and the physical world. It also increases code
portability and allows multiple tools to operate on the same
network definition with the purpose of real-time or nonreal-time execution, network visualization, operational inspection and debugging, etc. This naturally enhances and
extends the functionality within the domain of the Marsyas
framework and makes it more accessible to users of other
audio software frameworks and languages.
1. INTRODUCTION
There is a growing field of applications that combine sound
analysis and synthesis in dynamic ways and frequently in
real time. Support for such applications in terms of software is rather fragmented. Audio stream processing in
itself is most naturally represented with the synchronous
dataflow model of computation (SDF [1]); the most basic form of it with single data rate across the network is
implemented in most software frameworks for this purpose. In this model, all data flowing between processing
blocks or actors are arrays of a single fixed size. However, algorithmic music creation, but also sound analysis,
typically require expressivity beyond the static single-rate
model. Frameworks that focus on sound synthesis and music creation (e.g. SuperCollider [2], ChucK [3] 1 , Pure
Data [4], Max/MSP, ...) typically maintain the single-rate
SDF model. On the other hand, to provide expressive musical control over sound, they implement powerful means
of manipulating sparser and variable-rate streams of control data.
1

ChucK is unique in operating on the single-sample dataflow level.
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In contrast, one common property of sound analysis applications is that they operate on streams that span different information domains: e.g. time domain (audio),
frequency domain (spectrum), statistical summarization of
information streams, etc. This requires more expressive
dataflow models: streams of different data formats and
rates. Moreover, processing itself is sometimes affected by
information produced as the result of analysis; the dataflow
structure must adapt to the content of the streams being
processed (e.g. detected sound onsets). There has been
very little support for integration of such multi-rate and
dynamic dataflow characteristics with easy-to-use frameworks for sound synthesis and music creation.
The formalization of multi-rate and dynamic dataflow models has mostly taken place in the signal processing community (for a comprehensive overview see [5]) with applications mainly dealing with the encoding and decoding
of complex multimedia streams. Elaborate formalisms are
most frequently employed on embedded systems, but multimedia applications on general-purpose systems also borrow some of the techniques. Despite an abundance of formalisms and concrete applications, few solutions are provided in form of abstract frameworks for general purpose
computing machines and accessible to a wider, less technical user community or with focus on computer music.
Marsyas [6, 7, 8] was one of the first frameworks to provide multi-rate and constrained dynamic dataflow capabilities targetting specifically sound analysis applications,
with a user-friendly programming interface on the level of
dataflow coordination as well as efficient implementation
on the level of internal actor computation. It is based on
the well-established C++ language and running on generalpurpose computing machines. In this paper, we present
Marsyas Script - a new coordination language that greatly
simplifies existing workflow as well as facilitates further
aspects of dataflow coordination. It makes powerful sound
analysis even more accessible to less-technical audiences
and increases flexibility required for interfacing with other
sound synthesis and computer music frameworks.
2. CONTRIBUTIONS
Coordination of dataflow networks in Marsyas was previously done in imperative languages (C++ or through Python
bindings), which made the structure of networks barely apparent from code used to specify them. Marsyas Script is
a completely declarative language. Readability of code is
greatly improved in the new language, especially because
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the hierarchical structure of code directly corresponds to
the hierarchical network composition, and the dataflowspecific concept of scope simplifies addressing of different
parts of a network (see section 5.6).
Marsyas Script provides expressive programming of reactive control flow, regardless of whether information originates from the external world - Open Sound Control (OSC)
[9] messages, graphical user interfaces, etc. - or internally as a result of data analysis. This gives more power over the
dynamic dataflow capabilities into the hands of the user,
as well as facilitates more rich interaction with other applications. Another benefit of a high-level coordination
language is reliance on powerful and efficient functionality implemented in the host language (C++). The large
number of audio processing algorithms provided by the
Marsyas C++ library is accessible as dataflow actors. The
performance is just as efficient as if dataflow coordination
was expressed in C++.
Moreover, code translation is quick and performed onthe-fly at application start-up. This increases portability
of network definition code between machines, users and
applications. It allows a number of precompiled tools to
operate on the same network definition. We have implemented a generic executable that instantiates and runs any
network defined in the new languages, either for real-time
or non-realtime audio processing similar to an audio plugin host but with more extensive functionality. Another application allows inspection and debugging of dataflow by
visualization of network structure, step-by-step execution
and selective plotting of intermediate stages.
3. RELATED WORK
In spite of the dataflow model of computation having a
straightforward visual representation and yielding many
visual programming frameworks (such as Pure Data [4],
Clam [10], Max/MSP, NI Reaktor, to name just a few most
popular in the domain of sound processing), textual programming for sound processing is not only persistent (for
example SuperCollider [2], ChucK [3]), but new languages
and frameworks keep being created, indicating that textual
programming has its own merits among which the combination of code expressivity and brevity is probably the
major factor.
A contemporary trend is the resurrection of fine-grained
dataflow programming. It allows compliation into optimized code for today’s and tomorrow’s computing devices
with modest support for coarse-grained task parallelism
and increasing support for massive fine-grained data parallelism. Examples are Faust [11] and more recent Kronos [12, 13] for audio, as well StreamIt [14] for generalpurpose stream processing. In contrast, the Marsyas Script
is a rather coarse-grained coordination language and its
strength remains reusability of the large collection of lowlevel algorithms already developed in the Marsyas C++ library.
ESSENTIA [15] is another recent C++ library of algorithms specifically for audio analysis and music information retrieval. Akin to Marsyas, algorithms are embedded
in a dataflow actor-like interface, they are C++ templates,
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so they accept any input and output data type as parameter
and vector data may be of any size, which supports equivalent dataflow flexibility as Marsyas. However, there is only
a basic support for composition of actor networks, there is
no concept of control flow and no support for reactive coordination of actors.
The syntax and reactive control in Marsyas Script were
inspired by the QML language which is part of the Qt
framework for graphical user interface development. QML
is also a declarative language where graphical items are
composed hierarchically in a similar syntactical fashion
and properties of items are bound to reactive expressions
involving properties of other items.
It is worth noting that such syntax for hierarchical composition could not be used to define a dataflow network
without the concept of implicit patching as introduced previously in Marsyas [7]. A similar functionality of implicit
patching is present in Faust [11], although there it does
not rely on hierarchical composition, but patching is rather
performed by binary composition operators.
There has been previous work on expressive control flow
in Marsyas [16] but only in reaction to explicitly scheduled timed events, rather than implicit changes of control
values. There was no concept of reactive bindings as defined here in section 5.4. The paper [16] also mentions
a ”Marsyas Scripting Language (MSL)” featuring declarative network composition similar to Marsyas Script presented here, but to the best of our knowledge, that work has
never been completed, and the MSL only supports limited
imperative programming.
Our temporal operators for reactive control flow (see section 5.4) are inspired by declarative synchronous languages
LUSTRE and SIGNAL [17] where similar operators exist to filter one sequence of events to those that match occurences of events in another sequence. However, in contrast to these languages where sequences only have values
at transient moments in time, our control flow is rather similar to values in the imperative language ESTEREL [17]
which persist and are observable across time while only
their change is discrete. The temporal operators thus sample values from one stream at arbitrary moments as if it
was a continous step function of time.
Our control alternative (the when statement, 5.5) is inspired by the concept of states in QML. It serves to change
larger-scale behavior depending on events. This is similar
to composition of behaviors and events in the Functional
Reactive Programming paradigm (FRP [18]). Since controls can result in changes of output rates and formats of
actors, enabling and disabling actors, or potentially even
instantiation of new actors, this may also facilitate a particular form of dynamic dataflow where the network structure
is controlled by a higher level state machine.
4. MARSYAS ARCHITECTURE
The concepts in Marsyas Script correspond to a large degree with the concepts of the Marsyas C++ framework which
provides the underlying implementation. Dataflow actors
are called MarSystems - they represent basic building blocks
for sound analysis and synthesis algorithms: audio file and
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real-time input and output, feature extraction, statistics,
sine and noise generators, filters, etc.
To support different dataflow rates, input and output data
of any MarSystem is a matrix (2D array) of arbitrary dimensions, where columns represent successive information in time, and rows represent concurrent information,
possibly originating from different producers or distributed
to different consumers. All input and output is packed into
such data structures. Hence all input and output of an
individual MarSystem is of equal rate (respectively), but
MarSystems in a network may have different rates. Each
MarSystem has an intrinsic relation between its input and
output rates, but can operate at any mutliple of this ratio.
MarSystems compose hierarchically. Connection among
siblings are established using the implicit patching paradigm
[7]: instead of explicitly connecting each input and output,
there is a special class of composite MarSystems which
connect their children in specific patterns. Examples include: serial composition, parallel composition (composite input is split among children) fanout (entire input is
passed to each child), etc. Data rates among connected
siblings must match, hence they are automatically propagated from outputs to inputs. Rates may change across
hierarchical levels: special composites execute their children multiple times within each of their own execution,
each time passing successive chunks of input and accumulating output. We have found this to be an architecture
flexible enough for a variety of audio synthesis and analysis scenarios, while allowing efficient implementation on
general-purpose computers, even in the case of dynamically changing rates.
Each MarSystem has a set of parameters named controls.
The controls can be changed and observed asynchronously
with respect to the dataflow execution. They may control
any aspect of a MarSystem’s operation, including its input and output data rates. They are also used for output
of sporadic information, typically resulting from analysis
(detected pitches and onsets for example). Controls can be
linked, so that when one produces new information all others are updated. This is the foundation for the expressive
reactive control described in section 5.4.
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5.1 Script

5. SYNTAX AND SEMANTICS
This section gives an overview of the syntax. Only highlevel grammatical symbols are described. In particular, the
terminal symbols (numbers, strings, identifiers, etc.) are
not decomposed, as they follow usual lexical conventions.
The reader is invited to see online Marsyas documentation
for a detailed exposition.
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:
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A script consists of a definition of a single top-level actor
which, by recursion, will include the definitions of all its
children. The top-level actor may optionally be assigned a
name, otherwise a default name ”network” will be assigned
automatically.
5.2 Actors
An essential component of an actor definition (the hactori
symbol) is either a type name (corresponding to the C++
class name of a MarSystem), or a filename of another script,
in which case the entire network defined in that script is
used as a prototype.
The body of an actor definition within curly braces specializes the definition of its type by assigning values to
controls, adding new controls and adding actor instances
as children.
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A child actor instance (the hchildi symbol) is introduced
using the arrow symbol, which creates an intuitive association with the flow of data between parents and children or
between siblings. A child may optionally be named, which
allows it to be addressed and also plays a role in name
lookup of other actors (see 5.6). Following the child’s
name is its definition, a recursion of the syntax of its parent definition. Syntactical hierarchy thus reflects actor network hierarchy.
5.3 Controls
A control declaration (the hcontroli symbol) operates on
controls of the enclosing actor definition. It can either assign values to existing controls or create new controls (if
prefixed with the + symbol).
Some controls are defined by C++ implementations of
MarSystems and those directly affect MarSystem operation or report results of its computation or changes of its
internal state. A new control may function as a named result of a control computation to be reused in other control
expressions. Another use is to make control values deeper
in the hierarchy more accessible to the outside world by
assigning them to new top-level controls.
When assigning values to existing controls, the type of
the value must match the type of the control. When creating new controls, their type becomes that of the assigned
value.
Controls (either pre-existing or new) may also be declared
public (by prefixing the name with the public keyword),
which at the moment of this writing has no effect on the internal operation of the script, but it affects how controls are
treated by external tools: for example the graphical inspector application optionally hides all non-public controls.
5.4 Control Values and Reactive Expressions
A control assignment is a binding between a control and
the value of a reactive expression. An expression is a composition of literal constant values, control paths (5.6) denoting their changing values over time, and operators on
those values. Whenever any constituent value changes, the
expression is reevaluated and the value of the bound control is updated.
Each value has one of the following types, inherited from
the Marsyas C++ framework: integer or real number, 2D
matrix of real numbers, boolean, string. An expression also
has a type: that of its result value, as defined intrinsically
by operators and types of operands.
The following arithmetic operators are defined on any
pair of numbers or equal-size matrices: +, -, *, /. On
matrices, they operate point-wise. The following arithmetic comparison is defined on numbers: <, >, <=, >=. The
following comparison is defined among pairs of numbers,
pairs of equal-sized matrices, or pairs of any other identical
types: ==, !=.
There are two special temporal operators: on and when.
The on operator produces a value that becomes the current
value of the left-hand-side operand whenever the righthand-side value changes. The when operator does the same,
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but only when the boolean right-hand-side operand becomes
true.
5.5 Control Alternative
The declaration of a control alternative (the halternativei
symbol) consists of a condition in form of a boolean expression and two sets of control assignments separated by
else. Whenever the value of the condition changes, either
the first or the second set of bindings will be activated, depending on whether the new value of the condition is true
or false, respectively. Note that the else part is optional,
in which case no change of control bindings will happen
when condition switches from true to false.
5.6 Name Scope and Path Resolution
Controls in control expressions (5.4) may be those belonging to any named actor in the network. They are addressed
using control paths (the hpathi symbol). A path consists of
a name of a control optionally prefixed by a sequence of
actor names in a hierarchical order from the control owner
up.
A path always has an actor as an implicit origin; the first
name in the path denotes a child actor of the origin. The /
at the beginning of a path makes a path absolute, so regardless of where it is used it’s origin is always the top-level
actor. The top-level actor’s name is actually never used - it
is represented by the initial /. Paths starting with a name
are relative paths originating at the actor definition within
which they are used.
A path may address controls across hierarchy without the
need for all the actors on the way to be named. This is
enabled by the concept of scope. Each named actor (5.2)
is a scope which contains names of those descendants that
are hierarchically separated from the scope actor only by
unnamed actors, regardless of how hierarchically remote
they are. In addition, the root actor is considered a scope,
regardless of whether it is named. Names of actors must
be unique within their enclosing scope. Thus, a path is a
sequence of named actors where each following actor is in
the previous one’s scope but not necessarily a direct child.
An absolute path also conforms to the Open Sound Control message address specification [9], which provides an
immediate addressing solution for communication with the
outside world.
5.7 Prototypes
A prototype declaration (the hprototypei symbol) allows an
actor definition to be used as a new actor type and thus instantiated multiple times. It is introduced using the ˜ symbol, followed by a name for the new type, and its definition
(the hactori symbol).
Any actor definition (including prototypes themselves)
may use prototypes already defined in the same or enclosing actor definitions. On the other hand, a prototype definition is an isolated scope (5.6), preventing its nested child
instances to be addressed from enclosing code and the other
way around - unless it is instantiated and given a name.
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6. EXAMPLES
A complete example of typical usage of Marsyas Script
and framework is provided in figure 1. The script implements a basic onset detection algorithm consisting of peak
picking from an onset detection function defined as spectral flux.

Series
{
+ public onset =
( energy_out/value / energy/inSamples
when onsets/onsetDetected )
inSamples = 512
israte = 44100.0
-> AudioSource
-> ShiftInput { winSize = 1024 }
-> Fanout
{
-> Series {
-> energy: Energy
-> DelaySamples{delay=4}
-> energy_out: FlowToControl
}
-> Series {
-> Windowing -> Spectrum -> PowerSpectrum
-> Flux { mode = "Laroche2003" }
-> Memory { memSize = 25 }
-> onsets: PeakerOnset {
threshold = 6.5
lookAheadSamples = 4
}
}
}

The top-level controls inSamples and israte specify the
desired audio block size and sampling rate at the root of
the dataflow graph - all downstream actors automatically
adjust their input and output formats. The AudioSource
will open a connection to the default audio device for realtime audio acquisition and automatically re-block audio
as specified above. The ShiftInput produces an overlapping sequence of audio windows with the hop size of input amount of samples and window size specified with the
winSize control.
The stream of overlapping audio windows is forked into
two branches: one computes signal energy and delays it to
temporally match the onsets detected in the other branch
which requires inspection of past and future windows to
determine whether a window is an on onset.
The additional top-level control onset is defined as the
normalized audio energy at times of onsets. This is enabled by combining the conversion of the energy value
from data flow to control flow by the FlowToControl and
the boolean control value of the onsetDetected control of
the PeakerOnset, which becomes true after an audio window is detected to contain an onset and false otherwise.
Using the when temporal operator, the resulting value will
only change at times of onsets.
By executing the script in real-time using the marsyas-run
tool provided by the Marsyas framework, it is possible to
have OSC messages automatically sent for every change
of the top-level onset control, to an arbitrary destination
using UDP/IP. This allows for convenient interfacing with
other audio applications, most typically for the purpose of
audio synthesis.
For comparison, see figure 2 which shows the same algorithm implemented in C++ in a manner most typical before
the introduction of Marsyas Script. To attempt better readability, C++ code usually consists of three distinct steps,
the first one being actor composition, followed by control
setting and linking, and finally a run loop which continously invokes an iteration of dataflow processing. Due
to limited reactive capabilities, the run loop usually contains explicit imperative inspection of control values and
computation of new ones.
The example in Marsyas Script (fig. 1) clearly shows
improved code expressivity and brevity over the C++ example (fig. 2). Dataflow structure is much more apparent. Code is not cluttered with unnecessary syntactical features of C++. Moreover, control addressing is much simpler because of locality of assignments within actor definitions (5.3) and sophisticated remote control path resolution (5.6). Finally, interfacing with the outside world is
simple using reactive expressions to define outside-facing
controls.
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}

Figure 1. Real-time onset detection example in Marsyas
Script. Note the clarity of structure and data flow, code
brevity and expressive control flow (the top-level ’onset’
declaration).

7. RELATED TOOLS
Along with the Marsyas Script language a set of programs
is being developed that operate on scripts. The most important one to make scripts useful is marsyas-run, which
takes a script file as argument, instantiates the dataflow network defined in the script, and runs the network in realtime (if real-time audio input or output is declared in the
script) or as fast as possible with the purpose of processing
audio files. In any case, it will stop processing when the
boolean top-level control done becomes true, which can
be used to signal the end of an input file by binding to a
control of a SoundFileSource. Moreover, control values
can be set by the user at start of the program using its arguments, which allows a single parameterized script to be
used in different scenarios.
The marsyas-run program also implements OSC communication using UDP/IP, and can be instructed to send
changes in controls as OSC messages, as well as apply
incoming OSC messages to control values. Since control
paths conform to the OSC address specification, there is a
direct mapping between the two concepts.
Another graphical application that helps in script development as well as MarSystem implementation is the Inspector. It interprets a script and provides a visualization
of the dataflow network structure. It also allows executing
the dataflow iteration by iteration and inspecting all control
values and all data flowing between actors. It is a great tool
for verification and debugging in two aspects: the aspect
of script code as well as the aspect of system integration of
C++ MarSystem code. Figure 3 shows a screenshot of the
Inspector used with a modified version of the script given
in figure 1 which sources data from an audio file.
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Figure 3. Marsyas Inspector displaying a dataflow network, a list of control values and two plots of data at different stages
of processing (before and after applying the windowing function).
8. CONCLUSIONS AND FUTURE WORK
MarSystemManager mng;
//// 1. Compose
// ...Create a composite and add processing actors:
MarSystem *energy_branch =
mng.create("Series", "energy_branch");
MarSystem *onset_branch =
mng.create("Series", "onset_branch");
// ...
energy_branch->addMarSystem
(mng.create("FlowToControl", "energy_out"));
onset_branch->addMarSystem
(mng.create("PeakerOnset", "onsets"));
//... Create and fill root composite
MarSystem *network = mng.create("Series", "net");
network->addMarSystem
(mng.create("AudioSource", "input"));
//...
//// 2. Configure
network->updControl("mrs_natural/inSamples", 512);
onset_branch->updControl
("PeakerOnset/onsets/mrs_real/threshold", 6.5);
//...
//// 3. Run
MarControlPtr onset_control =
onset_branch->getControl
("PeakerOnset/onsets/mrs_bool/onsetDetected");
MarControlPtr energy_control =
energy_branch->getControl
("FlowToControl/energy_out/mrs_real/value");
while(should_run)
{
network->tick();
bool onset_detected = onset_control->to<bool>();
if (onset_detected)
{
mrs_real energy =
energy_control->to<mrs_real>() / 1024.0;
// send "energy" as OSC ...
}
}

Figure 2. Real-time onset detection example in C++,
showing 3 typical distinct steps (compose, configure, run).
The example is incomplete - parts have been left out for
brevity.
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We have shown how the new coordination language named
Marsyas Script builds on top of the functionality of the
Marsyas C++ framework with features specific to sound
analysis applications (multi-rate and dynamic dataflow).
The declarative nature and expressive reactive programming features make the previous functionality more accessible to a variety of users end further empowers them
to easily express complex dynamic processing control. In
combination with the built-in OSC communication capability in the marsyas-run program, reactive control expressions provide flexibility to effectively interface with
other audio software. Marsyas Script allows development
of generic tools to inspect and debug dataflow networks of
which the Marsyas Inspector is an example. In general, it
makes network definition code more portable across applications, machines and users.
There is a broad area of research interesets and future
development that the work presented in this paper inspires.
One particular issue we would like to address is synchronization of dataflow and control flow. Although control
flow in Marsyas is synchronous in itself, it is asynchronous
with respect to dataflow actor firings: control changes may
be arbitrarily interleaved with actor firings. This becomes
an issue when multiple actors depended on the same control value and a change in value occurs in the middle of a
dataflow processing iteration - they may take the control
information into account either in the current or the next
iteration. StreamIt addresses this issue with the concept of
information wavefront [14] which allows synchronization
of out-of-stream message delivery with a particular actor
firing. Another solution would be to associate a timestamp
with each control change and use it to precisely synchronize the application of change with data flow. However,
the dataflow model in the most general sense (and in par-
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ticular in multi-rate scenarios) has no well-defined association of flow data with time and duration (only data order
is defined), so enhancing dataflow with strict temporal semantics would be a prerequisite for usage of timestamps
for synchronization.
Another application of more strict temporal semantics would
be synchronization of distributed systems in a manner transparent to the user, so that temporal operators could be used
on all streams equally, regardless of how remote their origin is. Conceptually, this would be an attempt at a combination of synchronicity in languages for reactive systems
[17] with multi-rate dataflow.
Marsyas Script could also enable simplification of automated unit and integration testing. No matter how small
functionality is tested, each unit test typically requires code
to set up and clean up the testing environment. Writing
this code repeatedly with only slight modifications for each
new test is a tedious endeavour. Instead, scripts could be
used as parameterized and dynamic testing environments
where individual units would be easily plugged in. The
size of this environment could be minimal, for pure unit
testing, or a complex dataflow network, for integration testing.
We are also interested in translation of audio stream processing defined in expressive and intuitive languages into
forms maximally optimized for efficient execution, including parallelization. However, this most likely calls for work
on new foundations beyond those that the current Marsyas
C++ framework provides.
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ABSTRACT
One challenge relating to the creation of adaptive music involves generating transitions between musical ideas. This
paper proposes a solution to this problem based on a modification of the Q-Learning framework described by Reese,
Yampolskiy and Elmaghraby. The proposed solution represents chords as states in a domain and generates a transition between any two major or minor chords by finding a pathway through the domain in a manner based on
a Q-Learning framework. To ensure that the transitional
chords conform to the tonalities defined by the start and
goal chords, only chords that contain notes that are found
in combined pentatonic scales built from the start and goal
chords are included within the domain. This restriction increases the speed of pathfinding and improves the conformation of the transitions to desirable tonal spaces (in particular the keys most closely related to the start and goal
chords). This framework represents an improvement over
previous music generation systems in that it supports transitions from any point in a musical cue to any point in another, and these transitions can be rendered in real time. A
general method for implementing this solution in a video
game is also discussed.
1. INTRODUCTION
Reese, Yampolskiy and Elmaghraby [1] present a framework whereby a Q-Learning model can be applied within
a process that generates sequences of musical chords. We
propose to modify their framework to generate musical
sequences that express major and minor tonalities more
strongly, with the goal being the creation of transitional
chord sequences linking any two major or minor chords.
We will also discuss ways to increase the computational
efficiency of sequence generation as well as the aesthetic
quality of generated chord sequences through modifying
Reese et al.’s model to restrict the range of chord types
available to the generative process.
Development of such a system would be of great use to
both composers and the video game developers who employ them. As video games become more complex, sometimes reaching play times of over 100 hours, they require
Copyright: c 2014 Jason Cullimore et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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more varied musical scores to keep the experience fresh
and engaging for the player. Meeting this challenge can
require a great deal of composing, both of musical cues
and of transitional material to link these cues. For example, the component of the interactive score to Grand Theft
Auto V produced by Edgar Freose 1 featured over 67 hours
of music, including cues, transitions and alternate audio
mixdowns [2]. This estimate excludes the total length of
the commercial pop songs heard on the in-game radio.
Because of the large number of cues that are incorporated
into a modern video game, flexible methods of smoothly
transitioning between highly differing cues have become a
significant area of technical development in the video game
industry. There have been many solutions proposed for
this problem. One early example is found in LucasArts’
iMUSE interactive music system [3]. With iMUSE, the
composer “... must map out and anticipate all possible
interactions between sequences at any marker point, and
compose compatible transitions ... an incredibly time consuming process.” Marker points are places in a cue where
the composer dictates that a change in the music may occur, such as a transition to another theme, an end to the
music, or a continuation of previous musical material. The
larger the game (and associated soundtrack), the greater
the number of possible transitions and the more complex
the task facing the composer, who is responsible for composing both the cues and transitions, while at the same time
implementing an event-based decision tree that reflects all
possible sequences in which the musical score may unfold.
Another approach was used in the game Anarchy Online,
which featured a series of about 750 musical fragments
called “sequences”[3]. These sequences could be layered
and sequentially arranged into a continuous musical soundtrack. Groups of sequences expressing particular moods
were associated with specific locations in the game world,
giving each environment its own musical character. While
this approach allows a score to change dynamically in a
manner that can sustain many hours of playtime, the score
is still limited in that it cannot autonomously generate new
musical material that falls outside of the structures present
within the precomposed sequences. Also, a composer using such a system is limited with regards to the size and
scope of the themes that they create; musical themes that
require development over many measures of music may
be less compatible with a compositional approach that em1 GTA5 is a video game that incorporates racing and role-playing elements released by Rockstar Games in 2013
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phasizes short, interconnecting musical ideas.
The system we propose in this paper avoids such precomposed elements within transitional material. Instead,
we adapt Reese et al.’s Q-Learning framework to generate transitions between cues automatically and at any point
within the cues. The system also generates transitions that
inhabit the same tonal space as the chords which form the
start and end point of the transition. Such a system would
be of great use to a composer of nonlinear, adaptive music, whether in video game scoring applications or the creation of more aesthetically focussed artworks, since it allows for the efficient and interactive generation of transitional material. Dynamically generated transitional music
that is capable of reacting to changing elements within a
game state (e.g. player actions, shifts in environmental attributes, and changes in the desired emotional state for the
player at a given point in the gameplay) can be guided both
by the composer during the game’s development and by the
game engine dynamically at run time. As a result, dynamic
musical transitions can increase the flexibility with which
the game engine can instantiate musical cues, since, theoretically, such a system would be able to transition from
any cue (expressing one emotion) to any other cue (potentially evoking a highly contrasting emotion). The composer could then focus on writing expressive cues, knowing that these cues can be smoothly transitioned between in
a manner that allows the music to closely follow the action
in the game.
The remainder of this paper is organized as follows. First,
A machine-learning algorithm known as Q-Learning will
be presented. Next, a specific application of Q-Learning to
chord generation will be discussed, and finally, a set of improvements and modifications will be proposed to the existing Q-Learning chord sequence generation method designed to allow it to operate in real time and generate appropriate, interesting, non-repeating transitional sequences
starting at any chord in the original musical sequence.
2. Q-LEARNING
The Q-Learning model was first developed by Watkins [4]
and refined by Watkins and Dayan [5]. Poole and Mackworth [6] present a useful description of the model.
In this model there is a domain which can be configured
with different attributes at different times. Each configuration of the domain constitutes a state, which is a member of
the total set of states that the domain can embody. At any
given time, an agent is located at one of these states, and
may traverse from one state to another within the domain
by executing an action. Allowable actions for any given
state are defined by a set of rules that are devised by the
programmer. Figure 1 shows an example 2 of a simple sixstate domain. The agent begins in state S0 (the start state)
and is tasked with finding the optimal route from S0 to S5
(the goal state). The allowable actions from each state have
been defined by the designer and are shown by the arrows
in the figure.
2 Figure 1 and the associated example are adapted from
www.acm.uiuc.edu/sigart/docs/QLearning.pdf
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S0 Start

S1

S2

S3

S4

S5 Goal

Figure 1. A hypothetical domain consisting of six states
Each action that the agent can take from a particular state
can be represented as a pairing of a state and an action. It is
possible to represent all pairs of state and action on a two
dimensional matrix with the rows representing the origin
states and the columns representing actions taken from an
origin state that each lead to a specific, unique destination
state. There are two such matrices used in the Q-Learning
process:
• The reward matrix (R) contains fixed values that indicate the desirability of an action taken from a given state;
• The Q matrix records the cumulative reward values generated as the agent traverses the domain. These values
are updated every time the agent executes a particular
action from a particular state.
Table 1 shows a reward matrix and Table 2 shows a Q matrix for the domain in Fig. 1. Note that each state in both
matrices is associated with several possible actions (based
on a rule set defined by the programmer). In the case of
the reward matrix, the empty cells indicate that the corresponding action is not permissible (i.e. there is no arrow
that connects the two relevant states). All permissible actions have a reward value of zero, except the two transitions
to the goal state, which each earn a reward of 100. In the
Q matrix, all values may initially be zero, indicating that
no learning has yet occurred. These values will become
nonzero as the agent repeatedly moves through the domain
and is rewarded (note that the initial Q matrix could also
be populated with random values). As in the case of the
reward matrix, non-allowed actions are excluded from the
Q matrix in Table 2.
R
S0
S1
S2
S3
S4
S5

A0

A1
0

0

A2

A3
0

0

A4

A5

0

0

100

0

0
0

0
0

100
0

Table 1. A reward matrix for the domain in Fig. 1.
In the Q-Learning model, the agent begins in the start
state (in this case state S0) and traverses the domain by
executing allowable actions for whatever state the agent
currently occupies. Each action within the domain is an
event which results in an update to the value of Q(s, a),
based upon the current reward value listed in the reward

Proceedings ICMC|SMC|2014

Q
S0
S1
S2
S3
S4
S5

A0

A1
0

0

A2

A3
0

A4

0
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Q value Q∗ (s, a). Full convergence theoretically requires
an infinite number of episodes, but an approximation of
Q∗ (s, a) can be achieved for a given domain by iterating a
large enough number of episodes. The number of episodes
required for convergence varies significantly from domain
to domain, based largely on its size and the nature of the
connections between states.

A5

0

0

0

0

0
0

0
0

0
0

Table 2. An initial Q matrix for the domain in Fig. 1

3. Q-LEARNING AND CHORD SEQUENCE
GENERATION

table, plus an additional value proportional to the Q matrix
value of the most desirable future action available from
the destination state. These values serve to differentially
reward pathways based upon the desirability of particular
state/action combinations. When an agent executes an action, the corresponding Q matrix value is updated. Higher
values reinforce use of an action and lower values reduce
its desirability.
In our example, the result of these repeated updates to
the values in the Q matrix is that the rewards associated
with actions that lead into the goal state are propagated
back through the Q matrix. As such, state/action pairs that
lead into the goal state also develop higher Q values, and
state/action pairs that lead to states with higher Q values
also themselves develop increased Q values. Ultimately,
a path of relatively high Q values forms between the start
state and the goal state. This path can be iteratively reinforced until the algorithm approaches convergence.
Entries in the Q matrix are updated using the following
process: Given an action a from a state s with a reward
R(a, s), causing a change to state s0 with available actions
a0 , the new value for the Q(s, a) is calculated according to
the formula [1]:


0 0
Q(s, a) ← (1−α)Q(s, a)+α R(s, a) + γ max
Q(s
,
a
)
0

In order to generate chord sequences, Reese et al. apply
the Q-Learning model to an n-dimensional domain composed of a number of states, each of which represents a
distinct chord of n pitches from the chromatic (12-note)
musical scale 3 . Each state in the domain is equivalent to
one chord. The space is toroidal, in that motion in a given
direction loops the pitch classes in a manner similar to the
circle of fifths (Krumhansl [7] provides a helpful description of chord relations), and chords representing all possible combinations of n pitch classes may be situated in the
n-dimensional space.
An example of a two-dimensional representation of a domain containing all possible two-note interval combinations is provided by Tymoczko [8] and reproduced in Fig. 2.
Motion along the horizontal axis reflects transposition and
movement in the vertical axis increases or decreases the
interval size. Reese et al. define each chord in the grid
produced by Tymoczko as a state, and an agent, starting
at one of the chords, can create sequences of chords by
performing actions (i.e. moving from state to state). Thus
the agent’s traversal of this domain can be represented as
a sequence of two-note musical harmonies. In Fig. 2, arrows indicate one possible pathway through the domain;
the chord sequence thus generated is notated in Fig. 3.

a

(1)
where (0 < α ≤ 1) represents the learning rate (the degree
to which new information overrides the current Q(s, a)
value), and (0 ≤ γ < 1) is the the discount factor, (the
degree to which the agent values future rewards).
For each cycle of the Q-Learning algorithm, the agent:
1. Identifies the actions available in the current state;

Figure 3. A chord sequence resulting from the harmonic
domain traversal shown in Fig. 2

2. Selects one at random to execute;
3. Calculates the total reward for executing this action
(as in Eq. 1); and
4. Updates the Q(s, a) value for the original state and
action taken.
The agent then executes this algorithm again with the destination state as the new starting point, continuing in this
manner until the agent reaches the terminal state, completing a learning episode. Further episodes are executed and
the Q matrix is iteratively updated until the matrix converges upon an optimal solution for traversing the states
in the domain, known as an optimal policy. As this happens, each state/action pair will then approach an optimal
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Reese et al.’s Q-learning implementation for chord transition composition defines an action as a vector vij representing the direction and speed of the agent as it moves
from one chord state to another chord state. This vector is a representation of the combined motion P (vij ) =
P (vi )P (vj ) of each note in the chord in the pitch space,
where vi describes the direction, and vj the amount, of
movement for each note in a chord transition. If a start position and end position are then defined for the agent in the
domain, and the system is allowed to iterate, the result is a
tonal chord transition from one state to another. Reese et
3 Although this discussion assumes 12-tone equal tempered pitch
classes, this technique could easily be extended to microtonal domains
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Figure 2. A 2-dimensional harmonic domain (after [1]) showing a path traversal that could be used to generate the sequence
in Fig 3.
al. indicate (and admit) that although pathways thus established represent a sequence of chords, they do not necessarily lead to a musically pleasing result. Biasing of the reward matrix is required, and Reese et al. performed this biasing using subjective, hand-tuned, trial-and-error reward
values.
Reese et al.’s Q-learning implementation can generate sequences of chords that transition between any two userdefined chords, and their output (sequences of chords with
defined beginning and end chords) demonstrates a tendency
to include chords that express a particular tonality. For example, in one generated chord sequence, they observe the
consistent appearance of the pitch C in the tenor voice of
chord series (where n=4) that begins on a C-Major chord,
showing evidence that their system chooses chords based
in part on their conformance with a desired tonal centre.
The disadvantages of their approach can include excessive
chromaticism (use of non-scale notes) in generated chord
sequences that reduce the subjective impression of a particular tonality (major or minor), and the relative reduction of
efficiency of their algorithm resulting from the wide range
of states and transitionary actions that must be accounted
for within their domains.
4. NEW APPROACHES TO REAL-TIME
SEQUENCE GENERATION
This paper proposes three specific improvements to Reese et
al.’s model of Q-learning for chord sequence generation:
1. To increase the efficiency of the Q-Learning process by
reducing the number of chord states in a domain;
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2. To generate more aesthetically pleasing chord sequences
by selectively excluding chord states that diverge from
the tonal space defined by the start chord or goal chord
within a domain;
3. To initiate generation of transitional chord sequences
prior to approaching convergence, creating greater variation in generated chord sequences while retaining their
tendency to conform with desired tonal qualities.
The intent of developing the system presented in this paper is to refine Reese et al.s model by reducing the range of
the chord space, allowing the elimination of chord choices
that depart too extremely from the tonality defined by the
start and goal chords. When a composer creates music,
they are generally aware that certain pitches and intervals
are more common and useful in a given key than others,
particularly when attempting to achieve specific aesthetic
goals. Despite biasing the reward matrix with values that
strongly promote major (and to a lesser degree, minor)
chords, Reese et al.’s generated chord sequences still can
exhibit a high degree of chromaticism, since all possible
chords may be represented as states in their implementation of the framework. A composer writing in a traditional idiom such as classical or traditionally-influenced
cinematic film music knows that there are certain chords
that are much less commonly seen in a particular style of
music (generally producing aesthetically unsatisfying or
unpredictable results) and can be ignored for reasons of
practicality in many circumstances.
For the interested reader, audio/MIDI samples can be made
available that demonstrate the results of the experiments as
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described below. To obtain these samples, please email the
authors directly.
4.1 Restricting chord states
One of the intents of the system we present is that it be
able to generate novel chord sequences in real time. Because of the computationally heavy nature of the system
involved, one technique for reducing the time of execution
is to reduce the number of possible states, making learning
and traversing the Q-matrix quicker. One may suggest that
this adds similar constraints to the diversity of chord sequences possible in the system, similar to the result of the
hand-tuning of rewards that Reese et al. use, however, the
restriction in the number of states in no way restricts the
order of traversal of the states, and the chord state restrictions can be seen as an enabling constraint, allowing new
interesting sequences to emerge from what may be seen
as relatively simple domains. Further, the restrictions that
follow allow us to develop a simplified system that proves
the concepts herein. Similar simplifications to the domain
could be made with any characteristics of the chords or sequences thus generated.
We propose to restrict the domain of included chords by
first assuming that the start and goal chords are either major or minor (chords which are common in the tonal music
of film and video games). Since both major and minor
chords comprise a subset of the notes within the five-note
pentatonic scale (for example, the C-Major chord, with
notes C-E-G, represents a subset of the C-Major pentatonic scale, C-D-E-G-A), it is possible to restrict the domain of chord states in which Q-Learning will occur to
include only chords that may be built from the pentatonic
scales of the start chord, the goal chord, or a combination
of the two. An example of such a domain (based on CMajor) is shown in Fig. 4, which shows a complete domain
for chords of n=2 (i.e. two-note intervals) with excluded
chords greyed out.
Since this domain is significantly smaller than the full
domain, it can be expected that the agent will, during an
episode, generally take fewer steps to reach the goal state.
The agent’s pathway is randomly directed and the number
of choices of action that the agent may have at any given
state is reduced, meaning that each step through the domain is more likely to reach the goal state.
A domain based upon the pentatonic scales of the start
chord and goal chord is constructed as in Fig 4. Any chord
states within this domain consist entirely of pitches that are
found in the pentatonic scales based on the start and goal
chords. Any chord states that contain pitches not found
in either of the two pentatonic scales are excluded. If the
start and goal chords are the same, then all chords in the
domain will be built exclusively from the five pitches in
the pentatonic scale based on that chord. If the pentatonic
scales do not overlap at all, then the domain will feature
chord states that consist of a set of ten pitches.
Pentatonic scales are used this way because they contain
within them a large number of consonant intervals, including perfect fourths, perfect fifths and major thirds. They
also exclude several dissonant intervals such as the tritone
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and minor second. Thus music built out of the notes of
a pentatonic scale tends to take on a pleasingly consonant
aspect (as the domain of video game music would typically require), and it is intended that the chord transitions
generated by this system embody this consonant quality.
Similarly, if the compositional domain required dissonant
sequences instead of consonant sequences, a set of intervals could be selected to allow these sequences to appear.
4.2 Biasing the reward matrix
Given an appropriate choice of reward structure, the passage can embody a variety of different stylistic and aesthetic aims. Reese et al. utilize a reward matrix with a single dimension R(s), in which each destination chord state
is associated with a particular reward as described above.
In the modified system proposed here, the reward matrix is
two dimensional, with the reward for an action being based
both on the qualities of the destination chord and its relationship with the origin chord from which the individual
action was taken. Using this system, it is possible to encourage motion within a pentatonic tonality by providing
larger rewards for actions that remain within a pentatonic
tonality.
R
S1 C–D
S2 C–E[
S2 C–G
S4 E[–F
S5 A–B[

A1
C–D
−50
+100
−50
−50

A2
C–E[
−50
+100
+100
−50

A3
C–G
+200
+200
+200
+50

A4
E[–F
−50
+100
+100

A5
A–B[
−50
−50
−50
−50

−50

Table 4. A subset of the reward matrix representing biases
calculated based on the given rules.
Table 4 provides a subset of a reward matrix for a transition from a C-Major chord state to an E[-Major chord state.
The reward matrix punishes actions that involve motion between C-Major and E[-Major (e.g. motion from E[-F to
C-D is punished with a value of -50) and rewards (consonant) motion within a pentatonic scale (e.g. E[-F to C-E[if
rewarded with +100). Between these two scales there is
also an interval that is contained within both scales, that
being C-G. Because this interval is found in both scales,
it can act as a “pivot” point, allowing for transitions between the C-Major tonality and the E[-Major tonality. Any
state/action pair that results in the agent reaching this pivot
state is generously rewarded, as can be seen in Table 4.
The goal chord may also be heavily biased against (with
a very low reward value), to ensure that motion in chord
space avoids this chord. The goal chord may be added
to the end of the generated transitional sequence manually
after the sequence is generated, and biasing against its appearance in the transitional sequence helps to ensure that
the chord states represented in the transition are not repetitive or harmonically redundant. To create the sense of a
cadence leading from a generated chord transition to the
goal chord, the dominant chord in the key of the goal chord
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D–A#
C#–A#

C–A#
B–A#

A#–A#

C#–B
C–B

B–B

C–C

Figure 4. An example of a pentatonic chord space built on the pentatonic scale with root “C”. Chords that contain pitches
not included within this pentatonic scale are greyed out, and would not be included among the states of a domain built upon
a C-Major chord.
All Pitches
A-minor
E[-Major
Exclude

C
C
C

C]

D
D

E[

E
E

E[

F

F]

F

C]

F]

G
G
G

A[

A
A

B[

B

B[
A[

B

Table 3. Exclusion of pitches based upon the start and goal chords. Only chords built entirely from pitches that are
represented within the pentatonic scales built from A-minor and E[-Major are permissible in the domain.
may be inserted immediately before it in the sequence. Because the dominant chord is highly compatible with the
tonal space inhabited by the goal chord, its insertion into
a sequence as the penultimate chord generally creates a
heightened sense that the sequence is approaching the goal
chord in a manner consistent with norms of tonal music.
4.3 Variability in generated sequences
If enough episodes are undertaken, a Q Matrix will approach convergence, wherein an optimal path may be identified linking the start state and goal state. In the context
of dynamic music, however, it is often advantageous to include some uncertainty in the structure of a chord transition. The video game player might hear a transition between two themes dozens of times, depending on the game
and user behaviour, and any randomness in the structure
of the transition will help the music to remain fresh and
unpredictable. However, it is also desirable for generated
chord transition sequences to conform to the tonal norms
as already described.
The counterintuitive solution that we propose here is to
run the algorithm for only a small number of episodes,
such that we deliberately avoid convergence. Since Q matrix values are updated based on the random motions of an
agent through the chordal domain, lower numbers of iterations will result in Q matrices that are more heavily biased
in areas that happened to be more frequently travelled by
the agent. The less the agent has travelled through the domain, the more the different regions of the domain will be
differentially biased based on the agent’s random choices
of states to enter. The number of iterations that the agent
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undertakes becomes a variable that is proportional to the
amount of variation exhibited in generated transitions.
4.4 Applications in the context of a video game
To apply the system described here to creating transitional
material in a video game, it is necessary for the composer
of the video game score to provide a representation of the
harmonic map of each cue in a video game. For example,
suppose the player is exploring a beautiful environment accompanied by a pastoral musical theme “P”, written in CMajor. At some point, the game spawns a monster, necessitating the transition to the energetic melee theme “M”,
written in E[-Major. In systems like iMUSE, which involve precomposed music, the transition would have to occur at some marker point in theme P, and theme P would
likely have to remain in a more restricted tonal space, never
moving too far away from C-Major, if the precomposed
transition were to function properly at a variety of different marker points within theme P.
Since the Q-Learning system described here is capable of
transitioning from any chord to any other chord, it is possible for transitions to occur from any point in theme P, so
long as the chord in theme P which begins the transition
is known. There is no need for special code to determine
this map of chord changes in theme P, since the composer
can enter this information manually. A generative transition system such as this can thus support transitions from
any point in a theme for which the chord is known, and
the cue can range widely through tonal space, since it is
not necessary to support transitions that begin in a limited
range of chords.
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With creative manipulation of the reward table and choice
of the number of episodes to iterate before generating a
chord sequence, the composer can create desirable variability in their generated chord transitions while still maintaining conformance with the tonalities of the start and goal
chords. As such, this application of the Q-Learning framework serves both as a creative tool and an efficient means
of refocussing the adaptive music composer’s efforts on
thematic material.

Table 5. A possible harmonic map of a generic theme.
The theme in Table 5 consists of eight measures each of
which express a particular chord as labelled. If theme M
is known to begin with the chord E[-Major, then creating
a transition is simply a case of determining which point
in theme P the transition will begin from (taken from the
map in Table 5) and generating a transition to E[-Major as
described above.
5. CONCLUSIONS
The system proposed here has several advantages over earlier systems:
• Transitions may be generated from any chord to any
other chord, meaning that composers are free to range as
far as they want in tonal space. Previous systems have
restricted the composer to a narrow harmonic area in a
single cue.
• There is an inherent randomness in the generated chords,
but these chords still conform to a desired tonal space.
This quality helps to reduce the risk of repeated transitions becoming stale and predictable, an advantageous
quality in a game where specific transitions may appear
hundreds of times during a single play-through.
• The reduction in the size of the domain (through excluding undesirable chord states entirely) serves to reduce
the computational complexity of the system, increasing
its speed and potentially allowing it to be implemented
in real time during execution of the game code.
• Biasing the reward table affects the tonal qualities of
generated transitions, leading to the possibility of using
the reward table as an expressive tool. It is possible,
for example, to promote transitions that focus on minor
chords by increasing the reward for them in the reward
matrix.
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• By converting the reward matrix from one dimension to
two dimensions, it is possible to base the reward for an
action not just on the quality of the destination chord
(e.g. whether it is major or minor), but on the qualities
of the relationship between the current chord state and
the destination chord.
Through implementation of this system, it is theoretically
possible for composers of adaptive music (such as that of
video games) to focus their efforts on composing cues,
rather than concerning themselves with composing the potentially large number of required transitions between cues
as well. They would be free to write more challenging
music since they would not be restricted to confining each
music cue to a narrow range of keys; rather, their compositions might move around the circle of fifths quite freely.
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ABSTRACT
We introduce EmbodiComp, a novel system that leverages
simple and common gestures to allow for simultaneous
mixing and composition. Through the use of a “band
performance” metaphor that offers users the illusion of
being part of an ensemble, musicians are able to play and
mix their instruments with pre-recorded tracks in real-time
through embodied interactions. Using five unique features,
our system allows musicians to experiment seamlessly with
volume and reverb levels, as well as the degree to which
instruments are mixed, as they simply move about their
space. As such, users can easily explore various settings
and arrangements during composition, and determine how
an instrument might best fit with others in the final piece.
The system evolved, in part, as a result of a collaboration
between an engineer and a composer that is also described
in this paper. The outcomes of this participatory design
cycle indicate that EmbodiComp could prove beneficial for
musicians seeking to facilitate the process of composition
through alternatives to traditional mixing tools.
1. INTRODUCTION
Musical performance and mixing have traditionally been
treated as separate processes, which is natural since musicians can hardly be expected to step over repeatedly to a
mixing console or computer in order to adjust settings midperformance. The exception, perhaps, is the case where the
computer is also the instrument. We use the term “mixing”
to denote “the adjustment of relative volumes, panning and
other parameters corresponding to different sound sources,
in order to create a technically and aesthetically adequate
sound sum” [1]. Digital audio workstations (DAWs) continue to be the gold standard for audio recording, editing
and mixing, with possibilities that range from simple twochannel editors to complete recording suites, and include
both hardware and software components. However, the vast
majority of stations continue to operate according to the
same “multitrack tape recorder” metaphor, utilizing mixing
consoles that allow musicians to control multiple channels—
each carrying an audio track—through pan pots, faders
Copyright: c 2014 Dalia El-Shimy et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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and sliders, or software solutions that simply simulate such
mixing consoles.
The drawbacks to such traditional mixing technology
are that it significantly constrains composition activities
that wish to mix musical input as it is being generated,
and its requirement of hands-on interaction is ill-suited to
supporting musicians who wish to exercise independent
control over their mix during performance. As a solution
to these problems for the musician-composer, we propose
EmbodiComp, an alternative to the DAW interface that
leverages simple gestures as a means of controlling and mixing various audio channels. This approach employs the idea
of embodied interactions to allow for hands-free, seamless,
dynamic control of musical parameters during performance.
By allowing musicians to play and mix their instruments
with pre-recorded tracks in real-time—thereby effectively
bridging the gap between mixing and performance—such
embodied interactions can help enhance creativity during
composition.
We note that EmbodiComp is not necessarily meant for
producing polished, final works. Rather, it aims to help
single musicians experiment seamlessly with various mix
possibilities during the process of composition, in order to
determine how an instrument might best fit among others
in a final recording.
2. BACKGROUND AND RELATED WORKS
In spite of the tremendous potential afforded by the advent
of digital audio, mixing interfaces have changed very little
in the decades following their introduction [1, 2]. As
exemplified through such systems as Avid Technology’s
Pro Tools, Apple’s Logic Pro, Ableton Live and Steinberg’s CueBase, the software systems most commonly used
by professionals and amateurs alike take their inspiration
from the mixing console: faders, knobs and sliders are
considered standard tools for mix control [3]. However,
although a number of systems have sought to facilitate
or improve the mixing process through novel solutions,
most continue to reflect the console analogy. For instance,
while the Lemur2 and Dexter interfaces, both developed
by JazzMutant, offer multi-touch to allow users to take
advantage of common pinching and expansion gestures
for added precision, their layout still emulates that of the
mixing console [1, 4]. As another example, the Cuebert
system, which also utilizes a multi-touch interface to allow
for flexible display of dynamic and context-sensitive content
in the “high-pressure” environment of musical theatre, relies
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on a traditional mixing board paradigm as well [2].
Nonetheless, a few alternatives have been proposed. For
instance, Pachet et al. introduced the concept of “dynamic
audio mixing”, which offers listeners direct control over
the spatialization of musical pieces [5]. To facilitate this
process, while allowing users to move more than one sound
source at a time, the authors employ a constraint paradigm
that aims to preserve the properties of the configuration of
sound sources that need to be satisfied in order to maintain
“coherent, nice-sounding mixings”. Such ideas were implemented through MusicSpace, a system whereby speaker
icons representing sound sources, and an avatar representing
the listener, can be moved graphically to induce real-time
changes in the spatial arrangement of an overall piece
[6]. This work can also be seen as an example of the
emerging active music listening paradigm, which gives
listeners the ability to mix and manipulate the different
constituent sources, or “stems”, of a musical piece on their
own [7]. Similarly, Carrascal et al. developed an interface
that allows its users to manipulate spatially arranged sound
sources, in an attempt to take into account modern mixing
technologies such as surround and 3D audio [1]. Another
example is the waveTable, a tabletop audio waveform editor that combines multi-touch and tangible interaction
techniques, allowing users to manipulate sound samples
directly [8]. Furthermore, the Chopping Board allows
users to “chop” and re-sequence tracks through interaction
with a physical “editing pad” that can detect their gestures
through a combination of infrared and touch sensors [9].
Our final example is Noisescape, a 3D first-person computer
game where users can collaboratively compose complex
musical structures, by creating and combining elements
with varying physical attributes [10]. However, much like
those inspired by mixing consoles, the systems described
here do not support simultaneous performance with an
instrument and mixing by the same user. Therefore, we
turn instead to the concept of embodied interactions as
a solution that allows for hands-free, seamless, dynamic
control of musical parameters mid-performance.
The idea of embodiment is deeply rooted within the musical context, with Godøy et al. describing the well-established
links between musical sounds and sound-producing movement as an “embodied understanding of music perception
and cognition” [11]. Embodied music cognition views
the relationship between sound and movement as having
its roots in the broader paradigm of embodied cognition,
which stipulates that people relate perception to mental
stimulations of associated actions. For our purposes, however, we use the related notion of embodied interaction
commonly found in human-computer interaction research,
and described by Antle et al. as “leveraging users’ natural body movement in direct interaction with spaces and
everyday objects to control computational systems” [12].
Examples of this notion within the context of music include the Sound Maker system, which was designed to
map a user’s location and movement to changes in the
pitch, tempo and volume of an electronically-generated
percussive stream, and can also be seen as providing an
alternative to traditional mixing techniques. Furthermore,
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the Ariel system, designed by Corness and Schirphorst,
system responds to gestures utilized by musicians during
improvisation with simulated breathing sounds. Ariel was
specifically designed to capitalize on the ability of skilled
musicians to exchange, detect and tacitly respond to cues
for interpersonal interactions [13]. Finally, Bakker et al.
advocate the use of embodied interaction within the context
of musical learning for children. As an example, the authors
developed the Moving Sounds Tangibles, a system that
allows children to learn abstract sound concepts such as
pitch, volume and tempo by manipulating a set of interactive
tangibles designed in accordance with various schemata, or
higher-order cognitive structures that emerge from recurring
patterns of bodily or sensori-motor experience [14].
3. SYSTEM DESCRIPTION
EmbodiComp allows for simultaneous performance and
mixing according to a “band performance” metaphor: a musician using the system is given the illusion of performing
alongside two virtual “band members”, each of whom is
assigned a pre-recorded track. A graphical user interface
(GUI), seen in Figure 1, offers a top down view of all
participants, including the user, as avatars. The musician
can then play their instrument and interact with the other
band members’ tracks according to the system features
described next.
3.1 Features
EmbodiComp currently offers musicians the following five
features:
• Dynamic volume: As a user moves towards the
avatar of another band member, the pre-recorded
track associated with that band member is experienced as gradually increasing in volume. The converse holds true as the user moves away from that
band member’s.
• Dynamic reverb: As a user moves away from the
avatar of another band member, the pre-recorded
track associated with that band member is experienced as gradually increasing in reverberation. The
converse holds true as they move towards that band
member’s avatar.
• Mix control: This feature allows the user to change
the mix of their instrument with the pre-recorded
tracks by tilting their head. Tilting to the left will
move the sound of their instrument, along with that
of the band member whose avatar is to their left,
entirely to the left headphone. The track of the band
member whose avatar is to their right will be heard
unaccompanied through the right headphone. The
converse holds true when the user tilts their heads to
the right.
• Track panning: A user can isolate each of the prerecorded tracks by changing their body’s orientation.
Turning their body to the left will allow them to hear
only the track of the band member whose avatar is
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Figure 1. Main graphical user interface, which includes a control panel and animated graphics. The user’s avatar is in red.
to their left, entirely through the left headphone. The
track of the band member whose avatar is to their
right will become silent. The user’s own instrument
will continue to sound the same, coming through both
headphones. The converse holds true when the user
turns their body to the right.
• Musician spatialization: This features allows a user
to experience the pre-recorded tracks as spatialized
sound sources within their own space. The spatialization effect is determined by the user’s body
orientation, and changes accordingly.
3.2 Graphical User Interface

features is determined as a function of the minimum and
maximum possible distances between any two avatars. If a
user moves one band member’s avatar significantly closer,
this in turn reduces the maximum distance that can be
achieved relative to that avatar as the user moves about
in their physical space. As a result, they will experience a
subset of volume changes closer to the higher end of the
possible dynamic volume range, and a subset of reverb
changes closer to the lower end of the possible dynamic
reverb range for the track associated with that particular
avatar.

3.3 Configuration

As mentioned above, EmbodiComp offers musicians access
to a main graphical user interface, seen in Figure 1, that
serves a number of functions. First, the avatars representing
the user among the band members are dynamically animated to graphically reflect the changes in sound effected
by the system features. In addition, the panel on the left
side of the main GUI, allows users to set the base volume
and reverb levels for themselves and the pre-recorded tracks
at the very start of a session. It is those base values that are
subsequently affected by the system features. The panel
also allows users to start and stop the system, calibrate the
tracking device, and select the sensitivities of the dynamic
volume and dynamic reverb features.
Users also have access to the secondary GUI seen in Figure 2, which allows them to select the system features they
would like to use, and move the avatars of the virtual band
members, independently of their actual physical positions.
Moving the avatars allows users to experiment with the
subset of the overall dynamic volume and dynamic reverb
ranges they experience. Specifically, the range for both

- 341 -

Our system configuration can be seen in Figure 3. The
musician’s instrument is captured by an audio interface,
such as the Roland Edirol FA-101. It is then routed, along
with two pre-recorded tracks loaded in a sequencer such
as Ardour, to our SuperCollider (SC) software via the
JACK Audio Connection Kit. The musician’s position and
orientation information is tracked by a Microsoft Kinect,
and also sent to our SuperCollider software via Open Sound
Control messages. Such information is then used to process
the audio streams according to the user’s choice of system
features described above. Subsequently, the resulting mix
is sent back to JACK, where it can be routed to the audio
interface for playback, and to the sequencer for recording.
We note that, as an alternative to loading pre-recorded
tracks in a sequencer, a musician can also choose to mix his
instrument with tracks recorded on-the-fly and played back
through a Loop Station connected to the audio interface.
In either case, the tracks can be routed to SuperCollider as
separate channels.
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Figure 2. Secondary graphical user interface for feature selection and avatar control.
4. PARTICIPATORY DESIGN CYCLE
Inspired by a previous project on augmented distributed
performance described in reference [15], we had developed
a prototype for EmbodiComp that encompassed three of
the features described in Section 3.1: dynamic volume,
track panning and musician spatialization. In a bid to
further refine the system’s existing features and explore new
ones, while simultaneously gauging the extent to which
it could support the creative process, we invited a composer to take part in a participatory design cycle. We
opted for the “cooperative prototyping” participatory design
technique, which entails delivering a system to its endusers as a series of iterative prototypes, each of which
gradually adds functionality. Cooperative prototyping offers
several advantages, including enhanced communication by
grounding discussions in concrete artefacts, and improved
working relations through a sense of shared ownership of
the resulting system. The success of this technique hinges
on presenting each prototype as a “crucial artifact in the
end user’s work”, which allows them to form ecologically
valid impressions of the system [16]. As a result, the
composer was simply asked to write a few musical pieces
using EmbodiComp, and informed that his criticisms and
suggestions, no matter how extensive, would play a crucial
part in shaping any further iterations of the system.
4.1 Methodology
Figure 3. Configuration of the system’s hardware and
software components.
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Our collaboration with the composer lasted 14 weeks, with
sessions being held on a regular basis every 1-2 weeks. The
composer spent the first few sessions familiarizing himself
with the system, and determining how to best approach his
given task. After this introductory phase, he began shifting
his focus towards experimentation. Each session would
begin with a discussion of any changes made to the system
as a result of previous suggestions. Subsequently, he would
spend a few hours playing music and interacting with the
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system. During this exploratory stage of the session, the
composer would typically record his impressions in pointform notes, while we provided our assistance on demand,
and only in a technical capacity to resolve any glitches
with the system, or make clarifications. Afterwards, a
discussion would be held, allowing the composer to share
the notes he had made, and describe how our prototype
could be improved for the following week’s session. The
composer would then take a few days to expand on the
ideas contained in his notes, before sending us a full report
that typically included additional details and explanations
for his recommendations, and comments on the progress
of the pieces thus far. In the final weeks, as the composer
determined the system to have reached a satisfactory state
and, with fewer recommendations to make, he began to
immerse himself fully in the process of composition.
4.2 Outcomes
In addition to making recommendations for improving
existing features, the composer was the source behind new
additions to EmbodiComp. For instance, he introduced
the idea behind the mix control feature, and was in large
part responsible in shaping the dynamic reverb feature. He
also made extensive recommendations to help improve the
system’s overall sound quality, the design of the graphical
user interface, and the animated avatars.
In a final report summarizing his experience with our
system, the composer found that embodied interactions lent
themselves particularly well to seamless experimentation
with various mix settings, which, in turn, helped facilitate
the process of composition. He explained that he previously had a tendency to avoid the post-composition mixing
process:
“Almost every musician I know these days has some sort
of recording software on their computer, and thus has the
ability to record and produce multi-track recordings at
home. Personally, I find all the clicking and computerbased activity in this to drain my creative energy and make
the process frustrating.”
In contrast, however, he found the ability to compose and
mix simultaneously to be particularly beneficial:
“Using the performance system here, I was able to get
some great solutions for these issues without having to do
anything other than play my music in real time, and move
my body a bit. I was easily able to see which tracks sounded
best panned left, or right, or in the center; I was able to
hear which textures were better off in the foreground, and
which sounded better off more “distant”, perhaps with a
hint of reverb; I was able to iron out how two musical ideas
interacted one on one, and then with a slight 90 degree turn,
could hear how it then sounded with a third musical idea in
the mix. ”
The composer further detailed how certain features proved
to be particularly well-matched to specific stages of the
compositional process:
“Other than dynamic manipulations to volume and reverb,
the three features I worked with also provided a logical
succession for the creative process. Track panning allows
the ability to work on ideas one on one, by cutting out
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one of the 3 musicians with a simple torso pivot. The
mix control brings all 3 players into the mix, but with the
ability to pan your own part around to see how everything
is blending/working together. Then the spatialization is a
good final step, fleshing out the music ideas into their own
space within the panning, and hearing how it works in a
situation that will sound closer to the eventual desired final
product (be it a live performance or a recording).”
In summary, the composer had a positive impression of
the overall system:
“In conclusion, the features that this system offered were
fun, useful, and helped me come up with new musical and
production ideas.”
However, he also offered important criticisms, explaining,
for instance, that the system’s current motion tracking technique may prove inadequate for instruments that require
musicians to be seated, such as the keyboard. Furthermore,
he anticipated that the lack of precise, numerical representation of the various levels effected by the system features
might make it more difficult to correctly re-create the mix
when working on the final, polished product.
5. FUTURE WORK
The participatory design cycle we held with the composer
was beneficial in helping improve our system, and shedding
some light on its potential for facilitating mixing and composition. However, we would like to further validate the
generalizabilty of this collaboration’s outcome, and determine whether the idea of embodied interaction for mixing
and composition is one that a broader set of users would also
find advantageous. As such, we hope to conduct formal user
experiments in order to investigate further improvements,
and explore the possibility of supporting new features.
Furthermore, our current prototype only supports two prerecorded tracks in addition to the instrument being played
by the user. As elaborate compositions can involve a far
greater number of instruments, we would like to expand
our system to allow for more complex pieces. This would
require updating our current features to support various
spatial arrangements of the user in relation to an increasing
number of virtual band members, each associated with a
pre-recorded track.
Finally, as per the composer’s criticism, we would like our
system to better accommodate seated musicians. The current implementations of the dynamic volume and dynamic
reverb, which respond to motion, and even features such as
track panning or musician spatialization, which rely on body
orientation, cannot be used to their full potential by such
musicians. Therefore, we wish to investigate alternative
embodied gestures as input for these features, while still
maintaining a reasonably clear mapping to the resulting
auditory output.
6. CONCLUSION
A system that leverages embodied interactions for simultaneous mixing and composition was developed. EmbodiComp differs from the ubiquitous digital audio workstation
paradigm in its reliance on a “band performance” metaphor,
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whereby users are given the illusion of playing as part of an
ensemble whose instruments can be mixed with their own in
real-time. Through the use of several gesture-based features,
musicians are able to adjust their mix mid-performance
seamlessly, simply by moving around their space. The
current system was designed alongside a composer who
provided recommendations for new features and overall
improvements to sound quality. The composer found that
bridging the gap between mixing and performance helped
improve his creative process, allowing him to experiment
with various settings in real-time and, in turn, determine
how an instrument could best fit within a piece. As such,
we believe that the system described here could prove beneficial for other musicians seeking alternatives to traditional
mixing solutions that may enhance their creativity during
composition.
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ABSTRACT
This paper suggests a novel approach to drawing interfaces for music composition, which provides multilayered interface with different levels of abstraction and
constraints. By reviewing previous drawing based composition systems, a common problem is discovered: insufficient support for creative exploration due to limited
perspectives on compositional processes. Addressing
importance of multi-layered design of composition software, three layers and corresponding interfaces are designed, for overall flow, chord map, and stylistic features
respectively. The prototype application is implemented
with HTML5 canvas element and Gibberish.js, providing
easy accessibility on web.

1. INTRODUCTION
A number of composition tools adapting drawing interface have been emerged criticizing limitations of traditional approaches, which most of commercial software
such as Protools, Logic, or Cubase have been taking. Frequently mentioned problems include unnatural interfaces,
lack of abstractions of musical information and insufficient support of creative exploration. Works on drawing
for compositional tools attempted to improve these points
and made some achievements on effective expression of
composer’s creativity.
For professional uses, drawing interfaces usually come
as complementary tools for existing compositional software, augmenting usability in limited areas of overall
process. For instance, Inksplorer[1] is a system that reads
drawings on real papers, mostly line or curve segments
such as graph, and make the drawings be used in other
software including Max/MSP and OpenMusic as amplitude envelope, melody line, etc. Musink[2] recognizes
user drawings on music scores and interpret them as various notations that can give composers more creativity.
On the other hands, there are some tools for sound design, which are basically based on spectrogram and additive synthesis, such as Metasynth[3] and Ovaltune[4].
The point that makes these research significant is utilization of a very natural interface: drawing. As J. Thiebaut et
al. mentioned, drawing sketches take an important role in
music composition processes to freely express complex
Copyright: © 2014 Keunhyoung Luke Kim et al. This is an open-access
article distributed under the terms of the Creative Commons Attribution
License 3.0 Unported, which permits unrestricted use, distribution, and
reproduction in any medium, provided the original author and source are
credited.
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idea [5]. Their system not only represents overall flow of
musical pieces, but also provides a variety of mapping
strategies between drawings and musical information, to
expand the expressiveness of musical idea.
However, these attempts put their focuses on how composers’ intentions are well expressed, and not on supporting exploration. Creativity can be obtained via free exploration of musical spaces, and composition tools can help
the exploration process by reducing the complexity of
musical spaces. B. Eaglestone points out the importance
of creativity support in electroacoustic music composition
software in [6]. Then he suggests adding “depth” to composition software, which usually takes the conventional
pitch-based approach. This argument is elaborated in
more detail in [7]. The author depicts role of various levels of abstraction and constraint, and suggests that plurality of layers such as operating levels or representational systems should be considered in music composition
systems. In the perspective of creative exploration, layer
separation with proper levels of abstraction and tasks, by
limiting the amount of information that a composer
should consider simultaneously, can lessen the cognitive
burden of composer and reduce complexity of musical
space, supporting the process of creative exploration in
composition.
Griddy is a drawing interface for music playing and
composition, which adopts the concept of multi-layer
approach. It provides three layers of musical information,
which have a) rhythm and note selection, b) chord map,
and c) overall flow respectively. It introduces different
representation methods for each layer, according to the
information space of them. In the remaining part of this
paper, related work will reviewed, then the design consideration of each layer is resolved. With all layers been
designed, a prototype application implementation and
some examples will be presented, followed by a discussion.

2. LITERATURE REVIEW
Previously mentioned works including [1] and [2] are
examples of utilizing drawing interface in compositional
processes, although they are complementary methods and
not for tonal music. Some systems take pitch-time approach to generate melody lines from simple drawings or
line segments [8,9]. Including these works, many primitive attempts that transform lines and curves to sequences
of tones, i.e. melody lines, follow the traditional pitchtime paradigm. The paradigm is very familiar to most
people since it is a metaphor of conventional musical
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scores. In contrary, it fails to promote explorative nature
in compositional process, as it still has limitations of traditional scores have and provides only single layer.
A more advanced descendant of pitch-time based interface is Hyperscore[10]. It has two windows: in motive
window, users can draw short melody lines just like the
previous pitch-time systems; in sketch window, users use
the melody lines drawn in motive as drawing materials
and draw flows of motives. There are two notable points
in Hyperscore. One is that more information from drawing such as sharpness of curves is extracted and used,
extending degree of freedom of exploration from drawing
activity. The other point is, more importantly, that it presents two-layered system, represented by two types of
windows with different levels of abstractions. A common
drawback of these approaches is that they assign one dimension for time; hence they provide only onedimensional space for each layer.
On the other hand, there are systems that fully utilize
the two dimensions. PaperTonnetz[11] allows users to
create melody by drawing lines on tonnetz, a tiling of
pitches. As time can be shown by length of drawn lines,
its 2 dimensional arrangement of pitches unveils relationships and structure of tonal sound. In [12], a sonification
method for musical application is suggested, introducing
a concept of probing on image, which is analogous to
drawing. If an image can convey complicated musical
information such as style or timbre, probing around the
image can create music by applying some sonification
methods. A system presented in [13] let users navigate
the structure of music with Venn-diagram-like representation of tree structure. Its level of abstraction is quite
high, as it deals with structural information.
From the review, notable systems with novel perspective of composition can be found. However, very few of
them provide only limited multi-level approach. Most
examples provide a single view for melody, timbre or
structure. Griddy aims to provide three separated-butintegrative layers with coherent interfaces.

knowledge on musical techniques and sophisticated style
features. In this case, experts or teachers can provide specific styles for students to draw their own music. Especially chord sequence plays an important role on musical
styles and genres. In the field of music information retrieval, chord progression is a key factor of genre classification [16, 17]. Moreover, the chord progression is often
used in representations of musical structure, such as [18].

Figure 1. The effect of speed and curvature of drawing
to generated music.

3. LAYER DESIGN
In [14], M. Edwards says “formalization of compositional
technique in software can free the mind from musical and
cultural clichés and lead to startlingly original results”.
This is the most important point of layer separation: isolating limited kinds of information to user for each layer
and provide more freedom of exploration. For example,
by providing a layer of musical style, a composer can
work with overall flow of music regardless of a specific
style or change and review style independently. Systems
such as [15] “allow composers to specify high-level control structure” and generate detailed musical components
based on certain algorithms including genetic algorithm
or Markov model. In this case, it can be said that musical
style is a palette, patterns, techniques of painting and
high-level feature is drawing itself. Hence, preparation of
musical styles, or, drawing materials, can be separated
from the way they are drawn on the canvas. Also, this can
be helpful for untrained users, as they have less

Figure 2. The effect of chord in drawing.

In this paper, the composition process is divided into
three layers: 1. overall flow, 2. chord map, 3. rhythm and
note selection. In the system, there are a canvas with
background image and a grid on it, which forms a musical space with specific style. User can draw on the canvas
freely, navigating the musical space, which results a musical piece. Here each layer is assigned to drawing, grid,
and background image respectively.
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3.1 Overall Flow

3.3 Rhythm and Note Selection

User drawn lines and curves are interpreted in two ways.
First, characteristics of drawings such as drawing speed
and curvature are considered. Speed of drawing determines the amplitude of respective melody. On the other
hand, curvature, which is determined by average change
of direction, determines use of passing notes. Figure 1
shows how the drawing is interpreted. Secondly, for each
drawing, its reads the pixels of the background image and
chord information of the grid under the line. This is used
to retrieving information from other layers through exploration on them. As lines are drawn, the data under the line
is processes every unit time, which is the length of a sixteenth note for given BPM. Then it determines pitch, duration and amplitude of a note or a rest. Also color of
drawing is mapped to specific instruments.

This is the most complicated layer in the model. An image contains relatively larger data than drawings or a
grid. Therefore the background image can contain information about more detailed stylistic features such as
rhythm and note selection among notes in a chord.

3.2 Chord Map
Chord map is shown on grid, which is a tiling pattern of
simple shapes such as triangle, square, or hexagon. Each
cell has an assign chord, illustrating which chords are
used and how they are related. As the user draw lines on
each cell, notes are selected from its corresponding chord,
considering other factors. This map also represents stylistic features, hence two adjacent cells make a chord progression more accessible. An example chord map is
shown on figure 2.

Rapid variation of brightness along the drawing causes
frequent notes, while slow variation of brightness results
scarce distribution of notes in time domain. The difference of brightness itself is related to the attack of each
note; crossing over large difference of brightness causes a
sharp sound. Color value, represented by hue in HSV
model, determines a playing note among a given chord.
As hue value is circular, a natural mapping between color
and pitch class can be derived. The octave is determined
by the saturation, ranging from one octave lower to one
octave higher. For very low saturation, where users often
cannot tell the hue value, only the root note is played for
a given chord.

4. IMPLEMENTATION
The prototype application is implemented using HTML
and javascript to provide cross-platform accessibility.
Gibberish [19] is used for sound generation and timing,
and HTML5 canvas element is used for drawing. Basically it consists of a canvas, where users can put a background image, set a grid and assign chords or draw their
own music; and three panels, providing core functions for
each layer. Figure 4 shows a screenshot of the entire in-

Figure 3. The effect of brightness, hue, and saturation value of a background image.
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Figure 4. Screenshot of implementation of prototype application.

terface.
Interface for the background image is simple: choosing
an image from user’s local file system. Due to the limitation of web environment, it is important to remove computationally expensive and less important features to get
stable audio processing. The application suggests using
specialized image manipulation tools such as GIMP or
Photoshop to create background images. Still, this shows
the separated and modularized model’s power, adopting
use of other software in the composition process. Also the
image is distributed to other users, sharing their musical
style constraints.
There are three groups of grid manipulating interface.
One is manipulating the grid itself. It provides control for
grid size and offset, also the shape of each cell. Another
interface pops up when a user clicks on a cell, which provides chord entry. Also there are buttons for saving the
current grid and loading pre-defined one. The grid and
chord information is saved using json format, so it can be
easily reused and shared between users too.
The last part of the interface is music drawing. It provides BPM modification and color selection. In the modification mode, user can move, redraw, or delete drawings.
Also timing and repetition of each drawing can be controlled. The recent version of the application is accessible
at
the
author’s
website:
http://dilu.kaist.ac.kr/research/gridd
y.

5. CONCLUSION
Griddy is a music composition system that uses drawing
as its main interface, along with chord map and background image. With its power of layer separation, users
can explore the musical space for creative results. As it
provides a novel approach that uses a background image

for style-related features and applying an image sonification based method to probe the image, even untrained
user can develop their idea with drawing interface with
images prepared by professionals.
Development of more sophisticated application will be
the next step of this research. In theoretical point, how
professionals and untrained people use the system to create music will be analyzed, to bring out more usability
and creativity support. Case studies on collaborative
composition and educational uses will be also meaningful
to improving multi-layered design concept of compositional processes.
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ABSTRACT
Kara is a greek word that could be translated as head.
In the Kara series of pieces, the musicians wear braincomputer interfaces (BCI) in order to capture their EEG
waves while performing. The information from these waves
is sent to a computer, where it is processed in order to generate a real-time score, computer generated sounds and a
visual display of the data. A closed-loop is formed between the musicians mental activity and the music they
generate. As they perform the real-time score generated
by their EEG waves, more mental activity is generated,
which in turn generates the next portion of the score, and
so on. This loop continues for the whole piece, although
the score generation algorithms vary along different sections of the musical discourse. This article is presented for
the piece+paper modality.
1. INTRODUCTION
A brain-computer interface (BCI) is a physiological computing system, specialised and designed to operate based
on brain activity [1]. Human brainwaves were first measured in 1924 by Hans Berger, who termed these measured
brain electrical signals the electroencephalogram (EEG),
literally “brain electricity writing” [2]. Using electrodes
arranged around the scalp, voltage fluctuations resulting
from ionic current flows within the brains neurons can be
detected and measured. The change in these voltages over
time are usually displayed visually as wave patterns. Neural activity often possesses a repetitive rhythmic quality,
and these rhythms are classified as alpha, beta, theta or
delta [3]. Today, the EEG has become one of the most useful tools in the diagnosis of epilepsy and other neurological
disorders [2].
The fact that a machine can read signals from the brain
has boosted the imaginations of musicians, engineers, scientists, artists and other enthusiasts, and EEG has made
its way into applications in several realms, including music [2]. Many musicians and researchers dream with a day
when musical ideas could be transmitted by simply making musical thought audible, an ideal performance without
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any physical limitations, where the performer plays with
the expressiveness imagined in his mind [4]. In 1949, Raymond Scott wrote: “Perhaps within the next hundred years,
science will perfect a process of thought transference from
composer to listener. The composer will sit alone on the
concert stage and merely think his idealized conception of
his music. Instead of recordings of actual music sound,
recordings will carry the brainwaves of the composer directly to the mind of the listener” [5]. Now, nearly a century after Berger’s discovery, these dreams are becoming a
reality [6].
As explained in [3], there are two ways to access the
activity in the human brain with an EEG. One way involves invasive methods involving inserting electrodes directly into the brain. The second method involves noninvasive methods such as the attachment of electrodes to
the scalp, which is the method used for all musical purposes.
Miranda writes about the difficulties in measuring EEG
signals on the scalp: “It takes many thousands of underlying neurons, activated together, to generate EEG signals
that can be detected on the scalp. The amplitude of the
EEG signal strongly depends on how synchronous is the
activity of the underlying neurons. The EEG is a difficult signal to handle because it is filtered by the meninges
(the membranes that separate the cortex from the skull), the
skull, and the scalp before it reaches the electrodes. Furthermore, the signals arriving at the electrodes are sums
of signals arising from many possible sources, including
artifacts like the heartbeat and eye blinks” [2].
Traditionally BCI systems have been associated with medical research due to the high costs involved and the therapeutic benefits offered to individuals with motor disabilities [7]. Fortunately, non-invasive BCI approaches are
becoming much more accesible and common nowadays.
Low-cost BCI hardware such as the Emotiv EPOC headset
1
or NeuroSky’s MindWave heaset 2 are rapidly finding
their way into musical applications.
2. BRAIN-COMPUTER INTERFACES
A brain-computer interface (BCI) allows for direct braincomputer communication without using the muscular activity. To date, most efforts of BCI research have been
aimed at developing technologies to help people commu-
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nicate with computer systems or control mechanical tools,
such as a wheelchair or a prosthetic organ [8].
As Gurkok and Nijholt notice, “BCIs are not yet capable
of transforming a scene that we imagine in our head into
shapes and colours; or a melody into notes. They cannot
create art on our behalf. However, BCIs can make a significant contribution to the arts with the inner state information
they provide” [1].
Research into BCI for music is an interesting arena for
the development of new possibilities in recreational and
therapeutic devices for people with physical and neurological disabilities. Miranda refer to such systems as braincomputer music interfaces (BCMI) [2].
During the 1960s and 1970s biofeedback was incorporated in artistic applications, most notably within the context of experimental music such as in the compositions of
Alvin Lucier and David Rosenboom [9]. Lucier’s Music
for Solo Performer, from 1965, was the first brainwave musical composition. This was a piece for percussion instruments made to resonate by the performers EEG waves [10].
Up to date, several artistic [1] [11], gaming [12], and musical applications have been proposed based on BCI technology. Most of them are attempts to sonify EEG signals directly [3] [8] [13] [14], but others have developed other approaches, such as the rendering of musical chords with organic nuances [4], real-time notation [15], networked musical performances [16], and the study of the differences
between music imagery an music perception [17].
One of the key elements of BCMI systems for creating
and performing music is the way in which the brain affects
the relationship between music the user, and an audience
[7]. Performing with BCMIs usually requires a performer
to have wired electrodes placed on their scalp, connected
to a computer. For highly accurate brain wave measurements the performer must remain very still to avoid electrode movement, which is musically non-natural, as involuntary movements can introduce noise to the signal. This
is the main reason why a dry, single-based electrode device such as NeuroSky’s Mindwave appear as a attractive
alternative for BCMI-based music generation.
We now briefly describe the two low-cost BCI hardware
for musical purposes that were used in the Kara series of
pieces.

2.1 NeuroSky Mindwave
The NeuroSky Mindwave has been carefully reviewed in
[18]. It is basically a bluetooth headset containing only
one electrode that is capable of detecting EEG signals. The
device can produce ten channels of data, including power
readings of seven spectral bands, the time domain signal
from the single electrode and two processed signals corresponding to the user’s attention and meditation levels. The
meditation signal correlates to the alpha levels, while the
attention is not specified, however [18] reports a correlation between the user’s attention and the signal provided
by this device.
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2.2 Emotiv EPOC
The Emotiv EPOC is described in [3]. This device is a
wireless interface for the acquisition and processing of human EEG signals. It contains 14 saline electrodes meant
to be placed directly on the scalp. The EPOC has a strong
community of developers and researchers who have adapted
the device for a variety of different purposes. According to
Emotiv’s website, “the EPOC uses a set of 14 sensors plus
2 references to tune into electric signals produced by the
brain to detect the users thoughts, feelings and expressions
in real time. The EPOC connects wirelessly to PCs running Windows, Linux, or MAC OS X”. This device generates signals that measure the user’s meditation, excitement,
frustration and engagement levels. It can also provide signals that detect smiles, blinks, eyebrow and furrow movements, and spatial orientation by means of an embedded
gyroscope.
3. KARA
Kara is a greek word that could be translated as head.
There are currently two pieces of the Kara series: Kara
I for flute, violoncello, BCI, computer music and visuals,
and Kara II, for solo flute, BCI, computer music and visuals. In the Kara series, the musicians wear brain-computer
interfaces (BCI) in order to capture their EEG waves while
performing. The information from these waves is sent to a
computer, where it is processed in order to generate a realtime score, computer generated sounds and a visual display
of the data. A closed-loop is formed between the musician’s mental activity and the music they generate. As they
perform the real-time score generated by their EEG waves,
more mental activity is generated, which in turn generates
the next portion of the score, and so on. This loop continues for the whole piece, although the score generation
algorithms vary along different sections of the musical discourse.
We decided to incorporate a visual counterpart to the piece.
The main reason behind the addition of a visual score is
that, as [19] notices, despite the claim that the BCI-based
music is controlled from the brain activity, it is very hard
for the audience to imagine what the performer is going
through, what the brain is actually controlling and in what
extent. As a consequence, the music produced is completely abstracted from any visible cause-effect relationship, leaving no cues for the audience to understand what
is being controlled or how. We incorporated a visual respresentation of the EEG data so that the audience could
visually relate some aspects of the mental processes of the
performers to the overall performance. The visuals were
done in Processing 3 , based on Elliot Larsons Fractal Batons code, released under Creative Commons. A still of the
visuals can be seen in the background of figure 5.
All audio and score processing was done in MaxMSP.
In Kara, the score is generated in real-time using the data
captured by a EEG device. This is very similar to what
is described in [15], where the authors provide brainwave
control over a musical score in real time. Their approach
3
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combines measuring EEG data with mappings to allow a
user to influence a score presented to a musician in a compositional and/or performance setting. In our case, in contrast, the musician itself generates the next portion of the
score by its own mental activity. Kara I in particular, requires two NeuroSkys MindWave BCIs. Kara II uses only
one, and it can also utilize data from the Emotiv’s EPOC
device as an alternative.

Figure 2. Main MaxMSP control patch. This patch receives the OSC data from the performer’s headsets and realizes all the necessary algorithms and calculation to generate a score for the musicians to perform. This control
panel allows to start and stop the piece, monitor the EEG
data values, audio levels, and score progression, and allows
remote control of the application from an iPad tablet.

Figure 1. Screenshot of the BrainWave interface window,
displaying the attention and meditation signals over a period of time. This data, along with the rest of EEG signals,
is sent by this program over the network using the OSC
protocol.

3.1 Kara I
We now provide a more detailed description of Kara I, as
Kara II is a very similar piece that differs only in the instrumentation, but retains a lot of the characteristics of Kara
I. It is probably worth mentioning that Kara III, a piece
for BCI and computer music, with no instrumental performance, is currently on the early stages of composition.
In the case of Kara I, the EEG data captured by the headset is handled by the BrainWave OSC application 4 , built
by Trent Brooks and George Khut. A screenshot of this
application is displayed in figure 1. The OSC data is sent
to a MaxMSP control patch built by the composer, shown
in figure 2.
Kara I is structured in eight sections. As this piece uses
the MindWave headsets, it takes advantage of the meditation and attention signals that this device provides. Each
one of the sections emphasizes different aspects of the musical discourse based on these two signals and the a subset
of the other EEG signals as well. For example, in the first
two sections, the pitches and durations to be performed by
the two musicians are derived exclusively from the meditation signals coming for both instruments, while in the
middle sections, this material comes from the combination
of one instrument’s meditation signal and the other instrument’s attention signal.
4

https://github.com/trentbrooks/BrainWaveOSC
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The evolution of the dynamics, shown in colors in the
score, is calculated from a linear combination of the Delta
and Low Gamma signals of both performers. There are
two modes of operation for the durations of each section.
The first mode fixes the duration of each section in approximately one minute, while the other allows for a real-time
determination by the computer operator on stage.
The on-the-fly score is shown to the performers using a
computer monitor on stage, as depicted in figure 3. As is it
possible to observe on that figure, there are two staves for
each performer containing the music that they must perform now and the music they should perform next. There
are also general indications for the sections, shown in red,
and more specific performance indications above each staff,
shown in black. A gliding cursor indicates the current time
and the note that each performer should be playing at the
moment. The duration notation is proportional. Dynamics are shown in colors in real-time, from white to red. As
the background gets more red, the performance should be
louder.
There is also a computer music soundfile that accompanies the live performance. The intensity of this audio signal
is also controlled by the musician’s meditation and attention signals.
Figure 4 shows a picture of the premire of this piece at
the Contemporary Music Festival of the Pontificia Universidad Católica de Chile on November 2013, in Santiago, Chile. Each performer wears a MindWave headset,
connected wireless to the computer out of stage, monitored by the composer. Behind the performers there is a
screen showing the visual score of the piece that the audience sees. The score is displayed in the computer monitor in front of the musicians, and it is not seen by the
audience. A video of this performance can be seen on
YouTube at the URL https://www.youtube.com/
watch?v=qjumX8J0jQE.
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Figure 4. Musicians Patricio de la Cuadra (flute) and
Marı́a Gabriela Olivares (violoncello) performing Kara I
wearing NeuroSky’s MindWave headsets. The score is displayed in real-time in the computer monitor at the front.

Figure 3. Screenshot of Kara I’s real-time score as seen
by the musicians on stage. The score is generated on the
fly by the MaxMSP application. The score uses separate
staves for the flute and violoncello. Intensity of the sound
production (dynamics) is shown in red. Durations are proportional. A gliding cursor indicates the actual note to be
performed. The section descriptor is shown at the top of
the window and specific articulation instructions are shown
above each staff.
3.2 Kara II
In the case of Kara II, the EEG can be provided by either
NeuroSky’s Mindwave or the Emotiv’s EPOC headsets.
In the latter case, data captured by the headset is handled
by the MindYourOSCs application 5 and sent to MaxMSP
over the network, and the meditation, excitement, frustration and engagement signals are used to generate the realtime score.
Figure 5 shows a picture of the premire of Kara II in
May 2014 by Patricio de la Cuadra at the XIII Concierto
GEMA, Sala Isidora Zegers, University of Chile, in Santiago, Chile. A video of the performance is available on
YouTube at the URL https://www.youtube.com/
watch?v=pMwznnYi2Ig.

Figure 5. Patricio de la Cuadra (flute) performing Kara II
wearing an Emotiv’s EPOC headset. Behind the performer
there is a screen showing the visual score of the piece that
the audience sees.
Acknowledgments
Kara I and Kara II were composed in collaboration with
Patricio de la Cuadra, flute, and Marı́a Gabriela Olivares,
violoncello, thanks to research grants from Vicerrectorı́a
de Investigación, Pontificia Universidad Católica de Chile,
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4. CONCLUSIONS
We have presented Kara, a set of pieces that rely on BCI
technology in order to generate musical in real-time. The
EEG data is used to derive a musical score on-the-fly. A
closed-loop is then formed between the musicians mental activity and the music they generate as they perform.
As they play the real-time score generated by their EEG
waves, more mental activity is generated, which in turn
generates the next portion of the score. One of the most interesting aspects of these pieces is this kind of strange loop
that lasts for the whole piece, although the score generation
algorithms vary along different sections of the musical discourse. Another important conclusion is that current lowcost technology allows for the creation of very powerful
and interesting musical applications based on the capture
of EEG signals and the usage of BCI devices.
5
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ABSTRACT
Kuatro is a development framework for motion-based
interactive virtual environments. Using a Model-ViewController (MVC) architecture and the Open Sound
Control (OSC) protocol, the Kuatro offers composers,
artists, and interaction designers an environment that
makes it easy to develop installations utilizing motion
sensors, such as the Kinect, Asus Xtion, Leap Motion,
and smartphones. The framework allows tracking
multiple users to help designers create collaborative (or
competitive) interactive experiences. The main
components of the framework are described, as well as
the messaging protocol. Through OSC messaging,
developers and artists are able to create any number
visual and audio interfaces as well as add any number of
motion sensors to the environment. The Kuatro
framework is conceived as an extension of the
jythonMusic audio-visual programming environment.
Herein we present the Kuatro framework in the context of
the interactive multimedia art installation, Time Jitters.
We also discuss a follow-up music composition project,
called Pythagorean Tetraktys.

type of installations that may be developed with the
Kuatro. Time Jitters includes two walls displaying
looping video animation, and two walls with interactive
elements. The concept is to create an immersive
experience for participants, which confronts them with a
bombardment of visual and sound elements1.
This project synthesizes artificial intelligence and
human-computer interaction techniques with music and
visual art. It utilizes invisible, computer-based intelligent
agents, which interact with participants. Each person
entering the installation space is tracked by a computerbased agent. The agent presents a unique image and
sounds, which change as the person moves through the
space.

1. INTRODUCTION
We present a novel motion-based system, called Kuatro,
which has been developed as an extension of
jythonMusic, an environment for computer music
education [1]. Kuatro was initially developed in the
context of Time Jitters, a four-projector interactive
installation (see Figure 1), which was designed by LosAngeles-based visual artist Jody Zellen for the Halsey
Institute of Contemporary Art in Charleston, SC, USA.
While Zellen provided visual material and the overall
concept design, the authors provided interaction design,
sound design, and software implementation for this
immersive installation. Herein, we report mainly on the
sound and interaction design aspects of the installation, as
the other aspects have been presented elsewhere (e.g.,
[2]).
The Time Jitters installation provides an example of the
Copyright: © 2014 D. Johnson et al. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.
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Figure 1. This photo shows two people moving through
the Time Jitters installation. Three of the four walls are
visible. The left-most and right-most walls are interactive. Also visible is one of the two Kinects used in the
installation (top left), two of the four speakers, and one
of the four projectors.

As more and more people engage in the space, the
interactive walls become a collage of overlapping images
of different sizes and types, which are in perpetual
motion, as dictated by the number of people in the space.
Also sounds break free from the confined or static, highly
functional role they usually fulfill in traditional textures,
and take on a life of their own2.
This creates rich, immersive interactive experiences,
which consist of visual and auditory stimuli, resulting
from the agents sensing and reacting to human
1
2

See a video of Time Jitters, http://goo.gl/TIfpPl
Hear audio generated inside Time Jitters, http://goo.gl/eU1rBP
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movements. These experiences are unique every time,
depending on the number and movement of participants
through the space.
This installation was developed in collaboration with
the College of Charleston Computing in the Arts Program
[3]. This work spans several of the thematic areas of
ICMC, including gestures, motion and music, interactive
performance systems, interfaces for sound and music,
new interfaces for musical expression, sonic interaction
design, and human-computer musical interaction. It was
partially funded by the US National Science Foundation
and the South Carolina Arts Commission
1.1 Digital Interactive Art
Digital Art can be examined meaningfully by looking
into two main key areas: Interface and Interactivity.
Interface
refers
to
the
visible/tangible/audible
components that allow the capture, communication and
exchange of data, a juncture between independent
systems, a navigational tool that allows communication
between them. Interface allows and controls interactivity
by designing the role of the participant and the observer.
Ideally, interface is both transparent and self-explanatory,
though at times it can also be “meaningful” to the user,
by attracting her attention to the interface per se as an
object of design, rather than looking through it.
Interactivity is a challenging term, as it refers to broad
and constantly shifting ideas, and requires a multidisciplinary approach. As such, it has a decades-long
research tradition that challenges both artistic and
scientific paradigms. Spiro Kiousis’ attempt at offering a
definition states:
“…Interactivity can be defined as the
degree to which a communication
technology can create a mediated
environment in which participants can
communicate (one-to-one, one-tomany, and many-to-many), both
synchronously and asynchronously,
and participate in reciprocal message
exchanges (third-order dependency).
With regard to human users, it
additionally refers to their ability to
perceive the experience as a simulation
of interpersonal communication and
increase
their
awareness
of
telepresence.” [4]
This approach incorporates interactivity as both a “media
and psychological variable,” and suggests a close and
dynamic exchange among structure of technology,
communication context and user perception.
It should be obvious that there can be several distinct
approaches to designing interactivity. Claudia Giannetti
distinguishes media-assisted interactivity in three models:
(a) discrete or active systems, in which the user can call
content up but has no influence on the transmitted
information, (b) reactive systems, where external stimuli,
such as user control or altered environmental conditions
affect the work’s behavior based on feedback structures,

and (c) interactive systems, in which the user can
influence the procedure and appearance of the work,
through established temporal, spatial or content-based
relations [5]. Giannetti also classifies interactivity in
terms of behavior and consciousness as: (a) synaesthetic,
which involves various materials and elements, such as
image and sound, (b) synergetic, which takes place
between different states of energy, such as environmental
works, and (c) communicative/kinetic, between humans
or humans and objects [6, p. 8].
Clearly, the Timer Jitters installation falls under
Giannetti’s (c) categories in terms of both model and
behavior. However, the Kuatro system is much more
general than that, as it can be used to design different
kinds of interactive experiences.
1.2 Interactivity in Music
Performing music is by default an interactive activity.
Musicians rely on their musical training and performance
tradition to interpret a set of instructions by a composer
codified into musical notation, coordinate their actions
with those around them, and constantly adjust their
timing, volume, timbre and articulation in an interactive
manner, whether they follow a conductor, react to each
other in a chamber music setting, or engage in free
improvisation unaware of upcoming musical events
contributed by their band mates. Successful musical
performances rely upon their ability to remain constantly
engaged in the performance, and anticipate and react
meaningfully to the musical gestures of others within a
well-defined contextual environment.
Since its early days computer music has offered fresh
approaches to timbre and technical possibilities. Its most
important contribution however has been the examining
and development of new ways of interactivity between
composer and performer, performer and computer
generated sound, sound and physical space, performer
and physical space, and generated sound and audience.
In recent years, as computers have become able to
handle large data efficiently, composers have been
experimenting with expanding interactivity design to
include physical space, human gesture and multimedia.
Such interactions with the physical and visual domains
have allowed computer musicians to incorporate gestures
of a physical nature, which have forged new dynamic
relationships between the digital environment and the
external world and allowed novel structural and formal
possibilities. Some composers have captured and
imported such concepts into instrumental compositions
via computer assisted composition software. For
example, Composer Philippe Leroux used Open Music to
transform his own handwriting captured on a Wacom
tablet into pitch/rhythm patterns in his piece Apocalypsis
(2005). The handwriting was also transformed into
spatialization patterns for diffusing the electronics
through the surround sound speaker system [7]. Gesture
capture sensors have made interactive audio-visual
installation projects possible. Virtual Pottery uses hand
gesture to craft a virtual audiovisual installation
combining physical metaphors of 3D pottery objects and
sound shapes [8]. SoundLabyrinth, a multichannel
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interactive audiovisual artwork explores the relationship
between physical gesture and sound. Using the Kinect’s
skeleton tracking algorithm, it maps subject locations to
XYZ coordinates, and generates sounds fed to an
elaborate speaker system in a dome-spaced environment
[9].
Another example is Tom Mays’ Acousmeaucorps
interactive sound installation, which generates spatialized
sound by tracking movement and position data through a
video camera connected to a computer running
Max/MSP/SoftVNS. The human body becomes a
performance instrument, generating and triggering sounds
and building musical sequences through walking,
running, moving arms, and even flexing fingers. This
installation aims to encourage visitors to become creators
and performers of their own music and dance, by moving
through the space and experiencing the generated sounds
[10].
Interactive virtual environments may also be used to
analyze, represent, and interact with large data sets, as in
the AlloSphere. The AlloSphere is a 3-story spherical
structure designed as a fully immersive multimedia
virtual environment for scientific studies and artistic
performances. It was conceived as an instrument for
interpreting big data visually and aurally. AlloSphere is
based on the Device Server, a development framework
for mapping distributed interactive devices to visual and
auditory output using an OSC communication protocol
[11].

2. INTERACTION DESIGN
As mentioned earlier, Time Jitters was a multimedia art
exhibit for the Halsey Institute of Contemporary Art. The
first iteration of the Kuatro was developed to support the
environment designed for this exhibit. The environment
consisted of a 20’ x 14’ (6.1m x 4.3m) room with four
projectors displaying content on each of the four walls of
the room (see Figures 1 and 2).

2.1 Interaction Language
The overhead view of the space was mapped to an XY
plane and divided into four horizontal zones. Using the
Kuatro framework, users’ locations in the Time Jitters
space were tracked using two Kinects. Each of the
Kinect’s output data was processed by separate Kuatro
Client applications running on different workstations.
The clients sent sensor data to the Kuatro Server for
coordination within the Virtual World. After data
coordination, the Kuatro Server broadcast the users’
virtual world locations to all views registered with the
server.
In developing the Time Jitters exhibition we took
advantage of the framework to create two views, an audio
view and a visual view. The independent development of
the views afforded the visual artist and the composer
freedom to express their artistic visions. For each view
we mapped user events to specific actions. These are
further explained in the following sections.
2.1.1 User Events
The Time Jitters exhibit supported three user events:
• User Enters Space - When a user enters the space, the
Kuatro Server recognizes the user as a new user, adds
them to the virtual world coordinate space, and sends a
newUser message to all registered views (see section 4
for more information about the messaging protocol).
• Users Moves - As users move inside the space, the
Kuatro Server updates their coordinates in the virtual
world coordinate space, and sends userCoordinates
messages for each user to all registered views.
• User Exits Space - When a user exits the space, the
Kuatro Server removes them from the virtual world
coordinate space, and sends a lostUser message to each
of the registered views.

3. SOUND DESIGN
With the predefined user events in mind, we designed
modular soundscapes that worked well when there was
one user in the room as well as when there were multiple
users in the room.
Soundscapes were built by manipulating and layering
pre-recorded sounds emanating from crystal glasses.
These glasses were either
• “finger-bowed”, or
• struck with various objects within the resonant space of
a grand piano.

Figure 2. Time Jitters space. The interactive walls are
denoted with Kinect images.

The sound environment was meant to match the
physicality of the enclosed visual space of the
installation, with the perceptible piano resonance present
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in all the recorded sounds. At the same time, the sounds
were specifically designed to contradict the raw quality of
the news images by introducing a sense of familiarity and
calmness3.
Recorded sounds were heavily processed with standard
techniques, such as pitch shifting, time stretching,
compression, equalization and digital effects to produce a
wide palette of timbres that were organically related yet
diverse and interesting.
3.1 The Glaser - A Sound Exploration Instrument
In order to facilitate exploring various sounds and quickly
manipulating their attributes (e.g., frequency, volume,
and panning), we designed a specific instrument, called
the “Glaser.”4 The “Glaser” consists of three displays
with 8 sliders each (see Figure 3). These displays work in
parallel, i.e., the first slider (across all displays) controls
the first assigned sound, whereas the second slider
(across all displays) controls the second sound, and so on.

outputted values may then be used in the code that drives
the installation.
The initial motivation behind “The Glaser” was to
provide an environment to aid in the creation of the
various sound states in the Time Jitter project. However,
it is quite useful for other related projects.
3.2 Sound Assembly
Drawing from this library of processed sounds, textures
were built that aimed to be frequency-band specific and
harmonically coherent, approximating overtone series
spacing, bell harmonies, or even tonal-referential chords.
A “zero-state” texture was created to play continuously
when the installation space was empty of users with the
intent to attract the ear of passers-by and entice them into
entering the space. This was intentionally rich and wide
in frequency range, comprising eight layers of loops, each
set to a different and quite long loop cycle, so that it gave
the illusion of being non-repetitive, somehow stable and
catchy. The same sound material used in the “zero-state”
texture became the building blocks for the user-based
sounds (see Figure 4).

Figure 4. Sound design using sound building blocks in
conjunction with user events and Kuatro space zones
(see Figure 2).
Figure 3. Two of the three Glaser displays controlling
frequency and volume (panning is not shown)
for 8 different sounds simultaneously.

“The Glaser” allows the user to control volume,
frequency, and panning of eight audio samples
simultaneously. Each display’s faders are oriented to
match their natural orientation, i.e., frequency and
volume are vertical (low to high), and panning is
horizontal (left to right). As each fader is adjusted, the
corresponding audio is altered accordingly and that value
is displayed in a textual output window (not shown here).
It is important to note that this does not alter the actual
audio file, but only what is heard dynamically. The

3

Hear an example, http://goo.gl/eU1rBP
“The Glaser” is named after Matthew Glaser, a freshman computermusic class student, who designed an early version of the instrument.
4
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Each user event was tied to a musical attribute for
manipulation. Sound events were built with several layers
of the sounds mentioned above, organized into two
categories: a) “entrance” sounds and b) “in-the-zone”
sounds. “Entrance” sounds were conceived with a strong,
identifiable attack component that would occur once,
triggered by the entrance of a user into one of the
predefined zones in the installation. They were timbrally
rich and mostly percussive, so that the user could quickly
associate them with the corresponding shifts in the visual
elements, as well as the specific spot they occupied
within the installation space. Before the “entrance”
sounds died away, “in-the-zone” sounds were introduced
in a crossfade manner. These were multilayered textures
of sinetone-like sounds, tuned in ratios close to the
overtone series, occupying specific frequency regions,
and planned to complement each other in case of multiple
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users. They were looped in irregular time intervals so that
the resulting timbre was constantly shifting with the
intention that if a user stayed within a specific zone, they
could choose to focus on the shifting timbre and
experience the internal motion of the sound.
• User Enters Space - When the user entered the space,
the zone’s “entrance” sound was triggered, cutting off
the “zero-state” soundscape, and quickly crossfading
into the looped “in-the-zone” texture.
• User Moves - As the user moved within the space,
once the “entrance” sound had faded, the “in-the-zone”
sounds come to the foreground, which “follow” the
user by panning between the speakers, as the user
moves laterally within a zone.
• User Exits Space - Upon exiting the space, the “in-thezone” sounds fade out and the “zero-state” soundscape
fades back in.
A lot of care was taken to give each additional user that
may enter the space a different sound identity, so that
they could quickly associate their movements in the space
with their own assigned sounds, and at the same time be
aware or even surprised of how their sound worked with
or against the sounds of other users, therefore creating
motivation for users to move towards or away from each
other. Each time an additional user entered, the overall
sound of the installation space would appear to be
radically altered, yet within minutes, a new blend of
stability was established. The users were thus motivated
towards both making exaggerated moves and standing
still.
3.3 Visual Interaction Design
For completeness, we provide a quick overview of the
interaction design we provided to the visual artist. The
artist, Jody Zellen, was commissioned by the Halsey Institute, as part of her Above the Fold series. Using images
taken from the front page of the New York Times over a
year period, Zellen selected a number of images and digitally processed them until they became her own works.
The Time Jitters exhibit was designed to show users the
transitions that Zellen went through as she worked
through each piece.
Initially, the artist came to us with the idea to use 5
on/off sensor plates on the floor. We explained to her the
capabilities of the Kuatro system, and provided to her the
above interaction design.5

into the field of interactive music and art difficult for
composers and artists. The Kuatro has been designed to
reduce the technological barriers of developing sensorbased multimedia interactive art installations so that
composers, artists and interaction designers can focus on
expressing their visions.
The Kuatro was designed using the Model-ViewController (MVC) architectural pattern. Using this pattern
simplifies the development of interactive systems by
allowing for independent development of the various
Kuatro components. This allows composers, artists and
designers to focus on the components that are important
to their work. It also facilitates use of various controllers,
such as motion controllers like the Kinect or Asus Xtion
or gestural controllers like the Leap Motion or a
smartphone (e.g., iPhone). To help support heterogeneous
controllers and communication among various Kuatro
components, we provide a messaging API using Open
Sound Control (OSC) [12].
4.1 Architecture
Using the MVC pattern the Kuatro framework defines
three types of components, (a) Kuatro Clients, (b) The
Kuatro Server and (c) Kuatro Views. Figure 5 shows
where each component fits into the MVC architectural
model. Communication between the components is
handled via OSC messages (see next section).
The Kuatro Clients receive user input from the motion
sensor devices, and send it to the Kuatro Server. As part
of the framework, we have developed a client for the
Kinect and are working on an additional client for the
Asus Xtion controller.
The Kuatro Server receives data from the various
clients and normalizes it, coordinates data from
overlapping sensors (performing error correction through
averaging), and uses the data to update a virtual model of
the interation space being tracked. As the virtual model is
being updated, the server sends updated information to
the Kuatro Views.
The Kuatro Views receive information about updates to
the virtual model, and manipulate / update the user
interfaces defined by artists and composers.

4. THE KUATRO FRAMEWORK
Integrating motion sensors into interactive spaces is a
non-trivial task that often requires a deep understanding
of the sensor technology being used, thus making entry
5

See a video demo, http://goo.gl/TIfpPl
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Figure 5. The Kuatro MVC Architecture.
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Using the view components, artists and composers can
create their own interfaces to represent the data in various
formats. For example, an artist may create a Visual View
which displays and modifies their artwork based on user
location in the virtual world; or a composer my create an
Audio View which plays and modifies sounds they have
designed based on user location. The Kuatro framework
facilitates creating views with specific artistic objectives,
while keeping them independent from the rest of the
system.
The Kuatro was developed in Jython using custom
music and GUI libraries [1]. By using OSC in the
framework’s design, additional devices and views can be
developed using any language as long each component
implements the Kuatro’s messaging contract.

server just calls the view functions when needed, and the
views directly update themselves. Kuatro Views use the
following OSC messages:
• Register View - this message registers a visual or
sound view with the server providing connection
information to the view’s OSC port.
• New User - this registers a callback function to be
called when a new user is added to the virtual world.
When called, this function expects the new user ID,
and the XYZ coordinates.

4.2 OSC Messaging API
To support distributed heterogeneous components we
have designed a simple OSC protocol for the Kuatro
framework. Open Sound Control (OSC) was designed at
CNMAT as a transport protocol to support interactive
music. Using the concept of address spaces to organize
messages and parameters affords developers the
flexibility in design rather than having to adhere to strict
parameters that may not meet their needs. Since its
development in 1997, OSC has been used in a variety of
interactive instruments and exhibits [13]. OSC was
chosen as the messaging framework because the Kuatro
is designed for interactive spaces with heterogenous
components distributed over a network.
The Kuatro OSC protocol consists of messages that are
sent from the client and received the by the server at a
specific OSC address. The following section provides an
overview of the Kuatro OSC protocol.

• Lost User - this registers a callback function to be
called when a user is removed from the virtual world.
When called, this function expects the user ID.
• User Coordinates - this registers a callback function to
be calledwhen a user's location has been updated in the
virtual world. When called, this function expects the
user ID, and the new XYZ coordinates.
4.3 Adding Kuatro Components
Using the OSC API described in the previous section
adding new motion controllers and views is as simple as
registering new components with the Kuatro Server. In
cases where the viewing areas of devices overlap, there is
calibration step that must occur to ensure the Kuatro
Server recognizes the sets of data from the multiple
devices as being a single user. After calibration has
occurred, as a user enters the Kuatro environment the
Kuatro Server handles the coordination of data from the
separate devices to into a single set of data for the
individual user.

4.2.1 Kuatro Client-to-Server API
Kuatro Clients may send the following OSC messages to
the Kuatro Server:
• Register Controller - registers a controller device.
• New User - updates the virtual world with location
information about a new user, i.e., a user that has just
entered the controller’s viewing space. This includes a
unique user ID, and location coordinates.
• Lost User - indicates that a particular user has exited
the controllers viewing space.
• User Coordinates - provides location information
about a particular user as (s)he moves within the
controller’s viewing space.
4.2.2 Kuatro View-to-Server API
The Kuatro View-to-Server API allows views to register
callback functions to be called by the Kuatro server.
Using callback functions allows the views to encapsulate
and hide from the server what they do with the data. The
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5. PYTHAGOREAN TETRAKTYS
This section describes an on-going music composition
project involving the Kuatro framework. The title of this
project is Pythagorean Tetraktys. It has a strong
component of interaction between physical space,
perception of sound field and movement, and human
gesture. It is also a study in and an exposition on how
musical form can be constructed from primitive elements
following Pythagorean principles of harmony and sound
synthesis.
This composition project is based on and informed by
research results stemming a decade-long interdisciplinary
project in exploring applications of Zipf's law and fractal
geometry in the analysis, composition, and performance
of musical works, e.g., [14, 15, 16, 17, 18].
The Tetraktys was very important to the Pythagoreans,
as it symbolized the deeper mysteries of the cosmos and
its creation. Not much is known about the Pythagoreans
(they were sworn to an oath of secrecy) and the first
writings about them come from hundreds of years later.
However, various writings about the Tetraktys (and the
Pythagoreans) have survived, indicating the significance
of it, e.g., [19, 20, 21].
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Due to the limited space, herein we provide an
overview of the composition space and approach of the
piece.
5.1.1 Requirements
Pythagorean Tetraktys uses a single human performer
with a musical instrument (e.g., voice, guitar, violin, etc.).
The only requirement is that the instrument is portable. A
single computer running the Kuatro system, with a single
Kinect and a projector, is utilized. A wireless microphone
is used to capture the audio generated by the instrument
and transmitted to the computer's audio subsystem.
Visually, the composition is performed on the
Pythagorean tetraktys shape (see Figure 6).

Additionally, and most importantly, sounds are
distributed in space (using a combination of panning and
depth/reverb) in spatialization patterns that correspond to
the patterns of the Tetraktys points, recreating in physical
space perceivable structures that are also derived from
proportions similar to those that generate the sound
material. Based on the aforementioned audio-visual
structure, the narrative of the piece unfolds in space and
time, creating pathways in the space and musical texture
that enhance the perception of the Tetrakys proportions,
as well as explore inner relationships and sonorities
within this space. Finally, the audience experiences the
sounds through audio streaming software (e.g., Airfoil,
Airfoil Speakers app) on their smartphones connected to
a local WiFi network, and through individual stereo
headphones.

6. CONCLUSION

Figure 6. The tetractys (Greek: τετρακτύς) is a triangular figure arranged in four rows – one, two, three and
four points, adding up to ten. It was an important mystical symbol to the Pythagoreans.

5.1.2 Overview
The piece unfolds by having the performer moving
through a virtual space created by the Kuatro and
projected by the computer to a screen. The performer's
movements are captured by the Kinect, similarly to the
Time Jitters installation. As the performer steps on each
of the points defining the Tetraktys, he performs short
fragments of linear material, of which the computer
initiates a recording. When the performer steps off a
point, the computer loops and plays back the audio
recorded. The performer can control the looping
functionality (start recording, start looping, stop looping,
delete recording) based on his/her positioning relative to
a point.
The points are numbered 1-10 (starting from the top,
and moving left to right). The first point (top,
corresponding to 1) reproduces recorded sound as is. The
second point alters the looped audio by increasing its
frequency by 2, and lowering its volume by 1/2. The third
point increases the frequency by 3 and volume by 1/3,
and so on. In the end, the music recorded and looped by
the performer creates a texture modeled after proportions
similar to the harmonic (overtone) series (i.e., 1/1, 1/2,
1/3, 1/4, 1/5, and so on) producing a complex yet
harmonious combination of timbres and rhythms.
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We presented an overview of the Kuatro framework for
developing motion sensor based virtual environments. By
removing the complexity of dealing with multiple types
of sensors, the Kuatro enables artists and composers to
quickly and easily create any number of interactive
interfaces to realize their artistic visions. The Kuatro also
makes it simple for developers to introduce new types of
gesture and motion sensors into the system to extend the
levels of interaction available.
To further remove complexity from the implementation
of interactive installations, we plan to package Kuatro
clients as plug and play hardware devices. For example,
we plan to package a motion sensor such as an Asus
Xtion Pro with a small microcontroller such as the
Raspberry Pi. Users would then simply need to configure
the device with the IP address of the server.
The Kuatro has already been used in developing two
interactive installations so far. The first is the Time Jitters
visual art installation described in the introduction
section. The second is the Pythagorean Tetractys, which
captures a performer’s location within a triangular space
to generate and spatialize sound. We hope to use this
framework as the basis for many new interactive sound
installations and instruments.
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ABSTRACT
Developing the live-electronics for a contemporary electroacoustic piece is a complex process that normally involves the transfer of artistic and aesthetic concepts between the composer and the musical assistant. Translating
in technical terms the musical, artistic and aesthetic concepts by means of algorithms and mathematical parameters is seldom an easy and straightforward task. The use of
a particle system to describe the dynamics and characteristics of compositional parameters can reveal an effective
way for achieving a significant relationship between compositional aspects and their technical implementation. This
paper describes a method for creating and modelling a particle system based on compositional parameters and how
to map those parameters into digital audio processes. An
implementation of this method is described, as well as the
use of such a method for the development of the work O
Farfalhar das Folhas (The rustling of leaves) (2010), for
one flutist, one clarinetist, violin, violoncello, piano and
live-electronics, by Flo Menezes.
1. INTRODUCTION
The use of technology and computers in musical composition and live performance can be considered a standard
practice in contemporary electroacoustic music. This article will focus on the use of technology in the development
of electroacoustic compositions in the contemporary music
domain. More specifically, we present a method for modelling the live-electronics sounds and aesthetics of mixed
music (i.e. in the genre of electroacoustic music which began with Musica su due dimensioni by Bruno Maderna in
1952, which congregates instrumental writing with electroacoustic devices and resources).
When composing a new piece that involves technology
and acoustic instruments, the composer is faced with the
challenge of articulating his aesthetic ideas with the required technical implementation. In order to achieve this
goal, a mix of deterministic (i.e. structural) and heuristic
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(i.e. experimental) strategies is required. The sophistication and effectiveness of the final results of such an imbrication between structures and sonic events are determined
by constraint factors such as time, resources and the composers proficiency in dealing with technology and computer programming. Due to the artistic and technical complexity of such a task, a very common strategy historically
adopted by composers is to develop his/her composition in
collaboration with a technology expert, which in this context is known as a musical assistant [1][2].
In the development of an artistic work that is carried on by
an interdisciplinary collaboration between composer and
musical assistant, an exchange of information, ideas and
concepts takes place and becomes the interface through
which the artistic work will be “materialized”. This strategy directly affects the methodology and the final music
piece. When impregnated by a speculative spirit, the main
strategy is focused around the creation of new tools and
models. These are based on the conceptual aesthetic ideas
from the composer combined with the technical and technological skills provided by the musical assistant. On the
contrary, in musical works where such a collaboration does
not exist, the composer normally creates new musical and
conceptual ideas based on well-established tools and methods, which brings him/her to a “comfort zone”.
Despite the fact that the topics related to musical composition, aesthetics, musical informatics and audio processing are very well-established in the academic and commercial worlds, the work and practice of a musical assistant is
not yet formally developed in terms of formalized theory
and practice methodologies.
The methodology presented in this article describes a method
for modelling the real time electronics of a musical piece
using particles systems. The method tries to aggregate the
advantages of a creative exploratory approach and, at the
same time, to establish a basic structure that can be reused.
This constitutes a basis for developing the live-electronics
for different pieces by distinct composers and musical assistants.
2. BACKGROUND
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2.1 General live-electronics system
The live-electronics used on a contemporary mixed music piece is based on the combination of distinct compositional, technical and technological methods. Figure 1 de-
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Figure 1: Block-diagram of a typical live-electronics system workflow.
scribes the flow of information that usually takes place in a
live-electronics system, as well as the involved agents and
processes 1 .
With the current widely used dedicated programming environments such as Max 2 , Pd 3 and Supercollider 4 it is
possible for a proficient programmer to arrange, create and
modify a considerable variety of distinct digital audio processing algorithms such as pre-composed sounds, real time
synthesis, real time audio effects and real time spatialization. Each of these processes require a set of parameters
that must be controlled during the performance by a dedicated performer (usually the composer himself and/or the
musical assistant) and eventually also by the musician(s)
on stage.
The decision of which type of audio processes to use and
how to control their parameters must be a direct consequence of the musical ideas and concepts elaborated by
the composer. The factors that influence these decisions
1 This scheme does not consider the possible retroactive interaction
between electronics and musical writing itself, as described so pertinently by the composer Philippe Manoury as “partitions virtuelles” (virtual scores)[3], since it surpasses the goal of our purposes here. It does
not consider neither the number of performers nor the fact that not all the
performers are necessarily submitted to the live-electronics processes in
a mixed work with electronics in real time. The right side of the figure
shows the development workflow and on the left side the performance
workflow. The blocks inside the dashed lines represent the structures that
need to be implemented by the musical assistant.
2 www.cycling74.com
3 www.puredata.info
4 www.supercollider.sourceforge.net
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are the conceptual relationships between the acoustic and
electronic sources and the aesthetics of the final output.
In the scope of electroacoustic mixed music works, Mike
Frengel[4] proposed a multidimensional framework to analyse the possible relationships between the acoustic and electronic sources. In his framework he organized those relational aspects into nine primary classifications: segregational, proportional, temporal, timbral, behavioural, functional, spatial, discursive and pragmatic. In what regards
the technical implementation, the most important relationships are the timbral and temporal ones, representing the
spectral and time domains, respectively.
The final desired sound aesthetics has a major influence
on the decision of what kind of audio processes will be
used. For example, if we consider a combination of spectrum conservation with isochronous time, a possible solution would be to apply a time-stretching effect, which is
possible to be implemented using distinct algorithms. A
phase-vocoder time-stretching implementation and a granular time-stretching implementation can fulfil the same conceptual choice but the final sonority is substantially different.
The universe of possibilities that emerge from the combination of all imaginable relationships between the acoustic and electronic parts is immeasurable. Moreover, it is
also possible to interpret the different relational aspects as
a continuum relational space, where one aspect can trans-
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form into another through any desired path. Rigorously,
between instrumental layer and electroacoustic sounds there
are distinct levels of interactivity going from maximum
fusion to maximum contrast, as already discussed by the
composer Flo Menezes[5].
These combinations and transformations must be translated into the live-electronics system by controlling the behaviour, dynamism and interactivity of the implemented
audio processes through their respective control parameters.
In order to discuss the implementation of a live-electronics
system, we present a technical formalization of the structures that need to be implemented by the musical assistant.
We define a unique configuration of audio processes including their respective control parameters as a sonority
state. The conceptual transformations are translated into
sonority state transitions. Thus we define:
A sonority state at any state u:
Su

(1)

The group 5 of n audio processes that implement S u :
u

P S = {p1 , . . . , pn } , ∀n ∈ N, n > 0

(2)

The group of m low-level control variables (i.e. parameters) of each audio process pi :
pi

= {x1 , . . . , xm } , ∀ {m, i} ∈ N, m > 0, 0 < i < n
(3)
Considering A and B distinct sonorities states of the liveelectronics, we can define:
A sonority state transition:
X

T : SA → SB

(4)

The group of n0 audio processes that implement S A :
A

P S = {p1 , . . . , pn0 } , ∀n0 ∈ N, n0 > 0

(5)

The group of n00 audio processes that implement S B :
B

P S = {p̄1 , . . . p̄n00 } , ∀n00 ∈ N, n00 > 0

(6)

If the audio processes that constitute S A are the same
ones that constitute S B (pi ⇔ p̄i , n0 = n00 ) 6 , the transition T can be implemented by operating on the respective
low-level control parameters:
A

T : S A → S B =⇒ P S → P S
A

pSi → p̄Si

B

SA

=⇒ X pi

B

SB

→ X p̄i

(7)
(8)

A

If the audio processes that constitute P S are different
B
from the audio processes that constitute P S statement 8
is not valid, and the transition must be solved by creating
0
0
sub-states S A (a final state for S A ) and S B (an initial
5 Each audio process can have an independent role in the implementation of the sonority state, and the processes can be implemented to perform serially or in parallel.
6 We can not use the mathematical equality “=”, due to the fact that the
parameters are not the same, hence, pi ⇔ p̄i means that pi is equivalent
to p̄i .
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A0

state for S B ), where P S is constituted with the same auA
B0
B
dio processes as P S and P S with the same as P S ,
thus each sub-transition (right side of statement 9) can be
implemented by operating in the low-level control parameters as shown in 8.
(
A

T :S →S

B

=⇒ P

SA

→P

SB

=⇒

A

PS → PS
PS

B0

A0
B

→ PS
(9)

The control over the low-level variables (X pi ) can be
done in three different ways: algorithmically, by reaction
to acoustic parameters from the instrumental input using
audio features extraction, by the use of physical interfaces
(mouse, sliders, touch-screen, sensors, etc.). In order to
link the chosen input data to the respective low-level variables, a mapping function must be implemented. Thus we
define:
The group of l input variables of the live-electronic system:
Y = {y1 , . . . , yl } , ∀l ∈ N, l > 0
(10)
The mapping function m:
xpJi = mj (Y, t), ∀j ∈ N, 0 < j < m

(11)

where t is time (absolute or relative).
The mapping functions (mj ) play a fundamental role on
the overall implementation of the live-electronics. It must
facilitate the technical link between different data formats
and, at the same time, mathematically represent the path
through which conceptual transformations are performed.
Hence, in our live-electronics system we divide the mapping strategy into two different layers (as shown in figure
1):
• The conceptual mapping layer, where the aesthetic
aspects and conceptual transformations are mapped
into sonority states (S u ) and transitions (T ) through
u
audio processes (P S ) and mapping functions (mj ),
respectively.
• The parametric mapping layer, where the mapping
functions (mj ) are implemented and input data (Y )
is mapped to the low-level variables of audio processes (X pi ).
Despite the fact that parametric mapping is a widely researched and formalized topic, with implementation techniques ranging from as simple as one-to-one variable mapping with a deterministic linear function to many-to-many
mapping with stochastic and chaotic distribution[6][7]. Conceptual mapping strategies and methods are not formalized
and most literature on the topic represent the point of view
of a specific composer or musical piece[8].
As a consequence, the conventional implementation strategy of a live-electronics system tends to be focused only
on the low-level structures (audio processes and parametric
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mapping functions); there is no direct algorithm modelling
the dynamics of the conceptual transition. Additionally,
each of the transitions needs to be implemented individually by a unique set of functions and variable values. Subsequently, the implementation of the audio processes and
parametric mapping functions tends to be very codependent and the overall system turns out hermetically confined
to the respective musical work.
2.2 Particle systems
Particle systems are widely used in several research areas
for modelling and simulating complex events such as physical, natural, chemical phenomena, etc. Essentially a particle system is a useful modelling technique for describing systems that present highly dynamic and stochastic behaviours. In computer music, particle systems have been
largely used for data sonification, physically based synthesis techniques, algorithmic composition and audio effects
[9, 10, 11, 12].
A particle system is composed by a group of one or more
particles that are confined within a definite environment.
The dynamics of each particle is governed both by the
rules and constraints of the environment and by the interaction with other particles. Each particle contains a set of
attributes that controls how they react to the environment
rules. Different sets of attributes will originate different
types of particles. Attributes can be assigned stochastically
and the particle system can have, at the same time, different types of particles as well as distinct individuals among
the same particle group.
The system is regulated by a particle system manager
structure. This structure is responsible for controlling the
iterations, adding particles, removing dead particles and
calling the functions that are common to all particles such
as the set-up function where the initial values are assigned
and the update function where attributes are updated at
each iteration.
In the following section, we present an implementation
strategy that uses particle systems for modelling the conceptual transitions and uses the model as the foundation for
deriving mapping strategies and relationships between the
low-level structures.

The basic standard attributes of a particle must be predetermined so that each particle can perform the dynamic
behaviour required by the model. Usually this attributes
are composed by: position, age, Time-To-Live (TTL) and
status (dead/alive). The position is a vector with the same
dimension as the coordinate system. When a particle is injected on the system it receives the alive tag and it starts
with age = 0. At each iteration of the system the age is
incremented and when it reaches a value bigger than TTL,
the status is switched to dead and the particle is removed
from the system.
Based on this “audio process ↔ particle” concept, we can
adapt the formalization presented in section 2.1:
We define:
A particle that represents an audio process pi :
α pi

(12)
pi

The group of r standard attributes of particle α :
pi

Aα

= {a1 . . . ar } , ∀r ∈ N, r > 0

(13)

The group of q global attributes of the particle system
(interactivity input variables, global constants, etc.) and
the input variables Y .
G = {g1 . . . gq , Y } , ∀q ∈ N, q > 0

(14)

In order to implement a sonority state transition (T ) by
controlling the dynamics of the particles αpi , we need to
implement a set of mapping functions that links the lowlevel attributes of an audio process to the standard attributes
of the respective particle. Furthermore, we need to implement a set of functions that control the dynamics of the
particle by operating exclusively on the standard attributes.
Thus we define:
The function that maps a low-level variable to the standard attributes:
 p 
i
xpki = fk Aα
, ∀k ∈ N, 0 < k ≤ m
(15)
The function that controls the dynamics of the particle:
aps i = hs (G, t) , ∀s ∈ N, 0 < s ≤ r

(16)

where t is time (absolute or relative).
3. METHOD
Our method is based on the concept that the live-electronics
can be modelled by a particle system where each audio
process (pi ) is represented by a type of particle. Sonority
states (S u ) are represented by a specific configuration of
particles in the system and state transitions (T ) are achieved
by controlling the dynamics of each particle on the system.
In order to implement the model, we create distinct types
of particles, one for each audio process that needs to be
represented. Each particle type is characterized by a set
of specific and standard attributes. Specific attributes correspond to the low-level control variables of the respective audio process. Standard attributes describe the particles status and motion relative to the environments multidimensional coordinate system.
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Considering the case where pi ⇔ p̄i and n0 = n00 (same
as statement 7). We can state that:
A

T : S A → S B =⇒ P S → P S
A

PiS → PiS

B

SA

=⇒ αPi

B

SB

→ αPi

(17)
(18)

The addition of a new set of functions (hs ) to control the
sonority state transitions serves two purposes. The first, is
that by operating in hs , we only deal with the same standard attributes, regardless of the audio process that will
be affected. Also, the standard variables are a lot more
intuitive to work with; changing position in space with a
sophisticated gesture is a lot more “palpable” than controlling an abstract mathematical low-level variable. The
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second, is that the functions hs can be used to model the
conceptual transformations, thus offering a way for actually implementing the conceptual mapping layer.
In any case, the musical assistant always has the possibility of operating directly on fk . This offers an increased
flexibility to the implementation of the live-electronics system. Transitions that are very simple and obvious can be
omitted from the particle system and implemented directly
on the low-level variables, saving development time.
3.1 System implementation
In order to implement our method, we divide our liveelectronics system into two distinct parts; the particle system and the audio processes system. This separation is
justified by the fact that each system requires a different
set of programming tools.
Regarding the particle system, the implementation of several types of particles that share a common base can be
facilitated by the use of an object-oriented programming
paradigm [13]. For that reason we opt to develop the particle system in the C++ language. Also, C++ offers the possibility of integrating several libraries for modelling and
simulating complex dynamic systems such as Open Dynamics Engine 7 and Bullet Physics Library 8 .
Regarding the audio processes system, the technical development of the “audio process ↔ particle” concept implies that each audio process must be implemented as module, and the system architecture must allow for the dynamic management of any number of instances (i.e. voices)
of each module. Our solution for this problem relies on the
use of the Max programming environment for the implementation of the audio processes modules [14]. Each audio
process is encapsulated using the poly∼ object, which provides automatic voice allocation, voice management and
individual or general voice access.
The integration of both systems can be achieved in two
distinct ways: The particle system is implemented as a
stand alone C++ application and the transfer of data between both systems is done using the OSC communication
protocol[15]; the particle system is implemented in C++
and compiled as a Max object, hence the transfer of data
occurs internally in the Max application.
3.2 System features
3.2.1 Modelling vs Mapping
We define our strategy as modelling instead of mapping
due to the fact that a mapping strategy presupposes that
all variables are defined. As opposed to our modelling
strategy, where we do not need to know or define all elements beforehand. In our context, a mapping strategy assumes that the audio processes, low-level variables and input variables must be defined so that we can make logical
links between them. In our modelling strategy we may not
know the audio processes or the interaction input variables,
but we can still design a particle system for modelling the
conceptual transformations and musical gestures, and from
7
8

www.ode.org
www.bulletphysics.com
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that model we can derive conclusions on what kind of audio processes and interactivity would better suit our needs.
3.2.2 Micro-modulations, stochastic transitions
The overall behaviour of a particle system is controlled by
the particle dynamics and also by adding and removing
particles. Adding particles of the same type with a stochastic control over their attributes generates a cloud of particles that “floats” around a focus point. This means that
several instances (as many as the computer can handle) of
the same audio process hovering around definite parameter values can be generated. Thus creating a very dynamic
and organic sense of micro-modulations on the timbre and
sonority.
With this same principle, it is also possible to create stochastic transitions between sonority states, by controlling the
injection of particles in the system with a probability distribution that changes over time. Favouring one type of
particle in the beginning and migrating to a second type of
particle towards the end of the transition.
3.2.3 Spatialization
The model of a sonority state creates a direct relation between audio processes and the coordinate system. We can
take advantage of this relation and use it for audio spatialization, therefore linking the dynamic behaviour of the
particles to spatialization coordinates.
3.2.4 Re-usability
Implementing the particle system and the audio processes
as audio modules allows the development of different music projects using the same framework. Reusing the particle system structure for different works allows for the
musical assistant to dedicate more time in formulating the
musical gestures rather than spending time with technical
related programming issues.
4. EVALUATION
4.1 O Farfalhar das Folhas
In order to discuss the relationship between musical ideas
and their technical realization in view of musical informatics in the composition of O Farfalhar das Folhas 9 by Flo
Menezes, an electroacoustic piece for ensemble (one flutist
(flute in C, in G and piccolo), one clarinetist (clarinet in B
flat, in E flat and bass clarinet in B flat), violin, violoncello, piano) and electronics, it is advisable to understand
the original conception of this work.
Composed in 2010, this piece consisted on a homage to
the memory of the brother of the composer, the poet Philadelpho Menezes. One of his most inventive poems is inserted in the border of a catalogue of poems, and, being
read in the counter-sense of reading, reveals itself as something uncertainly inserted amid the leaves, as a kind of imponderable intromission inside the printed catalogue. By
9 O Farfalhar das Folhas was commissioned by MISO Music Portugal and was first performed on July 3, 2010, in Lisbon, by the
Sond’Ar-Te Electric Ensemble conducted by Jean-Sébastien Béreau, with
Flo Menezes, Paula Azguime and André Perrotta controlling the liveelectronics.
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manipulating this poem – classified by him as an intersemiotic one, crossing its visual, verbal and sonic aspects
–, we realize the image of an insect that wings against a
glass window. The sound of a /r/ emerges as an uncertain
inserted phoneme in the middle of the word “insect” (inseto = insect; inseRto = inserted), while one discovers the
poems verse: “An insert moves swiftly against the laws of
writing”.
The poet himself explains: “The reading of this poem
must start from the last pages and end in the initial ones,
and the pages must be rapidly manipulated with the fingertips, making up a kind of motion picture. Movement will
then assign order to its Alexandrine verse. The produced
sound of the rustling of leaves emerges primarily as a mere
noise against the reading of the phrase but is actually transfigured into the despair of an insect facing the misleading
transparency of a glass window, materialized here by the
intersemiotic de-codification process” [16].
The composition by Flo Menezes does not set in music
the poem, but is based on it as a kind of intersemiotic intersection. O Farfalhar das Folhas (The Rustling of Leaves),
a sine littera work in which the poem, projected on a transparent leaf, cohabits the same space of the musicians without being literally “intoned” by the piece, deals therefore
with three human conditions, continuously moving, even if
not always in a linear way, towards the last one – the greatest of all human desires: constraints, the libertarian act,
and finally the aimed freedom. All those human conditions
of living are structurally exposed in the main profile of the
piece, which is based on one of the harmonic techniques of
the composer, namely on his cyclic modules [17] as shown
in Figure 2.

Figure 2: Cyclic module of Farfalhar das Folhas.
For the world première of the work in Lisbon on July 3,
2010 and, three days later, in London, Flo Menezes wrote
some indicative words concerning its poetics: “Amid of
this aim of liberty, as utopian as necessary, the imponderable is unexpectedly inserted and struggles against the
constraints given by the conditioning of our own writings.
Quantum claustrophobia tends to limit gestures in spacetime (compressed intervals and rhythmic values, fragmen-
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tary interceptions). The libertarian act tends to expansion:
an insect that, becoming free of the misleading transparency
of that glass arresting it, rediscovers an infinite time and
space. And finally one can enjoy the many resonances and
correspondences flying freely in the air, no more as a liberated insect, but now as coloured butterflies tracing interesting trajectories in space.
But amid this process, that initial state was already reflected into the freedom itself, since the noise of that insect
winging against the glass window is indeed very similar
to that one of the wind freely rustling the leaves in a libertarian forest, in which every difference makes sense, for
Ezra Pound said once in a very pertinent way: “The human
beings differ from another as the leaves of trees ”.
To these three human states – restriction, liberation, and
freedom – the piece associates respectively micro-articulated
textures, extended durations, and finally resonances with
their loosing itineraries, to which correspond three spectral treatments in real time: distorted shuffling with ringmodulation; time-stretching; and synthesis in real time controlled by the musicians themselves.
4.2 About the live-electronics
The live-electronics for O Farfalhar das Folhas (The Rustling
of Leaves) was developed with the main objective of solving the problem of creating a synthetic resonance that would
follow the harmonic paths developed throughout the piece
with an ever-changing superposition of harmonic pertinent
frequencies. The resonance should also react to the musicians and highlight the most important notes as they were
played on the instruments. Additionally the composer asked
for specific audio processes (shuffling, ring modulation,
time-stretching) that make punctual appearances at specific
moments.
In order to match the challenge, the musical assistant utilized the method for modelling the transitions using particle systems.
The idea of an ever-changing superposition of frequencies can be thought of an analogy to a swarm of bees flying around a point of interest in an endless motion. From
this analogy we created the relation that each bee in the
swarm is a particle on the system and each particle represents an audio process implemented as a simple sinusoidal
oscillator with frequency and amplitude as low-level variables. Therefore our swarm is in fact a representation for
an additive synthesis and each particle holds the standard
attribute set plus frequency and amplitude attributes.
The ever-changing timbre sensation effect was achieved
by creating a relationship between the motion of the particles, the interaction with the musicians, the volume and
spatialization of each of the oscillators. Our particle system is implemented in two dimensions, the particles perform a standard circular motion around the center of the
system with a randomized radius limited so that they are
usually far from the center. They also have random angular velocity and can move freely in the clockwise direction. The amplitude attribute of each particle is mapped
to be inversely proportional to the radius of the circular
movement. In the center of the system (radius = 0) the am-
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plitude is maximum. Additionally the amplitude attribute
of each particle is mapped to the geometric distance of the
corners of the system, hence each particle is independently
spatialized in the quadraphonic sound diffusion system.
Each particle (or bee) is assigned with a harmonic pertinent note, chosen by a probability distribution function.
For each part of the piece the universe of possible notes
would change accordingly. The particles keep their birth
note until an interaction event happens. The interaction
events were: the soloist instrument (different parts of the
music had different soloists) plays a highlight-intended note
(we detect the note by means of pitch tracking); the digital
performer interacts manually on the system and inputs the
highlight-intended note.
When an interaction event occurs, particles that hold the
highlight-intended note start a different movement. The
idea is to use this motion to highlight and detach the specific note from all others creating a sense of pitch resolution in the resonance. This is realized by forcing the particle to move towards the center of the system by operating
on the radius attribute. When the particles reach the center,
they stay there for a brief instance of time and then return
to their usual peripheral movement. Due to the fact that
the amplitude attribute reaches the maximum value in the
center, during the period of time that the particle is moving
to the center, staying there and moving back, their amplitude is a lot bigger than the amplitude of the peripheral
particles, hence achieving the desired effect.
On the end of this detachment movement, when the particle reaches the usual peripheral trajectory, the frequency
attribute of all other particles (that did not participate on
the movement) is reset to a new value using the probability
function. This redraw of the frequency values creates the
sensation of an ever-changing harmony that in fact always
hold the same interval relationships, as determined by the
composer.
Figure 3 shows a complete detachment event.

growing variety of aesthetics and concepts explored by the
artists.
The method presented in this paper proposes a new point
of view to the work of the musical assistant: it addresses
not only pragmatic problems such as re-usability and modularity of implemented software, but also addresses the
fundamental problem of translating art into math.
The method has already been used in several compositions for different composers (O Farfalhar das Folhas by
Flo Menezes, A Laugh to Cry by Miguel Azguime 10 , Changeless I and II by Paulo Ferreira Lopes 11 ).
The implementation of the method implies that the musical assistant have advanced programming knowledge and
mathematical skills, therefore, the development of a user
friendly framework for implementing this method integrated
in the most commonly used computer music programming
platforms (Max, Pd, Supercollider) would be a very important task for the evolution of this method. Additionally,
the elaboration of a library of algorithms and respective
musical gestures would create an easier introduction and a
starting point for using particle systems in the development
of live-electronics systems.
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ABSTRACT
This paper is an attempt to analyse the relation between
sonification and music through a short enumeration of case
studies. Four pieces have been used to clarify this relation
and to understand how the different functions and purposes
of music and sonification can be preserved while combining both functions together.
1. INTRODUCTION
A recent (and accurate) definition of sonification ([1, p.9])
reads
Sonification . . . seeks to translate relationships
in data or information into sound(s) that exploit the auditory perceptual abilities of human beings such that the data relationships are
comprehensible.
Thus, sonification is a scientific activity which relates to
auditory display picking up from this latter field all the research and analysis carried out on sound perception.
Music is instead one of the oldest and most pervasive
known artifacts of human kind. The questions concerning its origins and a precise definition for this activity have
known many different stages and highs and lows in reputation among musicologists all along the twentieth century
to end up confined in some very specialised branch of evolutionary musicology ([2]). All in all, it is quite difficult to
set precise boundaries for music. This is why we will resort
to a witty reply given in a now legendary lunch meeting in
Cambridge between composer Luciano Berio and linguist
Roman Jakobson. The anecdote recounts that Jakobson approached Berio very directly: “Monsieur Berio, qu’est-ce
que la musique? [Mister Berio, what is music?]”. After
some hesitation, Berio replied “Music is whatever is listened to with the intention of listening to music” ([3]). We
maintain that this is the best definition that we can get for
music in that it encompasses all the music we have met
and known in life. While been almost useless as a definition in its generality, it does incorporate one element that
is of fundamental importance: human intention – which is
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completely arbitrary, dependent on culture and aesthetics
and subject to mood, fashion and social requirements (just
to name a few contexts which modify our intentions).
At any rate, it is clear that these definitions of sonification and music will not get us very far in our attempt to decide whether these two activities are related or not. While
sonification is quite precisely defined, music’s characterisation boundaries are simply too loose to be of any help
in trying to make some sense out of the relationship between the two. Given these definitions of course sonification can be intended as music – just as anything else can.
While the creation of music that can be intended as sonification is more difficult to achieve, and indeed it is hard
to find good reasons to do something like that (there are
some, as we will see, but they are the exception rather than
the rule). Thus, we tend to be wary of such approximate
combinations because they hardly add some insight while
they seriously risk to contribute to the general “noise” of
mundane observation. And by noise we do not intend the
poetic, musical sound that is often sought and modelled
in electro-acoustic music but rather that inconvenience in
information transmission precisely cornered by communication engineers.
Perhaps a better solution is to resort to the different purposes of sonification and music. True, music may have
very different purposes, but at least these can be confined
into three broad categories:
• rite,
• entertainment, and
• intellectual speculation.
We are confident that these three categories encompass most,
if not all, music activity. On the other hand, sonification
has one very specific purpose: scientific analysis. A major difference appears at last: music is an arbitrary activity carried out in a generally playful way to stimulate our
artistic inclinations (whatever those may be), while sonification implies a thoroughness which can be constantly
scrutinised, amended and improved using all the scientific
conceptual tooling that we have access to. That is to say,
for example, that “bad sonification” will be easily spotted
out by accurate scientific analysis, while “bad music” will
always be a personal judgement matter.
These considerations were necessary to justify our initial
skepticism in accounting for sonification and music as two
activities that have something in common besides sound
itself. However, because of the generality and ubiquity of
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music, it is difficult to rule out relationships simply out of
prejudice. Thus we embarked in the endeavour of sketching out some analysis of four real–world cases in which
some relationship could possibly be found to see what conclusions could be reached through some actual case studies.

2. REAL–WORLD EXAMPLES

Without claiming to be exhaustive but trying nonetheless
to encompass a variety of cases in which sonification and
music seem to overlap, we took into account four different
contemporary real–world examples – two musical works in
which sonification is related to the compositional processes
and two in which sonification is part of the performance
tools used by composers in a creative way. For the sake
of simplicity we will call the first ones “compositional”
examples and the second ones “performance” examples.

2.1 Compositional examples

Figure 1.
Salerno)

A performance of NASDAQ Voices (2005,

rithms. None of these patterns are pre–calculated and they
achieve their behaviour exclusively through data variations.
The installation may run in real time during any trading
session. For any of the sonified stocks, information such
as company name and profile, market capitalisation, and
description of the associated sound is available during the
performance.

The “compositional” examples are related to two pieces
([4]) is a paper that describes the technical details of the
that differ very much in nature and compositional prinsoftware toolkit that generates the actual sounds, while ([5,
ciples: The Sound of Nasdaq (2003) by Italian composer
6]) concentrate on the musical logic that is behind this famFabio Cifariello Ciardi, and The Radioactive Orchestra project
ily of works.
(2012) set out by Swedish composer Kristofer Hagbard.

2.2 The Sound of Nasdaq, by Fabio Cifariello Ciardi

2.3 The Radioactive Orchestra, by Kristofer Hagbard

The Sound of Nasdaq (2003) is the first of a number works
by Italian composer Fabio Cifariello Ciardi based on live
data coming from financial data streaming available over
the Internet. Other works by Cifariello Ciardi which represent variations over the same thematic idea are The Sound
of Xetra (2003), ASX Voices (2004), NASDAQ Voices (20052010), A BID match (2008), Nasdaq Match 01 (2010) e
Nasdaq Match 02 (2010).
These works are audio-visual installations based on the
sonification of real time trading data on the NASDAQ Stock
Market. Sounds and images are automatically generated
by price and volume variations of a variable number of
NASDAQ stocks. Depending on the country hosting the
installation, chosen companies may be related with local
culture and economy. They aim to establish a multimodal
real time landscape of the global economy that can be entered and explored by the audience. The installation uses
real–time data accessible through online resources to generate dynamic sonic patterns by means of mapping algo-
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The Radioactive Orchestra is a complex musical project
based on an idea by nuclear physicist Bo Cederwall (KSU
– Kungl Tekniska Høgskolan) and carried out by Swedish
media artist Kristofer Hagbard which is based on the creation of musical patterns using the radiation emission of
radioactive isotopes.
The Radioactive Orchestra simulates what happens in an
atomic nucleus as it decays from its excited states down toward its ground state. This decay happens in steps between
the different energy levels in the nucleus. Each transition
corresponds to the emission of a photon, a “gamma ray”
which is a characteristic energy equalling the difference
in energy between the levels. Every nuclide has its own
unique set of excited states and decay patterns, creating
its own musical signature, so to speak. Since the microcosmic world is ruled by quantum mechanics, even each
decay sequence is unique. It is a stochastic, random process, which leads to virtually infinite variations.
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fulfil some pedagogical purposes: “the idea is that the connection to music can inspire young people to learn about
natural sciences by making one of its most hidden phenomena available in a new way and exposing complexity
and beauty in the strange world of the atomic nuclei using
music” ([7]).

2.4 Performance examples

Figure 2. Kristofer Hagbard performing ad the Nobel Museum

The Radioactive Orchestra uses information on transition
energies and transition probabilities (each decay can often
proceed to different lower-lying levels, with certain probabilities that can be deduced from experiments) in order
to decide which kind of photon to emit. Its energy (measured in kiloelectronvolts, keV) is converted to an audible
frequency in Hertz, mapping pitch to gamma ray energy
in a direct form. The composer has further quantised frequencies constraining them to tempered pitches. Several
different nuclides can be picked out to produce polyphonic
textures.
The algorithms used in The Radioactive Orchestra are applied to a variety of different outputs: a record, live music performed with the algorithms, videos explaining the
project and a public website (http://www.nuclear.
kth.se/radioactiveorchestra/) in which anybody can try out these models.

Composition is not the only musical activity which has explored the possibilities of connecting data sonification with
music production. Most notably, composers and performers have used data coming from 3D tracking of gestures
and body postures during performance to contribute to the
final musical output of a given pieces. We will synthetically describe a couple of cases in this area, emphasising
their specific characteristics. Both works are described in
([8]), and both were created using a motion capture system
(Impulse Phasespace) to track the soloist movements. This
system is made out of a variable number of infrared cameras which can detect the movements of the leds that are
placed on the body part/object that is being tracked. Both
works call for the tracking of hand movements; these happen to move laterally or vertically at both sides of the instrument. In both cases the performer had a pair of gloves,
which featured 4 leds each. The so–called rigid body tracking modality was used: each hand was considered as a
unique rigid body defined by a matrix of positions of every leds in relation to the first one inserted in the chain of
leds. The system detects the center of gravity of that combination through a data triplet (the xyz coordinates) and
the accidental occlusion of one of the leds does not affect
the continuity of the tracking. The tracking is thus very
robust and suitable for live performances. The system can
be used with a variable number (> 2) of cameras. Generally speaking, the larger the number of cameras (and so the
points of view) the better will be the robustness of the system which will be less sensitive to the particular position
which the performer may assume. In live performances
however it is necessary to find the best compromise that
will allow this robustness without being too invasive from a
scenic point of view. In the particular case of the hyperbass
flute four cameras were used, placed on two stands placed
symmetrically at each end of the instrument in use: one
of them at 2.30m from the floor, looking at the performer’s
hands from the top, the other on the ground looking at them
from the bottom.

2.5 Ogni Emozione dell’Aria, by Claudio Ambrosini
Figure 3. A screen shot of the The Radioactive Orchestra
website

In addition to its artistic ambitions, this project aims to
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Ogni Emozione dell’Aria (2011) is a work for clarinet and
live–electronics by Italian composer Claudio Ambrosini.
In Ogni Emozione dell’Aria, both hands of the clarinet performer are tracked by a real–time motion capture system in
order to control the live electronics processing. The score
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calls for specific movements of the player (i.e. opening
arms) and the movement data captured by the system is
used to map the position of sound in space and to add
expressive intentions and new layers to the composition.
In this work, each hand is seen as a single independent
body: the left hand controls the location and movement of
sound in space while the right one is connected to timbral
effects (i.e. harmonising, non–linear distortion, etc.). Performance gestures are thus available to the composer who
selects them and notates them precisely in the score in order to replicate performances in a deterministic way. At the
same time, these new compositional parameters (gestural
movements) preserve the natural inclination of musical expression to be adapted to individual performance aesthetics
(what is generally called musical interpretation).
Delving into technical details, the live–electronics processing has been made using MAX/msp where two main
signal processing strategies have been developed: Dissolution A and Dissolution B. Dissolution A refers to the spectral processing of the clarinet sound through a threshold
FFT . Every spectral band is resynthesized when its amplitude is inside a given range delimited by two threshold
values (upper and lower). The bands that are resynthesized
can have an altered amplitude envelope (through the application of an attack and a decay transient); its pitch can be
altered too through transposition. A ring modulation with
a 3 kHz carrier can be further added to the altered sound,
filtered with the same frequency cut–off through a second–
order low pass filter. The sum of these two signals is then
filtered by a highpass shelving filter which can enhance or
attenuate the high frequency zones.
A particular example of Dissolution A is shown in Figure
4: in this case, the right hand is controlling while the left
one is playing. The X value of the right hand is controlling

Figure 5. Ogni Emozione dell’Aria, score at pag 9. Here
Dissolution B is used.

of Dissolution B is shown in Figure 5. Here both hands are
controlling the sound of a long note as explained in Tab.1.
The movement of sound in space is also a really important part of the sound processing: the sound of the contrabass clarinet is placed in space as if it was a point on
a Cartesian plane with axes left-right and front-rear. The
right-left dimension is managed through a linear mapping
between gesture and result, while the front-rear control
is constructed with a so called “rubber band algorithm”.
The gesture sends the sound away to the rear position; the
sound comes back slowly to a rest position unless there are
new upcoming sounds creating a new tension sending it
again far away. Performance gestures are thus available to
the composer who then selects and notates them precisely
in the score in order to replicate performances in a deterministic way.
Therefore, Ogni Emozione dell’Aria succeeds in transforming sonification in genuine musical processes (a complete video of the performance at the Sound and Music
Computing conference in Padova can be found in [9]).

2.6 Suono Sommerso by Roberto Fabbriciani
Figure 4. Ogni Emozione dell’Aria, score at pag 6. Here
Dissolution A is used: “The right hand seems to help the
sound of the clarinet to come out and then back in again”.

the output level, the Y value is controlling the transposition, the Z value is controlling the left-right spatialization
and the M value (its modulus) controls the front–rear spatialization. The X value of the right hand is controlling the
output level, In Dissolution B the clarinet sound is granularized through an FFT. The spectrum is first transposed
and then reduced to a sequence of sound grains realised
with an random selection of a few spectral bands which is
renewed with a period of 72 ms (micro-Mel). An example
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The genesis of this work began when noted Italian flute
player Roberto Fabbriciani intended to explore the expressive possibilities of the hyperbass flute. This instrument
was invented by Fabbriciani in the eighties following suggestions by composer Luigi Nono. The peculiar property
of the instrument is to be able to play very low frequencies, around 20-30Hz. It is a very large instrument made
by plastic pipes and it can be tuned to just one note at a
time. That is the main way it has been scored for in large
orchestral works, where it was used as a sort of pedal note
or choir (cf. for example La Pietra di Diaspro by Adriano
Guarnieri). The player only needs to hold the instrument
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Composer annotation
The right hand seems
to help the sound of
the clarinet to come out
and then back in again
(cf.
Figure 4)
The right hand is again moving the sound “out” of the instrument, but then it moves it
also to a higher pitch before
going back.

Both hands are controlling
the sound, since the performer is playing a long note
and carrying the instrument
with his knees. (cf. Figure
4)
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Motion Capture and Live
Electronics
Right hand:
X: Diss A output level
Y: Diss A transposition
Z: space Left-Right
M: space Front-Rear

the left hand along the X axis (right-left) controls the leftright spatialization (from the point of view of the listener).
The movement of the left hand along the Z axis (rearfront) controls the front-rear spatialization. The right foot
is used to push a pedal that activates a bank of delay lines
that extend and multiply the sounds. This bank is made by
5 delays with feedback with the following delay times: 3,
3.8, 4.7, 6.3, 7 seconds. ([10]) is a short excerpt of this
work which illustrates these concepts.

Right hand:
X: Diss A output level
Y: Diss A transposition
Z: space Left-Right
M: space Front-Rear

In this case, data sonification represents a true instrumental extension which augments the capabilities of a specific
instrument, thus making it suitable for solo performances
and recitals.

Right hand:
Y: Dissolution B level
Z: Diss B reverberation
level; Ring level
Left hand:
X: Diss A output level
Y: Diss A transposition;
space Left-Right
Z: space Front-Rear

3. DISCUSSION

We will now proceed to shortly analyse these examples
maintaining the separation between composition and performance because they introduce different aspects of the
interaction between sonification and music. We will leave
some overall remarks which apply to both domains for the
paragraphs at this section (cf.3.3).

Table 1. Ogni Emozione dell’Aria sonification mappings

with his hands, all the sound he is producing is coming
from the air of his lungs and can hardly be rapidly modulated. Roberto Fabbriciani wanted to explore the possibilities of having such an instrument as a solo player, able to be
expressive and intense. In order to do so, a motion capture
system has been used to detect the positions of the hands
that could control some live processing which adds several
layers of spectral expansion, distortion, and pitch transposition. Other specific gestures are used to move sound in
space through a spatialization system. ([10]) is a short excerpt of this work which illustrates these concepts. In this
case, data sonification represents a true instrumental extension which augments the capabilities of a specific instrument, thus making it suitable for solo performances and
recitals. The hands movements have been associated with
pitch, timbre and spatialization controls. The right hand
movement was associated to pitch and timbre control.
The movement of the right hand along the X axis (high low pitch): sound transposition in a two-octave range. The
played note can be transposed one octave up (the hand is
moved to the right) or one octave down (the hand is moved
to the left). The movement of the right hand along the Y
axis (low-high) controls the timbral brightness. The played
note is unchanged (low position) and becomes brighter if
the hand is placed higher. The movement of the right hand
along the Z axis (rear front): sound inharmonicity. The
played note is unchanged (behind position) and becomes
more inharmonic while moving the hand forward (towards
the public). The movement of the left hand was associated
to the control of the sound spatialization. The movement of
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3.1 Compositional examples

The interesting musical qualities of the NASDAQ pieces are
strongly related to the specific medium–to–large scale time
dimension of most financial stock entries. Very synthetically, the nature of these data set and their progress relates
easily and strongly with musical voicing and contrapuntal
devices such as thematic reiteration, canonic imitation and
sequencing. Furthermore, the timing is highly “musical”:
the variation rate is highly dependent on transactions that
imply human reaction times to some extent, thus resulting in medium–to–large scale evolution patterns that relate strongly with musical form and development. Furthermore, these evolution patterns are clearly interlocked over
different time–scales, thus turning into particular cross–
scale similarities that are so close to musical structure (e.g.
augmentations, diminutions, etc.). It is important to notice
that in this case the data is able to provide the time structure and evolution completely autonomously from human
intervention, leaving the “compositional freedom” to operate on specific aspects, such as the choice of timbre to
assign to each stock and the global tessitura range of the
work. That is to say that the stock market data has some intrinsic “musical qualities” – musical time in the first place,
and thematic imitation as a more subtle characteristic –
which can be put on display with no transformation whatsoever. This means, in turn, that the “sonification function”
is not jeopardised by compositional decisions and that it
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may still be taken up for display purposes independently
from the compositional purposes of the installation. At
the end of the day, these are the characteristics that make
the NASDAQ works musically interesting and convincing
in the first place. The deep environmental and varied connotational universe that financial markets generate on most
people add a welcome interesting programmatic layer to
the music – but this layer would be fairly senseless without
the strongly musical structure described above. It is unfortunate that a 2–3 bars excerpt does not convey any musical
sense because the NASDAQ works unfold on fairly large
time scales: the NASDAQ works can be only enjoyed in
their live setting, when stock markets take place with all
their numerical roughness.
The Radioactive Orchestra case offers a very different
scenario: the data (photon decay happening at atomic level)
has no relation whatsoever with the macrocosmic world
of human perception in which music takes place. Thus,
the composer(s) must inevitably resort to a large number
of wide–stretched translations and transpositions to extract
some musical sense out of it. In the end, what is left of
the original data is some sort of “musical signature” which
is indeed unique for every isotope; however, such “musical signatures” are, in themselves, too short and too simple to gain an interesting musical status of some sort (they
can hardly be called leit–motives because of their lack of
structure and variability). The short excerpt presented in
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3.2 Performance examples

When it comes to performance, it should be noted that
“true” sonification of instrumental gesture is already a well–
established technique that is used for several applications,
ranging from physiotherapy (cf.[11]) to instrumental pedagogy (cf.[12, 13]). However, when sonification is used
in performance its usage boils down to three fundamental
schemes:
1. the sonification of non–instrumental gestures which
augments the actual playing
2. the sonification of extra–instrumental gestures, added
by the composer to enhance the polyphony of the
piece
3. the direct sonification of specific instrumental gestures







 

 









signification (if any). The fact that the same set of data can
produce radically different musics (there is even a yearly
contest for web produced music) reinforces this overall impression. Inevitably, the “programmatic” content of music
(i.e. using music to make a sonic display of nuclear physics
processes) ends up being much stronger than the musical
message itself, since for most people the notion of “what
is nuclear physics” is quite mysterious while equally tempered melodies carried out on (mostly harmonic) synthesised percussive sounds are indeed more commonly palatable.

  
 






 

Figure 6. A transcription of a brief The Radioactive Orchestra excerpt created using four different isotopes
6 shows the density of these cellular repetitions outlining
their short–lived existence (both in physics and in music,
although transposed to a different time–scale). So the only
choice the composer is left with is to reiterate such signatures over and over (in a completely artificial and simulated way, because the time dimensions in which those
decays actually happen are completely unrelated to musical time space), possibly picking some timbral configuration out of an (arbitrary) transposition of the emitted light
spectrum. All the other parameters (starting pitch, tempo,
rhythmic structure, etc.) are arbitrarily chosen by the author(s). In this context the functions of data sonification
are completely lost and the piece carries a purely musical
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The hyper–bass flute improvisations by Roberto Fabbriciani (cf.2.6) clearly fall into case n.1: the hyper–bass flute
is an instrument than needs only the mouth to be played,
while the hands remain free from (direct) performance duties. Fabbriciani can then use his hands (tracked by motion
capture) to control the overall live–electronics processing
of the sound. The sonification establishes here a strong visual (and causal) connection to the resulting sound which
is a far better option both for the performer and the public
than a separate live–electronics performer idly sitting at a
console moving faders and pushing buttons.
Ogni Emozione dell’Aria by Claudio Ambrosini belongs
instead to category n.2. The form of the piece is divided
in sections, and the instrumental writing is designed to allow the performer to take turns as to which hand is actually playing the keys of the instrument, while the other
is kept free to add a further contrapuntal voice in the performance. In the last section the performer does not need
the hands on the instrument at all, thus adding two other
sources of voicing in the music. Of course, in this case
sonification enables the composer to add a metaphorical
and dramaturgical layer through these gestures; in the case
of Ogni Emozione dell’Aria, the sonified gestures build up
to represent the wings of a flying bird – while continuing to
serve musically through the sonified capture of the wrists’
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4. CONCLUSIONS

movements.
The third case is more common in the music literature: it
can be found, for example, in pieces by Adriano Guarnieri
or in the improvisations by Giancarlo Schiaffini on trombone. This latter instrument actually provides a good case
in point for case n.3, because the gestural component of its
instrumental playing (i.e. the movement of the coulisse)
is particularly well suited for tracking and successive processing.

This paper intends to be a contribution to the controversial
debate regarding the boundaries of two specific disciplines,
namely sonification and music composition. Our intention
was not to give a definitive answer to whether or not these
two disciplines do actually have anything in common, but
rather to try to enumerate the conditions under which such
communion can take place replacing a naı̈ve generalisation
with some sort of preliminary elaboration and observation.
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ABSTRACT

Mocap (motion capture) techniques applied to music are
now very widespread. More than two decades after the
earliest experiments [1], there are many scientists and
musicians working in this field, as shown by the large
number of papers and the technological equipment used
in many research centres around the world. Despite this
popularity, however, there is little evidence of musical
productions using the mocap technique, with the exception of a few that have been able to rely upon very high
budgets and very complex equipment. The following article aims to describe the implementation of “Neyma, for 2
performers, motion capture and live electronics
(2012),” [2] an interactive multimedia performance that
used a low budget mocap system, performed as part of
the 56th Biennale Musica di Venezia.

1.

INTRODUCTION

Neyma is an interactive multimedia performance focused
on the sound and the territorial identity of the city of
Venice. The work was commissioned by Biennale Musica
di Venezia and IanniX’s development team [2].
The general idea of the project had a dual purpose:

!

!

- the soundscape and the visualscape had to be made
through the hands gestures of the performers,
- the work had to be developed using low-cost or opensource technology and software.

- exploring the sounds of the city,
- exploring its territory.

!
!

In Neyma, therefore, 2 performers make up a soundscape
[3] and a visualscape [4] simultaneously and in real time
through only gestural improvisation with their hands,
using non-haptic sensors [5] and direct gestural acquisition [6].
The idea followed 5 basic principles:

!

!
!
!

- all the original sounds (pre-processing) had to come
from Venice,
- all the visual events had to be generated from a map of
the city,
- the soundscape and visualscape had to be composed in
real time,

Figure 1. Technical requirements.

In accordance with these principles the work was performed using the following technologies:
- Max/MSP [7], IanniX [8] [9], Synapse [10] and the
Open Sound Control content format (software tools),
- 4 laptops, a large video projector, 2 Microsoft Kinect
devices, a mixing desk, a multichannel audio system and
a Local Area Network (hardware tools).
The performer’s hand movements are mapped using the
mocap system formed by Kinect-Synapse-Max/MSP
(performer patch running on laptops 1 and 2) and related
data is sent to the main computer via the LAN network
(UDP format). Laptop 3 hosts the data translation/synchronization system (main patch) and the audio generation system (audio patch). Laptop 4, running the
IanniX software (video patch), receives data from laptop
3 and generates synchronized visual events (fig. 1).

!

Copyright: © 2014 First author et al. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.
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MOTION CAPTURE STSTEM

Each motion capture system is composed of a Kinect
device, Synapse application and a Max/MSP patch (performer patch). The Synapse app gets the raw input data
from Kinect and sends out OSC messages according to a
specific syntax:

!
!

Sequences are chains of triggers: in specific performance
sections, the consecutive selection of 2 triggers define a
sequence.
The location of triggers and gestures related to sequences
are initialized before the performance and all lie within
an action space that extends in front of the performer (fig.
3).

/<point of the skeleton>_pos_world <float of X position>
<float of Y position> <float of Z position>.
Axes are arranged on the basis of the performer’s point of
point of view. The app can recognize the skeleton of a
user, grab some key points from it and send the spatial
location out in relative values, with the pos_world being
the distance expressed in millimeters from the Kinect and
the skeleton point determined by the software. Three
messages per performer were used: right hand, left hand
and torso position (fig. 2).

!

!
!

!
Figure 3. Action space.

The initialization process consists of:
- the adjustment of the input threshold within the hand
action space,
- the determination of trigger points which represent the
centre of the sphere,
- the determination of sequence points.

!

All these settings are made by putting the performer’s
hands in a desired point in space which is then registered
into the performer patch by an assistant that stores the
related presets, the performer placing themselves in the
same spot used for the performance.

3.

!
!

!
Figure 2. Hand and torso recognition.

In Max/MSP performer patch, these messages are translated into:
- the speed motion of the hand,
- the distance of the hands from the torso, useful in obtaining a tracking of hand movements independent from
the distance of the performer from the mocap device.

!
!

With performer patch one can control:
- the spatialization of drones through the hand speed motion,
- the activation of triggers,
- the recognition of sequences. (see §3)

!!

INTERACTIVE AUDIO SYSTEM

The audio processing environment (laptop 3) consists in
the generation and spatial diffusion of sound events (audio patch) and is organized into 4 main modules: a sampler, a bank of automated gain faders (pseudo-random
algorithm), a bank of 12 spatializers and a reverberation
unit.
In addition to these, there is also a module for the extraction of the amplitude value of the signal consisting of a
bank of filters and peak meters that splits the spectrum
into 24 bands, detecting each amplitude value (vocoder,
cf. §4) and sending these to laptop 4 as the main control
variables of visual events (fig. 4-5).

!
!
!
!

These three controls are automatically activated in specific movements during the performance. Drones start automatically and move into an electroacustic space according to the speed of motion of the hands, the triggers being
single spheres in 3D space with an adjustable radius, activated by passing hands through the points in which they
are placed.
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ing to the type of samples received as input . The motion
algorithm is largely based on a matrix (controlling the
opening time of the channels) and the speed of movement
can be controlled manually (receiving data from the mocap system) or automatically, using the synced cue list in
the main patch.

!

Reverberation: a delay line reverb algorithm which allows the adding of a virtual environment and the simulation of the movements mentioned earlier. All variables
are automated by the same cue list in the main patch.

4.
!

!

INTERACTIVE VIDEO SYSTEM

IanniX is a graphical open source sequencer that allows
graphic representations of a multidimensional score [9].
This score is made up of three different objects: curves,
cursors and triggers. For the purpose of this project, only
the usage of curves manipulated in real-time through an
opportune patch (video patch) were considered.
The implemented score was a 2D map of Venice imported
in a IanniX project as a set of different curves defined as
B-Splines: by moving a point that belongs to a curve,
allowing a smooth animation (fig. 6).

Figure 4. Main patch diagram (laptop 3).

!

!
Figure 5. Audio patch diagram (laptop 3).

!

Sampler: a bank of 48 file players (24 for each performer)
that allows the playback of 3 types of sound events:
drones, triggers and sequences. Drones are long duration
audio files (up to 2 minutes) triggered by the cue list and
their function is like a “basso continuo”. Triggers are
short duration audio files (up to 12 seconds) activated by
virtual buttons around performers while sequences are
short duration audio files (up to 8 seconds) triggered by
the performers’ hand gestures (triggers chains, cf. §2).

!

Pseudo-random automation: a bank of 24 automated gain
faders that allows the output level of each sample to be
varied randomly, within a preset range. All variables of
the module are automated through the synced cue list in
the main patch. It is a basic system because it allows for
the quick setting of all the samples’ amplitudes and their
automatic control at run time, and at the same time it offers the possibility to simulate a “from near to far” (and
viceversa) sound effect.1

!

Spatializers: a bank of 12 spatializers organized accord-

!
Figure 6. Map screenshot.

Selected curves are moved in the third dimension (z-axis)
at precise time moments, via video patch. This patch controls the location of single or groups of curve-points. The
range and sign of movements were arbitrarily defined on
the basis of aesthetics.
By zooming, shooting at different angles, hiding and
showing groups of curves, it was possible to create a
video animation controlled in real-time by a predetermined score and the occurring audio events, the score
controlling which curves are visible, the zoom factor and
the shot angle. The audio amplitude obtained as well as
analysis using vocoding control the size of movements in
the z dimension and the transparency of the current visible curves. The 24-band vocoder used for the analysis
algorithm is a channel vocoder while the centre frequency
and bandwidth of each band are listed in the table below
and follow the 24 critical bands of hearing on the Bark
scale (table 1).

! Varying the direct signal and keeping constant the reverberated signal.
1
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!

!

5.
Center
freq. (Hz)

Bandwidth
(Hz)

Center
freq. (Hz)

Bandwidth
(Hz)

50

80

1850

280

150

100

2150

320

250

100

2500

380

350

100

2900

450

450

110

3400

550

570

120

4000

700

700

140

4800

900

840

150

5800

1100

1000

160

7000

1300

1170

190

8500

1800

1370

210

10500

2500

1600

240

13500

3500

The communications between Synapse, performer patch,
video patch, Iannix project, audio patch and main patch
are made possible using the OpenSoundControl content
format [12]. The LAn is set up as a mixed peer-to-peer
and client-server model network. The Synapse application/performer patch and Iannix project/video patch pairs
are couples of individual nodes in the P2P network in
which any communication is purely unilateral: mocap
data flows from Synapse to the performer patch and the
video score commands from the video patch to the Iannix
project. The main patch acts as a server coordinating
messages from the performer patch to the video patch
and the audio patch (fig. 8).

!

Table 1. Critical bands.

The video score is divided into 4 macro sections in which
different curves are pictured and manipulated in realtime. In each section there are 24 selected curve-points
which are linked to a specific band of the vocoder.
There is also a relationship between the curves and the
sounds used in a single section, the curves being parts of
the Venice map in which soundscape audio recordings
were made.
The resulting video is a conceptual animation of white
lines on a black background in continuous transformation
that ends in a bird’s eye view of a stylised Venice map
(fig. 6-7).

!

OSC DATA

!

Figure 8. LAN.

6.

SOUNDSCAPE COMPOSITION

As indicated above, all the sounds come from the city of
Venice, from characteristic spots in sound terms: the
Ponte di Rialto, Piazza San Marco, the Campo San Polo,
Piazzale Roma, Canal Grande, the Arsenale, San Giorgio
Maggiore, SS. Giovanni e Paolo and the Giudecca.
The collected sound samples were then processed using a
variety of techniques including granulation, ring modulation, convolution, frequency warping, spectral delaying,
filtering and vocoding.2
All these sound events were placed into 3 categories:
drones, triggers and sequences (see §3); in such a way
that each performer has his personal samples library.

!
!
!

Performer 1: 8 drones (4 + 4) , 16 sequences (8 for each
hand), 16 triggers (8 + 8, 8 for each hand).
Performer 2: 4 drones (2 + 2), 16 sequences (8 for each
hand) , 24 triggers (12 + 12, 12 for each hand).

!
Figure 7. Map screenshot.

The gestural improvisations were organized in such a
way as to obtain a circular structure formed by 3 types of
soundscape: virtual, surreal and real [11]. This idea was
applied in order to simulate an approach to the city, a tour
within it and a subsequent departure to other places (fig.
9).
In this structure each performer follows a time sequence
of instructions inside of wich he is free to improvise.

!

Performer 1:
0’00” / 3’00” - drones spatialization,
3’00” / 4’00” - triggers mode,
! Max/MSP patches (programmed on purpose).
2
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4’00” / 6’00” - sequences mode,
6’00” / 8’00” - triggers mode 2 (different sounds),
8’00” / 9’00” - drones spatialization 2 (different sounds).

6.P. Depalle, S. Tassart, and M. Wanderley, ``Instruments
Virtuels'' Resonance, pp. 5-8, Sept. 1997.

!!

Performer 2:
0’30” / 2’00” 2’00” / 4’00” 4’00” / 6’00” 6’00” / 7’00” 7’00” / 9’30” -

!

7.Cycling 74 home page : http://cycling74.com
8.IanniX home page : http://www.iannix.org
9.T. Coduys, and G. Ferry, “Iannix. Aesthetical/symbolic
visualisations for hypermedia composition,” in
Proceedings of the Sound and Music Computing
Conference, Paris, (2004) pp. 18-23.

drones spatialization,
triggers mode,
sequences mode,
triggers mode 2 (different sounds),
drones spatialization 2 (different sounds).

10.Synapse home page : http://synapsekinect.tumblr.com
11.B. Truax, “Soundscape, acoustic communication &
environmental sound composition,” in
Contemporary Music Review 15(1), London, 1996,
pp. 49-65.
12.OSC home page : http://opensoundcontrol.org

!
Figure 9. Performance.

7.

CONCLUSIONS

Both from the technological point of view and from an
aesthetic-musical perspective, the production of Neyma
was founded on the idea of economy and that of coherence. We attempted to use the smallest possible number
of technologies and focus our work on the software development of the mocap system and performance environments, aiming at maximum integration of the visual
and sound media. The creation of Neyma demonstrates
how it is possible to conceive a low cost motion capture
system that is both flexible and stable even in critical
situations, such as an interactive multimedia performance.

8.
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ABSTRACT
Illuminated manuscripts of medieval music contain rich
decorations in addition to handwritten neumatic notation.
Our project with composer Philippe Leroux investigates
the use of such handwritten symbols during the composition of his piece Quid sit musicus. We introduce pOM, an
interactive paper application and a library for the OpenMusic computer-aided composition environment which links
pen gestures over an old manuscript to compositional processes. The paper interface analyzes the stroke while writing and transmits several features to reactive programs in
OpenMusic. pOM allows the composer to define his own
functions and get direct musical feedback from pen interactions.
1. INTRODUCTION
Contemporary composers use computer-aided composition
(CAC) environments to create and run programs that combine algorithmic processing with musical material or notation. CAC tools feature advanced computational possibilities but are usually more limited in terms of interaction, which can prevent composers to express their musical intentions. As Eaglestone and Ford [1] argue, these
systems mostly focus on enabling the technical implementation of musical processes, rather than actually supporting
composers’ creativity. In general, composers interact with
CAC tools using a mouse and keyboard, when they could
also benefit from using other input and output devices [2].
The New Interface for Musical Expression (NIME) community studies new hardware and software for musical
expression but generally emphasizes performance over composition [3]. Usual approaches use gesture recognition [4]
or mapping techniques [5] to feed real-time sound synthesis processes with data coming from sensors.
The present work concerns the design of an interactive
system that combine CAC and interactive paper interfaces
to support composers’ creative process. Interactive paper
technology captures hand-written gestures on paper and
transmit them to the computer. In previous works, we
explored several possibilities using this technology to incorporate pen interactions into compositional processes.
Copyright: c 2014 Jérémie Garcia et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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Figure 1: pOM in action. Pen events on the paper interface
trigger musical processes in OpenMusic which and generate direct audio-visual feedback. Photo H. Raguet c Inria.

For example, the InkSplorer system allowed composers to
experiment with curves drawn on paper to control computerbased algorithms, and enabled interactive and simultaneous work on both media [6].
This paper presents pOM (literally pen-OpenMusic): a
project focusing on the integration of interactive paper in
the OpenMusic environment, and in the realm of computeraided composition in general. It details our work with
Philippe Leroux during the composition of Quid sit musicus. 1 An interactive paper interface captures and interacts
with drawn symbols over an old manuscript. The composer
used this interface along with an OpenMusic library to generate compositional material. Figure 1 shows the general
framework of the project. On the computer, a server application receives and handles pen interactions from the
paper interface, and an OpenMusic patch transforms the
transmitted data to control compositional processes.
Section 2 presents the musical motivation and background
of this work from the composer’s point of view. We then
describe the main technological components of the project,
namely, a pen-and-paper server system (Section 3) and a
prototype reactive framework developed in OpenMusic
(Section 4). We detail this framework and its use by Philippe
Leroux in Section 5. In Section 6, we discuss how pOM
helped the composer to explore and refine his musical processes using pen interactions, and present perspectives for
the project.
1 The piece Quid sit musicus was commissioned by Ircam and premiered at the Manifeste festival in June 2014.
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2. MOTIVATION: CALLIGRAPHIC GESTURE
AND COMPOSITION

3. INTERACTIVE PAPER INTERFACE

Philippe Leroux has long been interested in the ideas of
writing and gestures in his composition [7]. For example, his pieces VOI(REX) (2002), or Extended Apocalypsis
(2006/2011) use written letters, words or shapes as control data for CAC processes [8]. In these earlier pieces, the
composer used a mouse and/or a graphics tablet to input
gestures.
An important missing feature for the composer with these
interfaces was the availability of traces from the written
gestures, like the ink a pen would leave on a sheet of paper.
When writing on paper, composers can analyze, react and
correct their work depending on these traces of their own
gesture, but graphics tablet and other usual input devices
do not provide such tangible visual memory.
For the composition of Quid sit musicus, Philippe
Leroux wanted to reinterpret the calligraphic gestures of a
manuscript from Guillaume de Machaut, a composer from
the fourteenth century. The manuscript, similarly to other
medieval “illuminated manuscripts” [9], contains rich
decorations in addition to handwritten neumatic notation.
Figure 2 shows the principal excerpt of the manuscript of
the piece Ma fin est mon commencement by Machaut that
we have used both as a use case and as a compositional
input in this work.

Figure 2: Original illuminated manuscript.

In his piece Je brûle, dit-elle un jour, à un camarade
(1991), Philippe Leroux already used neumatic notation to
write the final score. However, he did not use CAC during
the composition. In the present project, he was interested
in giving new meanings to the calligraphic forms in the medieval manuscript by using several of their graphical and
dynamic properties in algorithmic or electro-acoustic processes. Image-based scanning and recognition techniques
could enable the conversion of the neumatic shapes into
musical information [10], but they could never recover information generated from the gestural act of actually writing the symbols. For this reason, the composer decided to
trace, himself, some excerpts of the manuscript with a digital pen in order to generate and receive information from
accurate calligraphic gestures.
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Interactive paper technology consists in tracking the movements of a pen over a piece of paper and sending them to
a computer for processing. A popular approach to implement such system is the Anoto technology, 2 which uses a
digital pen embedding a tiny video camera that detects the
precise location of each gesture with respect to a barely
visible dot-grid printed on the paper following unique and
localized patterns.
Previous works explored how this technology could support the work of contemporary music composers. The Musink project [11] showed that they could intuitively use it to
develop personal notations on paper over time. The annotations over printed scores were recognized and mapped
to online functions. However, this recognition occurred
only occasionally once the pen strokes were uploaded to
the computer, not while the user was actually writing.
More recent digital pens such as the ADP301 can stream
events in real-time via a Bluetooth connection. It is now
possible to interact directly with the computer from the
paper interface. InkSplorer [6] or PaperTonnetz [12] are
projects that use this kind of pen to let composers interact
in real-time with printed paper interfaces. In PaperTonnetz, a printed Tonnetz 3 is used as input for the generation of melodic or harmonic material. Pitches are played
while the user is drawing, when the pen enters or leaved
regions of the Tonnetz. Drawn paths can then be retrieved
and heard as chords or melodies thanks to additional penbased pointing interactions.
For the present work we developed and used a Java application (Figure 3) as a server managing connections between the paper interface and the other applications involved in compositional processes (in particular, the OpenMusic environment). This server application can create,
lay out and control interactive components on a virtual
page, and connect these components to other applications
via the OSC protocol (Open Sound Control [13]). It allocates the Anoto pattern to the pages and components before
printing them, and interprets the pen events at run-time,
sending adequate data to the connected applications. The
“digital ink” (a memory of pen gestures) can be stored and
reused in later sessions. Figure 3 presents the paper interface we created with Philippe Leroux. It shows two instances of a Machaut component containing a background
image. This component detects intersecting strokes to recognize shapes while the user is drawing, and computes features from these shapes. The instance on the top already
contains written input data.
With our server, each written stroke also becomes an “interactive component”, allowing further pen interactions.
For example, the user can “click” over a previous stroke
with the pen to trigger actions, as one might do with a
mouse on a standard GUI button. During these pen interactions on paper, the server sends OSC messages containing
the extracted features. A description of this interface and
its interaction with OpenMusic is given in Section 5.
2

www.anoto.com
A Tonnetz is a tone network which lays out the pitch as a graph according to interval relationships.
3
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Figure 4: Computation of a visual program represented as
a graph. (a) Demand-driven model: the value of box C
is requested by the user and triggers the evaluation of the
upstream boxes in the graph. (b) Reactive model: the box
H has changed and propagates an update in downstream
boxes whose value can be influenced by this change.
Figure 3: Graphical user interface to create, print and execute paper applications. The virtual page on the center
displays the interface, digital strokes and visual feedback.
4. REACTIVE PROGRAMS IN OPENMUSIC
The OpenMusic computer-aided composition environment
(OM [14]) is graphical and musical extension of the Common Lisp programming language [15]. OM programs are
represented as directed acyclic graphs which correspond to
functional expressions generating or transforming musical
material. They are created by the user connecting boxes
(functions, data structures and sub-programs) written either as text (in Lisp) or graphically (as patches). Unlike
real-time musical systems that react to internal clocks, external stimuli or data streams following a data-driven computation approach [16], computer-aided composition languages like OM execute programs upon user requests in
“deferred-time”, following a demand-driven strategy (see
Figure 4a).
Recently, a hybrid computational model has been proposed that combines this demand-driven approach with reactive event-driven computation within the OM visual programs [17]. In this model, each node in the program graph
has a reactive status. Reactive nodes transmit update notifications through their output connections upon the occurrence of events (see Figure 4b). An event in this context
can be the modification of a box value, or of a box input
value. It can be produced by user actions (e.g. while creating the program), by internal running processes, or by
external incoming data (e.g. received via MIDI or OSC
messages). Events propagate through reactive branches
of the visual program graph, and update (i.e., re-evaluate)
downstream-connected boxes.
This reactive model creates new opportunities to support
composers’ creative activity in OpenMusic without requiring them to significantly alter their pre-existing patches
in order to make them reactive. It is likely to ease composers’ experimental processes: when input data is manually parametrized, the new values automatically propagate to the downstream components of a patch according
to the reactive boxes’ status. The reactive model also permits OM visual programs to receive data from external
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processes and applications (in the present case, from the
interactive paper server). Incoming received data can then
immediately update the connected musical elements in the
compositional processes [18].
We developed or extended a number of tools in OM, inspired by equivalent tools in real-time musical environments, that fit this reactive framework. Below are the main
new OM boxes we used in this project:
• osc-receive runs a server thread listening to an open
UDP socket to receive OSC messages. Reception of
a message changes the value of the box, triggers an
event and propagates a notification in the graph.
• route-osc controls the propagation of a notification
by testing the address of an incoming OSC message.
It also stores in the corresponding outlet the latest
messages for each correct tests.
• om-send and om-receive allow to transmit notifications and data between different locations in the visual program(s), bypassing the graph connectivity.
Figure 5 shows two OM patches that use these tools to
process incoming OSC messages. Reactive objects are
identified with bold, dark red frames. The patch in Figure 5a
contains an OSC-receive box that transmits the messages
to the route-osc objects. The data filtered by route-osc are
used to build OM objects that are in turn “sent” via omsend boxes. In Figure 5b, the om-receive boxes receive a
notification and update data structures accordingly. 4
5. pOM
The pOM system combines an interactive paper interface
and reactive programs in OM (Figure 1). The pen server
application captures the pen events, recognizes drawn calligraphic forms and sends several of their features to reactive patches in OM. The patches convert incoming data
to musical material according to the composer’s choices.
They also react to specific pen interactions and provide
4 Note that our “data-flow” description here has mostly an illustrative
purpose: in reality only notifications are propagated, and the actual data
is computed and passed from one box to another following the demanddriven evaluation of the terminal downstream boxes.
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Figure 6: Writing on the paper interface. Left: The composer writing with the digital pen. Right: Visual feedback
on the screen including the extracted shape (light-blue), its
centroid (red) and main axes (blue and green).

(a)

(b)

Figure 5: Reactive parsing and dispatching of OSC messages in an OM patch. Reactive boxes are displayed with
a bold red frame.

Figure 7 shows different available features, computed by
the pen server and received in OM. These features include:
the list of strokes, the centroid, the duration, the pitch, the
category (“type”), two perimeters, the area, two main axes
and thickness envelopes.

direct audio-visual feedback. This section presents how
Philippe Leroux used the pOM framework during the composition of his piece Quid sit musicus.
5.1 Writing on paper and features extraction
The composer begins by tracing on the paper interface to
draw his own calligraphic forms over the original ones.
The pen-server groups both intersecting and close pen
strokes, compared using distance and time thresholds, 5
into single forms. Figure 6 shows the composer writing on
the paper interface and a detail of the visual feedback of
the form detection provided on the server’s graphical user
interface. For each detected form, this interface displays
data for: the strokes, the centroid of the strokes’ points,
an associated polygon and two main axes. The associated
polygon is the convex hull [19] of the form’s points. The
main axes are two orthogonal segments of the minimal enclosing rectangle of the polygon.
Philippe Leroux wanted to use several features of the calligraphic forms to control his musical processes. The composer defined six categories of forms to match the traditional neumatic forms, e.g. punctum, virga, porrectus. We
used simple heuristics with tests on width and heigh ratios
of the drawn shapes to classify them according to these
categories. The server interface highlights the forms with
different colors depending on their category (see Figure 3)
In case of recognition errors, the composer can edit the category of a shape with a pop-up menu which appears when
he selects a shape on screen with the mouse. Each symbol
is also associated to a single point, its centroid, which is
used to estimate a pitch in midi-cents precision depending
on its position relative to the lines of the staff.
5 We defined the thresholds from a previous strokes session recorded
at the beginning of the project.
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Figure 7: OM patch receiving pen features from the server.

5.2 Pen Interactions
Each time the user writes a new stroke, the pen server
updates and transmits features of the current form. It allows the composer to monitor the data coming from the
pen while writing, and to visually assess the result of the
recognition. The composer can also retrieve the features of
a previously drawn shape without modifying it by clicking
over an existing form with the pen. This pen interaction
uses the drawn strokes and the interior of the associated
polygon as an interactive selection area.
5.3 Musical processes in OM
Philippe Leroux designed several processes to create the
harmony of the piece, rhythms, melodic and harmonic gestures from the pen data.
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The main harmonic scale comes from the detected pitches
of the forms in the manuscript (see Figure 5b). For the
rhythms, he created talea, i.e., rhythmic motives, from proportions related to the classification of the forms according
to their category, duration, area or position in the manuscript.
Leroux also created additional harmonic and melodic content by transforming the main harmonic scale in various
ways, using techniques such as frequency modulation, pitch
shifting, distortion or simulation of the Doppler effect. All
these processes are controlled with the features extracted
from calligraphic forms, and the timing of the resulting
musical elements in the piece comes from a classification
of these forms.
We adapted the composer’s existing OM patches (see [8])
and created new ones to use the new data and take advantage of the reactive framework. Below, we detail three examples of processes involving different features from the
calligraphic forms: the strokes points; the speed of the pen
movements and the thickness envelopes.

Figure 9: Mapping the pen speed with a Doppler effect
transformation.

3. The patch in Figure 10 uses thickness envelopes of
a form to distort the frequencies of a chord. The
resulting chord-sequence is created from a single repeated chord distorted between the successive pairs
of values from the envelopes.

Figure 8: Converting a shape into a polyphonic sequence.

1. The patch in Figure 8 converts the strokes from a
form into a sequence of notes by projection of the
shape into a score. The patch offers controls for several parameters such as the number of notes, the duration of the sequence, its ambitus and whether it
should be polyphonic or “unfolded” in time (see [8]).
Another part of the patch, not visible in the figure,
filters the sequence with the main harmonic scale
pitches.
2. The patch in Figure 9 receives the pen stroke points
and computes a speed profile for the whole calligraphic shape. The box pdoppler takes a chord and
the speed profile to compute a sequence of chords
applying a Doppler transformation. Each chord is
shifted from a frequency determined by the speed
value.
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Figure 10: Frequency distortion with thickness envelopes.
In both Figure 8 and Figure 10, a play box is at the end
of the reactive chain: each time a message is received from
the pen server, the sequence is updated and rendered through
the OM MIDI player.
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6. DISCUSSION
We designed our pen server application and reactive programs in OM to support the input of calligraphic forms
and active exploration of compositional processes with a
digital pen. Using this framework, Philippe Leroux was
able to interactively visualize recognized shapes and features in OM while he was drawing. He could assess and
edit the recognition if necessary, either by drawing new
strokes or using the graphical user interface. Leroux also
frequently used the digital pen as a “pointing” device to
select previously drawn shapes and import their features
in OM. The composer created reactive patches in which
the input data update musical objects, and where the use
of play boxes (see for instance Figure 8 and Figure 10) establishes a direct causality between drawing gestures and
sounding musical results. By mixing pen interactions with
his regular use of the computer-aided composition environment, the composer was able to determine which forms
were the most interesting. From these forms, he created a
set of chords and note sequences that he used in the piece.
He explained that he used some of the patches as if he were
“improvising with a piano to search a chord color or a
convincing melodic suite.”
In addition to the features available for each calligraphic
gesture, the possibility to have data from all the forms inspired the composer to use new processes based on classifications of the forms. In his previous work using a graphics
tablet, such data was not available so he did not planned
to consider the relationships between different calligraphic
gestures as compositional material.
During the composition of his piece, the composer drew
several times over different versions of the paper interface
to adjust and edit his calligraphic gestures, using the feedback in OM as a reference. Once he was satisfied with a
particular realization, he could save it as a new interface
including recognized shapes, print it and use it as a new
support for interaction. In Figure 3 for instance, the top
component of the interface contains recorded forms from a
previous session. Figure 11 is the scan of a paper interface
used to explore and compare recognized forms. Barely
visible dots in the different forms are the traces of penpointing interactions.

these, we finally designed the current tools bringing visual program reactivity to the front, in order to let the user
determine himself the routing of incoming messages, and
change the data interpretation with regular visual programming tools. This approach may lead to more complex patches,
but it supports quick change in mappings and parametrization. Philippe Leroux continued to take advantage of the
reactive properties of the OM boxes after he finished using the paper interface. In particular, he worked on several
patches to convert classifications of chords created with the
calligraphic forms into control data for sound synthesis.
While the current technological set-up offers promising
possibilities for the composer, several aspects could still
be improved. First, the composer wished he could to use
pressure information but the digital pen does not provide
an accurate measure of this parameter while writing. Second, Leroux appreciated interacting with the ink traces left
by the pen, but explained that he was missing the ability
to erase strokes directly on paper, as he would do with a
pencil.
Instead, he needed to print an updated version of the interface before rewriting the incorrect strokes. Previous work
proposed methods to support erasing [20] but they require
building new ink cartridges for the pen.
Although the work presented here is strongly related to
Philipe Leroux’s compositional practice, other composers
with different approaches could easily design their own
OM patches to control different musical processes with
pen gestures. The reactive framework can also be used
to process OSC messages send by any kind of device, enabling opportunities to integrate additional input and output modalities within the CAC environment [2].

7. CONCLUSION
In this article, we introduced pOM, a framework that combines an interactive paper interface with reactive programs
in OM. We designed pOM in close collaboration with
composer Philippe Leroux in order to actualize his idea of
controlling musical processes by tracing over calligraphic
gestures in an illuminated manuscript. We showed how the
composer adapted and used pOM during the composition
of his piece Quid sit musicus.
The reactive framework combined with the pen interactions has proven successful in supporting the exploration
of several alternatives as well as refining his musical processes. We believe that this kind of environment could
be fertile for creativity as the composer can engage in a
partnership with the computer to iteratively improve his
patches and programs while exploring input data.

Figure 11: A version of the paper interface used to write
and compare the calligraphic forms.
Our initial implementation of the OM library had a background client interpreting incoming OSC messages to update ad-hoc “reactive objects” in OM. As the exploratory
nature of the project required frequent modifications of

- 389 -

Future work with Philippe Leroux will investigate the
control of the spatialization during live performances using this technology. In particular, we are planing to use
OM for creating interpolations between trajectories generated with two different forms before sending the result to
the spatialization engine. We are also interested in extending and studying pOM with other composers.
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ABSTRACT
This paper presents observations pertaining to elements
of expressive visual design for computer music, focusing
in particular on real-time integration of graphics and
audio. Specific projects are presented as examples and
case studies supporting a set of design principles. They
range from “user-oriented” to “aesthetic” and additional
observations. Examples are categorized into audio visualization, game-like interfaces, and mobile instruments.

1. INTRODUCTION
We perceive and operate on multiple simultaneous modes
of sensory input, including hearing (sound), sight (graphics), touch (interaction). These senses mutually reinforce
each other and are essential in deriving expression, meaning, and aesthetic appreciation when creating and experiencing art. Of our senses, sight and hearing are most
readily describable (and perhaps therefore most programmable on a computer). This paper focuses on this
intersection of graphics and audio, and strategies for expressive visual design for computer music.
Through designing graphics-intensive computer music
software systems, tools, and instruments over the last 10
years, the author has collected a set of principles for design and has developed a general philosophy. These
principles are not intended to be universal (or necessarily
original) but were arrived at through a sustained, iterative
process of designing graphical computer music systems.
These observations are targeted towards designers of
computer music instruments, apps, and audiovisual software, and serve to provide some rules of thumb, and food
for thought. Through a set of examples of specific software, instruments, and pieces, this paper aims to bring
these principles to light. To set the tone, the principles
are listed below – categorized into “user-oriented”, “aesthetic”, and “other”. They will be referenced as appropriate from the examples.
Copyright: © 2014 Ge Wang. This is an open-access article distributed
under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.
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Some User-oriented Design Principles
1) Real-time: make it so whenever possible
2) Design sound and graphics in tandem: neither should
be an afterthought; seek salient mappings
3) Invite the eye – of experts and newcomers alike
4) Induce viewer to experience substance, not technology; hide the technology
5) Do not be afraid to introduce arbitrary constraints
6) Graphics can reinforce physical interaction (especially
on touch screens)
Some Aesthetic Principles
7) Simplify: identify core elements, trim the rest
8) Animate, create smoothness, imply motion: it is not
just about how things look, but how they move
9) Be whimsical, organic: glow, flow, pulsate, breathe:
imbue visual elements with personality
10) Aesthetic: have one; never be satisfied with “functional”
Some Additional Observations
11) Iterate (there is no substitute for relentlessness)
12) Visualizing an algorithm can help to understand it
more deeply (and can suggest new directions)
13) Video games, movies (and just about anything) can
offer inspiration for visual design

2. VISUALIZING AUDIO PROCESSES
2.1 sndpeek and rt_lpc (2003-2004)
sndpeek began as a personal hacking project to make a

simple teaching tool to visualize waveforms and ShortTime Fourier Transforms (STFTs) in real-time, using the
microphone input (Figure 1). Accidentally, I noticed how
the real-time visual response to sound encouraged small
children (I was hacking at an extended family gathering)
to “experiment” by vocalizing many sounds, eventually
escalating into full-on screaming. Without any prompting from me, they intuited that higher frequencies ap-
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peared to the right on the STFT display (principle #1:
real-time whenever possible, and #3: invite the eye – of
experts and newcomers). There was even, briefly, a
competition for who can scream higher (in both loudness
and pitch), before the adults came in to put an end to the
enterprise.
In sndpeek, the direct and immediate mapping between sound and graphics is apparent – the time-domain
waveforms are simply drawn from each buffer of audio
as it arrives from the microphone. A Fast Fourier Transform (FFT) is taken for each buffer, and the magnitude of
each of FFT bin make up the spectral display. A sliding
history of the STFTs is kept and animated in a scrolling
waterfall plot [1]. The tool relied on the smooth animation and motion to convey information (#8: animate,
smoothness, imply motion).

Figure 2. The Audicle visualizing various elements of
the inner workings of a ChucK program; the center and
right pane show active and recent processes.

Although the Audicle itself was ill-fated as an integrated programming environment, it spawned the simpler
and much more successful miniAudicle [4], and served as
the foundation for later laptop orchestra graphical interfaces. It was also a proof of concept for deep integration
between graphics and complex audio environments in a
real-time context – and the challenges therein.
2.3 Converge (2010-2012)

Figure 1. real-time audio visualization; (left) sndpeek’s
waveform and waterfall plots; (right) rt_lpc visualizing various stages of LPC analysis and resynthesis.

We also implemented a successor to sndpeek, called
rt_lpc (Figure 1), a real-time linear-predictive coding
(LPC) visualizer that conveys stages in the LPC analysis,
source/filter transformations, and resynthesis via periodic
pulse train and all-pole filter derived from LPC coefficients. In creating this visualizer, the best takeaway for
us was that we had gained a much more complete understanding of the algorithm (#12: visualizing an algorithm
helps to grok it – and suggests new directions). We
then added a real-time visualization of the vocal tract
shape as sections from the LPC coefficient using Durbin
Recursion. More often than not, designing visualization
for a system seems to compel its designer(s) to really
understand its process.

Created as part of an audiovisual composition for the
Stanford Laptop Orchestra [4], the Converge visualizer
was designed to be a “visual blender” of hundreds of images and associated location data, timestamp, and user
descriptions – all collected using mobile phones from
users in their daily life [5] (Figure 3). The piece was an
exploration of the moments/sounds of daily life, memory,
and passage of time. Each image had a live timer that,
when enabled, highlighted our perpetual movement away
from past moments, e.g.,”2 days, 5 hours, 28 minutes, 3
seconds ago… 4 seconds ago…”.

2.2 The Audicle (2004-2006)
The Audicle [2] was an ambitious attempt at deep integration between real-time visualization and the inner
working of the ChucK audio programming language [3].
Implemented entirely in C++/OpenGL (as are most examples in this paper), the Audicle provided multiple
views of core elements of the ChucK virtual machine
(VM), including timing, processes (“shreds”), and scheduling (“shreduling”). Stats were tracked deep within the
ChucK VM, and conveyed to the Audicle for visualization. Originally envisioned to facilitate live coding performances as a type of “program monitor as performance
art”, the Audicle also contained an audio visualizer directly drawing from the real-time audio synthesis in
ChucK's audio engine, and an animated, physics-based
code editor (#1: real-time whenever possible).
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Figure 3. Converge visualizing and “blending” hundreds of user-generated photos.

An organic visual gesture involved exploding each image
into 400 image fragments, all subject to a gravitational
field that accelerated into a spiraling galaxy-like vortex
(Figure 4 and #9: don't be afraid to be whimsical and
organic). The shards can reform into their original images, or crumple into imploded balls of image fragments
(playing on the imperfections and idiosyncrasies of
memory). While these images were gathered prior to the
performance, and so were not necessarily personal to the
audience, they produced strong emotional response, possibly because the images were “mundane” moments of
everyday life that all can relate to (#4: hide the technology; induce viewer to think about substance).
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an interpolator takes the synchronization signals and
computes a velocity to animate the movement of each
critter, giving the appearance of smoothness (#7: animate, imply smoothness, motion) –offering an essential
game-like visual and interaction.

Figure 4. Converge’s “galactic vortex” visualization,
comprised of thousands of image fragments.

3. GAME-LIKE INTERFACES
3.1 Non-specific Gamelan Taiko Fusion (2005)

Figure 6. ChucK ChucK Rocket in action; (top) topdown view of game board; (bottom) perspective view.

3.3 LUSH (2010)

Figure 5. Interface for Non-specifc Gamelan.

Non-specific Gamelan Taiko Fusion by Perry Cook and
Ge Wang was one of the very first pieces created laptop
orchestra [6], and featured a local-area networked and
synchronized step sequencer. The ensemble is divided
into four sections; each of which can place any of eight
timbres, represented by colored squares, on the 8x4 sequencer grid. An animated cursor washes over the sequencer, as a human conductor issues instructions to each
of the sections regarding timbre and density. The interface was simple (#7: identify core elements to visualize,
trim the rest). The animation, while minimal, was designed to make an intrinsically discrete step sequencer
feel slightly more fluid.

Principle #9 encourages experimentation with the whimsical and organic. LUSH [8] offers a fairly literal interpretation with an “ecosystem” where schools of musical
entities (i.e., “fishes”) roam according to group flocking
algorithms. Each entity is encoded with musical information derived from non-deterministic finite automata, and
makes its way through patches of musical triggers. A key
aspect of LUSH is the aesthetics of motion and movement
of the flocks gracefully roaming through the system, adding an organic element of chance.

3.2 ChucK ChucK Rocket (2006)
ChucK ChucK Rocket by Scott Smallwood and Ge Wang
was a collaborative instrument inspired by the game Chu
Chu Rocket [7] (#13: video games can offer inspiration). Players instantiate mouse-like critters onto a game
board, directing them with arrows. As a critter runs over
objects, sounds are made. Visually, the critters dart
smoothly over the game-board; however, the underlying
system is a discretely timed grid. Furthermore, all computers in the ensemble are networked synchronized, making complex interlocking rhythms possible. Graphically,
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Figure 7. The LUSH musical eco-system.

4. INTERLUDE: INSPIRATIONS
In designing visuals for computer music systems, outside
inspiration can suggest new functional, aesthetic, and
technical directions. I believe that inspiration can and
should be taken from wherever one may happen to find
them. More obvious sources include synthesis or physical modeling parameters, aspects of the sound itself (e.g.,
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waveform, spectral data, features). Less obvious sources
of inspirations come from video games, cartoons, movies,
or simply how a branch might sway in a breeze.
Gratefully, the author has drawn inspiration from such
movies as Disney’s Fantasia [9]. Consider, for example,
“Sorcerer’s Apprentice”, where Mickey Mouse (the Apprentice) wields his absent master’s magic wand in an
attempt to “automate” his chores, only leading to chaos
and mayhem (Figure 8). The visuals and animation design for this segment are meticulously and artfully tied to
the musical score (by Paul Dukas 1896), a masterful example of conveying whimsy and magic through visuals
and music (as brooms and other household objects take
on personalities). At the same time, the Apprentice’s role
seems symbolic of our own as researchers and practitioners of a still nascent technology – it holds our fascination, and at times can feel like magic (and sometimes
ends up in a mess).

5. VISUAL DESIGN FOR MOBILE MUSIC
Mobile and other touch screen-based instruments offer
yet another dimension for real-time graphics, since the
display is also the surface of interaction, presenting
unique opportunities to couple visual design with physical interaction design.
5.1 Ocarina (2008) and Ocarina 2 (2012)

Figure 10. Animated fingerholes in Ocarina reinforce
physical interaction by responding smoothly to touch,
aimed to compensate for lack of tactile feedback.

Figure 8. Mickey Mouse conducting a symphony of
magic and mayhem in Fantasia (1940).

Other sources of inspiration come from Edward Tufte’s
insights on information presentation [10], to Toshio
Iwai’s musical games [11], and audiovisual suites like
Golan Levin’s Painterly Interfaces [12]; the latter documented excellent examples of designing interactive sound
and graphics as a single entity (#2: design visual and
sound in tandem), and foregrounding substance over
machinery. In yellowtail (Figure 9), Levin imposes the
mechanic of (#5: introduce arbitrary constraints) of
recording the gesture associated with drawing strokes,
and extrapolating this information to organically animate
each stroke while maintaining the essence of how the
initial stroke was drawn (#8: animate and #9: be organic). (All are examples of #13: anything can inspire.)

Ocarina, designed in 2008 [13], was an exercise to create
an expressive musical instrument specifically tailored to
the iPhone (Figure 10). The physical interaction includes
blowing into the microphone to articulate the sound,
multi-touch to control pitch (via four onscreen virtual
holes), and tilt to add and control vibrato. It embodies
many of principles listed above, as it was designed to be
visually inviting as an instrument/musical toy (#3 invite
the eye). The visual design was also an exercise in reduction (#7 simplify: identify core elements to visualize, trim the rest), choosing to show only the functional
fingerholes (and not the body of the instrument, which
was also intended as a statement that the phone is the
instrument) and visualization of breath and spinning particles in Ocarina 2 that respond to breath input (#9 be
whimsical and organic).

Figure 11. Ocarina’s globe: listening to and visualizing
other users around the world.

Much attention was devoted to the graphical interaction of the onscreen virtual fingerholes – they smoothly
expand when a touch is detected. The goal was to make
the experience feel responsive and also to compensate (to
an extent) for the lack of tactility of the flat touch screen.
Animated fingerholes help inform the user, often in their

Figure 9. Levin’s Yellowtail animates brushstrokes using information from the drawing gesture itself.
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peripheral vision, that they have covered or activated a
particular hole (#6: graphics can reinforce physical
interaction).
The social aspect of Ocarina is presented through a
visualization of the Earth displaying locations of recent
Ocarina players around the world, which also highlights
performance snippets (Figure 11). As accompaniment to
the melody, a dual-helix animation emanates from the
snippet’s origin on the globe, and peacefully swirls into
space, evoking both a sense of loneliness and connection.
Functionally speaking, this visualization is perhaps completely unnecessary, but aesthetically it seemed completely essential to convey a sense of magic (#10: have
an aesthetic; never be satisfied with “functional”), to
hide the technology (#4: induce viewer to think about
substance, not technology). The inspiration for the dual
glowing helix actually came from a visual effect in video
games, often used when a magic spell is cast or when a
character gains a new ability (#13: video games can offer inspiration).

5.3 Magic Piano (2010)
The core interaction in Magic Piano is exceedingly
minimalistic (perhaps taking principle #7: simplify to an
extreme), only involving falling flickering light particles
(representing notes) and animated expanding rings in
response to touch gestures (Figure 13). The lack of visible piano keys in this mode was in consideration of both
the small touch screen size and the lack of tactility in
distinguishing adjacent keys. The visual design, therefore, tried removing keys altogether, and encoded scores
in the animated falling particles to be played expressively
in time (#5 introduce arbitrary constraints).

Figure 13. Magic Piano’s “songbook” mode; user controls timing to play pitches encoded in falling particles.

5.2 Magic Fiddle (2011)
The Magic Fiddle was designed specific for the iPad
(Figure 12) and requires the user to hold the device near
the chin and shoulder, like a violin [14]. The bowing
interaction was replaced by an interaction that looks like
a swirling vortex of smoke when touched, implying an
active constant motion (#5: introduce arbitrary constraints and #8: imply motion). The graphics were, like
Ocarina, designed to enhance a physical interaction
(principle #2: use visuals to reinforce physical interaction) via responsive animations on the strings and the
bowing region. We focused on only the core interactive
elements (#7: simplify) and aesthetic elements (#9: be
whimsical and organic: glow), including an additively
blended neon glow on the strings and a flowing mist-like
effect in the background, which also gave the visual effect of depth while emphasizing the virtual fiddle strings.

Interestingly, this “songbook” mode is by far the most
popular in Magic Piano, one of Smule’s most popular
apps with more than 60 million users to date. By contrast, the “solo instrument” modes in Magic Piano (Figure
14) did feature visible piano keys, albeit contorted into
various shapes, including a spiral that slowly “breathes”,
and a linear form that oscillates (#9: be whimsical and
organic: pulsate, breathe). These whimsical modes
were initial design experiments, and were left in as solo
instruments. (Admittedly the contorted pianos are some
of the most unnecessarily difficult-to-play instruments the
author has ever designed – and experienced.)

Figure 14. The Magic Piano spiral keyboard mode:
whimsical (and notoriously difficult to play).

5.4 Additional Examples and Resources
Figure 12. (left) Magic Fiddle design; (right) final version on iPad.

The visual and sound design for Magic Fiddle proceeded in tandem through many iterations (#1: design
sound + graphics in tandem and #11 iterate), where the
visual design stemmed from the parameters of the bowed
string physical model (based on commuted synthesis),
and the graphics guided the features of the sound synthesis, suggesting how glissandi and pizzicato might work.
Ultimately, a glowing, neon-like aesthetic was adopted
(#10: have an aesthetic; never be satisfied with “functional”).
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Those seeking additional, related audiovisual instruments
can be found in MadPad [15] – a crowdsourced audiovisual sampling instrument, Leaf Trombone: World Stage
[16] – a crowdsourced social music ecosystem, Borderlands [17] – a performance interface specifically designed to visualize granular synthesis (Figure 15), and
more recently Auraglyph [18] – a handwriting driven
graphics music programming environment.
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Figure 15. Borderlands: a tightly coupled audiovisual
granular synthesis laboratory.

6. CONCLUDING REMARKS
Visual design for computer music carries on in many
different forms, yet perhaps much more as art than science. This is probably a good thing: it is difficult to envision a good design that blindly follows guidelines and
without art or some spark of humanity. The principles
here recur (some are much older than any works described here), and have bettered my work and the work of
my friends and colleagues; yet they are not meant to
stand alone – creativity and art are always essential. Perhaps these observations can serve as points of reference
or departure as we collectively continue to explore the
intersection of the sonic and the visual.
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ABSTRACT
We propose a search method, namely Query-by-MultipleExamples, that is able to search, within an audio sample
database, for a particular sonic characteristic. The characteristic is learned on-the-fly by means of multiple examples provided by a human user, thus avoiding ambiguities
due to manual labelling. We evaluate four variations of
the proposed method using ground truth provided by three
musicians. It is shown that, for queries based on sonic
characteristics, the query modelling process yields more
correct results than if several single-example queries were
executed in parallel using the same input data.
1. INTRODUCTION
Sound-based music is that in which the main discourse is
based on the evolution of sonic characteristics [1]. This
category comprises genres such as Electroacoustic, some
kinds of Electronics, Acousmatic, and Mixed Music. A
frequent part of the composition process in these genres
is recording sound samples from diverse sources and using them as material – either raw [2], processed [3] or as
inspiration [4] – for the construction of a piece.
Although it is common that a musician has a personal,
well-known sample database, the process of recording new
samples may be time-demanding. Collaborative databases
allow a composer to benefit from its peer’s recording work,
providing quick access to many more sounds than it would
be feasible to personally record. We propose a search method
that allows semi-automatic search using personalized criteria, allowing composers to find new, interesting sounds
in sample databases that are too big for careful listening.
Many content-based search methods rely on semantic tags
[5, 6, 7, 8, 9, 10] or other contextual data, like user ratings
or popularity [11], but these approaches are of limited use
for composers as they are often interested in sonic characteristics of an audio sample, not the identification or perceived quality of the recorded object. It is important to
note that sonic characteristics are often multi-dimensional,
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and composers are often interested in nuances [12], such
as “noisiness” or “brightness”, which may assume different meanings depending on the context [13]. Therefore, we
propose a data-driven system as a solution for this problem.
In a data-driven search system [14, 15], sound samples
are mapped into a RN vector space defined by low-level
features calculated from audio samples. These features
aim at encoding the multiple dimensions related to sound
perception, which means perceptually similar sounds are
likely to be closer to each other [16] according to some
distance measure [17]. However, it is impossible to know,
from a single element, what perceptual characteristics are
desired by the composer and what are not important; hence,
the search system requires, as input, two or more examples
so that it is possible to know which dimensions should be
considered or disregarded in the search process.
We propose a novel search method, namely Query-byMultiple-Examples, in which multiple examples are used
to train a search machine regarding what perceptual characteristics are desired by the user and what other characteristics may be disregarded. This aims at providing a
high level of customization in the search criteria. Thus, the
composer’s perception is quickly modelled and extended,
allowing the retrieval of sound samples in a big database
according to personal criteria.
This paper is organized as follows. The implemented
search methods are described in Section 2. The evaluation method, as well as the results, are shown in Section
3. Section 4 brings further discussion and Section 5 concludes the text.
2. PROPOSED METHOD
The proposed system is built as to merge two different
sources of information, as depicted in Figure 1. The first
source is the composer, which provides audio examples
of the sonic characteristic that is desired to be found (a
query). The second source is the computer, which aims at
extending, for all the database, the criteria applied to the
construction of the query.
By combining the objective, vector representation of audio samples and the subjective, perceptually-driven query,
the system builds a model for what it detects as the characteristic sought by the composer. This model is, then,
extrapolated, so that other audio samples that correspond
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assume that a model is better than another, hence a detailed
evaluation is necessary. Each method has its own rationale,
which will be described below.
The first method, Minimum Distance (MD), gives an element a score which is the inverse of the minimum Euclidean distance between itself and any element from the
query, as depicted in Expression 1. It is equivalent to performing a few queries-by-example (using single examples)
in parallel, and then selecting the best results. Hence, it
may not be considered as a valid method for Query-byMultiple-Examples.

Audio Dataset

Composer

Computer

Perception

Features

Query {ej }

{di } ∈ RN
Model

MD(di ) = 1/(min kdi − ej k).
j

Recommendation
Figure 1. Block diagram for the proposed system.
to that characteristic, are found. Then, the system yields a
recommendation, which can be used by the composer.
In our work, the calculation of features (yielding representations in the RN vector space) follows the same general structure used in previous work [16, 17], as described
in Section 2.1. However, we experimented several different methods for modelling queries. This will be described
in details in Section 2.2.

The second method, Minimum Mutual Distance (MMD),
was inspired by work by Schnitzer et. al [18], which observes that an element that belong to a cluster must not only
be close to the cluster but also distant from other clusters.
Hence, it scores each sample from the database with the
minimum distance between itself and an element from the
query minus the minimum distance between itself and an
element in the database, as described in Expression 2. Although this method is more complex than MD, it also does
not perform a Query-by-Multiple-Examples, but multiple
queries-by-single-example in parallel.
MMD(di ) = 1/(min kdi − ej k − min kdi − dk k). (2)
j

2.1 Feature calculations
The process of obtaining a vector representation in the feature space begins with calculating a framewise Short-Time
Fourier Transform, using 23ms frames, with a 50% overlap ratio, multiplying each frame by a Hanning window
and then calculating the absolute value Xq [k] of the DFT
of each frame. For each frame q, a set of acoustic features
are calculated, as described in Table 1. Also, the first and
second-order differentials of each features are calculated.
For each feature and its differentials, we calculate a set
of statistics. This set comprises mean and variance, which
give an idea of the general behaviour of these features. We
also obtain the slope (considering a linear regression) and
the value and time location of the maximum and minimum
values, to depict the evolution of features over time.
This process associates each audio sample to a descriptive
vector, which we expect to encode its perceptual characteristics. As it will be seen, there are many ways to model
multiple-example queries. This will be discussed in the
next section.
2.2 Models for queries
The modelling process for queries aims at detecting relevant sonic characteristics as described by the composer using examples ej . This process assumes that these characteristics are encoded within the objective RN feature space
defined by the calculated features (as described in Section
2.1). The model gives a score to each element di of the
database, and infers that the element with the highest score
also presents the characteristic desired by the composer.
We evaluated several methods for obtaining the model.
This was done because there is no particular prior reason to
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(1)

k

Third, we consider the Naive Bayes (NB) approach. In
this method, the elements of the query are used to estimate
the mean µn and variance σn of a gaussian model for each
dimension, which is assumed to be independent from the
others. Thus, the score of an element of the database is
given by:
NB(di ) =

N
Y

g(di,n , µn , σn ),

(3)

n=1

√
where g(x, µ, σ) = (1/σ 2π) exp(−(µ − x)2 /2σ 2 ).
The NB approach assumes that dimensions spanned by
features are orthogonal. There is no evidence that this condition is true, therefore we applied Principal Component
Analysis (PCA) to obtain an orthogonal projection B of
the query with a minimal approximation error. We expect
that this projection will be a better representation for the
composer’s perception than the raw feature set itself.
The projection is made using M − 1 vectors, where M
is the number of elements in the query, because this is
the maximum rank of the projection provided by PCA.
The projection is calculated using only elements from the
query, and then applied over the whole database. Then, the
naive Bayes approach is used normally as described above,
hence the method is named PCA-Bayes (PB).
Hence, four different modelling methods were applied.
Two of them are simple applications of simple query-byexample schemas, whereas the other two use the correlations within the query to build a different model. For comparison purposes, a random recommender (recommending
a random element from the database) was also used in the
evaluation set, which will be described in detail in the next
section.
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Table 1. Brief description of acoustic features
Feature
Description
Energy
Sum of the squared values of Xq [k]. Indicates how loud the frame is.
Spectral centroid
Centroid of Xq [k]. Correlates with the brightness of the frame.
Spectral roll-off
Frequency above which there is less than 15% of the energy of a frame.
Spectral flatness
Indicates how close the frame is to white noise.
Mel-Frequency Cepstral Coefficients
Vector representation of audio textures, inspired in cochlea models.

Acc1 =

# retrievals with at least 1 correct sample
. (4)
# total queries

Acc2 =

# correctly retrieved samples
# total retrieved samples

(5)
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Figure 2. Results using Acc1.
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The evaluation process aimed at detecting whether the system is able to retrieve audio samples from the database as
if the composer was searching for it.
To reproduce this scenario, we interviewed three composers, all of them graduate students from the Music Department. After a brief talk about their composition processes, we asked them to group pre-defined audio samples
(from a set of 51 elements, around 10s long, extracted from
a personal music collection) into subsets that made sense
for them, and, if possible, explain what criteria was used
for grouping. Their criteria was significantly different, as
it is discussed below.
Composer C1 stated that processed samples were used
as material in the piece composition process in order to
reach a particular sound characteristic. The presented sets
were predominantly grouped using characteristics linked
to auditory aspects of each sample. Typical grouping criteria were labeled dry/dark timbre, static harmonic sound,
brightness and compression and glissando.
Composer C2’s composition process uses the semantic
values of the audio samples, in addition to their sound. The
grouping process considered semantic-valued characteristics, that is, the context in which each sample was obtained.
In this case, grouping criteria were of higher level, such as
celtic, drums and prepared piano.
Composer C3 preferred to use sound samples as source
for granular synthesis processes. Grouping criteria was
based on auditory characteristics of samples, as well as
general semantics. Among the grouping criteria, it was
possible to find vocal, regular, synthesizer, orchestral and
attack modes.
The subsets presented by each composer were assumed
as ground-truth, that is, a query containing some elements
of each subset should find the remaining elements. Several
queries were made from each group, considering different
numbers of elements. The queries made from the groups
of each composer were considered separately, so that their
different reasoning towards the search process could be analyzed.
For each query, the system was asked to retrieve three
samples from the database. A retrieved sample is considered correct if it belongs to the subset from which the query
was made. Then, we calculated two accuracy measures,
Acc1 and Acc2, defined as:

Acc1 measures the probability that a query will retrieve
at least one useful sample, which is desirable because it
means that the search space has been narrowed. Acc2 measures the probability that a retrieved sample is useful, which
is also a desirable characteristic of the system. It is important to note that Acc1 is higher when the system avoids
false negatives, whereas Acc2 is higher when the system
presents fewer false positives.
We tested the system using all query modelling methods
discussed in Section 2.2. The results for the datasets related to composers C1, C2 and C3 were considered separately. Acc1 and Acc2 for each test case are shown, respectively, in Figures 2 and 3.

60
40
20
0
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C2
Composers

C3

Figure 3. Results using Acc2.
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3. EVALUATION AND RESULTS
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C2
Composers

C3

As it can be seen, the MD method performed worse for all
of the test cases. Nevertheless, its results are comparable to
those yielded by the other methods, i.e., it is not possible
to claim that the difference is huge. Hence, MD may be
considered a baseline method for further discussion.
Another key result is that MMD always performs better
than MD. This shows that its assumption – that an element
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that belongs to a set must not only be close to the set, but
also distant from the other sets [18] – is useful for our purposes. More interesting results, however, derived from the
application of the NB and PB methods.
In the case of C1 and C3, it is clear that PB outperforms
all other methods, considering either Acc1 or Acc2. However, in the case of C2, PB is outperformed by both NB and
MMD for Acc1 and has a similar performance considering
Acc2. This may be due to the grouping process performed
by composer C2.
Composer C2 applied a predominantly semantic grouping of elements, that is, elements that do not sound alike,
but are culturally related (for example: the sounds of Celtic
fiddles and of Irish tap dancers) were grouped together.
This means that the feature space – which describes auditory characteristics – was divided in several clusters with
useful data. This caused the MMD method to present a
better performance.
Also, NB performed better than PB for this case, which
shows that the original feature set defined better local maxima to the score function than the reduced-dimension orthogonal set. Although orthogonality is a desirable trait,
it is important to note that a high-dimensional space has
a greater chance to have at least one dimension in which
any points, chosen at random, are positioned in a linearly
separable convex hull. However, if more dimensions were
used in the PCA reduction, they would be linearly dependent of the previous ones, which means another method for
dimension reduction would be required.
The next section conducts further discussion on these results.

dimensionality-reduction techniques, such as Independent
Component Analysis (ICA) or non-linear PCA.
Although MMD – which corresponds to multiple queries
by single-example – outperforms NB and PB for the queries
corresponding to composer C2, it is important to note that
the system was built aiming at detecting sonic characteristics, rather than semantics. For the queries corresponding
to composers C1 and C3, which follow the idea of describing sounds without considering semantics, PB – a method
that clearly takes advantage of the correlations within the
multiple example query – outperforms all others. Therefore, the results show that the proposed system, using PB,
provided a meaningful contribution towards the problem of
searching for sound characteristics within a database.
Next section presents conclusive remarks.
5. CONCLUSION
We presented a search method, namely Query-By-MultipleExamples. It receives as input a few audio samples that
examples of a particular sound characteristic yields other
samples, from a database, that also present that characteristic. The method is aimed at extending the search possibilities of composers in the context of sound-based music,
that is, music based on the evolution of sonic characteristics.
The method is based on mapping all audio samples from
a database into a vector space using low-level acoustic features. Queries are received from the user and modelled,
yielding a score for each element in the database. We
tested four different methods for modelling the query: minimum distance and minimum mutual distance (corresponding to several queries-by-single-example executed in parallel), and naive Bayes and PCA-Bayes (corresponding to
query-by-multiple-example).
We evaluated all variations using ground-truth queries,
defined by three different musicians. They provided very
different proposals for the grouping of similar audio samples, according to their typical composition process. It
has been shown that considering the correlations within the
provided inputs improves the search accuracy for auditoryinspired queries.
The obtained results, however, do not account for the interaction between composers and the computer, which is
an important part of the composition process. Thus, it is
necessary to evaluate whether the wrong results yielded by
the system are useful suggestions (despite of being unexpected) or if they are just plain wrong, and, more than that,
how the system would behave in an unknown database.
This points a clear direction for future work.

4. DISCUSSION
One interesting point shown by the results is that they are
highly dependent on the criteria used by the composer for
classification. In our tests, Acc1 varied from 50% to 75%,
and Acc2 from 20% to 40%. This is a great relative step,
which has to be considered when performing future evaluations.
Although the system was evaluated using objective measures, it is important to note that it is a recommendation
system, which will interact with users. Hence, it is necessary to conduct further tests to detect whether the results
provided by the system are useful for the composer, despite
of not being expected a priori. These results may show if
the system is able to recommend useful samples (maybe
some sample that may be used, but the composer would
not have thought of about alone), thus allowing generalization towards a bigger database.
The results obtained above show that each mindset for
sample grouping – auditory or semantic – can be better
modelled by a different algorithm: auditory-based criteria
are well suited for the PB method, whereas semantic-based
are better modelled using MMD. This happens because the
dimensions spanned by acoustic describe auditory characteristics, which means semantic information is only present
as an underlying function of the acoustic features. Possible ways to deal with this situation may involve other
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ABSTRACT
Percussion
Part

The use of laptop computers to produce real-time music
and multimedia performances has increased significantly
in recent years. In this paper, I propose a new method of
generating club-style loop music in real time by means of
interactive evolutionary computation (IEC). The method
includes two features. The first is the concept of “breeding” without any consciousness of generation. The second
is a multiple-ontogeny mechanism that generates several
phenotypes from one genotype, incorporating ideas of coevolution and multi-objective optimization. The proposed
method overcomes certain limitations of IEC, namely the
burden of interactive evaluation and the narrow search domain resulting from handling few individuals.
A performance system that generates club-style loop music from the photo album in mobile devices is implemented
by means of the proposed method. This system is then
tested, and the success of performances with the implemented system indicates that the proposed methods work
effectively.
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Part...
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Figure 1. Typical Structure of Loop Club Music
A feature of club music is that short musical phrases become more and more transformed, and this stream of transformed musical phrases realizes the performance. The author expects that the IEC composition process itself is similar to the club music performance. Thus, a system that
realizes a real-time club music performance from the IEC
procedure has been developed.
1.1 Club-style Loop Music and Possibilities of
Applying IEC

1. INTRODUCTION
The application of interactive evolutionary computation (IEC)
as an aid to composition has been studied actively since the
second half of the 1990s. However, the target of most of
this research has been “off-line” composition. “On-line”
composition, whereby the optimization process is performed
in real time as music is generated, has received relatively
little attention. The author believes that the application of
IEC into on-line composition has not flourished because
the target of most past research is classical music. Optimization procedures for these previous studies represent
the simulation of classical composers’ ideas, and it is natural that only the final output is performed.
On the other hand, streams of loops, similar to those programmed into synthesizers and samplers, have become increasingly popular since the 1990s. This loop-music category includes techniques common in minimal classical
music. Representative music in these categories consists
of the repetition of very short musical phrases. Today, loop
music is synonymous with dance music for many listeners,
and is commonly referred to as “club music.”
Copyright: c 2014 Daichi Ando et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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There are many types of club-style loop music. However,
the typical style of this club music consists of a four-bar
loop that gradually changes with repetition. There are no
definite phrases or melodies.
Figure 1 shows an overview of the structure of four-bar
loop music. The loop may consist of percussion, bass,
melody, harmony, arpeggio, texture, and other sounds. The
one part excludes harmony progress part and texture sound
part, consists of 4 times repetition of 1 bar same phrase
pattern and the variations (also effected all phrases change
by harmony progress).
As mentioned before, we recognize that a loop-music performance consists of gradually changing and developing
this group of four-bar loops without definite melodies.
Most real-time generated performances using “Track-maker,”
a composer and performer of club-style loop music, consist of many prepared phrases that are switched through
the composition. However, Track-maker cannot prepare
an infinite number of phrases for one performance. Hence,
the performance and real-time generated music are almost
fixed.
Let us now consider applying IEC to music phrase generation. In evolutionary computation, the first generation
is generated randomly, and the reproduction operation is
stochastic. Therefore, the author expects that applying IEC
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to club-style four-bar loop music will assist Track-maker
in generating an infinite number of phrases. In addition,
note that multi-point optimization with population convergence, such as in evolutionary computation, is suitable for
generating musical variations [1]. The converged population includes similar individuals; thus, combining a music
phrase generator with evolutionary computation provides
many similar musical phrases. These are suitable for effecting gradually changing loop music in Track-maker.

Re-Init
Anytime
Population
Simulated-Breeding
No Heterogenesis
Evolution

Non-Replaced Individuals
Migration
Genome Storage

Assign Optional Individuals in Real-time

Multiple Ontogeny
One chromosome translated multi-phenotype

1.2 Overview of Proposed System
The purpose of the proposed system is to generate realtime club-style four-bar loop music and effect parameters
by means of the optimization process of IEC. The ideas
of a “breeding” procedure and an IEC interface are developed, enabling performers to enjoy and create a good performance using IEC.

Percussion
Part

Bass Part

Melody Part

4bar Loop Sequence

Figure 2. Proposed Method including Co-Evolution and
Multi-Objective Optimization

1.2.1 Co-Evolution and Multi-Objective Optimization to
apply Multi-Parameter Control
In IEC, users should listen and add their score separately.
Accordingly, the number of individuals making up the population should be small. Consequently, convergence is fast,
and the optimization falls into a local minimum or maximum on the first generation. In addition, many parameters
are required for music generation; nevertheless, IEC forces
users to optimize with a small number of individuals. This
indicates that IEC music generation imposes a large burden
on users.
In the proposed procedure and interface, the author adopted
the Genome Storage procedure for IEC [2]. The developed
procedure includes co-evolution and multi-objective optimization. To be specific, the proposed procedure does not
deal with concepts of “generation” used in normal evolutionary computation, but the procedure includes ideas of
Simulated Breeding and Genome Storage. Furthermore,
multiple ontogeny that generate many phenotypes from one
chromosome have been adopted. This technique generates
a huge number of parameters for music generation from a
small number of individuals. Figure 2 shows an overview
of the proposed procedure.
2. OPTIMIZATION PROCEDURE AND GENE
REPRESENTATION
2.1 No Heterogenesis by Simulated Breeding
The proposed breeding procedure reduces the user burden,
allowing simple optimization. This procedure is based on
Mutasynth [3], which includes the Genome Storage procedure. There is no complete heterogenesis. The user can
always re-initialize the population and crossover with past
populations.
Details of the proposed procedure are as follows:
1. Initialize population. Initial population is generated
randomly.
2. Store favorite individuals in Genome Storage.
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3. Select two optional favorite individuals as parents,
then instigate reproduction. New children are generated, provided that the generated population does
not replace individuals in Genome Storage.
4. Listen to the child population, then add favorite individuals to Genome Storage.
5. Select two individuals from the child population and
Genome Storage, then instigate reproduction.
6. Re-initialize population. Select two parents from reinitialized population and existing individuals. A
new mixed population will be generated. Store favorite individuals in Genome Storage.
2.2 Problem of Gene Representation in Past Research
The proposed system adopts genetic programming (GP) [4].
GP enables the representation of chromosomes as symbolic expressions (S-expressions).
An advantage of adopting GP for this compositional aid is
that an S-expression tree state program can represent gradually changing musical repetition very simply. The tree
state program representation has been adopted for many
composition-aid systems, such as IRCAM Open Music,
Common Lisp Music, AC Toolbox, David Cope’s systems,
and more. Many composers can easily understand the tree
state program as music; hence, we can say that the tree
state program is suitable for a composition system using
IEC.
The GP representation has been used for MIDI information in past research. For example, Laine generated musical phrases by means of numerical expressions [5], and
Johanson adopted function nodes to represent musical repetitions and chord terminal nodes [6]. Dahlstedt used a
recursive developing tree to represent musical repetitions,
and Putnam adopted GP representations to deal with synthesizer parameters [7].

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

Table 1. Function Node Set for Each Ontogeny
Numerical
+, -, *, /, pow and more
Calc Function Each has two arguments
Sequential
prog2(2), prog3(3),setParamA(1)
Exec Function and numerical calc function set

One
Chromosome

Sequential
Executable
Function Set
(Multi-Value)

Numerical
Function Set
(One Value)

However, these past techniques are limited, as one chromosome represents only one phenotype. Their optimization efficiency is bad, as the application of IEC deals with
only small-size populations.

Rhyrhm Array
from
Tree Topology

Synthesize
Parameter
Select Prepared
Rhythm or
Phrase Pattern

Synthesize
Parameter

Rhythm Pattern

Melody with
Terminal Node's
Value

2.3 Multiple Ontogeny
To solve the problem of the small population size in IEC,
the proposed system adopts “multiple ontogeny” to allow
each chromosome to make many phenotypes. This incorporates the ideas of co-evolution and multi-objective optimization.
Figure 3 gives an overview of the multiple ontogeny. In
the first step, the chromosome consists of only numerical
calculation function nodes. The ontogeny process replaces
the numerical function nodes by another set of function
nodes based on the node labels. On the left side of the figure, the chromosome tree consists of only numerical function nodes. These are not replaced, directory ontogeny is
applied. The center of the figure shows an example of replacing sequential executable function nodes. Table 1 lists
some examples of function node sets.
The chromosome program outputs one scalar value. This
output is adopted as a synthesizer or musical phrase generation parameter. In Section 2.3.1, this scalar value is
adopted as a synthesizer parameter, and then for musical
phrase generation.
In contrast, the sequence of executable function nodes
in the center of the figure are used for general evolutionary computation. The function node “progn” is placed as
the top node, and the chromosome program executes sequentially. In this case, function nodes “setParamA,” “setParamB” are included in the function node set. These function nodes set the values of parameter A and parameter
B. This sequence of executable function nodes is able to
set multiple parameters for the synthesizer, and a variable
number of parameters can be controlled by the chromosome. Details of this function node set are discussed in
Section 2.3.1.
The right side of the figure shows that the ontogeny generates phenotypes from the topology of the tree chromosome, rather than by evaluating the chromosome program.
This ontogeny is described in Section 2.3.2.
2.3.1 Ontogeny for Synthesizer Parameter
The proposed method provides three ways of obtaining
the synthesizer parameters from the chromosome program
output. As mentioned in Section 2.3, all chromosomes are
evaluated in these three ways.
The first method obtains one synthesizer parameter from
the numerical calculation function set. In this case, one
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4bar Loop Sequence

Figure 3. Multiple Ontogeny: Several Phenotypes Generated from a Chromosome
chromosome outputs one value. Thus, it is useful if the
outputted value is an important synthesizer parameter.
The second method uses the sequence of executable function nodes to obtain many synthesizer parameters. A weak
point of this method is that many parameters are generated
randomly, and there are inevitably certain ones that cannot generate any sounds in the synthesizer. Consequently,
generating all of the parameters is not suitable, and it is
preferable to generate only important parameters.
The third method is applicable when the number of oscillators and parameters are fixed, generating an envelope
time-line from the chromosome. In GP research, function
node sets are frequently used to generate time-series values for problems of function regression. In particular, in
the club-style loop-music scene, track-makers regard the
envelope of the synthesized music to be important. Hence,
this method works very effectively.
2.3.2 Ontogeny for Musical Phrases and Sequences
To generate musical phrases and sequences, there are currently two ontogeny-based approaches. The first generates
one value by means of the numerical calculation function
set, then selects a phrase from a previously prepared phrase
set. The second approach generates musical rhythm patterns and phrases from the topology of the chromosome
tree.
The first method is applied when specific phrases are predominant in a piece and genre, as fewer phrase pattern variations are needed.
The second method is a generative approach, and is applied to the main and sub-phrases if the time and scale are
suitable and give no sense of incongruity.
Figure 4 illustrates the second ontogeny-based method.
(1) is a chromosome consisting of only numerical calculation function sets. In (2), we remove the function labels
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and terminal nodes. The time signature of the piece is set
into the top node. In (3), if the parent node is a binary tree,
half of the value of the parent node is given to the two child
nodes. If the parent node is a triplet tree, we assign a third
of the value of the parent node to each child node. Lastly,
in (4), the generated rhythm pattern is fixed for the time
signature of the piece. In the example in the figure, rhythm
patterns of “Quarter,” “Eighth,” “Eighth,” “Quarter,” and
“Quarter” are generated. The values of the terminal nodes
are used for the pitch array.
3. IMPLEMENTATION: GENERATE
CLUB-STYLE MUSIC FROM PHOTO ALBUM
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Figure 4. Ontogeny to Generate Musical Phrases and
Rhythm Patterns from Chromosome Tree Topology

In recent years, mobile devices such as the iPhone and iPad
have been utilized for photo storage. In addition, many applications that enable the performance of generative music
have been developed for such devices.
The author believes that combining the demand for generative music and photo album storage in mobile devices will
allow the generation of club-style loop music from within
the stored photo album. Prototype software is developed
and described.
In the past, many software applications and techniques
have been proposed for the generation of music from photos. However, most past software enables only static and
deterministic music to be generated by mapping from photos.
The proposed system incorporates a dynamic and stochastic music generator controlled by the performer. The proposed system provides multiple possibilities for real-time
music generation.
To implement the proposed system, we use SuperCollider 1 to process the evolutionary computation, phrase generator, and real-time synthesis, and Processing 2 as the GUI.
The sound and evolutionary computation engine and GUI
communicate using OpenSound Control 3 . All implementation languages are free from executable platform. The
sound synthesis and ontogeny parts running on SuperCollider are implemented independently from the system, so
the performer can easily program such modules for their
pieces and performances. In addition, perfect networking
via distributed computation between each module ensures
there is enough processing power for the performance.
In recent years, SuperCollider has become popular in the
club-style music community. A number of club-style trackmakers can program their performance ideas, and easily
include the proposed system.
3.2 Gene Representation and Applied Ontogeny
Figure 5 illustrates the process of generating a four-bar
loop sequence from a photo.
A pair of photos is used for processing, with their pixel
information used to generate a one-bar phrase. The pair of
photos moves to the next bar. When four pairs of photos
1

http://www.audiosynth.com/
http://processing.org/
3 http://opensoundcontrol.org/
2
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NextPage

Photo Album include 8 photo in 1 page

Table 2. Mappings for Music Generation from Photo Album

Move input pair for 1bar sequence (After 4bar back the ﬁrst pair)

Bass
Drum

Input 1 pair for 1 bar
Part 1
Timbre

Part 1
Melody

Assign Optional
Individuals

Part 2
Timbre

Part 2
Melody

Assign in
Real-time

Snare
Drum

Population

Output 1bar Sequence

RhythmPattern
Timbre
RhythmPattern
Timbre

Tom
Drum

Cymbal
4bar Loop Sequence

Figure 5. Generating a 4 Bar Loop Sequence from a Photo
Album
are in the window, four-bar club-style phrases are generated.
Inputting pixel information and generating phrases is done
in real time. The performer also assigns individuals in realtime. The assigned individuals are valid in the next bar.
The mapping for generating musical phrases from photos is as follows: (1) select prepared phrases, (2) generate
rhythm patterns, (3) generate musical phrase.
As mentioned in Section 2.3.2, the first method is applied
in (1), and the second and third methods are applied in
(2) and (3). In (3), the generation of phrases is strongly
involved in harmony progress, with notes selected from
those in the harmony.
In Section 2.3.2, we saw that, if the basic rhythm pattern
is not that of club-style music, the generated sound will
not be recognized as club-style music. Hence, method (1)
is used to generate bass drum and snare drum patterns. As
decoration, rhythms such as tom drums and cymbals are
generated by method (2).
Table 2 lists the adopted mappings.
3.3 Parameters of Genetic Programming
As mentioned before, pixel information such as color elements, frequency, and so on are adopted as the terminal
nodes of GP. Table 3 lists the terminal node set.
3.4 User Interface
Figure 6 shows the user interface. In area (1), individuals
are assigned to generate each musical part. Area (2) assigns the selected parents. After assigning two individuals
in this area, the reproduction button becomes active, and
the generated children appear in area (3). Area (4) denotes
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texture sounds.
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4. CONCLUSION

Table 3. GP Terminal Nodes used for Music Generation
from Photo Album. Subscript “a” denotes applied to both
photos in a pair.
R%a
Percentage of R elements of Photo
(G and B are also used)
Xsizea
X size of Photo
Ysizea
Y size of Photo
SimilCol
Similarity of two photos
Frequencya Frequency of photo

This paper presented a new club-style music generator. The
proposed approach generates music from photo albums by
means of Genetic Programming and a new “breeding” procedure that does not involve heterogenesis. The proposed
software and its GUI have been implemented and described.
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3.5 Jam Session: Performers All Bring Photos
This implemented prototype allows multi-user operation
when multiple performers bring photos. Using OpenSound
Control, the performers share the sound engine, and the
GUI and photo data are displayed and executed in each performer’s computer. This mechanism enables jam-sessionstyle performances.
Furthermore, in recent years, generative music has become more popular in the club-style music scene. Visual
elements are increasingly important in the club scene. Using the proposed system, performers can realize generative
music with visual elements.
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Università degli Studi di Milano
Via Comelico 39, 20135 Milano, Italy
{barate, haus, ludovico}@di.unimi.it

ABSTRACT
This paper introduces a new real-time concept of reconfigurable P-timed Petri nets. Our goal is to provide a formal
model to build and modify a net on the fly. In the first
part of the article, the original P-timed extensions are summarized. Then we define an endomorphism that alters the
original Petri net in real time; for instance one can change
the number of tokens or the net structure. The endomorphism is applied to Music Petri nets, showing how this new
approach can be effective in real-time synthesis of music.
The final case study provides a practical application by illustrating the real-time creation of a simple piano loop.
1. INTRODUCTION
The present work discusses an innovative approach to the
concept of real-time modification in reconfigurable P-timed
Petri nets.
Modifiable Petri nets have been already explored in a
number of scientific papers, such as [1], [2], and [3]. In
those cases, the main aim was to define the evolution of
model properties with respect to net modifications, but the
aspects related to real time were not relevant for the discussion. On the contrary, our approach takes advantage from
a real-time interaction with Petri nets structure.
The first part of the paper concerns the basic theory of
Petri nets. In Section 2, the original P-timed extensions
are summarized, and some new features are introduced.
Section 3 addresses the specific case of real-time modifications.
The aim of the second part is applying Petri nets to the
music composition field.
The relationship between Petri nets and music has been
explored in a number of previous scientific works. One of
the milestones is [4], where the authors define how to describe and process music through Petri nets. In [5] an early
software tool for the synthesis of music scores through
Petri nets is presented. More recent works address the
applicability of this formal tool to music analysis [6] and
composition [7].
Copyright:
al.
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In the mentioned approaches real-time modifications 1 of
the net are not supported. For analysis purposes, this is not
a relevant limitation. Depending on its characteristics, an
existing composition could be either easy (e.g. canons and
fugues) or hard (e.g. free-jazz improvisations) to describe
through Petri nets; however, in neither case the resulting
Petri net requires on-the-fly adjustments.
As regards composition through Petri nets, the process
can follow different approaches. A composer can conceive
the structure of the whole piece a priori, so that real-time
modifications are not required. On the other hand the composer can adopt techniques aiming at a continuous manipulation of existing fragments.
This approach is commonly accepted in some specific
music styles. For example, Minimalism [8] is a form of
experimental music strongly based on the gradual transformation of music fragments and on the reiteration of musical phrases or smaller units (e.g. figures, motifs, etc.). In
this case, a Petri net could be employed to encode and mutually link smaller music entities, thus providing the basic
pattern of the piece, while on-the-fly modifications could
be easily applied in order to obtain gradual transformations.
Analogous processes can be applied to a more traditional
context, too. For instance, Arnold Schönberg tried to approach this matter systematically in [9], where he described
how to transform music entities and how to build complex
structures from simpler ones. Also Heinrich Schenker in
many theoretical works revealed his interest towards structures and their modifications. In [10] he states that “the
act of tonal composition depends on the composer’s sense
of the fundamental structure”, and “the secret of balance
in music ultimately lies in the constant awareness of the
transformation levels and the motion from foreground to
background or the reverse”. Finally, let us cite the research
by Fred Lerdahl and Ray Jackendoff about a generative
theory of tonal music [11], where the concepts of rhythmic
structure, grouping structure, metrical structure and their
interconnections are detailed.
Modifiable Petri nets are fit for modelling dynamic behaviour, thus allowing the composer to modify the net on
the fly, namely during the performance of the music piece.
Music Petri nets will be formally discussed in Section 4,
whereas the modifications supported by our model will be
detailed in Section 5.
1 Here for real-time modifications we mean those changes that can occur during the performance of the piece.
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2. P-TIMED PETRI NETS WITH PROBABILISTIC
ARC WEIGHTS

5. every marking must be equal to or lower than the
corresponding initial capacity;

In the classical Petri net theory, places and transitions have
no tempo parameters associated. When a token arrives at
a place, it will be immediately ready to be transferred to
outgoing transitions. The duration of a transition firing is
equal to zero. For performance evaluation, a number of
extensions has been introduced, associating timings with
various elements of a Petri net [12] [13] [14]. Common
implementations are deterministic and stochastic Petri nets
[15] [16]. In the stochastic case time is modelled through
probability distributions, in deterministic Petri nets time is
directly associated with places, transitions and/or tokens.
In this work we use P-timed deterministic Petri nets [17],
where a timing parameter is associated with places. Using
this extension, when one or more tokens arrive at a given
place, they are reserved for a specified interval, and only
after this time lapse the outgoing transitions are enabled to
(eventually) take the tokens.
Now we provide the definition of P-timed Petri nets.

6. if an arc connects a place to a transition, the same
transition cannot be connected to the same place in
the opposite direction by another arc.

Definition 1. A P-timed Petri net is a 8-tuple

The last three items introduce a nomenclature not common in all types of Petri nets:
1. the classical definition of arc weight, here called tokens weight to distinguish it from the definition that
follows;
2. a new weight associated with arcs, that serves in alternative or conflict situations, to control the probability of chosing a particular transition for firing (as
considered in Definition 2);
3. a number that specifies the time to wait before the
tokens present in a place can be considered free to
leave that place.
The corresponding firing rule must consider both the time
associated with single places and the probabilistic weights
of arcs:

PN = (P, T, A, c, wt , m0 , wp , τ ), where:
1. P is a finite set of places

Definition 2.

2. T is a finite set of transitions

components denoted by
PPN , TPN , APN , cPN , wtPN , m0PN , wpPN , τPN .

3. A is a finite set of arcs

Let PN be a P-timed Petri net, with its

1. mt : PPN → N0 is called a marking at time t of
places iff

4. c : P → N is the capacity of places
5. m0 : P → N0 is the initial marking of places

∀p ∈ PPN : mt (p) ≤ cPN (p),

6. P ∩ T = ∅

and t − t0 (p) > τ (p), where t0 (p) is the time of the
previous marking change.
For the sake of clarity, in the following let m be a
marking of PN.

7. P ∪ T 6= ∅
8. A ⊆ (P × T) ∪ (T × P)
9. dom(A) ∪ ran(A) = P ∪ T, where
dom(A) = {x ∈ P ∪ T | ∃y ∈ P ∪ T, (x, y) ∈ A}
ran(A) = {y ∈ P ∪ T | ∃x ∈ P ∪ T, (x, y) ∈ A}

2. IN(n) = {x ∈ P ∪ T :(x, n) ∈ APN } is the set of
input nodes of n, where n ∈ P ∪ T

10. ∀p ∈ P : m0 (p) ≤ c(p)
3. OUT(n) = {y ∈ P ∪ T :(n, y) ∈ APN } is the set
of output nodes of n, where n ∈ P ∪ T

11. ∀(x, y) ∈ A :(y, x) ∈
/A
12. wt : A → N is the arcs’ tokens weight
13. wp : A → N0 is the arcs’ probabilistic weight

4. A transition t ∈ TPN is enabled iff
∀p ∈ IN(t): m(p) ≥ wtPN (p, t)
∀p ∈ OUT(t): m(p) ≤ cPN (p) − wtPN (t, p)

14. τ : P → R+
0 is the timing associated with places
In this definition items ranging from 1 to 5 define the
nomenclature of the model, while the following items specify the common requirements in order that:
1. a node must be either a place or a transition;
2. the net must contain at least a node;
3. an arc must connect a place to a transition;
4. all nodes must be connected to other nodes with an
arc;
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5. An enabled transition t may fire, changing the cur0
rent marking
 m in m such that ∀p ∈ PPN :
 m(p) − wtPN (p, t) ⇐⇒ p ∈ IN(t)
m(p) + wtPN (t, p) ⇐⇒ p ∈ OUT(t)
m0 (p) =

m(p) otherwise
6. E(m) = {t ∈ TPN | t is enabled} is the set of enabled transitions
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X
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14-20 September 2014, Athens, Greece

wp [(x, y)] is the total prob-

abilistic weight of t

8. ∃t ∈ E(m) | twp (t) > 0 =⇒ ∀ti ∈ E(m) :
twp (ti )
P (ti ) = X
is the probability of choostwp (t)
t∈E(m)

ing ti as the first transition to fire

9. ∀t ∈ E(m) : twp (t) = 0 =⇒ ∀ti ∈ E(m) :
1
P (ti ) =
is the probability of choosing ti
kE(m)k
as the first transition to fire

Figure 1. An example of probabilistic arc weights.

While the first concepts of the previous definition are
commonly accepted, the last three items involve the new
concept of probabilistic weight. The definitions state that,
when many transitions are enabled to fire, the probability
of choosing one specific transition can be calculated as follows:
• If all the enabled transitions have all the input/output
arcs with probabilistic weights equal to 0, the first
transition to fire is chosen randomly;
• If at least one of the enabled transitions has a probabilistic weight of the input/output arcs greater than
0, the probability of choosing one specific transition to fire is the sum of its input/output probabilistic
weights divided by the sum of all the input/output
probabilistic weights of all the enabled transitions.
An example of probabilistic weight is presented in Figure
1. In this net there are three transitions and an input place
with only one token. T1, T2, and T3 are enabled but as alternatives. The three incoming arcs of the transitions have
different probabilistic weights, represented by numbers inside square brackets, while the outgoing arcs have the same
probabilistic weight equal to 0 (omitted by convention). In
this case the probabilities to fire are:
2+0
2
P (T1) =
=
= 1.9%
2 + 0 + 3 + 0 + 100 + 0
105
3+0
3
P (T2) =
=
= 2.9%
2 + 0 + 3 + 0 + 100 + 0
105
100 + 0
100
P (T3) =
=
= 95.2%
2 + 0 + 3 + 0 + 100 + 0
105
It must be noted that the probability of choosing one of
the firing transitions dynamically changes with the evolution of the net. In the previous example, let us consider the
net as a part of a more complex one, with tokens arriving
many times at place P1; case by case not all the transitions
could be enabled: if P4 has reached its capacity, it cannot
be considered for firing, and the probabilities of choosing
either T1 or T2 change respectively to 25 = 40% and to
3
5 = 60%.
The probabilistic weight is used in this work when: i) two
or more transitions are in alternative, but ii) we want to
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Figure 2. An example of use of probabilistic arc weights
of value 0.

follow a specific path until a particular event occurs. 2 To
accomplish this, the last transition to fire must have all the
input/output arcs with probabilistic weights equal to 0. An
implementation of a loop structure that uses this concept is
presented in Figure 2. In this model the arc connecting InP
to InT has a probabilistic weight set to 1. From the point
of view of InP, there is an alternative situation every step
of the loop, since it has to choose what transition can fire
between InT and ExitT. The probabilistic weight resolves
this non-deterministic situation, always choosing InT instead of ExitT. When the loop process is completed, the
Counter place is empty, and InT is no more enabled. Only
in this case, since no other transition is enabled, ExitT fires
– even if it has an associated arc with probabilistic weight
of zero – thus exiting the loop.
3. REAL-TIME MODIFICATIONS
This section focuses on how Petri nets can be used in a
real-time environment by changing net parameters on the
fly, i.e. when a model is being executed. All supported
modifications to Petri nets affect the model itself and the
firing rule from a theoretical point of view.
2 For this goal, transition priority could be used instead of probabilistic
weight, but this concept is far more versatile. For example, in other cases
probabilistic weight could be employed to implement a non-deterministic
net.
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Now we will list the possible real-time modifications 3 of
a Petri net:
• modification of place marking (PM): when adding or
subtracting a number of tokens in a place, the place
capacity is automatically incremented - if needed to contain the new number of tokens;

4. APW(PN,a,n) = (P, T, A, c, wt , m0 , wp0 , τ ),
where wp0 (a) = n
5. PP(PN,p) = (P0 , T, A0 , c0 , wt , m00 , wp , τ 0 ), where
(a) if p ∈
/P

• modification of place capacity (PC): the marking is
automatically decremented if the specified capacity
is less than the number of tokens contained in the
place;

iii. c0 (p) = 1

• modification of arcs’ tokens weight (ATW);

iv. m00 (p) = 0

ii. A0 = A

v. τ 0 (p) = 0

• modification of arcs’ probabilistic weight (APW);
• modification of the set of places (PP): if a place is
added, by default the new place has marking equal
to 0, capacity equal to 1, and timing equal to 0; if
a place is removed, all its input/output arcs are removed too;
• modification of the set of transitions (TT): if a transition is removed, all its input/output arcs are removed
too;
• modification of the set of arcs (AA): if an arc is
added, by default the new arc has a tokens weight
equal to 1 and a probabilistic weight equal to 0.
Modifications can happen at any time, and they must be
considered atomic. When a modification occurs, the transition firing rule must be instantly applied, as the new parameters could have created new firing conditions. The
possible modifications of the net occur in zero time.
Since a real-time Petri net can be constructed from scratch,
conditions 7 and 9 of Definition 2 must not be considered
during the real-time modification of parameters. Thus, a
Petri net can either be empty, or have unconnected nodes.
After these considerations, we are ready to provide a formal definition of real-time modifications:
Definition 3.

i. P0 = P ∪ {p}

(b) if p ∈ P
i. P0 = P \ {p}
ii. A0 = A \ {

S

(x, y)}

x=p∨y=p

iii. c0 = c
iv. m00 = m0
v. τ 0 = τ

6. TT(PN,t) = (P, T0 , A0 , c, wt , m0 , wp , τ ), where
(a) if t ∈
/T
i. T0 = T ∪ {t}
ii. A0 = A
(b) if t ∈ T
i. T0 = T \ {t}
ii. A0 = A \ {

S

(x, y)}

x=t∨y=t

7. AA(PN,(x, y)) = (P, T, A0 , c, wt0 , m0 , wp0 , τ ), where

Let PN be a P-timed Petri net, with its
(a) if (x, y) ∈
/A

components at a certain time denoted by
P, T, A, c, wt , m0 , wp , τ .
A real-time Petri net modification is an endomorphism
RTM ∈ {PM, PC, ATW, APW, PP, TT, AA} of PN
where
0

, wt , m00 , wp , τ ),

1. PM(PN,p,k) = (P, T, A, c
where m00 (p) = k, and c0 (p) = max (c(p), k)
0

i. A0 = A ∪ {(x, y)}
ii. wt0 [(x, y)] = 1
iii. wp0 [(x, y)] = 0
(b) if (x, y) ∈ A
i. A0 = A \ {(x, y)}
ii. wt0 = wt
iii. wp0 = wp

, wt , m00 , wp , τ ),

2. PC(PN,p,l) = (P, T, A, c
where c0 (p) = l, and m00 (p) = min (m0 (p), l)
3. ATW(PN,a,m) = (P, T, A, c, wt0 , m0 , wp , τ ),
where wt0 (a) = m
3 Please note that all the modifications are done when a net is executing, and not at design time.
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for every value of the parameters p, t, (x, y), k, l, m, n,
varying in the following sets: p ∈ P; t ∈ T; (x, y) ∈
A; k, n ∈ N0 ; l, m ∈ N.
As regards the notation adopted in the previous definition,
please note that each modification step creates a new net
that can be seen as the original one for a possible further
modification.
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4. MUSIC PETRI NETS
At LIM (Laboratorio di Informatica Musicale) of the Università degli Studi of Milan, Petri nets have been applied to
the music field since 1982. In particular, early papers [18]
investigated the possibility of describing causality in music
processes through the formal approach of Petri nets, while
only recent studies focus on music creation. Different applications of this formalism to music analysis do lead to
contradictory results depending on the repertoire. On one
side Ravel’s Bolero has been well modelled as in [19], but
on the other some limitations became evident with a complex work such as Stravinsky’s Rite of Spring [20].
In this section we summarize our approach on using Ptimed Petri nets in music contexts, partly derived from past
applications. The first definitions to be clarified are the
concepts of music objects and music algorithms.
A music object is anything carrying a music meaning, including a note, a sequence of notes, rests, device-control
commands. It must be clear that at this level of abstraction implementations of music objects are not important:
e.g. sequences of notes can be expressed in terms of MIDI
commands, MP3 files, textual representations, and so on;
but for the goals of this work, we do not care.
While music objects represent music entities of some kind,
a music algorithm is whatever function applicable to such
objects. Music algorithms include not only well-known
transformations of music fragments, such as transposition,
retrogradation, inversion, but also loudness control, instrument change, complex mathematical functions.
In our model music objects can be associated with places
and music algorithms to transitions. A particular parameter – set place by place – indicates if the associated music
object has to be played, or only transferred to the output
transitions. The following rules apply when a Music Petri
net is executed:
• When a place P receives n tokens from an input transition T:
– If P has an associated music object MO of duration t∗ and the playing parameter is set:
∗ n simultaneous executions of MO are played
and τ (p) = t∗ (i.e. while playing, the new
tokens cannot be considered for firing);
∗ after the end of the performance (i.e. when
t − t0 (p) > τ (p)), the n tokens are free to
leave P;
∗ MO is passed to output transitions.
– If P has an associated music object MO and
the playing parameter is not set:
∗ the n tokens are free to leave P;
∗ MO is passed to output transitions.

· n simultaneous executions of MO are
played and τ (p) = t∗ (i.e. while playing, the new tokens cannot be considered for firing);
· after the end of the performance (i.e.
when t − t0 (p) > τ (p)), the n tokens
are free to leave P;
· MO is passed to output transitions.
∗ If T has no music objects in output:
· the n tokens are free to leave P.
• When a transition T fires and receives n1 , n2 , ...,nm
tokens from m input places P1 ,P2 , ...,Pm , possibly
containing music objects MO1 ,MO2 , ...,MOm :
– if T has an associated music algorithm MA, it
is applied to input music objects;
– the k non-empty input music objects, modified
by MA, are mixed, thus obtaining a new music
object MO;
– MO is ready to be passed to all the outgoing
places.
Further details on Music Petri nets can be found in [6]
and [7].
5. REAL-TIME MUSIC PETRI NETS
In the field of Music Petri nets, real-time modifications
generate changes in the produced music. In this section we
show how this is accomplished. Let us focus on some of
the modification types introduced in the Section 3 and on
the changes related to music objects and music algorithms:
• modification of place marking (PM): if the place does
not contain an associated music object, nothing happens in terms of music performance. If a music object is present and n tokens are added, n new istances
of that object are played, while if m tokens are subtracted, m current playing music objects are stopped;
• modification of place capacity (PC): if the capacity is decremented, the considerations about place
marking modifications must be applied;
• modification of the set of places (PP): if a playing
place is removed, the execution stops and the set of
enabled transitions is evaluated again;
• modification of associated music objects (MO): if
the place has n > 0 tokens, the current music-object
performances, if present, are stopped, and n new instances of the new music object are executed;
• modification of associated music algorithms (MA).

– If the place has no associated music objects:
∗ If T has a music object MO of duration t∗
in output:
· MO is retrieved from T;
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In general terms, the only immediate effect of these modifications is the performance of n new music objects, whereas
most changes modify the net structure but their effects are
produced while the net execution is running.
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MO4

Figure 3. The original fragments MO1 and MO2 , and the
derived objects MO3 and MO4 .

By using this new paradigm a composer/performer can
create music in real-time, by mixing and altering a set of
pre-prepared music objects. In this manner, one can concentrate on the structure of the music piece, at a higher
level of abstraction in respect of notes and rests. Basically
this leads to a wide set of possibilities ranging between two
opposite approaches:
• a complex Music Petri net model is constructed in
advance and the performer changes some of its characteristics while music is playing;
• a Music Petri net is built from scratch, starting with
an empty model and creating a complex model step
by step.
6. CASE STUDY: A PIANO LOOP
In this section we will describe a case study addressing
real-time modifications of Petri nets applied to music scores.
In particular, the creation of a simple piano loop will be
discussed.
A relevant aspect is the intentionally basic toolkit employed in this example. It is limited as regards:
• the number of starting music objects, including only
MO1 , i.e. a whole note, and MO2 , i.e. a whole rest
(see Figure 3);
• the number of music algorithms, embracing only 3
melodic operators (MAm1 : “transpose one minor third
up”, MAm2 : “transpose one perfect fifth up”, MAm3 :
“transpose one octave down”) and 1 rhythmical operator (MAr : “divide-by-4”).
Having a limited number of elements to manage is important for an easy interaction with the interface. Yet this
toolkit proves to be sufficiently complete to provide both
flexibility and variety to the final result. In fact such basic
elements can be used to build Petri nets that are more and
more complex, supporting multiple voices melodically and
rhythmically independent. Moreover, a number of modifications can occur in real time, so that the user can build a
(potentially) complex music performance by applying (potentially) simple processes.
The following example will illustrate such concepts by
showing some of the modification techniques introduced
in Section 5.
First, we want to create some basic patterns starting from
the previous ones. This process can be performed in real
time as well as in a setup phase. Now let us consider
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Figure 4. The 4-times repetition of music fragment MO3 .

the former case, but in the following the latter will be addressed too.
The rhythmical value of MO1 is reduced from a whole
to a quarter note by applying MAr , thus obtaining MO3 .
Another basic pattern, namely MO4 , can be built from a
suitable combination of MO1 and MO2 . The desired rhythmic pattern is a quadruplet made by 1 rest followed by 3
notes, whose total duration is a quarter note. Both MO1
and MO2 undergo a double application of MAr , so that
they finally represent a sixteenth note and a sixteenth rest.
As regards the pitch of the former fragment, it is transposed
up by MAm1 to obtain both the first note and the third note,
and by MAm2 for the second note. The quadruplet will be
identified as fragment MO4 , which in terms of Petri nets
represents a subnet. Needless to say, in our approach also
subnets can be dynamically modified, as illustrated below.
Also MO3 and MO4 are shown in Figure 3.
Now we will describe a real-time compositional process
based on the fragments previously prepared. The first step
consists in the 4-times repetition of MO3 , with no further
melodic nor rhythmical modification. Figure 4 shows the
music score referring to an undefined number of iterations,
and Figure 5 presents the corresponding Petri net. The
number of tokens in P1 allows to control the number of
repetitions for the whole structure: in this case it is set to
3. P1 lets the user achieve a basic on-the-fly modification
of the net, even if its topology does not change: by adding
tokens, the number of repetitions will be increased accordingly.
P1

St
ar
t

Meas
ur
es

RepeatC

Repeat

C(
1/
4)

End

Figure 5. The Petri net for 3 iterations of the 4-times repetition of music fragment MO3 .
In order to understand the graphical representation of the
net, it is worth to recall some conventions exposed in [6].
Places can present three different background colors: white
for empty places, i.e. places with no MO assigned; solid
gray for places containing MOs; gray pattern for subnets.
For instance, Figure 5 presents a subnet that subsumes the
fragment shown in Figure 6.

Proceedings ICMC|SMC|2014

St
ar
t

MO3

14-20 September 2014, Athens, Greece

End

Figure 9. The resulting music score for Petri net in Figure
8.

Figure 6. Single performance of music object MO3 .

MO3
St
ar
t

End
MO4

Figure 10. The effect of real-time MAm3 redefinitions.

ure 11.

Figure 7. Concurrent performance of music object MO3
and MO4 .

7. CONCLUSIONS
In this work modifiable Petri nets have been introduced
from a formal point of view and then applied to music composition. Real-time modifications of Petri nets can occur at
different level, influencing not only place marking but even
their topology. Needless to say, the possibility to interact
with net structure, coupled to a number of already known
features (concurrent processes, probabilistic weights, etc.),
provides a user with a powerful tool to modify the model
on the fly. In the music field, this is a relevant feature for
composers who manipulate music information.
The final case study has briefly shown some of the possible modifications that are easy to be achieved in a real-time
environment.
As regards future works, since Petri nets are a formalism
usually far from the way of thinking of a traditional composer, software tools should be designed and developed to
implement a musician-oriented interface.

In our scenario, the execution of the net has started and
we want to add other voices on the fly. This kind of interaction is very simple to be achieved even in a real-time
performance environment. For instance, the subnet shown
in Figure 6 is modified by connecting also the fragment
MO4 , as shown in Figure 7. Similarly, the musician can
add a lower voice made of whole notes, namely fragments
obtained by transposing MO1 one octave below through
MAm3 . In this case, the composer has changed net topology on the fly. What we have described results into the net
of Figure 8, and the corresponding music score is provided
in Figure 9.
LoadMO1

P1

St
ar
t

Measur
es

MAm3

Pl
ayMO1

Repeat

Repeat

Subnet
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ABSTRACT
This paper describes the construction of a system for tactile sound using tactile transducers and explores the compositional potential for a system of these characteristics.
It provides a short overview of the technologies involved
and the composition methods and studio techniques developed to implement this project. Sense for fourteen
discrete channels includes a surround 5.1-sound composition, the development of a six-channel tactile transducers
system and the demonstration of the compositional methodology used in the piece. The purpose of the project was
to create a holistic listening experience where the audible
listening experience is combined with the tactile experiences ultra and infrasound.

1. INTRODUCTION TO TACTILE SOUND
When a classical guitar player plays the guitar besides the
strings vibrates the whole body of the guitar. Those vibrations are also sensed via the body of the performer in the
form of vibrotactile stimuli. As the performer plays the
guitar, he or she feels the vibrations through the chest,
foot, fingers and sometimes through the jaw or zygomatic
bone when one leans his or her head on the top of the
guitar side. The last posture is not part of the standard
classical guitar technique, but guitarists, including myself, have done that while practicing. Most of the instrumental players will have a similar experience, depending
on the acoustic and physical characteristics of the instruments they play.

mendous sound from the speakers in front of him. The
photo was instantly a hit; it was a powerful statement
that sound has power and force you can feel.

However, what a performer experiences during his or
her recital is something totally different from what the
audiences perceives because the only channel of communication between the sound of the guitar and the audience
is their ears. In other words, they are missing all the tactility of the sound, which is not possible to transmit via
air.
How can one provide the same level of experience to the
listener? Is it possible for a composer to use tactile sound
as a compositional tool?

2. PRESENTATION OF SENSE
According to Leman [6], music experience engages all
the senses to varying degrees. In Sense the aim is to explore the use of tactile vibrations as an extension and
counterpart to the music. The project demonstrates a synesthetic experience in which the listener, on one hand,
can hear the sound, and, on the other hand, can feel it
through the body. We are surrounded by natural and mechanical sounds that we are unable to hear due to their
extreme frequencies, beyond our perceptual capabilities.
In humans, the audible range of frequencies is usually 20
to 20,000 Hz. An elephant is capable of hearing sound
waves well below the human hearing limitation, between
10 and 35 Hertz and dolphins can go as high as 150KHz.
The far-reaching use of low-pressure infrasound and
high-pressure ultrasound opens their spatial experience
far beyond our limited capabilities. Ornithologists or
seismologist often transpose the signal to the audible
range for further research. [1]

Figure 2. Acoustic frequencies transmitted through air
Figure 1. Photograph by Steven Steigman (1978),
known as the Blown-away Man, for a Hitachi Maxell
ad. The ad shows a man being blown back by the treCopyright: © 2014 Panayiotis Kokoras. This is an open-access article
dis- tributed under the terms of the Creative Commons Attribution License 3.0 Unported, which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are
credited.

The Sense project proposes the conversion of these extreme frequencies into tactile stimuli received from the
body. Interfaces that deliver sound energy, motion and
vibration directly to our bodies have been developed recently for 4D theater movies. [10] However, this approach aims to enhance the existing audible sound and to
make it more impressive. In Sense, the tactile stimuli are
specifically composed in a musical context and aligned,
or not, with the audible part extending our listening experience far beyond our traditional confines. As a result,
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inaudible soundscapes are revealed that have not been
heard before, let alone, in a musical context. As a result,
the listening experience is a composition of both audible
musical sounds as well as structured tactile energy, feeling direct throughout the body.
For this novice compositional approach, there is very
limited literature investigating compositional techniques
aimed to support the functional integration of tactile
stimuli with audio in a musical context. [11] In the piece,
I have developed compositional strategies and audio manipulation tools through a composed score. Thus, I was
able to control and integrate into the work infrasound and
ultrasound material. Both of them were converted into
tactile stimuli in a coherent and functional way that were
contributed musically and equally to the audible part of
the composition. For instance, a soft resonant midrange
drone was combined with soft accelerating tactile vibrations, or a highly rhythmical audible phrase was combined with air-born ultrasound tactile sensation of centrifugal motion that was the structural vehicle to move the
piece to the next section.

create an operating range for the perception of vibration
that extends from at least 0.4 to greater than 500 Hz. The
four main sensation mechanisms are:
[1] Through the Cochlea via bone conduction
[2] Through the skin via tactile sound reception
[3] Through the deep tissue via movement
[4] Through the skeletal joints via movement
For each of the four different paths, a particular transducer has been used at a specific frequency range. The range
of the classification and function of the cutaneous mechanoreceptors is described by Bolanowski, [2] Weinstein
[12] and Wilska [13].
Pathway
Through the
Cochlea via
bone conduction
Through the
skin via tactile
sound reception
Through the
deep tissue via
movement
Through the
skeletal joints
via movement
Through the
ears via airtransmission

Transducer
Type

Range

Sense

Cochlear Tranducer

Audible
range

Conductance

Ultrasonic
Tranducer

Inaudible
range

Touch

Tactile Sound
Transducers

In/Audibl
e, Infrasonic

Kinesthetic

Tactile Sound
Actuators

Inaudible
range

Haptic

5.1 Speakers or
stereo headphone reduced
version

Audible
range

Hearing

Table 1. The table above shows the five pathways to perceiving
sound, the type of transducer implemented in each case for the
Sense project, the frequency range and the sense involved.

Figure 3. A visitor listens Sense on an early prototype
of the chair at the Perot Museum in Dallas, Texas.

In order to test and explore the above compositional
concepts, I have developed a simple interface with emphasis to tactile properties of the sound. This interface
integrates into a customized chair with various types of
tactile linear actuators1 and transducers. Especially for the
very high frequencies, above the human hearing range, I
use a number of ultrasonic transducers. They generate a
strong pressure field that can be sensed by the skin as
tactile vibrations. The pressure field resembles the frequency structure and rhythmic characteristics of a part of
the composition that is not audible otherwise. Ciglar [1]
says, “…the hypersonic audio signal is directly mapped
onto the tactile domain. As a consequence of soundwave
propagation through air, an interesting side effect occurs.”

According to Weinstein [12], the sensitivity of tactile
perception on our body differs significantly depending on
the location. Other parameters that affect the sensitivity
are the sex and the temperature.

3. THE FIVE PATHWAYS TO PERCEIVING SOUND
In addition to the sound perception through our ears, experiments by Bolanowski [2] have identified four channels that mediate tactile (mechanoreceptive) sensation.
The four channels work in conjunction at threshold to

Figure 4. Wilder Penfield’s Sensory homunculus.

The figure above shows what a man's body would
look like by visualizing the proportional sensory perception mapping of the body surfaces in the brain.

1

Linear actuators are piston-like electromagnetic devices that transmit
motion in a direct fashion rather than transferring vibrations.
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4. TOWARDS A HOLISTIC LISTENING
EXPERIENCE
The customized chair consists of one tactile actuator
transducer in the front and one in the back, one tactile
transducer on the seat and one at the back, one ultrasonic
transmitter for the left palm and one for the right, respectively. In addition, there is a 5.1 system that surrounds the
chair and a pair of cochlear headphones. The cochlear
headphones transmit the sound through bone conduction
directly to the inner ear. For the headphones audio, a stereo reduction of the 5.1 versions has been realized.
Figure 6. Max6 patch implementation of the three different sound ranges: infrasound, audible sound and ultrasound.

Both of the pathways play the same music. The advantage of this system is that it provides more depth to
the listening experience because the listener hears at the
same time via bone conduction and air transmission.

Figure 5. Illustration of the chair and the placement of
the tactile actuators and transmitters.

All of the transducers were purchased from specialized
shops except the ultrasonic transducer that I was unable
to find a commercial one. As a result, I implemented my
own using eighty ultrasound transducers arranged on a
parabolic dish surface following the paradigms of Ciglar
[3] and Hoshi [5]. The acoustic energy of all of the transducers was focused at the center of the dish, about 10
inches high. The beam was sensed as a tactile sensation
of the sound waves via the skin of the palm and the fingers.
4.1 Software
For demonstration purposes only, I have developed a
reduced version, which displays the audible sounds separately in the middle of the figure below, shows the ultrasonic sounds at the top, and mixes together the infrasonic
soundtracks at the bottom.
Part of the goal was to use only audio signal to compose and control the piece. Thus, the whole project has
been developed using a standard DAW at 192kHzsampling rate and 24-bit depth. The first six tracks used
only the human frequency range. The Cochlear 1 and 2
channels used a stereo reduction of the 5.1, covering the
same frequency range but projected by the cochlear
headphones and sensed via bone conduction.

Figure 7. DAW track arrangement for Sense

The other two tracks (ultrasound) drive the two custommade Ultrasound transducers. The audio material is specially composed to deliver tactile sensation to the palms
of the listener. The output of the tracks routed to an amplitude modulation effect with center frequency at 40kHz
[3]. That step was necessary to make possible the tactile
sensation on the palms from the ultrasonic transducer.
The rest, four tracks, were playing frequencies below
20Hz or up to 500Hz in some cases. Similarly, the tracks
were specially composed not to be heard but to be felt as
tactile vibrations.

5. CONCLUSIONS
The aim of Sense project was firstly to develop an environment where the listener will have a similar experience
as a performer. Secondly, I investigated different compositional strategies to inform the listener's brain using all
the sensory paths that enable us to feel the sound. A detailed technical and compositional analysis of the tech-
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niques and technologies used in the project is out of the
scope of this paper.
Potential uses of the project may include experiments
with deaf or hearing-impaired individuals, setups for immersive sonic environments like sound installation, video
game, and experimental intermedia artworks.
Finally, another development of the project is the use of
the chair and ultrasonic and infrasonic specialized microphones to playback the ultra/ infrasound around us converted to tactile stimuli. This way one can truly experience the soundscape in its true full range.
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ABSTRACT
Sound of Rivers: Stone Drum is a multimedia collaboration, between choreographer Nicole Bradley Browning,
animator and video artist Amber Marjorie Bushnell, poet
and narrator Mark Gibbons, and composer and electric
violinist Charles Nichols, with dancer Allison Herther
and narrator Stephen Kalm. The piece illuminates research by scientist Mark Lorang, into how fish and insects navigate the ecosystem of floodplains, by the sound
of rivers. The project began with three floats down the
Middle Fork Flathead River, where audio and data were
recorded, on and in the river, and at the field station. The
data were used to ramp amplitudes of bandpass filterbanks, to process recordings above and below water,
and to drive a bowed-string physical model. Poetry was
written, based on an explanation of the scientific research, and choreography, animation, computerprocessed narration, and an electric violin part were composed around the structure of the poem. The piece was
performed live with a narrator, dancer, video artist, and
electric violinist, and later developed into a fixed media
piece.

1. BACKGROUND
Sound is an environmental cue, that fish and insects can
hear and associate with direction and some physical dynamic process. Just as if you were placed in the floodplain of a river blindfolded, you could point to the direction of the river, because you could hear it, and assess
where the sound is coming from.
Some species of stoneflies live most of their lives in
the subsurface of gravel-bed river floodplains, up to several kilometers away from the surface channel, yet they
must migrate to that surface channel, to complete their
Copyright: © 2014 Charles Nichols et al. This is an open-access article
distributed under the terms of the Creative Commons Attribution License
3.0 Unported, which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are credited.

life cycle. The hypothesis of this research, underway at
the Flathead Lake Biological Station, is that stoneflies
can hear the river, and hence know which way to go.
Many different kinds of aquatic habitat (riffles, rapids,
runs, pools) have distinct soundscapes, due to various
levels of turbulence, degrees of bedload transport, and
types of sediment. Hence, rivers with complex combinations of such habitats, sediment types, and flow regimes,
have complex soundscapes. One would expect that, because fish have ear bones, they evolved with the ability to
use this ubiquitous physical cue to their environment, in
ways that are beneficial to their survival. And, one would
expect the same for aquatic insects that live in the river.
We know a quiet street, from a busy intersection, so the
same must be true for an aquatic organism, be it a fish or
a bug. So, the fundamental hypothesis is that rivers create unique sounds, that organisms use as cues to their
physical environment.
The sound of rivers is something any human can perhaps relate to. The babbling of a brook may be calming
and soothing, but the roar of a rapid may well be frightening. The sound of gravel banging and clanging along the
river bottom during a flood may be awe-inspiring as to
the river’s physical power to shape a landscape. Physical
limnologist Mark Lorang, from the Flathead Lake Biological Station, is using these sounds to monitor dynamic
behaviors of a river, by using fiber optic cable to pick up
sounds too faint for the human ear to hear, and hydrophones to characterize habitat in ways that other
measures of flow hydraulics cannot ascertain. He and
fellow scientist Diego Tonolla, from the Leibniz-Institute
of Freshwater Ecology and Inland Fisheries, were able to
demonstrate the differences in soundscapes, from various
river types, such as bedrock canyons, multi-channel
floodplains, and meandering systems. More importantly.
they were able to show that rivers channelized by heavyhanded human alterations were characterized by essentially no soundscape; the music died, because the complexity of channel and turbulence it creates was gone [1,
2].
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2. PREPARATION

3. DEVELOPMENT

At the invitation of scientist Lorang, composer and
computer-musician Charles Nichols joined a research
team from the Flathead Lake Biological Station, on two
of three floats down the Middle Fork Flathead River.
During these floats, he recorded audio above the river,
while scientists Chris Gotschalk and Diego Tonolla recorded audio and data in the river, from the rafts. At the
same time, scientist Rob Maher recorded audio and environmental data at the edge of the forest, and engineers
Scott Colton and Stephen Doll recorded audio along the
river bank, at the Middle Fork Flathead River research
station: see Figure 1.

3.1 Poem
After reading Lorang's scientific research and discussing
his hypothesis about the migration of the stone fly in relation to the sound of water, poet Mark Gibbons returned to
the source, to experience the sounds of water in creeks
and rivers. Inspired by both the sounds and images he
rediscovered on the Clark Fork River and Petty Creek,
Gibbons began writing. He knew man had to come into
the poem, so the fisherman in him came to the poem.
While sound obviously dominates, it was the death of
Dave Brubeck that brought actual musicians into the poem. Gibbons’ poem was inspired by the experience of
going to water, listening to it, watching it, reading Lorang's work, and allowing his memories and tastes in music to enter the poem.
3.2 Choreography

Figure 1. Scientists Chris Gotschalk, Diego Tonolla,
and Mark Lorang, and composer Charles Nichols, on
the Middle Fork Flathead River. Photo by Giles
Shearing.

With support from a National Science Foundation Experimental Program to Stimulate Competitive Research
(EPSCoR) grant, through the Montana Institute on Ecosystems, at the University of Montana, Nichols assembled a team of artists, including choreographer Nicole
Bradley Browning, animator Amber Marjorie Bushnell,
poet Mark Gibbons, dancer Allison Herther, narrator Stephen Kalm, and videographer Parker Nitopi, with the
plan to develop, perform, and document a multimedia
collaboration based on the research of Lorang.
The process started with Lorang writing descriptions of
his research into the highly complex, dynamic, and diverse ecosystems of rivers and their floodplains, and his
hypothesis that insects, specifically the stonefly, navigate
the subsurface of gravel-bed river floodplains by the
sound of rivers. From this springboard, Mark Gibbons
wrote two poems, based on Mark Lorang’s writings, one
that relates the genesis of music to our fixation with the
sound of water, vividly translating these sounds into historic musical references.
Next, the collaborative team of choreographer Browning, animator Bushnell, and composer Nichols met to
brainstorm the aesthetic and structure of the piece, the
motion and staging of the dance, the organization and
projection of the animation, and the instrumentation and
textures of the music, and how these would relate to the
poem. While individually developing these three components of the piece, the creative team met periodically to
update and critique, and posted video, images, and audio,
to update and guide the evolution of the work.

The choreography is divided into three sections, representing River: under the river, Animal: in the river, and
Human: with the river, with Animal comprised of Insect,
Fish, and Bird. The dancer interacts with a large cyclorama, a sheet of elastic and reflective fabric, stretched
across the entire width and depth of the stage. At the
back of the cyc is a skirt sewn into the fabric, that allows
the dancer to insert themselves into the sheet. The dancer
is at times under the fabric, pushing and grasping at the
cloth, and at other times attached to the sheet, twisting,
stretching, billowing, and plucking at the expanse: see
Figure 2.

Figure 2. Video artist Amber Bushnell, choreographer
Nicole Bradley Browning, lighting designer Mark
Dean, dancer Allison Herther, and electric violinist
Charles Nichols, rehearsing Sound of Rivers: Stone
Drum. Photo by Amelia Hufsmith.

3.3 Video
The projection and animation is divided into three parts.
First, on a screen that fills the back of the stage is a circular panel that contains striations, rippling in response to a
live audio feed from the music, and a colored shadow
based on a live video feed of the dancer, pulsing according to the amplitude of the music. Around the panel, also
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projected on the back of the stage, is intricate digital animation composed in real-time, of hand-drawn river
plants, insects, and animals, that grow and move in symmetrical patterns, throughout the piece. These river elements were chosen specifically to reflect the health of the
floodplain ecosystem, and are interwoven to illustrate
their interconnectedness in the natural environment. Projected from above, onto the cyc that the dancer interacts
with, are animations built from insect and bird wings, and
fish scales, that grow in density and modulate in color, as
they pass over the reflective surface.
To animate the illustrations, Bushnell used Adobe After Effects Expression, a coding language based on JavaScript. Bushnell controlled parameters of the animation with Expression, resulting in a randomized collaboration with the computer, creating life-like movement for
the river elements. To scale the projections, to the screen
at the back of the stage, and on the cyc stretched across
the stage, Bushnell used the video mapping software
MadMapper, along with the VJ video mixing and processing software Modul8. Combining the two applications, she positioned the fall of the projections, gave live
cues to the animations in coordination with the narrated
poem and performed music, and created live interactive
layers that responded to the sound design.
3.4 Music
The music is divided into three textures. The piece starts
with processed spoken text, recordings of the poet reciting his poem, that have been stripped of their harmonic
spectrum, stretched in time, shifted in pitch, and granulated into jittery textures. These soundfiles, based on key
words of the poem, echo the live narrated text and cascade in parallel along the sides of the auditorium, through
a quadraphonic sound system encircling the audience.
The second texture is generated from bandpass filterbanks, built from spectral analyses of recordings taken
on the floats and at the field station, that filter recordings
taken above and under the water, into surging harmonies,
that ebb and flow. These harmonies accompany bowedstring physical model synthesized sound, that uses the
data of river depth to drive pitch, river velocity for amplitude or loudness, wind speed from the North for bow
pressure, and wind speed from the East for bow position,
creating a sonification of the environmental data. Finally,
Charles Nichols performs live, on electric violin, passages that combine the scales and rhythmic motives of the
music and instrumentalists mentioned in Mark Gibbon’s
poetry into original melodies, processed with multiple
layers of phaser and delay effects, that sweep and echo in
the four channel sound system.
3.4.1 Sonified Data
Inspired by composer Jonathan Berger’s work, integrating data sonification into expressive electroacoustic music [3], Nichols began experimenting with mapping data
streams, collected by the research scientists on the floats
and at the field station, to synthesis parameters.

For the primary background texture, Nichols programmed instruments in CsoundQt, that ramped the gains
of bandpass filterbanks, according to the data recorded
during floats down the Middle Fork Flathead River. The
octave band and one-third octave spectral analyses, from
a hydrophone mounted on the raft, and from hydrophones
dropped into wells around the floodplain, recording from
20 Hz to 20 kHz, up to 90 dB, were used to filter underwater and above water audio recordings. The collision of
gravel and sand particles, sediment moving on the river
bottom, in the underwater recordings of the river, made
for ideal noise sources, processed by the data controlled
filterbanks. These audio sources, along with the composer’s recordings of Rattlesnake Creek, pinged the undulating filterbanks, as the data swept the bandpass gains, producing ringing harmonies. For added musical interest,
the base frequency, that the filterbanks were built upon,
was occasionally shifted, with slow glissandi.
For one of three foreground textures, Nichols programmed additional instruments in CsoundQt, that
mapped environmental data to waveguide bowed string
physical model synthesis parameters. Specifically, river
velocity was used to control bow speed, river depth was
mapped to pitch, and wind velocities from the East and
North were applied to bow position and pressure. Nichols tuned the scale of these variables, to optimize the musical expression of the resulting synthesized sound. The
results are simple melodies, with natural sounding fluctuations of loudness and timbre.
These synthesized bowed-string melodies were further
processed, with the same digital effects that were applied
to the live electric violin, effectively integrating them into
the collective timbral palette.
3.4.2 Computer-Processed Narration
The first foreground texture is the result of processing a
recording of the poet narrating his work. Action words,
describing the movement of the river, and onomatopoeia,
of the sounds of rivers, were cropped from the recording,
as source material. These sources were analyzed,
stripped of their harmonic spectra, time stretched, pitch
transposed, and resynthesized, with the SPEAR application. The resulting soundfiles are noisy shadows of the
originally recorded text. Nichols further processed these
noisy sources with granular synthesis, using the Common
Music grani instrument in the Grace application, varying
the grain density and spread, to create a palette of jittery
textures. When the narrator speaks a descriptive word,
varied pairs of insectoid versions of the text cascade from
the front of the hall and back, surrounding the audience
with a musical interpretation of the poem.
3.4.3 Electric Violin
The electric violin part also was composed in response to
the poetry. In his writing, Gibbons mentions luminary
Jazz musicians Dave Brubeck, Duke Ellington, Lionel
Hampton, and Charles Mingus, as well as Pop icon
Frankie Valli. As a point of departure, Nichols used pitch
collections from the melodies of Take the A Train, Koto
Song, and Silence is Golden, and rhythmic material from
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Flying Home and Moanin’, to compose material for the
violin part.
The electric violin is heavily processed with GuitarRig effects, controlled with a pedal board. The violin
techniques and effects used reflect the atmospheres
evoked by the poetry. Artificial harmonics and multiple
sweeping phasers elicit a glassy watery texture, while
pizzicato and ping-pong delays produce a bubbling character. Octave doubling is used to transform the violin
into a bass instrument, when Mingus is mentioned in the
poem.
As described earlier, the data driven bowed string
physical model synthesis also is processed with the same
effects, creating a dialog between a live and computergenerated violin, later in the piece.

tion, Nichols composed a fixed-media version of the music. Around a recording of Mark Gibbons reciting his
poem, Nichols layered the computer-processed narration,
water recordings filtered with environmental spectra datadriven bandpass filterbanks, data-driven wave-guide
bowed string physical model synthesis, and electric violin
performance. Similarly, Bushnell assembled her colorful
digital animation of river elements, around and in a centered circular panel. In the panel, a video of Allison
Herther dancing Nicole Bradley Browning’s choreography is centered at the bottom, and a mirrored video of a
different performance is reflected above. Also in the
panel are variations on the rippling striations and pulsing
shadings, that respond to the amplitude of the music: see
Figure 4.

4. PERFORMANCE
For the performance, Allison Herther danced Nicole
Bradley Browning’s choreography, while baritone Stephen Kalm narrated Mark Gibbon’s poetry. On each side
of the stage, Amber Bushnell assembled the digital animation in real time, while controlling the processed video, and Charles Nichols performed electric violin, while
controlling the computer music. The animations of bird
and insect wings and fish scales were projected onto the
cyc skirt, while the interactive video panel and live coded
animation were projected on a screen behind the dancer.
The interactive video panel was filled with a live shot of
the dancer, with shading that intensified and striae that
fluttered, in response to the music: see Figure 3.

Figure 4. Video of Allison Herther dancing, surrounded by processed video and animation by Amber
Bushnell, in the fixed media version of Sound of Rivers: Stone Drum.

The fixed media version of the piece has been presented at the Society of Electro-Acoustic Music in the United
States annual conference, at Wesleyan University, March
2014, the New York City Electronic Music Festival, June
2014, and the Festa Della Musica Europea, at the University of Rome Tor Vergata, June 2014.

6. CONCLUSIONS
A wide-shot video of the live performance is posted at
https://www.youtube.com/watch?v=3IEqF6kKyUo, and a
stereo video of the fixed media version is posted at
https://www.youtube.com/watch?v=9Rtm6EA29Bw.
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ABSTRACT
In this work we aim to combine a game platform with
the concept of collaborative music synthesis. We use bioinspired intelligence for developing a world - the Lake where multiple tribes of artificial, autonomous agents live
within, having survival as their ultimate goal. The tribes
exhibit primitive social swarm-based behavior and intelligence, which is used for taking actions that will potentially
allow to dominate the game world. Tribes’ populations
also demonstrate a number of physical properties that restrict their ability to act illimitably. Multiuser intervention
is employed in parallel, affecting the automated decisions
and the physical parameters of the tribes, thus infusing
the gaming orientation of the application context. Finally,
sound synthesis is achieved through a complex mapping
scheme established between the events occurring in the
Lake and the rhythmic, harmonic and dynamic-range parameters of an advanced, collaborative sound composition
engine. This complex mapping scheme allows the production of interesting and complicated sonic patterns that follow the performance evolution in both objective and conceptual levels. The overall synthesis process is controlled
by the conductor, a virtual entity that determines the synthesis evolution in a way that is very similar to directing an
ensemble performance in real world.
1. INTRODUCTION
The continuous evolution of music synthesis techniques
using automatic / algorithmic means has yield into wellformalized, perceptually–acceptable music compositions
with rich characteristics. Multiple approaches for automated music composition exist, originating from a variety of scientific fields and disciplines. For example, natuCopyright:
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ral phenomena represent an interesting alternative for formulating techniques for music synthesis, taking into account the diversity and complexity of bio–inspired algorithms that can lead to rich geometric and dynamic properties using rather simple rules [1]. Interactive evolution [2]
on the other hand is a different approach for realizing music composition, that aims to specify and apply sets of objective aesthetic criteria (i.e. measures), with a parallel
and particular focus on the development of music raters
that will produce human–like evaluations of the derived
music, using perceptual rules incorporated into the rather
unexplored level of human noesis. Generally speaking,
the state-of-the-art in the aforementioned music synthesis
methodologies primarily comprises algorithms that adapt
to the circumscribed musical directions by utilizing computationally intelligent strategies, including genetic programming [3].
Clearly, in order to allow the development of such algorithms, a connection is required to be established between
mathematics and music, frequently under a generic framework of human–machine interaction. The direct involvement of human interactivity extends the capacity of the
overall music synthesis algorithm that is typically following (and limited by) rules defined in the domain of computational intelligence and creativity [4]. Thus, state-ofthe-art methodologies in all aspects of music composition
(employing for example tone, rhythm, or even orchestration) can be re-formulated by incorporating direct human
intervention, providing the potentiality to interdisciplinary
explore the entire space of musical possibilities and allowing defying musical norms of human music perception.
Practical realizations of the above concept have been already reported in the literature. Interactive intelligent composition represents a typical example, where the music synthesis system tracks the human preference and is adapted to
it in real-time, using intelligent algorithms. Although the
definition of human preference and the lucid demarcation
of the relative aesthetic features are per se subjects of open
debate [5], usually it is expressed a) in terms of a selectionrating scheme, an approach that inherently suffers from
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user fatigue [6] or b) by letting the human user perform
tasks in a direct fashion (i.e. playing an instrument) or indirectly (through appropriately adjusting target parameters
in real time) [7]. Following the latter option, Cyber Composer was recently proposed [8], aiming to offer a gesturedriven interface for controlling the tonality and melody of
the music synthesized. More advanced music interfaces
have been also introduced, in an attempt to render collaborative music synthesis a reality. In [9], the authors presented ChoirMob, a collaborative singing-synthesis environment that is empowered by an interactive score-writing
display [10] that coordinates participating performers, allowing for expressive and engaging music making using
mobile equipment.
In this work we combine bio-inspired intelligence with
a collaborative music synthesis interface, which provides
flexible and easy to learn interaction paths with the performers, since it is defined under the scope of a game. The
overall system encapsulates complex mapping structures
between the intelligent algorithm and the game player /
performer preferences in a way that is transparent to the
user and the audience, allowing its perceptual transformation to an experimental game environment rather than a
dedicated music synthesis platform. More specifically, our
implementation relies on the well-known and widely employed swarm intelligence concept that defines the collective behavior of decentralized, self-organized systems [11].
The swarm populations are organized in different tribes
that live within the game virtual world called ”the Lake”,
thus deriving the system’s name: Swarm Lake. The behavior of each tribe, as it is formed by the partial decisions made by each of its members is finally transformed
to sound. The autonomous nature of the swarms behavior takes into account a number of physical parameters
met in biological systems: it can be performed provided
that there is enough energy, while it is motivated by primitive social behaviors and rules, including decisions for
attacks to enemy populations. User engagement can affect the autonomous behavior of the wandering swarms, in
terms of high level (strategic) decisions that are intended
to achieve the ultimate game aim: tribe survival. This
user intervention actually changes the autonomous behavior of the swarm agents rendering it forced, while incorporating additional human-oriented intelligence to the game.
Finally, the fundamental concept for sound synthesis in
swarm Lake is the creation of virtual instruments that are
assigned to each tribe (and obviously controlled by the corresponding performer). This approach, as it will be explained next in Section 4, establishes a robust and flexible
interactive sonic design environment, able to produce various forms of sound content.
The rest of the paper is organized as following: Section 2
contains an overview of the Swarm Lake environment, followed by the analysis of the autonomous agents’ movement and the human interaction mechanism provided in
Section 3. This analysis is necessary for discussing the details of the algorithmic framework used for composing the
Swarm Lake sonic output. This discussion is the subject
of Section 4. In Section 5, a brief evaluation of the overall
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synthesis approach is presented. Finally, Section 6 concludes the work and highlights specific issues that can be
considered in the future for evolving the creative capacity
of the Swarm Lake project.
2. SWARM LAKE OVERVIEW
Swarm lake, at its present prototype version, is a four player
game which incorporates human interaction with swarm
intelligence through handheld mobile devices. Furthermore, the game events are mapped to 4–voice music, providing the players with an audio spatial interpretation of
moving objects, their states and actions. Specifically, the
game is based on the movement of agents which belong
to different “tribes” (one tribe for each player) and move
autonomously by interacting with each other under simple
social rules, if there is no human intervention. These rules
are thoroughly explained in Section 3 and roughly incorporate attraction among same–tribe agents and repulsion
between different–tribe agents. These social rules result
into the formulation of several same–tribe agent clusters,
called the “herds”. Players may intervene to the agents’
autonomous movement by assigning special movements
to the herds of their tribe. These movements apply on a
herd of the respective player’s tribe and incorporate simple transportation to a specified point in the game’s available space, capture of food, splitting the herd’s agents apart
and attacking an enemy herd. A graphical overview of the
Swarm Lake architecture is provided in Figure 1.

Figure 1. Swarm Lake architecture overview
Goal of the game is the survival of each player’s agents
for as long as possible. Each agent has an energy level
which is depleted as the agent moves, or if the agent’s
herd looses a battle (following a procedure described thorougher in Section 3.3). An agent may regain some or all
of its energy by being “healed” by its controlling player,
as described in Section 3.2. Each player has an “energy
repository” which may be used to heal the agents of a herd,
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or “resurrect” a number of previously diminished agents.
The player’s energy repository increases through proper
herd manipulation, that is by winning battles, or ordering
the herds to capture “food” packages offered by the Swarm
Lake conductor. Therefore, each player’s interaction with
the game is generally realized through ordering herds of
hers/his tribe.
If a parallelism with physical sciences may apply, the
“atom” of the Swarm Lake is the agent, while the “molecule”
is the herd. The agents encompass a set of simple social
rules of interaction, which allow them to roam the available space in search of other agents of their tribe. When
same-tribe agents “meet”, they are able to form larger entities, the herds, which actually function as an individual
mechanism. The herds however, do not have any kind of
intelligence of their own, they simply inherit the collective
social behavior that emerges from its constituent agents.
Each agent has a “radius of perception”, which signifies
the distance below which it perceives objects and events.
It is not necessary for two agents to perceive each other
in order to pertain to the same herd. Two agents may be
members of the same herd if there is a “chain” of agents
that perceives each other, which links the aforementioned
two agents. An illustrational example of the presence and
the absence of this chain is given in Figure 2 (a) and (b)
respectively. A herd may be constituting of an arbitrarily
large set of agents, ranging from one to every agent of the
tribe.
3. AGENTS’ MOVEMENT AND HUMAN
INTERACTION
Movement is separated in two parts, where the agents move
in “roaming” mode or in “forced” mode.
Each agent has a particular position in the available game
space (i.e. the Lake), which is updated taking into account
the agents velocity. The latter in turn is adjusted by an acceleration coefficient which is determined by the perception of the agent and the interactions of the player.
3.1 Autonomous agent movement
The roaming agent movement is based on the Raynold’s
“boids” [12, 13] algorithms, with an adjustment for repulsion among agents of different tribes. The roaming movement of each agent is based on its perception of the world,
i.e. objects and events outside its radius of perception do
not affect its roaming mode move. There are four roaming
movement rules, the first three of which are borrowed from
the boids algorithm.

perceives, i.e. it aligns its velocity with its herd mean
velocity.
4. Enemy repulsion: Each agent moves away from the
center of mass of the different–tribe agents it perceives (i.e. it is repealed by the enemy herds).
These rules define the roaming movement of each agent
and result into the separation of agents to several clusters
(i.e. herds) according to tribe. Each rule provides an acceleration coefficient defined for a certain direction and magnitude. All these acceleration parameters, together with a
random coefficient of small magnitude, are then summed
to produce the overall agents acceleration. Afterwards, the
velocity is modified accordingly, and “trimmed” to a maximum velocity limit, which depends to the agent’s tribe
characteristics. Finally, the new position of the agent is defined by the updated velocity. However, the roaming movement rules are not considered likewise for some agents,
when their controlling player interacts with the herd they
belong to by providing orders. Another situation where
these rules are not applicable as they appear above is when
a herd is under attack by an enemy herd. These conditions
constitute the forced movement which is analyzed in the
following paragraphs.
3.2 Human interaction
The forced movement incorporates player interaction by
providing orders to a herd she/he controls. When a particular herd movement is forced, the higher velocity limit of
its comprising agents increases, in accordance to the characteristics of their tribe. Therefore, extensive utilization
of forced movement dispenses the agents’ energy, potentially leading them to faster extinction. Player intervention
me be caused by giving the following orders to a herd of
hers/his tribe:
1. Move: The herd moves to the specified location. To
this end, only the roaming movement forces 2 and
4 are maintained, while an acceleration coefficient
with direction towards the target is provided. The
movement is completed if one of the herd’s agents
reaches the location specified by the player.
2. Get Food: This is equivalent to the “move” order,
except from the fact that the target location is a food
package. The herd captures the food if one of its
agents approaches below a predefined threshold.

2. Collision avoidance: If two same–tribe agents are
too close (below a predefined distance threshold) each
agent moves away from each other.

3. Attack: The selected herd becomes a predator and
moves towards a selected enemy herd which becomes
the prey. Only the roaming movement force 2 is
maintained and an acceleration coefficient which is
continuously pointing to the current position of the
prey herd is given. If the predator reaches the prey,
then a battle is taking place, the rules of which are
described in Section 3.3. The attack is terminated
without a battle, if the prey herd splits, or if it merges
with an other herd.

3. Schooling: Each agent adjusts its velocity in accordance to the velocities of the same–tribe agents it

4. Split: The agents pertaining to the selected herd move
away from the center of mass of the set of agents that

1. Shoaling: If an agent perceives a group of agents that
belongs to its tribe (i.e. the herd it belongs to), then
it moves towards the center of mass of the group that
these agents form.
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A

D

(a) single herd

B

D

(b) two herds

Figure 2. (a) Agents A, B, C and D belong to the same herd even though not all agents perceive the presence of the others
(e.g. agent B and D). However, for every agent pair there is a chain of agents that perceive each other (for example D is
connected to B via C). (b) If agent C is removed, then the chain is broken and thus agent D does not belong to the same herd
as A and B do.
previously formed its herd, until it perceives none of
them. As previously, during this movement, only
the roaming movement acceleration 2 is maintained.
The splitting actions may by utilized by the player
as a defense mechanism, since such an action terminates potential attacks by enemy predators.
Each move may be terminated before it is executed if the
controlling player provides a new order. While a herd is
performing a certain move, it may encounter another herd
of the same tribe. This will eventually merge the two herds
in a unique one, which carries the players order. If two
herds of the same tribe that have been given different orders meet, then the merged herd follows the orders of the
most populated herd. If the herds are equally populated,
then order to be followed by the merged herd is randomly
selected from the targets of the previous two herds.
The player can also perform two additional tasks which
do not incorporate herd movement. The first action is the
herd healing, where the player heals all the agents in a
herd. With this action, all the herd’s agents obtain their
initial energy level, while the energy “cost” required is
subtracted from the player’s repository. The second action
is the agent resurrection, which incorporates the reappearance of agents that have previously demised. The energy
“cost” for the resurrection of an agent equals to the total
energy level of the agent that is about to enter the game. It
has to be noted that the player is not allowed to “create” an
agent, thus no resurrection can be performed if none of the
player’s agents has demised.

3.3 Battle rules
The battle rules apply when a predator herd, following the
order of its controlling player, reaches the target prey herd.
The winner herd is the one with the greater fight strength.
The fight strength of a herd is determined by the energy
level of the agents in the herd and by their relative positioning in space. The energy level of the herd, denoted by
hnrg , is the energy level sum of all its comprising agents.
The positioning of the agents is measured with the herd
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compactness and is calculated by
hcmp

k
fi 
hN X
si − d(i, j)
1 X
= 2
hN i=1 j=1
si

(1)

where hN is the number of the herd’s agents, fi is the number of agents that agent i perceives, si is the sight radius of
agent i and d(i, j) is the distance between agents i and j.
The constant k can be characterized as an “overpopulation
penalty”, because large values of k result into lower compactness for herds with more agents. For the game setup
as presented in this paper, a value k = 2 was utilized.
The energy level difference of the two herds that take part
in the battle is stored in the energy repository of the player
who controls the winning herd. The total energy level difference is divided with the number of agents in the loosing
herd and the resulting number is the energy portion that
each agent in the loosing herd has to “give off”. This energy level is subtracted from each agent in the loosing herd,
leading to demise of agents whose energy levels are vanished by this subtraction.
3.4 The Swarm Lake conductor
The Swarm Lake conductor represents a virtual software
entity that affects the Lake and its enclosed population horizontally; that is, a decision made by the conductor potentially refers to all competitive tribes and within a larger
application scope and affects the progress of the performance. More specifically, the conductor role as it is outlined by the game scenario is twofold: the application decides when and how much food is going to be offered in
the Lake, also defining the specific place where it is going
to be dropped. The final decision is made through a complex decision scheme, the analytic description of which is
beyond the scope this work. In summary, it considers the
mean and latest competitive activity of the tribes, as well as
the energy values appeared in the local tribes repositories.
Clearly, the volume and the time intervals density of the
offered food is a way for controlling the evolution of the
music performance. For example, provided that the continuous absence of food will result into agents starving and
a respective lack of energy, the game will soon come to an
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end and the music synthesis will stop. Thus, the decisions
of the conductor can be regarded as a means for coding
music score instructions that defines the length of the music track composed. In a future Swarm Lake version, this
artificial entity can obviously be replaced by a human conductor. Moreover, the second conductor responsibility is
to apply the 4-channel mixing of the synthesized content
by considering the instantaneous spatial distribution of the
autonomous agents within the Lake limits. More details on
this issue are provided next in Section 4.3.
4. MUSIC COMPOSITION ALGORITHM
As it was mentioned at the beginning of the paper, sound
synthesis is performed by assigning virtual instruments to
each tribe. Each tribe-specific instrument is realized as
a software SuperCollider 1 synthesizer (Synth), in terms
of unit generators (U Gens). This pure sound synthesis
approach allows the production of the final sonic output,
without the need of buffering prerecorded sound samples.
Apart from the four Synths that are mapped to each tribe,
Swarm Lake also employs a fifth semi-independent Synth
element in order to represent the Swarm Lake world action and to fulfill sound synthesis conceptually, spatially
and spectrally. We hereby refer to this synth as the ghost
Synth. The rationale behind the definition of the above
synthesizers is the realization of tribe-specific instruments
with no actual reference to any real ones. All Synths
are designed with different parameters, in order to achieve
unique sonic characteristics per tribe, thus achieving an interesting mix of sounds. This rather arbitrary design process is necessary for creating meaningful and organized
tribe-specific sonic patterns, which fulfill fundamental human subjective expectations through providing an overall,
robust and aesthetic sonic output.
4.1 Primary synthesis modules
Each tribe–specific synthesizer (denoted here as SynthA ,
SynthB , SynthC and SynthD respectively) is programmed
to produce simple but distinguishable timbres that recall
the epoch of the early generations of video games. The
implementation of each of the Synths included:
1. The definition of a function that analytically describes
the U Gens employed within the specific Synth, as
well as their interconnections (such as nesting, addition or multiplication).
2. The realization of multiple signal processing units
(i.e. compressors, limiters and expanders) which provide more balanced sound under unpredictable or
extreme amplitude changes that may occur during
the game play.
3. The definition of specific U Gen arguments as interaction parameters, aiming to offer access and control
to the respective generator tones (pitch), gain and
ADSR envelopes duration, harmonics and phase offsets. These parameters depend on the particular type
of a specific U Gen.
1

http://sourceforge.net/projects/supercollider/?source=directory
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Following are the details of each of the Synths realized
for the purposes of this work.
SynthA consists of a series (i.e. an array) of sinus oscillators for creating a plurality of harmonic content. Signal
amplitude is modulated using a saw oscillator combined
with a low–pass filtering unit. A second sinusoidal signal
is added to the previous one, which is phase–modulated using a saw oscillator too. Thus, the saw oscillator frequency
becomes the frequency of the phase modulation, and it’s
amplitude the range of modulation. The above SynthA
functionality can be mathematically modeled as:
SynthA = (Sin1 + Sin2 . . . + SinV ) ∗ Saw
+Sin(phase : Saw) + Sin

(2)

where the last term is added in order to control the plurality of the produced sound harmonic content following
the variations of the compactness defined in Eq.( 1) (see
also Section 4.2 for more details). It should be noted that
the same control task is performed by the last term of the
equations following that describe the rest Synths.
SynthB incorporates a band limited impulse oscillator,
whose harmonics are modulated by a sinus modulator. The
derived signal is added with a sinusoidal and a sawtooth
one as:
SynthB = bl Imp(harms : Sin) + Sin + Saw

(3)

SynthC is defined by a low–pass filter pulse oscillator,
a low–pass filter saw wave oscillator with a sinus oscillator being it’s initial phase offset modulator, a sinusoidal
oscillator as a phase modulator, a quadratic noise generator (QNG) and finally an extra generator being a bank of
resonators fed by an impulse generator:
SynthC = (LF P ulse + LF Saw(iphase : Sin)
+Sin(phase : sin) + QN G + Reson(Impulse) (4)
On the other hand, SynthD is modeled as
SynthD = RLP F (pulse) + RHP F (sin)
+Ring(impulse) + impulse(phase : sin)

(5)

being the combination of a low–pass filter resonator (with
cut–off frequency at tone ∗ 1) with input a pulse wave generator, a high–pass resonant filter (with cut–off frequency
at tone ∗ 2) fed by a sinus oscillator, a ring modulator with
input an impulse generator and finally, an impulse oscillator modulated by phase using a sinusoidal oscillator.
Finally, the GhostSynth consists of an 8-input resonant
filter fed by an equal number of sinusoidal oscillators, a
ring modulator driven by a low–pass frequency saw wave
oscillator and a chaos generator (i.e. a feedback sinus oscillator with chaotic phase indexing). The output of the
chaos generator is particularly amplified when the tribes
are in war. This Synth is modeled as:
GhostSynth = Reson(Sin1 + Sin2 . . . + Sin8 )
+Ring(Sin(LF Saw)) + Chaos (6)
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In order to efficiently follow the performance progress,
each Synth is controlled by one synth–performer, a software routine that triggers the initiation of sound events
with specific sound parameters, following a pre-defined
map of interactions. Thus, these synth–performers represent the application interface between the Swarm Lake
world events and the sound engine. A detailed description
of the sound parameters and the considered map of interactions is provided next.
4.2 Music parameters configuration
Tempo is pre-defined and fixed during a performance session. On the other hand, rhythm is defined in real–time, following the evolution of the game. Each synth–performer
handles a sequence of notes with different durations. For
example, when a tribe dies, a different global rhythm is applied, aiming to deliver a dramatic character on the game
play, mainly through dividing the music measure into shorter
note durations. During a game session, three different rhythmic changes can occur:
1. Initial rhythmic pattern applied upon starting a new
game: the music measure M is divided in four beats
([τ1 , τ2 , τ3 , τ4 ]), where τ denotes single note durations.
2. As it was mentioned previously, upon death of a tribe
the music measure M is further divided into two
more beats (i.e. [τ1 , τ2 , τ3 , τ4 , τ5 , τ6 ] for the first
dead tribe, [τ1 , τ2 , τ3 , τ4 , τ5 , τ6 , τ7 , τ8 ] for the second one, etc).
3. When the next to last tribe dies, the game ends and
music synthesis stops (i.e. M = 0).
Every time a new rhythmic section is about to be applied, a new fixed array of durations is sent to each synth–
performer. All arrays have the same sum of durations that
follows the applied rhythmic pattern; however, each synth–
performer plays a different sequence of the globally defined durations, for example:
• SynthA → [τ1 , τ2 , τ3 , τ4 ]

each one. The ADSR gains are analogously mapped to the
average herd strength value for a specific tribe (as it was
defined previously in Section 3.3), while the corresponding ADSR durations are directly associated with the mean
herds energy hnrg . By following this mapping approach,
high sound dynamics are produced by tribes with excellent
physical condition. It should be also noted that the ADSR
envelope for the GhostSynth remains constant during a
specific game period. Moreover, the overall GhostSynth
reproduction level depends on the number of the dead tribes.
Initially, the GhostSynth is not audible, since all tribes
are alive, but its level is increasing as the competition between the game tribes evolves.
The melodic content of the produced sound is continuously determined by the tribe that is dominant in terms of
strength. Each time a tribe becomes a dominant one, all
the other ones are enforced to follow the melodic character assigned to the leader tribe, as it is summarized in Table 1. Technically, this enforcement is applied by sending
specific arrays of notes to the particular synth–performers.
The array of the leader tribe has always double length. For
example, if tribe D is assumed to be dominant, music synthesis will be based on the harmonic minor: tribe D synth–
performer will play the complete musical scale, while the
rest will be randomly playing the first, third, fifth and seventh scale note. Hence, the leader tribe is perceived as if it
executes a music solo session, while the rest bondservant
tribes are musically following it. A specific note (e.g. C)
is defined per game session as the root of the reproduced
scale. Obviously, if there is no leading tribe alternation,
then the scale of notes no longer changes and no new arrays of notes are generated. This condition results into a
lack of melodic changes under decreased tribe competition
conditions.
Tribe synth
SynthA
SynthB
SynthC
SynthD

Assigned melody type
Melodic Major
Major Pentatonic
Melodic Minor
Harmonic Minor

Table 1. Melodic assignments to the Swarm Lake tribes.

• SynthB → [τ3 , τ1 , τ4 , τ3 ]
• SynthC → [τ1 , τ3 , τ2 , τ4 ]
• SynthD → [τ4 , τ2 , τ1 , τ3 ]
while the GhostSynth always plays one note within a single music measure (i.e. GhostSynth → M ). Following the above rhythm description scheme, we ensure that
all synth–performers are synchronized at the end of each
rhythmic pattern.
Focusing on the produced sound dynamics, these are defined and controlled in a per tribe basis through appropriately shaped ADSR envelopes. Specifically, each synth–
performer is assigned a specific ADSR curve, with A, D,
S and R durations and gain values being varied in a range
that is unique for the specific tribe, thus providing a distinct dynamic character of the sonic output produced by
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Changing note octaves depends on the average of the absolute velocity magnitude of each tribe. For example, if a
specific herd is about to attack, it will increase the average
speed magnitude for the specific tribe. In this case, the reproduced notes for this specific tribe will be selected from
a higher octave. Instead, if the tribes are moving leisurely
within the Lake, then the sonic output will have a low frequency character. Moreover, the harmonic content distribution of the sound produced by each tribe is controlled
by its compactness hcmp : the more compact is the population of one tribe, the richer is the harmonic content of the
music outcome, thus partially affecting the corresponding
timbre characteristics. This extent of harmonic content is
programmatically controlled through directly mapping the
measured compactness to the amplitude of the last terms
of Eqs.( 2)–( 5) presented in Section 4.1.

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

4.3 Sonic output final rendering
As it was previously mentioned, sound reproduction is performed under a 4–channel loudspeaker setup. For producing this multichannel audio stream, we have used a four
channel equal power panning law that is realized on the
conductor application side. Taking into account that the
conductor is also responsible for delivering energy through
food parcels to the Lake world, it can be considered that the
conductor application is acting as a real conductor does for
adjusting the overall balance of the various instruments or
voices within his music ensemble.
Technically speaking, the panning law applied follows
the tribe position (xtribe , ytribe ) calculated as the average
position among the overall amount of a tribe agents (the
center of the Lake world corresponds to the (0, 0) reference point of the coordinate system employed for defining
the positions of the agents within the game world). Only
the GhostSynth sonic outcome is mapped in a different
way. It’s position (xghost , yghost ) is defined as the symmetrically opposite point that corresponds to the average
position of the four tribes, that is:
xghost = −(xtribeA + xtribeB + xtribeC + xtribeD )/4 (7)
and
yghost = −(ytribeA + ytribeB + ytribeC + ytribeD )/4 (8)
Hence, in a conceptual level, the GhostSynth acoustically
exists where the evidences of life are limited (or where no
life dwells), while it is strengthen by death.
5. DEMONSTRATION AND EVALUATION
An essential task in this work was to evaluate the Swarm
Lake game in real conditions, mainly in terms of a musicmaking collaborative tool rather than a game. Hence, for
this performance assessment we particularly focused on
the ability of the game to foster meaningful, subjectively
acceptable and rich musical experience for both players
/ music makers, as well as the audience. The evaluation
was performed using the Swarm Lake pre-release prototype, aiming to disclose (a) potential failures of the application that would imply low perceptual and user engagement efficiency and (b) possible success of the design alternatives selected, as well as (c) to designate realization
best-practices that will allow further improvement of the
creative process of composing music.
The Swarm Lake ensemble was assembled by four players, each one being the human controller of one of the existing swarm tribes. All players / music makers had formal
music training and skills, while three of them were additionally involved in at least one algorithmic music synthesis project. Moreover, they all belonged to the Swarm Lake
developing team, being aware of the scope of the game.
Hence, no player training session was performed prior to
the demonstration. The overall evaluation task included a
complete game session, terminated when three of the four
participating tribes were eliminated. For monitoring purposes, the particular agent/herd units positions were com-
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municated to the conductor application through OSC messages. The conductor was also responsible for synthesizing the instantaneous graphical representation of the game
world in real time. This video stream was projected on a
wall, being available to all the music makers, as well as
the audience which attended this pilot performance. The
Swarm Lake client application that was available to each
player was developed on the iOS mobile platform and was
executed on a 3rd generation iPad. It encapsulated all the
necessary functionality for supporting the game scenario
and interaction as it is described in the previous Sections.
Through this application, each player was able to visually monitor his own tribe spatial distribution and provide
his orders. For the overall Swarm Lake world representation, he should follow the visual stream produced by the
conductor application. Finally, a dedicated wireless network was available for establishing the OSC communication links between the Swarm Lake clients and the conductor.
The 4–channel sonic output derived during the performed
game session was recorded for future reference and evaluation by third parties. A short stereo downmix example,
as well as the respective separated Synth tracks are available online 2 . The music track composed was found to
exhibit rich and interesting musical characteristics, while
a significant evaluation outcome was the distinct musical
character of each tribe incorporated into the derived music
experience by the tribe dominance-dependent mechanism
employed. Moreover, conceptually, the produced music
content was found to perfectly match the evolution of the
game, with the chaotic influence of the Ghost Synth being prominent in cases were the competition among the
tribes was high. Finally, the artificial conductor involvement achieved an overall performance progress in terms
of dynamics evolution and music track ending, which was
found to be very similar to the one achieved by typical music ensemble directing schemes.
6. CONCLUSIONS
The concept of collaborative music making through mobile platforms is well investigated and employed in modern sound synthesis applications targeted to multiple composers’ ensembles that perform concurrently. This concept is usually realized under the scope of efficiently described instructions that substitute the necessity of following a well-defined, organized score form. In the work at
hand we introduce an alternative approach that considers a
multiplayer game environment for realizing the collaborative music making system. Numerous advantages originate
from this approach, such as the fact that the performers’
excessive training is not required, since it is likely that the
majority of participating humans are used to play at least
one kind of video games. Moreover, the employment of
artificial (and specifically bio–inspired) intelligence combined with the ability of the performer to interact with the
autonomous artificial entities provide a novel and promising means for further experimentations on algorithmic sonic
2

https://dl.dropboxusercontent.com/u/3975478/SwarmLakeAudio.zip
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creation.
We have developed a system prototype, namely the Swarm
Lake project, that was demonstrated aiming to provide an
initial assessment of the music–making approach, mainly
in terms of the musical experience achieved and the subjective evaluation of the sonic outcome. It was found that the
complexity of mapping between the social, swarm behavior rules followed by the autonomous, intelligent agents
and the highly parameterized music synthesis engine results into perceptually consistent and interesting forms of
sound, in both practical and conceptual levels. In the latter
case, several correspondences between the game group of
music–makers and a real-work music ensemble are highlighted, such as the impact of the artificial conductor that
controls the music dynamics, the reproduction panning and
the overall length of the synthesized sonic content. Moreover, increased tribe activity and competition towards the
ultimate survival aim results into an evolutionary music
structure free from repetition artifacts and static characteristics.
The preliminary demonstration of the Swarm Lake project
provided useful insights that will be considered towards the
evolution of the prototype into a fully functional performance system. For example, the substitution of the artificial conductor entity by a human player will definitely enhance the user interaction significance in the overall sonic
synthesis. The participation of an arbitrary number of tribes
represents also an attractive future enhancement, especially
under the perspective that each performer will be allowed
to re-define the inherent properties and parameters of its
own Synth engine. This feature can be easily incorporated
into the present version of Swarm Lake, due to the modular, Synth-based design approach followed. Finally, it is in
the authors near future intentions to incorporate emotionally driven behavioral and sound synthesis rules in the artificial populations, that will complicate the game progress
and provide an affective-rich sonic outcome.
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ABSTRACT
The development of a pre-compositional model is proposed in this study based on two systems with two design
perspectives: Schoenberg’s Serialism and Perle’s TwelveTone Tonality (from now on TTT). Schoenberg’s perspective reveals a linear design where the set has functions like those of a motive; on the other hand, Perle’s
design result in harmonic simultaneities based on symmetric cycles. The authors propose a model for 12-tone
composition that assumes an interactive approach between the horizontal and the vertical statements toward a
new pre-compositional system based on geometrical and
symmetrical issues. This model is being implemented in
PWGL for Computer Aided Composition (CAC) in order
to assist the extrapolation of the Motivic/Harmonic fundamental requirements of the model. Finally, the empiric
outcome produced in the form of musical composition
was analyzed, although not presented in its entirety in the
scope of this paper.

1. INTRODUCTION
The melodic/harmonic dichotomy is generally viewed in
serialistic composition context with a straight connotation
with a recent past of tonal functionalism, a connection
that should be avoided in light of a necessary paradigmatic breakdown. However, the question in its deeper significance (the relations between the horizontal and the vertical entities) is real, and won’t disappear by simply eluding a certain morphologic heritance. To Schoenberg, the
twelve-tone set has the function of a motive [1], and it is
this linear polarity of the motive that ought to transmit
unity to the musical work. However, the huge universe of
479 001 600 possible permutations of the 12-notes turns
the selection of the right set pivotal in pre-compositional
assignments.
With the exception of monodic texture, simultaneities
result from three basic processing factors: from overlapping lines derived from the original series resulting in a
kind of counterpoint (e.g. Schoenberg op.25 no.1, Dallapiccola Goethe Lieder no.2), from the vertical segmentation of the series (e.g. op.33a Schoenberg, op. 37), and
from composer’s free selection (e.g. Berg's Volinkonzert).
Copyright: © 2014 Telmo Marques et al. This is an open-access article
dis- tributed under the terms of the Creative Commons Attribution License 3.0 Unported, which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are
credited.

The available studies around composers of the so-called
Second Viennese School prove that the choice of the set
was never taken randomly or unsystematically. Features
such as melodic contour, intervallic relationship, symmetrical properties, invariance, segmentation, and other relevant aspects were studied and experimented patiently
(sometimes to exhaustion) by these composers before the
final selection of the set. It is this ‘unique’ set that
Schoenberg called the motive, the linear stating at the
beginning of the work that proposes a reflexive approach
of characteristic reference of the set that leads to the desired unity of the work as a whole.
In a study related with the pluralistic analysis, Jairo
Moreno confronts two diametrically opposed ideas of
music-theoretical concept of motive, namely that of Heinrich Schenker and Arnold Schoenberg. Moreno writes
that for Schoenberg, "the motive not only represents a
concrete expression of the musical Idea but also lies at
the origin of all processes of thematic transformation that
he identifies as the historical common denominator uniting his musical making to that of his predecessors";
Schenker considers "motives in terms of voice-leading
transformations of simpler underlying event [2] and rejects “those definitions of form which take the motive as
their starting point and emphasize manipulation of the
motive by means of repetition, variation, extension,
fragmentation, or dissolution” [3].
Perle was concern with this problem of organizing the
simultaneity of sounds in musical composition with
twelve notes. Although departing from a miscalculation,
his theory derives also from the 12-note universe – and
later would be called Twelve-Tone Tonality. Ernst
Krenek, confronted with Perle’s first serialistic attempted
– a sketch for a string quartet – told him he had misinterpreted the twelve-tone system, but at the same time he
had made what he called ‘a discovery’. This misinterpretation is the symmetrical cycle. A set based on symmetric
cycles offers consistent and predictable simultaneities to
be extracted from a twelve-tone matrix.1
As could be observed in Figure 2 in the next chapter,
Perle’s system has its final pre-compositional results in
the form of chord progressions, vertical entities with
structural organization that suggests function degrees
analogous as those present in functional tonality. So, it
1

In many circumstances, the process of selection of the twelve-tone set
is a constraint of these incidental findings by studying the invariance.
These sets, showing similar features after suffering the usual transformations of the system (R, I, RI), minimize what Perle perceived as some
weaknesses of the system.
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could be easily perceived a melodic/harmonic distinction
between Schoenberg and Perle’s pre-compositional
methods.
It is the aim of this research to develop a model that
gathers the best of both worlds: a model for 12-tone composition that assumes an interactive approach between
horizontal dimension (the linearity of the motive), and
vertical dimension (the simultaneities in the harmony).
The new pre-compositional model extrapolates the motivic organization in serialism and the TTT premises of
symmetry into the universe of Geometry. In order to assist the extrapolation of the Motivic/Harmonic fundamental requirements of the model, the open GL application
PWGL2 was selected due to its characteristic powerful
features in working with lists, lists of lists, and so on.

foundational premise of a coherent and natural twelvetone harmonic language, just as the triad does for the
harmonic language of diatonic tonality” [7].
George Perle’s theory had its origin due to a misinterpretation on Schoenberg’s system: In the late thirties:
after realizing that from a twelve-tone set one could prepare a matrix, he assumed that any note in this matrix
could be selected (note axis) and four neighbor notes
(two horizontal and two vertical) set as members of the
harmony. The resulting harmonies were ambiguous and
inconstant. The amount of existing intervals in the set
multiplies by the number of harmonic possibilities in its
realization. Later Perle realizes that twelve-tone sets
based on constant cycles of symmetrical intervals disclose a consistent pattern that could be used harmonically
with no ambiguity or inconstancy.

2. SCHOENBERG’S MOTIVE AND
PERLE’S TTT HARMONY
2.1 Schoenberg’s Motive: Serialism and Harmony
Schoenberg defined and systematized the dodecaphonic
set in order to substitute some unifying and formative
advantages of scale and tonality. Since the very beginning of the Twelve-Tone System many composers dealt
with the persistent problem of the harmonic subject.
“How does one use a linearly oriented system of musical
organization with consistent and aurally logical harmony?
Chords do not exist as such in Schoenberg’s system, as
they arise solely from the simultaneous unfolding of given aspects of the work’s basic set. Even those chords,
expressing portions of the set vertically are idiosyncratic
to the ordering of the set.” [4] Although functioning as a
motive as pointed out by Schoenberg himself, sooner or
later the compositional process will get juxtaposition of
events – or notes simultaneities. But those simultaneous
occurrences arise out of the contrapuntal manipulation of
the set. As pointed out by Rosenhaus “Schoenberg’s is a
primarily linear system which deals with simultaneity
solely as a result of counterpoint” [5]. “Harmony in such
works tend to arise from “accidents” of counterpoint and
not from any regular chordal constructs” [6].

Figure 1. Perle’s Interval-7 Cycle.

2.2 Perle: Cycling Sets as Harmony
George Perle was an American composer, professor
emeritus at the Aaron Copland School of Music and an
awarded Pulitzer Prize for Music, thanks to his Twelvetone system of composition based on cyclic intervals and
symmetrical inversions. This structural method for composition started with the analytical work he has done with
Alban Berg’s compositions. Perle considers that the principle of “symmetry” present in his model is the key element that establishes a direct relationship with the Tonal
System. He believe that “Symmetry can serve as the
2

PWGL is a free cross-platform visual language based on CommonLisp, CLOS and OpenGL, specialized in computer aided composition. It
is based on many concepts and ideas that were originally developed for
PatchWork. PWGL is developed at Sibelius Academy in Finland Finland by a research team consisting of Mikael Laurson, Mika Kuuskankare, Vesa Norilo, and Kilian Sprotte. (Information retrieved from
http://www2.siba.fi/PWGL/) in 31st March 2014.

Figure 1 above presents a symmetrical cycle of interval
seven (p7) and its inversion (i5). The terminology reflects
the intervallic distance according to ascending or descending movement in the cycle. The interpolation of
both cycles (the prime p7 and its inversion i5) results in a
new set (in this case named p0p7). This time, Perle’s terminology3 p0p7 reflects the constant interval sums present in the cycle: sum 0 and sum 7. The last system presents a variation of the same interval-7 cycle: i3i10. Starting from a different initial point, interval sums disclose
different patterns. However, the linear profile is an inversion (transposed) of p0p7.
The middle-point of symmetry reveals two things that
emerge in any symmetrical cycle: a reverse ordering invariance, and a tritone transposition (T6) equivalence of
the first half of the cycle. In effect, the distinction between retrograde-related row forms was eliminated and
any note was free to move to either of its neighbors in
either of two inversionally complementary forms [7].
3

The complete collection of dyadic cyclic sets could be accessed in
Perle’s Appendix where he explains the meaning of equivalent sets.
‘Sets that share the same pair of tonic sums are equivalent to each other.
[…] Thus, the interval-1 set p0p1 is equivalent to i1i0, the set of the
same tonic sums and the complementary interval, 11; the interval-2 set
p0p2 is equivalent to the interval-10 set p2p0; the interval-3 set p0p3 is
equivalent to the interval-9 set i3i0; etc (Perle 1996, 253).
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Authors like Carrabré [8], Foley [9], and Rosenhaus
[5] proposed new approaches and extensions to Perle’s
theory. James Carr [10] developed an application that he
called 12-tt 2.0 capable to generate an ‘encyclopedia’
with lists of vectors and matrices; Gretchen Foley developed an application named ‘T3RevEng’ directed to Aided
Analysis [11]; Headlam created a set of applications to
matrix identification [12]; and Christopher Winders designed an application that can slide a cyclic set over another in way to produce every possible vertical alignments [11].
2.3 Some Preliminary Conclusions

	
  

Horizontal	
  Dimension	
  

Serialism	
  

Figure 2 presents the harmonic result concatenation of
two cognate4 cycles. The first six chords could be related
with the last six chords likewise before: they still disclose
a reverse ordering invariance, and a tritone transposition
(T6). Figure 3 presents an excerpt from an orchestral
work commissioned by ‘Guimarães European Cultural
Capital 2012’ named Abertura em forma de Pena. The
phrase between bar 50 and 55 was constructed based on
Perle’s symmetrical cycles present on Figure 2. The music excerpt respects the ordering of the set: the axis line
starts in the tuba continuing in the clarinet part, and the
associated harmonies were distributed on other instruments.
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Figure 2. Cognate Cycles p0p7 and i3i10.

The fundamental difference between these two systems
could be denoted in advance from their theoretical foundation: in Schoenberg’s serialism the harmonic implication of any counterpoint is ultimately arbitrary – harmony
tend to arise from “accidents” of counterpoint and not
from any regular chordal structure; in Perle’s TTT verticality and harmonic relations are the solely genesis of his
theory, leaving to a secondarily issue the linear approach
– in fact, the latter results from the unfolding of the
chordal structures.
Table 1 presents a synoptic description of both perspectives with their benefits and weaknesses. Vertical and
horizontal dimensions were analyzed and described to a
better comparison between each method.
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Table 1. Horizontal and Vertical Dimensions.

5

Figure 3. Abertura em Forma de Pena.

4

Cognate cycles share the same interval in terms of absolute value.
E.g.: ascending interval 7 and its inversion descending interval 7 or
ascending 5. This could be observed on Figure 2: in fact, the entire
sequence of i3i10 is an inversion of p0p7.

In serial twelve-tone harmonic practice, “when linearly adjacent elements are simultaneously stated, the original ordering may be disregarded so long as the harmonic entity is identical in content with the segment of the set. The harmonic relevance of the linear formation is thus
in inverse proportion to the number of elements that constitute this
segment. Obviously, if the harmonic formation contains only two notes
the vertical and the horizontal adjacencies will be identical. And if it
contains twelve notes it will have no relation to a unique linear arrangement since it could function as a verticalization of any set” (Perle,
1991, p. 85).
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It could be assumed that both systems, although based on
the same 12-tone genesis, assume different design perspectives with implications in the compositional praxis.
Serialism manipulates the set on many structural levels
such as the melody and rhythm but not in terms of a regular, and predictable, harmony. The latter arises out of the
contrapuntal manipulation of a selected twelve-note row
and its permutations. Schoenberg´s twelve-tone system is
ultimately linear, one that maintains the integrity of an
ordered set, while Perle’s system of twelve-tone tonality
is ultimately harmonic, one in which the use of traditional
influences like “tonality” and “mode” assumes the integrity of the cyclic sets involved. TTT is a “composerselective” system allowing for regular and predictable
chordal structures; Serialism is a “composer-ordered”
system [6].
The idea of a new model emerges: a model capable of
merging the best of both dimensions.

3. GEOMETRIC HARMONY
3.1 A New Symmetrical Approach
Symmetry seems to work as an integrational constraint
that brings equilibrium in 12-tone pre-compositional organization. In order to extrapolate Perle’s idea, other
symmetrical approaches were studied, namely those related with geometry. Some geometrical figures present an
organization of lines, edges, and vertices that could be
directly applied to 12-tone segments. The following examples represent a few of those geometrical constraints.
To get a normative unity (also present in Perle’s system)
a rule determine that a chord to be selected must reveal
the same sum in their integers based on the chromatic
values from C=0 to B=11. Figure 4 represents a geometrical solution to organize trichords of equal sum.
Like composers persistently search of invariances in
serial music, here we find an extrapolation of those symmetrical properties in terms of geometrical proportional
equivalencies. Each side of the Hexagon represents a
trichord. Trichords must share all the same equal sum.

Figure 4. Geometrical Solution for Equivalent Sum Trichords Based on the Hexagon.
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For this to be accomplished it is necessary that:
A+B+C=C+D+E=E+F+G=G+H+I=I+J+K=K+L+A=sum
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chromatic values from C=0 to B=11. The patch found
solutions to sums between 18 and 26.
Table 3 and Figure 6 illustrate the first solution for
Sum=18. We can thus define the four Tetrachords according to the geometric figure as follow: [A, B, E, F] =

Table 2. Resultant Direct Application.

The PWGL patch found solutions to sums between 14
and 19. As the rotation of the set based on the edges result in equivalent sets, the solutions present only the
primes – those whose first element is closer to 0. Table 2
exemplifies a solution. Each letter relates directly to a
position in the set.
To define the six trichords of the set we must extract
the values of each side of the hexagon:
Trichords [A, B, C] = [0, 10, 4]; [C, D, E] = [4, 9, 1];
[E, F, G] = [1, 11, 2]; [G, H, I] = [2, 7, 5]; [I, J, K] = [5,
3, 6]; [K, L, A] = [6, 8, 0].
Another invariance emerges from the solutions obtained counter-clockwise. As can be observed on the hexagon symbol, the sequence [A B C D E . . . etc.] is mirrored in its retrograde [A L K J I . . . etc.]. Lets look for
example at the results for a sum of 14:
Sum 14:
0 10 4 9 1 11 2 7 5 3 6 8 (0) ←
0 10 4 8 2 11 1 7 6 3 5 9 (0) ←
0 10 4 7 3 9 2 11 1 5 8 6 (0) ←
0 9 5 3 6 7 1 11 2 8 4 10 (0)
0 8 6 3 5 7 2 11 1 9 4 10 (0)
0 6 8 5 1 11 2 9 3 7 4 10 (0)
The first three solutions are already represented by the
retrograde of the last three. Thus, a condition B < L was
included in the constraint rules code in order to reduce
the number of equivalent solutions to their primes:
(i2 i12
(?if (< i2 i12)))
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Table 3. Resultant Direct Application.
00:03
00:02
00:01
00:00

[4, 3, 1, 10]; [D, E, H, I] = [8, 1, 0, 9]; [G, H, K, L] = [11,
ihihijbihbihjbibihb
0,
2, 5]; [J, K, B, C] = [7, 2, 3, 6].

œœ # œœ
œœ # œœ

&# ## œœœœ # # œœœœ

Figure 6. First Solution for Sum=18.

3.2 Pre-compositional Application
As related before in chapter 2, it is the aim of this new
model to achieve balance between vertical and horizontal
dimensions. The following practical application was the
result from a commission for the Filarmónica União Taveirense. The purpose was to sign a decade of musical
direction under the baton of João Paulo Fernandes. The
work intitled “87.658,13H” is easily related with the
amount of hours and minutes that 10 years comprise,
visible also by the metrical distribution of bars during the
introduction and the final of the piece with recurrent sequence of the time signatures 8/4, 7/4, 6/4, 5/4, 8/4, and
13/8. The melodic construction is based on the serial set
[0, 5, 10, 9, 8, 11, 4, 6, 7, 3, 2, 1]. The two inicial motives
result from splitting the set in two melodic segments as
shown in Figure 7.

S1

& œ

S2

& #œ

œ bœ

œ

#œ nœ

œ

œ

bœ

œ

bœ

Figure 7. Set Divided in Two Melodic Segments.

Figure 5. Geometrical Solution for equivalent Sum Tetrachords Based on Double-Cross.

Figure 5 is another representation of a geometrical solution to organize tetrachords of equal sum based on the

The PWGL patch used for the pre-compositional unit
could be seen in Figure 8 on the next page. Following the
principles of the model proposed, and based on a geometric six-point Star representation, one of the possible solutions presented by the application is related with the geometric harmony fulfilled by the tetrachord Sum 22. Only
harmonic sequences containing the melodic segment
could be used.
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ABSTRACT
Current advances in digital fabrication are accompanied by
efforts to bring about increased facility in the fabrication
of digital circuits. In this context, tangibility can apply to
the intimate contact with objects as programmable entities
forming part of the human-material loop in the sense of
physical computing. In this paper, we explore the possibilities of making music with very simple circuits, using
an equally minimal interface for live interaction with the
hardware.
Our aim is to find new ways for experiencing the behavior of circuits and for navigating inside the data space of
generative algorithms with musical devices by using minimal interfaces, while involving both human and machine in
the perception of the musical output. In our experiment we
have focused on the lowest level of the machine language
[1], that of manipulating bits in real-time. Furthermore, we
attempt to tighten the loop between human and machine
by introducing a machine listening component which processes the output of the human-machine interaction. This
splits the perceptual feedback loop into a human and a machine part, and makes the final output a joint outcome of
both.
1. INTRODUCTION
1.1 LHC and Tangibility in live music-making
Live coding as a practice blurs the limits between composition and performance [2]. It is also considered as a new
notation form [3] or an approach for developing notations,
albeit in its infancy. Live coding from scratch usually follows a bottom-up approach, building musical elements incrementally from simple to more complex ones. Yet from
the point of view of the computer, the musician uses highlevel abstractions for coding (for example: SinOsc, Synth,
Pattern, Routine, Scale). In this paper we present an approach that attempts to start from low-level computational
elements, namely bits and their manipulation through simple automata that make up the building blocks of digital
machines. Writing code at the lowest level of machine
language seems hardly a practical method for constructing music, and no more a usual method for constructing
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programs. Our experiment is motivated by the question,
whether it is possible to create an intimate link between
musician/coder and machine which, while still based on
digital programming principles, addresses both the human
and the machine in an integrative manner. By that we mean
integrating different functions or faculties such as sensation (input), perception (human/machine listening), planning (computation), action and comprehension as closely
connected as possible, in order to form a closely knit whole.
This is a prerequisite for forming the closest possible interactive link between human and machine, one that creates a
“tangible” contact between the two.
In this experiment we are not applying any design metaphors
from computer music, but look for grammatical interfaces
that open the way to hacking, as suggested by Stowell and
McLean (2013) [4]. Our starting point is not music, but
computational processes. Our question is how the performer can use computational processes as raw material to
form into something approaching a musical performance.
Therefore, we developed devices and interfaces that serve
to communicate to computer musicians some fundamental notions and processes of computing machinery, such
as bits, symbols, binary representation of numbers, serial
transimission, decoding and encoding process, and lexical
analysis. We do not ask of the performer any previous experience in programming. Such an apparatus might have
educational uses [5].
In our design, we sought to obey the general rule of presenting the user with 7 ± 2 elements at any moment (usually refered as Millers law). We use three input switches,
one reset button, a potensiometer and two LED displays
which reflect the current state of the machine. Equipped
with this interface, we sought to develop a bottom-up minimal programming language and environment for live musicmaking.
We presented first results of this low-level approach to
live coding in Diapoulis and Zannos (2012). The language
we used likely is being generated by type-0 grammars [6]
in the Chomsky hierarchy. Whether or not this language
can be followed by humans remains an open question; we
would like to thank Nick Collins who set this question during live.code.fest in Karlsruhe, 2012. The basic design that
serves as starting point is a 3-bit minimal interface that
drives a counter coupled to a decoder as generator of musical structures. As a next step, our aim is to develop interfaces that enable us to explore and experience the behavior of these processes as musical processes at the building
block level [7], that is, as musical phrases or sections com-
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Figure 1. Schematic setup of our expreriment and its main components.
prised of groups of single note events. Here we present first
results of this approach, which add higher-level processing
of the initial output by the machine. This can in turn be
used as musical material, thereby enriching the final outcome. Figure 1 presents schematically the overall setup of
our experiment and its main components.
Futhermore, we have developed a new hardware interface
which allows more intimate and direct tactile interaction
with the digital circuit through flexible buttons that require
very small and light movement, and can be operated while
remaining almost entirely in contact with the device.

SuperCollider [9], named LHC 1 2 , see Figure 2.

2. EXPERIMENTAL SETUP
Our experiment is based on the combination two elementary blocks of digital design: A counter and a decoder.
Both are sequential circuits which can be represented by
a finite state machine [8]. The counter is a 3-bit counter
machine which operates as the modulo 8 function using
2’s complement. The decoding machine is a Huffman decoder which operates with variable length code and uses
a combinational encoding process to procudes symbol sequences from an alphabet of four symbols with specific
weights. The human agent provides a 3-bit parallel input to
the counter by means of three switches and a potentiometer. We have developed two different machines, one with
a fixed clock and one with a variable clock rate. The potentiometer controls the counter’s positive edge clock. It
it is an external module which applies only to the machine
with the variable clock rate. The output from the counter
machine is read in serial order by the decoding machine.
The decoder has a single bit input, and an output alphabet
of four symbols (A, B, C, D).
In the original experiment, both machines were developed using prototype circuit boards and TTL technology.
The output from the counter and the decoder are sent to
an arduino board, which is connected to SuperCollider via
USB cable. We use SimpleMessageSystem arduino’s library which is controlled from ArduinoSMS class in SuperCollider. SuperCollider is responsible for real-time sound
synthesis. We have mapped counter’s output, numbers 1
to 7 to the seven diatonic degrees and 0 (zero) to silence
(pause). The four symbols produced from the decoder provides us the opportunity for senondary mapping. The software used for this experiment was packaged as a Quark for
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Figure 2. GUI interface implemented as a Quark for SuperCollider
Following diagram gives an overview of the experiment
(Figure 3).

Figure 3. A high-level diagram of the system

1 https://github.com/iani/SC/tree/master/
Quarks/iz.projects/LHC
2 https://gist.github.com/yorgosdiapoulis/
11365609
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3. PROCESSING AND OUTPUT
The input is provided by the human agent in terms of a
3-bit parallel input. This drives a counter machine which
implement the modulo 8 addition function in 2’s complement. The counter transmits in serial order the 3-bit output
to Huffman decoder machine. The final output is a stream
of symbols whose alphabet consists of the four symbols
(A, B, C, D). Overall, the output produced by our initial
device (2012) had three levels:
1. The output of a variable-rate counter programmed
by the 3-bit switch interface and the potensiometer.

live coding [10]. The value of low-level approach has already been noted [11]. Here we try to take this approach
to the limit.
At the core of the LHCV-sampling simulator is the following algorithm - as coded in SuperCollider:
{ Latch.ar( Stepper.ar( Impulse.ar( Line.kr
(1,99,9) ) ), Impulse.ar(8) ) }.plot(9)

The above code produces quasi-palindromic structures as
demonstrated in the following plot (Figure 5). The X-axis
represents the number of samples and Y-axis represents the
diatonic degrees from 1 to 7, and 0 (zero) is for pause.

2. The output of sampling the states of the counter at
a steady-rate, programmed only by the 3-bit switch
interface.
3. The decoding of the sampled states by a Huffmann
decoder into a stream whose alphabet consisted of
the 4 symbols A, B, C and D.
4. OBSERVATION OF OUTPUT: EXPLORING
PALINDROMES
From the three levels of output described above, output
level 1 presents some interesting characteristics. The variablerate clock of the counter is adjusted by a knob, while the
rate at which the state of the (variable-rate) clock is sampled by the software system that receives its output is steady.
This creates a downsampling-artefact which results in quasipalindromic structures shown in Figure 4. We created a
class LHCV 3 in order to simulate this process and explore
it in greater detail.

Figure 4. Original values of variable-rate clock in green,
latched values by steady-rate clock in red

Figure 5. Quasi-palindromic structures. Y-axis: diatonic
degrees. X-axis: number of samples
The palindromes were a natural first outcome of the mechanism, and illustrated a way in which such an elementary process can be induced to produce structures that are
recogniseable at a higher level - a kind of “emergence”.
The next question in this respect is to determine the ratios of counter rate and sampling rate at which such palindromes occur. The first argument of the Latch UGen is the
input, while the second is the trigger for latching the value.
The Stepper operates as the modulo 8 function and its first
argument is the trigger. This observation demonstrates that
by applying a linear function into the frequency argument
of the trigger (Stepper) is an approach for generate quasipalindromic structures. A characteristic audible example
is the following code excerpt in the form of a SuperCollider “tweet” (see https://ccrma.stanford.edu/
wiki/SuperCollider_Tweets):
play{p=Impulse;SendTrig.ar(Changed.ar(a=
Latch.ar(Stepper.ar(p.ar(Line.kr
(99,1,40,1,0,2))),p.ar(8))),0,a)};
OSCFunc({|m|(degree:m[3]).play},’/tr’)

Code excerpt below builds a GUI for trying out various
parameter configurations of the counter-sampling algorithm
interactively 4 .

Through this simulation, we can confirm in software the
emergence of quasi-palindromic structures which was observed in hardware. In this paper we give the formal framework for describing these phenomena.
Such an approach has applications in education but also
in design at all levels. It also opens new ways to approach

SynthDef(\lhcv, {|clk=1 xclk=1.1 input=1|
var p = LFPulse;
var signal = Latch.ar(Stepper.ar(p.ar(
xclk), step: input), p.ar(clk));
Out.ar(0, SinOsc.ar(100*signal))
}).synthGui(

3 https://github.com/aucotsi/sc3/blob/master/
LHC/LHCV.sc

4 The code makes use of the Lilt2 Library by Iannis Zannos, https:
//github.com/iani/Lilt2
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specs: [
clk: [0.1, 2.0],
xclk: [1.0, 20.0],
input: ControlSpec(0, 7, \lin, 1)
]);

5. IN SEARCH FOR FURTHER PATTERNS: A
MINI-LANGUAGE FOR LHC (MLHC)
The observations about the emergence of patterns made
at the first stage of the experiment above led to the question whether the machine could also detect patterns in the
signal, using algorithmic ways of processing the output.
Since the patterns of output level 1 were recognizeable by
humans our “bet” was what kind of patterns the machine
could recognize from the symbol stream that is the output
of level 3. To analyse the string of symbols we employed
the techniques of regular expressions, which are one of the
first tools of choice for such tasks. These expressions define regular languages, that is formal languages that are
equivalent to non-deterministic finite automata (NFA) [12].
We thus defined a mini-regular-language for musical live
coding.
“mLHC” is a regular language in Chomsky hierarchy.
The alphabet of that language consists of the output symbols from the decoder/encoder. Each word is being recognised at run-time through lexical analysis with POSIX expressions.

Figure 6. NFA for lexical analysis
6. DISCUSSION: PHYSIOLOGY, PERCEPTION,
INTERACTION
The crucial question underlying these experiments concerns the relationship of unconscious and consious processes in musical experience. Is it possible to conduct
music making through programming in a similar way as
traditional live music making activities, that is, to involve
the intuitive (unconscious) and physical levels of the creative process together with the highly analytical processes
of programming? Already our interface has been pushing
in this direction, since it is possible to run the clock rate at
the limits of the perception of individual notes.
6.1 Fast vs. Slow

5.1 Alphabet
The alphabet consists of three letters (symbols). Symbol A
is mapped to the empty string ε (A → ε). In such a way we
can reduce the complexity of the tokens. So the alphabet is
Σ = {B, C, D}.
5.2 Language
We define the language L as a set which contains every
product of the alphabet Σ∗ and ends with the letter D, as
follows:
L = {wϵΣ∗ : w every word that ends with a D}
5.3 Regular expressions
Using the following POSIX expression we can recognize
every token that ends with a “D”, which is used as an endmarker. The set of the accepted words have an infinite cardinality, though they can be expressed by a finite state machine.
// POSIX expression
D|B+D|C+D|(B+C+)+D|(C+B+)+D|(B+C+)+B+D|(C+B
+)+C+D

Where plus (+) symbol, stands for “at least one”.
5.4 Graph for lexical analysis
Figure 6 shows the non-deterministic automaton (NFA) which
describes visually the recognition process on the ongoing
output string from the encoder.
The start state is q0 and the final state is q3.
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It is inevitable that next generations will be faster in their
interaction with machines. We could imagine future systems of HCI that will improve our capabilities into this 5 .
Speed matters in evolution but this is not the case in art
practices. Slow code 6 represent a completely different
perspective into this. But we are making music. Music
is a complex phenomenon and a really demanding task.
“Should music interaction be easy?” [13].
7. CONCLUSION
In this paper we presented experiments in combining software and hardware coding, aided by visual representations
of the behavior of the coupled hardware-software processes.
The observations made through the present experiments relate to several questions regarding the character of live coding as an individual experience and as a cultural activity.
For example, it has been asked whether live coding is just a
state of mind [14] or a self-referential cultural activity [15].
Live coders possibly open a new approach to use of technology in art through the policy of “show us your screens”,
that is, through the public display of programming activity
during performance. This approach does away with any
buffers or security cushions that protect from users’ “mistakes”. In live coding, concerns on safety are raised at a
different level than in other environments and creative settings [16]. Perhaps in this sense live coding redefines the
5 Video by Click Nilson https://www.youtube.com/watch?
v=gi3jMQs0Gfs
6 http://www.ludions.com/slowcode/
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original meaning of the word “program” as a public practice which is being announced simultaneously to the writing act itself. Magnusson (2014) has pointed out the relationship of this practice to the etymology of “program”:
“as the Greek root, prográphein, signifies the activity of
public writing” . One may add that this sense of the “programming” activity is still found in modern Greek in the
phrase “programmatic statements”, which means “policy
statements”, made publicly in political campaigns.
A further question concerns the role perceptual and cognitive processing limits in live coding and human-machine
interaction. We used as a typical time frame 0.5 seconds
(tempo = 120bpm), and by accellerating beyond that, limits of music perception [17] could be felt. Experimenting
using such an apparatus for live music-making relies on
subconscious processes. Whether or not this can be used
as an expressive way to live coding is a question still open
to further research. But we believe that by “designing constrains” [18] using grammatical interfaces for musical expression is a promising field for experimentations as it is
a new area of musical practices based on computation. In
our setup we could also observe the computational algorithms juxtaposed to the simulation of signal processes that
belong to the domain of Calculus.
Into this scope “constraints are seen as compositional rules”
[18]. Whether or not this is for real-time or non real-time
usage is a matter of the composer/performer. Interesting
applications could be developed also on the microscopic
level. This may lead to states of training where programming will become as effortless as swimming in a “pool of
code” . Perhaps this is at least one part of the essence of
live coding and interactive programming. The deduction of
the cognitive effort [19] plus a journey in minimal expressions. A typical duration for a live coding performace is ten
to twenty minutes. Code expressions must be elegant and
short, in order to be coherent and easy to debug. Whether
or not it is feasible to write programs unconsciously is a
topic for research relevant to human-computer interaction
design, but also addresses broader philosophical concerns
regarding embodiment.

open task requires a rich open interface.
2013.

Springer,
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pp. 35–39, 2011.
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ABSTRACT
This paper develops the notion of space-source in electroacoustic music. Space-source is one of the four spatial
categories, drawn from the theoretical work of Annette
Vande Gorne (the other spatial categories are spaceambiophony, space-geometry and space-illusion). It
demonstrates the methods by which space-source can be
integrated into the compositional process and in the projection of electroacoustic music in performance. It examines different ways with which space-source is perceived
and deciphered. The influential role of the loudspeaker
installation for the projection of space-source is also a
preoccupation in this paper. The art of projection plays a
decisive role in the perception of electroacoustic music
and the space-source in particular. The way we compose
and hear electroacoustic music is defined by a loudspeaker-based approach. Individual or pairs of loudspeakers
project sonic images, which are influenced by the acoustic properties of the listening space and the projection
decisions made by the performer. Five spatial figures
(Accentuation, Glittering, Unmasking, Insertion/rupture,
Appearance/disappearance) are introduced as potential
templates for the projection of space-source.

1. INTRODUCTION
1.1 Space-source
If ambiophony1 is the unconscious utterance of the environment we live in, space-source defines the intentional
and conscious monologue of the environmental elements
by specifying their location and emphasizing their characteristics. In everyday life, space-source is inevitably
interlinked with space-ambiophony. They both carry the
totality of meaningless and meaningful information for
the deciphering of the environments that surround human
existence and, in that sense, they are immensely important for human evolution. Space-source however, is
differentiated from space-ambiophony due to the diverse
mechanisms developed for its perception. Jean-Claude
Risset explains: "The mechanisms for sonic localization
Copyright: © 2014 First author et al. This is an open-access article
dis- tributed under the terms of the Creative Commons Attribution
License 3.0 Unported, which permits unrestricted use, distribution, and
reproduction in any medium, provided the original author and source
are credited.

are important for survival. They possess subtle indications, such as those that allow us to sense if a sound
comes from the front or the rear, according to the symmetrical plan of the head"2 [1]. These mechanisms reveal
the source from which a sound originates and also define
the process by which the energy of the sound or a sonic
component enters the system of perception. For example,
when the source of a sound is close, the detection of its
location is accurate and the energy with which it knocks
at the door of perception is high. On the contrary, a remote sound carries insufficient information regarding its
location and therefore the power of its energy is diffused
or lost.
1.2 An example
Close and distant thunders on a rainy winter night provide a tangible example. Although they are both partly
sonic expressions of the same natural phenomenon, we
perceive them as different due to the distance that comes
between our location and the location of their source. It is
easy for example to localize a close thunder because its
source is very near to where we stand, and consequently,
it enters our perceptual system with great energy - one
can even watch it traverse a celestial space. On the contrary, a distant thunder provides no indications regarding
location because by the time it enters our ears part of its
energy is dispersed. This example also illuminates the
importance of high frequencies in sonic localization.
High frequencies have the tendency to betray their source
and be directional, while low frequencies seem to have no
localizable source at all due to their long wave period that
occupies the space in equal proportions.
This is exactly the idea that Bernard Parmegiani uses in
his “Points contre champs”, a movement of “De Natura
Sonorum”. As shown in Figure 1, vertical events that
contain abrupt attacks with high spectral content converse
with and oppose to a long sustained and persistent ostinato in the low spectral area. Here, space-sources coexist,
interact and confront ambiophonic environments.
Ambiophony is here used to emphasize the space-sources
and their theatrical character and it therefore has an important structural role. A source, after all, can only
emerge from within a more global environment.
“Points contre champs” is a very clear example of the
opposition between verticality and horizontality, repeti-

2
1

From the latin word “ambio” (circle, embrace, go round) and the
greek word “φωνή” (phone: voice).

"Les mécanismes de localisation sonore sont importants pour la
survie, et ils font appel à des indices parfois subtils, comme ceux qui
permettent de distinguer, dans le plan de symétrie de la tête, si un son
vient de face ou de l'arrière". (author’s translation)
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tiveness and continuality, localization and dispersion and,
eventually, space source and space ambiophony.

method for sonic localization. For example, any type of
gesture that sculpts the spectromorphology of a sound
guides the perception of the listener towards a real or
imaginary source and lends a tendency of direction to the
sound.
Parmegiani
clearly
underlines
his
spectromorphological methods for sonic localization.
Panning, delays and echoes, mimeses and repetitions are
all gestural tools that shape the spectromorphologies and
engrave the spatial order. At the level of sonic typology,
his composition abounds with distinct localized points,
lines and trajectories, all elements of the space-source
category (Figure 3).

Figure 1. Sonogram analysis of the first minute of
Parmegiani’s “Points contre champs”.

It is the symmetrical plan of the head, to which JeanClaude Risset was referring, that Parmegiani exploits in
another movement of “De Natura Sonorum” entitled “Incidences / Battements”. This movement explores the category of space-source unfolding a series of repeated attacks on its temporal axis. The attacks follow one another
with mimetic repetitions and delays from left to right
loudspeaker that span from a few milliseconds over to
two seconds (for the first 40 seconds of the movement),
as shown in Figure 2.

Figure 3. Spatial order in Parmegiani’s “Points contre champs”.

2. THE ACOUSTICAL AND PSYCHOLOGICAL SOURCES

Figure 2. Sonogram analysis of Parmegiani’s “Incidences /
Battements”.

The phase differences of the attacks structure distinct
topographies both in the composed and in the diffused
space. Such shorter or longer differences are perceived as
shorter or longer distances in the topography of the concert hall, revealing thus virtual delays and imaginary echoes.
The spectral occupancy of a sound is only one of the
aspects that allow the identification of its location. As
Camilleri and Smalley explain, "In terms of location, we
may not necessarily be able to delineate a self-contained
unit or sound, but instead will need to highlight a prevalent sonic characteristic or a structural behavior; we may
not necessarily be concerned with a discrete unit at a low
level of structure but with a more global feature" [2]. Pertinent qualities, such as spectromorphological3 [3] behaviors, that are "…intimately tied up with the substance of a
sound and its evolution…" [4] also provide a workable

Another aspect that differentiates the perception of spacesource from other types of spaces is the temporal dimension in which it unfolds. Space-source is more likely to
be perceived as a series of instances rather than a continuous temporal unfolding. Short percussive sounds for
example, or any kind of morphologies that contain prominent spectromorphological features, emerge as temporal
sparkles that structure the perception and offer to the
memory fixed points of reference. This argument however, becomes cumbersome when we examine long sustained morphologies. The composer and researcher Leo
Kupper declares that "A fixed sound source in space is
never fixed psychoacoustically" [5]. He elaborates by
giving the following example: "If we listen all night long
to a single sound…this sound will constantly move in
space. After a long period of time the source moves from
the loudspeakers into the brain and cannot be extracted
until the sound coming from the loudspeaker is stopped"
[6]. This observation clarifies the difference between
acoustical source and psychoacoustical source and highlights the importance of time in the process of localization. In the passage of time the "instant" of the source is
fading, eventually becoming a faint memory.

3. SURGERE
The Latin verb "surgere", from which the word "source"
takes its roots, can be translated as "arise" and/or
"emerge"4. Space-source is defined by the emergence of
sounds that demand the listener's attention and point to-

3

The term “spectromorphology” is coined by Prof. Denis Smalley. It
describes the spectral evolution of sound in time.

4
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wards a topological perception, through which the listener can localize the sources of the sounds. The geography
of diffused space and sources is very much dependent on
the way the loudspeakers are placed in the listening
space. Differences in qualities of the loudspeakers also
play an important role in the localization process, since
loudspeakers with different "color" qualities will project
the same sound in completely different ways. A sound
will emerge differently from different loudspeakers due
to the specific qualities that each possesses, and consequently, source-perception will also be influenced. This
is not necessarily a negative aspect, but one that the interpreter of electroacoustic music should take into account. For example, a pair of speakers that face towards
the ceiling should not be used for the projection of a
source because the listeners will perceive their reflections, an indirect image of the source, which is already
diffused and therefore not localizable.

4. SOURCE LOCALIZATION VS. LOUDSPEAKER LOCALIZATION
At this point, it is important to differentiate source localization from loudspeaker localization. Although a sound
emerges from one (or more) loudspeaker that does not
mean that its source is the loudspeaker. For example, a
sound that comes from a rear group of loudspeakers is
located behind our heads and not in the loudspeakers
themselves. This indicates that, although the localization
of a sound source may be desirable, the interpreter should
generally avoid the mise en évidence of the loudspeakers.
The different qualities of the loudspeakers that one usually confronts during a concert of electroacoustic music
can be used for the illumination of one of the most prominent aspects of space-source: its theatrical character.

5.2 Individuality
The key word for the theatrical nature of space-source is
individuality. The perception of sources reveals the individual characters of the sounds, which in most cases, exist within a sonic context but do not blend spectrally with
it. Short significant attacks and vertical events on a temporal axis demand attention before they fade and become
traces in the listener's memory. Superposition of sequences that emerge from different points in the listening
space, and contrapuntal voices, are all theatrical aspects
that impersonate environments of pointillism and multiple dialogues. Density variations encompass all these
forms, influencing their significance and transforming
their electrical signals into sonic personalities. As in all
narrative cases, memory, with its faint recollection of past
incidents and its tenacious potential, restores the sources
of the events and deciphers their significant role. In that
sense, a loudspeaker, used to reveal a source, can trigger
a series of emotions. After a number of "entrances" of a
loudspeaker, the listener develops a level of awareness
regarding its role and future participation. The loudspeaker becomes an "enemy" or a "friend", a cause for
fear or complacency, a caricature of narration.

6. FIVE SPATIAL FIGURES FOR THE
PROJECTION OF SPACE-SOURCE
The projection of space-source necessitates its unique and
explicit language and technique during the performance
of electroacoustic music. As a general guideline one can
accept that space-source can be interpreted both with
symmetrical and asymmetrical (or concentric and nonconcentric) loudspeaker configuration6 (Figures 4 and 5).

5. AN INVISIBLE THEATRE
5.1 Sources and Characters
In space-source, each loudspeaker can reveal a potential
individual source. Taking into consideration the different
qualities and "colors" that an "orchestra" of dissimilar
loudspeakers comprises, one can assume that each speaker possesses an individual character. This aspect can be
emphasized for the projection of narrative elements and
structural repetitions. For example, if the interpreter uses
the same speaker for the projection of narrative text, the
speaker becomes a personality, an invisible theatrical
character that impersonates and utters the meaning of the
text. Very often, this role is played by the so-called "soloist" speakers5, which are often placed asymmetrically in
the listening space. More abstract sounds that possibly
accompany the text, become the imaginary scenery within which, the narration unfolds.

5

Loudspeakers that are not part of a usually symmetrical configuration
are called "soloists". They are often placed near the audience and their
function is to project prominent sounds.

Figure 4. Sonic trajectories in a symmetrical (concentric) 8
channels set up.

6

The same applies to space-illusion. The other two spatial categories
(space-ambiophony and space-geometry) need exclusively symmetrical
or concentric loudspeaker set-ups for their projection.
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6.4 Insertion/Rupture
Insertion/rupture refers to a dynamic passage or incorporation of a space within a space, which is already established. Rupture, the more dynamic of the two, can be
used in order to breach an established spatial environment. Its musical function is to create rhetorical figures.
A rupture, for example, can be used as a sudden appearance in a diffused sonic mass or a contrasting entrance to
a diffused state.
6.5 Appearance/Disappearance
It has a similar function to insertion/rupture, and refers to
"non-prepared eruptions" [7] of different spaces. Sudden
use of mutes can be applied to create surprise and alarm.
Figure 5. Sonic trajectories in an asymmetrical (nonconcentric) set up.

Five spatial figures, drawn from Annette Vande Gorne's
work on spatial interpretation [7], are introduced here as
potential templates for the projection of space-source.
6.1 Accentuation
This figure emphasizes particular points of a piece according to their structural role and can be applied to specific moments of the projection or to a more general
strategy of projection. It can be used in order to "emphasize a precise localization…or a group that forms a particular space or volume, simply by increasing the amplitude of certain loudspeakers"7 [7].
6.2 Glittering
Glittering refers to rapid accentuations within a sonic
mass. It can be aleatory, revealing random sources and
usually applies to changes in amplitude and spectrum. It
underlines dynamic or spectral fragmentations and
"…reinforces compositional techniques such as micromontage and pointillism"8 [7].
6.3 Unmasking
This type of spatial figure results in the emergence of a
pair or a group of loudspeakers from a sonic mass. From
an "orchestral" tutti, this spatial figure guides the perception to a focused and localizable sonic structure. The
mute buttons9 can also be used for a sudden change of
spatial perspective.

7. CONCLUSIONS
Ideas concerning the composition and projection of
space-source in electroacoustic music have been presented in this paper. Space-source has been examined not
only for its musical applications but also in relation to
perception. The ideas are based on a theoretical approach
combined with subjective judgment and illustrated by
musical examples. One of the main issues considered is
the importance of projection of space-source during performance. The art of spatial projection and the development of a methodology for its practice were preoccupations of a great part of this paper. It is through this practice that music is perceived and comprehended, a factor
as important as the process of composition itself.
Space-source, expanding from mono to multi-channel
configurations, enables a detailed exploration of the plasticity of the sound material, which unfolds in the concert
hall. Projected by symmetrical or asymmetrical configurations, space-source needs to be meticulously articulated
to emerge with clarity.
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ABSTRACT
In the live game-based performance work ECHO::Canyon,
the procedural generation of sound and music is used to
create tight crossmodal couplings between mechanics in
the visual modality, such as avatar motion, gesture and
state, and attributes such as timbre, amplitude and frequency
from the auditory modality. Real-time data streams representing user-controlled and AI driven avatar parameters
of motion, including speed, rotation and coordinate location act as the primary drivers for ECHO::Canyon’s fullyprocedural music and sound synthesis systems. More intimate gestural controls are also explored through the paradigms
of avian flight, biologically-inspired kinesthetic motion and
manually-controlled avatar skeletal mesh components. These
kinds of crossmodal mapping schemata were instrumental in the design and creation of ECHO::Canyon’s multiuser multi-channel dynamic performance environment using techniques such as composed interaction, compositional
mapping and entirely procedurally-generated sound and music.
1. INTRODUCTION
From a creative musical standpoint, the relationship between physical motion and action in space and the production and manipulation of musical sound have been one of
necessity as for most pre-digital musical systems, physical
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gesture was an inherent component of instrumental performance practice. From the sweep of a bow across strings, to
the swing of a drumstick, to the arc of a conductor’s baton,
action and motion in space were directly coupled as physical or intentional drivers to the mechanical production of
sound and music [1].
The introduction of computer-based musical systems has
removed the necessity for such direct couplings, allowing
abstract data-analysis or algorithmic process to both instigate and manipulate parameters driving musical output.
However artists seeking to retain some level of humandirected control within the digital context often develop
and employ mapping schemata linking control data to musical form and function. Such mappings provide interfaces
between human intention and digital process that range
from the simple to the complex, from the distinct to the
abstract.
Choreographies of music and action found in dance and
film commonly make use of a reactive association between
gesture and sound: dancers’ reactions - spontaneous or
choreographed - to a musical event or sequence of events
often form physical motions or gestures with direct temporal correspondence to the onset, duration or contour of
a sounding event [2]. In the same way, events in static visual media such as film, music video and some computer
games are often punctuated by the synchronization of visual elements with auditory or musical cues, linking the
audio and visual in our perception of the event without any
causal relationship existing between the two modalities.
Interactive virtual environments and the tracking of actor motion and action within those environments affords
composers and sound designers another approach to the
mapping of physiological gesture to parameters of sound
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and music for multimodal presentation. As avatars within
three-dimensional space are wholly-digital constructs, there
exists a massive amount of data readily available that represents their internal and external state, their ongoing relationship to other objects in the surrounding environment,
and the state of the environment itself. This data can drive
complex dynamic musical and sound-generating systems
while preserving a causal link between the visual gesture
and the resultant audio gesture.
With virtual actors, the contours of motion in virtual space
- both macro, such as a three-dimensional Cartesian vector, or micro, such as the relative articulation of individual bones within an avatar skeletal mesh - can be tracked
and used as control data for computer-based musical systems. In this manner, gesture or motion drives and controls
the sound-generating process, an inversion of a more common reactive model and very much in line with traditional
models of instrumental performance. By pairing macro
and micro avatar motions with real-time musical sonification, composers and designers can repurpose elements of
model physiology and structure, as well as the topographies of virtual space itself, into components of musical
gesture. Multiple modalities of interaction can thusly be
combined to create performance works wherein the interactions between virtual actor and virtual environment drive
any number of parameters of computer mediated musical
sound, structure and space.

Figure 1. In ECHO::Canyon interactions between avatars
and the environment itself drive procedural sound and music generation using UDKOSC.

2. ECHO::CANYON
ECHO::Canyon (2013) by Robert Hamilton and Chris Platz
is an interactive musical performance piece built within
UDKOSC [3], a modified version of the Unreal Development Kit (UDK), a free-to-use version of the commercial
Unreal 3 gaming engine 1 . Premiered on April 25, 2013
at Stanford University’s Center for Computer Research in
Music and Acoustics, ECHO::Canyon creates a reactive
musical environment within which the idiomatic gestures
and motions of avian flight and biologically-based creature motion are mapped to musical sound-producing processes. As such, action and motion of player and AI con1

UDK by Epic Software. http://www.udk.com
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trolled avatars drives dynamic musical synthesis processes
by passing parameterized data streams back and forth between the game environment and a sound-generating software server. Data generated in the ECHO::Canyon environment drives a multi-channel sound server written in Supercollider [4] featuring software-based Ambisonic encoding and decoding [5] to spatialize sound around a multichannel speaker environment. Individual actors and sound
generating events in the game environment are spatialized
throughout the sound field at locations representative of
their position in the rendered environment itself, creating a
correlated spatial mapping between virtual action and realworld sound. Audiences in a traditional concert setting
watch the performance on one or more projector screens
showing camera views from a unique camera operator, moving throughout the environment.
3. PRIOR WORK
The use of video game engines for music and sound generation has become increasingly common as generations
of musicians who have grown up with readily accessible
home video game systems, internet access and personal
computers seek to bring together visually immersive graphical game-worlds, wide-area networks, interactive control
methodologies and musical performance systems.
Though its graphical display is rendered in 2-dimensions,
small fish by Furukawa, Fujihata and Muench [6] is a gamelike musical interface which allows players to create musical tapestries based on the interaction of dynamic components within the environment. Similarly playful in scope,
LUSH by Choi and Wang uses models of organic interaction and gameplay within an OpenGL framework to represent and control sound generating and organizing processes [7].
Commercial gaming environments have been repurposed
as dynamic music-producing systems in Soundcraft [8],
q3apd [9], q3osc [10] and OSCCraft [11]. Multi-modal
musical performances built within an earlier version of UDKOSC, as well as within a customized implementation of
the open-source Sirikata [12] virtual environment produced
a series of immersive and interactive musical works [13].
And the mapping of game-play interactions to real-time
sound generating process has been pursued as a prototyping methodology by sound designers [14], and as an immersive creative interface and display [15].
4. SYSTEM OVERVIEW
As the UDK game engine is designed to support multiple
performers across WAN or LAN networks, ECHO::Canyon
currently supports up to 16 human-controlled users, allowing ensembles to choreograph evocative group gestures
and motion sequences. At the same time, computer controlled characters, either driven by in-game AI (artificial
intelligence) processes or using OSC data generated by
external algorithmic processes, can also exist and create
sound and music. The combination of human and algorithmically controlled characters creates a dynamic sound and
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visual environment that allows for and encourages novel
interactions with each performance.
To produce musical works such as ECHO::Canyon, multiple software and hardware systems must efficiently share
large amounts of real-time data with low latency and a
high success-rate of packet delivery. At the same time,
the sound generation and three-dimensional graphics rendering are extremely taxing for even higher-end personal
computer systems. To optimize both sound and video production, multiple machines are used in any one performance, connected over a local gigabit ethernet network. A
sound server running SuperCollider typically runs on one
computer (OS X, Linux or Windows) while the UDKOSC
game-server and individual game-clients each run on their
own Windows machine.

Figure 2. UDKOSC processes OSC input to control avatar
and camera motion while generating OSC output representing avatar and skeletal mesh location, rotation and action/state data.

4.1 UDKOSC
UDKOSC was designed to bring together real-time procedural sound synthesis, spatialization and processing techniques from the realm of computer music with the visually
immersive networked multi-player environments of
commercial-grade gaming engines. Gestures, motions and
actions generated by actors in game-space are analyzed
and transformed in real-time into control messages for complex audio and musical software systems. UDKOSC was
developed to support the creation of immersive mixed-reality
performance spaces as well as to serve as a rapid prototyping tool for procedural game audio professionals [16]. A
detailed description of UDKOSC’s functionality and prior
uses can be found in [3] and [13].
4.2 Music and Sound Server.
On the receiving end of the UDKOSC output stream is a
music and sound server capable of interpreting OSC messages and mapping game parameters to musical generation
and control processes. While any OSC-capable system can
be used as the interpreter for UDKOSC output, for most
UDKOSC projects, our preference has been to use Supercollider running numerous synthesis processes and spatialized across multiple channels using Ambisonics.
Within Supercollider, data representing avatar positioning, rotation and action is mapped to specific parameters
within instances of synthesized instruments. In
ECHO::Canyon, the flight of a player-controlled Valkor-
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dia pawn through the environment is sonified in real-time.
At any given moment of the piece each pawn’s speed, rotation, absolute Z-location, height relative to the “ground”,
side proximity to solid environment structures and a Euclidean distance to a series of “crystal” objects in the environment all serve as parameters driving real-time synthesis. Alongside one or multiple human-controlled pawns,
flocks of OSC-controlled Valkordia bots, themselves driving separate synthesis processes, are controlled with precomposed OSC-emitting scripts. During flight as well as
during a specially-designed “posing state”, the location of
bones in the bird-skeleton’s wings are tracked and mapped
to their own synthesis algorithms.
Musical output for ECHO::Canyon is currently spatialized across multi-channel speaker systems by a Supercollider sound server making use of stereo output, simple 4channel panning or first-order ambisonics as the performance space allows. When ambisonic output is used events
are placed in the soundfield in a mapping schema uncommon in standard video-game audio where coordinate locations in the environment are mapped to static corrolary
locations within the listeners’ soundfield. When stereo or
simple 4-channel panning is employed, location-based sound
events are placed in a more conventional actor-centric perspective, with their amplitudes scaled proportionally to the
distance between actor and sound-emitting location.
5. ENVIRONMENT
The world of ECHO::Canyon is situated in a fantastical
open-air virtual environment featuring rich flora, jagged
volcanic rock outcroppings and various species of megafauna.
Isolated on all sides from outside interference by a massive ocean, ECHO::Canyon exists as a bizarre island oasis
wherein biological evolution has progressed in novel directions, unaffected by the rest of the world. Musical sound
has similarly evolved, facilitating communication not only
between creatures on the island but between creatures and
the island itself, specifically through the use of massive
energy crystals situated at key locations around the environment.
5.1 Crystals
As seen in Figure 1, jutting out from high-peaks towering
above the ECHO::Canyon environment are sound-generating
clusters of crystal, capable of resonating at various pitches
when a creature approaches. These crystals form the harmonic structure of ECHO::Canyon and draw their resonating frequencies and filter coefficients from a combination
of avatar location and randomly generated seed pitches established at the launch of the piece. Each crystal is positioned to break the large environment down into regions,
within which performers can congregate, to interact with
one another, or across which performers can spread to create an immersive sound field sounding around and throughout the audience.
Musically, each crystal cluster generates a polyphonic wash
of pitches scaled in part based on the coordinate location
of the crystal itself and in part based on a randomly value,
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6.1 Valkordia

Figure 3. Ray traces visualized as vertical and horizontal
lines in (A) track the distance between the Skeletal Mesh
and objects and contours of the environment, both to its
right and left sides (B), as well as directly below (C).
created and seeded with each launching of the game engine. In Supercollider, each crystal location drives a separate instance of the Gendy1 dynamic stochastic synthesis
UGen. An actor’s distance from each of these crystals controls both the Gendy1’s amplitude as well as the frequency
of a ResonZ two pole filter.
When multiple actors approach a single crystal instance,
each of their loactions is used to modulate a different aspect of the instrument, creating a group interaction schema
which differs signficantly from the individual user schema.
This results in a collaborative control system in which each
member of an ensemble can directly control one or more
attributes of the synthesis process.
5.2 Canyons
Spiraling outwards from a central peak lie a series of lowlying canyons with sharply sloping walls. For creatures
moving quickly through these canyons, a variety of musical sounds can be produced by skimming horizontally
close to the canyon walls. Ridges carved into the terrain
and outcroppings of rock and crystal create composed variations of amplitude and timbre as performers move past
them. By sculpting repeated patterns into canyon walls, the
designers are able to ”compose” rhythmic elements with
which the performers can choose to engage.
The relation of a flying Valkordia actor to the environment was a key gestural component in the shaping of
ECHO::Canyon both literally and figuratively. Valleys,
mountains and caves were sculpted with articulated shapes
to accentuate specific features of synthesis processes. Fig. 3
shows vertical and horizontal ray traces tracking the relative distance between a flying actor, the ground, and the
walls of a valley. In this example, the ray trace distances
were used to control amplitude and filter frequencies of
separate synthesis processes, as well as panning for the
horizontal traces.
6. CHARACTERS
The island of ECHO::Canyon is populated by three races
of creatures, each capable of generating unique musical
sounds through gesture and interaction with aspects of the
environment, as well as with other creatures. Each creature
type can be controlled by performers of the piece, allowing
for variety in performance and weighting in orchestration.
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The Valkordia are a race of four-winged birdlike creatures
with a unique bone structure that creates a variably pitched
sound when air passes over and through specialized openings on each wing. Valkordia are highly agile and speedy
creatures which generate unique polyphonic vocal cries to
communicate. As part of their mating or fighting rituals,
males and females alike will often adopt a vertical pose,
keeping themselves aloft by rapidly beating their lower/rear
wings. While posing, each Valkordia can generate musical
phrases, both challenging and enticive, using their beating
wings and voices alike.
6.1.1 Flight-based Gesture.
For ECHO::Canyon, the theme of avian flight is a central
component to the musical sonification, animation and control schemata created and used for the piece. The Valkordia character model fuses physical characteristics and idiomatic movements from both bird and insect-like creatures. Bones found in the model’s front right wing were
tracked to drive a noise-generating process when the avatar
was in flight.
6.1.2 Flocking Pawns.
Our cognitive abilities to group and associate like motions
of active objects into single cohesive units can bring disparate dynamic elements together into one unified mass
gesture [17]. The sonification of such behaviors with simple sound sources can create dynamic musical textures through
similar motion and position of each source [18].
ECHO::Canyon makes use of flocks of OSC-controlled
Valkordia pawns with a relatively simple mapping of their
Z-coordinate to a simple oscillator and their distance from
the player actor to the oscillator’s amplitude. Each bird in
the flock tracks a target position which is moved in precomposed patterns through the game-space by an OSCgenerating script. The sonic result is a shifting grain-like
cloud of pitched oscillators.

Figure 4. Valkordia model with manual wing positioning
during “Posing” state
6.1.3 Posing State.
With the intention of drawing audience and performer attention to the actor itself and away from the environment,
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micro-scale gestures are comprised of motions and articulations of a given avatar’s virtual physiology. By mapping
the subtle motions of bones within an actor’s skeletal mesh
to both dynamic control systems and evocative musical
processes, the micro-scale gestures within ECHO::Canyon
provide a vastly different viewing and listening experience
than the work’s macro-scale gestures.
Performers in ECHO::Canyon enter the posing state by
toggling a key on the game-pad or computer keyboard.
Upon entering the state, actors no longer fly through the environment; instead their Valkordia avatar interpolates into
a nearly vertical pose and control over the actor’s front two
wings are directly mapped to each of the gamepad’s two
two-dimensional analog joystick controls. Users control
the forward, side and back rotation of each wing independently by rolling the analog joysticks around in circular
patterns, mimicking the rotation of arms or wings in shoulder sockets. A series of wing poses can be seen in Fig. 4,
examples (A) through (F).
Rather than mapping pre-composed wing animations to
output from the joystick controllers, each wing instead tracks
an end effector, using inverse kinematics [19]. The location of each effector is itself controlled in 3D space by the
joystick output, scaled and acting upon a Cyclic-Coordinate
Descent or CCD Skeletal Controller, itself a component of
the UDK. The effectors for each wing can be visualized as
points in space towards which the chain of bones from the
tip of each wing to the shoulder socket are reaching.
6.1.4 Tracking Bone Location.
The tracking of individual bone locations relative to a central point on the actor’s skeletal mesh changes the focus
and scale of gestures to reside firmly in the micro-scale.
In this manner, the extension of a wing to its full length
can be mapped to a “larger” sounding sonic response than
a “smaller” gesture, closer to the central point. Each bone
that comprises a model’s skeletal mesh can be tracked in
UDKOSC, though due to the high number of individual
bones used in many well-articulated skeletal meshes, it is
generally a good idea to track a few key bones to reduce
the amount of data tracked and output in real-time.

Figure 5. Trumbruticus avatar posing in ECHO::Canyon.
”tappers”. The scales that make up the Shelltapper’s thick
shell are tuned to musical notes and resonate with a sound
reminiscent of a stuck modal bar when struck with the
creature’s tappers. As they walk through ECHO::Canyon
foraging for food, these creatures create pitched rhythmic
patterns, modulated by their speed of motion and distance
from a batch of crystals. The further Shelltappers are from
any crystal, the less pitched their shells are, resulting in a
timbral range from flat percussive sounds to highly resonant bell-like timbres.

6.2 Trumbruticus
The Trumbruts are a race of elephant-like megafauna that
roam freely around the ECHO::Canyon environment. Equipped
with a musical prehensile trunk, as well as two posteriorfacing rear trumpet horns, herds of Trumbruticus communicate using musical blasts from their three main horns,
and are capable of producing loud and low tones, as well
Figure 6. Shelltapper avatar.
as higher harmonic whistling clusters.
Users controlling a Trumbruticus model can independently
As users in the environment control Shelltappers, they
move each creatures head and trunk using inverse kinecan
take manual control over the tapper appendages, playmatic mappings. Similarly to the Valkordia, each Truming
their
own rhythms on the creatures backs.
bruticus is capable of producing a complex call as well as
a more persistent low frequency tone.
7. MUSICAL SONIFICATION IN ECHO::CANYON
6.3 Shelltapper
During ECHO::Canyon performers control virtual actors
moving through a fully-rendered outdoor landscape using
The Shelltappers are an ancient race of dinosaur-like creaa computer keyboard and mouse or commercial game-pad
tures sporting a thick carapace and a mane of antenna-like
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controller. Each actors’ location and rotation in gamespace, as well as other parameters describing their interactions with objects within the environment are streamed in
real-time to sound-servers using the Open Sound Control
(OSC) protocol [20]. The environment itself is sculpted in
such a way as to allow performers the freedom to perform
musical interactions by moving above, around and through
the topography. In this way the process of environment
design takes on the role of composition, with sections of
virtual hills, canyons and valleys acting as musical pathways through the environment.
While ECHO::Canyon is built within a gaming engine,
unlike many commercial games where audio and music
play a supporting role to displays of rich visual content
[21], the role of music and sound within the work are intended to occupy a perceptual role equal to the presented
visual modality. Sonifications used in ECHO::Canyon are
designed to be musical and performative in nature, and are
fundamentally presented as foreground constructs, rather
than as background or more associative “sound-effect” constructs. To that end traditional approaches for game sound
design are replaced instead by sets of composed interactions.
The following list defines an example set of control events
and actions that have been explored within ECHO::Canyon
and a description of their musical analogues:
7.1 Actor Proximity.
An actor’s relative distance to objects in the environment
is determined through the use of horizontal and downward
ray traces. The distance between the center of an actor’s
bounding-box and an object with which the ray trace collides is output over OSC. From a design standpoint, traces
are used to drive musical processes when an actor moves
through a space such as a tunnel, cave or chasm, or simply
swoops down above some part of the terrain.
• In Supercollider, horizontal ray trace distance and
global location is used to modulate the amplitude,
central frequency and grain count of a cloud of granulated SinOsc bursts.
• Amplitude is scaled inversely to horizontal trace distance, while grain count and central frequency are
both modulated by the actor’s current height, or Zlocation.
• Vertical trace distance shapes both the amplitude and
the chaotic oscillations of a “screetch”-like sine feedback FM oscillator with phase modulation feedback
using the SinOscFB UGen.
7.2 Actor Speed and Motion.
As user avatars move through three-dimensional coordinate space, each avatar’s X, Y and Z location data is streamed
over OSC to a sound-server. The speed of motion is calculated and used to scale the speed of the flight animation,
itself driving parameters of a noise-based synthesis instrument.
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• Actor speed is indirectly sonified as the speed of oscillation of the right and left wing bones drives each
bone’s position in the Z-plane (relative to the actor’s
central coordinate location).
• Location data controls simple amplitude and ambisonic
spatialization of continuous sound-sources for each
osc-controlled Valkordia flocking pawn.
• Actor speed also modulates the frequency of a filter
shaping the output from each actor’s downward trace
SinOscFB process.
7.3 Actor Bone Motion.
The structural core of each actor’s character model is a
skeletal mesh comprised of numerous virtual bones, each
one with a coordinate location and rotation accessible via
OSC. By tracking motion of each bone within the skeletal
mesh, complex control signals can be generated through
the use of simple avatar motions.
• During flight, the relative z-location of each wing
bone is sonified with a simple sine oscillator, with
subtle beating frequencies made audible through a
slight freqency offset between each wing’s synth.
• During the manual posing state, the same mapping
continues, however the manual extension of each wing
causes the pitch of each oscillator to modulate within
a range of approximately four-semitones.
• The frequency of an actor’s manually-triggered “call”
sound is mapped to the combined distance between
right and left wing tip bones.
7.4 Actor-Group Motion and Density.
While individual actor avatars each communicate their positions through individual OSC streams, actors moving in
concert together – in flocks, swarms or herds - can be tracked
and sonified as a group. For fast moving particle-based objects, like projectiles generated by an actor or actors, granular synthesis-based instruments have proven an interesting mapping. Similarly, flocks of flying avatars tracked as
simple sine-waves have been used to create a shifting field
of additive signals.
• Flocks of OSC or AI controlled Valkordia pawns are
represented with simple sine oscillators which are
spatialized across an ambisonic soundfield.
7.5 Spatio-centric spatialization.
In contrast to traditional gaming concepts of user-centric
audio, a spatio-centric presentation superimposes a virtual
space onto a physical multi-channel listening space, spatializing sound events around a physical space to correlated
coordinates in the virtual space. The goal of such presentations are to immerse an audience in an imposed sound
world, creating a perceptual superimposition of virtual and
physical environments.
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• When ambisonic spatialization is used, each sound
generated is positioned in the soundfield according
to its position in game-space. Unlike traditional gaming presentations, where sounds are generally positioned relative to the player’s head location, such a
presentation can represent the location of multiple
users and objects to an audience watching without a
decidedly “first-person” viewpoint.
8. ONGOING WORK
Additional works set in the ECHO::Canyon environment
are being composed and designed as part of a series entitled ECHO, combining disparate performance scenes - including an underwater sequence and a mechanical ”steampunk” instrument/building - into an evening-length concert
experience. Research into the perception of gesture and
motion in game space is also being carried out using the
UDKOSC codebase. In [22], user studies assessing the
perceived coherence between avatar motion and musical
sonification of that motion were used to determine which
component features of gesture and generated sound were
perceived as being the most coherent. In turn, results from
these studies are being factored into the design of control
and sonification schemata for each new creative work.
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ABSTRACT
This paper examines processes of musical adaptation in a
live electronic context, taking as a case study the authors’
collaborative work transcribing Richard Dudas’ Prelude
No.1 for flute and computer (2005), to a new version for
clarinet and live electronics, performed in the Spring of
2014 by clarinettist Pete Furniss. As such, the idea of
transcription and its implications are central to this study.
We will additionally address some of the salient information that the user interface in a piece of interactive electro-instrumental music should present to the performer, as
well as some possible ways of restructuring not only the
interface itself, but also the déroulement of the piece to
aid the solo performer to the maximum degree possible.
A secondary focus of the paper is to underline the need
for the creation of a body of musical works that are technically straightforward enough to serve as an introduction
to live electronic performance for musicians who might
otherwise be daunted by the demands of the existing repertoire.

1. INTRODUCTION AND MOTIVATION
The process of adapting an electro-instrumental1 work
has afforded the opportunity to consider three modes of
transcription and their implications. Firstly, the musical
material itself has been transcribed and transposed for a
different instrument, as have some of the events in the
electronic processing – those which stem necessarily
from the new instrumental circumstances. These include
adapting the pitch transposition and revoicing the harmonic material generated from within the software. Secondly, the user interface has been modified from a desktop-oriented design to one fit for onstage performer control. Thirdly, with a view to future performance of the
work, a software-neutral, graphical transcription of the
technological processes has been created as a form of
“study score”. The score-following technology employed
1

The genre is sometimes referred to as “mixed” electronic music, primarily in the francophone community, or simply “live electronic” music, which generally implies the presence of one or more acoustic instruments. There is to date no universally recognised term and we will
use both the rather technical “electro-instrumental” and perhaps more
elegant “live electronic” interchangeably here.
Copyright: © 2014 P. Furniss et al. This is an open-access article distributed under the terms of the Creative Commons Attribution License
3.0 Unported, which permits unrestricted use, distribution, and
reproduction in any medium, provided the original author and source
are credited.

to trigger events during the piece was also “transcribed”
to use a more recent, and potentially more robust, system,
but this has subsequently been revised and reworked, due
to issues of maintenance, control and the licensing of
third party software. The processes described here represent an ongoing work in progress, towards the publication
and a future commercial recording of the piece.
Widening access to a composer’s output has historically provided an incentive to produce adapted musical
material for performance, particularly before the advent
of commercially available recordings. Such adaptation
also contributed to the expansion of available repertoire
for instruments which may be have been underrepresented in the catalogue as a whole. The tradition of
musical transcription goes back at least as far as the 18th
century, when it was important to both composer and
publisher for the generation of maximum sales, and a
broader dissemination among the music making populus.
Many composers have produced pieces in versions for
alternative instrumentation or reused their own ideas, and
indeed whole works, in different contexts2. The piece that
this paper uses as a case study, Richard Dudas’ Prelude
No.1 for flute and computer (2005), seems ideally suited
to this purpose, due to the concise nature of its instrumental and technical requirements, its short duration and its
pedagogical potential as entry-level live electronic repertoire.
Just as the initial impetus or compositional sketches for
a musical work may be quite different from the final
notation supplied to the performer(s), so the visual user
interface of a live electronic piece may require significant
adaptation from that designed during the work’s creation.
Moving from a “sketch” or prototype interface intended
to drive the compositional process, towards one which is
designed for use in performance, is an important and
sometimes overlooked consideration; a streamlined
interface is essential in providing the optimum “user
experience” for any performer. What players often find
presented in the software interface provided may offer
only limited help to them in terms of both operating the
software and learning how to interact in a comfortable
and confident manner to the computer’s musical output.
In order to be more closely engaged with their
electronically augmented instrumental environment as
true soloists, some musicians are beginning to move
2

For example, Beethoven’s Septet Op. 20 was transcribed as Clarinet
Trio Op. 32, and Mozart’s String Quintet No.2, K.406, from the Serenade in C minor K.388.
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towards taking as much onstage control as possible in
electronically mediated performance [1][2][3][4]. As a
practical result of taking these performer-oriented factors
into consideration while adapting Prelude No.1, it now
contains a more performer friendly interface with several
options that allow performers to choose how much
control over the electronics they would prefer to exercise.
As a potential entry-level piece in the genre, this
flexibility also extends to providing for both stereo and
quadraphonic output.

2. THE ORIGINAL COMPOSITION
Prelude No.1 is a short piece for flute and real-time computer processing from 2005, originally entitled Prelude
but since renamed, as it is now the first of an ongoing
series of works for solo performer with live computer
processing. All of these pieces so far share an initial
tabula rasa state in their electronic component, in which
no pre-recorded samples or synthesized sounds are used.
Every sound produced by the computer is a direct result
of the live input from the musician, either processed directly, delayed (and optionally processed), or recorded to
memory an earlier point in the performance and played
back (with or without processing).
input
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• panning
• reverberation
The sound is ideally diffused on a 4-channel speaker
system, set up either in the usual quadraphonic arrangement at the corners of the hall, or alternatively in an arc,
radiating outward from the live instrumentalist’s central
stage position. It may also be performed using a simpler
stereo output, the inclusion of which was not a later concession, but rather one of the original design plans. It
serves to widen the programmability of this brief and
rather straightforward instrumental piece beyond the context of highly technical concert productions. Furthermore,
since the majority of instrumental performers do not
themselves own specialized technical equipment, a stereo
option also enhances rehearsability, allowing for practice
using the built-in internal microphone and simple headphone output of a standard laptop.
As was the case with another piece originally for flute
and electronics – Thea Musgrave’s Narcissus (1988) – a
clarinet transcription seemed to be an apt choice when, in
2008, we required a short piece to complete a programme
of pieces for clarinet, piano and electronics in Seoul3. The
initial transcription for that concert was rather hastily
made, but in retrospect provided an important step within
the context of this developing series of succinct, “blank
slate” live electronic pieces for solo performers [6],
which now includes works for clarinet (2006), alto flute
(2010) and percussion (2014), as well as forthcoming
works in the series for violin, piano and bass clarinet.

3. A COMPOSITIONAL PERSPECTIVE
gp

hp
Panning and Reverb
po
quad output

Figure 1. A block diagram of the DSP structure for
Prelude No.1. The dashed line represents a symbolic
link between the recording and playback functions
which both access the same sample memory.

The digital signal processing (DSP) for the piece was
designed in Max/MSP, and made use of a rudimentary
pitch-tracking and score-following system to trigger a
series of predetermined events that control live processing of the instrumental sound [5]. The structure of the
audio processing part of the DSP engine is shown in figure 1. It includes a compact and carefully chosen selection of sonically simple, musically intentioned sound
processing algorithms:
• real-time transposition
• amplitude modulation
• delay
• buffer recording with granular playback (used
primarily for a “sustain pedal” effect)

The transcription from flute to clarinet was not as
straightforward as it would have been for a piece without
electronics, or for a piece with piano accompaniment. As
with all adaptations, it involved making choices regarding
modification or preservation of musical, notational and
technical elements of the piece. The first problems to
tackle were those resulting from changes in instrumental
range, including those stemming from changes in timbre,
and instrumental fingering considerations. Although several different transpositions were tested to fit the piece
into the clarinet’s range in both 2008 and 2014, the fact
that all of them were downward transpositions to a significantly lower pitch meant that that the real-time transpositions of the processed sound in the electronics needed
revoicing and adjustment throughout. In many places this
went beyond simply adjusting entire chordal transpositions by an octave. Similar transpositions of longer pieces
have made use of various transpositions for different sections, with slightly recomposed bridging material (as with
Narcissus), but the brevity of Prelude No.1 seemed here
to obviate the need for such measures.
Eventually a downward transposition of a tritone was
settled upon together by composer and performer, since it

3

Hanyang University Paiknam Concert Hall, 2008.11.15: Sarah Nicolls
(piano), Pete Furniss (clarinet), Richard Dudas, Jongwoo Yim (electronics).
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retains some of the brilliance of the flute version4 and
falls comfortably into clarinet fingerings, especially
where trills are concerned. Differences in instrumental
timbre between the flute and clarinet, alongside this significant transposition, necessitated a revoicing of the vertical (chordal) structures in the piece in order to clarify
their texture. Adjustments to the volume levels within the
signal processing component were also made at certain
points in the piece in light of these distinctive timbral
considerations.
Although making a transcription may involve compromising some of the original musical choices, in this
case the transfer in fact enabled the reinstatement of a
number of pre-compositional ideas that had been abandoned out of practical considerations in the original flute
version. This included restoring a low trill in place of a
flutter-tongue, and keeping the melodic profile of the
opening motif when it returns at a lower pitch class towards the end of the piece. In both versions all decisions
made with regard to the electronic processing originate
from musical motivations.

4. A PERFORMER’S PERSPECTIVE
Although some performers are committed to working
within the context of a team of skilled technical collaborators, a growing number of specialist players within this
field express a preference (where practical or desirable)
to cultivate independent control of the electronics
[1][2][3][4]. Whilst this requires both a deeper understanding of software platforms, and a considerable commitment to learning how to operate them in combination
with various forms of hardware, it serves to create an
augmented practice that affords a much fuller understanding of the structure and pacing of all components of a
piece, both electronic and acoustic. A musician working
in this way, who has spent years developing a distinct,
personal “sound”, optimises control over it in the electroinstrumental environment, before passing it into the
hands of the sound engineer in the venue.
A technically prepared musician should be capable of
managing a complete sound strategy, expanding their
instrumental perspective to include control of the wealth
of electronic components that present such a vital contribution to the overall “performance ecosystem”, comprising musician, instrument, technology and space [7]. From
a performer’s point of view, a two-player version of an
interactive live-electronic piece (alongside a technical
operator at the computer) may not feel very interactive.
Rather it is weighted towards the reactive, which is quite
unlike performing a duo with another human musician
[8][9]. A solo version of the same piece, with the computer controlled on-stage by the performer, creates a
more plastic relationship, leading to a more integral musical performance.
The objective of this approach is not simply the acquisition of wider control in performance, but rather the
promotion of a more holistic, practice-led learning of the
piece in rehearsal – an embedded process of learning by
4

Lowering the transposition by a further semitone also fit the instrument well but yielded a darker overall sound.

doing. It has been all too common for performers to be
confronted with the electronics for the first time at the
dress rehearsal stage of an event. By contrast, a more
embedded learning practice, in which a musician has
been able to adjust, rehearse with, and interact with the
computer at home, is an entirely different experience.
This process of learning “from the inside outwards” can
lead to a performance of fine-grained integrity and understanding, in so much as it enables the performer to feel at
once individually responsible and also at the helm of the
whole virtual ensemble.
In approaching Prelude No.1 in this way, several aspects of presentation needed to be addressed in the software materials provided. Often the computer part in such
a work is not intended to be operated or monitored by the
performer, but rather by a specialist technician – in many
cases the composer-programmer. In such cases, significantly lower priority may be given to creating a userfriendly interface – especially in the all too familiar scenario of a composer working up to the hour of a premiere
performance to debug their software. Even when the
piece has been performed multiple times, and the GUI
has been revised and streamlined, what is presented onscreen may still be tailored for a technically proficient
sound engineer or computer musician, working either
offstage or alongside the performer on the concert platform.
Just as the music itself was transcribed from flute to
clarinet, the graphical interface in the Max/MSP patch
needed to be “transcribed”: from a composer-oriented
interface to a performer-oriented one. An element of user
adaptability within music software interfaces has long
been encouraged [10][11], and with a growing number of
musicians capable of effecting onstage control of electronic elements, there is an emerging need for a more
nuanced, flexible approach, towards “expressive, higherorder music notations” [12], which reflect an emphasis on
“user experience”. A genuinely performer-friendly Max
patch needs to be designed to be “plug-and-play”, with
clear, logically ordered instructions and optional performance settings which are grouped together in one region of the interface. Some examples of such performeroriented interfaces are shown in figures 2 and 3.

Figure 2. The performer-oriented interface (work in
progress) for Prelude No.1.

Whether fully or partially notated, graphic or descriptive in nature, scores notated on paper are often personal-
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ised by musicians to ease the process of learning and
manage attention in performance. User-adapted Presentation Mode in Max/MSP provides a relatively uncomplicated means for musicians to adapt and personalise their
visual material in an analogous way. Several prototype
interfaces were made in this way for the Prelude, leading
to the current work in progress shown in figure 2. Patch
cords are no longer visible and many items have been
enlarged, coloured distinctively and ordered into sequentially and logically organised task groups. These include
text instructions for both set-up and running of the piece,
settings such as audio input, output and volume levels,
cues and other items relating to the score-follower. Naturally, these options should be configurable to the performer’s preferred concert defaults.
The Max Note Slider has been adapted to present written – i.e., transposed – pitch, as would be notated in a
traditional Bb instrument part, so that the performer now
sees the note which is played without the need for mental
transposition. This interface clarifies the process of setting up audio and software, and provides clear and relevant visual feedback. A MIDI expression pedal connection was also added to control the global output volume
of the patch, in order to nuance both dynamics and shape
in some entries. For example, as a result of timbral differences between the clarinet and flute, certain cues were
found to require a softer than expected attack and more
exaggerated quiet dynamics, in order to create the desired
effect in the (now clarinet-voiced) musical material in the
electronics.

The issue of trust is analogous to an orchestral conductor’s cue, in that it has more to do with communication
and collaboration than the specific functionality of synchronicity. The initial cue, for example, is silent (with no
output in the electronics) and is only employed to provide
reassurance to the musician that the system is “listening”.
Although it was originally in bar 3, it was moved to its
current position at the very beginning of the piece, in
order to avoid having a period of 10-12 seconds before
any such feedback is given. This type of “blank” cue provides a similar function in a later passage that does not
feature electronic output. Fostering even a momentary
degree of trust in the system is an important consideration
in an environment which can be unpredictable and prone
to error, allowing performers to worry less and manage
their attention in a way which supports a confident and
fluid performance.
A degree of error intolerance was encountered with
each of the aforementioned score-following systems (detailed below), both in terms of feedback from the loudspeakers and accuracy of tracking within the score itself.
The use of a parallel input from a piezo pickup mounted
within an alternative upper section (barrel) of the clarinet
provided adequate isolation against audio feedback. The
pickup was fed only to the score-follower in the patch
and not to the audio processing itself, which continued to
receive its input from superior quality external microphones. This process was later adapted using an inexpensive contact microphone of the type used to feed tuning
devices, simply clipped onto on the bell of the instrument. The score-following system that was finally settled
upon was found to respond extremely robustly to input
from this latter microphone, providing an efficient, lightweight and non-invasive solution – and more importantly
in the context of this repertoire, one which is widely and
cheaply available to any non-specialist performer.

5. TECHNICAL CONSIDERATIONS

Figure 3. An example of a user-adapted Presentation
Mode interface with large, distinctly coloured items that
are easily seen in distant and peripheral vision. Andrew
May, Ripped-Up Maps (2011 version).

Those items pertinent to rehearsal, as mentioned, have
been grouped together and rendered large enough for ease
of use at a distance and via peripheral vision (figure 3),
since most performers prefer to have the screen to the
side in performance, particularly when reading from a
notated score on a more centrally placed music stand.
Most important to any performing musician will be the
interface items used in the actual concert itself. These
should be made considerably larger than the initialisation
and rehearsal items, have a prominent location in the interface, and be colour-coded in a functionally connective
way. Such adjustments are not for aesthetic reasons, but
rather for ease of visibility. They also provide a kind of
visual reassurance or sense of trust, which can be invaluable in performance.

The making of minor musical changes to the Max/MSP
patch for the purposes of a transcription, and the abovementioned need to improve the user interface for ease of
use by solo performers, highlighted the fact that there
have been several upgrades to both computer hardware
and operating systems in the decade since the original
flute version was made, not to mention several major
incremental software releases of Max/MSP itself. There
has already been considerable discussion around the issue
of updating electroacoustic compositions and maintaining
performability in the face of technological obsolescence
and “data archaeology” [3][13][14], and there are various
schools of thought concerning the slavish imitation of the
original, or the making of improvements in the update
[15]. This is an intrinsic concern for all those involved in
electroacoustic practice, and although it remains important to continue the community’s ongoing engagement in
a thorough discussion, a more detailed examination lies
beyond the scope of this paper.
The score-following system used in the Prelude is implemented in Max/MSP [5] and uses a third party pitchtracker at its core: Miller Puckette’s pt~ object. The
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choice of this particular pitch-tracker over other, more
recent solutions has been discussed in more detail elsewhere [16]. For this transcription, the object initially
needed to be recompiled for use with the 64-bit signals
used by Max 6.1, but after updating and re-compiling the
code, the object appeared to behave slightly differently
(and much less reliably) than it had in the previous 32-bit
environment5. It was therefore decided to evaluate an
alternative score-following system based on IRCAM’s
antescofo~ object [17].
For the purposes of transcription, a considerable attraction of this system is that the antescofo~ object’s textual
“score” also contains the musical event parameter information which will be used to control the DSP. This
means that a single common Max/MSP patch may be
used with individual “scores” for the different instruments. Another supporting factor was the active development and maintenance of the object within a relatively
stable, institutional environment. The main disadvantage
of antescofo~ is that, as a third party object, it does not
come with standard Max/MSP distribution; performers
would be required to purchase it separately at their own
expense. Another consideration is that, whilst in theory
the object exists for both Mac and PC platforms and has
been compiled for both Max/MSP and Pd (thereby accommodating performers using the most widely established platforms and software), in practice the PC and Pd
versions are often out of date and updates to them appear
only occasionally. After evaluating the transfer to a system based on antescofo~, we decided to return to the
older (Puckette-Lippe) system, since it proved to be more
tolerant of noisy input and lenient in regard to performer
error. After necessary fixes were made to some objects,
the original system proved in fact to be significantly more
robust.

The act of transcription within an electroacoustic environment additionally highlighted the need for “futureproofing” in the form of a descriptive notation of the
electronic part, in addition to the software itself, via a
software-neutral graphical “score”. Therefore, it is intended that on publication6, the piece will be supplied
with a full description of the electronics that contains all
the necessary information for the realisation of the piece
using any musical software package, alongside the traditionally notated instrumental part, technical rider and
current software materials. Figure 4 shows an example
page from this score.
This idea of a text-based or graphical “study score” for
electronic music may be traced back to the early pioneers
of the genre, but it is commonly overlooked in current
practice. It is very easy for composers to assume that the
software itself constitutes the “electronic score” for their
piece. However, having a published representation of the
electronic part of the piece in a software-neutral form that
can be used as a point of departure to re-implement the
piece in the future will help to secure the piece’s performability, at least in the short to medium term. As an
alternative example to that described here, figure 5 shows
part of the printed score for John Croft’s Intermedio III
for bass clarinet and live electronics (2012), which includes a software-neutral description of the electronics in
the form of a “simplified process diagram” that additionally serves as a guide to any potential performer, regardless of their software literacy.

Figure 5. John Croft, Intermedio III: software-neutral
DSP description

6. CONCLUSIONS
One result of the composer-performer interaction during
the transcription process was a realisation that this piece
could provide a valuable resource as entry-level live electronic repertoire. From the performer’s perspective,
choosing this short piece over a more complex one ended
up being an ideal starting point for a deeper understanding of the nature of live electronic performance,
Max/MSP programming and other aspects of working
with technology. Many intermediate to advanced level
musicians express an interest in working with electronics,

Figure 4. Cues 3 and 4 from Prelude No.1 in a software-neutral graphical representation.

5

Actually, the problem turned out to be not with the updated pt~ object,
but rather caused by a bug in the Max 6.1 version of the detonate object.
This has been fixed for future versions.

6

Prelude No.1 is due to be published this year by Swirly Music
http://www.swirlymusic.com.
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but may be daunted by both the technological expertise
necessary and by an unfamiliarity with the style and aesthetics of sonic art practice. This piece is accessible both
musically and technologically, and there is no reason why
Prelude No.1 couldn’t eventually exist for a multitude of
instruments; it is, in fact, ideally suited for this, with its
relatively short duration and simplicity of technical demands. Upon publication, the patch itself should additionally exist in a simpler version that disposes of the
score-following and uses manual (or pedal) cueing, to
allow the piece to be performed by less experienced performers, with relatively little concern for the triggering of
the electronics and with a primary focus on musical aspects.
It is often the case that close composer-performer interaction is fruitful for a musical project [18] and this
method of working often generates ideas for future development. We propose that it would be helpful to be
able to have multiple Presentation Modes available in
Max/MSP patches: certainly at least alternatives for rehearsal and concert use. This would enhance a more intuitive, graphic design-based approach to what is essentially an extension of musicians’ score personalisation.
Whilst it may already be possible within the current software to further elaborate the interface design, this currently requires detailed knowledge of the software beyond the scope of most performers, certainly at entry
level to the genre.
Although score-following techniques have been in use
since 1984, when both Dannenberg and Vercoe first published their independent work in this area [19][20], there
are still a number of problems and shortcomings with
computer-based score-following, including a certain
amount of difficulty in force-navigation through the score
(particularly in reverse/rewind mode). The ongoing issue
of relative intolerance to error in these systems places
considerable, perhaps unreasonable or even unethical,
demands on performers. Nevertheless, and despite the
difficulties listed here, the genre continues to develop and
define established principles of good practice, and to afford a richly rewarding environment for composer and
performing musician alike.
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ABSTRACT
Saxophone Improvisation

This paper describes the development of an electro-acoustic
composition, titled v→t→d, which positions the act of translation as the focal point of the creative process. The work
is a collaboration between a saxophonist, a composer, and
two multimedia artists. We begin with a saxophone improvisation which is translated into a composition featuring
solo saxophone and fixed electronics work. The performance of this sound composition is translated again with
live image processing, where the audio and visual content
serve as control signals. We locate translation as an effective tool for composition and describe work that has inspired this approach to our creation processes.
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1. INTRODUCTION
v→t→d is a work that assumes that the bias of a transcriptionist will impart a distinctive perspective on the material
translated from one medium to another. In this work, a saxophone improvisation is the seed for a translation common
to spectralism, ”instrumental synthesis” [1]. A new work is
composed using the various translations as the source material. This new work for saxophone and fixed electronics
is the source for live image processing. In the live performance the saxophonist and the processed images of the
performer are juxtaposed, presenting the audience with a
transcription of the visual experience. Each collaborator’s
transcription across mediums is an opportunity to impart
an interpretation. In this paradigm, each phase of the process leaves a mark upon the final work. The spectral translation necessarily navigates from the acoustic domain to a
digital representation; and the image translation maps both
the live sound data and video stream as control signals for
the image processing. This paper will present an aesthetic
context in which the work is located, followed by works
that have inspired our position. The next component of
this paper will be a description of the processes involved
in creating the sound composition, including the compositional strategies and a discussion of improvisation in this
context. The last section will provide a description of the
live image processing.
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Figure 1. The stages of translation. This figures shows the
four stages that lead to the final performance.
2. MOTIVATION
The motivation for this work is the realization of a collaborative process where various artists contribute to a final
work. The function of translation in this context varies
with each artist. This section will first describe the collaborative process and the artists involved, followed by an
indication of philosophical influences.
2.1 Collaboration
The team includes: Kelland Thomas, Christopher Jette,
Angus Forbes and Javier Villegas. Kelland Thomas performs the notated score and created the seed improvisation
material for the work. Christopher Jette translated the recording, creating the saxophone score and the fixed electronic sounds. Angus Forbes and Javier Villegas developed
a video processing technique [2] that used the audio as input for creating a visual interpretation of the piece. Javier
Villegas also performed the video processing live, adjusting control parameters of the visuals during live performances of v→t→d.
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2.2 Translation
In his essay The Task of the Translator, Walter Benjamin
notes that translation fails due to “the inaccurate transmission of inessential content” [3]. The inessential content
that he references is the material beyond the statement, the
artistic method, not the message. This inessential content
constitutes the voice of an artist, be it the unique sonic
language of an improvising pianist or the cinematographic
choices of a director. Every stage in the creation of v→t→d
is a translation of earlier material. We leverage the idiosyncratic perspective of each artist as a compositional tool.
We cast translation as a means of codifying the aesthetic
perspective of the translator. Each collaborator contributes
something to the final work. v→t→d is an assemblage of
perspectives collapsed into a single work. A video recording of the composition and examples of the live video processing techniques can be downloaded from the first author’s website. 1

the artists technique. Berio suggests this notion when he
discusses the way in which “forms of transcription” can
become assimilated into the process of creation. He writes:
Here we are no longer dealing with transcription as a genre, but as part of the ups and downs
of creativity: when, that is, you have a single musical vision going through different and
self-sufficient formulations before arriving at
the definitive realization, decanted from (or
destroying) all the others [7].
Our work embodies Berio’s proposition; each collaborator in v→t→d translates the previous work with a different aesthetic intention. Each of the artists concentrates
on translation as a creative tool when creating their portion of the work. This emphasis on translation underlies
the work and, in conjunction with discourse among the involved artists, serves to elevate the process.
3.1 Improvistational Context

3. RELATED WORK
v→t→d begins with a supposition that spectral translation
is a process whereby the the act of transforming the material reshapes the output. The basic techniques of spectralism are well documented [1] and in our context serves as
one of the compositional tools. The process of translation
refines spectral translation techniques previously reported
by the first author [4]. The composed saxophone work is
sculpted from multiple translations of of the seed material.
Our approach is informed by the composer, Gerard Grisey,
who suggested, “What, for me, is very important is to have
a sort of ecological attitude toward different sounds, to just
accept them as they are and try to find the right place or
right function for them in the context of the piece” [5].
This ecological approach to the function of sounds informs
our compositional process. The primacy of the sonic character of the source material surpasses other compositional
concerns during the act of composing.
The formal design of v→t→d is a series of translations.
The first translation is the translation of the improviser’s
ideas into sound, and this acoustic sound is translated to
a digital recording (discussed further in sections 3.1 and
4.2.2). The audio is edited by the composer to highlight
principal sonic components. This approach of reductive
editing is inspired by techniques employed by the acoustic ecology movement. Barry Truax reports on recordings
where short segments from each hourly recording over a
24-hour period were transparently edited together to create
a one-hour experience of that specific soundscape [6]. Our
goal in editing v→t→d down is to distill the improvisation
to a few soundbites that encapsulate different stages of the
improvisation.
The emphasis on the effects of transcription in each stage
elevates the process to an aspect of the creative process.
The role of transcription moves away from aspiring to realize a faithful recreation and approaches a location within
1

A video presenting the v→t→d composition with example video
processing can be downloaded from http://cj.lovelyweather.
com/SOUNDS/2014/vtd_video.mp4
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Improvisation is inherently a live act, composed of plans
and born of the immediacy of the moment. An improvising performer must bring to bear neuromuscular conditioning, control, and flexibility on a given instrument, coupled
with a corpus of musical ideas, passages, and structures
culled from a history of practicing and listening. Whether
alone or in a group, musicians generally structure the act
of improvisation around constraints of some kind. Saxophonists are often embedded in jazz ensembles, where the
constraints are the result of the chord changes and melodic
structure that define the work. Chord changes are often
a key constraint (though not necessarily the only one) for
structuring ones improvisation in a jazz context. In the absence of predefined constraints, whether by conventions or
dialog among participants, the performer constructs those
constraints as part of the process of improvisation itself
in order to create a coherent musical outcome. Forbes
and Odai, in a paper describing their Annular Genealogy
project, discuss improvisation as a means to create “a network of nested feedback loops.” In order to encourage the
emergence of new concepts during improvisation they invite musicians and composers to think of themselves as
“guiders” of a fluid performance that has its own agency
rather than solely as the creators of it [8].
In the best case, improvisation results in a performed utterance that, even though based on material that has been
previously learned and practiced, is sufficiently recombined, reworked and relevant to the moment of creation so as
to seem genuinely novel. The historical jazz architecture
and the curatorial guidance approach informed the creation
of the seed material. In the creation of the seed material,
the saxophonist strove to create an improvisation within
this paradigm.
4. THE SOUND OF V→T→D
4.1 Compositional Strategy
With the improvisation created, compositional work proceeds in two directions: the creation of a new saxophone
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melody via translation of the improvisation; and the creation of an accompanying fixed electronics part. The fixed
electronics are designed to contextualize and expand the
sonic characters of the saxophone part.
The original compositional plan was the creation of a
through-composed work that united the components by virtue of reassembly. While composing there was a shift toward the creation of distinct small works. This happened
for two reasons. First, the myopic focus on the character of
each of the twelve segments created great independence of
material. Second, we were inspired to utilize sectional design patterns from a radio interview with John Zorn where
he referenced his work Speedfreaks [9] in order to highlight
the challenge and excitement of creating short and independent compositions. The unique states of the live image
processing further reinforces this sectional autonomy. The
confluence of the radio interview, the autonomous states of
the live image processing and the hyper-focus on sections
spawned a formal structure where the resulting work is a
series of twelve short movements.
The role of the fixed electronics is to provide an accompaniment to the solo saxophone line. A compositional constraint is the creation of fixed electronics, not live audio
processing. Fixed electronics are employed to simplify
the performance set-up and ensure that the final translation
would be exclusively in the visual realm.
Relating the electronics work to the saxophone provided
a sonic framework that amplifies the sonic character defining the sections. With the saxophone line preliminarily
in place, each movement’s electronic component was created. The sonic character of the original material, the new
saxophone line, and the various materials from the translation provided a starting point. A conscious effort was
undertaken to create a kind of chamber music, where the
saxophone and electronics are considered instruments that
have equal footing. The fixed nature of the electronics enables embedded sonic cues for the player as well as sections where there is metric freedom for the saxophonist.
4.1.1 Spectral Translation Discussion
The intention of the spectral translation process in v→t→d
is the amplification of salient traits in the source signal.
This process begins with listening to the source and identifying important features. These sonic characters serve as a
guide in the compositional phase. The spectral translation
process produces a realization that is mathematically precise yet different than the human impressions. The compositional process blends these precise (yet curated) mathematical descriptions of sound with intentions to amplify
particular aspects of the sound, yielding a new saxophone
line.
In v→t→d, spectral translation is uniquely utilized to create a sonic snapshot of the source, in this case the particular
sound of a performer and the saxophone. Just as a photograph captures not only the qualities of light but also the
framing and perspective of the photographer, here spectral
translation reflects the input signal, the curatorial hand of
the translator, and the tendencies of the software. Additionally, from the standpoint of an artist, the software out-
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put can be said to “fail in interesting ways.” These “failure
figures” populate the final composition when they are relevant to the character being portrayed.

Figure 2. A screen shot of ASAnnotation showing a single partial trace (the multicolored lines). The frequency
(vertical axis) is constrained from 150 to 800 Hz.

4.1.2 Spectral Translation Process
The original 8:48 solo saxophone improvisation is punctuated with breaths, these provide a convenient point for
segmentation. The resulting twenty-nine components contain twelve unique sonic concepts that serve as the sections
of the final piece. The workflow for the spectral translation
process utilized features of ASAnnotation and OpenMusic
(see the Spectral Translation section of Figure 1). The
ASAnnotation program provides partial tracking with the
ability to limit the amount of partials to a specified quantity. Partial tracking leverages analysis using the SuperVP
kernel for phase vocoder based processing and the Pm2
kernel for additive modeling of partials [10].
This workspace enabled several approaches to extracting
a single line. To highlight different sonic features, various
analyses were produced by manipulating the FFT Settings
and the Partial Connection parameters. Figure 2 shows a
single partial tracking analysis which is output as an sdif
file (compare with the sonogram analysis in Figure 3). Using the MIDI Note Annotation feature (see Figure 4), a
rough sketch could be developed in ASAnnotation and rendered as a midi file.
The results of the Partial Tracking analysis were exported
as sdif s and brought into OpenMusic, where further filtering and shaping of the data could occur before rendering MIDI files. The various files generated from a single input collectively served as the the source material for
the final solo saxophone line. With the collected variation
of melodic lines, the composers recombined these multiple perspectives into a single melody that amplified the
sonic features of the original improvisation and the relevant anomalies of the translation process.
Concurrent with the composition of the solo saxophone
line was the creation of electronic accompaniment material. The fixed electronics were assembled in a DAW environment utilizing the large array of synthesis and processing tools available to the acousmatic composer. Also,
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Figure 3. Compare this screen shot of the more familiar sonogram analysis in ASAnnotation with partial tracking of Figure
2. The frequency (vertical axis) is constrained from 0 to 3000 Hz.
ics extends this aesthetic. Each section demands a unique
sound and variations in timbre, density, spectral identity
and rhythmic figuration are parameters where contrast among sections is achieved.
4.2 Improvisation as Seed
4.2.1 Why Translate Improvisation?

Figure 4. A screen shot of ASAnnotation where green
midi notes are hand drawn over the existing analysis. This
is rendered as a separate MIDI file The frequency (vertical
axis) is constrained from 150 to 800 Hz.

SuperCollider and ACToolBox figured prominently as production and composition tools. Each section demanded a
unique approach in the creation of the fixed electronics.
Often, the original audio file provided a structural template, where the amplitude, spectral or pitch envelopes suggest a formal design shape. In some cases audio from the
original recording are embedded of the fixed electronics.
In other instances, the new saxophone material offered a
point of departure, the form of the section being an extension of the solo saxophone.
In creating the larger work, the autonomy of the individual section within the larger context emerged as a prominent compositional goal. To increase the autonomy of each
section, the electronic material often amplifies spectral or
rhythmic components of the saxophone line. For instance,
the highly rhythmic nature of the saxophone line in the
sixth section is intensified with percussive electronics. In
contrast, the tenth section is comprised of a melodic line
of longer tones and the wash of drones in the electron-
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Kelland Thomas, the saxophonist who initially commissioned v→t→d, performs both improvised and notated music. This provided a unique opportunity to utilize the performers improvisation as source material for a composed
work. The saxophonist created several improvisations serving as a musical introduction to his improvisational sound
world. By way of reply, the composer selected an improvisation that best encapsulated the range of material presented and/or reflected the particular sonic interests of the
composer.
4.2.2 Recording Chain
The act of recording solidifies the sonic component of an
acoustic event. Each recording encodes many things, including; the particular sonic imprint of an instrument, the
distinct approach and improvisational choices of an individual performer, the convolution of the instrument and
the space and the unique signature of the microphone and
electronics used in the recording chain. Each aspect of this
chain shapes the sound that is captured on the recording.
To limit the influence of the physical space and recording chain, the saxophone was recorded in a dry recording studio with several different microphones. While this
set-up influences the sound of the recording, the locus of
these recordings are the sound of the horn and the improvisational choices of the performer, not the recording technique.
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4.2.3 Performer on Improvisation

5.2 Three decisions in Image Processing

The specific improvisations recorded for v→t→d were free
improvisations. Although the performer did not decide on
any specific constraints in advance of recording them, discussions between the composer and performer influenced
choices made in the studio. In particular, timbral exploration and variation as an improvisational approach was a
consequence of the participants’ shared interest in the inner
workings of sound. Several structural elements emerged
during the improvisations. These constraints (which served
as improvisational strategies) are described below.
Small rhythmic motives consisting of several notes were
subsequently repeated, varied, and extended, lending local
coherence to sections and more extended forms of coherence when these motivic ideas were recalled from earlier
in the performance.
Several long sections were developed from a single central pitch or pedal tone, along with the exploration of sonic
variation on that tone. Variations included such timbral
effects as key clicks, timbre trills, vibrato modulation, microtones, diffusion of tone with air or fuzz, and overtone
trills.
In the absence of a rigorous structure, choosing a musical parameter and highlighting contrasts in its use is often
a very effective way to generate a free improvisation. In
this case, contrast was created between definitive melodic
statements (phrases having a sequence of pitches with clear
rhythmic profiles) and non-melodic sonic textures or sound
effects. Additionally, sections with more clearly defined
rhythmic character were contrasted with sections with no
or little discernible rhythm. Other parameters explored include contrasts between having sounds or silences, using
pentatonic or chromatic scales, and using discrete or continuous elements.

5.2.1 Manipulate Which Grains?

5. LIVE IMAGE
The live performance of v→t→d presents the audience with
a saxophone and fixed electronics work, as well as a image
projection of the saxophonist (Figure 5). There are two
video cameras that capture the saxophonist and act as input to video processing software. One camera is mounted
on the bell of the instrument and the other captures the entirety of the performer (Figures 5(b) and 5(d) show the bell
mounted camera, while Figure 5(c) illustrates the remote
camera, and Figure 5(a) shows a mixing of the two cameras).
5.1 About Image Processing
The manipulation of the videos is inspired in the audio processing technique of granulation. Small fragments of the
input (grains) are re-arranged in space and time to create
the video effects. The audio and two video signals of the
performance are used to control how the output video is
generated. Akin to the repurposing of the audio material
from the saxophone for compositional purposes, the video
repurposes the live performance as a control signal.
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The full video sequence can be interpreted as a three dimensional array of small overlapping videos, where time
provides the z dimension. All the effects can be interpreted as different ways of mapping the two-input arrays
of grains to create an output array that will be the output
sequence (see Figure 5(a)). Individual grain modifications
at the pixel level and changes in size and orientation are
also allowed in this system. The automatic selection of
what grains will be mapped to a different place in the output can be done in different ways. In some instances of
the processing all the grains are manipulated, in others, the
grains to be modified are selected at random. Additionally,
there are some cases where only the properties of grains in
areas of motion activity are changed. There are also cases
where the energy of the audio input determines how far
from the center a grain must be in order to be considered.
5.2.2 Manipulation Type
The most common manipulation we used was changing the
spatiotemporal position of the grains (see Figure 5(c)). The
spatial position of the grains can be used as a narrative element moving from a random distribution to perfect organization. Non-linear deformations of the input image can
be generated by programmatically by changing the spatial
placement of the grains in each frame. In addition to these
more visually oriented techniques, visual analogs to well
known audio granular techniques are possible (see Roads
[11]). An example is cloning which can be created by repeating and skipping grains in the output array (see Figure
5(b)). Changes in position can also be used to generate
transitions between the two input/video streams (see Figure 5(a)). Other manipulation that were used include grain
rotation around the temporal axis (as in Figure 5(d)) and
changing the grain size.
5.2.3 Controlling Manipulations
The final stage in each video manipulation is deciding what
control parameters to map to the processing algorithm. In
most of the cases, properties of the grain : the amount of
geometric distortion, grain rotation, repeating factor (for
the cloning effect) were linked to the amplitude energy of
the audio signal. In other cases the amount of motion in
the input sequence was used as controller. The decisions
regarding control parameter mapping were taken on a section by section basis, employing intuition and attempting
to achieve a visual translation of the auditory impression.
6. CONCLUSION
v→t→d is an attempt to locate translation within the creative process through the creation of a working strategy.
To achieve this end, the collaborators each perform the creation of the next step in the final work by translating a previous step. Each artist utilizes a known technique and locates their creative work in the act of translation. The work
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grew out of the conversation around this topic and the saxophonist was tasked with bringing something of this conversation into the improvisations. The composer uses the
recorded audio as a source for the creation of a new saxophone work, endeavoring to characterize components of
the original material using techniques of reductive editing,
spectral translation and synthesis. The performance of the
saxophone and electronics work is the stage for the translation of the visual setting. The sonic and visual presence of
the performer become control parameters in the translation
of the visual scene. Each collaborator brought a creative
skill to bear and endeavored to focus on the task of translation as creative act. This act brought creative preferences
and assumptions to the attention of each artist. Future work
will continue to explore different types of translations as a
potentially rich area for productive investigations.

(a) Mixing two signals together
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ABSTRACT
The dissemination of multimedia technologies in the information societies created an interesting scenario: the unprecedented access to a diverse combination of music, image,
video and other media streams raised demands for more
interactive and expressive multimodal experiences. How
to support the demands for richer music-movement interactions? How to translate spatiotemporal qualities of human movement into relevant features for music making and
sound design? In this paper we study the realtime interaction between choreographic movement in space and music,
implemented by means of a collection of tools called Topos. The tools were developed in the Pure Data platform
and provide a number of feature descriptions that help to
map the quality of dance gestures in space to music and
other media. The features are based concepts found in the
literature of cognition and dance, which improves the computational representation of dance gestures in space. The
concepts and techniques presented in the study introduce
new problems and new possibilities for multimedia applications involving dance and music interaction.
1. INTRODUCTION
If music is in anyway related to movements and sense of
movement in our bodies, dance is the frontside of such
relationships in the culture. Evidences of this close relationship have been extensively described in the literature
(e.g.: [1,2]) and reinforced by the parallelism of music and
dance practices in Western and non-Western cultures. Modern linguistic, artistic and labor divisions also reinforce
the disciplinary divisions of music and dance, which shape
the cultures, technologies, media and information we consume.
However, the recent technological revolutions created an
interesting momentum: The access to networks, sensors,
motion capturing technologies, processing power and all
sort of technological devices produced unprecedented access to music and dance media. In this scenario, the encounters of people and music take place in multimodal
contexts that provide mixed and diverse experiences with
sound, imagery and movement interactions (e.g.: media
Copyright: c 2014 Luiz Naveda et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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streaming services, games, movies, dance clubs). Consequently, these societies start demanding deeper interactional experiences that take into account the potential expressiveness of its basic modalities and the expressive relationships that can be placed in-between the modalities. At
this point, information societies seem to share the same
characteristics of other non-Western cultures where divisions between listening, seeing and moving are somewhat
diffuse (or not relevant). How to develop more comprehensive and expressive relationships between the dance gestures and the musical ideas in the rise of a society that becomes intrinsically multimodal?
In this paper we study the interaction between choreographic movement in space and music, which is implemented by means of realtime tools called Topos, programmed
in the platform Pure Data [3] (aka PD). These tools inherit
from developments proposed in recent studies and provide
a number of techniques that contribute to description of
human movement in space. By enriching the computational representation of dance gestures we expect to improve
the concepts and techniques that involve dance and music
interactions.
In the next sections, we describe the objectives and limitations of this study (Section 2), previous work (Section 3)
and theories (Section 4) that inspired the present approach.
In the Section 5 we explain the design and implementation
of the features, which are illustrated in Section 6 by means
of examples and application scenarios. In the last section
(Section 7) we discuss critical aspects and problems of the
library, possible solutions and future studies.
2. OBJECTIVES
The aim of this study is to present and explore realtime features of choreographic gesture in space for computer music
applications. Although the work focuses on dance-music
interactions, it also makes use of generalized representations that might be useful to other analytical (non-realtime)
and realtime approaches. The features are developed from
low-level three-dimensional position data 1 , such as position of a point in the Euclidean space (e.g.: x, y, and z position). Our problem is to develop strategies that can provide more comprehensive feature descriptions of human
movement at the top of low-level motion descriptors. The
implementation as Pure Data objects aims at providing an
non-exhaustive collection of realtime tools (open-source)
1 Motion capturing techniques and devices are not approached in this
study.
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that can be available for artists and researchers. In the next
sections, we describe the background that supported this
work.

4. THEORETICAL BACKGROUND
4.1 Space

The human action in space is one of the core elements of
performatic display of dance [21] and was subjected to va3. REVIEW OF LITERATURE
rious approaches in the literature. For example, Hall [22],
investigated how individuals organized the different clas3.1 Previous work
ses of space (e.g. personal, intimate, public) and territories
across different cultures. Previc and colleagues [23] reIt is possible that great part of the efforts dedicated to build
viewed behavioral and neurological literature concerning
musical instruments were concentrated on mapping the sophisthe neuropsychology of 3D space. For these authors, our
ticated capabilities of human movement to the fine coninteractions with the spatial environment are “the single
trol of musical sounds. Although representations of mumost important influence on the forging of the structural
sic and dance seem have been always present in the deand functional architecture of the human brain”. Other
velopment of music and dance forms (e.g.: XVIII century
evidences show that individuals encode patterns of movedance-music representations in [4]), the idea of a gestument in space by enacting both “external” and “internal”
ral movement serving as a control or descriptor for music
frames of gesture representation [24], which demonstrates
performance or analysis is relatively new. For example, in
the plurality [25] of gesture representation in human cogni1920’s Gustav Becking analyzed gesture curves in order to
tion. Paillard [26] proposes that the body schema would be
identify characteristics of the music styles [5] while in the
composed of morphokinetic and topokinetic components.
work of Truslit [6] the music parameters are coordinated
The morphokinetic component relates to the shape or the
in the form of drawings. In first the half of XX century,
form of a gesture in the space. The topokinetic component
the work of Rudolf Laban [7–9] on the theory and notation
pertains to the location of the gesture in space [26]. The
of dance expressed the necessity to combine a systematopokinetic component of the gesture and its dynamics in
tic view on expressive dance features by means of notatiotime define the main scope of this study.
nal technology. In the 1970’s, Clynes attempted to derive
emotional states from movement curves [10]. In the last
4.2 Spatiotemporal representations
decades of the XX century, the rise of computational technology promoted several approaches in the notation and
Like music, dance develops in time, which is reportedly
analysis of dance, such as the works presented in [11–13].
to be an inherent dimension of dance experience [21, 27]
In the last years, the availability of computer power and a
and probably the dimension that better interacts with the
number of motion capturing methods created a diverse pamusical domain. The timing features involved in dance innorama of representations, notational approaches and inteclude familiar musical characteristics such as rhythm, synractive experiences for dance and music. For example, the
chronization, periodicity, metrical order and organization
Eyesweb [14] and Isadora [15] platforms provided a numamong others reported in the literature. Although dance
ber of dance features derived from video analysis and senencompass many other possibilities of analysis and represors. Similar techniques based on video were further imsentation, the space – considered as the medium for the deplemented in platforms such as Pure Data [3], VVVV [16],
ployment of movement – and the time, – seen as medium
Max/Msp [17] and other graphic programming languages
for segmentation and synchronization of movement [28] –
(for a survey of tools, see [18]). The availability of microeseem to encompass a significant level of information neelectromechanical systems (MEMS) was responsible for the
ded to represent gestures. A spatiotemporal representation
dissemination of accelerometer and compass data in conthat manages both time and space would then provide an
sumer devices, which facilitated studies on human moveexplorative field in which we look for higher representatiment. More recently, the access of motion capture data
ons of dance movement.
from low-cost optical motion capture systems and gaming
devices (e.g.: Kinect) started a revolution in approaches
4.3 Data and imposed metrics
based on position tracking, which also influenced software
developments for research and analysis of body movement,
Low-level motion descriptors such as the kind of data desuch as the MocapToolbox [19].
livered by motion capture devices are rooted in a metrical
system that describes a three-dimensional Euclidean space.
So far, the analysis of the gesture involved in music and
No matter how precise theses systems may be, this kind of
dance still remains a demanding and unexplored area. Chalunprocessed information if often difficult to use for artistic
lenges in the field include the inherent variability and paapplications since it reflects an artificial axis. How space
rallelism of human movement [20] and its connections with
and time representations can be transformed in descriptors
the cognition, relationships with other domains, emotion,
that reflect the qualities, intensities and dynamics that we
expressivity among others. The use of human movement
observe in dance?
data in art and in realtime interactive systems inherited
many of these problems and posed many other questions.
Carlsson, in [29], formalized a similar problem in four
A brief look at the theories of the cognition of dance and
elements: (1) it is necessary to produce more qualitative
music in the next section may help to tackle some of these
information about the data, its (2) metrics are not theoretiproblems.
cally justified for all systems (such as art), (3) coordinates
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are not natural do not carry intrinsic meaning and (4) summaries of information are more valuable than isolated parameters. We propose that a more comprehensive modeling
of dance-music would involve representation of human variability, time and space. It must provide relationships independent from metrics and be able to attach qualities in
the choreographic space. Topological methods may provide appropriate tools to deal with these problems [29].
4.4 Topology and gestures

Music in time
cues 1st
beat

2nd
beat

™ œ œ œ œ œ œ œ
a) projection

1st
beat

1st
beat
œ œ ...

2nd
beat

b) point clouds

c) discrimination

1st
beat

1st
beat

2nd
beat

2nd
beat

trajectories
Dance in space

Figure 1. Topological Gesture Analysis applied to a sequence of dance gestures. The cues used in this example
represent the musical metrical qualities (first and second
beat levels) annotated in the time dimension. The accumulation of cues in time generate point clouds in (b) that are
further discriminated by its qualities.
wTGA - windowed Topological Analysis
window

Topology — or the study of topos, “place”— deals with
qualitative and flexible geometric information such as proximity, connectivity and envelopment, ignoring information about shape, distances, sizes, and angles [29,30]. This
flexibility has provided a tool for mathematical abstraction, in which one can infer inherent connectivity of objects while ignoring their detailed form [31] and subjacente metrical system. Applications inspired in these concepts may make use of quantitative information (such as
points measured in space, distances, angles) or abstract
quantities to derive topological relationships. Examples of
these applications can be found in fields such as qualitative
reasoning [32], geographical information systems (GIS)
[33], and spatial cognition [34, 35]. The Topos library
derives specifically from the topological gesture analysis
(TGA) proposed in [28] and further developments such as
the Windowed-Topological Gesture analysis (wTGA), presented in [36] and briefly describe in the following sections.

Projection

samples

real time position
trajectories
in time
window (n samples)
t(n1)

t(1)

t(n2)

y
x
z
time
Point cloud

4.4.1 Topological Gesture Analysis (TGA)
The Topological Gesture analysis (TGA) is a method introduced in [28] that consists of projections of time-based
qualitative information – or cues – onto the gesture trajectories. The projected cues form regions populated by clusters of cues – points in a space called point clouds – whose
volume confines the trajectories of the gesture within the
time section. It can be said that the whole dimension of
time populated by cues and qualities is transformed into
points in space. The points become regions that inherit the
qualities of the cues. Figure 1 illustrates how musical cues
are (a,b) projected and (d) discriminated in the dance space
from the perspective of the TGA approach.
4.4.2 Windowed Topological Gesture Analysis (wTGA)
The windowed topological Analysis (wTGA, proposed in
[36]) is a variation of the TGA analysis. Instead of using
external information (cues) to project “qualities” onto the
space, the trajectories itself shape the structure of point
clouds in a time window, which provides geometrical and
temporal characteristics. The analysis uses a running window of n time points sampled from the recorded trajectories that produces a point cloud that morphs across time.
In our first proposition in [36] a time window of 1 second
(100 samples, at 100 fps) was used to compare the evolution of the use of space in 3 excerpts of dance improvisation. The Figure 2 illustrates rationale of this process.
The methods implemented in the Topos library inherit
from the wTGA the idea of a (time) windowed analysis
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Feature
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- Volume
- Average
- Range
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Figure 2. Schematic representation of the wTGA method:
projection of sample window, point clouds and feature extraction
that provides descriptors of the space. By transforming
the low-level data (e.g.: x, y and z coordinates) into point
clouds it generates new levels of information that are not
entirely dependent from metrical scales and coordinates.
In this study, we implement the basis of the wTGA in a
realtime system, as explained in the following sections.
5. METHODOLOGY
5.1 Implementation
The Topos library is implemented a set of programs in Pure
Data, entirely written in Pure Data graphical language. The
elements of the library are composed of Pure Data’s highlevel “functions” called abstractions or simply objects. Abstractions are built in the form of graphical objects that interact with each other by means of graphic or symbolic
links (lines, send and receive objects/messages) [37]. Consequently, all code operations and algorithms are availa-
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5.2 Scope
The basic workflow comprises a given three-dimensional
stream of floats (e.g., x, y and z) that is transformed by
abstractions and produces other feature streams, datasets
or messages. Within our application framing, the threedimensional stream is expected to be the output of a motion capture device and gesture movements in the euclidean space. However, experiences using other kinds of
data streams (velocity, sensor data, etc.) and hybrid highdimensional data spaces (e.g.: spatial displacement and
musical pitch, velocity and sound intensity) may provide
interesting possibilities not examined in this paper.
5.3 System design
The design of the Topos library involves objects that transform, extract features and describe interactions between
data structures, movements and external information. The
Figure 3 shows a diagram of the system. Each element of
the diagram represents one or more Pure Data abstractions. The types of objects present in the library are briefly
described below:
• Topological operations involve transformation or qualification of 3D points or point clouds.
• Topological features involve the extraction of features from point clouds and three-dimensional data.
• Geometrical features involve the extraction of features from the geometry of the 3D points, which
are expected to be a representation of human body
movement.

scope of the Topos library
Mid-level
(information)

ble for the programmer/user directly from the abstractions.
The abstractions contain help files that indicate the usage
and examples. The library uses code and 3rd part objects
from other pd-extended libraries such as the GEM, Mtl,
iem tab and zexy. The “Topos” library is available for free
download at the website
http://naveda.info.

Relational
Features

xyz
qualifying
trajectories
cues

Figure 3. Schema of the design and data flow of the system.
5.4.1 The object [topos]
Algorithm: The main algorithm in library is implemented in the abstraction [ topos] 2 . The abstraction performs the transformation of three-dimensional streams of
floats to a morphing point cloud that can be also visualized
as a polygon in 3D space (GEM/OpenGL). The rationale
behind the implementation of the object starts with the accumulation of a n number of points from a realtime stream
of floats (x, y and z) in a cache. The actual (realtime) state
of the cache is projected in the data space or a polygon in
a visual 3D space. This process creates a running spatiotemporal shape in space that mirrors the internal cache that
stores the samples in the time window. The internal and
circular clock of the object addresses the actual (realtime)
sample point to the next vertex of the polygon (or an index in the cache). The collection of points in this window
forms the point cloud topology. In short, the point cloud
represents occupation of the space used by the dancer in
the last time periods (defined by the window). Figure 4
illustrates the algorithm and the minimal code example necessary to run it.
Projection onto a point cloud (ID)

These classes and transformations will be specified in the
following sections.
5.4 Topological operations and features
In the next subsections we describe the algorithms and proposals implemented in the library. Although the relevant
contribution of the study lies on the descriptions of the
algorithms we will provide minimal code examples as a
practical description of the data flow in the system.
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Code:
First inlet: gemlist

new sample

...

gemhead

Second inlet:
x y z floats
pack f f f

5

point cloud

4
Clo

• Tools are complementary objects that facilitate programming and data flow routines.

Topological
operations

Tools

6

• Relational features produce information about the
interaction between points and regions in space.

Topological
Features

Geometrical
Features

Low-level
(data)
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ck

3 2 1

topos ID XYZ 100 10
6

Figure 4. Example of usage of the object [topos]. The object takes as input a list of floats (x y z) that can be sent
either through the second inlet or through sends (2nd argument). Sampling in ms (3rd argument) and number of
points in the point cloud (4th argument) are set in creation
of the object or through messages to the 3rd inlet.
The object [ topos] process the visualization and stores
2 References to Pure Data objects and their code operations will be
enclosed between squared brackets (ex.: [ topos]).
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the point cloud in a cache. It also broadcasts the actual
point cloud references by means of symbolic connections
(see the method in Figure 6). In the first proposition of
the wTGA method (implemented in Matlab platform) the
visualization of the point cloud was produced using Delaunay tree methods [38]. In the present realtime implementation, we opted to visualize it through a GEM polygon
(openGL) [39] composed of n + 1 vertices that visualize
the points provided by the time window cache, composed
of a set of 3 arrays (x, y and z).
Operation: There are 4 arguments in the [ topos] object, namely: [1] symbolic ID, [2] a receive list (receive),
[3] sampling period (in ms) and [4] number of samples
per window. For example, an object created with the following arguments [ topos lefthand lh/pos 100
30] broadcasts its output to other objects through the ID
(identification) “lefthand” and receives a list of 3 floats (x
y z) from the symbolic link “lh/pos”. These operations are
sampled at each 100 ms (3rd argument) and store 30 data
samples (4rd argument). As expected, 100 ms * 30 samples
will produce a point cloud that represents the space used in
the last 3 seconds in samples (window or memory of 30
samples or 3 seconds).
The visualization of the point cloud is implemented as a
normal GEM object, which inherits the properties of the
GEM object [polygon]. More details about these operations are available in the help patch. Three types of visualization are exemplified in the Figure 5. Other functionalities are also implemented as messages to the 3rd inlet of
the [ topos] object, for example:
• RandomLevel: adds random noise to the set of
points in the point cloud.

[ topos.features]. This object extracts and distributes the characteristics of the point cloud (see Section 4.4.2,
for the wTGA explanation). The only argument of the object is the symbolic ID of the starting [ topos] object,
which operates the original projection of the point cloud.
Figure 6 demonstrates creation arguments and the symbolic link that enables data flow between the two objects.
Table 1 describes the name, output format and description
of the features.

topos ID XYZ 100 10

Symbolic Link
feature 1
feature 2
feature n

Other functionalities include controls of the visualization
and internal clocks of the object, explained in the help
patch.

Feature
Volume

3D range

Average
position

Format Description
f
Volume of the bounding
(float)
cube containing the point
cloud
fff
size of the point cloud (maxmin) as a projection of the
maximal and minimum onto
each x y and z dimension
fff

Displacement f
Speed

spatiotemporal
window

route volume xyzRange meanPosition speed displacement

Figure 6. Basic setup of the [topos.features] object and the
symbolic link set as “ID” in both objects.

• setPoint: forces a point to be in a given position
specified in the message.
• freeze: freezes the point cloud in the space

topos.features ID

f

average 3D position of the
point cloud
displacement of the average
position of the point cloud
speed of the average position of the point cloud

Table 1. Description of topological features available in
the object [ topos.features]. See help file for the
method of routing these features
actual point
(realtime)

visualization:

points

feature 1
feature 2
feature n
line

fill

Figure 5. Visualization of the point cloud in three different
graphic GEM methods available in the library.
5.4.2 [topos.features]
The features of the moving point cloud stored in the object
[ topos] are retrieved through the object

- 474 -

A number of higher-level qualities of the point clouds
can be deduced from set of features available in the object [ topos.features]. For example, the volume indicates the evolution of the magnitude of the space being
occupied. If one ranges of x y z components is higher than
the other it indicates that the geometry of the gesture is larger in one axis. This feature is easily accessible from the
feature 3D range. Many other qualitative information
can be extracted using the relational and qualitative features presented in other objects of the library.
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5.4.3 [topos.quality]
The object [ topos.quality] (no arguments) projects
and stores classes of cues onto each element of the point
cloud 3 . Classes can be a numeric or symbolic representation of cues. They can refer to any data structure represented in a Pure Data list (e.g.: symbols, floats). The object
uses the internal clock of a [ topos] object – that indicates
which vertex of the polygon is receiving new data points
in the realtime – and stores incoming classes in the index
provided at the moment of projection. The message get x
sent to the first inlet retrieves the list of the recorded classes associated to an index x. In the example in Figure 7, a
[ notein] object provides midi messages that are used to
project pitch and velocity qualities onto the gestural space.
See Section 6.1 for a complete example.
Projection of cues onto the
point cloud

Code
gemhead

new message attached
Ex: keyboard 64 112

builds the point cloud

topos rhand 1/r_hand/pos 30 50

...

record 0

6

2

clear, record 1

5

point cloud

4
Clo

ck

3 2 1

1

3

get $1

notein
t b f
keyboard
pack s f f

topos.quality Attaches messages
GET retrieves
to points in the
messages attached
unpack s f f
point cloud
to each point in
keyboard
64
112
the point cloud

This simple relationship between angle and length may
be meaningful for applications dealing with higher level
features. For example, if these two points are taken from
trunk and head, the instability level will increase as the
angle decrease in both sides (see Figure 8), which means
that the trunk is changing from a less unstable position to
a more unstable pose.
The [ topos.geo.2] is initiated with 3 arguments: symbolic ID, point A (receive or 2nd inlet) and point B (receive or 3rd inlet). Example: [ topos.geo.2 hands
lhand/pos rhand/pos].
5.5.2 [topos.geo.4]
The [ topos.geo.4] is designed to process rectangular
geometries, which are normally attached to 4 extremities
of the body (e.g.: hands and feet). It is expected that the
first two points relate to upper body parts (e.g.: hands) and
the last two relate to lower parts (e.g.: feet). The features
include (1) a sum of the instability measurements, (2) an
average position between points and (3) the volume of the
bounding rectangle that encloses the 4 points. The last feature (demonstrated in Figure 8) is specifically connected to
the expansion/retraction quality often mentioned in dance
theory and other applications (e.g.: [40]).
topos.geo.2 hands head/pos trunk/pos
route instability

Figure 7.
Example of the usage of the object
[ topos.quality]. In this example the object attaches
a list (a symbol and two floats: ‘keyboard’, pitch and velocity) to the points in the cloud. The message “get [float]”
retrieves the information attached to each point.

0

Stable

Instable

topos.geo.4 handsfeet l_hand/pos r_hand/pos l_foot/pos
r_foot/pos

5.5 Geometric features
Geometric feature objects process geometric information
constructed from three-dimensional points. Although the
logic behind these objects is based on simple geometric
operations, it is expected that the input signals come from
body movement data. The Figure 8 illustrates some features implemented in these objects.

route boundCubeVolume
0

5.5.1 [topos.geo.2]
The [ topos.geo.2] extracts features generated from
two 3D points. The features include sum of speed, 3D angle and distance between the two points. Additionally, it
also includes a specific measure of instability, which takes
into account the angle and distance between the two points,
specified in the following equation:
|]ab| − 90
− 0.5| ∗ dab
(1)
180
where ]ab is the 2d angle between the two points in grads
(a and b) and dab is the Euclidean distance between the two
points.
instability = |

3 From the algorithmic viewpoint, the object only receives the indices
of the internal clock of a [topos] object and attach to them any kind of
Pure Data list. The list can be further retrieved using messages to the
[ topos.quality] object itself
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Figure 8. Usage and demonstration of two features present
in the geometric objects.

5.6 Relational features
Relational objects operate and broadcast higher-level feature descriptions such as collision, distances, connections and envelopment (see [32]). These objects are specially interesting for applications involving interaction since
they signalize important topological relationships between
points and point clouds. Most of the objects contain thresholds that transform metrical information in qualitative
information (e.g.: if a distance between two positions is
below x mm, then broadcast the topological relationship
“contact”).
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5.7 Other tools

5.6.1 [topos.rel.pointRegion]
The object [ topos.rel.pointRegion] detects relationships between a 3D point and a point cloud region. Relationships include collision, envelopment and others. For
example, if a 3D point approximates to a point cloud ( defined as the half of the maximum 3D range component)
the feature routed as “hitRegion” outputs [ 1]. If a 3D
point reaches the threshold of collision to any point in the
point cloud it outputs the element (routed as element)
and velocity (routed as velocity) before the collision.
Other features include the minimum actual distance from
the point cloud ( minDistance) and the position at the
collision ( posCollision). The Figure 9 demonstrates
the implementation. Like the other objects the arguments
of the [ topos.rel.pointRegion] are created with a
[1] symbolic ID, [2] a 3D Point, [3] a reference to a [topos]
ID and [4] a threshold.
Point cloud: dancer 2
Hand position: dancer 1

gemhead

gemhead

The library includes other tools such as the object
[ topos.skeleton] that organizes OSC messages between
motion capturing applications and the Topos library. Until
now only the applications Osceleton 4 and Synapse 5 are
implemented. Other tools like [ topos.rec]
and [ topos.rec.slave] assist the recording, exporting and inspection body motion capture data.
6. APPLICATIONS
In this section we describe three scenarios of applications.
The library and some of the applications mentioned here
were used in the development of three dance performances with movement, sound, image and network interactions [41–43]. The Figure 13 shows the dancer and the representations of point clouds projected against a translucent screen in one of these performances [41]. Other videos and images of other performances are available at the
website http://naveda.info.

pack f f f

topos rhand XYZ 100 10

INTERACTION

topos.rel.pointRegion lrhand d2/hand/pos rhand 0.3
unpack f f

route minDistance

7

0.01

0.5

7

Dancer 1

Dancer 2

Figure 9.
Diagram of the patch that illustrates the relational features implemented in the object
[topos.rel.pointRegion]. In this patch the point
cloud designed by the dancer 2 interacts with the position
of the hand of the dancer 1. The object provides the references to the position and velocity at the moment of collision.

5.6.2 [topos.rel.points] and [topos.rel.regions]
The relational objects defined as
[topos.rel.points] and [topos.rel.regions]
extract features from the relationships between points and
between regions. Like the other objects the arguments of
the include a [1] symbolic ID, two elements (either a 3D
Point receive symbol or point cloud region created and referenced by a [topos] ID) and a threshold. Likewise,
if distance between elements reach a given threshold the
objects outputs the index of the point in the point cloud
(routed as “element”) and velocity (routed as “velocity”)
of collision. Other features include the distance between
points and average position.
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Figure 10. Dancer and visualization of point clouds of the
local and remote dancer (networked performance). Performance: “Embodied Varios Darmstadt 58” (2013). Dancer:
Ivani Santana. Photography: Shai Andrade

6.1 Realtime mappings of music in the dance space
The availability of computer power provides great possibilities of parallel processing. However, mapping strategies
are often very direct, linear and static due to complexities
of routing and control. In the Figure 11, a midi instrument is played while the dancer builds a point cloud from
his/her gesture movements. The patch attaches the musical
pitch and velocities coming from a musician to the indices
of points in space at the moment the point cloud is created (A). Using methods such freeze 1, it is possible to
freeze the transformation of the point cloud, which allows
the dancer to play the pitches and velocities by (B) interacting (colliding) with the regions in space where the musical information was recorded. Explorations may include
variations of a the original pitch sequence (i.e. theme variation) and interactive duetos with the musicians. The point
cloud can be reconstructed in other positions. Other midi
4
5

Available online at https://github.com/Sensebloom/OSCeleton
Available online at http://synapsekinect.tumblr.com
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parameters, filters or transformations can be applied using
other movement features.

gemhead

Distances from lhand to the
point cloud of rhand are used
as magnitudes of oscilators
in addirive synthesis

gemhead

freeze $1

topos rhand1 1/r_hand/pos 30 50
topos.rel.pointRegion hands l_hand/pos rhand1 0.3
route velocity distanceFrom

topos rhand 1/r_hand/pos 30 50

t b f

INTERACTION
gemhead

14
onOff_interaction

unpack f f

pack f f

d(n)

topos.rel.pointRegion lrhand l_hand/pos rhand 0.3

0

+ 60
mtl/additive~

MIDI input (pitch, velocity)

0

notein

get $1

d

topos.quality
unpack f f
0

0

noteout

A) Record classification
using midi input

Figure 12. Diagram of the patch and resulting data visualization. In this example the distance from a hand to n
points is used to control the magnitude of a simple additive
synthesis.

clear, record 1

C) Interactions mirrors mapping

MIDI

MIDI

MIDI output

A) Record mapping

dac~

n points

pack f f

B) Interact with point cloud.
The position of the hand outputs
classification realized in A

list-math / 3

random 24

B - C) Re-enact mapping

Figure 11. Diagram of the patch and resulting data visualization. In this example, in (A) a musical midi keyboard
is played while the point cloud is generated. The dancer
can mirror the musical information in (B) by touching the
regions that will output information recorded from the keyboard.

Figure 13 the point cloud of the local dancer is disrupted by the position of the hand of a remote dancer, whose
data arrives from the network. While the local dancer is
still influencing the shape of the point cloud, the result of
the interaction is a single geometrical element and dataset
composed of the gestures of both dancers. The use of features resulted from these interferences in sound synthesis
or even in the graphical output can help to find conceptual
solutions for the integration in these scenarios.
Actual dancer
point cloud
Remote dancer
[netreceive 3000]

4
2 1

6.2 Control of parameters for synthesis using high
level features

3

One of the main problems in computational synthesis is
the control of the synthesis parameters. The possibilities
of exploration, control and storage of parameters using the
massive information from body movements or key-poses
can be used as a exploratory tool for sound synthesis. In
the example displayed in Figure 12 the distance between
the left hand to each point of the right hand point cloud is
used to control the magnitude of the harmonics in a addictive synthesis. The dynamic flow of parameters possible
in the change of positions of the hands and the points generated in the point cloud can improve the exploration of
timbres and engage the dancer in choreographic explorations across the timbre space. These are easily implemented
using the feature distanceFrom in the
[ topos.rel.pointRegion], which outputs the distances of every point in the point cloud to a given 3D point.
6.3 Integration of controls and dancers in
networked/telematic art
In networked or telematic art, the integration of the performances and creative forces among displaced nodes is a
challenge. There is a risk of developing parallel and disconnected creative work due to the distance between dancers and creation space. In the example displayed in the
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Receives data from a
remote dancer:
netreceive 3000
OSCroute /remoteDancer

gemhead

Set interference in
the local dance gesture:

OSCroute /lhand
setPoint 1 3 $1 $2 $3

topos rhand1 1/r_hand/pos 30 50

Message construction:
1 (on) 3 (point) y x z

Figure 13. Diagram of the patch and resulting data visualization. In this example the hand of a remote dancer
interferes in the point cloud of the local dancer. It not only
changes visualization but the whole data structure and features.

7. DISCUSSION AND FINAL REMARKS
In this paper we described the implementation of novel realtime features that provide gestures descriptors for interactive applications in music. The exploration was based
on features extracted from the quality of dance gestures in
space and applied to realtime implementation of strategies
based on previous analytical work in the field. Although a
part of this paper deals with the technical demands of programming and developing strategies for music and dance
interactions, the conceptual questions and new ideas proposed here may open perspectives that go beyond the implementations.
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So far, the work presented here does not attempt to be a
generally applicable strategy. The description of a topological perspective of the dance movement involves specific
characteristics that may not fit to all conceptual and performatic contexts. The occupation of space is contextual and
needs time to be shaped. Since we cannot predict the direction of creative movement patterns, the evolution of its
topological features in time is gradual and highly affected
by the time window. This means that some features will
not be so responsive to some gestures. They need time develop across the contextual frame in the same way human
perception needs time to gather contextual information in
humans. Some proposed features may not be as reactive as
other low-level features, such as acceleration profiles, for
example.
In applications where the principle of strict synchronization in time is not relevant, the topological features extracted from movement may provide interesting solutions
for the control demands of multimedia applications. Interaction ideas such as the one proposed in Section 6.1 or
6.2 may help to develop more reactive interactions with
the choreographic space. Above all, the qualitative level
of feature description in this work may provide better or
at least different accounts of the gesture for multimedia
performances. We understand that this contributes to the
development of more comprehensive applications in fields
such as gesture-sound interaction, dance, digital luthery,
networked performance, among others.
7.1 Future work
There are many limitations in the implementation point
cloud operations and visualizations. Many other possibilities can be realized by means of development of the
core objects in the library, possibly in C++ or Lua objects.
Further developments using Kalman Filters or simple statistical techniques may help to develop a movement predictor that helps to generate probabilistic point clouds before they appear. This could have a great impact on features related to expectancy. Other future ideas include
better visualizations and implementations of computer techniques developed in the original work on Topological
Gesture Analysis [28]. Many other features can be derived
from the actual processes and will be added to the tools in
the next releases of the library.
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ABSTRACT
This paper presents a methodology for predicting the pitch
of bass notes by utilising their metrical position within
the bar. Our system assumes two separate audio channels
for drums and bass. We make use of onset detection and
beat tracking algorithms to determine the onset times for
each bass note and the beat locations. A monophonic bass
track is analysed for repetitive structures relative to the beat
grid, enabling the system to make a prediction of the pitch
of each bass note prior to any pitch-related analysis. We
present an analysis on a small collection of studio recordings.
1. INTRODUCTION
When humans participate in live music performance, an element of prediction is required. Where there is a musical
score, performance requires each player to simultaneously
predict the desired playing time for each specified musical
event and enact the requisite motor actions ahead of time
to schedule each note onset. Where music is improvised,
the underlying structure of the music must be anticipated
in order to compose phrases that will work in the context
of the performance. Whilst signal processing can provide
information about auditory events after the fact, Collins [1]
regards the ability of human musicians predict and anticipate on a variety of time-scales as crucial to their skill in
performing.
Vercoe and Puckette [2] proposed the listen-perform-learn
model as an integral design in their score following system. Raphael [3] makes use of Bayesian graphical models
to learn a performer’s timing tendencies from a series of
rehearsals. To participate in improvised music to a steady
beat, such as blues and rock jams, a player is required to
predict key and chord changes ahead of time and yet this
is unproblematic for human musicians, partly on the basis
that these tend to involve the repetition of a set sequence
of chords [4].
Prediction plays an important role in the development of
real-time beat trackers which tend to operate on the basis that musical events occur more often on the beat than
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not. Dixon and Gouyon [5] distinguish between predictive
and descriptive beat tracking behaviour. The former anticipates the beat ahead of time, whereas the latter labels the
beat having observed the audio. Real-time beat trackers
generally function in a causal predictive manner. Ellis’s
[6] model uses dynamic programming to calculate the beat
times and has been used in a real-time context [7] [8] in
which beat predictions are continually updated on the basis of new observed information.
Computational modelling of composition has proved a
difficult task [9]. Pearce and Wiggins [10] examine how
Markov models or n-grams have been used to model the
statistical expectation of melodic parts. Assayag and Dubnov [11] propose the use of the factor oracle, used in
string matching tasks, to analyse harmonic and melodic
sources within music improvisation. Stark and Plumbley [12] make predictions of the values of future beatsynchronous chroma vectors by matching recent observations in the sequence to similar occurrences in the past.
Stowell and Plumbley [13] used a predictive schema for
real-time classification of a human percussive vocal in the
“beatbox style”, whereby a fast reaction is made to classify audio using a provisional classification whilst a more
reliable delayed decision is made afterwards. This system
produces audio (such as a kick or snare sound) based on
the initial classification at low latency after the onset is detected, but makes changes to the audio output where this
initial classification appears erroneous.
In this paper, we investigate a related problem of realtime bass pitch prediction based on musical position. For
live performance, onset detection methods [14] [15] can reliably indicate the presence of a new note event with a short
latency. However, the determination of pitch requires the
use of pitch tracking techniques, such as the yin algorithm
[16], which would impose a larger latency than the threshold for successful networked performance, measured to be
approximately 30 msec [17]. A predictive schema might
be used to overcome such latency issues.
The predicted output could be used in the synthesis of
audio parts or in augmenting the performance with lighting or visuals. Currently, synchronised computer accompaniment can be unreliable, particularly when reliant on
beat trackers which are vulnerable to errors such as skipping ahead or behind by a beat [18]. By following the
bassline, a beat tracker might be able to recognise when
this occurs and autocorrect. The proposed schema of beatsynchronous bassline analysis makes it comparatively sim-
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Figure 2. Scores of correlation of quantised pitched events
at a range of lags for the song The Radio’s Prayer I (top)
and Idiots Dance (bottom)
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2.1 Event Quantisation

Figure 1. Overview of the algorithm. Pitched events are
analysed whilst onset events are labelled according to predictions.

ple to follow the structural sections within a song, thereby
bringing about an interactive system that is capable of following an expected performance.

2. METHODOLOGY
Our proposed system uses beat tracking to provide an approximation of the beat grid which can be used to transform event times into a quantised musical time. We assume
that there is a dedicated bass stream, typically be through
use of a D.I. box or an insert on the mixing desk, and also
a general audio stream available suitable for beat tracking,
such as from a mono mix of all channels or a room microphone on the drums. A selection of real-time beat tracking
algorithms have been developed that might be suitable for
such a task, including B-Keeper [19], a specialised drum
tracking system, IBT∼ [20], a multi-agent system based on
Dixon’s Beatroot [21], and btrack∼ [7] and beatseeker∼
[8] which use autocorrelation. The proposed algorithm detects new bass events using an onset detector and finds the
musical position relative to the beat grid. By estimating
the optimal lag at which the bassline repeats, we can make
a reasonable causal prediction for the pitch using previous pitch tracking estimates. A similar system has been
proposed by Stark and Plumbley [12] for the prediction of
beat-synchronous chroma sequences. An overview of the
algorithm is shown in Figure 1.
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From a standard onset detector, such as those proposed by
Bello et al. [15], we obtain event times from a bass signal with low latency, typically under 10 msec. In practice,
we compensate for latency by first detecting the onset using peak thresholding on the onset detection function, and
then using a second stage that determines the precise point
for which the energy change is greatest in the signal. This
is done iteratively by dividing the recent audio buffer into
segments, choosing the segment which has the highest energy, then repeating the process until the buffer segment
contains just one sample and an exact sample position is
chosen.
We then wish to specify the musical position of the event
relative to the beat grid. Let our sequence of beat times be
{b0 , b1 , b2 , b3 , ..}. Then for an event at time t, we find n
such that bn <= t < bn+1 . The musical position of the
event, γ(t), in beats from the start is given by

γ(t) = n +

t − bn
.
bn+1 − bn

(1)

If we wish to quantise this position to be on an eighth note,
triplet, sixteenth or sixteenth note triplet relative to the beat
times, we can divide the beat into twelve and instead of the
m
is closfractional term, find the value m for which n + 12
est to γ(t) and meets the condition that 3 divides m or 4
divides m. For pitch detection, we use the yin algorithm
[16] on the segment of audio that immediately follows the
detected onset. Our implementation used a real-time version of the pyin algorithm by Mauch and Dixon [22] with
a framesize of 8192 to provide sufficient resolution in the
lower frequencies, although the probabilistic component of
their approach was not required. This results in a frequency
for each note event, that we then round to the closest MIDI
pitch, p(t).
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2.2 Repeated Structure Detection

3. EVALUATION

To detect repeated structures, we look for the optimal shift
at which the same bass part is played. This is particularly
common in rock, blues, pop and dance music, although relatively rare in free improvisation, classical and much jazz
music. For a sequence of pitched events at quantised positions relative to the beat grid, we compare it to the same
sequence shifted by the integer multiples of beats. At each
possible lag, measured in beats, we calculate a score using
a method similar to cross-correlation.
Let pn be the midi pitch of the note at quantised musical
position n, obtained from the onset time using Equation 1
and quantising. Our mean correlation value for each lag is
given by
score(lag) =

1 X
δp ,p
N n n n−lag

(2)

where n is the musical position relative to the beats, pn is
the pitch found at beat position n if such an event exists, N
is the total number of quantised events found at the given
lag that could be compared and δpn ,pn−lag is 1 when the
pitches match and 0 otherwise. Figure 2 shows the scores
across a ranger of lags for two different songs. Where
the song’s bassline repeats every eight beats (top), we see
a series of peaks at multiples of this lower lag, whereas
in the bottom plot, the bassline only repeats after sixteen
beats. Our optimal lag, used in the causal prediction of
bass pitches, is that with the highest score up to a maximum of 32 beats. A weighting system can be used to give
preference to a longer or shorter number of beats .
2.3 Pattern Prediction
We made use of two simple methods for predicting the
pitch of each bass note. The first, which we shall refer
to as the naive method, involves looking back at the observed pitches at successive multiples of our optimal lag
and choosing the pitch for the first observed note event
found at a corresponding position. For example, if the optimal lag is 8 beats, then we first look if there was a bass
note observed exactly 8 beats prior to the one under consideration. Where such an event is found, we predict our
current bass note to have the same pitch as this previous
observation. Where one is not, we look for a note 16 beats
prior, and so on.
However, this does not take into account that there may
be changes between song section and that bass line phrases
might vary within the same section. To try to exploit our
knowledge of transitions made within previous sections,
we make an additional constraint that the note found in
the same corresponding metrical position has an immediately preceding note that matches the most recently observed note in both pitch and corresponding metrical position. Thus we ensure that the first order Markov transition in pitch for our predicted note from the preceding one
is identical to that observed for the note found at a corresponding position that has been used to make this prediction.

- 482 -

To evaluate our two methods, we chose some studio multitrack recordings that allowed the loading of a room audio
track and a direct bass track. We made use of the Vamp
implementation of an offline beat tracker 1 based on the
method of Davies et al. [23] and Ellis [6]. For each note,
we counted whether the predicted pitch matched the observed pitch. We have also included the statistic for when
the notes matched but differed by an octave. This octave
difference is not likely to be due to the pitch detection
method (which is reliable for a direct channel of monophonic bass), but rather due to differences in the bass part
being played. The evaluation is scored on all bass notes for
which the yin pitch detection algorithm outputs a result, regardless of metrical position.
Where there is a section change in a song, the naive
method naturally results in poor scores, since the bass part
no longer matches what was occurring at the previous lag.
The results are shown in Table 1. The first order Markov
method, which requires that the bass part used for the prediction has a matching previous note, fares a little better in
general. On rock material, we tend to observe correct bass
predictions approximately 50% to 70% of the time, with
the result dependent upon structural changes in the song
and the degree of improvisation in the bassline part.
4. DISCUSSION
These methods provide a simple and effective way to predict bass pitches in real-time, particularly when there is
a repeating part or section. The main difficulty for these
methods is where the piece consists of a sequence of transitions between higher level structures. In this case, we
might exploit the failure of the algorithm to correctly predict the pitch for successive note events to recognise that a
new section has begun, thereby generating section specific
predictions.
Liang et al. [24] propose a methodology for scheduling
synchronous events across a network where there is an unknown latency in the communication of messages. Assuming access to a shared clock, such as the atomic clock, each
component of the computer performance system sends the
system time for the musical event and the tempo as a triple
(beat position, system time, tempo), thus enabling an accurate prediction of future beat times even when there is
significant latency in the network. By contrast, a beat
tracker or score follower that simply sends a message on
each beat is rendered highly unreliable in such a scenario.
Their method for communicating beat times could be employed here to allow the integration of bassline analysis
and prediction within a networked performance.
Our method makes use of a drum mix and a separate
bass channel, thereby allowing analysis of bass events at
a higher semantic level, with metrical position and associated pitches. A potential application here is the learning of
stylistic trends in bass line playing from a corpus of multitrack recordings, thereby making it suited to the computa1 http://vamp-plugins.org/rdf/plugins/
qm-vamp-plugins#qm-barbeattracker
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Song
Down The Line I
Down The Line II
Motorcade
The Radio’s Prayer I
The Radio’s Prayer II
Diamond White
Generic Rock Jam I
Generic Rock Jam II
Generic Rock Jam III
Upside Down Dues
Orange Crush

lag
8
16
16
8
16
16
16
16
16
16
16
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Naive method
Correct Octave Wrong
43.4
5.8
50.8
49.2
3.3
47.5
45.4
5.6
49.1
41.5
7.0
51.5
54.1
4.5
41.5
64.1
12.3
23.6
48.2
17.6
34.3
54.6
15.9
29.5
71.9
12.3
15.9
69.3
14.6
16.1
74.9
3.3
21.9

First Order Markov
Correct Octave Wrong
53.9
6.5
39.6
65.0
5.6
29.5
61.1
2.8
36.1
55.6
6.4
38.1
70.1
4.5
25.5
62.6
8.2
29.2
52.8
9.9
37.3
46.9
14.4
38.7
73.2
11.9
14.9
74.1
11.7
14.3
74.0
2.1
2.4

Table 1. Percentage results for the note predictions across several examples from a small corpus of live recordings.
tional creativity task of automatic generation of a bassline
in a given style that fits a given chord progression.
The code for the evaluation study is available online at
the Sound Software website 2 .

of group improvisations, studio recordings and band rehearsals which might lead to new creative systems for interaction and composition.
Acknowledgments

5. CONCLUSION
We have presented a method of beat-synchronous analysis
of bass parts that enables us to make predictions about the
likely pitch based on the note’s position within the musical
structure. A beat tracking algorithm is used to determine
the metrical position of quantised bass onset events which
are ascribed a pitch using standard pitch detection methods
for monophonic audio. To predict bass pitches in a causal
manner we find the optimal lag at which the bass part repeats. Two prediction methods are presented. The first
chooses the most recent pitch observed at a corresponding metrical position according to this lag. The second
method requires that the note at a corresponding metrical
position has a previous note that matches the most recently
observed note for metrical position and pitch, thereby preserving the first order Markov transition for the current predicted note event and the previous one.
The output of the prediction algorithm might be used to
recognise section changes within a piece. The algorithm
could then be improved through the recognition and learning of higher level structure for each song. If a rehearsal
version of the song was available, further analyses might
improve predictions made within each section. Our prediction is currently based solely on position within the most
repetitive musical structure and this might be improved
through the use of Markov techniques or string matching
techniques to learn likely phrases.
One potential application is the use within synchronisation systems for rock performance. At present, such systems tend to rely solely on beat tracking to adjust their
tempo to match that of live musicians. By monitoring
the bass parts played, such systems be made more reliable
and recover from errors where they get ahead or behind
the correct beat. There is significant potential to develop
further analysis techniques for multitrack audio channels
2 https://code.soundsoftware.ac.uk/projects/
bassline-prediction/repository
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ABSTRACT
In this paper we take a connectionist machine learning approach to the problem of metre perception and learning in
musical signals. We present a hybrid network consisting of
a nonlinear oscillator network and a recurrent neural network. The oscillator network acts as an entrained resonant
filter to the musical signal. It ‘perceives’ metre by resonating nonlinearly to the inherent periodicities within the
signal, creating a hierarchy of strong and weak periods.
The neural network learns the long-term temporal structures present in this signal. We show that this hybrid network outperforms our previous approach of a single layer
recurrent neural network in a melody prediction task.
We hypothesise that our hybrid system is enabled to make
use of the relatively long temporal resonance in the oscillator network output, and therefore model more coherent
long-term structures. A system such as this could be used
in a multitude of analytic and generative scenarios, including live performance applications.
1. INTRODUCTION
Beat induction allows us to tap along to the beat of music,
perceiving its pulse. This perceived pulse can be present
in the stimulus, but it is often only implied by the musical
events. Furthermore, performed music is rarely periodic
and is subject to the performers’ expressive timing. This
makes beat induction difficult to model computationally.
Finding the pulse within a musical signal is a step towards achieving other music perception tasks, such as metre perception. Metre refers to the multi-layered divisions
of time present in music, of which the referent layer is
the pulse. Other layers in music divide the pulse into the
smallest subdivisions of time, and extend it towards larger
measures, phrases, periods, and even higher order forms.
Thus, a single ‘beat’ can occur at one or more metrical
levels, whereas the ‘pulse‘ is the series of beats on the referent layer only. The more levels on which beat occurs,
the ‘stronger’ that beat is perceived, creating a beat hierarchy, or metrical structure [1]. The individual components
of music, the rhythmic events in time, lead to the formation of new macroscopic spatial, temporal and functional
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structures in metre. In performance, these structures vary
and repeat with time in their own patterns.
The process through which humans achieve beat induction is known as entrainment. Entrainment is the coordination of temporally structured events through interaction where two or more periodic signals are coupled
in a stable relationship. Many relationships are possible
in entrained signals; exact synchronisation is considered
to be a special case of entrainment. Ethnomusicologists
are increasingly becoming aware of the importance of entrainment processes as an approach to understanding music making and music perception as a culturally interactive
process [2].
Much prior work on pulse and metre perception has
been concerned with abstract temporal information, such
as crafted pulses in time [3, 4, 5, 6]. However, metre perception and preference develops through cultural learning
and is determined by a multitude of musical signposts, including the melody and the tempo of the pulse [2, 7].
This project’s aim is to design a hybrid network which
is able to learn metrical structures, generalising on a corpus of sequences to make predictions about future musical
events. This is therefore not a metre classification task,
but an investigation into machine models of melody and
rhythm. We are investigating if a music prediction task
produces better results when utilising a certain model of
metrical structure.
In section 2 we outline the models we have chosen for this
task and the reasons behind these choices. Section 3 details
the experiments we have conducted. Section 4 presents the
results of our simulations. Finally, sections 5 and 6 offer
insights and directions for future work.
2. MODELS
Our hybrid network consists of two connected networks. The first is a Gradient Frequency Neural Network
(GFNN) [8], a nonlinear oscillator network. It acts as an
entrained resonant filter to the musical signal and serves as
a metre perception layer. The second is a Long Short-Term
Memory network (LSTM) [9], a recurrent neural network,
which is able to learn the kind of long-term temporal structures required in music signal prediction [3]. We use this
layer for prediction and generation.
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2.1 Metre Perception Layer
Oscillators have been used for beat induction in machines
for over twenty years. Certain oscillator models lend them-
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selves well to beat induction tasks due to their stable limit
cycle and their entrainment properties [3]. By using oscillators to perceive beats, we have the ability to model
beat induction as an emergent dynamical process, which
changes over time as the signal itself evolves. Gasser et
al.’s SONOR system, for instance, adds Hebbian learning
to networks of adaptive oscillators, which can then learn to
produce a metrical pattern [10].
More recently, the phenomenon of nonlinear resonance
has been applied to metre perception and categorisation
tasks. Large et al. [8] have introduced the Gradient Frequency Neural Network (GFNN), which is a network of oscillators whose natural frequencies are distributed across a
spectrum. When a GFNN is stimulated by a signal, the oscillators resonate nonlinearly, producing larger amplitude
responses at certain frequencies along the spectrum. Nonlinear resonance can account for pattern completion, the
perception of the missing fundamental, tonal relationships
and the perception of metre [11].
When the frequencies in a GFNN are distributed within a
rhythmic range, resonances occur at integer ratios to the
pulse. These resonances can be interpreted as a hierarchical metrical structure. Rhythmic studies with GFNNs
include rhythm categorisation [4], beat induction in syncopated rhythms [5] and polyrhythms [12].
2.2 Temporal Structure Layer
There have been many connectionist approaches to musical tasks [13, 14, 3, 15, 16]. Whilst recurrent neural networks are good at learning temporal patterns, they often
lack global coherence due to the lack of long-term memory. Long Short-Term Memory (LSTM) networks were
designed to overcome this problem. A simplified diagram
of an LSTM memory block can be seen in Figure 1. A
self-connected node known as the Constant Error Carousel
(CEC) ensures constant error flow back through time. The
input and output gates control how information flows into
and out of the CEC, and the forget gate controls when the
CEC is reset. The input, output and forget gates are connected via ‘peepholes’. To describe the LSTM model in
further detail would be out of the scope of this paper; for a
full specification, see [9].
LSTMs have already had some success in music applications. Eck and Schmidhuber [3] trained LSTMs which
were able to improvise chord progressions in the blues and
more recently Coca et al. [16] used LSTMs to generate
melodies that fit within user specified parameters.
3. EXPERIMENTS
All experiments operate on monophonic symbolic music
data. We have used a corpus of 100 German folk songs
from the Essen Folksong Collection [17].
We implemented the GFNN in MATLAB 1 , using the
standard differential equation solvers, and the LSTM in
Python using the PyBrain 2 library.
1
2

B
E
G
F

C
D
A

Figure 1: A single LSTM memory block showing (A) input, (B) output, (C) CEC, (D) input gate, (E) output gate,
(F) forget gate and (G) peephole connections.
3.1 GFNN
The GFNN consists of 128 Hopf oscillators defined by the
following differential equation:
dz
βε|z|4
x
1
√ .
√
= z(α + iω +
)+
(1)
dt
1 − ε|z|2
1 − εx 1 − εz̄
where z is the complex valued output, z̄ is its complex conjugate, ω is the driving frequency in radians per second, α
is a damping parameter, β is an amplitude compressing
parameter, ε is a scaling parameter and x is a time-varying
stimulus. This oscillator is a complex valued model which
spontaneously oscillates according to its parameters, and
entrains to and resonates with an external stimulus.
For all experiments, parameter values were fixed as follows:
α = −0.1, β = −0.1, ε = 0.5
(2)
This gives a sinusoid-like oscillation whose amplitude is
gradually dampened over time (see Figure 2). The gradual
dampening of the amplitude allows the oscillator to maintain a long temporal memory of previous stimulation.
The oscillator frequencies in the network were logarithmically distributed from 0.25Hz to 16Hz. The GFNN was
stimulated by rhythmic time-series data in the form of a
decay envelope on note onsets, synthesised from the symbolic data. All sequences in the corpus were synthesised at
a tempo of 120bpm (2Hz), meaning that our metrical periodicities the GFNN ranged from a demisemiquaver (32nd
note) to a breve (double whole note).
An example output can be seen in Figure 3; stronger
and weaker oscillations can clearly be seen. Performing
a Fourier transform on the GFNN output reveals that there
is energy at many frequencies in the spectrum, including
the pulse (Figure 4). Often this energy is located at integer
ratios to the pulse, implying a perception of the metrical
structure.
3.2 LSTM
We constructed five different LSTMs for our experiment,
all of which followed the standard LSTM model with peep-

http://www.mathworks.co.uk/
http://pybrain.org/
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Figure 2: A Hopf oscillator with the following parameters,
ω = 2π, α = −0.1, β = −0.1, ε = 0.5. The amplitude
has decayed by half in approximately 6.5 seconds.
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Figure 4: The magnitude spectrum of the summed GFNN
output from Figure 3. The energy peaks can be interpreted
as a perception of metrical structure.
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Figure 3: A 1 second excerpt from the GFNN output.
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Figure 5: Example scale degree time-series data.

hole connections enabled. In all cases, the task was to predict the next sample in time-series music data. Therefore,
a single output node was used for all models.
The melodies of the sequences in the corpus are in varying keys and octaves, so we abstracted the absolute pitch
values to their relative scale degrees. We first inserted
scale degree numbers, their onsets and offsets into the data
stream and then re-sampled the data using the zero-order
hold method. The data was re-sampled such that one sample was equivalent to a semiquaver (16th note). Accidentals were encoded by adding or subtracting 0.5 from the
scale degree and rests were encoded as 0 values. An example data stream can be seen in Figure 5. The GFNN output
data was re-sampled to match the target data’s sample rate.
The number of hidden LSTM blocks was fixed at 10 for
all experiments. Training was done by backpropagation
through time [18] using RProp- [19].
During training we used k-fold cross-validation [20]. In
k-fold cross validation, the dataset is divided into k equal
parts, or ‘folds’. A single fold is retained as the test data
for testing the model, and the remaining k - 1 folds are
used as training data. The cross-validation process is then
repeated k times, with each of the k folds used exactly once
as the test data. For our experiments k was fixed at 4, and
a maximum of 2500 training epochs was set per fold, but
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never reached.
3.2.1 LSTM 1
LSTM1 was designed as a baseline to measure the hybrid
networks against. It did not take input from the GFNN,
and so consisted of single input containing the time-series
scale degree data from the corpus.
3.2.2 LSTM 2
LSTM2 had 128 additional inputs compared with LSTM1,
one for each oscillator in the GFNN (see Figure 6a). This
brings the total number of inputs to 129.
3.2.3 LSTM 3
LSTM3 had 8 additional inputs compared with LSTM1
(see Figure 6a). These inputs consisted of a pre-filtered
GFNN output, containing the strongest resonant oscillations. Our hypothesis here was that better predictions
could be made by pre-filtering out some less resonant oscillations. Oscillations were filtered by averaging the GFNN
output over the corpus and finding the oscillators with the
largest amplitude response over the final 25% of the piece.
We ensured a spread of frequencies by ignoring oscillators
if another oscillator of near frequency was already included
in the filtered result. Once these frequencies were found,
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The results have been evaluated by focusing on melody
and rhythm. For melody, we have the “Sequence” metric. This has been calculated as a proportion of samples
where the output, rounded to the nearest half, matches the
target value. Higher numbers therefore indicate better predictions. For rhythm we have the “Precision”, “Recall”
and “F-measure” metrics. These metrics all refer to the
onset prediction in the network, where changes of value in
the target and the output are concurrent. The metrics are
calculated with the following formulae:
(a) Network diagram for LSTM2 and LSTM3. Input and hidden
layers are fully connected.

precision =

recall =

correctly predicted onsets
all predicted onsets

correctly predicted onsets
ground truth onsets

(4)

precision.recall
precision + recall

(5)

F =2·

(b) Network diagram for LSTM2a and LSTM3a showing reduced
connectivity between the input and hidden layers.

Figure 6: Network diagrams showing connections between input, hidden and output layers. LSTM2 and 2a
had full connections of 128 oscillations from the GFNN,
LSTM3 and 3a had filtered connections of 8 oscillations
from the GFNN.

they were fixed for all sequences. This brings the total inputs to 9.
3.2.4 LSTM 2a and 3a
For these networks we experimented with partial connections between the input layer and the hidden layer. The
hidden blocks were split into two groups of equal size (see
Figure 6b). In a similar way to Eck and Schmidhuber’s [3]
treatment of chords and melody parts, one group was connected only to the scale degree time-series data input and
the other was connected only to the GFNN data inputs.
The hidden layer remained fully connected with itself and
the output layer. LSTM2a used the full GFNN output and
LSTM3a used the pre-filtered GFNN output. Our hypothesis here was that by forcing the hidden blocks to process
only rhythm or melody data, better predictions would be
made.
4. RESULTS
Networks were evaluated by activating each of them with
the sequences in the corpus (ground truth). We activated
the networks with the ground truth throughout the sequence, and for the last 25% of inputs the network output
was compared to the target data.
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(3)

Melody and rhythm are highly related, but have been singled out here to more fully understand the GFNNs effect
on the network. The sequence metric represents timing and
value, whereas the onset metrics of precision, recall and Fmeasure represent timing only.
Table 1 shows the results when the networks are tested
against the training folds, and Table 2 shows the results
when the networks are tested against the test folds. The
values shown the mean values calculated over the 4 folds
in the cross-validation. Generally, the results for the training data indicate how well a network has adapted that data.
The test data results indicate how well a model generalises
to data that it has not been trained on, but that is drawn
from the same distribution. The results on the test data
Network
LSTM1
LSTM2
LSTM3
LSTM2a
LSTM3a

Sequence
0.39842
0.38229
0.49428
0.38644
0.44366

Precision
0.91955
0.93898
0.92890
0.95247
0.92402

Recall
0.45575
0.45729
0.45214
0.45953
0.45849

F-measure
0.60645
0.61274
0.60555
0.61735
0.60988

Table 1: Results of all LSTM experiments on the training
dataset.

Network
LSTM1
LSTM2
LSTM3
LSTM2a
LSTM3a

Sequence
0.39071
0.32831
0.49273
0.35777
0.44010

Precision
0.91962
0.93313
0.92689
0.94818
0.92421

Recall
0.45623
0.45739
0.45298
0.46885
0.46349

F-measure
0.60599
0.61157
0.60582
0.62507
0.61420

Table 2: Results of all LSTM experiments on the test
dataset.
compared to the training data are correlated and are no
more than 5.2% higher on average, indicating a good generalisation without over-fitting.
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Sequence prediction was fairly poor for all networks, but
LSTM3 achieved the highest score here. This was 9.6%
more accurate than LSTM1 on the training data and 10.2%
more accurate on the test data. LSTM3 consistently outperformed LSTM1 in sequence modelling across training
and test datasets and is a statistically significant result in
both cases. This provides some evidence that melody modelling benefits from the nonlinear resonance model.
The effect of the modified architecture in LSTM2a and
LSTM3a was mixed. LSTM2a outperformed LSTM2 on
both datasets and had the highest F-measures of all the hybrid networks, but its sequence prediction was still lower
than LSTM1. LSTM3a had a better onset prediction compared with LSTM3 across both datasets, but was not able
to match LSTM3’s sequence predictions. LSTM3a is better than LSTM1 in all measures, but does not have a single
overall best measure.
In terms of rhythm alone there was no clear improvement
made with the hybrid networks. However, LSTM2a consistently outperformed LSTM1 and also scored the highest
F-measure out of all networks, though this is not a statistically significant improvement.

in this case. There is a clear need to make outputs more stable, perhaps utilising a better threshold strategy the output
nodes.
Both Eck and Schmidhuber’s [3] and Coca et al.’s [16]
LSTMs either operate on note-by-note data, or quantised
time-series data. By inputting metrical data, our system
can be extended to work with real time data, as opposed to
the metrically quantised data we are using here. This opens
up the system for use with a multitude of different tempos
and live performance applications.
6. FUTURE WORK
There is much work that we would like to do with our hybrid GFNN-LSTM model.
We would like to perform a study on a bigger corpus
where there are more structural elements to learn. Sequences in the Essen Folksong Collection tend to be relatively short, around 16 bars in length. Whilst there are
patterns and structures present in these sequences, especially when an entire geographical region is considered,
analysing a longer piece with more repeated motifs within
a song would be a fruitful exercise.
Performance improvements could be made in the GFNN
layer. Currently each oscillator in the network is stimulated by the signal, but is not connected to the other oscillators in the network. Implementing local coupling, where
each oscillator receives stimulus from its neighbours, could
improve the response of GFNNs with fewer oscillators,
particularly in sparse, syncopated, or polyrhythmic signals [21, 5].
In a similar way to Gasser et al. [10] parameters in the
GFNN could also be targeted for learning, such as coupling weights between oscillators, stimulus strength, and
even frequency. This could lead to a more coherent sense
of genre specific frequency distributions within the network. This learning could act in a similar way to our prefiltered networks, LSTM3 and LSTM3a, without introducing forced assumptions.

5. DISCUSSION
The GFNN output, with its strong and weak nonlinear resonances at frequencies related to the pulse, can be interpreted as a perception of metre. Our results show that providing this data helped to improve melody prediction with
an LSTM. We hypothesise that this is due to the LSTM
being able to make use of the relatively long temporal resonance in the GFNN output, and therefore model more coherent long-term structures.
GFNNs rely on a large number of oscillators spread
across a frequency spectrum to improve the accuracy of
the output. However, we have shown that LSTMs trained
with RProp- can struggle to filter out some of the noise that
is produced as a result of this, as can be seen by the poor
performance of LSTM2. There are two potential solutions
to this problem which we have explored. The first is to prefilter the GFNN output, greatly reducing the amount of less
relevant resonances (LSTM3). This produced the best results in our experiments, but may not be a good solution
when dealing with varying tempos or expressive timing, as
it introduces an assumption of a metrically homogeneous
corpus. The results of LSTM3 show a small degradation in
the F-measure, which may be due to this issue. The second
solution explored here is to design the LSTM’s topology
to segment the connections between the input and hidden
layers, and therefore have some LSTM blocks processing
rhythm data, and others processing melody. This did improve the rhythmic results in LSTM2a and LSTM3a, with
LSTM2a having the best rhythmic score overall, however
the melody modelling suffered as a result. More work is
needed to discover the best filtering or training method.
There is a striking imbalance between the precision and
recall scores for all networks, suggesting a chaotic output from the LSTM with too many events being triggered.
This lead to results that were not impressive overall, with
melodic prediction improved, but not rhythmic prediction

7. CONCLUSION
We have presented a hybrid network consisting of a metre
perception layer (GFNN), and a temporal prediction layer
(LSTM). We feel this initial experiment gives some indication that better melody models can be created by modelling metrical structures. By using an oscillator network
to track the metrical structure of a performance data, we
can move towards real-time processing of signals and close
the loop in the GFNN-LSTM, creating an expressive, metrically aware, generative real-time model.
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[19] C. Igel and M. Hüsken, “Improving the rprop learning
algorithm,” in Proceedings of the second international
ICSC symposium on neural computation (NC 2000).
Citeseer, 2000, pp. 115–121.
[20] R. Kohavi et al., “A study of cross-validation and bootstrap for accuracy estimation and model selection,” in
IJCAI, vol. 14, no. 2, 1995, pp. 1137–1145.
[21] D. Eck, “A network of relaxation oscillators that finds
downbeats in rhythms,” in Artificial Neural Networks
— ICANN 2001, ser. Lecture Notes in Computer Science, G. Dorffner, H. Bischof, and K. Hornik, Eds.
Springer Berlin Heidelberg, Jan. 2001, no. 2130, pp.
1239–1247.

[9] F. A. Gers, J. Schmidhuber, and F. Cummins, “Learning to forget: Continual prediction with LSTM,” Neural Computation, vol. 12, no. 10, pp. 2451–2471, Oct.
2000.
[10] M. Gasser, D. Eck, and R. Port, “Meter as mechanism:
A neural network model that learns metrical patterns,”
Connection Science, vol. 11, no. 2, pp. 187–216, 1999.
[11] E. W. Large, “Neurodynamics of music,” in Music
Perception, ser. Springer Handbook of Auditory Research, M. R. Jones, R. R. Fay, and A. N. Popper, Eds.
Springer New York, Jan. 2010, no. 36, pp. 201–231.
[12] V. Angelis, S. Holland, P. J. Upton, and M. Clayton,
“Testing a computational model of rhythm perception
using polyrhythmic stimuli,” Journal of New Music Research, vol. 42, no. 1, pp. 47–60, 2013.
[13] P. M. Todd, “A connectionist approach to algorithmic
composition,” Computer Music Journal, vol. 13, no. 4,
pp. 27–43, Dec. 1989.

- 490 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

Citygram One: One Year Later …
Tae Hong Park1, Michael Musick1, John Turner1, Charlie Mydlarz2,
Jun Hee Lee1, Jaeseong You1, Luke DuBois1
1

2

Music and Audio Research Lab (MARL)
The Steinhardt School
New York University
New York, NY 10012 USA

Center for Urban Science and Progress (CUSP)
New York University
1 MetroTech Center, 19th Floor
Brooklyn, NY 11201 USA

{thp1, musick, jmt508, cmydlarz, junheelee, jaeseongyou, luke.dubois}@nyu.edu

ABSTRACT
Citygram is a multidisciplinary project that seeks to
measure, stream, archive, analyze, and visualize spatiotemporal soundscapes. The infrastructure is built on a
cyber-physical system that captures spatio-acoustic data
via deployment of a flexible and scalable sensor network.
This paper outlines recent project developments which
includes updates on our sensor network comprised of
crowd-sourced remote sensing, as well as inexpensive
and high quality outdoor remote sensing solutions; development of a number of software tools for analysis, visualization, and development of machine learning; and an
updated web-based exploration portal with real-time animation overlays for Google Maps. This paper also includes a summary of technologies and strategies that engage citizen scientist initiatives to measure New York
City’s spatio-acoustic noise pollution in collaboration
with the Center for Urban Science and Progress (CUSP).

1. INTRODUCTION
The Citygram project was initiated in the fall of 2011 and
has rapidly developed over the past three years, bringing
on board collaborators from the California Institute for
the Arts (CalArts) in 2011, New York University’s
(NYU) Steinhardt in 2012, and NYU CUSP in 2013. The
impetus for launching the Citygram [1] [2] project began
through observations that current topological mapping
systems are typically static and focus on visualizing what
can already be seen. That is, representing landmarks such
as buildings, roads, parking lots, lakes, and other fixed,
physical objects. Our environment, however, does not
only contain visible objects, but rather, it is filled with a
plethora of non-ocular energies that we engage with and
are affected by. We continually interact with the environment with our full set of sensory systems throughout
the day, week, month, year, and beyond – all senses are
non-ocular except one. One such invisible energy source
is acoustic energy, which is typically transient in nature
and thus difficult to capture via traditional mapping technologies and paradigms. Noticing the absence of what are
essentially soundmaps – maps that are dynamic and can
Copyright: © 2014 Tae Hong Park et al. This is an open-access article
dis- tributed under the terms of the Creative Commons Attribution
License 3.0 Unported, which permits unrestricted use, distribution, and
reproduction in any medium, provided the original author and source are
credited.

capture the spatio-temporality of environments – we began to explore technologies and methodologies to capture
spatio-acoustic dimensions and overlay them on existing
mapping interfaces. The first iteration of this project –
Citygram One – focuses on capturing the ebb and flow of
urban acoustic ecology. This involves the creation of remote sensing solutions; the design and implementation of
a server and database capable of handling continuous data
streams; the development of urban soundscape taxonomy;
and the implementation of the supporting analysis software tools for both research and artistic applications.
More recently, beginning in the fall of 2013, our collaboration with NYU CUSP has also led us to pay special
attention to measuring, analyzing, defining, and quantifying urban noise pollution as further described in [3].
1.1 Citygram System Overview
Citygram is a large, multi-faceted research project with
multiple, focused components that comprise a comprehensive cyber-physical system (CPS). These components
include: (1) remote sensing devices (RSDs) to capture
urban soundscapes; (2) a scalable server and database
schema to facilitate real-time streaming, storage, and retrieval of data from RSDs; (3) a public API and associated software that facilitate access to, and interaction with
Citygram for researchers, artists, citizen scientist, and the
access to the data; (4) web-based spatio-acoustic exploration tools; (5) soundscape information retrieval (SIR) and
analysis components [3]; and (6) a creative sonification
component that provides mechanisms for general public
engagement with soundscapes.
Citygram (CG) uses a sensor network for capturing,
measuring, processing, and transmitting spatio-acoustic
data streams that reflect soundscapes in real-time. These
features are streamed to our server where they are archived, which is then publically accessible in real-time or
as historical acoustic data streams. The concepts, theories
and past works behind the CPS, the server architecture,
and the database are documented in previous Citygram
publications [2], [4]. As can be seen in Figure 1, the current state of the web-based visualization interface facilitates exploration of the sensor network and is accessible
by anyone with a web-browser. The webpage provides
researchers and the general public with means of discovering RSDs built on the standard Google Maps API interface augmented by CG-specific controls and features. As
seen in Figure 2, the visualization webpage also provides
users with custom “pop-up” information windows for
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each RSD. These pop-up windows allow a user to access
details relating to a single RSD, along with a human
readable address, current timestamp, associated value for
the chosen visualization feature, a playbar for soundscape
monitoring, and the unique ID of that RSD.

Figure 1. Citygram visualizer showing controls and RSDs in
NYC.

Figure 2. Citygram visualizer showing a smartphone RSD deployed during the 2014 SEAMUS conference at Wesleyan University.

The rest of this paper will present updates including development of fixed-RSD and SuperCollider classes for
interacting with Citygram. We will also discuss work
related to active deployment of our fixed-RSD network.
our paper concludes with a discussion of public outreach
and awareness activities accomplished via workshops,
open-data access policies, sonification, and compositional
possibilties.
1.2 Related Work
One of the earliest works related to environmental sound
can be traced to early initiatives led by R. Murray Schafer
under the World Soundscape Project (WSP) [5] founded
in the late 1960s. Recent projects that are technologically
more advanced but espouse many of the ideas found in
the WSP, including the notion of soundscapes and
soundmaps include Locustream SoundMap [6], Noise
Tube [7], WideNoise1, and BBC’s save our sounds2,
1

http://www.widetag.com/widenoise/

2

http://www.bbc.co.uk/worldservice/specialreports/
saveoursounds.shtml

which are discussed in detail in one of our earlier publications [2]. It is worthwhile pointing out, however, that
with the exception of Locustream SoundMap, the majority of projects in acoustic ecology have followed, or are
still following a model of sound mapping based on audiosnapshot. That is, record at a given time and location;
upload to a server; and access recorded historical sounds
via web-based technologies. Locustream SoundMap is a
rare exception in that it is based on real-time audio
streaming and monitoring paradigms using an “openmic” concept where participants deploy the developerprovided custom sensor instruments and share “nonspectacular or non-event based quality of the streams.”
Audio streams in Locustream are broadcast live and accessible via standard browsers.
With the increasing interest in Big Data research a
number of projects in the area of urban informatics, urban
sound, and noise pollution have also begun to emerge
including radio aporee[8], AudioBoo[9], de_sense, bruitparif[10], and Sensor City[11]. Both aporee and
AudioBoo also fall into the category of audio snapshot
paradigm where radio aporee is perhaps one of the most
comprehensive ones as it includes non-real-time soundscape capturing efforts via web-interfaces, mobile apps,
and an archival mechanism for storing all of its crowdsourced audio file uploads through the Internet Archive3
online library. da_sense employs a “hybrid sensor network” (fixed, wireless, and participative sensing) for urban environmental data acquisition and visualization that
includes sound, temperature, brightness, and humidity.
For noise measurement, da_sense uses smartphones and
their custom Android app NoiseMap where noise measurements are uploaded by app users and accessed via an
online mapping interface in non-real-time. bruitparif,
initiated in 2005, is another project that focuses on noise
in the region of Ile-de-France run by a non-profit private
organization with partners from both private and public
domains. This project employs a number of mechanisms
for its sensor network including “lab vehicles” (essentially cars with microphones), permanent measurement
stations, and handheld “sonometers” [10]. Another example is the Netherland-based project Sensor City. This project utilizes dedicated fiber-optic networks and high-end
audio recording instrumentation for collecting noise data
with a focus on exploring human perception and evaluation of urban soundscapes. Using Big Data concepts for
its analysis efforts, Sensor City aims to measure soundscapes through the deployment of “hundreds” of sensors
to develop automatic sound classification algorithms.

2. REMOTE SENSING DEVICES (RSD)
Citygram’s sensor network is based on remote sensing
devices (RSDs), which are deployed in a variety of environments, utilizing common computing platforms. Our
proposed sensor network design philosophy is based on
creating a network that is dense while covering as much
space as possible through inexpensive sensor implementations.

3
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The goal is to densely populate urban spaces with inexpensive, high quality sensors, as opposed to sparsely deploying a few expensive and bulky sensor instruments. In
order to meet this design philosophy we developed two
types of RSDs: (1) fixed RSDs and (2) crowd-sourced
RSDs. Fixed RSDs are calibrated, permanently installed
in specific locations, and managed by Citygram. These
custom-built RSDs provide consistent, reliable, and calibrated audio related data to our server. Alternatively, our
crowd-sourced RSDs are based on the design philosophy
whereby any computing device with a microphone and
Internet connection can become a Citygram RSD. This
includes handheld devices (e.g. smartphones, tablets,
“phablets”, etc.) as well as desktop and laptop computers
running our custom software applications. As further
discussed in Section 2.1 the fixed RSDs, are straightforward to assemble and each of the components we use can
be purchased on the Internet at low cost. This design and
implementation strategy allows for cost-effective, mass
deployment of an RSD sensor network by any institution,
group, or person wanting to participate in learning more
about their surrounding soundscapes.
2.1 Fixed RSDs
Numerous hardware platforms and software solutions
were considered and tested during the research phase of
developing the Citygram fixed-RSD network. Androidbased hardware and software solutions emerged as the
clear winner and most appropriate for the needs of our
project. In determining our current fixed RSD prototype,
we considered various hardware including Alix boards,
Raspberry Pi, Arduino, and a number of handheld devices
employing the following guiding criteria: (1) audio capture capability, (2) processing power and RAM, (3) low
power consumption, (4) flexible OS, (5) onboard storage,
(6) wireless connectivity, (7) I/O options/expandability,
(8) robustness/sturdiness, (9) low cost, and (10) setup
simplicity. The Android mini-PC platform was eventually
adopted as it best met the criteria we set in selecting an
RSD. The all-in-one solution with built-in microphone,
however, proved to be less than ideal with respect to
audio recording quality. Although the frequency response
of the device’s microphone was reasonably flat, we decided to adopt a solution that employed a customized,
low-cost microphone further discussed in Section 2.11,
and a USB-based audio interface. Figure 3 shows the core
components of our current RSD solution that includes the
Tronsmart MK908ii Android mini-PC with a A9 Quad
Core processor, Quad Core GPU, 2GB RAM, 8GB flash
storage, multiple I/O options, including USB, Bluetooth
and WiFi at approximately 70USD (as of April 2014) and
a USB audio interface.
As detailed in Section 4.1, we are preparing to deploy
approximately 50 sensors at Union Square Park in New
York City as well as on the California Institute of the
Arts campus in Los Angeles. Since our last report we
have made significant progress in the selection and development of hardware and software solutions for RSD
deployment for both fixed and crowd-sourced mecha-

Figure 3. Citygram’s Android mini-PC, audio interface
solution.

nisms. This Section provides a summary of our efforts in
RSD and sensor network development and its various
software and hardware solutions.
2.1.1 Microphone Selection
In selecting an appropriate external microphone for our
fixed RSDs, we tested a number of potential microphone
candidates including electret, condenser, and Microelectrical Mechanical System (MEMS) microphones. The
criterion for selecting our microphone was guided by the
following parameters: (1) size, (2) power consumption,
(3) frequency response, (4) noise floor, (5) dynamic
range, (6) durability, and (7) cost. The microphone that
emerged as the best candidate was the MEMS microphone as its audio specifications are high, hardware cost
low (less than 2USD each), offers an extremely small
footprint (size of a grain of rice when not PCB mounted),
and is sturdy. This device is shown in Figure 4 and the

Figure 4. MEMS microphone with dimensions in millimeters.

Figure 5. PCB mounted MEMS microphone frequency response normalized at 1kHz.

frequency response of a single MEMS microphone is
shown in Figure 5.
The response is favorably flat up to 10kHz, where the
rise in sensitivity after this point is a result of Helmholtz
resonance created by the microphones inner chamber and
PCB port4. This results in an increase in perceived sibi4

http://www.edn.com/design/analog/4429422/Acoustic-Design-forMEMS-Microphones
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lance in recordings, which can be filtered out in post
processing or on the RSD itself. The MEMS microphone
boards that we are currently using for our RSD prototype
was built by our collaborators Eric Rosenthal and Michelle Temple from NYU’s Interactive Telecommunications Program (ITP).
2.1.2 Outdoor RSD Prototype
To create a viable model for deploying sensors in outdoor
environments, a robust and weather-resistant housing
solution was devised. The outdoor RSD prototype includes water-resistant housing (15 x 10 x 7 cm3),
Tronsmart mini-PC, MEMS microphone board, USB
audio interface and power supply that can be acquired for
under $100 total, shown in Figure 6.
As shown in Figure 6, the MEMS board is attached to
the bottom of the RSD box and the microphone itself is
top mounted on the board with its microphone port pointing towards the ground, through a drilled hole in the
housing. The microphone board is mounted on a vibration dampening viscoelastic urethane sheet to reduce
structure borne sound and vibration transmitted via the
RSD housing5. Our fixed outdoor RSDs have been purposely designed to facilitate anyone who is interested in
assembling their own, to do so easily at low cost while
upholding audio quality integrity. For example, expensive
batteries (approximately $52) is not be necessary when an
external power supply is available. For other environments when power is only available intermittently such as
timer-based lampposts, the added battery component enables 24-hour operation: RSDs use the battery during the
day when lampposts are powered down, and charge when
lampposts are back online during evening hours. A fully
charged battery will allow up to 24-hours of full RSD
operation which includes required processing and data
streaming.

lar in that we also provide both fixed and crowd-sourced
RSD hardware and software solutions. In lieu of the
above practices, however, we also provide potential participants with many software solutions to facilitate realtime audio data streaming and interaction with spatioacoustic data. Anyone with a computing device, microphone, and Internet connection can render their hardware
into a Citygram RSD: computing devices can be smartphones, tablets, notebook computers, or desktop computers running our custom software. We are currently focused on publishing the following crowd-sourced RSD
software: an Android app, Supercollider classes, Max
objects, and MATLAB classes. The Supercollider and
Max RSD solutions are described further in Section 2.3.
Following the successful release of these packages, we
will develop solutions for additional software and hardware platforms, such as Python and iOS.
Active development for a citizen-scientist-oriented suite
of smartphone applications has begun, allowing for the
acquisition and labeling of sounds, using any Android
phone as an RSD. The user experience (UX) for these
applications is crucial: users must be encouraged to both
record audio as well as accurately label what they’ve recorded in an entertaining, easy-to-use fashion. Application prototypes allow for users to record sounds, listen to
their samples, and perform very simple editing (cropping)
of the audio. These samples are then passed to the audio
analyzer system to be integrated into Citygram, while a
second user experience appears allowing users to categorize rate, and otherwise “tag” their recording. A third
screen gives users direct access to the state of the Citygram project, allowing them to see other RSDs on an
interactive map. Further research on UX for increasing
participatory involvement in the Citygram project will
commence this summer in collaboration with the World
Science Festival in New York City.

Figure 6. Complete fixed-RSD (1 – mini PC, 2 – power supply,
3 – USB audio interface, 4 – MEMS mic with board)

2.2 Crowd-sourced RSDs

Figure 7. Screenshot of Android streamer app.

A number of RSD-type solutions have also been used in
projects similar to Citygram where fixed and/or participatory RSD solutions are provided, the latter usually in the
form of custom smartphone apps. Our strategies are simi5

http://www.sorbothane.com/material-properties.php

2.3 Android Streamer App
The Android Streamer app, shown in Figure 7, is custom
software that is installed on our deployed RSDs as well as
the Android smartphones of voluntary streamers. This
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to shuffling, such that only the voice signal contained in
the middle band is shuffled, while the lower and upper
bands remain unaltered. For research purposes, unprocessed audio streams are currently separately compressed
with a lossless FLAC codec9 and asynchronously uploaded to dedicated space in the server. This archive is
not accessible by the public, and once the team as identified what features best describe a soundscape, this functionality will be removed.
2.3.3 RSD Auto Update

Figure 8. Block diagram of Android streamer app.

app streams both acoustic features and audio data from
the soundscape location to the server. Instead of transmitting only the minimal amount of raw data and having the
server process everything, we opted for utilizing the client devices for as much processing as possible to reduce
the server load. With this distributed computing strategy,
our framework will scale with increases in the number of
streamers.
2.3.1 Overview
As laid out in Figure 8, the streamer app is structured as
four separate threads working in tandem: (1) audio recorder, (2) audio analyzer, (3) feature streamer, and (4)
audio streamer, exploiting the multi-core processors in
RSDs. The audio recorder thread records the surrounding
soundscape using OpenSL ES4 into two independent circular audio buffers. The audio analyzer thread reads from
one buffer, extracts a set of acoustic features, and writes
to a circular feature buffer that is passed to the data
streamer thread and asynchronously sent to the server via
HTTP posts as JSON objects5. The other audio buffer is
read by the audio streamer thread, which compresses the
audio using Ogg Vorbis codec6 via open-source libsndfile
library7 and streams to the server via Icecast8.
2.3.2 Audio Blurring
Since streaming audio data can raise privacy concerns,
audio data is blurred prior to being compressed and
streamed. This renders the resultant processed signal incomprehensible, while the overall “texture” of the soundscape is “preserved.” This is accomplished using a modified granular synthesis technique. The basic idea is to
segment the audio signal into small “grains” with 50%
overlap, shuffle their order, and resynthesize using standard overlap-add techniques. To “preserve” the original
soundscape texture, the audio signal is separated into
three sub-bands using Butterworth-crossover filters prior
4

http://www.khronos.org/opensles
http://www.json.org
6
http://www.vorbis.com
7
http://www.mega-nerd.com/libsndfile
8
http://www.icecast.org

Once an RSD is deployed on site, it is impractical to gain
direct access to the device. Since native automatic updating of Android apps is only supported for the apps that
are distributed via Google Play Store10 an alternative
strategy for auto update is employed using a custom
“Controller” app. The controller app oversees the lifetime
of the streamer and pings the Citygram server with
“keep-alive” messages at intervals via HTTP posts.
Along with keep-alive signals, the current version of the
streamer and the RSD identifier are also sent to the
server, and the server responds accordingly, indicating
whether any update is available. If an update is needed,
the controller downloads the new Android application
package file (APK) from the indicated address, closes the
streamer, installs the update, and restarts the streamer
with the root privileges.
Additionally, both the streamer and the controller have
proprietary AutoUpdateAPK software integrated, which
allows us to distribute updates over-the-air. This service
has a traffic quota for free usage. Although it is not
enough for a large-scale deployment, it currently serves
in providing as an added fallback for debugging.
2.4 Locative Sonification Tools
One of the creative and artistic ways of using Citygram is
in the context of locative sonification and spatio-acoustic
telematic performance situations. In the former application area, we have developed a number of custom software programs with a focus on the SuperCollider environment and Cycling ’74’s Max. A summary of the two
software packages follows.
2.4.1 SuperCollider
SuperCollider is an open source, real-time computer music programming language11 [12] with a wide composer
and developer user-base. SuperCollider has been traditional used for composition and sound synthesis but has
more recently begun attracting user interest in real-time
analysis and music information retrieval applications
[13]. As part of Citygram’s citizen science software development initiatives, our SuperCollder API currently
provides two custom classes for pulling and pushing data
from and to our server, with the latter enabling any com-

5

9

http://xiph.org/flac
http://play.google.com
11
http://supercollider.sourceforge.net
10
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puting device running SuperCollider to be transformed
into an RSD. The puller and pusher classes allow
for flexible ways to engage in locative sonification,
telematic performances, or creating dynamic spatioacoustic installations via full-duplex data streaming between user RSDs. This solution allows users to access the
full functionalities of SuperCollider, as our API provides
just another data I/O format within the environment.

RSDs or one may choose to pull past/historic data by
providing a timestamp argument to the CitygramPuller object followed by the getData or start
method. A convenient way to identify and visualize
available RSDs is accomplished via a mapping interface
as shown in Figure 2, which is accessible through our
public-facing visualizer. A registered user also has a
separate interface for viewing and updating personal information and RSD parameters such as lat and lng values
accomplished by graphically dragging “drop pins” to a
new lat/lng coordinate.
2.4.2 Max

Figure 9. Streaming setup in Supercollider.

The SuperCollider CitygramStreamer class, which is
accompanied by a well-documented help file, provides
methods for users to become streamers (a term borrowed
from project Locus Sonus), transforming the computer
into an RSD: streaming low-level feature vectors captured from the user’s computer to the Citygram server.
Rendering a computer into an RSD is straightforward and
simply entails registration on our Citygram server, which
in turn creates a unique RSD ID (UID) associated with
the particular username and computer ID combination.
Once this is established, streaming can begin. As shown
in Figure 9, streaming is initiated by creating an instance
of CitygramStreamer with required arguments username and password, which is followed by calling the
object’s streamFromMic or the streamFromBus
method to capture audio from the computer’s microphone
or SuperCollider’s internal buses. The internal bus allows
for custom signal processing before streaming to the
server.
Users can accomplish the location specific placement of
RSDs in a number of ways. The most straightforward is
to provide valid latitude (lat) and longitude (lng) values
during the initialization of a CitygramStreamer. Alternatively, if these values are not supplied and this is the
first time a user is registering, the computer will assign
relative lat/lng values based on the computer-assigned IP
address. Finally, the user may choose to manually dragand-drop their RSD to the “correct” position, through a
custom map interface, available within the users account
on the Citygram website. The lat/lng is used to display
available RSDs on Google maps as shown in Figure 1.
The CitygramPuller class is a wrapper for handling API calls and pulls data from the Citygram server to
the user’s computer. This class allows for pulling single
or multiple feature vectors from one or multiple RSDs.
RSDs may be accessed in real-time by selecting active

Max is another popular computer music language that is
widely used for audio and video data processing [14].
Unlike SuperCollider, Max mainly uses a graphical user
interface for real-time interactivity embracing design aesthetics akin to patch-cord-based analog synthesizers.
Citygram’s Max object is simply called Citygram~ and
can be used for streaming data to, and pulling data from
the Citygram server on any platform that runs the Cycling
74’ Max software. Similar to SuperCollider, streaming is
initiated by providing a username, its associated password, and device ID. As is the case for SuperCollider,
audio feature vector extraction is computed directly at the
client side and various audio inputs/outputs can be
patched to the Citygram object including microphone,
line-in, synthesized sounds, or audio files. As in our Android app, the Max version also includes an optional
audio broadcasting feature which, when enabled, can be
accessed from the Citygram public visualization interface. As is the case for SuperCollider, the Max implementation also provides data pulling options via the
Citygram.puller method. Pulling from Citygram
can be initiated without the need for user registration.
Pulling and pushing to and from the Citygram server is
achieved via cURL commands for Max and Supercollider. The associated pulling cURL commands have also
been released as a public API, allowing for anyone interested in handling the raw data and subsequent progression through the data.

3. CREATIVE APPLICATIONS
Another area of work that we are developing is using
Citygrma in the context of compositional possibilities,
distributive-type performances, and sonification. This
work is highly influenced by current and past soundscape
art practices.
For example, the Citygram team sponsored a sonification contest for the 2014 International Conference for
Auditory Display (ICAD). A number of composers submitted installations and concert works utilizing historical
soundscape Citygram data as well as real-time sonifications of ad hoc citizen-science RSD networks. Among the
pieces submitted, there was a strong interest in comparing
the same feature between differing locations. When these
locations are related, such as two sensors from the same
neighborhood, the resulting music would maintain a similar quality, with slight divergences that offered listeners
aural windows into unique events occurring at each loca-
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tion. These events would sometimes be mobile (e.g.
group of people walking) and this is sonified in the music
as the same event causes changes to the musical output in
one RSD, followed shortly by the other.
There are also creative efforts currently being undertaken by the Citygram team itself. Jaeseong You has
been exploring meta-experience of the data through combinations and compressions of various locations and
time-scales into short dance music-like pieces based on
Gaussian distributions. This music has captured the hectic
nature and machine like regularity of New York City
soundscapes.
Building on his previous work in the Sonic Spaces Project, Michael Musick has been exploring the use of the
Citygram infrastructure for the composition of sonic ecosystems. Timbral Hauntings, which is part of the Sonic
Spaces Project was composed using the same features as
the Citygram project, with the goal of incorporating the
infrastructure in the next iteration of this piece [15]. This
will allow Timbral Hauntings to be installed multiple
locations, with RSDs feeding feature data between the
various systems whereby a single system spanning multiple locations is created forming complex interrelationships between physical spaces, the external agents
visiting the spaces, and the digital agents created in the
systems software. This will allow for the exploration of
meta-connections between interconnected, sonic ecosystems that are directly influenced by the echo’s and hauntings of their past.
Not only are the compositional possibilities offered
from Citygram rewarding to explore, but they also offer
new unique opportunities for soundscape artists. The potential for creation of new spatio-temporal works will
perhaps even provide new opportunities for the general
public to experience and connect with the characteristics
and data from their immediate environment in ways unavailable before. This will hopefully awaken Schaferesque appreciation of environment noise and the composition of urban soundscapes that has been a subject of
great interest within the academic murals but has not
been yet found equally enthusiastic acceptance by the
general population.

4. OTHER DEVELOPMENTS
4.1 Soundscape Analytics
An important component of the Citygram Project is
soundscape information retrieval (SIR). That is, using
DSP, feature extraction, and machine learning, techniques to automatically classify and detect spatiotemporal acoustic events. In working towards contributing to SIR research, we have begun developing a number
of software analysis tools including the MATLAB Sound
Analysis Toolbox (SATB) which includes basic DAWstyle audio transport functionality synchronized to visualizations (animations); the SATB algorithm extendable
plug-in feature; numerous 2D/3D visualization formats
synchronized to audio playback; plotting functions that
allow efficient and quick plotting of any duration of
sound; multimodal and interactive feature space explora-

tion tools; annotation label exploration tools; and a module for pulling data from the Freesound database. Other
developments include development of soundscape taxonomy via open-ended collective listening techniques and
development of baseline acoustic event detection and
acoustic event classification tools and algorithms.
4.2 Workshops
In an effort to promote participation and citizen science
engagement by researchers and artists we have begun to
iteratively develop and present workshops. Our first
workshop was held at the 2014 Society for ElectroAcoustic Music in the United States (SEAMUS) conference. The session was divided into a morning and afternoon session, where the first session focused on an overview of the project, its technologies, and concepts. In the
afternoon, a hands-on session was held where participants
could start using our custom APIs, visualization portal,
and create music via spatio-acoustic feature vector
streaming. Our second workshop was held at the 2014
ICAD conference, which folded-in lessons learned from
our first workshop with improved and additional APIs for
SuperCollider and Max.
4.3 Outreach and Collaboration
Our collaborative efforts have quickly grown the past
year and now include researchers from CalArts (2011 ~),
NYU CUSP (2013 ~), and most recently NYU ITP (2014
~). Our collaboration with CUSP has been especially
interesting due to the synergistic resonance between
CUSP’s Sound Project and the Citygram Project, which
are remarkably similar: CUSP’s focus is on urban noise
and Citygram (in its first iteration) on acoustic ecology
and urban soundscape in general. Our collaboration with
CalArts has been in the area of sonification and artistic
visualization with immediate plans to deploy 20 RSDs on
the Los Angeles campus led by Ajay Kapur. Our engagement with ITP has been one of our most recent collaborative developments where the focus has been on
designing and building custom MEMS microphone solutions for our outdoor, fixed RSD prototypes. We anticipate more collaborative opportunities, especially in the
realm of using Citygram as a cyber-physical system for
exploring different types of soundscapes around the globe
including natural wildlife, suburban, and other urban
soundscapes.
4.4 RSD Deployment
As briefly mentioned in Section 2.1, we anticipate multiple, mid-scale sensor network deployment by the end of
2014 fall. There is currently only one fully deployed
network of sensors at a regional test-site12 that is being
used to actively research and develop software and hardware for the next near-future deployments. Although this
site’s location cannot currently be disclosed, the sizable
number of RSDs at this location are currently being used
12

Due to legal limitations around this initial deployment test-site, we
are unable to disclose this location.
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to test and fine-tune forthcoming public sensor network
deployment. At the time of this writing, the project is
intending to install RSD networks in two public locations
in New York City within the next few months. These
RSDs will be publicly available and their data will immediately be used for the SIR research.

5. CONCLUSIONS
The Citygram Project remains an active and productive
project, encompassing research and development in capturing spatio-temporal non-ocular data; the storage and
archival of this data; the analysis and automatic tagging
of objects and events within the data; the visualization of
no visual tempo-spatial data; and creative compositional
and sonification applications of the system. This paper
has presented the current state of this complex and intricate project, along with a detailed presentation of many
final-candidate decisions that have only been theorized
until now. With a widespread deployment about to occur,
these latter areas of research are poised to receive a significant amount of attention from the Citygram team (and
hopefully the electroacoustic and big data communities)
within the coming year.
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ABSTRACT

autonomy. According to these two parameters each art
piece can be positioned somewhere within the triangle
D.I.S. (Figure 1) which vertices are the Designer, the
Interactor and the System.
Our main purpose is to analyze the goals and the needs
of the designer of such interactive pieces, in terms of
methodology and tools. We first analyzed a set of
interactive pieces designed by musicians, visual artists
and game designers. From this analysis, we determined a
set of classification criteria in order to position these art
works in the D.I.S. triangle.
A position in this triangle can be related to a choice
between two writing styles, the “scripting style” and the
“emergent style”. In the scripting style, the designer takes
the point of view of the interactor, who becomes the
narrator. In the emergent style, the designer takes the
point of view of Non Player Characters (N.P.C.) 1.
For a deeper analysis, we have designed two versions of
the same interactive sound installation The Listening
Walker.
This paper is mainly devoted to the analysis of the
design process of the scripted version according to a
choosen position in the triangle. The design of the
emergent version is briefly introduced in the conclusion,
a full description of our work can be found in [1].

In the design process of interactive sound walk art
installations, the composer must think his sound design in
a real or a virtual space according to the listener’s
promenade. For a given piece, the sound designer leaves
to the interactor a certain amount of freedom and to the
system, according to its level of self-sufficiency, a certain
amount of autonomy. This paper presents an analysis of
this
fundamental
composition
choice
between
determinism, emergence and interactivity. In the first
part, this problem is stated as the position of an art piece
in the D.I.S. (Designer/Interactor/System) triangle. We
analyze from this point of view several interactive pieces.
The second part concerns mainly the design process of
The Listening Walker scripted version. This interactive
sound walk relies on the technology and the design
principle of video games. In the scripting style, the
designer takes the point of view of the interactor, who
becomes the narrator. We conclude by an introduction to
the second version of the same piece written according to
the emergent style. In this case the designer takes the
point of view of Non Player Characters controlled by the
system.
Keywords : interaction, sound installation, video game,

2. D.I.S. TRIANGLE

1. INTRODUCTION
One of the authors of this paper has worked as a
composer on numerous sound walk art installations [2].
During the last decade, her work has been influenced by
the design methods used in video games, leading to
interactive pieces. In the design process of such pieces,
as compared with interactive music works, the composer
think his spatial sound design in a real or a virtual space
according to the listener’s promenade. Such an
installation shows the evolution of the composer’s role
from a deterministic creation to a non-deterministic one.
For a given piece, the composer leaves to the interactor a
certain amount of freedom and to the system, according
to its level of self-sufficiency, a certain amount of
Copyright: © 2014 First author et al. This is an open-access article distributed

under

the

Attribution

terms

of

the

License

Creative Commons
3.0 Unported, which

2.1 Components
We have placed the protagonists concerned - namely the
designer, the interactor and the computer system (i.e. the
agents in the virtual world) - equidistantly in relation to
one another. As a first step we outline the following
aspects relating to each of these three protagonists: their
knowledge of the environment, their patterns of
perception, their controls and intervention rules, and their
motivations.

1

In the Game Design terminology, a Non Player Character is a game
entity (generally a human or an animal) which behavior is controlled by
the game system, unlike the avatar, whose behavior is controlled by the
player.

permits unrestricted use, distribution, and reproduction in any medium,
provided the original author and source are credited.
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Designer

2.2 Interactive art works analysis
Interactor

System

Interactor iangle
Figure 1. D.I.S. triangle

2.1.1 The designer
We use here the word designer for an author such as a
composer, a sound designer, or more generally a creator
of a sound installation.
The designer in the triangle has a leadership position. He
must choose the position of his work in the D.I.S triangle.
Our work relies on the following hypothesis on the
designer goals:
• One of his goal is to abandon linear writing
towards a better distribution of the "narrative"
between the designer, the interactor and the
system.
• He wants also to maintain artistic consistency
within such an open compositional proposal.
• From the designer point of view, the interactor is
unpredictable. The designer wants to let a part of
the story to rely on the interactor’s objectives,
decision-making,
personal
perception,
understanding of the sound space and, more
generally, of the surrounding world.
2.1.2 The interactor
Depending on the device and the interface offered, the
interactor receives visual, auditory, tactile and, more
rarely, olfactory information. We focus on listening and
understanding the space. We assume that the interactor
discovers the environment in which he moves principally
through his auditory attention; control of the system and
rules are learnt through trial and error.
The interactor has many ways to take a decision.
Decisions may be based on logic or they can be actions in
response to the interactor’s understanding of a situation.
We start from the assumption that, unlike in most video
games, there is no precise goal assigned to the interactor.
His main motivation is toward discovery of an
“unknown”, in every sense of the word.
2.1.3 The system
The interactor is not the only source of indeterminism in
the execution of the piece. The computer system - by
combinatorial developments, the use of hazards or any
other generative technique - can make the execution of
the sound piece to some degree unpredictable. Usually in
generative artistic creation, such as in video game, the
goal of artificial intelligence - and more broadly
generative mechanisms - is to generate credible
perceptive behaviors. The Designer who is, in general,
neither a specialist in artificial intelligence, nor a trained
psychologist, defines this role. It therefore seems
reasonable to consider that the description of these
components is mainly behavioral.

2.2.1 Analysis criteria
We have selected a set of interactive art pieces in order to
understand the position choosen by their designers within
our D.I.S. triangle. To do this we have established a set of
analysis criteria:
• Interactive or not: either the spectator is an
interactor, his actions have a real impact on the
piece execution or not.
• Endogenous or exogenous: in endogenous pieces
the indeterminism is internal to the computer
program while exogenous pieces behavior is, at
least partly controlled by the interactor..
• Exploratory or ontological: in exploratory mode,
the only ability of the interactor is to control his
perception of the virtual world (camera and
listening point) without influencing the
simulation whereas in ontological mode, he
interferes with the very existence of this world
and can change its evolution.
• Emergent: evolution of a system from the
interaction between agents in ways that are not
completely controlled nor fully provided by the
designer.
• Awareness or engagement: a conscious
interactivity does not need the interactor to
control rendering while engagement requires
interactor control in learning the rules of
interaction as in the case of video game. [14].
2.2.2 Selection criteria
The common point between all the pieces presented is the
will of the designer to create an open form that can be
perceived in many ways. They are all digital works.
Some are based around navigation proposed to the public
with or without the opportunity to interact with the
device. Some, due to autonomy granted by the designer
to the computer system, are generative pieces. Others
allow communication between the system and the public.
The privileged form is the installation, in the sense of a
specific device proposed to the public. The technical and
spatial complexity of these devices are variable, ranging
from a computer screen with a keyboard to a system
deploying in space over several screens and a complex
system of sound diffusion, to a soundwalk with
headphones and sensors. A work in this form can be
experienced either online or in dedicated space. Some
works can be considered as interactive writing systems or
video games; others as sound installations inspired by
the world of video games. Some of them are sound pieces
while others are "silent"pieces.
In this section we provide a short description of each
piece. Further details and references can be found in [1]
and in the artist website.
Portrait one [6] is an interactive video installation for
computer, (Luc Courchesne, 1990, Montreal). It is one of
the first atempt to create an empathetic relationship
between an interactor and a NPC.
Le Passeur [2] is a multichanel sound installation created
for the garden of La Villette (Cécile Le Prado, 1992,
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Paris). The composition is linear, the non determinism
relying on the listener’s path through the garden.
Mutations [3] (B. Gortais et als., 2000, Lyon) is an
interactive audiovisual installation: a virtual visual and
musical composition that depends on both the
uncontrolled positions of spectators in a room and the
behavior of distributed virtual agents.
Vocatifs (C. Le Prado, 1994, Saint Denis) is an interactive
sound installation. based on the distance between the
interactor and the location of a written list of names
(children lost during the war in Yugoslavia), the voices of
people reading this list becomes less understandable.
Divercity [10] (B. Gortais et als, 2006, Corbeil-Essonne)
is a digital audiovisual interactive installation.For the
purpose of our analysis, it is an evolution of Mutations.
The interactors have a better understanding and control of
their actions influence on the generation of shapes and
sounds via an interactive mat.
Khorwa [8] is a real time sound installation created
atIRCAM (M. Malt, 2003, Paris). It is a purely emergent
sound installation, where the music is generated by the
interaction of agents, based on artificial life models.
Listen Lisboa [4] is an experimental interactive musical
installation designed at IRCAM (C. Le Prado, 2003,
Paris). Based on the interactor’s path within a room and
his auditive attention to events, the interactor discovers
serveral possible sound evocations of the city of Lisbon.
Façade [8] is an on line interactive drama (M. Mateas et
als, 2004). It is one of the most famous experimentation
in interactive narration. The interactor is invited to dinner
by a couple. According to his behavior, a domestic scene
has several possible endings.
Bandonéon [5] is a videoludic experience (X. Boissarie
et als, 2003, IRCAM, Paris). Based on the interactor’s
movments on an interactive mat, the interactor discovers
a virtual city through a set of possible sound and visual
layouts.
We have deduced a value for each analysis criteria
(Figure 2) from informations available in exhibition
catalogs, scientific papers and other data gleaned from
the web,and in certain case our personal experience of
the pieces.

Figure 2. Classification of artworks

Figure 3. Positioning artworks within the D.I.S.
triangle

We positioned each art works within the D.I.S. triangle
(Figure 3). We first determine a position on two axis
(designer-interactor and designer-system) according to
the freedom afforded by the designer to the interactor and
the system. Then, by deduction, we induced the relative
influence of the interactor and the system. The artworks,
within which the designer gave both the interactor and
the system a high degree of autonomy, are at the bottom
of the triangle and equidistant between the interactor and
the system. The art works that meet more endogenous
criteria are situated more along the right axis
(Designer/System). The artworks with less interactivity
are situated more towords the top of the triangle.
For example, Divercity is positioned more towards the
middle and lower in the triangle than Mutations. The
latter piece increases the autonomy and control over
action afforded to the interactor.
"In Mutations, the principle of decentralized musical
composition is based on a set of situated agents able to
sing and trigger singing in other agents. Could the viewer
have himself the same ability?... In Divercity, the viewer
returns to the heart of creation taking an active role. The
objective is indeed that the overall dynamics of the
system combines an endogenous dynamic system and an
exogenous pressure from the spectator "[17].
Works with exogenous interactivity may solicit
different types of attitude and consciousness from the
interactor. For example, Le Passeur and Mutations , both
require a limited awareness of the actions of the
interactor. The first piece does not use the system during
its exhibition, while the second piece focuses on it. Listen
Lisboa and Bandonéon both invite visitors to engage in
interactive exploration, being aware of their actions upon
the evolution of audio and visuals, but with no real need
to control it. Portrait One or Vocatives lie on the
boundary between exploratory or ontological invitations
for the interactor. Khorwa, owing to the autonomy and
internal interaction between agents of the system, has
common design choices with Façade, Mutations and
Divercity. However Khorwa is the only one of these
pieces that does not require any interaction with the
listener. Façade is a narrative piece; Divercity is more
abstract. In Façade, the designers started out giving a
large degree of autonomy to the interactor and agents.
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Then, to control the drama while retaining autonomy,
they added a Drama Manager. For Divercity, the process
was the reverse. Designers, after several artworks in
which the role of the interactor was almost non-existent
alongside a very autonomous system (“Quel temps fait-il
au Caplan”, “Le jardin des hasards”), afforded the ability
to communicate with autonomous agents.
From this analysis we observe the difficulty in defining
a unique position for each piece, though this ambiguity is
often an aesthetic value of the artwork. Indeed, between
the intentions of the designer towards an open, scalable
implementation, the possible autonomy given to the
system or the interactor, and the shape of the resulting
work (the type of interactivity on offer, the awareness or
commitment sought from the interactor), there are many
possible branches half-way between control and
autonomy. In the next paragraph, we express this problem
in terms of writing style.

the perspective of N.P.C., and describe a virtual
world in which the interactor will evolve.
2.3.1 The Scripting Style
An interactive narration is written according to the
scripting style if the designer takes the interactor’s point
of view. He is the narrator of an interactive scenario,
written using a procedural form. The rules are contextual
and related to a relative chronological order determined
by the path the interactor follows. In other words, any
variability inside the narration is linked to the interactor’s
previous experience, and in particular, his trajectory.
Each N.P.C’s behavior is described in relation to this
experience at a given point and time of the interactor’s
path. The scripted design writes the story from the
interactor’s point of view. It is the method used for most
action adventure games. The universe and the events
exist only when they have been or are perceived by the
interactor. The interactor is the narrator and he holds in
his memory the events involved in his narration.

2.3 Two writing styles
" A form is aesthetically valid precisely to the extend that
it can be seen and understood from multiple perspectives,
when it exhibits a wide variety of aspects and resonances
without ever ceasing to be itself." Umberto Eco [11]
It seems to us important to comprehend the implications
upon design and realization that result from choosing a
position within this triangle. To analyze this, we designed
and developed two versions of the same piece (The
Listening Walker). These two versions are distinguished
by their writing style. One is written in a style we are
calling “scripted”: an interactive narrative structure
controlled in space and time. The other is written in
astyle we are calling “emergent”: in this case, the
meaning of the play and its narration emerge from
multiple possible interactions between the interactor and
the system.
This work relies on the two following concepts:
• To let this unpredictability meaningful for both
the interactor and the designer, we assume that
the emergent property is beared by characters,
which behaviors are defined by the designer and
can be understood by the interactor. According
to the game terminology, we call thereafter Non
Player Characters (N.P.C.). According to the AI
terminology, they also can be considered as
agents. Their decisions and actions abilities can
be purely reactive but also depend on a memory
of previous steps [16]. The spatial extent of
knowledge, perception and memory of their
environment is not fixed a priori.
• Then, in order to design the two versions of “
The Listening Walker”, we stated, as a working
hypothesis, that the designer can take the place
of one of the two other protagonists in the D.I.S.
triangle. He may takes the point of view of the
interactor to build all the possible itineraries and
stories that can be experienced by the interactor.
In the opposite, he can also writes his piece from

2.3.2 The Emergent Style
An interactive narration is written according to the
emergent style if the designer takes the point of view of
the system through each N.P.C. An N.P.C. is a potential
narrator. He has his own perception and memory, which
influence his behavior, described in a generic (non
contextual) way.
In the emergent approach, each N.P.C. has its own
memories as a result of their perception system. The story
is described with respect to what has been perceived and
remembered by each actor (interactor and N.P.C.).
In both cases, it is possible, from a narrative point of
view to simulate a universal narrator who has the
knowledge of events that no character has seen or heard.

3. THE LISTENING WALKER SCRIPTED
STYLE VERSION
The Listening Walker is an art piece produced as part of
the Terra Dynamica project, funded by the French
Government. The purpose of this three years project,
begun in 2010 and developed by a dozen of academic and
industrial partners, is to bring life to Terra Numerica, a
static virtual city. This virtual city (Paris in the
experiment) is used for numerous applications from
safety simulations to art installations [12].
The production of an Art Piece, the scripted version of
The Listening Walker, using the Terra Dynamica
technology, was one of the tasks assigned to the CNAM.
The title comes from a book by Michel Chion [13]. The
installation was created in Paris during the “Futur en
Seine” festival in June 2013.
The goal of this sound walk is to discover a virtual
district of Paris around the Pantheon. The interactor
walks around this part of the city wearing headphones.
The experimentation takes about ten minutes. This
installation is designed as a video game with different
levels of exploration. The interactor’s reward is the
discovery of the city mainly via sound. Success depends
on his listening behavior: N.P.C. are moving around him,
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interpreting his moves, the direction he takes and the time
spend listening particular sounds. Depending upon the
listener’s attitude, each N.P.C. has his own reaction such
as running away, getting closer to the listener, ignoring
him or helping him to discover secret areas.
3.1 Sound design choices
The starting point of this project is the dynamic behavior
of sound in space and the importance of the auditory
attention that is arroused in the virtual city. In this first
experiment, we classified the sounds according to the
following roles:
• Landscape sounds: These are ambient sounds
that contribute to the interactor’s sense of
immersion and the credibility of the scene. For
example, the sounds of wind or traffic reposition
the interactor in a familiar situation, physically
experienced in a real city. Other sounds, like
urban drones, contribute to this immersion but in
a way that is more abstract and perhaps less
conscious.
• Clue sounds: These are very localized, with the
goal of attracting the attention of the interactor’s
avatar and to induce him to move to a specific
point in the city. These clue sounds disappear as
soon as the avatar leaves a zone in which they
are located. Clue Sounds are not tied to any
fixed or animated visual entity. They exist only
in the auditory space of the city map.
• Object sounds: These are attached to a visual
object, generally also to its behavior (eg, the
appearance of a building, speaking of a
character). The object sounds show that the
interactor’s avatar has triggered an event such as
the appearance of a building, a character or a
sound - even while outside of the interactor’s
field of view - and draws his attention towards
them.
At the beginning of the piece, the interactor starts
almost in an empty black and white landscape.The city is
revealed by way of outlines traced with its streets and
buildings. The challenge to its quasi non-existence at the
start of the interactor's experience is essential. The loss of
visual cues encourages hearing acuity, and the gradual
emergence of streets and buildings at once bolsters the
walker in a known domain and spatially confines him in a
way that is almost maze-like. This city, while at first
invisible to the interactor, bears all of the spatial
constraints that the interactor will meet thereafter.
Although the streets and buildings are invisible, the
locations of sounds, for example, are closely related to
the city map.
3.2 Development process aspects of the scripted
version
The scripted version was designed using a methodology
strongly inspired by the level design of adventure games
and the maze principle [14]. The interactor’s avatar
appears at a given initial point of an empty map. Invisible
barriers and the associated triggers are placed according

to possible paths of the interactor’s avatar. The paths and
the triggers are partially ordered to create sound events
and the revelation of roads and buildings. Triggers are
also used to guide the interactor: they lead to sound
events located in the space. N.P.C., according to scripted
behavior, try to seduce or intrigue the interactor. As the
city is progressively revealed, the path of the avatar
becomes more and more constraint by the walls of the
building. The story ends when the last trigger is activated,
revealing the Pantheon.
The mapping between triggers, events and N.P.C.’s
behavior is written using the graphical programming
language of the CryEngine, the Flowgraph.

Figure 4. City 4 map in the CryEngine editor

Let us illustrate this method through the City 4 version
of The Listening Walker. City 4 is a constrained itinerary
in which the interactor, hearing a sound, starts from an
empty space and gradually built the city. Invisible
barriers are set up on the space, as interaction spots. They
set off events when the interactor enters in their influence
area. A trigger can set off a sound, create a new road or a
new building. These triggers are also logically ordered.
Some of them can only be activated if the interactor came
across the previous ones. This logical scripting ensures
that the events occur in a non-anarchic way and the
consistency of the itinerary.

Figure 5. Example of City 4 map scripting

For each sound rendering entity (e.g. Fond vent.ogg), we
have listed its trigger conditions (e.g. triggered at startup), its playback mode (e.g. once), the stop conditions
(e.g. “when the avatar passes through the St. Jacques
trigger”), name of the associated flowgraph (e.g.
“SoundDisapear: ZoneVentVille4”), geographic location
of activation (e.g. the entire map), activity and
attenuation zone (e.g. 0-150 meters), its spatial behavior
(e.g. none), the noise level (e.g. constant) and the name of
the entity in the CryEngine (eg Ambient volume + area
shape).
Sound objects can either be linked either to a virtual
actor, an area of the city, or a building behavior. They can
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also serve as a clue for the interactor’s progress in the
city.
The following is an example of a sound object’s area of
influence (Fig. 6). Within, the sound is audible with a
possible attenuation cone from the center of the sphere,
relative to the distance between the interactor and the
position of the source of the sound.

Figure 6. Ambient sound

Figure 7 shows the trajectory of a sound event triggered
by the collision of the interactor with the trigger for this
event. The sound is then activated in the space and
follows a path between the red points positioned with the
designer on the map.

Figure 7. Ambient sound

4. CONCLUSIONS AND FUTURE WORKS
In this paper we set out, throught the analysis of
interactive artworks, the different choices to set
interactivity within the D.I.S. triangle. These give rise to
more or less autonomy to interactor or to Non Player
Characters. A design choice relates to two writing styles.
The design and the development of the scripted writing
style is illustrated by the first version of The Listening
Walker installation. In this conclusion, we present first
the design–in-progress of the emergent style. We then tie
our observations to interviews we conducted with
designers mainly about the role they want to assume in
their artworks. Finaly we present our steps in our study
on the design process of interactive sound walk
installations.
4.1 Emergent version of The Listening Walker
Even if we used the same story, the same universe and
the same technology as in its scripted version, the design
of the emergent version of The Listening Walker is based
on a completely different approach to the scripted one.

The main principle used is that any action is decided and
executed by an agent of the system, a Non Player
Character. Every N.P.C. therefore has his own
perception, decision making and action system. His
behavior relies only on those events that he has been able
to observe and memorize. Each N.P.C. is the narrator of
its own version of the story. The narration relies on a
partition of the space into areas. An area is controlled by
an invisible stationary N.P.C. Moving N.P.C. are
permitted to act within defined sectors of the map. These
moving N.P.C. have the same names and the same
personalities as in the scripted version. Moreover, the
relationship of empathy between the interactor and a
moving N.P.C. relies on the same ideas. The
corresponding actions and rules, however, are non
contextual. In the emergent writing style, the designer
describes what N.P.C. perceive and how they are
perceived by other N.P.C. and by the interactor. Rather
than positioning triggers as an ordered sequence of steps,
writing here involves the development of a decisionmaking system for agents.
The emergent version of The Listening Walker leads us
to the use of automata in the CryEngine. The exploration
of this engine has helped us to identify interesting
possibilities for our own practice through the methods
used in video games. Methodological implications of our
work are derive from the dramatization of the space, the
writing of rules of interaction and behavior for
autonomous agents that combinine procedural logic and
object-oriented programming.
The entire design process of the emergent version and
the description of our comparison between the two styles
can be found in [1]. The outline of this conclusion: it is
easier to write a story, even an interactive one, than to
design a world. From an intellectual and even an artistic
point of view, the possibilities opened up by the
emergent style are very promising, though this way to
conceptualize an artwork as a set of localized and
dynamic pieces is a break with the common practice of
music composers. The scripted style is still a much more
comfortable way to design and develop an interactive
sound walk.
4.2 Supplementary survey and interviews
Our analysis takes the point of view of the designer, and
more specifically one of the authors of this paper. As a
consequence, they cannot be directly generalized. We
made interviews with seven well-known designers
coming from various fields (Samuel Bianchini, Xavier
Boissarie, Roland Cahen, Luc Courchesne, Jean-Marie
Dallet, Mikhail Malt, Eric Viennot). The complete result
of this study can be found in [1] and seems to confirm
our conclusions. Here is a summary of our main
reflections.
We have established a global assessment by linking our
own observations, outlined in the previous paragraph, to
interviews conducted with developers of interactive
works. Our investigation takes as its starting point the
role that the designer claims to perform. The survey then
tries to clarify the different interests and approaches of
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the notion of interactive pieces according to each artist’s
point of view.
Our survey reveals some trends of thought common to
almost all artists. The interest in the design of interactive
art works is to commit the interactor, to establish a codesign relationship and a dialogue between the interactor
and the art work. This results to give the interactor
something of an aesthetic experience that can not exist
without this relationship.
As an example, let us consider the following sentences
of Eric Viennot, the game designer of In Memoriam, one
of the first Alternate Reality Game:
“At a given time, as a designer, we are creating a
universe where some emerging part of the story may
appear. It is something that we did not really foresee. It is
really interesting and I call it emergent narration…
I like to master the time when the player feels a given
emotion. I think that we must find in some way a mixed
solution: too open works miss some artistic dimension.”
From the point of view of designers of interactive art
works, there is no antinomy between control and
autonomy. This conclusion relies on several reasons: the
designer remains the designer unless he resigns, the
feeling of the interactor’s engagement can be created
even in strongly driven interactive pieces, autonomous
systems produce interesting situations if the control
parameters are precisely choosen and intelligible to the
interactor. They also all agreed on the fact that the
emergent style seems to be more interesting but certainly
much more difficult than the scripted one.
In summary, adopting the point of view of the interactor
or the system at the time of design changes the process,
but does not change the role of the designer.
4.3 Future Works
The comparison of the two versions of the same piece
introduced here takes only the point of view of the
composer. Until know, only the scripted version has been
exhibited. As the emergent version is currently in
development, it will be
possible, by conducting
interviews with the public, to have also the point of view
of the interactor. Of course the scope of the results is
limited to this piece but it is probably a unique
experiment, as the same piece is rarely developed twice.
From our personal point of view, we assume the risk to
feel insecure as a composer moving our way of thinking
from time to space and from determinism to emergence
and interactivity.
“ It is when artists combine the computer’s capabilities
of real-time autonomy and reactivity that they achieve a
deeper form of interactive art. By making the computer
listen to the audience (the first half of reactivity), think
about what it heard (autonomy), and then speak its
thoughts back to the audience (the second half of
reactivity), the artwork can have a dialog, a
conversation, with the audience. (By “speaking” and
“conversation” I mean some sort of meaningful
communication, not necessarily literal speech.)
Interactivity is the cycle where both the artwork and the
audience listen, think and speak to each other.“
Andrew Stern [15]
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ABSTRACT
The deployment of distributed loudspeaker systems in the
context of computermusic ensembles is explored in this paper, expanding the vision of a computermusic ensembles to
a flexible dynamic musicians network.
With the IEM Computermusic Ensemble (ICE) the idea
of playing in a virtual concert hall over network, rendered
to one ore more real or simulated concert-halls has been explored: Each musician in the network is using virtual 3Daudio space to render and therefore position his/her musical contribution in this virtual concert hall, which can be
rendered to the local loudspeaker system, like an Ambisonics spatial audio system, a binaural decoder, useful for remote musicians and monitoring and/or a projection of this
in other spaces as audio installation. The musicians communicate with each other via musical audio data using the
same network. In contradiction to most computermusic ensembles, ICE forms a distributed networked computermusic ensemble, able to play parallel and time synchronous in
several spaces.
As an example the composition “All Under One Net” for
ICE will be discussed and technical details, like the use of
a audio message system, are explained.
1. INTRODUCTION
Traditional computermusic ensembles tries to embody computer musicians as universal instrumentalists, playing simulations of real instruments, augmented instruments, hyperinstruments [1], or sets of these instruments named before.
The instrumentalists form locally an ensemble specialized
in computer music and perform different music styles. Of
course each ensemble has to focus on certain music styles
and performances, but like at the beginning of electronic
music in the 50s the “sound in unlimited space”[2] was
visioned at the WDR Köln, here the vison of “musician
with unlimited abilities” came up, restricted only to their
restraints of implementations.
As an artistic research project, the IEM Computermusic
Ensemble (ICE) will work on this vision and try to approach this in respect to our rich tradition in ensemble music and to extend the traditional view of computermusic
ensembles towards a new kind:
Copyright: c 2014 Winfried Ritsch et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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mobility The instrumentalists can travel with small equipment and perform many different music styles as local musicians or distributed musicians over Internet.
distribution The play over network in an abstracted virtual concert hall (VCH), defined by interaction protocols, notation aspects and an abstract layer for spatial composition.
instantiations The VCH is rendered using a local loudspeaker system, like an 3D Ambisonics system higher
order, in synchronous and at the same time in additional concert hall, binaural renderings or sound installations composed of these audio streams.
flexibility A computermusic musician can join and leave
the ensemble dynamically, dependent on the nature
of the composition like improvisations.
automation All parts in the chain of the ensemble, can be
replaced by automation, to enable endless algorithmic compositions.
Therefore the vision of a computermusic ensemble is expanded to “musician with unlimited abilities and boundaries”.
As shown above, a special focus is directed to the usage
of local loudspeaker systems, monitoring techniques and
musician intercommunication on demand. Therefore one
paradigm has been used: The music should stay as long as
possible in the digital domain, so that any layer of performance can be distributed over network as audio or control
data, either local on high speed networks or over the Internet with proper bandwidth.
2. COMPUTERMUSIC ENSEMBLES AND ICE
An computermusic ensemble as a group of musicians needs
computermusic instruments, an concept about musician intercommunication for collective experience, how this ensemble is receipt over loudspeaker systems and/or network
streams and a description of the capabilities of these musician with or without an real conductor.
2.1 Existing concepts
Besides singular ensembles using laptops, especially in the
popular music and jazz, the need for laptop orchestras has
been shown in publications [3] and discussed in Symposiums [4] since 2012.
Previous to this, programmatic playing with computer or
calculators on stage in pop culture has been most famously
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shown by ”Kraftwerk‘s Mensch-Maschine concerts[5] since
1978 and others like with the album ISDN by “ The Future
Sound of London”[6]. Previous to this time also experimental music bands started using computers on the stage
in concerts.
Pre-Internet networked concerts as experimental art events
hast been done at least since the 90s with slowscan-tv, fax
and MIDI over modems 1 , where as intercontinental concerts, musicians tries to combine different concert spaces
to a shared space in the net. With the availability of high
speed Internet the possibility of merging concert spaces via
multichannel video and audio has be shown within the COMEDIA project within Europe[8][9] to work.
Besides the “electronic musician” since the 50s, “laptopmusicians” sicne 80s became common in most areas of
music performance practice. In the following some aspects
of computermusic ensembles are discussed in respect to
new concepts for ICE:
SLORK, Stanford Laptop Orchestra [10]: musicians use
special loudspeaker for localization and distribution of sound
located near the musician, to be spatial matched by the audience.
L2ORK, Linux Laptop Orchestra [11]: usage of a customized flavor of Pure Data [12] on uniform computer sets.
The use of a network play an important role for control of
the performance by a conductor. They also restrict the interaction interfaces with a unique sensor setup and act like
a choir.
PD˜Graz [13]: (for example playing “blind date”[14]]) is
a group of computer-musicians playing together on one,
for multiuser usage modified, version of PureData as a
conjointly playground. The audiovisual performances are
played by a varying amount of players, introducing “live
coding“[15] as improvisation method. With this they use
a common virtual computermusic space with their laptop
computer as interfaces.
The resulting research questions for a new concept of an
computermusic-ensemble are investigated below:
computermusic instrument design How the sound of the
designed instruments are assigned to instrumentalists by the listeners ?
interaction interfaces How is the embodiment of these
instruments on stage ?
The selection and mapping of sensor interfaces for
expressive playing of the instruments is important
for the match of their performance with the sound of
the instrument.
interaction between musicians How they receipt and distinguish each other ?
Additionally the synchronicity of their data streams,
including the automation of their interaction is important to form groups and sub-groups.
Spatiality How should the musician use the speaker system to correlate the spatial perception of the instrument output with each musician playing ?
1 Experienced by the author as musician within Art’s birthday concert:
Innsbruck Austria - Vancoucer Canada on 17.1.1993 [7]
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Figure 1. L2ORK concert (at citadel) versus PD-Graz performing blind date
conduction and composition What are the roles of the conductor and how to write scores for him ?
The conductor can be implemented by means of software, as a real conductor or a combination of them
as a computer aided conductor.
dissemination How should the capabilities of these ensembles be disseminated to composers, musicians
and audience ?
Writing compositions can include programming some
aspects and giving the musician the ability to train
and rehearse for a piece.
2.2 The vision of ICE
The IEM Computermusic Ensemble ICE, has the aim to be
an ensemble of computer musicians with an optional real
or virtual conductor, playing with their individual computer setup in an network to a virtual concert hall 2 (VCH),
which is rendered to one or more real electro-acoustic concert hall or rehearsal space.
Instead of local amplification, microphoning and/or direct feed of an loudspeaker system, the musicians play together within VCH as a 3D-audiospace, distributed over
the network, The VCH can be seen as an abstract virtual
playing space. For spatialization either encoded material
or streams of audio with spatial data is used to represent
2 “Virtual Concert Hall“ in the sense of simulated concert room in 3D,
which has been realized in a frist attempt within the e-learning project
Internet Archive of Electronic Music VCH-IAEM at IEM 2002 by the
author using the Ambisonics domain as an abstracted representation to be
rendered over binaural decoders or a real multi-speaker environment[16]

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

this domain, There is an rendering engine for the 3D spatialization data for every instantiation of this virtual space,
like a real concert hall with an multichannel audio system
or binaural decoder for headphones. This makes the instrument design independent of the sound-systems. The
the sound-system should provide certain features, like 3Dspatiality (at least 2D). The quality of the concert depends
therefore strongly on the quality of the 3D audio system.
An instantiation could be an Ambisonics speaker systems
or any other 2D- or 3D- rendering engine available as long
it can map ambisonics to it 3 . Out of this, each musician
use the this speaker systems as projection space for his contribution, not a local speaker nearby. His instruments are
independent from the actual setup of the loudspeaker system.
Due to the fact, that the VCH can be streamed over network and each musician send streams his contribution into
this virtual space, there is no difference of access for the
remote or local musician. Using binaural renderings of the
concert hall at home or a studio, or even playing in an other
concert space at the same time over network is possible and
physically distributed musicians can form one computermusic ensemble. Additionally they can interact with each
other over network individually.
Also the ICE computer-musician is not depended on unified hardware, software or operating systems, but on standardized transmission protocols for audio and control data
over a high speed network. All the audio and control data
transmission are done over predefined protocols and streaming formats. The spatialization engine could be controlled
by the real or automated conductor has has to be defined
within the composition.

Figure 2. first concert of IEM computermusic ensemble
ICE playing over a HUB
Looking at ICE to establish an ensemble with local or remote computermusic musicians, playing in front of the audience like an chamber music ensemble, computer-musicians
play either simulations of real instruments or experimental virtual instruments. These have to be designed for the
compositions targeting ICE.
3 VBAP, wavefield can simulate an Ambisonics speaker set, the mapping in the other directions is much more complex
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A main goal is to enable the creation of new compositions
with a plausible reception of ICE as an ensemble, reflecting also the compositional and sound style of our Institute
and associated artists, establishing a kind of a western style
computermusic on one side, as also perform each kind of
standard ensemble music.
Do accomplish this practically, a number of issues has
to be solved in this respect and the development of tools
has to be done for the needs of this purely computermusic ensemble. Defining the standard networking protocols
invented the ICE-Bus.
The overall vision could be summarized with the following mission statement:
The IEM Computermusic Ensemble (ICE) is
a group of local or remote musicians, specialized playing with computermusic instruments,
such as interactive, augmented hyper-instruments
or simulations of real instruments. The main
target art is contemporary music adapted or
written for computermusic ensembles, but also
interpretation of historical ensemble music with
virtual instruments can be performed. As a
speciality, they play with a 3D-spatial audio
systems, especially Ambisonics, to be rendered
in small or large concert halls or virtual environments at the same time and perform distributed network concerts.
3. THE ICE-BUS
The ICE-bus is a umbrella development as a kind of specification of protocols with some example implementations
as start, to be expanded over the time enhancing the ICE.
As art driven development it was deduced from actual demands and compositions and verified within implementation in art projects.
One thing is the acceptability of ICE as an ensemble by
the audience, another the practically implications on the
need to fit the current practice of performing music in different locations. Fast setup, stable operation and lightweight
equipment are important premises. Additional the ability
to join in the performance as musician over the network dynamically from all over the world, is an important issue for
some compositions. When specifying the audio-network
for playing together within the ensemble, a focus was set
on the collaborating efforts to be done to gain the unity of
the individuals.
Figure 3 shows a simplified draft for data network structure of the ensemble. One unique feature is, that the fast
Ethernet connection, preferred wired, is the only hardware
connection between the musician and between musician
and the conductor besides the power supply.
The conductor, seen as musician M 0, is responsible for
rendering the abstract spatial audio signal to the speaker
system and is a real, partly virtual musician as a software
which conducts and renders the performance. He takes
control of the local audio rendering engine, at least in the
sense of directing the local and/or remote music contributions. He could be backed by a technician.
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Figure 3. ICE using network connections for intercommunication and playing on to shared sound system
As described before, with this 3-D audio bus, every musician can spatialize him- or herself to the sound system.
There is no need for individual loudspeaker of musicians to
be heard by others, but each musician needs some possibility for monitoring his and maybe the neighborhood audio
signals, the output of the VCH and click tracks. This monitoring signal is extracted from the ICE-Bus by performing
an individually monitoring mix for each musician by each
musician. Mixing and leveling individual musicians for the
performance is done by the conductor or under his supervision, extracted from the ICE-bus.
Global messages like beats, start, stop, triggers oder sensory data is exchangeable. Anyhow every timeless or timed
data used for networking should be described within the
score of the piece.
This enables the musician to inter-operate more easily,
the conductor to broadcast data to musicians and the composer to use these protocols as a kind of notation, such that
the piece can be archived for future interpretations.
Looking for a modern, commonly used transmission format for messaging systems within the computermusic domain, we chose “Open Sound Control” (OSC) [17]. With
its flexible address pattern in URL-style and its implementation of high resolution time tags, OSC provides everything needed as a communication format[18].
3.1 Audio over OSC (AoO)
Experimenting with static network-streams, e.g. using jacktrip [19], showed good results, but they need high bandwidth and are inflexible within complexer networks, especially distributing to multiple listeners on the ICE-bus
since mostly it cannot be send as broadcasts. Also in case
of server or client breakdown, the whole network tends to
break down. Since also a lot of messages synchronized
with audio steams are needed, it seems to be more simple
and straight forward to handle audio contributions of musicians the same as messages. As a conclusion the decision
to use OSC (Open Sound Control)[18] also for transmitting
audio was done. As an solution to that problem AoO was
developed, which has been published at the Linux Audio
conference 2014 and is described there more precisely[20,
21].
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With AoO the participant just needs to connect to the network, wireless or wired, choosing the drains to play to and
send phrases of audio only when needed.
For ICE Ambisonics was chosen as the abstraction of the
virtual audio environment. Within Ambisonics domain,
each musician can always use the same playing parameters
for spatializing the musical contribution. With the imagination of the musician playing in the VCH, as ”a virtual 3D
environment“, they send either their audio signals together
with 3D-spatial data or a pre-rendered Ambisonics signal
to the dedicated drains. This rendering system act like a
distributed mixing system, which produce an Ambisonics
mix.
Additional there is the possibility of audio communication between the musicians. Each musicians can broadcast
the produced audio signal and hear into the signal produced
by the other. Also there is the possibility that musician can
send, on special offered drains by the receivers, dedicated
audio intervention to the others.
The musicians have to do their own monitor mix, depending on the piece and space where the play, listening only to
the neighborhood musicians or the whole audio-scene.
The advantage using a message audio system is, if each
musicians sends only sound data if needed, like audio bursts
or rendered notes or sending their audio-data to other musicians bandwidth requirements can be dramatically reduced.
There should be no border on the imagination of complexity of the ICE network to be used, as long it can be grasped
by the participants.
For ICE a first library was written at the IEM using AoO[21],
also addressing some problems with asynchronous data transmission.
3.2 Message Bus
For the ICE-Bus a complete set of control messages has to
be specified, using a well defined namespace for the ICEProtocol. This has been tested in first concerts and was
specific to the first pieces of ICE implementation, but is
and will be expanded if needed for other compositions, as
long as they guarantee upward compatibility and proper
”running code“ is provided for the ICE-Bus.
As in most ensembles, everybody has to trust each other.
Therefore no special need for security are enforced, to simplify the setup. One exception is addressing the local soundsystem, which can harm listeners, so this drains should be
protected to be used exclusively by the main rendering machine.
One important aspect is, that most of all messages are
sent as broadcasts, so every musician is able to filter the
relevant messages for him or her and the conductor can
send musician messages as overrides. For example, controlling the spatialization is primarily a task of the musician himself, but can also be overtaken by the conductor
for specific pieces.
Furthermore, a set of different sensors interfaces should
be usable for each musician, depending on the instrument
or instrument class used. For example, a drummer has a
kind of tracked sticks or a string-player accelerators and
so on, but the controlling messages for the sound genera-
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tion should have the same parameters, using an abstracted
parameter set. Mapping controller data to these control parameter is in the responsibility of the musician. To embody
the performance the computer-musician should avoid traditional computer interfaces, like sitting with keyboard and
mouse in front of a monitor, as much as possible. With fulfilling the general syntax definitions of ICE, an abstract
layer within the OSC-namespace is shared between the
musicians.
For example: As special interfaces, transcription engines
could be used. Transcription means, for example using
voice to control a flute, or using other sound input to play
strings or doing gestures mapping for modulations. This
has been shown within the piece ”Maschinenhalle #1“, where
metal plates are interfaces of dancers to player pianos [22].
This gives more possibilities to interpret special pieces,
with different interfaces. Therefore the sensory layer is
individual to each musician and will be implemented and
adjusted by the musician who uses them.
For OSC messages REST (Representational State Transfer) style is used, like described in ”Best Practices for Open
Sound Control“[18]. With its stateless representation each
message is a singleton containing all information needed.
Historical seen, orchestras function in a strong hierarchy.
Here we use this kind of hierarchy for structuring the control data. The hierarchy is from top level down to instruments functions:
/ice/<id>/m/<nr>/{instr/<instr>/...|<sm>...}
[args, ...]
id ... ensemble name or number
nr ... number of musician from 1..N
instr ... instrument name or number
sm ... system message

Since more than one ensemble can play on the same net,
we have to distinguish them with the id. Musician nr is 0
for the conductor and 1..N for musicians, assigned in the
score. All messages should be send via OSC-bundles to
enable time-tagging.
sensor interfaces
feedback

virtual
instrument 1

...

virtual
instrument N

spatial channels
direct signals

display
(status, actions)

monitor

in/out stage
(network, monitoring

interaction
interface
layer

sound
generation
control
signal/
messages
network
layer

the pieces in a repertoire. Musician has to take care of the
specific musician depend modules: Individually different
for each musician is the sensor layer which consists of the
interaction interface for the sensors the musician is trained
for. It should generate a defined set of control parameter to
drive the generative part of the instrument, which is needed
for the specific composition.
Another part to be altered by the musician is the monitoring, because each musicians needs other strategues to
monitor during playing their specific interaction interface.
The instrumentation is done with virtual instruments for
each piece, which are driven by interaction interface as abstract functionality, e.g. /in/sensor/wii/X to modulation,
which has to be implemented by the musician individually.
Rendering in the abstract 3D concert space is done with
a the audio processing library used by all musician to gain
compatibility. Some parameters has to be controlled by
sensors, depending on the piece. So there is a clear distinction for which part the musician, the composer and the
system integrator is responsible for.
The interfaces in this software library will be published as
documented code, so each part can collaborate within the
composition process of a piece. For example a composition addresses musician to play different frequency bands,
the functionality would be implemented in the instrument
section by the composer. If a musician plays another instrument, the abstracted parameter interface between interaction interface and instruments should match the needed
parameters.

3.4 synchronization and time
As a general time, tempo, bars and divisions are used to
gain the conductor to control the speed within the piece. If
fixed time is needed in some pieces, a synchronized realtime clock can be used in the composition. It depends on
the piece if audio has to be phase synchronous or not. Since
jitter for messages is mostly more worse than a constant
latency, it is recommended to use a central timesource.
Available for most system, the ”Precision Time Protocol“
(PTP)[23] allows a lightweight implementation in local (and
remote) networks and can guarantee a quasi sample-accurate
synchronization. For distant network the ”Network Time
Protocol“ (NTP)[24] can be used, since it is the standard
for the Internet and distributed over routers and gateways.
AoO provides this kind of synchronization as module.[AOO:14]

4. ALL UNDER ONE NET

Figure 4. software layers of the musician instrument

3.3 ICE software library
The ICE-Bus software library is a framework for performing pieces. For ICE composition is also coding, composers
have to use parts in the layer structure to easily integrate
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As an example piece, ”all under one net“ (auon) shows
some how ICE is implemented and some important new
aspects of distributed computermusic ensembles.
The musicians play with 1st-order Ambisonics-recordings
as sound material. This contributions are also rendered in
realtime in the 3D concert space. They are also sidelined
into a central algorithmic compositional machine, which
output will be mixed to contributions.
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bisonics rendering plugins with headphones, if they are positioned outside the main listening space, like on a stage or
remote musician.
4.3 networked remote musicians
All Network places are equal, except of one where the conductor is placed as musician M0 . The conductor arranges
the spatial perception of the musicians and also provides
the timing. The local Ambisonics signal is send to the remote locations and mixed with the remote ones. To reduce
bandwidth, musicians contributions are not send to remote,
since monitoring should be done over the VCH represented
by the Ambisonics mix.
4.4 performances
A first version was composed for ICE in 2011 and performed at Porgy an Bess in Vienna 4 and at the IEM. The
main focus was to explore if ICE is perceived as an ensemble and if a ”not computermusic specialized audience“
can follow the musician and assign the receipt audio material to the musicians. Besides being recognized as unusual
musicians, most people in the audience confirmed both.

Figure 5. graphic score All Under One Net for ICE
4.1 algorithmic composer
The algorithmic composer, simulates short time, medium
time and long time memory, aging material with filters,
cutters and pitch-shifter in Ambisonics domain. Ambisonics material is categorized for feeding the different memory
stages. As an outcome the collected material is altered (aging) continuously over time in the three memories spaces,
implemented as loops. The algorithmic composition generator machine, using self-replicating data structure from
an initial series, extract glimpses from the different memories and spatialize them in the abstracted 3D concert space.
4.2 rendering to the sound system
Musician play Ambisonics soundscape material, recorded
from typical places of their origin, direct in the Ambisonics
space. With the new technologies, like the AmbiX toolkit
[KRON:14], which can stretch, expand and enhance 3Dmaterial on different directions, the contributions of different musician can be spatialized surrounding the audience.
Generating focuses as main direction for each musician,
it is possible also to use full 3D-Ambisonics material the
same as instrumental sounds with coordinates. Mixed with
the output of the algorithmic composer, which can be rendered more in distance and from the back. Musician can
also monitor the whole sound scene using binaural Am-
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Figure 6. remote screens in vilnius of CUBE in Graz
In a next Version 2012, the network concept was added,
playing with musicians in Vilnius, rendering Ambisonics
3.order on both concert halls. With a fast Internet connection, streaming 25 channels audio and 2 video-streams in
each direction with latency about 60 ms on audio including
local rendering machines, most pieces worked well, especial aoun. Rhythmical pieces lack on synchronization by
conduction over video, where latency of the video with
at least 3 frames is much bigger. Conducting over OSC
worked much more reliable.
As a new version, the spatialization of of Ambisonics material with techniques of enforcing directions with spatial
4

A well known JAZZ club in Vienna
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compressions[KRON:14] for better separation of material.
Within this Ambisoinics soundscapes different order can
be spatialized in a concert hall enforcing different directions.
5. CONCLUSIONS
After of 3 years of experience, we recognized the potential
of this concept and therefore decided to publish it as open
source toolkit and tray to trigger more compositions for
this setting. Also the tools, especially AoO, can be used
for other applications. As a conclusion this project will be
enforced in future and hopefully more remote places will
be added.
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ABSTRACT
This study aims at investigating if movements executed
by musicians during musical performances are related to
their expressive intentions. We tested the hypothesis by
identifying information patterns on body movement data
collected in performances of clarinet duos under different
experimental conditions. First, we identified information
patterns recurrent enough for the recognition of musicians
who performed the excerpts. Then, we found evidence for
a change in the “gestural signature” of the instrumentalist
follower imposed by the leader, across the different performance conditions.
1. INTRODUCTION
Several empirical studies in music performance have shown
evidences that musicians manipulate note durations, articulations, intensity, pitch and timbre, in order to convey musical intentions of a particular interpretation [1]. Notable
differences may arise between interpretations of distinct
performers or even between the same performer in different situations [2]. Constancy on such manipulations may
be acknowledged as a style or a signature of the interpreter.
It is also well known that body movements in music performance also communicate interpretative intentions. In
recent years, great efforts have been devoted to the study
of these movements. Wanderley and colleagues proposed
to differentiate body movements directly related to the production of sound (instrumental gestures) from those that
are not (ancillary gestures), suggesting that the latter present
tighter relations to the performer’s expressive intentions
[3, 4]. Attempts have been made to characterize and quantify physical gestures involved in musical performance, in
order to identify their musical significance [5, 6, 7].
In order to identify how the information contained in body
movements relates to the music structure and consequently
to the musician’s intention, some authors seek for models
for segmenting these data [8, 9]. Teixeira and colleagues
investigated musical significance of instrumentalists’ gestures in clarinet performances of excerpts from classical
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and romantic repertoire. They were able to detect high recurrence of movement activity correlated to relevant harmonic and melodic changes, which they considered as objective evidence of musical significance of musician’s body
movement [10].
1.1 Ensemble performance
In instrumental ensemble performances, musicians have to
coordinate their actions in order to converge to a musical
concept that enables the accomplishment of a consistent
performance, in which not only the notes are synchronized,
but also the musical ideas are coordinated. To do so, musicians have to anticipate the expressive manipulations of the
notes played by other members of the group. The burden
of this coordination is shared among all musicians engaged
in the musical task, either as a leader serving as reference
for other players, such as a conductor, a spalla, or Clarinet
I, or as a follower of the musical interpretation proposed by
the leader. As pointed out by Gabrielsson [1], the goal of
the movement performed by a musician, in addition to giving relevant information for the coordination with others,
may also be used for communicating expressive intentions,
which provide information about the artist’s personality or
simply entertain the audience.
1.2 Goals of the present study
Even though, as we discuss above, the ancillary movements in music performance have important roles in the
transmission of expressiveness and in the synchronization
of ensemble performances, the precise way in which instrumentists adjust their movements when playing with others is still an open research question. The present study is
aimed at an empirical investigation of this issue.
More precisely, we sought to determine whether the body
movement of musicians contains information related to the
interpretative intention in a performance. To test this hypothesis, we attempt to demonstrate: (i) that body movement data contain sufficient information to identify “gestural signatures” of musicians from recurrent kinematic patterns; and (ii) whether “gestural signatures” of different
musicians could be influenced by different interpretive situations, for example in instrumental duet performances,
where it is necessary to follow the musical conception of
the leader.
Although musicians take advantage of visual information
conveyed by body movements of other members of the
ensemble, in order to improve their synchronization and
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overall musical coordination, they are able to follow other
musicians solely by listening to what they play, without
any visual contact. This facilitates the methodological design for approaching the question proposed by this study:
does musicians change their gestural signature when playing with others?
2. MATERIALS AND METHODS
2.1 Experiment
We analyzed the performances of six professional clarinetists in a simulated orchestral environment. All the musicians were recruited in Belo Horizonte, Brazil, had previous experience in orchestra and knew each other. The
choice of the instrument facilitated the focusing on body
movement not related to music production, since sound
production on wind instruments is limited to low-amplitude
movements, such as those of the fingers, the lips and the
jaw, liberating the engagement in broader body movements,
which have higher chance to be related to the intended musical interpretation.
The music performed in the experiment was a short excerpt of the “Dance of the Peasant and the Bear” from the
ballet Petrushka by Igor Stravinsky, taken from the Quatrième tableau No 100, first three bars (Figure 1), where
“the peasant plays the pipe and the bear walks on his hind
feet”. This excerpt, in which first and second clarinets
play solo in unison (soli a 2), presents a real duo performance situation, that requires synchronization of every single note and optimize similarity of conditions in both performances.
The recordings were done in two sessions separated by
a period of two or three days. In the first session, musicians were instructed to play four times a musical excerpt
as first clarinetist, i.e., following their own interpretative
intentions. They were asked to choose one out of the four
recordings, considered the best performance. This recording was later used for the second session, in which the
musicians were instructed to play as second clarinet, following all chosen recordings of the first session, including
those executed by themselves. The only instruction given
was to accompany the first clarinet the best they could. After listening to the each first clarinet performance, each one
played the excerpt four times, while listening to each execution of the first session through a earphone in their right
ear, randomly presented. Three metronome beats were included at the beginning of each recording to be followed,
whose tempo was estimated from the duration of the first
complete pulse measured between the onsets of notes 5
and 9, F# and C, respectively (Figure 1).
2.2 Data acquisition
An Optotrak Certus (Northern Digital Inc.) was used to
track the three-dimensional position of the clarinet and the
head of the player, at a sampling rate of 100Hz. Three
markers were placed on the bell of the clarinet to define a
rigid body (represented by its spatial and angular positions)
associated to it and other three for the player’s head, as
used in [5], [11] and [12].
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Previous studies have shown that most of the movement
in clarinet performance is focused on the bell of the instrument [13, 14], hence the restriction we adopted.
2.3 Parametrization
The magnitude of the resultant velocity of each three-dimensional position, estimated by Euclidean distance between two subsequent samples (1), was used to parameterize the motion of the clarinet bell, which we named the
velocity profile:

vi =

1 p
(xi +1 − xi )2 +(yi +1 − yi )2 +(zi +1 − zi )2 (1)
sf

where x, y e z represent spatial coordinates, and i the
sample number. A low-pass, linear-phase Butterworth filter of the sixth order and cutoff frequency of 5 Hz was used
for discarding movements of low amplitude, such as those
caused by the impact of the fingers on the instrument, or
adjustments to the embouchure.
In order to preserve information that may be relevant,
such as preparation and finalization gestures, we consider
the movement to be analyzed starting at a metrical pulse
before the first note and ending at a metric pulse after the
end of the last note.
The difference between body weights, heights and ages
of the participants seem to have influenced the amplitude
and speed of movement, resulting in greater variability of
absolute speed values across the subjects. In order to minimize the variability related to individual body characteristics and optimize the detection of “gestural signatures” due
to temporal details that emerge from the interpretive intentions of the musicians, the amplitude of the velocity profile of each performance was normalized by its root mean
square value, defined as 2.

v
u
N
u1 X
v2
vQ = t
N i=1 i

(2)

where vi is the amplitude of each of the N samples.
Due to the variability of tempi of each performance, the
velocity curves were adjusted to the same number of samples, using the technique of time warping, as suggested by
[13] and [5], which ensures the same approximate tempo
for all performances. The mean values for each note onset
of all performances was used as a timing model. This procedure aimed at minimizing the misalignment of the velocity curves with the musical structure. The superposition of
velocity profiles of two performances by the same musician
is shown in Figure 2. It can be observed that the misalignment of the two curves intensifies over time, resulting in a
total duration difference of ca. 400ms. The bottom panel
of Figure 2 shows the result of the time warping adjustment. This procedure was applied to each velocity profile,
allowing performances of different tempi to be compared.
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Figure 1. Excerpt from the “Dance of the Peasant and the Bear” from the ballet Petrushka by Igor Stravinsky, taken from
the Quatrième tableau No 100 (first three bars).
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Figure 2. Temporal adjustment of velocity profiles. The curves correspond to the low-pass filtered velocity profiles obtained
from two performances of a given subject. Top panel: original profiles. Lower panel: adjusted curves.
3. ANALYSIS

3.2 Gestural coupling

3.1 Musical gesture recognition
Results of previous studies with clarinet duets, in the same
conditions, suggested that musicians have a “musical signature”, observed upon acoustic parameters that describe
characteristics of tempi, rubatos and articulation of notes.
A significant decrease in mean asynchrony between the onsets of the notes, measured over 4 subsequent takes, was
also observed in these studies, suggesting that musicians
have the ability to quickly learn to better predict the expressive intentions of their partner, which may indicate evidence of interpretive coupling in ensemble performance.
The existence of consistency in gestural patterns of musicians, while performing similar musical content, observed
by different studies, suggests that musicians might also
present “gesture signatures” in different performances [13,
5, 15]. In fact, “gesture signatures” in everyday task performances were demonstrated by several studies, such as
[16, 17]. Several patents of different applications of such
investigations have been already filed, such as [18, 19].
In this study, the existence of individual “gesture signature” of musicians in different performances of the same
musical material was evaluated with pattern recognition
techniques applied to the velocity profiles of all solo performances of the subjects. K-means Cluster Analysis was
applied to identify the 6 players of all solo executions,
combined with Principal Component Analysis (PCA) for
reducing data dimensionality (> 1500).
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Having demonstrated that body movements in different performances of the same musician contain sufficient patterns
of recurrence that can be identified as individual “gestural
signatures”, we sought to verify if musicians would change
their “gestural signatures” by influence of different interpretive situations imposed by the musical conception of a
leader.
The adaptation of the followers’ gestures to those of the
leaders was evaluated by projecting their velocity profiles,
while playing as second clarinetist, onto the dimension that
separate the leaders apart. This was done as follows. First,
we represent the leader performances of these two clarinetists in the space of velocity profiles (points A and B
in Figure 3). The vector that connects the point A to the
point B is denoted vl . We consider then the performance
of the first clarinetist when playing with her- or himself
(point Aa ) and when playing with the second clarinetist
(point Ab ). The amount of change in the kinematic pattern is evaluated by computing the projections of the vector A–Aa (vs , the “self” condition) and the vector A–Ab
(vo , the “other” condition) onto the vector vl . These are
the vectors represented as projvl vs and projvl vo , respectively, according to equations 3 and 4.
projvl vs =

vs · vl
||vl ||

projvl vo =

vo · vl
||vl ||

(3, 4)

The length of the projected vectors were adopted as a
metric to differentiate executions where musicians follow
themselves from those where they follow others. Small
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Figure 3. Geometric illustration of the vector projection
procedure. The points in the velocity profile space corresponding to the solo performances of the first and the second clarinetists are indicated by A and B, respectively.
The performance of the first clarinetist when playing with
himself and when playing with the second one are represented by Aa and Ab , respectively.
values of projvl vs indicate that musicians maintain their
gestural signature when accompany his own recordings,
while increased values of projvl vo indicate that they would
abandon their own gestural signature to adjust to that of the
other.
4. RESULTS
Principal Component Analysis (PCA) was able to explain
over 90% of the variance with the first 13 principal components. Note that the goal of PCA here is not really to find
a reduced space for the representation of the data, even
though there was an enormous reduction of dimensionality from over 1500 to 13. Actually, reducing the number
of explanatory components is a necessary step for avoiding
the“high dimensional low sample size data” problem [20].
Without this, any attempt to classify the data using a small
amount of groups would be meaningless.
K-means Cluster Analysis, applied to the 13 first PCs was
able to classify all solo executions into 6 groups, corresponding to the 6 players with 100% accuracy. This may
indicate that each performer have a consistent way of moving, which appears to be distinct from the others. This suggests the existence of individual “gesture signatures”, corroborating the findings of previous studies. Figure 4 shows
the partition of the first two principal components into 6
players with 100% accuracy.
A two-tailed t-test with Welch’s correction was applied
to the self and other conditions of the 240 vector projections, corresponding to four takes of the two projections in
each of the 30 pairs of clarinetists ordered without repetition (n(n − 1)), which were obtained as mentioned in section 3.2. Results indicated significant mean difference between projvl vs (M = 0.338, SD = 0.118) and projvl vo
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Figure 4. K-means clustering of the solo executions. The
velocity profiles of the four solo executions of each six instrumentists are shown with points, with different shapes
across subjects. The points are represented in the subspace
composed by the first and the second PCs. The ellipses
show the result of the k-means algorithm when six classes
are required.
(M = 0.438, SD = 0.173); t(184.3) = 4.91, p < .0001,
suggesting that musicians tended to maintain their original
gestural profile while following their own executions, but
shifted towards others’ gestures profiles when following
them (Figure 5).
A one-way ANOVA performed separately on subgroups
self and other exhibits significant decrease of distance from
original profile along subsequent takes, indicating adaptation towards the original “solo” velocity profile, F (3, 108)
= 5.054, p < .01, as shown in Figure 6 left panel, while
no significant differences related to takes, F (3, 102) =
0.097, p > .96 was observed for the subgroup other (right
panel). This might additionally argue towards the existence
of individual “gesture signature” in musical performances.
5. DISCUSSION
This study aimed at determining whether body movement
of musicians contains information related to the interpretative intention during a performance, by verifying the occurrence of gestural coupling in clarinet duos. Our experiments enabled us to investigate the influence of different
interpretive situations on individual patterns of body movement. The procedures used sought first to identify gestural pattern recurrence of the players, which we considered
as individual “gesture signatures”, then to verify if these
"signatures" would be affected when the performance situation were influenced by interactions within ensemble performance.
The self-other effect, as discussed in several previous studies focused on synchronization of music ensemble perfor-
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Figure 6. Projections of the duo performances across takes. The mean value of the duo-to-solo vector into the followerleader vector are shown with dots. The standard error bars are indicated with gray bars.

●

Following Others

Following Yourself

Figure 5. Projections of the duo performances. Results are
show for the Self and Other conditions. The mean value of
the duo-to-solo vector into the follower-leader vector are
shown with dots. The standard error bars are indicated with
gray bars.

mance, was adopted as a framework for our experiments
design [21, 11, 12, 22]. The most accepted hypothesis for
explaining self-other effect suggests that coordination between musicians is achieved by each interpreter internally
simulating the actions of other members of the group, initially relying on how they would perform the music excerpt, hence when following themselves, they would recognize the musical actions of the first clarinetist as selfproduced and would more easily adapt to them. In recent studies, we suggested the existence of a self-other effect also in gestural coupling in clarinet duo performance
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[23, 24].
In the present experiment, we tested the existence of gesture communication between two clarinetist playing duets
in unison, without any visual contact. First, we were able
to recognize the player using the solo performances with
0% error rate. Afterwards, we were also able to observe
that clarinetists, when following themselves, tend to retain
their “original” gestural profile, as recorded in solo performances, while when following others, they tend to deviate
from the “original” profile. Moreover, our results indicate
a tendency of the gesture profile of the second clarinetists
(followers) to robustly adapt to that of the first clarinetists
(leaders), even without seeing the partner.
These results suggest that the observed variations of gestural patterns are an indication of the involuntary attempt
of the musician to anticipate the interpretive intentions of
the leader, only by hearing his or her acoustical parameters
manipulations. Therefore, these results are favorable to
the hypothesis of close relationship between ancillary gesture and music performance, corroborating what has been
demonstrated by several studies, such as the experiments
carried by [25], which showed that parameters extracted
from the gestures of listeners, such as position, velocity
module, normal and tangential accelerations, curvature, radius and torsion, were correlated with acoustic parameters,
such as loudness and sharpness. Goebl [26] showed that,
when playing in ensemble, musicians with reduced auditory feedback moved more than the others, which influences the overall synchronization of the group.
6. CONCLUSION
We propose a multimodal analysis framework intended to
access the interactions between gesture and music in ensemble performances. Human communication is not lim-
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ited to the use of only one way of sensory information.
[8] E. Teixeira, “Análise quantitativa da expressividade
Just as in verbal communication, music makes use of varmusical com base em medidas acústicas e do
ious mechanisms not directly associated with the producgesto físico,” Master’s thesis, Universidade Federal
tion of sound, such as the movements of the body, or the
de Minas Gerais, Programa de Pós-Graduação em
facial and gesture expressions of a conductor, as a mean
Engenharia Elétrica, 2012. [Online]. Available: http:
of maintaining the desired interpretation imaginary. We
//hdl.handle.net/1843/BUOS-8D4EJ8
believe that the recurrence of body movement patterns ob[9] B. Caramiaux, M. Wanderley, and F. Bevilacqua, “Segserved between performances of the same musician is a
menting and parsing instrumentalists’ gestures,” Jourstrong indication of gesture encoding of the planned, denal of New Music Research, vol. 41, no. 1, pp. 13–29,
sired, imagined interpretation to be realized. On the other
2012.
hand, when we verify that musicians tend to bend their gestures towards the gesture patterns of the leader, we might
[10] E. Teixeira, H. Yehia, M. Loureiro, and M. Wanderley,
hypothesize that such gestural adjustments reflect his or
“Motion recurrence analysis in music performances,”
her ability of musically “fitting”. As musicians in an orin Proceedings of the Sound and Music Computing
chestra commonly “get used” to the gestures of a conductor
Conference 2013, R. Bresin, Ed. Stockholm, Swevery quickly, it might be possible to assume that musicians
den: Logos Verlag Berlin, 2013, pp. 317–322.
are able to learn to “read” the movement of their partners.
Further multimodal investigations of musical performances [11] P. Keller, G. Knoblich, and B. Repp, “Pianists duet
may facilitate the comprehension of the creative process
better when they play with themselves: On the possiunderlying musical interpretation, which could shed light
ble role of action simulation in synchronization,” Conon questions such as: why some musicians feel more comsciousness and cognition, vol. 16, no. 1, pp. 102–111,
fortable playing with a particular partner? Would gestural
2007.
information contribute to this? We think that the frame[12] P. Keller and M. Appel, “Individual differences, audiwork proposed in this paper would contribute to answer
tory imagery, and the coordination of body movements
these questions.
and sounds in musical ensembles,” Music Perception,
vol. 28, no. 1, pp. 27–46, 2010.
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ABSTRACT
We propose a category of mobile phone musical instrument
called ‘ubiquitous instrument’. We present a conceptual
framework that identifies ubiquitous instruments as a cultural
site for popular and professional performance practice. Elements of this framework depend upon community involvement to standardize instrument profiles and inter-instrument
communication shared across the network. We suggest OSC
as the foundation for this network standard and propose definitions for the range and use of ‘musical objects’. We present
4Quarters, a collaborative music performance system driven
by mobile phones, which approximates the ideal of ubiquitous
instruments and demonstrates the use of musical objects.

1. INTRODUCTION
In recent years, there has been a steady increase in the
number of mobile music applications. Hardware in mobile phones offer increasing computational power, improvements of onboard sensors, and greater storage capacity. Mobile phone software will steadily improve and
operating systems will develop increasingly sophisticated
means for gestural capture. Music apps, in particular,
will reach a growing number of users as educational opportunities and institutional support provide economic
incentives for designers of creative apps. We observe
that mobile phones are already employed artistically with
novel networking strategies and intentions. Mobile
phone orchestras such as the Michigan Mobile Phone
Ensemble and the Stanford Mobile Phone Orchestra generate an ever-growing repertoire of works. [1, 2, 3, 4]
Meanwhile, there is a growing body of scholarship concerned with mobile phone music. [5, 6, 7]
Despite these trends, mobile phone music performance
has not yet ‘caught on’ in popular consciousness. Many
have not yet had the experience of playing a mobile
phone. The mobile phone, as musical instrument, is still
being defined and it will take time before a common performance practice crystallizes. [8]
At the same time, however, widespread acceptance of
mobile phone technology, combined with new trends of
wearable smart technology, indicate changes in our daily
communications practice and our consumption of Internet
media. Our dependence upon fixed, monolithic, desktop-

David Reeder
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New York, NY
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based computing tools is quickly evolving towards the
Internet of Things. This new world of ubiquitous computing distributes digital resources around us, embedding
computing functionality into our mobile phones and the
common objects we encounter.
Wide acceptance of mobile phones also gives authority
to new user interfaces, patterns of network usage and
daily interaction with global data sources. Features we
now take for granted include malleable touch interfaces
and the usual collection of onboard sensors such as gyroscopes, accelerometers, cameras, and microphones. [9]
1.1 Ideals and Purpose
Our shared digital environment is ready-made for the reoccurrence of social music-making. [6] Long ago, as in
the time of Victorian England, musical instruments such
as piano and guitar played a pivotal role in the social life
of families and communities. Over time the role of these
instruments was replaced by advances in recording and
playback technology, beginning with the phonograph,
later followed by home entertainment systems. Today,
mobile phones have replaced the storage, selection, and
playback functions of entertainment systems, while simultaneously introducing commonly understood, yet complex user interfaces. Meanwhile, the “social net” encourages the creation of mobile apps that unite groups of people over common interests. This combination of musical
functionality, interfaces, and social engagement is reminiscent of the musical and social role played by the piano.
We believe this combination of trends enables an extraordinary future for instrument design, notably the creation of ubiquitous instruments in the digital realm and
their capability to communicate across the network via
musical objects.
1.2 Cultural Presence of Ubiquitous Instruments
We recognize ubiquitous instruments (UbIs) as a class of
digital musical instruments (DMIs) that represent, as individual devices or in coordinated collections, the return
of a well-known cultural site for music making. They are
ubiquitous not just because they use mobile phones in
their capacity as ubiquitous computing devices, but also
because they provide a general set of performance interfaces that are natural to those using mobile phones on a
daily basis. We are optimistic that these interfaces represent a flexibility of design that encourages expression

Copyright: © 2014 Nathan Bowen and David Reeder. This is an openaccess article distributed under the terms of the Creative Commons Attribution License 3.0 Unported, which permits unrestricted use, distribution,
and reproduction in any medium, provided the original author and source
are credited.
- 520 -

Proceedings ICMC|SMC|2014

from musicians at all levels, whether casual, amateur,
professional or virtuoso, as do acoustic ubiquitous instruments of historical import such as piano or guitar.
Section 2 provides our conceptual framework for the
presence ubiquitous instruments. We believe this framework describes an historical situation that is repeating
itself in the context of contemporary mobile phone technology.
It is not clear that a digital ubiquitous instrument has
yet been invented. For those of us who aspire to the challenge, there are new problems to be solved. Mobile
phone interfaces are more abstract than the piano: their
visible construction does not imply a concrete structural
mode of composition, as do the keys of a piano or the
frets of a guitar. Problems posed by the non-concrete,
malleable nature of contemporary digital devices are
countered by at least two distinct advantages: 1) mobile
phone networking allows UbIs to communicate, sharing
performance data to influence sonic outcomes; 2) the
language of sound elements (and associated compositional forms), employed by an UbI is flexible and can take
any form.
1.3 Musical Objects
Allowing UbIs to share data over the network enables
two or more instruments to interoperate, even when developed in isolation. Before we can rely on the integrity
of shared network data, we must first standardize the set
of musical objects, a consistent and predictable encyclopedia of identifiers designating typed values and functions in the service of musical expression.
The MIDI standard provides a well-known example of
musical objects including definitions for velocity, aftertouch, pitch-shift, note on/off, system exclusive messages, and more. [11] These terms may still be valuable,
though their transmission format and data types are
bound by the requirements of legacy technology. We
believe Open Sound Control (OSC) provides sufficient
foundation for a public language of UbI expression. [12]
Section 3 proposes that OSC be adapted to describe an
extended set of musical objects.
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excerpts or smaller morphological divisions. Samples,
like notes, may be further defined by the technique of
production, in this case the character of the studio in
which they were recorded or the practice of their reproduction (e.g. turntablism). By ‘patches’ we mean sounds
generated by digital synthesis. We assume large sets of
parameterized patches would be used to develop a naturally cohesive language of sounds. Use of real-time configurable patches assumes the presence of a synthesizer
engine, whether in local software or available via the
network. For an instrument to be sonically modal, we
simply mean that it is capable of producing sounds from
multiple, distinct sound languages. We believe many
divisions between and within these initial three modalities are possible and should be encouraged by the needs
and imagination of composers and instrument builders.

2. UBIQUITOUS INSTRUMENTS
The following conceptual framework for ubiquitous instruments is specific to the mobile phone (or other common mobile devices). Our approach reflects choices and assertions
about instrument construction and the very definition of musical instruments in the context of mobile phones. We list a
number of mutually dependent points, divided into three categories, the sum of which describe an environment supporting
the cultural presence of ubiquitous instruments as a common
cultural site for musical expression.
A full consideration of this list is beyond the scope of this
paper. Some comments of clarification will follow.
2.1 Cultural and Economic Presence
i)

There exists a compelling body of artistic output
and achievement;
ii) There exists a steady repertoire of works, in a
range of difficulties;
iii) Performance virtuosity is rewarded with social status and provides inspiration for anyone interested
in the instrument;
iv) Educated listeners are intuitively able to distinguish between excellence versus gratuitous mistakes in performance, or superior form versus poor
judgment within a composition;

1.4 Sonic Modalities
Mobile phones may offer sound constructions from any
possible set of elemental sound units, or sonic modalities. We define a modality as a language of sound elements, such that each element is the smallest possible
sound unit that clearly distinguishes itself against all other elements in the collection and which, in and of itself,
contributes an essential and unique character to the whole
collection, thereby defining the sonic space inhabited by
the whole collection. A traditional example of this is a
scale of pitches. We identify at least three sonic modalities: notes, patches, and samples. A modality of ‘notes’
indicates sounds organized in traditional sets of pitches
(for example, as defined by Western European music
theory). Clearly the tuning, scalar count, and distribution
of notes depends upon the tradition from which they are
drawn. ‘Samples’ indicate digitally sampled material, not
whole works or tracks of extensive duration, but usually

2.2 Social and Personal Presence
v) Interested persons are able to understand the ubiquitous instrument interface immediately and intuitively, regardless of their degree of commitment to
professional performance;
vi) Performance practice, at any level of expertise,
plays a natural role in community building;
vii) Advancement of skill is cultivated and reinforced
through institutional tradition and, sometimes, unforgiving discipline;
2.3 Structural and Compositional Presence
viii) Physical interfaces and musical complexity enable
upward mobility towards mastery of virtuosic performance technique;
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ix) Performers will have access to compositions in a
variety of styles and genres;
x) UbIs will support one or more sonic modalities as
a means to organize elemental units of sound into
languages of sound;
xi) UbIs enable performance of works of any duration,
from short to very long;
xii) Instrument interfaces (including orthogonality between interfaces) accommodate a wide and varying range of durations between which musical decisions may be made by the performer, whether
kinetic or driven by meta data. This range of durations is bound by two extremes: the exploratory
movement of casual players and the dexterity of
virtuosos [13];
xiii) UbIs leverage characteristics unique to DMI including operating system services, data storage,
and network capabilities;
xiv) UbIs send, receive, and execute musical objects
shared between nodes (whether foreign or familiar) via
instrument profiles and musical programming interfaces.
These points emphasize our sense of the gravity and rewards
that come of building ubiquitous instruments. Whereas the
first two categories (cultural and social) provide material that
can be divided across individual development efforts, the
points of structural and compositional presence, especially xiv,
can only be implemented by the larger community through
dialog and shared results. We propose the use of OSC to define a public standard for shared musical objects in Section 3.
Points viii and xii consider the role of virtuosic performance technique. By comparison to their acoustic
counterparts, digital UbIs generally have much less playable surface area. Consequently, the kinetic effort necessary to activate the instrument is diminished or simply
different. However, we note that touch interfaces imply
meta data. Unlike the GUI of personal computers, a mobile phone generally displays only one window at a
time—one knows to look around the edges of the window, or behind the window, and knows that a phone represents a collection of active windows and settings, most
of which are not visible. Meta thinking about windows,
or malleable data planes, is a new shared construct [10]
that can lead to new forms of virtuosity in mobile phone
instrument performance.
The UbI abstraction implies that there will be a diverse
class of digital instruments that embody and transform
the ubiquitous qualities of the acoustic cultural instruments in our past. Not just one ubiquitous instrument
will be created, but many – in the digital realm, singularities are replaced by multiplicities. Despite their variety,
all UbIs should share basic interfaces and instrument profiles. Just as we naturally share images and URLs via
social networks, we should share musical objects via protocols between instruments. It is most likely that the true
UbI of popular consciousness will be a sum of the most
accessible parts of all instruments, successful because
they share network data and common musical practice in
an intuitive and universal manner.

3. OSC AS A VEHICLE FOR MUSICAL
OBJECTS
We believe OSC is capable of supporting a new language
of musical objects, enabling data exchange and interoperability between ubiquitous instruments. The original
architecture of OSC was neither intended as a standard,
nor equipped for protocol negotiation. CNMAT core
documents describe it as a “content format.” [13] Nevertheless, the existing foundation could be extended. We
suggest adapting OSC in the following manner:
a) Standardize a set of public OSC Address Patterns
for use in the global context;
b) Define OSC Packet exchanges in stateful protocols
to support node registration and synchronization,
and other uses of information sharing including
network and routing configuration;
c) Establish conventions for when OSC Packets should
be read as protocol packets (header plus payload) in
a negotiated exchange;
d) Send OSC Packets via broadcast and multicast as
well as point-to-point;
e) Enable OSC Methods and third-party APIs as data
processing engines and/or data sources;
f) Establish conventions for negotiating OSC version,
allowing graceful fallback to OSC version 1.0 in
case of error.
Many of these uses are anticipated in the CNMAT core
documents defining the scope and expected usage of OSC
versions 1.0 and 1.1. [13, 14] We believe these additional features can be standardized without disrupting current
conventions characterized by existing OSC applications.
Supporting this feature set requires updating the libraries that parse OSC Packets. Some suggest using colocated network services (e.g., Bonjour [15]) as a complement to services not normally provided by OSC. We
believe it is simpler and more robust to bundle all network and information sharing functions together. We
also expect to engage a period of protocol design and
experimentation that requires full control over packet
headers and data payloads. In the long run, a wellestablished protocol would ideally be integrated into the
operating system of the supporting node and standardize
its coexistence with supporting protocols.
3.1 Public, Vendor, and Private Address Patterns
To standardize the global namespace of OSC, we propose
dividing the set of all possible OSC Address Patterns into
three categories: public, vendor and private. Private OSC
Addresses adhere to no global standard and are defined
according to the needs of local systems that do not expect
to interact with external systems. In this case, there are
no limits on the namespace of OSC Addresses. Private
usage is identical to the scope of OSC version 1.0 and is
analogous to using Class A, IPv4 private 10.* addresses
on a private IP network.
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We suggest public and vendor addresses partition the
global root of OSC Address Patterns into a small set of
symbols, such as /public and /vendor, designating OSC
Address trees with different functions. Public OSC Addresses would identify common resources available in the
data ecosystem shared by all applications. Vendor OSC
Addresses would include address roots assigned to public
institutions such as universities, research organizations,
and businesses. Though some subset of vendor OSC
Addresses may be publicized for global use (and may
eventually be promoted into the public tree), their owners
would retain control over their address trees and would
manage the release of changes on their own schedule.
Public OSC Addresses, on the other hand, would be chosen only via deliberation of publicly elected interests
driven by common consensus and would represent the
most stable and reliable portion of the global OSC address space.
Section 4 of this paper provides an example of public
OSC Address Patterns that the 4Quarters application
expects to send and receive between collaborating OSC
implementations. It is natural that a subset of public addresses will terminate with OSC Methods named according to objects, functions, or data sources in the realm of
mobile phone technology such as gyroscope, accelerometer, and other musical objects common to multi-touch,
wearable, or ubiquitous interfaces.
We expect the public tree of OSC Addresses will preserve some or all of the MIDI standard under a single
root, such as /public/midi. This root would represent a
taxonomy of MIDI functions and data types. Where possible, these data types would be non-destructively expanded to match contemporary computing capabilities,
such as encoding fields as floating point or 32-bit integer
values. It may also be productive to update formats and
ranges for channel naming, time codes, and note durations.
There are many other creative and computationally
powerful means served by a public OSC Address space,
including the definition of active processes that fetch data
or manipulate other OSC Addresses. An example of this
is the CNMAT o.expr library. [16] The functionality of
such libraries might naturally reside in a modularized
open-source stack for OSC parsing, capable of loading
distinct modules for just-in-time evaluation. Such an
infrastructure might also generalize to include plug-in
modules that quickly represent common commandline
applications or third-party data sources.
3.2 Universal Resource Identifier Scheme for OSC
As a means to unify this standardization effort, we suggest creating a new Universal Resource Identifier (URI)
scheme for OSC, named osc: . [17] This form leads to
many new questions beyond the scope of this paper. We
know such a URI scheme is appropriate for many realtime uses of OSC which "fire and forget," sending a single OSC Message in real-time, encapsulated in a single
OSC Bundle. Such uses map well to the Common
Internet Scheme Syntax of RFC 1738 [18]:

Perhaps an HTTP-like protocol supporting GET and
POST will allow OSC clients to poll one another as an
alternative to being passive receivers? Meanwhile, some
solution is required to economize bandwidth by compressing repeated OSC Address prefixes or to use relative
pathnames or URI fragments. [19, 20] Should state be
maintained by the client or by the server offering a particular service? How might OSC Address Pattern matching be adapted in an OSC scheme?
Answering these questions cannot be decided in isolation. Developing a public standard requires organization
amongst vested individuals and institutions, whether they
are keen to develop ubiquitous instruments or simply
interested to share OSC data in a reliable manner. We
suggest that standardization of identifiers by a central
authority follow the model of the Internet Corporation for
Assigned Names and Numbers (http://icann.org) and development of technologies in the OSC ecosystem follow
the model of the Internet Engineering Task Force
(http://ietf.org). Should this effort clearly appeal to a
critical mass of conference participants, the authors will
endeavor to establish a well-publicized website and mailing lists as an open forum to spearhead an application to
the Internet Assigned Numbers Authority (http://iana.org)
for a provisional OSC URL scheme. [17]

4. CASE STUDY WITH 4QUARTERS
To illustrate our efforts to embody the UbI ideal, we present 4Quarters. We view this instrument as a work in
progress, not as a complete example of an ubiquitous
instrument. [21] The final version may vary dramatically
from the current example. 4Quarters highlights elements
of the UbI problem space (Section 2) and demonstrates
the suggested promotion of OSC to a protocol with a
global namespace (Section 3).
4.1 Architecture
4Quarters is modeled after Schnell and Battier’s notion
of a composed instrument system. [22] It is comprised of
several mobile phones functioning as controllers and a
desktop computer acting as server and audio production
engine. Sound from all performers is funneled into a
stereo image, allowing performances to take place easily
in the home or in a concert hall, where the computer
might be plugged into an entertainment system or concert
PA. Communication between nodes requires a wireless
local area network where OSC messages are sent to and
from the server and between the mobile nodes (Figure 1).
The current implementation of 4Quarters depends
upon three core technologies: iOS, Java and Max/MSP.
The server is built in Max/MSP augmented by a Java
subsystem via the mxj object to handle OSC packets.
Nodes are implemented as native iOS apps. All rely on a
general purpose OSC parsing subsystem, derived from
open source and enhanced per the suggestions in Section
3. We expect to release this customized OSC code to the
public domain.

osc://<host>:<port>/<OSC_Address_Pattern>
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Generations of youth have exchanged music recordings
via cassettes, compact discs, and MP3s as a form of social discourse and self-expression. Such exchanges contributed to the widespread cultural practice of remix and
personalized playlists. Using samples as a sonic modality
taps into popular music playback traditions.
Other modalities within 4Quarters are under development: specifically, digital synthesis as a means to produce
‘notes’ and to manipulate sample data. Control parameters presently include sound file and sound bank selection, volume control, equalization, and envelopes. Each
user may dynamically access up to sixty samples, divided
into five banks of twelve samples each. Volume settings
may be applied to individual samples or to the user’s mix
output.
4.4 Observations on Performance Practice

Figure 1. Basic architecture of 4Quarters.
4.2 Performance Paradigm
As has been the intent in several mobile phone projects
[23, 24, 25, 26], 4Quarters is designed to be fundamentally collaborative, blurring the lines between composer,
audience and performer. Presently the system can accommodate up to twelve players. A heads-up display
from the server provides a central visual interface continuously updated with all user activity. Matching each user’s assignment, the space is divided into four quadrants,
each with its own color (Figure 2). If there are more than
four players, various sound controls that correspond to
single color may be divided amongst the players. Player
color functions as a signifier for team coordination. For
example, red player A may control volume, while red
player B controls EQ.

4Quarters assumes all participants to be in the same
space engaged in a situated performance or jam session.
This situation has ramifications that affect interface
choices, particularly as it pertains to the visual interface.
By testing this system with first-time users, several design problems have come to bear. For instance, eye contact between performers does not come without a conscientious effort. Eyes tend to focus on the central screen or
on the device screens. As has been noted elsewhere [27,
28], facilitating eye contact between performers and/or
the audience is crucial to help generate a sense of
‘liveness.’ Our next version of interface design minimizes the use of buttons and sliders. Essl and Rohs have
authored an excellent ‘orchestration’ guide for present
day mobile devices, highlighting various sensors and
their expressive potential. [9] Through trial and error we
believe a minimal phone interface coupled with a heavy
reliance on tilt, gyroscope, accelerometer, and multitouch will promote a performance experience that intuitively guides users to keep their heads up. Additionally,
these particular sensors have the most potential for nuanced expression and to accommodate virtuosity.
4.5 OSC Implementation

Figure 2. Master interface for all players in 4Quarters.
4.3 Use of Sonic Modality
The original sonic modality of 4Quarters is to sample and
manipulate prerecorded audio files. This choice is a deliberate reaction to how portable music devices have replaced the record player as a music entertainment device.

Per Section 3, the 4Quarters desktop OSC server and
iPhone OSC clients communicate via a combination of
broadcast advertisements and point-to-point messaging,
not dissimilar from other implementations. [15, 29, 30]
Advertisements have many functions depending upon
their source and data payload, such as service location or
asserting the current state of a node. It is assumed that
advertisements are broadcast on the local network. In
some cases, point-to-point exchanges are also broadcast –
though OSC Packet headers will target a specific node,
the packet payload may be of use to other nodes. This
limits the need to re-broadcast or multicast ephemeral
data to multiple endpoints and consumes no additional
bandwidth.
Our node/server ecosystem consists of three entities: a
single server for audio output, one or more performance
nodes to trigger sounds on the server, and a master node
to coordinate between the nodes and the server. The
master node is elected from the set of performance nodes
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on a first-come, first-serve basis. OSC Packets are periodically broadcast as advertisements from each node as a
means to identify their individual roles and capabilities.
Each OSC receiver shares the same software subsystems
and libraries to parse incoming and outgoing OSC Packets.
Every broadcast OSC message must lead with a bundle acting as a protocol packet header employing OSC
Address Patterns as traditional packet data fields. At
minimum these fields must include: protocol version,
sender ID, receiver ID, packet type, and data. System
level packet logic may evolve over time to indicate other
services such as priority packet handling.
In summary, the packet ecosystem of 4Quarters includes:
• service location advertisements
• node state updates
• broadcast state announcements
• point-to-point exchanges, especially for group
join/departure
• data between performance nodes and the server

We assume the public portion of the protocol for musical
objects contains definitions of common mobile phone
sensors, notably accelerometer and gyroscope. Ellipses
throughout indicate options for additional or extended
OSC Address Patterns. This example includes an OSC
pre-processing engine in the public portion, optimistically
incorporating the o.expr framework [16] under
/public/library. Vendor specific elements unique to
4Quarters are listed in the private portion of the
namespace under a root reserved for this project.
/osc/version
/osc/protocol
/public/sensor/accelerometer
/public/sensor/gyroscope
/public/sensor/. . .
/public/library/cnmat/o/expr
/public/library/ccm/. . .
/public/library/. . .
/vendor/4quarters/ui/slider/gain
/vendor/4quarters/ui/slider/Q
/vendor/4quarters/ui/xy
/vendor/4quarters/ui/. . .

The first four packet types establish signaling and node
awareness in a dynamic mesh network. The last type
comprises the bulk of the packet transmissions and is
where musical objects are exchanged (Figure 3).
4.6 Examples of Musical Objects
Lastly, we complement the discussion in Section 3 with
simple, but concrete examples of OSC Address Patterns
from the perspective of 4Quarters. We suggest a possible hierarchy, absent OSC Arguments. In this case, we
also omit details of syntax required by the proposed URI
scheme. We defer to future work for a demonstration of
full protocol exchanges containing full packet headers
and data definitions describing network configuration and
mobile phone performance vectors.

/vendor/4quarters/settings/gain/enabled
/vendor/4quarters/settings/Q/enabled
/vendor/4quarters/settings/nodeIP
/vendor/4quarters/settings/serverIP
/vendor/4quarters/settings/. . .
/vendor/. . .

Note the distinction between the private project root
over which we have full control,
and the public OSC Methods under /public/sensor
which we also implement, but do so against a public
specification defining how those sensors should behave.
Clearly, there would be other interests named under
/vendor just as the hierarchy under /public/sensor and
/public/library will develop according to needs
demonstrated by the community. Just as each of these
musical objects communicates a set of parameter values,
each may be the root for any degree of complexity necessary to express its command set and internal state.
/vendor/4quarters,

5. CONCLUSION

Figure 3. OSC Packet Ecosystem of 4Quarters.

This paper presents definitions for ubiquitous instruments, musical objects and sonic modalities as a
framework for discussion and development of new instruments on the mobile phone platform. We provide a
conceptual framework for the re-emergence of socially
shared musical performance. We call on the community
to define a global standard of OSC exchanges for the
purpose of enabling two or more distinct and separate
mobile phone instruments to interoperate. 4Quarters is
presented as an incremental step towards the ideal of a
ubiquitous instrument that also demonstrates how a
standardized OSC protocol could be used.
We welcome ideas about other approaches to the
ubiquitous instrument and its accompanying hurdles,
such as using the public web infrastructure as an approximation to defining cultural sites for musical exchange.
[30, 31]
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ABSTRACT
Movable Party is a mobile, real-time interactive music
system where audience-participants pedal stationary bicycles to generate power and perform interactive music.
Inspired by nakashi Taiwanese street performance culture, Movable Party creates a bustling public and streetside vibrancy in the decentralized metropolis of Los Angeles. The system consists of three stationary bicycles,
each equipped with rear wheel hub motors that generate
enough energy to power a medium-sized public address
system. The bicycles are also equipped with sensors to
track rear wheel speed as well as rider position, transforming them into interactive musical instruments in two
different modes: Interactive DJ and Step Sequencer. The
Interactive DJ mode enables a laptop performer to create
and mix music with data from the three bicycles. The
Step Sequencer mode enables rider-participants to directly control a three-voice, eight-step sequencer. Sonic
mappings are focused on representation of rear wheel
speed, which translates directly to power generation.

1. INTRODUCTION
Interactive music systems require human participation,
and as such provide an opportunity to invite nonmusicians to engage in the process of music making [6].
Novice performers can be encouraged to participate in
these systems by converting familiar, everyday actions
into musical results. Considering that participants will not
have much of an opportunity to learn the system, the user
interface must be easy to understand, and mappings must
be immediately salient. This may prevent these systems
from possessing all of the complexity and expressivity of
traditional musical instruments, however striking the
right balance between these elements will incentivize
continued participation [1].
Embodying this paradigm, Movable Party is a mobile
interactive music system where audience-participants
pedal stationary bicycles to generate power and perform
interactive music (see Figure 1). Created for pop-up performances on the streets of Los Angeles, Movable Party
highlights themes of community engagement and sustain-

able energy by sonically mapping power generation to
musical outcomes. The project is inspired by nakashi, an
itinerant musical practice rooted in postcolonial street
culture in Taiwan [9,11]. Created by the Movable Parts
collective, Movable Party was completed in collaboration
with students from Occidental College and members of
Los Angeles based community arts and bicycling groups.
The Movable Party system consists of three bicycles
fixed on trainers, each equipped with a hub motor, sensors, and Arduino microcontroller. The system can generate enough power to continuously run a medium-sized
(300W) public address (P.A.) system. This allows for
amplified musical performances without the need for
external power. Sensor data from the bicycles is mapped
to musical parameters of sound generation and processing
in two modes: Interactive DJ and Step Sequencer. The
Interactive DJ mode enables a laptop performer to use
data streams from the bicycles to control and process
soundfile playback and synthesis. The Step Sequencer
mode enables rider-participants to directly control a
three-voice, eight-step sequencer. Both modes feature the
sonification of rear wheel speed, providing riders with
acoustic feedback on the amount of power they are generating in real time. Since sound is only produced when
riders are pedaling, Movable Party actively encourages
participants to engage in the processes of music making
and power generation.

Copyright: © 2014 Steven Kemper et al. This is an open-access article
dis- tributed under the terms of the Creative Commons Attribution License 3.0 Unported, which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are
credited.
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Figure 2: System design.

2. RELATED WORK

3. SYSTEM DESIGN

Adapting the spatial fluidity and “low-tech” innovations
of Taiwan’s nakashi street culture, Movable Party was
conceived of as a way to create a bustling public and
street-side vibrancy, with a focus on sustainable energy,
in the decentralized metropolis of Los Angeles. Brought
from Japan during the colonial era in Taiwan, nakashi in
its original Japanese “Nagashi” (流し), meaning “flow,”
refers to a flexible mode of performance. Nakashi musicians amplify instruments such as the guitar and accordion through loudspeakers to make ad hoc performances,
traditionally in tea parlors and hot springs resorts
throughout Taiwan [11]. Over time, nakashi performers
innovated their practice by turning toward streets and
public spaces including parks and temple plazas, constructing mobile and self-powered performance platforms. Movable Party extends this tradition by inviting
members of the public to participate in the musical performance.
Movable Party’s power generation technology is based
on a bicycle-powered generator designed for the 2011
Seattle Bicycle Music Festival [7], which itself was a
version of Rock the Bike’s commercially available pedalpowered system [4]. Movable Party extends the power
generation capability of these systems by turning the bicycles into interactive musical instruments.
Other interactive bicycle projects include the Turntable
Rider by the Japanese bike-sharing service Cogoo [2] and
Andrew Nagata’s Two Wheel Dissonance [5]. As a novel
interactive instrument Movable Party differs from these
systems in a few ways. First, Movable Party is a participatory system, where riders take turns pedaling in order
to generate power and make music. The entire system is
stationary, which allows the direct mapping of rear wheel
speed to musical parameters, without having to maintain
a minimum speed to keep the bicycle upright. The method of mapping rotational data from a wheel to musical
parameters is similar to the Gyrotyre [8], however the
ability to control the speed of the wheel through pedal
power creates a much stronger relationship between
physical gesture and sound production. This allows participants to create music using familiar actions, as opposed to the Gyrotyre, which is handheld and performed
more like a traditional musical instrument.

The Movable Party system is designed to both generate
power and provide rider interaction data, including rear
wheel speed and rider position. In order to capture generated power, hub motors attached to the rear wheel of each
bicycle are connected in parallel to a charge controller
and a 24V battery. A power converter converts the power
stored in the battery to 120V AC. The charge controller,
battery, and power converter are housed in a separate
“power box” that is connected to all three bicycles. The
power generated by this system is used to power a stereo
P.A., a computer running Max, and a USB hub that powers the Arduino microcontrollers (see Figure 2). To ensure the system is generating enough power, both the
voltage generated by the bicycles as well as wattage coming from the power converter are monitored.

Figure 3: Sensor/Arduino configuration.
Three sensors on each bicycle provide data for interactive musical performance: the Hall effect sensor in the
rear wheel hub motor and two force sensing resistors
(FSRs), one under the right handlebar grip and one on the
saddle (see Figure 3). Sensor data is collected using an
Arduino Uno microcontroller and transmitted via USB to
a computer running Max. The Arduino converts Hall effect sensor data to revolutions per minute (RPM). Rising
voltage from the Hall effect sensors triggers a hardware
interrupt that keeps track of the number of wheel revolutions. This data is passed to the loop() function, where the
number of interrupts is divided by elapsed time in milliseconds and converted to minutes. If there are no Hall
effect sensor triggers after a fixed period of time (3 se-

- 528 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

conds), the Arduino will send out an RPM value of -1,
indicating that the wheel has stopped.
The handlebar grip and saddle FSRs are used to collect
data about rider position, for example whether the rider is
sitting or standing, as well as provide the rider direct control over sound generation and processing. Data from the
FSRs is read into analog inputs on the Arduino, and
packaged with the RPM data as serial output to Max. The
serial communication protocol is based on the Serial CallResponse code created by Scott Fitzgerald and Tom Igoe
[3].

effect sensors is mapped to either playback speed in the case
of sound file playback, or the frequency of a sawtooth wave
oscillator in the case of synthesis. The handlebar grip and
saddle FSRs are used to control different effects parameters.
The DJ can turn the sensor data on or off for each module, and
the scaling of each parameter can be manually adjusted from
its preset range. Additionally, a three-channel mixer allows the
DJ to fade between the signals being generated/processed by
each bicycle. See Table 1 for a complete list of mappings.
Module

Sensor
Data

Musical
Parameter

Playback

RPM

% of playback
speed

RPM

Frequency

Hand
grip FSR

Frequency
multiplier

Hand
grip FSR

Transposition
(positive)

Saddle
FSR

Transposition
(negative)

4. IMPLEMENTATION
Movable Party enables two different modes of interactive
performance: Interactive DJ and Step Sequencer, both
created in Max. The Interactive DJ mode enables a
“trained” laptop performer to create and mix music with
data from the three bicycles. In this mode, the laptop performer (who is not a rider) controls how data is mapped
and is responsible for the final musical output. In contrast
to this centralized control model, the Step Sequencer
mode provides rider-participants direct control over the
musical output.
Both modes feature the musical mapping of RPM data
from the rear wheel. Though rider-participants are free to
pedal at whatever speed they wish, most riders pedal at a
consistent speed. This posed the challenge of how to produce interesting musical results with consistent data, necessitating a different paradigm from non-stationary systems such as the Turntable Rider [2]. The mappings of
RPM data are designed to provide auditory feedback to
riders about their current speed, as well as to incentivize
them to pedal at a fast enough rate to provide power to
the system [10].

Saw Synth

Pitch
Shifter

Ring Modulator

Hand
grip FSR
Saddle
FSR
Hand
grip FSR

Filterer

Saddle
FSR

4.1 Interactive DJ

Degrader

Hand
grip FSR
Saddle
FSR
RPM

Delayer

Hand
grip FSR
Saddle
FSR

Modulator
frequency
Band-pass
filter center
frequency
Band-pass
filter Q factor
Resampling
frequency
ratio
Bit depth
Delay time
Wet/Dry mix
Feedback %

Mappings
84 RPM = 1
x playback
speed
RPM = frequency
1-6 x frequency
0-24 semitones above
original
pitch
0-24 semitones below
original
pitch
0-200Hz
modulating
frequency
30-10,000Hz
0.2-5 Q
0.05-1Hz
resampling
frequency
3-16 bit
depth
RPM of 0120 mapped
to 500-10
ms
0-1 (0=dry,
1=wet)
0-0.95 %

Table 1: Interactive DJ Sensor Mappings.

Figure 4: Interactive DJ Max Interface.
The Interactive DJ mode allows a laptop performer to mix
three channels of audio using sensor data from the bicycles for
both sound generation and processing (see Figure 4). Each
channel is associated with a specific bicycle, and contains a
sound generator and effects processing module. The laptop
performer may select either a sound file or synthesis as the
sound generator for each channel. RPM data from the Hall

In performance, riders achieved an average speed between 70-90 RPM. For sound file playback, 84 RPM is
mapped to normal playback speed. This incentivizes riders to maintain a consistent speed, as acceleration/deceleration would continuously alter the speed of
sound file playback. While some riders played with the
effect of rapidly changing speed, most chose to maintain
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a consistent pace that produced close to original playback
speed.
In the case of synthesis, RPM data is mapped directly to
frequency and the handlebar grip FSRs control a frequency multiplier. The synthesis performance mode leaves
control of sound generation to riders, with the DJ controlling the mix between each channel as well as effects processing. In performance the synthesis mode produced a
“noisier,” more experimental texture. Riders were more
likely to rapidly change the rate at which they were pedaling, as well as to try and match the pedaling speed of
their fellow riders in order to match pitch.

High voice

Filterer

RPM

Pitch

Hand
grip
FSR

Band-pass
filter center
frequency
Band-pass
filter Q factor

Saddle
FSR

RPM of 0-120
mapped to
400-1800 Hz
200-1,000Hz
0.2-4 Q

Table 2: Step Sequencer Sensor Mappings
By pedaling fast enough, riders step through a preprogrammed series of sequences. In order to reach the next
sequence, the rider must maintain BPM (tempo) above a
set threshold for a certain number of repetitions. This
threshold is initially set to 120 BPM (69 RPM), however
it is adjustable. If the rider slows down and BPM falls
below this threshold, the sequencer will return to the first
sequence. By programming in sequences of increasing
complexity, the Step Sequencer becomes a musical challenge to the rider: maintain the tempo above a certain
threshold and get “rewarded” by reaching a more complex musical outcome.

4.2 Step Sequencer

4.3 Movable Party in Performance
Figure 5: Step Sequencer Max Interface.
The Step Sequencer mode, which was developed after the
initial deployment of the system, allows riders direct control of the musical output (see Figure 5). The sequencer
consists of a three-voice, eight-step grid, with a sound
palette that is evocative of early drum machines such as
the Roland TR-808. The voices are made from synthesized tones in low, middle, and high frequency ranges. In
performance each bicycle controls its own sequencer. The
use of this limited sonic material allows riders to easily
hear how the data from their bicycle affects the musical
texture.
The tempo of the triggering pulse (BPM) is controlled
by RPM data coming from the bicycle. RPM also controls the pitch (frequency) of the high voice, so as the
tempo increases, so does the pitch of this voice. The saddle FSR is used to detect if the rider is seated on bike or
not. If the rider stands up, the sequence will stop, allowing the rider to choreograph breaks. The filtering module
from the Interactive DJ mode has been included to give
the rider greater control over the sonic output. For a complete list of mappings, see Table 2.
Module

Sensor
Data

Musical
Parameter

RPM

Tempo

Saddle
FSR

Start/Stop
sequence

Sequencer

Mappings
RPM of 0-120
mapped to 40180 BPM
Standing up
stops sequence, sitting
down starts
sequence

Movable Party premiered in April 2013 at CicLAvia, a
bi-yearly event that closes the streets of Downtown L.A.
to vehicular traffic, attracting over 150,000 participants.1
The system was set up in a prominent position in front of
MacArthur Park, drawing a steady flow of participants
throughout the day.
Overall, participants preferred the Interactive DJ synthesis mode, while audience members preferred the sound
file playback mode. The synthesis mode made it easier
for participants to hear how their pedaling directly impacted the music. Providing participants greater control
over the sound forced them to be more attentive to their
movements, which required greater concentration. Therefore this mode was best deployed for short periods of
time (< 5 min.).
The conflict between what was sonically interesting for
the audience and for participants reflects an inherent challenge in public performances where participation is limited to a few people at a time. Since CicLAvia, Movable
Party has been deployed in a variety of formal and informal contexts, with the addition of the Step Sequencer
mode. Though initially designed for public performances
by novices with no previous experience with the system,
the most compelling performance to date came from a
late-night impromptu jam session at the Knowhow Shop,
a Northeast L.A. fabrication/design shop. This performance featured the Interactive DJ Synthesis mode, and a
small group of riders performed on the system long
enough to master the expressive potential of the system.

1
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5. PERFORMANCE ISSUES
Both the Interactive DJ and Step Sequencer modes were
successful in allowing the general public to engage in
music making, though there are a few areas of design that
could be improved. Adding an external MIDI controller
to the Interactive DJ mode would enable the laptop performer more fluid control over the Max patch. Also, the
Interactive DJ software requires a trained performer, so
only those collaborators who were familiar with the system could use it successfully. The Step Sequencer mode,
on the other hand, was easily taught to members of the
public.
Visual display of power generation could also be improved. Currently, information on power generation from
each bicycle and the voltage level of the battery is available on a small display located on the power box, however
providing a visual display of each rider’s real-time power
generation would help attract participants and better educate the public about the amount of energy being generated and consumed. It would provide a visual cue to audience members as to how riders were affecting the sound.
The biggest technical issue encountered is that at certain times power generation causes interference with the
data coming from the hub motor Hall effect sensors. This
issue is particularly pronounced when high voltage spikes
occur due to fast pedaling from a standstill. After consultation with the manufacturer, it was determined that the
Hall effect sensor output needs to be isolated from the
rest of the system, using an RC filter with hysteresis.

Conference on New Interfaces for Musical Expression, Montreal, 2003, pp. 129–134.
[2] Cogoo. Turntable Rider.

https://cogoo.jp/turntablerider. Accessed 1/14/2014.
[3] S. Fitzgerald and T. Igoe, Serial Call-Response.

http://arduino.cc/en/Tutorial/SerialCallResponse.
2009, rev. 2012. Accessed 12/20/2013.
[4] P. Freedman, Pedal-Powered Music.

Ted@Vancouver (video).
http://talentsearch.ted.com/video/Paul-FreedmanPedal-powered-mus;TEDVancouver. Accessed
1/17/2014.
[5] A. Nagata, Two Wheel Dissonance.

http://cargocollective.com/andrewnagata/TwoWheel-Dissonance. Accessed 1/6/2014.
[6] R. Rowe, “Aesthetics of Interactive Music Systems.”

Contemporary Music Review vol. 18 no. 3 pp. 83-87,
1999.
[7] Seattle Bicycle Music Project.

http://www.seattlebicyclemusicfestival.com. Accessed 1/17/2014.
[8] E. Sinyor and M. Wanderley, “Gyrotyre: A dynamic

hand-held computer-music controller based on a
spinning wheel.” in Proceedings of the 2005 Conference on New Interfaces for Musical Expression,
Vancouver, 2005, pp. 42-45.
[9] J. E. Taylor, “Popular music as postcolonial nostal-

gia in Taiwan.” in Refashioning Pop Music in Asia:
Cosmopolitan Flows, Political Tempos, and Aesthetic Industries, ed. A. Chun et. al., Eds. New York,
NY: RoutledgeCurzon, 2004, pp. 173-182.

6. CONCLUSION AND FUTURE WORK
In the future we will work on creating a better visual experience for rider-participants and the audience, and allow more flexibility in interfacing with DJs using a variety of software. In order to provide riders with a more engaging experience, we plan on developing a tablet-based
GUI that displays information on the power they are currently producing, remaining battery power, and allows
them to change parameters of the Interactive DJ and Step
Sequencer modes to allow greater control over their own
performance. We will also adopt the MIDI protocol for
sensor data coming from the bikes. This will allow DJs to
use software of their choice to integrate data from the
bikes into their performances. Finally, we will develop
displays for the audience that indicate power generation
for each bike, rider speed, and a visualization of the music being produced that shows the link between power
generation and sonic output.

[10] B. Vlist et. al. “moBeat: Using Interactive Music to

Guide and Motivate Users During Aerobic Exercising.” in Applied Psychophysiology and Biofeedback
vol. 36 no. 2 pp. 135-145, 2011.
[11] Wang, X. Yi “Nakaxi Wei Hexin Kan Beitou Wen-

quan Wenhua Bianqen.
以那卡西爲核心看北投溫泉文化變遷（Nakashi as
a Lens to Study the Transformation of Beitou Hot
Springs Culture).” MA thesis, National Taiwan
Normal University, Taiwan, 2011.
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ABSTRACT
This paper describes the current development of a system
designed for the synchronization of musicians in polytempic music. In order to convey the tempo, an animation is
used that resembles the gestures of a conductor, which is
believed to be particularly comprehensible for musicians.
This system offers an alternative to the use of a click track
which is still the most common means for the purpose of
synchronization. The possibility to combine several devices in a network allows for the synchronization of several
players in ensemble music. It is hoped that this system promotes the creation and performance of music that exhibit
ambitious tempo polyphony as well as spatial distribution
of the musicians.
1. INTRODUCTION
1.1 Polytempic Music
Polytempic music is a music whose parts are based on different tempi. Creating polytempic music means to apply
the compositional techniques and concepts of polyphony
(i.e. the independence of parts) also to the parameter of
tempo. Historical examples can be found in the music of
the 14th and 15th century (for example mensural canons)
and then again in the 20th century. In his seminal book
New Musical Resources, Henry Cowell relates rhythmic
values to the ratios of frequencies [1]. Such ideas have later
been embraced by several other composers, for instance
Karlheinz Stockhausen [2]. Conlon Nancarrow’s Studies
for Player Piano are well known for exploiting the simultaneity of musical parts in different tempi, however, this
music avoids the human performer and replaces them with
a machine [3]. Useful information about polytempic music
can be found on John Greschak’s website which provides
an annotated bibliography 1 .
The performance of polytempic music always raises the
question of synchronization. If we think of a kind of polytempic music that requires an accurate simultaneity (i.e.
its parts are more than just “freely” coordinated) and if we
further assume that the different tempi are related to one
1 http://www.greschak.com/polytempo/ptbib.htm
(accessed: 25. March 2014)

another in intricate ratios or may even speed up or slow
down independently, it becomes evident that this music is
almost impossible (or at least very difficult) to perform for
an ensemble without the help of technical means.
1.2 Technology-Assisted Conducting
The use of technology to convey a tempo goes back to
the beginning of the 19th century when the mechanical
metronome was invented. With such a device at hand
it became possible to quantify musical tempo rather than
rely on traditional knowledge or the musicians’ judgement.
Technology-based conducting systems are a most important tool to enable the coordinated performance of polytempic music. Moreover, they lend themselves also to
any performance scenarios where there is no sufficient visual communication between conductor and players (for
instance because of long distances, complete darkness etc.)
Most technology-based conducting systems transmit
their cue signals acoustically; the old familiar click track
is still common practice. However, there are alternatives:
some systems convey the tempo visually and – especially
in more recent systems – also tactilely. In the case of
acoustic systems musicians are provided with earphones
through which they perceive a click track and possibly
other information as well. An early description of such
a system can be found in Emmanuel Ghent’s article Programmed Signal to Performers: A New Compositional Resource from 1967 [4]. The most basic visual solution consists of the flashing LED of a metronome or a blinking spot
on a computer screen. More elaborate solutions emulate
the gestures and indications of a conductor as, for example, the Virtual Conductor proposed by Raquel Baez et al
[5]. In order to perceive beats with one’s tactile sense it
is necessary to attach actuators to the musicians’ bodies.
There exist commercial tactile metronomes (for instance
the Peterson BodyBeat Sync 2 ), but such devices fall short
of supporting complex polytempic music. One can find, of
course, non-commercial systems which are more sophisticated yet often either experimental or highly specialized
(see for example [6]).
2. TECHNOLOGY

Copyright: c 2014 Philippe Kocher. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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The following section describes the technology-based conducting system the author has developed. The system
consists of a number of identical devices, each of which
2 https://www.petersontuners.com/index.cfm?
category=163 (accessed: 25. March 2014)
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combines an “electronic music stand” (a 24” flat screen
mounted on a microphone stand, see Figure 1) and a computer. These devices are synchronized among each other
via network connection. For rehearsals and practice, a
smaller setup consisting of only laptops can be used as
well. The software consists of several components which
will be explained hereafter.

gestures of a conductor: a downward movement indicates
a downbeat, a sideward movement any other beat (see Figures 3 and 4). If necessary, further subdivisions of the beat
can be indicated by the change of the bar’s width or colour.

Figure 3. A downbeat is indicated by a vertical movement
of the bar at the left edge of the screen.

Figure 1. An electronic music stand consisting of a 24”
screen mounted on a microphone stand.

Figure 2. An electronic music stand in the form of an ordinary 24” screen put on top of a grand piano.
2.1 The Virtual Conductor
The proposed system conveys the tempo by visual cues.
The beats are indicated by two animated bars which are
located on the left and top edges of the screen. The movements of these bars resemble in a simplified manner the
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Figure 4. Any other beat is indicated by a horizontal
movement of the bar at the top edge of the screen.
It is argued that the proposed visualization method that
uses animated bars to indicate the beats has the following
beneficial properties:
(1) Visual cues do not interfere with the performer’s hearing sense, which should be used solely for primary task of
making music, that is, listening to the sound of their own
instrument or to the other musicians in the ensemble. In
addition, visual cues are silent and therefore, on the one
hand, can be perceived by the performers even during very
loud passages of the music and, on the other hand, they do
not get accidentally overheard by the audience during very
soft passages.
(2) The visual sense is a common modality for musicians
to receive tempo-related cues, be they gestures from a conductor, the section leader or a chamber music partner. In
addition, if the visual cues are similar to a conductor’s gestures, the system can benefit from the familiarity of this
type of cueing mechanism and musicians will more readily accept it. To a certain extent, the metrical hierarchy of
beats is reflected, in that the first beat in a bar is indicated
similar to the downward stroke of a conductors baton. Furthermore, the position of the visual cues next to the score
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connects to a practice many musicians are quite familiar
with: to observe a conductor from the corner of their eyes.
(3) A continuous movement (as opposed to the punctual
click of a metronome, be it visual or acoustic) enables the
musician to anticipate the ictus of a pending beat, as they
would predict the time at which the conductor’s baton will
arrive at its low point. This anticipation of the beat is assumed to be especially advantageous in situation where the
tempo changes (accelerando or decelerando).
(4) On the other hand, the exact time at which a beat occurs is less distinct as, say, a metronome click would be.
The fact that the precise time of the beat is relatively indistinct gives the player a certain freedom to play slightly
ahead of or after the beat. This option to deviate from a
mechanical manner of performing music, allows for a more
musical and consequently more relaxed performance.

The possibility to jump to and start from any arbitrary point
in the piece is a most important feature in rehearsal situations. It requires, especially if the parts are to be played in
different tempi, some specific tempo calculations. Based
on a desired starting point, the actual starting point has to
be calculated in a way that there is at least one bar count in
for each instrument. A diagram to illustrate those calculations is shown in Figure 5.

2.2 Further On-Screen Elements
In addition to the indication of the tempo, other visual elements appear on screen. In particular, there is a counter
to display the bar and beat number as well as an indication of the current tempo. Other information, appearing in
the form of pop-up windows, give verbal prompts to the
musician, such as “wait for cue” or “fermata 20 seconds”
etc.
The biggest part of the screen is used to display the score.
The use of screens allows the musician to play continuously and unhindered by page turns, which are executed
automatically. The page turn function is designed to be the
least disturbing for the musician. All pages of the score
are split into two halves, each of which is replaced at a moment when the musician is currently reading from the other
(that is, the upper half is replaced by the content of the
next page, when the musician’s attention is concentrated
on the lower half, and vice versa). Finally, it should be
mentioned that the display of music is not restricted to traditional scores. Rather, it is open to any forms of graphical
scores or, in fact, anything depictable on a screen [7].
2.3 The Network
In order to facilitate ensemble music and to establish synchronization, the electronic music stands are interconnected in a network. The communication protocol is Open
Sound Control (OSC). The network is not hierarchically
organized, i.e. there is no master-slave arrangement, all the
electronic music stands keep each other informed about the
current point in time within the piece by exchanging timestamps and state-messages such as changes in tempo. Not
only does this kind of flat hierarchy permit different interactive scenarios, it also ensures that a malfunction of one
single component or the interruption of a single connection does not lead to a failure of the whole system. Furthermore, the user can stop the performance at any time,
restart at any given bar number, and manually change the
overall tempo. This last function is geared towards the fact
that the tempo in practice and rehearsals is usually lower
and then gradually increased as the musicians get along.
It might even be a useful option in performance situations
where, for any reason, a different tempo is more adequate.

- 534 -

Figure 5. Typical calculations needed in order to find the
appropriate starting point in a polytempic context.

2.4 Implementation
Early prototypes of this system were implemented in Max.
These prototypes have been used for some artistic projects
in the last couple of years (see below) and their successful employment might serve as a proof of concept. Based
on the accumulated experience the development of a cross
platform standalone application has recently been initiated.
The application is written in C++ using the framework
JUCE. 3
3. ARTISTIC PROJECTS
The first composition that employed visual conducting
took place in 2010. In the author’s composition Solo für
Klarinette, a clarinetist was to be synchronized to an electronic playback. The fact that the tempo of this piece constantly changes during most of the time was an important inspiration to commence the development of the Polytempo Network.
In a second project entitled Trails I, an audiovisual composition realized by the author in collaboration with Daniel
Bisig in 2011, a small ensemble had to be synchronized to
an electronic playback as well as a video. In order to keep
the technical gear as simple as possible, we decided not to
equip each musician with an individual computer screen.
In fact, we used only one single screen and a (human) conductor to transmit the tempo to the ensemble (see Figure 6).
In 2012, the piece Egregoros by the Swiss composer
Marc Kilchenmann was performed. In this composition
each musician of the ensemble plays in a different tempo.
Moreover, all the tempi are subjected to a constant change
in the shape of a sine function. The realization of this
piece promoted the development of the network coordi3

http://www.juce.com (accessed: 25. March 2014)
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musician to annotate the score in rehearsal situations. Furthermore, a production software will be developed to provide tools for composers to sketch, arrange and eventually
typeset their music. Finally, more artistic work will be realised, by the author as well as other artists with different
aesthetic backgrounds.
5. CONCLUSION
Polytempo Network fits in the history of technologyassisted conducting which started with the invention of the
mechanical metronome in the 19th century and later led
to the development of different systems using acoustic, visual or tactile cues to indicate the tempo. Similar to its
predecessors, the intended goal of Polytempo Network is
the implementation of a system that allows musicians to
perform a piece of music in the designated tempo with the
utmost precision.
The system’s network-based synchronization mechanism
enables the realization of ambitious polyphonic tempo concepts. Furthermore, the combination of such a precise
synchronization with different forms of distributed performance seems particularly interesting for composers, as it
allows for a detailed spatial and temporal modeling of every musical event.
As this project is in an early stage, it is likely that there
are still many more interesting technological and artistical challenges lying ahead. The author believes that Polytempo Network offers a great potential to be employed by
composers and improvisors in a variety of different scenarios. It is hoped that this system stimulates the exploration
of novel composition and performance paradigms.

Figure 6. Performance of the piece Trails I. The ensemble
is led by a conductor who himself reads the tempo from a
laptop screen.
nation and synchronization functionality between the devices.
The chamber music piece FF by Kilian Deissler, a composition student at the Zurich University of the Arts, poses
a challenge to the musicians as the ensemble is divided
in two groups whose tempi are just one beat per minute
apart (68 and 69 bpm). This composition was performed
in 2013.
4. RESULTS AND DISCUSSION
Polytempo Network is part of an ongoing artistic research
project in which technological development and artistic
practice mutually inform each other. Compositional needs
have inspired the implementation of new features and validations have taken place by using the system in performances.
Most of the participating musicians could follow the virtual conductor effortlessly right from their first encounter
with the system. The musicians got quickly accustomed to
the system and described playing with it as comfortable,
even in rhythmically awkward situations like the above
mentioned playing one bpm apart. The fact that the system
uses visual cues and there is no need to wear earplugs was
welcomed by the musicians. Nevertheless, a few people
preferred to play to a conventional click track, especially
those who were particularly used to it (for example drummers). In general, it turned out to be convenient that the
musicians could run the software on their own computers
and practice at home without the need for any additional
hardware. The rehearsal functions, such as the slowing
down of the overall tempo or, particularly, the possibility
to enter at arbitrary starting points, proved to be useful and
time-saving.
Furthermore, it became clear that the tempi of a piece
need to remain within reasonable limits in order to be representable by the virtual conductor. Slow tempi require the
indication of subdivisions of the beat and fast tempi necessitate a change to a higher beat-unit, a fact to be considered
when arranging a piece for this system. This is, however,
not a completely alien practice as it reflects precisely what
a human conductor would do.
Future work will include the extension of the existing
software, especially by adding a function that allows the
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ABSTRACT
In this work we present a system that estimates and manipulates rhythmic structures from audio loops in realtime to perform syncopation transformations. The core of
our system is a technique for the manipulation of syncopation in symbolic representations of rhythm. In order to
apply this technique to audio signals we must first segment the audio loop into musical events using onset detection. Then, we use the symbolic syncopation transformation method to determine how to modify the rhythmic
structure in order to change the syncopation. Finally we
present two alternative methods to reconstruct the audio
loop, one based on time scaling and the other on
resampling. Our system, Loopalooza, is implemented as a
freely available MaxForLive device to allow musicians
and DJs to manipulate syncopation in audio loops in realtime.

1. INTRODUCTION
Rhythm transformations encompass a wide range of
techniques to modify rhythmic patterns. Musically, such
rhythm transformations hold great creative potential for
live performance and automatic remixing. However, the
manual manipulation of rhythmic patterns in audio signals can be a long and cumbersome process and often
requires a high level of technical skill in specific audio
editing software. Automating rhythmic transformations
can therefore allow users to focus more on the creative
rather than technical aspects of the process and encourage
greater experimentation.
There is a number of systems for automatic transformation of rhythm in audio signals. These systems have
been designed towards a specific goal, e.g. changing the
swing [1, 2], the tempo or the meter [2], or matching the
rhythm of the audio input to a model [3–5]. Depending
on the transformation algorithm, the order of the segments is preserved [1, 2] or not [3–5]. To the best of our
knowledge, none of these audio-based rhythm transformation systems can allow users to explicitly manipulate
the syncopation present in audio.
Within the symbolic music domain (i.e. using MIDI
signals) Sioros et al. [6–8] proposed several algorithms to
Copyright: © 2014 Diogo Cocharro et al. This is an open-access article
dis- tributed under the terms of the Creative Commons Attribution
License 3.0 Unported, which permits unrestricted use, distribution, and
reproduction in any medium, provided the original author and source are
credited.
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generate rhythmic patterns in real-time which allowed
users to control specific qualities of the generated
rhythm. In particular, the generative algorithm described
in [6, 7] allows for the manipulation of the amount of
syncopation, the density of events, and the metrical
strength of the generated patterns, while the system described in [8] allows users to control the complexity of
the drum pattern that are produced by recombining short
MIDI loops.
Recent studies about syncopation [9–11] have shown it
stands out as one of the main musical properties that contributes to the perception of groove, rhythm complexity
and music tension. In this work, we present a system that
allows users to manipulate syncopation in audio loops in
real time. Our system assists DJs and music producers to
explore the creative potential of syncopation. This work
is based on a previous formalized algorithm, and corresponding application Syncopalooza [12]. Syncopalooza
manipulates the syncopation in symbolic data, i.e. MIDI.
Our system extends the previous application by applying
the same syncopation algorithm to manipulate audio
loops.
Our approach to modifying the syncopation in audio
loops is built around three steps: analysis, transformation
and reconstruction. In the analysis stage we use onset
detection to identify the start times of musical events in
the audio loop and hence to extract the rhythmic structure
in the context of a known time signature and tempo.
Next, the transformation step applies the symbolic approach to syncopation manipulation of Sioros [12] to determine how the rhythmic structure of the audio loop can
be modified. Finally, reconstruction consists of implementing this transformation in the audio domain. For this
reconstruction step we propose two approaches, one
based on time scaling and the other using sampling techniques. We compare the properties of these two reconstruction techniques in terms of their musical and audio
quality-preserving properties.
In order for musicians and DJs (as well as researchers)
to interact with our audio syncopation manipulation system, we have developed a MaxForLive device called
Loopalooza which is freely available online in [13].
Loopalooza has a simple interface, which offers users the
ability to control the syncopation in the audio loop in
real-time via a slider. To demonstrate the kinds of musical effects which can be created with our system we provide online demo videos in [13].
The remainder of this paper is structured as follows. In
Section 2 we provide an overview of the symbolic syncopation manipulation method. In Section 3 we describe our
proposed system for manipulating syncopation in audio
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signals. Then, we present details of the usage of the
Loopalooza device in Section 4. Finally we present discussion and conclusions in Sections 5 and 6.

finally the audio result is produced in the reconstruction
stage.
Figure 1 presents an example that illustrates how our

2. SYNCOPATION TRANSFORMATIONS
Recently, Sioros et al. proposed an application for the
manipulation of syncopation in music performances,
named Syncopalooza. The core of Syncopalooza uses an
algorithm that can remove or generate syncopation in
rhythmic patterns by displacing the start times of musical
events (onsets) with respect to a metrical template [12].
After the metrical template is created according to the
meter and tempo, the onsets are aligned to the grid by
snapping their time positions to the closest pulse boundary present in the metrical grid. Next, the continuous
stream of onsets is converted into a binary pattern. Finally the transformation is performed.
The metrical template used to compute syncopation
transformations describes the meter in which the rhythmic patterns are produced. It is constructed automatically
for the user defined meter and tempo. As seen in the
Transformation section of Figure 1, the metrical template
consists of pulses that represent the alternating strong and
weak beats commonly found in a 4/4 meter. Each pulse
initiates a metrical level within the meter according to its
position, e.g. pulse 0 in Figure 1 initiates a quarter note,
while pulse 2 initiates an eight note. The slower the metrical level is the stronger the pulse is considered. The
fastest metrical level corresponds to the fastest subdivision where syncopation can be perceived, therefore it also
represents the quantization grid, i.e. the shortest possible
inter onset interval for events within the meter.
The transformation is performed by displacing the onsets so that their order is always preserved. Onsets are
shifted forward to metrically stronger positions to remove
the existing syncopation, or backward to earlier weaker
metrical positions to generate syncopation. The transformations are applied gradually, shifting a single onset at
each step. This process can generate many binary patterns
with various degrees of syncopation ranging from no
syncopation to maximum syncopation (a pattern that cannot be further syncopated).
To apply these types of transformations to audio signals
in real-time as we propose in this paper, we require two
additional elements: a means to identify the onsets of
musical events, and a technique for reconstructing the
audio signal after the syncopation transformation (while
best preserving the original characteristics of the audio
loop). Our proposed approaches for these components are
described in the following section.

3. THE LOOPALOOZA SYSTEM
Most systems that automatically manipulate rhythmic
features in audio [1–5] commonly comprise three stages.
First, the audio input is segmented into events in an analysis stage. Then the temporal relationship among the
events is manipulated during the transformation stage and
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Figure 1. Example of rhythm transformation removing
syncopation from the audio loop. Analysis: the audio
input is analyzed for onsets and sliced into short segments (shown in different colors: A, B, C, D and E)
forming a rhythmic pattern. Each segment represents a
musical event. Transformation: The onsets positions
are quantized into a binary pattern according to the
metrical template. The onset of event C is desyncopated by displacing it from pulse 6 to pulse 8.
Reconstruction: The new inter-onset interval durations can result in silent gaps (R between B—C) or
overlapping segments (C—D). In this example, the selected transformation is reconstructed using the time
scaling mode.

method performs these three stages. The top panel shows
the analysis stage, the middle the transformation, and the
bottom the reconstruction stage. The metrical template
shown in the Transformation block imposes a quantization grid to both the input rhythmic pattern and the reconstructed one. After the analysis, it quantizes the onsets to
the grid positions. During re-construction, the events will
be triggered using the grid as a reference. Reconstruction
of the audio loop is performed either by means of time
scaling or resampling. Next we describe each stage of our
system.
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3.1 Analysis
In the analysis stage, the audio input (assumed in this text
to be sampled at 44.1 kHz) is segmented using onset detection, thus creating a rhythmic pattern. The pattern consists of the events formed by the short segments between
the onsets as shown at the Analysis block of Figure 1.
The generic analysis stage for rhythm transformation
might also include beat tracking and the bar length estimation, depending on the end application. However, in
our proposed system, the tempo and meter are userdefined parameters. Thus, the goal of the analysis stage is
to determine the onset locations of the audio loop in realtime.
The system keeps track of the onset position in the audio buffer and the position within the musical bar. The
onset detector is set with an analysis vector size of 512
samples (11.6 ms at 44100 samples per second), which
defines the maximum delay required to detect an onset.
To compensate for the onset detection delay, we subtract
the duration of 512 samples from the stored positions.
While any real-time onset detection algorithm could be
used, we use fzero~, a native MaxMSP external [14] that
reports onsets by detecting if the peak amplitude or the
pitch changes more than a specified amount. Thus fzero~
is suitable to detect onsets corresponding to melodic or
percussive events. This external has the advantage of
being compatible across operating systems and of being
continuously supported by Cycling’74.
3.2 Transformations
The transformation consists of displacing the time positions of the detected onsets, manipulating the rhythmic
features of the pattern. The transformation algorithm is
directly taken from [12]. As the main contribution of this
paper is in the analysis and reconstruction stages, the
transformation algorithm is described in section 2. Finally, the audio output is reconstructed with the segments in
their new positions. The reconstruction process is described in the following section.
3.3 Reconstruction
The displacement of the onsets during the transformation
stage changes the original inter-onset intervals resulting
in potential silent gaps or overlapping segments. The reconstruction of the events in the audio output aims at
generating a smooth transition between the audio segments. Figure 1 shows an example with a silent gap R
between segments B and C. Such silent segments can
have a disruptive effect in the audio output.
Gouyon et. al. [1] state that it is possible to fill these
gaps by generating a tail using reverberation. The applied
reverberation increases the length of the decay phase of
the audio segment, thus filling up the gap. However, reverberation is usually a spatial characteristic and should
not change abruptly between segments. Applying reverberation only to one segment and not to the entire audio
output can thus produce an unrealistic effect.
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In our system, a sequencer plays back the transformed
pattern by triggering the events found in the corresponding pulses. The reconstruction is performed during playback while the event is reproduced. In light of the difficulty to fill the silent gaps produced, our system provides
two audio reconstruction methods, a time scaling algorithm and a resampling technique.
3.3.1 Time Scaling
The time scaling method automatically adjusts the duration of the events to the transformed inter onset intervals.
Time scaling can result in a reduction in audio quality
when applied to percussive sounds [2], where the sharpness of percussive onsets might be blurred. One way of
avoiding artifacts due to time scaling is to use an algorithm that preserves audio transients and only operates on
the stable part of the sound.
More importantly, time scaling can also distort the
rhythmic pattern. A segment might contain rhythmic elements besides the initial onset. For example, quieter
onsets that go undetected during the segmentation of the
input or other temporal structures such as tremolo and
vibrato (see Figure 1, segments A, C or E). Time scaling
changes the tempo of the internal rhythmic structure.
The artifacts introduced by time scaling depend on the
scale factor, which, in turn, depends on the displacement
of the onsets. The syncopation transformations typically
result in inter-onset intervals that range between half and
twice the length of the original segment.
Whenever the new inter onset interval is greater than
the original event duration, the event duration is stretched
to fit the new interval (see segment B in Figure 1). When
the new inter onset interval is less than the original event
duration, two options are available, time compression and
cropping. Time compression matches the event duration
to the new inter onset interval, while cropping reproduces
the event at the original speed discarding the overlapping
section. A user-defined parameter determines which option is used.
3.3.2 Real-Time Resampling
Resampling fills the gaps between events by duplicating
portions of the original audio (see Figure 2 for an example). After an event is triggered, it is played back at its
original speed. If the playback of the event finishes in
between two pulses, the playback direction is reversed
and playback continues until the next pulse. A fade out
envelope is applied on the reversed portion.
If a new event is not triggered by the sequencer at the
next pulse, an audio snippet with the duration of a single
pulse is used to continue playback until the following
pulse. The process repeats until the sequencer triggers a
new event. The same snippet is used in each repetition
with the amplitude attenuated by half each time.
The audio snippet is extracted from either the current
event or the following one in the rhythmic pattern. This
way, the two events are bridged by either creating a tail
that “echoes” the last event or by anticipating the following one. In any case, the newly introduced audio material
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does not affect the order of the musical events found in
the original pattern.
There are three options available for the extraction of
the audio snippets as a user defined parameter, i) the beginning of the last triggered event, ii) the end of the last
triggered event, or iii) the beginning of the following
event. Snippets from the beginning of events (options i
and iii) always contain onsets. Snippets taken from the
end of events (option ii) contain the decay section of the
event. Since the snippets are always placed on the metrical grid, they become rhythmic elements naturally
merged into the rhythmic pattern. Fade in and fade out
curves are used to crossfade smoothly across snippets.
We illustrate the above process with the example of
event B found in Figure 1 and Figure 2. In particular,
Figure 2 shows the details of the resampling used to
bridge the gap R between events B and C. Event B is
triggered on pulse 4. The end of the event is reached just
before pulse 6. At this point, the playback direction is
reversed, so that the portion of the event noted as B1 fills
the gap until pulse 6. The following event to be triggered
by the sequencer is event C on pulse 8. Therefore, a gap
of two 16th notes remains. The last 16th note of event B
(noted on the figure as B2) is used to fill it. It is repeated
twice, in pulses 6 and 7, each time with attenuated amplitude. Finally, on pulse 8, a new event (C) is triggered.

4. THE MAX FOR LIVE DEVICE
In this section, we provide an overview of the main functions and the interface of the Loopalooza MaxForLive
audio device that implements the algorithms described in
Section 3. In Figure 3, the interface is shown. Loopalooza shares some of the building blocks found in the Syncopalooza application described in [12]. Both applications
have a similar interface and parameters, but differ in
terms of their input. Syncopalooza only processes MIDI
events in its input. On the other hand, Loopalooza processes a real-time audio stream.
Loopalooza is loaded in an audio track in the Ableton
Live sequencer as an audio MaxForLive device. The audio stream of the track (audio input or clips playing) is
then fed automatically to the audio input of the device.
The continuous audio stream is constantly stored in a
cyclic buffer in the device.
However, the system only processes audio as single bar
loops. For this reason, each bar is processed and reproduced separately after it is recorded in the buffer. This
introduces a one bar delay between the input and the
transformed output. Such a delay is commonly found in
audio loopers. Since the transformations are computed in
real-time, there is no additional delay. Changes to parameters via the interface take effect immediately. The user
can interrupt the recording of the input stream by pressing the “toggle recording” button on the right side of the
device. In that case, the output continues using the last
recorded bar as a loop.
The time signature and tempo is automatically retrieved
from Ableton Live. This information is then used to build
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Figure 2. Reconstruction by resampling event B and
the gap R of the example of Figure 1. The solid vertical lines represent the quantization grid. B1 illustrates
padding the event duration to the quantization grid,
which consists in reverse playback of the final part of
segment B. B2 represents the audio snippet used to fill
the remaining gap until the next event onset (C).

the metrical template and define the quantization grid.
The global transport of Ableton Live controls the playback and determines the metrical position within the bar.
The metrical position is used in the transformation of the
audio input and during the reconstruction and playback of
the audio output.
The principal control of Loopalooza is the syncopation
slider. Each step of the slider corresponds to a different
rhythmic variation of the input. At the bottom, a totally
de-syncopated pattern is generated. As the slider is
moved towards the top, the musical events of the input
are shifted to syncopating positions. The top most pattern
cannot be further syncopated. A pattern with the original
syncopation but with quantized onset positions is found
in one of the slider positions (shown as a red square on
the slider, see Figure 3).
In the center of the device, a display area is found. It
displays a graphical representation of the audio input and
the transformations applied. At the top of the display a
representation of the audio input is found. Pulses containing onsets are marked as red bars. At the bottom, black
bars indicate the displaced onsets. In addition a playback
indicator shows which event of the original audio loop is
being played back.
The sensitivity of the onset detection can be adjusted by
controlling the “onset threshold” value found on the upper right corner of the device. This parameter controls the
sensitivity of the onset detection. It affects the number of
detected events in the input pattern. Hence, different
rhythmic patterns and transformations can be generated
with the same audio input.
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Figure 3. The Loopalooza MaxForLive device user interface

Loopalooza works with audio drum loops as well as audio containing melodic instruments or complex musical
mixtures. To demonstrate the usage of the Loopalooza
interface and to provide examples of the musical results it
can create, demonstration videos are available here [13].
Additionally, the MaxForLive can be downloaded here
[13] for Ableton Live users to experiment and use it in
their music projects.

5. DISCUSSION
Automatic rhythm manipulations rely on information
about the onsets, offsets and durations of rhythmic
events. In audio loops, especially those comprised of
complex mixtures, the retrieval of such information can
be a challenging task since many sounds overlap, and
hence precise temporal boundaries may be difficult to
determine.
However, in our system, manipulating the syncopation
requires only the most salient events to be detected. The
syncopation transformations produce a larger number of
variations with input patterns of a moderate number of
events (fewer than 50% of the number of pulses) as discussed in [12]; too few or too many events result in fewer
displacements and hence fewer variations.
Within the context of Loopalooza, we allow users to
have control over the onset detection sensitivity and consequently over the number of detected events. Often interesting results can be obtained using a lower sensitivity
for onset detection, i.e. under-detecting the number of
onsets in the audio loop, and hence retaining only the
most prominent events. In contrast, setting a high sensitivity and detecting a high number of onsets could be
counter-productive with respect to the syncopation transformations.
Whenever the number of detected events fills up the
metrical grid, this blocks possible displacements. In this
case, the original transformation algorithm [12] employs
dynamic accents to generate syncopation. A similar approach could be implemented in the audio domain. First,
the perceived loudness of each event should be estimated.
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Second, a corresponding attenuation should be applied on
each event resulting in stressing certain events compared
to others. Increasing the syncopation would then correspond to displacing the accents to off-beat positions.
Our system does not attempt beat tracking or bar estimation like other systems [1-5]. We do not consider this a
critical limitation since this information can be retrieved
from the Ableton Live environment. However, if the input
is not aligned to the tempo and meter of the environment,
the loop will not be aligned with the metrical grid. This
can result in the system interpreting the loop as a highly
syncopated pattern rather than an unaligned pattern.
Another limitation of the Loopalooza system is that it
does not segregate multi-timbral audio into separate
streams. This functionality would require the segregation
and manipulation of each instrument in real-time, which
is a significant technical challenge. However, Ableton
Live allows the user to have each instrument in a seperate
track. The user can run several Loopaloza devices in parallel in different audio tracks, and in this way, he can
manipulate each instrument input independently.
The resampling reconstruction does not employ lossy
signal processing, thus the original audio quality is preserved. However, the method would be greatly improved
by automatically evaluating and choosing an appropriate
audio snippet for filling each particular gap.
The time scaling method is problematic in certain cases
with respect to rhythm alignment and audio quality. Syncopation transformations can be drastic, resulting in high
time scaling ratios. This introduces two problems, alterations in the tempo of particular segments and loss of audio quality. On this basis, we recommend the resampling
approach as the default method for reconstruction.

6. CONCLUSIONS
In this paper we have presented Loopalooza, a system
that allows users to create a multitude of rhythmic variations from a single audio input. Our contribution combines techniques and algorithms to estimate and manipulate the syncopation in rhythmic structures from audio in
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real-time. It uses a simple but effective interface. A single
slider allows the user to explore the musical possibilities
of syncopation. Loopalooza is implemented as a freely
available MaxForLive device to be used by DJs and musicians alike in live music performances and remixing. In
future work we plan to improve the onset detection stage
and explore more techniques for rhythmic reconstruction
which best preserve the original audio quality.
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ABSTRACT
StiffNeck is a tool for the auralisation of electroacoustic
music performance venues based on measured room impulse responses. It has been developed to support in situ
composition, a particular approach towards creating sitespecific electroacoustic music works. This compositional
practice tries to take maximum advantage of the particularities of irregular loudspeaker configurations and their
interaction with the acoustics of the room. StiffNeck can
also be used to rehearse acousmatic performances, to test
sound rendering with standard spatialisation techniques using regular loudspeaker configurations or to produce artificial sonic spaces in the context of studio work. StiffNeck
comes with a large set of room impulse responses covering
various loudspeaker configurations measured with an extensive array of microphones in KUG’s György Ligeti Hall
in Graz. In addition to the convolution based auralisation,
StiffNeck provides geometric representations of the loudspeakers, measurement positions, and the hall which can
be used for purposes of visualisation but also for performing geometric calculations informing sound synthesis and
projection. StiffNeck has been used to produce a variety of
in situ compositions and has been evaluated informally at
several occasions in various ways. The open source tool is
available as standalone application and as a SuperCollider
Quark.
1. INTRODUCTION
Modern venues for the performance of electroacoustic music, such as IRCAM’s Espace de projection, SARC’s Sonic
Lab, ZKM’s Kubus, IEM’s Cube, or KUG’s György Ligeti
Hall provide composers with large numbers of loudspeakers. Some of these venues also allow for variable and
unconventional loudspeaker configurations. This is especially the case for the György Ligeti Hall, which hosts
more than 100 permanently installed speakers. 33 of them
can be positioned and oriented by motorised control, allowing for a complete change of configuration in less than
two minutes. Composing music to be performed in such
a venue offers exciting and often unique artistic possibilities. However, actually taking advantage of this potential
Copyright: c 2014 Gerhard Eckel et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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is difficult in practice. This is due to the quite limited access composers usually have to those venues. Exploiting
the possibilities of such complex spaces takes time, especially if it involves the design of a loudspeaker configuration in the first place. Once a distinctive configuration has
been created, its possibilities need to be explored empirically as part of the compositional process. The interaction
of a particular configuration with the (possibly variable)
acoustics of the hall forms the characteristics of what can
be understood as an instrument to be composed for. Getting to know this instrument is essential and composing for
it becomes a site-specific practice.
StiffNeck has been developed specifically to support such
processes, allowing to perform parts of the site-specific
compositional work off-site by means of auralisation based
on room impulse response measurements. Besides its function as a tool to compose for real acoustic spaces, StiffNeck
lends itself equally well to create virtual acoustic spaces by
combining and modifying room impulse responses. The
application features efficient handling of very large sets of
measurements and flexible switching between loudspeaker
configurations, microphone sets and listening positions for
an easy comparison. StiffNeck acts as a transparent reproduction backend: the same channel layout can be used as
for working in the hall, allowing for a seamless transition
between work on and off site. Beyond the acoustic representation of a particular loudspeaker configuration in a specific hall for several listening positions, StiffNeck provides
for a geometric representation of the loudspeakers, listening positions, and the hall. This allows compositional processes as well as sound synthesis and rendering to take into
account the locations and orientations of the loudspeakers
in relation to the geometry of the hall. Furthermore, selective modifications of impulse responses can be performed
based on the geometric relationship of loudspeakers and
measurement microphones.
This paper will describe the compositional approaches
(section 2) that motivated the development of StiffNeck,
the technical aspects of its development, such as the room
impulse response measurements (section 3) and the implementation of the auralisation tools (section 4), followed by
an evaluation of the application (section 5).
2. IN SITU COMPOSITION
In the context of the research project The Choreography
of Sound [1] a particular approach towards electroacoustic
composition called In Situ Composition (ISC) has been in-
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vestigated and developed further. Typical for this approach
is that large parts of the compositional process take place
at the venue where the work is going to be performed or
presented. ISC aims at exploring the distinctive features
of particular loudspeaker configurations, usually involving
many and diverse units in unusual arrangements. Most often designing the loudspeaker configuration is itself part of
the compositional process. Empirically exploring the interactions of loudspeakers, sound material, spatialisation algorithms, listening positions and the acoustics of the hall is
a central component of the ISC approach. In this way sitespecific works are created, sharing the features of compositions and installations while aiming at taking maximum
advantage of a particular setup.
ISC is related to acousmatic practices using loudspeaker
orchestras to perform pieces by distributing a relatively
small number of source channels (classically 2, but also
4, 8, or more) to a large number of loudspeakers arranged
according to traditional principles and the acoustics of the
hall. Taking artistic decisions based on the concrete listening experience in the hall, involving rehearsals and indepth engagement with a particular setup is typical for both
acousmatic music performance and ISC. The difference
being that the former is a performative and interpretational
process, which will only concern certain aspects of a work.
With the latter, all options offered by (and constraints inherent to) a setup can still be made productive for the compositional project. In ISC the way the sound is choreographed is understood as an integral component of composition and composition is thought as a practice always in
touch with its final result through listening.
Most approaches towards sound spatialisation in electroacoustic music aim at creating reproducible conditions for
the projection of a piece in different concert halls and using
different loudspeaker configurations. The implicit ideal is
to provide all listeners across all halls with the most similar experience possible. As a site-specific approach, ISC
welcomes the idiosyncrasies of a venue and makes them
part of the work. Furthermore it assumes that listeners will
possibly make quite different experiences of a work, especially if they are free to choose and change their listening
position. This also implies that a transposition of a thus
composed piece to another venue will most probably require big parts of it to be recomposed, i. e., creating another site-specific version of it. If such a transposition, in
case it is desired at all, is feasible from an artistic point of
view will depend largely on the work and the differences
between the venues.
As this brief characterisation of ISC and its relations to
other practices show, composing that way requires a particular production situation. First and foremost there is the
need for an extended access to the venue with the possibility to experiment extensively with loudspeaker configurations and listening positions. As it will most probably
be unrealistic to compose a piece in one session, recurring
access to the hall will be important with periods of off-site
work in between. The latter are important in order to gain
spatial, temporal, acoustic, perceptual, and conceptual distance from the very demanding work in situ. During these
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periods it is necessary to be able to work with different
kinds of models of the site, also allowing for gaining distance through the abstractions inherent to models. Typical
models will be visual, geometric, or acoustic – including
combinations of those.
StiffNeck is a tool combining exactly these three types
of models in an integrated environment. The navigable
2-D and 3-D visualisations of the hall, loudspeakers and
listening positions are based on their geometric representations. These are also accessible numerically and can be
used to perform computations in 3-D space in order to inform sound synthesis and projection. Auralisation based
on measured room impulse responses allows to gain different acoustic perspectives on a loudspeaker configuration
and its interactions with the hall. These are available in
various head-related and other formats.
In the context of ISC, StiffNeck has proven to be a very
productive and reliable tool. On site work can be prepared thoroughly and the compositional process can continue off-site, taking full advantage of the listening experiences gained in the real space. It has been found that
auralisation works particularly well if the listener has been
exposed to the real space before. Then the memory of the
in situ experience seems to complement the auralisation
best. In addition to providing a real alternative to working in situ, StiffNeck can be used to create stereo or surround versions of multi-channel works and capture at least
some aspects of the particular acoustics they have been
composed for. For this task StiffNeck’s impulse response
modification features (especially to reduce reverb time) are
very important. But not only ISC approaches can benefit from auralisation. Also acousmatic performances can
be prepared and rehearsed and the rendering of pieces using traditional spatialisation approaches can be tested and
optimised using StiffNeck. Furthermore, the vast number
of room impulse responses available for StiffNeck make
it also a very interesting tool to create artificial acoustics.
By combining speaker and listening positions from different rooms, a wide range of surreal spaces can be created at
ease.
The type of auralisation used in StiffNeck allows for modelling the room acoustics only for static listening positions.
Effects due to smaller or larger head movements are not
represented. This can be considered a disadvantage when
compared to the in situ listening conditions. But from
a compositional point of view this freezing of the head
movement (as if the listener suffered from a stiff neck), offers a very interesting opportunity to engage in depth with
this condition, to use the constraint of the locked ears to
explore an acoustic dimension unaccessible in situ.
3. MEASUREMENTS
As mentioned above, StiffNeck provides auralisation based
on measured room impulse responses. As the tool’s development is closely connected to our main laboratory, KUG’s
György Ligeti Hall, the most extensive set of impulse responses for use with StiffNeck has been measured in this
very space.
During the development process, a standard microphone
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Figure 1. Motorised speaker rig and measurement setup at György Ligeti Hall at KUG Graz.
array configuration emerged, which should allow for several auditive perspectives on the space using headphones or
loudspeakers. The array consists of a Brüel & Kjær dummy
head with additional DPA 4060 miniature microphones located on its temples, a Schoeps spherical microphone, a
Soundfield first-order Ambisonics microphone, two omnidirectional Schoeps MK 2 H in a large AB setup and a
monaural reference.
The measurements were carried out using free software
exclusively, mainly an extended version of Aliki by Fons
Adriænsen [2], which implements the swept sine measurement method developed by Angelo Farina [3]. In order
to gain a high signal to noise ratio, we used a logarithmic
sweep of more than ten seconds length. The high number of channels and iterations required a largely automatic
measurement procedure, which has been achieved by custom extensions to Aliki and further tools. These extensions
are described in more detail in [4].
In the beginning of StiffNeck’s development, the microphone positions and loudspeaker configurations were chosen for measurement to support virtual in situ composition
of specific pieces. After successful applications of these
first measured sets, the goal shifted towards a complete
matrix (i. e., all combinations) of several microphone positions and loudspeaker setups. Although some of the combinations may be less useful than others, the orthogonal
access to the impulse responses provides a more universal and æsthetically more open access for explorations and
comparisons.
Currently, we provide a complete matrix of five loudspeaker configurations (using the 33 motorised speakers)
plus 74 fixed speakers and subwoofers, each measured at
ten microphone positions using the abovementioned multichannel array. Additionally, there are four measurement
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positions using a modified microphone array positioned at
the floor with the dummy head laying on its back. Further measurements include configurations using additional
speakers such as IEM’s icosahedral array [5], which are
more or less specific to certain composed pieces but may
still find interesting use cases.
The impulse response sets for use with StiffNeck or other
software is being made available online (cf. section 6).
Several subsets are bundled for different practical applications. The filenames follow a certain nomenclature, which
is compatible with StiffNeck.
Previous measurements from other spaces will be published at the same place, namely impulse responses from
SARC’s Sonic Lab, IEM’s Cube and other locations. While
StiffNeck can use them for auralisation with little modifications, the full functionality may be achieved only after
additional adaptations. Constructing geometric or visual
models from these spaces would require the incorporation
of exact geometric metadata that is currently not provided,
while a three-dimensional representation would have to be
modelled for an entirely navigable 3-D visualisation.
4. IMPLEMENTATION AND FEATURES
StiffNeck is implemented using the SuperCollider sound
programming framework and requires a few additional external programmes for certain tasks. It is available as a
library module for SuperCollider (a so-called Quark) as
well as a standalone application.
StiffNeck combines a library for the geometric representation of objects (Gr), extensive databases of configuration
data for KUG’s György Ligeti Hall including an import facility of motorised speaker control configurations, the convolution based auralisation engine, and a graphical user interface for selecting and modifying impulse responses and
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visualisation facilities.
StiffNeck exposes its inputs and outputs as ports to the
Jack audio server. Thus any Jack-aware application can be
connected in order to auralise its output using the selected
impulse response set.
4.1 Convolution Based Auralisation
For performing the actual convolution, StiffNeck uses Fons
Adriænsen’s realtime convolution engine Jconvolver [6],
which has been compiled for more than the 64 default input channels. Jconvolver is multithreaded and highly efficient, which allows for handling large numbers of impulse
responses, each with a length of several seconds. It is configured using a configuration file describing an arbitrary
static convolution matrix.
In StiffNeck, a configuration file is generated depending
on the impulse response sets selected for auralisation, then
Jconvolver is run in the background. On a settings change,
a new configuration file is generated and the convolver is
restarted. This leads to a short pause in the auralisation
output rather than a smooth transition, which turned out to
be fine for the purposes described. However, optimisations
are planned for a closer integration of Jconvolver, e. g. including a direct transfer of the configuration via shared
memory or OSC and a dynamic exchange of spectral impulse response data at runtime.

Figure 2. Two-dimensional visualisation of 29 motorised
speakers in György Ligeti Hall (open circle represents listening position).

4.2 Impulse Response Modification
StiffNeck allows for a few basic modifications to the impulse responses. The overall length of the response files
may be reduced by prematurely fading out, which limits
the maximum reverb time of the auralisation but significantly saves processing power, especially with a high number of channels.
A second, independent parameter allows for windowing
the reverb tail of the original impulse response with another exponential decay in order to simulate a shorter reverb time, i. e., a drier space. This experimental feature
is motivated by the observation that especially auralisation
on loudspeakers often suffers from more apparent reverb
than the remembered on site impression.
Modified impulse response sets are processed in SuperCollider and stored in a cache location from which they
are loaded by the convolver. A more efficient and elegant
way of exchanging modified impulse response data with
the convolution engine is planned for a future version of
StiffNeck.
4.3 Visualisation
StiffNeck includes several means of visualising geometric constellations of loudspeakers and listening positions,
other (e. g. compositional) objects and the boundaries of
the space. From the internal numerical representation, different visualisation backends may be fed.
A 2-D visual interface is implemented using builtin SuperCollider GUI facilities. For a fully navigable 3-D model
of the György Ligeti Hall, the external renderer Blender
may be controlled via an extensible OSC interface.
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5. EVALUATION
Several development versions of StiffNeck have been evaluated informally, as it is common for tools in an artistic
research context. This also happened in order to gain insights for its further development.
As part of a software presentation during the event On
the Choreography of Sound in September 2012, the audience was invited to a direct on site comparison of the real
and the auralised György Ligeti Hall. Headphones were
placed at two positions in the space which have been used
as microphone positions for measurements. The real loudspeaker configuration was the same as the measured one.
Using a switch in the headphones, the sound projection of
an algorithmically controlled, spatial realtime pattern was
toggled between the real loudspeakers in the hall and the
auralisation via binaural convolution and headphone projection. It turned out that for the person who put on and off
the headphone and thus issued the switch between the two
projection methods, the difference was not evident at all as
the perceived auditive scene did not seem to have changed.
Only the rest of the audience with no or with “slave” headphones noticed the interruption of the speaker projection.
For the artistic research symposium Mind the Gap, carried out in György Ligeti Hall in March 2013, six artists
were invited to compose pieces for a specific loudspeaker
setup for which impulse response measurements have been
carried out. The artists were provided with a reduced development version of StiffNeck, enabling them to auralise
and to visualise the mentioned speaker setup. Additionally,
a technical briefing on the symposion website [7] intro-
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Figure 3. Three-dimensional visualisation of motorised speakers and dummy head.
duced the hall, the speaker system, the channel layout and
the provided auralisation technique. The technical briefing
itself has been produced using the same auralisation application.
Some of the artists made excessive use of the provided
auralisation tool in order to prepare their contributions for
the symposion. We received very positive feedback on the
usability of the software and the validity of the approach.
This feedback referred to both the cases of composing a
new piece for the space in situ and adapting an existing
multichannel piece for performance in György Ligeti Hall.

[3] A. Farina, “Simultaneuous measurement of impulse response and distortion with a swept-sine technique,” in
Audio Engineering Society Preprint 5093, 2000.
[4] M. Rumori and F. Hollerweger, “Production and application of room impulse responses for multichannel
setups using floss tools,” in Proceedings of the International Linux Audio Conference 2013, Graz, 2013.
[5] F. Zotter. (2013) Compact spherical loudspeaker arrays. Accessed 2014-07-03. [Online].
Available:
http://iaem.at/projekte/sphericalarrays/
compact-spherical-loudspeaker-arrays/

6. AVAILABILITY
StiffNeck and various sets of impulse responses are being
made publicly available at the impulse response database
site of IEM, http://irdb.kug.ac.at.
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ABSTRACT
Musical experiences can be highly multisensory, from
obvious auditory stimulation, to the visual elements of a
live performance, and physical excitement of the body. In
this paper, we propose a means of incorporating an additional somatic channel of communication into live performances and compositional practice to further augment
the physical nature of live performance.
This work explores the integration of augmented vibratory, or haptic stimulation for audiences in live performance. The vibration interface is presented as an expressive and creative live performance-based tool for composers. Vibrations, or haptics, are implemented as an additional instrumental line, alongside auditory musical
gestures, to expand the composer’s palette of expressions
through augmented somatic engagement.
The paper starts with the work’s overall context, followed by related literature from exisitng projects that
have informed this research. It also includes a discussion
of the design and development of an array of vibrating
motors, a composition produced for the system, and ongoing work.

1. INTRODUCTION
Sound propagates through space as a series of vibrations;
the physical attributes of this motion excite and engage
listeners on another level. For example, when standing
close to a loudspeaker, you can feel the propagation of
waveforms through the speaker cone; this is particularly
prominent at low frequencies. Instrumentalists feel parallel, physical sensations as their instrument produces
sound. Additional haptic and vibrotactile stimulation can
provide a further sensory modality, or channel of communication through which musical information can be
enhanced.
Frequently, live performances encompass integrated
and interdependent multi-sensory experiences: stimulating audiences visually, auditorily and somatically intenCopyright: © 2014 Joanne Armitage and Kia Ng. This is an open-access
article dis- tributed under the terms of the Creative Commons Attribution
License 3.0 Unported, which permits unrestricted use, distribution, and
reproduction in any medium, provided the original author and source are
credited.

tionally or not. This occurs in traditional, staged performances, which have strong visual-performative elements
from on and off-stage artefacts, the movements of individuals performing and within the audience, together with
the architecture of the performance space [1].
Of interest to this project are the physical aspects of
sound, particularly the physical sensation and somatic
stimulation of sound imparted on listeners. The somatic
nature of live musical experiences is inherent in the physicality of sound waves produced by instruments and loudspeakers. When considering the relationship between
sound and touch, Glennie [2] states: “Hearing is basically
a specialised form of touch.” Whilst the tactility of the
ear facilitates the listener’s perception of an ensemble’s
sound, the physical sensations of these waveforms are
imparted on both the body as a whole, and objects in the
performance environment.
Whether the multimedia nature of performance detracts
or distracts from musical experience or not is debatable,
however, the authors’ pertain to a Deleuzian listening [3]
approach that suggests “art should lead the subject to an
experience of multi-sensoriality.” For many composers,
the advent of audio-visual technologies (real-time and
fixed) has augmented their practice, allowing a greater
control of multi-sensory listening experiences. No longer
are composers limited to defining the auditory parameters
of musical works.
Metaphorically, music can be said to communicate a
visceral impression upon the body. Such emotional responses can be a key measurement of the impact of a
composition and its performance in practice. This research explores how the composer can obtain greater control of physiological, visceral and metaphorical experiences in music through additional sensory stimulation.
Overall, the aim of this research is to communicate musical directions and expressions through vibrations, further extending the existing, limited discourse around audio-tactile languages for music. Explicitly, this element
of project seeks to model the relationship between our
perception of sonic, and somatic stimuli for use in the
augmentation of musical expression through technologyenhanced compositions.
In this paper, we discuss haptics as an instrument and
compositional tool, and demonstrate how haptic triggers
can be integrated into a score. Specifically, the work is
presented in the context of the first instrumental ensemble
score composed for the system. Alluding to existing hap-
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tic works, whilst considering new techniques, this paper
seeks to describe the design of a bespoke haptic hardware
alongside its compositional potential, primarily as a processed instrument, with a view to it becoming an expressive tool.
This paper is structured as follows: Section 2 presents a
background literature survey incorporating, an overview
of the physiology and psychology of touch, haptic systems in accessibility and entertainment, and systems utilising related techniques. Section 3 presents the design
and development of the individual system components,
with composition being discussed in Section 4. The paper
closes with a discussion of on-going work and conclusions.

2. BACKGROUND
Through a combination of an increased physiological
understanding of touch, the accessibility of multimedia
forms, and hardware advancements, research into haptic
technology systems has made rapid progress in the past
decade. Discussions include the psychophysical and perceptual applications of tactility, in fields such as medicine
and health, accessibility, safety as well as media and entertainment.
This section discusses the basic mechanisms involved
in touching alongside principles of its perception and
integration with other sensory modalities. A discourse on
both historic and current projects is given, encompassing
a range of haptics in human-computer interactions (HCI)
applications, with a particular focus on accessibility, entertainment and music performance.
2.1 The Sense of Touch
There are four different types of mechanoreceptors located within the skin and subcutaneous tissues [4]. Receptors, or nerve endings are located all over the body, covering most areas. Denser receptor clusters are often found
in the skin, particularly around hair follicles, but also
around joints, muscles, and blood vessels and within the
ear. Stimulating different combinations of these receptor
distributions affects the dimensions of our sensation. In
that, a cutaneous sensation, that only affects skin receptors, is different to a more kinaesthetic movement, where
receptors in the skin, muscle and joints can be excited.
This project is interested in the relationship between
events stimulating both the haptic and auditory systems.
The abovementioned nerves within the ear, specifically
the cochlea (the receptive structure of the ear), are essentially sound, or vibrations information pathway to the
brain [5]. To be more precise, the ear provides us with a
more attuned, or focused representation of sound’s vibrations that are felt by our body in its entirety. Despite the
clear similarities and relationship between them, there is
limited discourse on the integration of the haptic and auditory.

2.2 Haptic Illusions
There are a range of known haptic illusions, that influence how we perceive touch. Haptic and tactile illusions
can fall into two main categories, those effecting an individual’s perception of the physical attributes of an object,
and haptic spatial perception. Illusions can be induced
through active touch, or ‘touching’, where the environment and surrounding objects are decoded through exploratory feel, and passive touch, or ‘being touched’,
which presents a tactile communication channel for information to be unwittingly relayed through stimulation
of the skin [6].
Our perception of the spatial location and distance between vibrations can be influenced by actuator location
and onset. Of particular interest to this project is vibrotactile apparent motion (VAM), described by Niwa et al. [7],
“When activating two or more tactors sequentially with a
certain timing, the stimulation point is perceived as if it is
moving continuously from one position to another, although the physical stimulating points are discrete.” In
this project, VAM techniques are employed alongside
another technique known as sensory funnelling. A further
discussion and analysis of these phenomena can be found
in Lederman and Jones [8].
2.3 Haptic Systems and Applications
Haptic technology systems focus on relaying information
to users via stimulation of the skin. These technologies
are commonly found in both consumer and research environments. In consumer electronics, products such as mobile phones and games controllers often incorporate some
element of haptic feedback.
2.3.1 Haptic Chairs
The integration of tactile stimulation into a chair for entertainment purposes is not a novel concept. In 1959, director William Castle introduced the ‘Percepto’ seat
alongside his film The Tingler. The seats were built from
vibrators salvaged from World War II aircraft and activated at random by the projectionist during specific
scenes in the movie [9]. A similar concept has endured
through smaller scale productions in amusements parks,
and some cinemas.
Haptic technology systems have been designed, with a
focus on enhancing the listening experience for the hearing-impaired. For example, Nanayakkara’s [10] haptic
chair explored the relationship between auditory, visual
and the somatic sensory modalities. Speakers are integrated into the chair to physically recreate the vibrations
of the audio. Vibrotactile feedback, together with synchronised visuals, is designed to augment the music listening experience for the hearing-impaired.
Similarities can be drawn between this work and the
development of existing auditory-vibrotactile chairs.
However, Nanayakkara’s work focuses on congruent,
analogous reconstructions of sound, enhancing aspects of
it that are already apparent. The work described in this
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paper has a clear distinction; overall it seeks to engage
listeners in sonic experiences without necessary reference
to an existing audio waveform. It seeks to flexibly facilitate somatic excitation in more abstracted paradigms, for
example, as part of a stochastic process, or to highlight
unapparent aspects of sound and even to work incongruently with musical gestures.
More recently, Israr and Poupyrev [11] designed a
‘Surround Haptics’ algorithm, for use in a gaming chair,
that uses some of the haptic illusions alluded to previously. Application of such techniques allows a lower resolution display (4 x 3 actuators) reducing device cost and
intrusiveness. The vibrations produce a smooth haptic
motion through ‘virtual actuators’ that can occur between
any two physical actuators on the grid.

score and audio data have been captured, the data streams
are synchronised.
With a trans-domain mapping engine, a set of mapping
strategies translates the data within the defined parameters of the haptic feedback method. Software and bespoke
hardware are required to render the haptic feedback, reconstructing data into vibrations, as well as additional
media content (see Figure 1).

2.3.2 Haptics, Music and Research
Research has been conducted into the application of haptics in musical performance systems. Hayes and Michalakos [12] propose a system to aid improvised performance
through the use of networked vibrating motors. Berdahl
et al. [13] design a system, which uses a thimble to indicate correct fingering position through haptic feedback.
There are numerous other implementations of haptics in
musical performance, including new interfaces for musical expression and communication of tempo [14].

Figure 1. Overall architecture design.

3.2 Design

3. HAPTIC SYSTEM DESIGN
A haptic system comprising of hardware and software
components has been designed for composers and integrated into concert halls for performance. It incorporates
various hardware and software modules, for synchronisation, trans-domain mapping and media rendering. The
main hardware component is the haptic seat cover that
can be placed over chairs. Alongside the modular and
flexible hardware design, similarly adaptable software is
implemented to allow multiple application scenarios in
instrumental and electronic, live and fixed media performances.
In this section the design and development of the system, with a particular focus on implementation and integration of haptic devices into the performance space, will
be described. Specifications of the system are overviewed, alongside hardware and software development
concepts and implementation.
3.1 System Overview
The design requirement of the overall system can be considered as four distinct modules: Media preparations,
performance following and synchronisation, mapping,
and reconstruction. In achieving this projects aim a method of incorporating additional haptic data into a score has
been designed. Two methods of performance tracking
including manual score following (with a sensor interface) and real-time audio analysis, allowing synchronisation of the musical line with haptic events. When the

3.2.1 Representation
Augmentation of the musical score in this context requires the incorporation of haptic triggers to cue tactile
events. In the example considered later in this paper, the
haptic controls are pre-composed. Pieces composed specifically for the system are converted directly into the
machine-readable format. At this stage, other events and
cues can be added to the score including triggers for the
additional modalities (lighting, visuals etc.). Further dialogue about scoring haptics is given in Section 3.2.5. Optical music recognition techniques (OMR) can be applied
to pre-existing scores, converting them to a machinereadable representation with additional multimedia capabilities [15,16].
3.2.2 Performance Tracking and Synchronisation
There are two tracking operation models implemented in
this system, including manual, or assisted score following
techniques, similar to those employed by Dannenberg
[17]. In this instance, the beat is communicated through
tapping. Simultaneously, the live signal produced by the
ensemble is analysed to detect audio events and trigger
haptic cues. This is referenced with the manual score following, matching the onsets from the audio source to the
score in a localised, small window. These data streams
are then integrated and synchronised realising a multimodal approach to score following.
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3.2.3 Haptics Hardware Design
The hardware used to translate the control signals into
haptic feedback consists of a two dimensional array of
actuators. The initial prototype interfaced the motor array
with a single driver, with 16 individual outputs and a microcontroller; this allows control of pulse width modulation (PWM), onset and duration of each individual motor.
At this present stage, a grid of 4 x 4 vibrating motors has
been implemented (see Figure 2).
The overall design and integration of the array is key
to allowing ease and flexibility of installation on a range
of chairs. Presently, a light aluminium structure of four
horizontal and four vertical narrow strips has been implemented, allowing the cover to be moulded to the contours of the seat. The structure is held in place at the back
of the chair with straps.

traditional western transcriptions, but with custom “H”
note-head, the haptic notes contain data relating to vibration onset, duration, speed and position. Combinations of
these parameters were specified as part of the compositional process.

3.2.4 Haptics Software Design
A configurable and extensible transdomain mapping
strategy is currently being employed. Informed by existing literature on haptic perception and psychophysics [18,
19], a prototype algorithm to precisely control the actuator output and facilitate haptic rendering has been developed. At this stage there are several parameters of vibration that can be controlled by the software including duration, intensity, and location. The system is currently
designed to facilitate haptic reconstructions preprogramed and triggered by the composer, with a view to
extending it to include functionality to produce ad-lib.
reconstructions for pre-existing works.

Figure 2. Haptic gestural path through VAM.

This project is particularly interested in illusions, or
psychophysical phenomena, that can enhance user experience and reduce hardware requirement. We are currently trialling an implementation of VAM, with coin-type
ERM motors (see Figure 2).

4. HAPTICS IN COMPOSITION
The instrumental ensemble work Traum (see Figure 3)
was designed as an initial system prototype to validate an
approach for the simultaneous notation and implementation of haptic stimuli and musical instruments. In this
work the haptic line, much like the instrumental lines, is
derived from a stochastic process applied to a data set. It
is conceived as an individual instrumental alongside
acoustic instruments. Using a similar notation style to

Figure 3. Scoring for haptics in the composition,
Traum. The haptic line is the 5th stave from the top.

5. ON-GOING AND FUTURE WORK
5.1.1 Hardware Design
A more advanced actuator hardware design is currently
being prototyped using the Texas Instruments DVR2605
haptic driver. These drivers come with pre-loaded waveforms and are compatible with both eccentric rotating
mass (ERM) and linear resonant actuator (LRA) motor
types, something that was unable to be implemented in
the previous design iteration.
An individual microcontroller is used for each driver
circuit to give maximum flexibility. The PWM signals
and extra control available allow different configurations
to be tested without changing the hardware. For further
prototype iterations, different casing materials, including
silicon are being explored to provide a comfortable seat,
with efficient vibration
5.1.2 Hardware Validation
In validating the system as a whole, a particular focus is
upon perceptually measuring the user’s response to haptic
stimuli when combined with audio, and the nature of a
user’s organic and learned response. This will allow a
basic understanding of the psychophysical correlates between musical and haptic gestures. This is an on-going
project; the validation results of this prototype will guide
future revisions, and results from an initial validation
comparing the experience of users during a performance
with and without the vibrating system are currently being
analysed.
5.1.3 Haptic Composition
Several compositional works, incorporating the use of
this haptic motor array are currently in development.
These works consider haptics as a medium to augment
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compositional practice in different ways, as a static or
dynamic entity in fixed media and generative works, as
well as an interactive object in ensemble performance.
One significant consideration for the composer has
been the role of the haptic line in terms of its ability to act
as both a ‘standalone instrument’ and an expressive control mechanism, behaving congruently or incongruently
with sound. As a purely congruent structure, the haptic
line features as a physically analogous sound representation that although useful in the appropriate scenario, does
not fully exploit the affective multi-sensorial potential of
the technology.
The standalone approach is apparent in a percussion
work in progress that considers the actuators as an instrument, composed as part of a stochastic process that
defines the rest of the musical lines. Conversely, a fixedmedia stereo work is implementing haptics as an expressive, control-based tool to reflect a sense of tactileauditory space to the listener.
Once the aforementioned hardware design refinements
have been completed, we hope to expand the number of
composers working with the device, encouraging a richer
discourse around the aesthetics of the haptic compositional language.

6. CONCLUSIONS
This paper considers the use of haptics in live music performance to enhance immersion and engagement of audience members. A survey of related literature has been
presented, including discourse relating to the sense of
touch from both physiological and psychological perspectives, the use of haptics in entertainment and accessibility
applications, and the integration of multimodal techniques into compositional practice. An overall view of
the system is given, alongside an analysis of current
hardware and software developments for the haptic audience system. Closing, the work reflects on work currently
in progress, and considers its on-going application in
compositional practice.
The system itself has clear implications for the hearingimpaired in a live performance scenario. Physical reconstructions of sound could allow the hearing impaired
greater awareness of their surrounding sonic environment. It also has implications in technology-enhanced
learning, where the haptic array could be used to assist
listeners with score following using a physical representation of tempo and rhythm. This is all part of the ongoing and future direction of the work. A discussion of
additional multimodal reconstructions being developed
alongside this work can be found in Ng et al. [20].
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the performance. The concept of The Black Swan is derived from Nicholas Taleb's book of the same name [1].
Taleb describes a black swan as an event that contains the
following three principles: “rarity, extreme impact, and
retrospective (though not prospective) predictability.”1
The Internet, and therefore networking itself, especially
in its success and widespread use, is a black swan event
by his definition; the scale of use and popularity of the
Internet could not be predicted. The idea of the black
swan is also manifest in this piece because for the first
two-thirds of the piece, only the performers in the instrumental group serve as producers of sound. The motiontracking group spontaneously begins to produce sound
after this point to the surprise of the instrumental group.
Additionally, a fail-safe is implemented to end the piece;
the master controller can crash the software on the other
computers via a “kill” message.

ABSTRACT
The Black Swan is a networked performance system for
two groups of non-specific performers. The work derives
its title and inspiration from Nicolas Taleb’s description
of extreme and catastrophic events. These “black swan”
events are characterized as being outliers, unpredictable,
and yet completely explainable when viewed in retrospect. The Black Swan uses this concept in performance;
throughout the piece a group of instrumentalists is solely
responsible for interpreting the score while a group of
motion-tracked performers advance the score. However,
when the “Black Swan” occurs, the motion-tracked group
begins to generate sound, an event that the instrumentalists could not have anticipated. A third party is responsible for distributing instructions to each performance
group over the network during the performance. Therefore, The Black Swan explores the way networked performers communicate with each other as well as the
dramaturgy between ensemble members in a networked
setting.

2. THE PERFORMANCE SYSTEM
2.1 The Score

1. INTRODUCTION
Communication over a network, including the Internet,
text messages, and social media, is ubiquitous in modern
society. Therefore, it follows that the creation of artistic
and musical performance systems which convey information via a networked setting is expected and relevant
to both present and future forms of art. The Black Swan is
a network-based piece that was developed as a work to be
performed in concert or installation as well as a performance system intended to engage performers in a networked setting. The work makes use of the network primarily through communication, currently using data; future developments will also include audio communication. The Black Swan consists of two performance
groups: a group of instrumentalists and a group of performers interacting with motion-tracking software. A
third party is also required, to act as a server/master controller that sends messages containing instructions via the
network to each group of performers in real time during
Copyright: © 2014 Alyssa Aska. This is an open-access article dis- tributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.

The Black Swan consists of three pieces of software; each
is intended to convey instructions to the performers. One
of these pieces of software is distributed to the instrumental performers and contains a display with score and text
instructions. This piece of software, therefore, functions
analogous to a printed musical score; for this reason it
will henceforth be referred to as the score. The score is
open to various soloists and ensembles, and is not limited
in the amount of players it can facilitate. It uses notation
derived from standard western musical notation, but flexible enough to be interpreted by instruments of all types
and ranges. The score consists of a staff without a clef
and notes that are placed in relative vertical locations on
the staff to indicate potential relative pitch, or frequency
between each note. The size of each note is intended to
convey a potential dynamic. Additionally, there are different notehead types used in the score which the performers are instructed to interpret using different timbres
or playing techniques: regular round noteheads, diamond
noteheads with outline only, and filled-in diamond noteheads. The instruction of each instrument to change timbre rather than instructing specific techniques, such as
breath sound, key clicking, or scratch tones, is intentional
1

- 553 -

N. Taleb, The Black Swan (London: Penguin, 2007), xviii.

Proceedings ICMC|SMC|2014

in order to retain the open score capabilities. In addition,
the score is not intended to be played through once from
beginning to end; rather, the ensemble is instructed to
interpret the score as it changes as a result of the actions
of the camera performance team. The score itself is displayed using the mgraphics environment within
Max/MSP[2]. The score images are loaded in an
mgraphics window and different fragments of these images are displayed as a result of data received via the
network from the motion-tracking team. There are builtin sections programmed into the Max patch which the
instrumentalists progress through, but the score does have
the ability to move both left and right through each section as a result of the data generated by the motiontracking team. This allows the piece the ability to be of
variable duration and form, yet still somewhat limited by
having a specifically notated score.
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be able to connect to each other via User Datagram Protocol (UDP). If performing with a group in another location, the motion-tracking performance team and the instrumentalists must have a means of transmitting audio to
one another, such as JackTrip[4]. The actual instrumentation is open and flexible; so long as there is one musical
force available to play the piece can be performed. The
camera performance team can consist of any amount and
type of personnel. The third, separate computer consists
of an individual facilitating the performance and sending
messages from the master software to each of the computers. The operator of the master software can be any
individual that is familiar with the piece and how the
communication system works. For long distance networked performances, all groups will need loudspeakers
and microphones or other means of transmitting audio
data to each group in the network.

3. PERFORMANCES

2.2 The Motion-Tracking
The Black Swan requires a secondary group of performers/interactors to engage with another piece of software,
which contains modules from Jean-Marc Pelletier's
“Computer Vision for Jitter” [3] and Martin Ritter's
MR.Jit Computer Vision Toolbox. This software requires
use of an internal or external camera; for both performances thus far the computer's internal camera has been
used. The motion-tracking software tracks the left-right
and up-down motion of any moving elements picked up
by a camera. Depending on how many pixels are in motion and in which direction, the data either increases or
decreases. This data is then transmitted via the network to
the software that is displaying the score. In this piece
only the left-right motion is used. The motion-tracking
software is distributed to the motion-tracking team. This
group can consist of any number of performers, and can
be dynamic throughout the piece as long as at least one
individual is engaging the software at all times. These
performers do not need to be musicians, or trained in any
sort of movement. They are given written instructions
from the master controller over the network as the piece
progresses regarding how to interact with the camera.
The software also displays a large number box with a
range from one to one hundred; this is intended to help
the performer(s) advance the piece. Performers receive
instructions throughout the performance on how to move
and how quickly to aim for arrival at one hundred as doing so will cause advancement through sections and eventually end the piece. The motion-tracking team is therefore the most influential in determining the form and duration of the piece. Depending on the number of performers and their ability or desire to follow directions explicitly, they may perfectly comply with instructions or disregard them completely.
2.3 Performance Forces Required
There are three separate computers required for the facilitation of this piece, one of which must contain a camera.
Since this work is a networked piece, the computers must

3.1 Eastern Bloc, Montreal
This performance consisted of four performers in Montreal: accordion/electronics, turntable, tape, and banjo/electronics. Performers at the local site in Calgary included one individual executing the motion tracking and
audio performance instructions. This was also the first
use of the software in a networked setting with a geographically displaced location.
3.2 Syneme Lab, Beijing
This performance consisted of one erhu player in Beijing
and two performers at the local site in Calgary: one engaging with the motion tracking and one prepared to create audible material when it is required in the piece.
3.3 Results of Performance
The first performance in Montreal was successful but did
have minor issues: primarily that the performers were
unsure about score interpretation. Contributing factors to
this likely included the score itself as well as the nature of
the instruments that the performers were using. Additionally, the camera performer had never interacted with
the technology and took much longer to advance the
piece than expected. This indicates that more text and
oral instruction should be given to the motion-tracking
team beforehand and perhaps a short practice interaction
with the software should be implemented before performance. This will allow the motion-tracking team greater
ability to understand instruction and further mastery of
the software. The subsequent performance in Beijing was
much more successful; the erhu player had managed to
interpret the score with less difficulty than the performers
in Montreal, likely due to the closer proximity of the erhu
player to an interpreter of standard western notation. Additional improvements in this performance included the
increase in performers on the motion-tracking team. In
addition, the performer primarily engaging with the camera had some experience prior to the performance and
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was much more able to execute instruction. It was also
much easier to hear an interactive element in the piece;
the backward and forward motion of the score was clearly audible. This indicates that specific, rather than general
instructions in the score are more effective in both conveying information to performers as well as displaying
the interactive and networked components of the piece to
the audience. Finally, both performances lacked a general
and coherent thread between them that clearly demonstrated to each team what sort of data was being generated by the motion-tracking team. This could be improved
by implementing on the motion-tracking side some sort
of auditory as well as visual feedback; the visual feedback gave the team a good indicator of how they were
moving in the environment but an auditory result that was
directly linked to the data output itself would provide the
performers with a more coherent and precise link to what
sort of data the motion-tracking produces. Therefore, for
future performances, the motion-tracking team will affect
audio processing of the instrumentalists' generated sound.

tribution changes slightly to reflect the two-way equal
transfer between the instrumental team and the motiontracking team; they essentially become peer-to-peer when
this audio is considered. The instrumentalists send audio
to the motion-tracking team, which is then modified by
the motion-tracking team. This modified audio is then
sent back to the instrumentalists, therefore, the audio is
an equal two-way transfer with no clear server-client relationships.
4.2 Score and Instruction Distribution

4. NETWORKING COMPONENTS
4.1 Dramaturgy
The Black Swan does require a network to be performed.
Thus, it is important to understand the dramaturgy and
role distribution amongst the performance teams and how
they interact using the network. Pedro Rebelo described
the importance of this in his paper, "Dramaturgy in the
Network"[5]: “it is evident that the organisational or
topological nature of the network has an effect on creative practice in this medium.”2 The Black Swan uses the
organisational nature of the network as part of its inherent
aesthetic; the relationship between the network nodes is
one of the major compositional forces of the piece. There
are three computers networked. One computer serves as a
master/server to both the instrument and the motiontracking teams, as it sends instructions to both. This computer does not receive any data from either of these teams
that controls the piece in any way. The motion-tracking
team has the ability to send information to the instrumental team; in fact, they control the score of the instrumental
team, indicating that the motion-tracking team and instrumentalists are in a server-client, not peer-to-peer, relationship. The motion-tracking team, however, still remains as client to the master computer, as it still receives
instructions and information from the master but does not
transmit any instructions or control information back. The
instrumental team is client to both the master controller
as well as the motion-tracking team; the instrumental
team only receives data and information and does not
send any. However, this is the role distribution only as it
pertains to network DATA. When the above-proposed
audio exchange is taken into consideration, the role dis-

The score and instructions are all distributed via the network; this includes the text instructions sent to both computers as well as the numerical data generated by the
camera team that is then sent via UDP to the instrumental
performers. This data sent over UDP effects which portion of the score is displayed. The network also contains
the ability to display time and section information to the
instrumentalists as well as the camera team so that everyone is aware of how much time has elapsed in the piece.
This way the performers are not required to synchronize
outside of the network and everything is self contained
and network distributed. This self-contained network
distribution allows for a continuous, uninterrupted performance with the avoidance of communication difficulties that may arise without the UDP synchronization. IP
destinations of data are dynamic within the software; the
motion-tracking team and the master computer need only
to type in the IP addresses of the data destinations into a
dynamic window at the start of the piece. Due to the dynamic IP capability, no additional patching or programming is needed to perform the piece in new environments. The use of the network, using the ontologies described by Barbosa [6] in “Displaced Soundscapes: A
Survey of Network Systems for Music and Sonic Art
Creation” could be performed on a “Local Interconnected
Musical Network” or a “Remote Music Performance System”3, as the computers may be on a local network during
performance or in geographically displaced locations.

5. FUTURE DEVELOPMENTS
5.1 Audio-Visual Information
Audio processing that will be controlled via motion tracking will be implemented for future performances. The
audio signal sent by the instrumental team to the motiontracking team will be modified via some sort of processing such as delay, filtering, or granular processing.
The motion-tracking data will effect this processing using
the same data that is sent to the instrumental team. This
will allow for an audio component to occur on both sides
that is clearly linked to the performance motion, and will
also allow a new relationship dynamic to occur between
the two parties. I additionally intend to refine the instru3

2

P. Rebelo. "Dramaturgy in the Network," in Contemporary Music
Review (Vol. 28, No. 4/5, August/October 2009), 388.

A. Barbosa. "Displaced Soundscapes: A Survey of Network Systems
for Music and Sonic Art Creation," in Leonardo Music Journal, (Vol.
13, 2003), 57.
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mentalist’s score interface so that the region to be played
at each given instant is less ambiguous. Finally, additional visual information to be conveyed to all performers in
future versions of the software includes higher level of
detail regarding current section of the piece and length
from the end, and an additional element in the display
that shows the performers the precise location in the
score to interpret. This element will be a solid line that is
clearly visible to the performers but not obtrusive to the
score.
5.2 Future Performance and Installation
The Black Swan would definitely benefit from additional
performances, especially performances with several performers on each side. It can be performed in a variety of
venues, including inter-continental connections such as
the one in Beijing, or simple local network live concert
settings. Additionally, The Black Swan could serve as an
interesting installation with continuously changing performers on both ends (or the same performers playing for
an extended length of time).
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6. CONCLUSIONS
The Black Swan is primarily intended as a work that engages performers over a network with clearly defined
roles at each network node. The goal of this research and
performance was to create a performance system that is
flexible, engaging, and yet interesting to watch and participate in. The work has so far been successful, although
should be attempted by various groups to determine the
true flexibility of the piece and it's viability in various
venues. The Black Swan is also successful in its' use of
network distributed messages and information as an integral part of the performance. Further development is
needed into making the performance sites even more organically connected, primarily through the implementation of audio effects modified by the camera tracked individuals that will tie the performance together. These
audio effects will provide an auditory link to the data
generated by the motion-tracking for both sites. For the
instrumentalists this would provide an idea of what was
going on at the motion-tracking site, as they may not
have visual data of the performers interacting with the
motion-tracking software. For the audience at the motiontracking site, this would provide an audio output and result of how the tracking was affecting the data. It would
also provide immediate feedback for the motion-tracking
team in addition to the visual feedback provided by the
software. Performing The Black Swan in various venues
with various ensembles and groups in each venue will
allow the piece to develop and grow as a performance
system reliant on network communication for reasons
other than geographical displacement. The transmission
of information and communication via a network in this
piece is an integral function of the piece and serves as
commentary on the frequency of network-based communication and consumption that exists in our culture.
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ABSTRACT
This paper presents a dynamic interface and voicing algorithm for real-time performance of jazz piano comping.
Starting with a given song with a predefined harmonic
progression, the algorithm calculates and maps an array
of chord voicings to a virtual piano keyboard that can be
played in real-time with any physical multi-touch input
device like an iPad or computer keyboard. By taking care
of the note selection for the voicings, the interface provides a simplified and intuitive way to play sophisticated
voicings, while leaving the control over the performance
aspects like timing, register, wideness and density to the
user.

1. INTRODUCTION
Traditional jazz music is particularly interesting for computer algorithm design. The crossing between informal
oral tradition of improvisatory nature with the catholic
European western music culture since the gospels of the
slave communities in North America, gave birth to a new
music language from which several different styles
emerged during the twentieth century. Modern jazz,
namely bebop, developed by composers like Charlie Parker and Dizzy Gillespie, is musically very rich yet the
formal musical structures are relatively simple [1]. Composers like George Gershwin and Cole Porter, both with
classical music training, contributed for the creation of a
rich repertoire of solid tonal music harmonic and melodic
content, which served as the base for a common music
practice in the jazz community.
Several projects in computer music research have targeted different aspects of jazz music. Computer models
for jazz improvisation have been described [2], and the
generation of jazz solos was particularly focused [1, 3, 4].
Models for harmony development and transformation
were devised [5, 6, 7, 8] automatic accompaniment systems like the well-known Band-in-a-Box [9] and research
studies by [10]. Very few strategies for devising chord
voicings, however, have been approached. [11, 12, 13].
These studies focus on the harmonization and voicing
calculation of a given melodic line, using a rule-based
implementation of jazz chord theory. Although some of
the problems and solutions have common aspects, the
algorithm here described departs from a very distinct base
Copyright: © 2014 Rui Dias et al. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.
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concept and aim, which impose important differences,
namely:
- it was created for a real-time interface where the user
can freely play in any pitch register at any time. This
means that the user has an important control on sequenciality [12], or horizontal voice-leading and inversion calculation between consecutive chords;
- it is planned for live jazz comping, where the melody
and solo come from an external soloist, and thus there
is no prediction of the notes that will be played melodically;
The present work derives from previous research on automatic music generation algorithms and music interfaces
for live performance in the Kinetic project and being continued in the MAT project (see acknowledgments). The
algorithm presented in this paper is the development over
the keyboard voicing algorithm and interface developed
for Gimme Da Blues [14], an application for iOS devices
that allows the user to play trumpet and piano, while an
automatic virtual bassist and drummer are generated in
real-time. Other developments on this research have focused on the sequencer and harmonic content, as well as
the walking bass algorithm [15].
This paper describes the new voicing algorithm for live
piano comping in traditional jazz music.

2. JAZZ PIANO VOICINGS
This section will focus on the main aspects taken under
consideration for the development of the present voicing
algorithm.
“The pianist improvises a statement of the chord
sequence, varying the choice of chords and their
voicings”
P. N. Johnson-Laird

2.1 Chords and chord positions
Regular chords in tonal music have at least three notes,
starting from the fundamental (base) note, and adding up
consecutive major or minor third intervals. The basic
triad (three note chord) has a 1st (fundamental), 3rd and 5th
degrees, always considering the fundamental as reference. A chord can be in its root or fundamental position,
when the order of the notes has the 1st degree as the lowest note. When the lowest note is a different degree, the
chord is said to be in a different position, or in this case,
an inversion of the initial chord.
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2.2 Voicings
In Jazz, the term voicing refers to the way a given chord
is played. The same chord can be played in innumerous
different ways. For this study, the possibilities for voicing
variety were traduced in four parameters or characteristics: 1) position, 2) register, 3) wideness and 4) note selection. The decision on what voicing to use for a certain
chord at a given moment can depend on several aspects
like musical style, personal style, voice leading, density,
and it is usually also directly influenced by what is being
played by the other musicians, mainly the soloist.
2.2.1 Position
The position corresponds to the order of the notes of the
chord, as mentioned above, and comprehends the initial
fundamental order, as well as the inversions.
The position is also commonly referred as being open or
closed, depending on the interval order. For the sake of
clarity, and because at the complexity level of the concept
of voicing here described this designation wouldn’t be so
relevant as only very few voicing are closed, this aspect
is included in this paper as wideness (see below).
2.2.2 Register
The register corresponds to the octaves the chord is being
played on. The same voicing can sound very differently
in different octaves due to the way we perceive the frequency scale. One single note, interval or chord played in
a low octave sounds much denser than in a higher register. Hence, a well-balanced voicing tends to avoid small
intervals in the lower octaves and use the notes distributed as uniformly as possible.
2.2.3 Wideness
By wideness we refer to how wide (open) or close the
voicing is. The basic configuration of a chord, ordered by
major and minor third intervals, or their inversions, as
long as the chord degrees are consecutive, are closed positions. However, this can lead to some ambiguity when
considering chord extensions above the octave.
For example, a possible voicing for a C major chord can
have an added note D (a tension), which is the 2th degree
(Fig. 2a).

D above the octave is the closed position (Fig. 1b). From
a register and range perspective, however, the chord with
the D inside the octave (Fig. 1a is comparatively clearly
closer.
In addition, if we take the chord in the first inversion
(Fig. 1c), the same high D (9th degree) is now the lowest
one possible, and as such, there’s no other closer form
than this one.
In order to avoid any ambiguity, we consider only the
“wideness” of the voicing, meaning the distance from the
lowest note to the highest, independently of the degree. In
the example above, the voicing in Fig. 1a is a perfect 5th,
while the voicing in Fig. 1b is a major 9th, and thus has a
greater wideness factor.
Considering two-hand piano comping, voicing chords
can spread for two or three octaves, and even more as
hands move apart.
2.2.4 Note selection
The selection of notes to include in a voicing is by far the
more complex parameter and inherently subjective. In
jazz music, more than in any other musical style, common practice suggests a complete freedom where the note
selection criteria is dependent basically on musical intuition. Starting with a structural chord, this matter concerns
the addition, subtraction, and/or alteration of notes of the
base chord. In fact, this intuitive performance approach
brought a plethora of analytical procedures and normative
rules that are worldwide studied in Jazz Universities,
Schools, and Academies.
According to several authors, the II-V-I harmonic progression is by far the most used in jazz performance (especially jazz standards) and the most studied in jazz theory and research [16, 17, 18, 19, 20, 21]. Because there are
thousands of possible re-harmonizations of that harmonic
pattern, the scope of this paper will focus on those whose
characteristics were crystalized by influent performers in
the Jazz mean. Every theory is fruit of an intuitive convolution before it reaches his postulate. This is the case of
the following examples: what is now usually called the
Drop 2 voicing [18] (Figure 2), started with a necessity
for certain jazz piano players – like Bill Evans – in order
to get more clarity in the soprano voice. Starting with a
closed chord Bill
(Dm7 Evans
with a 9thVoicings
) the second note counting
from the soprano fallII-V-I
an octave
down – in this case, the
in Major
C.
Dm7

w
&c w
w
Figure 1 Chord with Added Note.

The procedure for chord construction tells us that this
D is indeed an extension of the chord, in this case, the 9th
degree of the chord. This is because the way chords are
built is by adding an extra third interval, and as such, the
D is the chord extension right after the 7th degree, the
note B. So, if we consider the root position of the chord
including the 9th, and taking into account the above
statement that a chord is in its closed position if the chord
notes appear in its consecutive order, the chord with the

- 559 -

?c w
w

b % œ̇
w
w
w /b %% 0 ˙ œ œ̇˙ œ
w
œ œ bœ œ
w
w
w

G7

C^

w
w
w
w
w

Figure 2 Bill Evans Drop 2 voicing style.

Figure 3 presents the traditional Four-way Close [19]
with additional extensions. This example is also constructed with an Upper-Structure Triads voicing, getting
a powerful sound containing a high level of resonance
[16, 17, 19].

Bill Evans
Voicings
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Figure 3 Bill Evans Four-way Close voicing.

McCoy Tyner is usually pointed out as the creator of
another kind of comping technique and harmonization
known as Voicings in Fourths (Figure 4). In this case the
note chords tend to be distributed vertically in intervals of
McCoy
Tyner
Voicings
fourths.
The fourths
providePiano
an ambiguous
sound close to
II-V-I
voicing
in
Fouths
the sound of suspended chords, but without loosing its
harmonic functionality.
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Figure 4 McCoy Tyner voicings in Fourths.

Some modern jazz pianists employ the so-called Altered
Chords [16, 17, 20]. Classical theory defines it as a chord
with one orModern
more diatonic
notes Voicings
replaced by a chromatic
Piano
neighbor; in jazz,II-V-I
it is ainchord
that
borrows the diatonic
Modern
Style
notes from its parallel minor mode. Figure 5 reflects this
attribute – the sound texture is rich and dense.
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Figure 5 Keith Jarrett Altered Chords Harmonization.

The search for uniqueness in musical discourse is a
constant struggle even in the jazz culture. Musicians as
Herbie Hancock became famous by the use of suspended
chords rather than dominant chords. As can be seen in
Figure 6, having no leading tone, dominant chords escape
Herbie
Hancock
the attraction
to resolve,
bringingVoicings
a modal flavor to the
II-V-I
in
Maiden
Voyage Style
overall sound.
D7·

&c w
w
w
w
?c w
w
w

F7·

w
bbbw
w
w
w
w
w

G7·

w
w
w
w
w
w
w

(tritonic sub V)

Dsus4(10)

Cm9

w
ww
bbw
w
w
w

Figure 6 Herbie Hancock Maiden Voyage Harmony.

Finally, Figure 7 presents another way to create suspended chords. On the one hand, suspended chords are
made-up moving the third over the fourth (usually named
sus4), on the other hand, the original third is placed in
higher register and named as 10th. In fact this is a kind of
special triadic chord with a fourth added.
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Figure 7 Brad Mehldau Tenths Harmony.

3. A COMPUTER-MEDIATED INTERFACE
As mentioned before, the present work derives directly
from previous research, namely the creation of the Gimme Da Blues app [14]. The base concepts and directives
were kept unaltered, namely: 1) the algorithm has to work
in real time; 2) the player has an indirect, meta-control
over the musical events; 3) although indirect, the control
has to provide the essential feeling of performance in a
jazz/blues improvisation context.
The interface is planned for iPad/iPhone/iPod, but any
other multi-touch device can be used, as long as it allows
sending control messages to the computer. A version to
use the computer keyboard was also created. Other devices with pads or Ableton Live clip launcher buttons like
the Ableton Push can be used as well.
The software was developed in the Max programming
environment [22], using both regular Max objects as well
as javascript code (also inside Max). The iOS devices use
Fantastick [23], a great application that sends multi-touch
data by wi-fi. Using the UDP network protocol, the data
is received inside Max.
The piano interface and algorithm were developed having in mind the simulation of the experience of playing
jazz piano with a fair degree of sophistication in the resulting sound. Given that on a conventional keyboard,
with direct control over each individual key, and the four
parameters described earlier, the number of possible voicings for a given chord is far too great to attain with a
simple-to-use approach and with the limitations of the
physical device, the voicing algorithm developed was a
compromise between complexity and usability.
Very early in the research, an assumption was made by
analyzing several aspects of the jazz piano practice. The
assumption that we can to some measure separate the
decision over the notes being played from the decision of
the actual action of playing, in a rhythmic, percussive
sense. We believe that an important part of the performative aspect of the live improvisation experience in jazz and most likely in every other improvisational music can be thought of as rhythmical, in the sense that the action of deciding WHEN to play a note or chord in any
harmonic or melodic instrument is not so different from
the same action by the drummer or percussionist. Of
course there are several other decisions implied, but they
are mostly idiomatic and related to the role assigned to
each of them. The decision over WHAT notes to play is
the result of the learning process about harmony and to-
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nal music grammar, including chord progressions, scales,
and melodic patterns.
Simultaneously, some decisions about the notes to play
can be thought of in a sort of meta-level control, independently of the actual note selection. The register and
wideness parameters mentioned above, that determine
WHERE the notes are being played, can be decided in
order to complement the soloist, by playing in opposite
registers, or conversely to match the soloist by playing in
coincident registers.
This “meta-control” can be observed also by analyzing
the overall melodic contours that can happen in groups of
a few beats or bars. These contours delineate phrases and
behaviors that can greatly contribute to the overall comping quality, and also characterize some of the personal
style of the player, and can be considered, analyzed and
controlled independently of which exact notes are being
played. In other words, the present interface and algorithm provides the WHAT, leaving the WHEN, WHERE
and the WHY to the user.

This configuration allows for a fast, intuitive and versatile playing technique, by combining two fingers in different horizontal and vertical positions.
The top, single note row, allows the user to play simple
melodic phrases that can complement the chords, dialogue with the soloist or other accompaniment instruments, or even be used to play the main or secondary
melody, giving a whole new range of possibilities.
The selection and mapping process of the assigned notes
to the keys will be explained below.
3.2 Sequencer
Before any processing of the chord voicing can be done,
a specially developed sequencer module reads a song and
style template, also specially created for this system, and
parses all the contents to their appropriate destinations.
The song tempo, time signature and number of bars are
used to define the global transport mechanism that, together with the harmonic structure, also described in the
song template, will create the timeline that will be followed during runtime.

3.1 Interface

clock

The user interface and interaction modes are very similar
to the one developed for the Gimme Da Blues app, since
it proved quite successful in providing a natural and intuitive way to experience most of the afore mentioned
rhythmical feeling and meta-control over the note and
chord events.
It comprises a virtual keyboard with a variable number
of virtual keys (according to the device being used) that
allow to play with one or two fingers, each finger corresponding to one hand of the player. With every chord
change, the voicings are calculated and dynamically
mapped to the appropriate keys, so that every key plays a
useful and correct note or voicing. With the iPad multitouch screen, a total of 16 keys were used (see Figure 8).
Like in a conventional piano, the lower pitches are on the
left side and the higher pitches on the right side.
1 note
2 notes
3 notes

Figure 8 Virtual keyboard on the iPad screen.

While the keyboard in Gimme Da Blues had two rows
across the entire width, the new version presents three,
starting on the fourth key. The different rows correspond
to the number of notes to include in a chord. A finger in
the lower (darker) row will trigger a three-note voicing,
the middle row will trigger two note voicings, and the top
row (represented in white) plays only one note. The first
three keys on the left side are reserved respectively to the
root, fifth and octave of the current chord being played,
and triggers one single note.
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Song
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template

PARSER

transport

TIMELINE

Figure 9 Sequencer structure

During runtime, the chord information will be sent to
the piano algorithm, that will instantly calculate an array
of chord voicings and map them to the virtual keys.
3.3 Voicing algorithm
The voicing algorithm comprehends three main sections:
the Voicing Map Calculator, the User Input Mapping, and
the Player (see Figure 10). Every chord change in the
song will be read, formatted and sent in real-time by the
sequencer. The Voicing Map Calculator will create a list
of voicings, with one voicing for each virtual key that
will be available for the Chord Player section. When the
user touches a key, the key number and touch coordinates
will be sent to the Player, that will read the corresponding
voicing from the voicing map. The final sounding voicing
will be a subset of one, two or three notes that will be
different depending on the key number and vertical touch
position that was used.
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a sort of map or key to the construction of the final voicings that will be played. The starting point for the calculation of the voicings is the scale. The scale is mapped to
the keyboard. Then, for each key a voicing is calculated
by finding the defined degrees below the scale note.
Having the example mentioned before: “C 7 mixo”,
with the scale “mixo” “0, 2, 4, 7, 9, 10” and the voicing
“key” “10, 4, 2, 9, 7, 0”, the calculator algorithm will
map the scale to the keys:

Player

MIDI output

Graphics output

Figure 10 Voicing algorithm global structure

3.3.1 Chord information input
The algorithm takes as real time input the chord data of
the current harmony arriving from the sequencer timeline.
The real time data includes the chord name and type, as
well as an associated scale. For example, “C 7 mixo”
specifies the C chord, of type Dominant 7th, and a scale,
in this case a mixolidian mode. The chord fundamental
(C) will be used as Pitch Class Sets, with a transposition
factor, which for C is zero. The chord type correspondence is described in the style template, where the “7” will
correspond to a predefined Dominant 7th voicing.
3.3.2 Scales
The scales can be defined in the song template, and correspond to the notes that will be assigned to the virtual
keys. The term scale is used here to refer to any combination of notes that will be available for the user to play,
and doesn’t necessarily correspond to a conventional
scale. It can be a conventional major or minor scale but it
can also be a mode or a subset of scale or mode degrees.
In order to have a better keyboard range and to avoid
possible incompatibilities between the scale notes and
chord notes, better results are obtained using noncomplete subsets. The “mixo” (mixolidian mode) in the
example above can for example be specified as the subset
[0 2 4 7 9 10], which corresponds to the mixolidian mode
without the 4th degree.
3.3.3 Voicing format
The voicings are described as a list of Pitch Class sets,
according to the chord type specification in the harmonic
structure. This list defines the notes that can be included
in the voicing, but also each one’s index number, by ordering them from left to right according to their priority.
A 7th chord for example, can be defined as “10 4 2 9 7 0”.
Pitch Class “10” (Bb) corresponds to the minor 7th of the
Dominant 7th chord, “4” (E) to the major 3rd, “2” (D) to
the major 2nd and so forth.

Figure 11 Scale Mapped to the Virtual Keys.

and then calculate the rest of the notes for each voicing,
using the order defined in the key. For this example, the
resulting voicings would be:

Figure 12 Scale and Voicings for Each Key.

The black notes are the notes of the scale. The white
notes are the voicing notes automatically calculated.
As said before, the first three keys have only the fundamental, 5th and the octave. From the fourth key on, the
algorithm will calculate the voicing by searching for the
degrees defined in the “voicing key”, by their priority.
In the fourth key, where the scale note is C3 (middle C),
the voicing notes are a Bb2 and a E2. These correspond
respectively to the first two degrees in the voicing key
“10, 4”. The same happens in the next voicing, D3. In the
sixth however, because the scale note is already an E, the
algorithm will advance one index and look for a “2”,
which is the next degree in the list.
The algorithm allows also to change the starting index
of the lookup list, in any scale degree. In the example
voicings above, a change is visible from the scale note C4
on, where the voicing notes are not the same (E, Bb) but
instead are “D, A”, which correspond to the “2, 9” defined in the list. This is intended in order to avoid repetition and to create more variety.
Using two hands, the user can play rather sophisticated
voicings (Figure 13).

3.3.4 Voicing calculation
The Voicing Map Calculator receives the voicing for the
current harmony and calculates all the voicings for the
entire keyboard. This received voicing is not, however,
the final voicing that will be triggered. Instead, this list is
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Figure 13 Four Two-Hand Voicing Examples.
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3.3.5 Player
The “Player” receives the voicing map from the voicing
map calculator and manages the input data arriving from
the user interface, to play the corresponding events.
Using the vertical position of the fingers, it uses one,
two or all three notes of the voicing (zones in Figure 8),
following the same order of the “voicing key”. When
playing only one note, it will always be the scale note,
followed by the second degree and the third.

4. CONCLUSIONS
The algorithm described was the result of a number of
different approaches to create interesting sounding piano
voicings and is a part of an ongoing research on automatic generation and new interface design for computermediated music. By considering the highest note as the
starting point for the voicing calculation provides an interesting and effective way to both mimic a part of the
physical hand placement and mental process of the jazz
pianist, and creates a fast responsive way to provide simultaneous control over the register, wideness and rhythmical aspect of piano comping. The possibility of playing
single notes using the top row of the keyboard boost the
usability and quality of the comping by allowing the
player to use passing notes or small melodic phrases to
respond, incite or provoke the other players.
This approach also seems very promising for the current
ongoing development of an automatic, autonomous player, as it creates fairly complex results using simple control parameters.
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ABSTRACT
We present a high-level review of mappings in musical
iOS applications. All of the 38,750 music applications
on the iOS store were reviewed and classified, using their
title and descriptive text. Fifty music-making categories
were found, along with sixteen non-music-making categories. Summarized mappings for each music-making category were defined and enumerated, by downloading and
examining the screenshots for each app in each category.
We present the total mappings, across all fifty categories,
in terms of pitch, trigger, time, volume, and timbre. The
sixteen non-music making categories were overviewed, but
not discussed in detail. We also discuss broad trends and
underutilized mappings, as well as suggesting areas for innovation. Finally, we provide public access to the created
dataset, in order to further research around both iOS applications and text classification. This dataset includes the
title, URL, and descriptive text for all applications, and is
available both classified and unclassifed.
1. INTRODUCTION
Mobile touchscreen devices, such as the iPad and Nexus
10, continue to increase both in number and in power. As
these devices become more powerful and as their sensing
capacity increases, more and more new and novel applications are created for them. Music applications (apps) for
these devices predominantly exist on the iOS platform [1].
The iOS app store has in excess of 38,000 apps in the Music category, ranging from complex synthesis engines to
trivial radio applications.
The mapping of inputs to musical parameters in these
apps is exceedingly important [2]. An iOS device’s primary input mode is a simple touchscreen, but this can be
mapped in essentially infinite ways. Likewise, the screen
can present a variety of metaphors (keyboards, dials, strings,
etc), in order to suggest a mapping to users. Fels has written about how this use of metaphor can inform a user’s
understanding of an app [3], in terms of the relationship
between the mapping of musical parameters and the visual
metaphor presented.
In addition to a touchscreen, iOS devices contain gyroscopes, accelerometers, a microphone, and one or more
cameras. This range of controls enables a wide variety
Copyright: c 2014 Thor Kell et al. This is an open-access article distributed under
the terms of the Creative Commons Attribution 3.0 Unported License, which permits unrestricted use, distribution, and reproduction in any medium, provided the
original author and source are credited.
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of musical applications with a wide variety of mappings.
Hunt et al [4] have discussed how the mapping process can
aid in relating these various control layers to the musical
layer. Understanding how these controls are mapped to
create music will allow app developers to design novel music making apps or focus their work into an extant category
of apps.
A previous paper by the authors [5] reviewed the top
1,200 best-selling iOS applications, in terms of the interaction metaphor they presented to the user and the exact
mappings that they use. That work defined ten main categories for iOS music apps, delineated their mappings, and
discussed various outlying apps that did not fit into the ten
standard categories. This paper extends that work by providing high-level classification for all 38,750 (as of January 28th, 2014) music apps, and a summary of mappings
across all such classifications. This rather large scope was
determined by the lack of access to smaller subsets of the
data. The iTunes store lists the top 1,200 best-selling music apps, which was the data source used for the author’s
previous paper. The only other data source is the iTunes
website, which provides data for all 38,750 apps.
Arner has also examined a small subset of iOS apps, with
a focus on their gestural interaction and uses of multitouch [6].
Approaching the problem from the other direction, Tanaka
et al [7] have provided a survey-based analysis of how mobile devices of all sorts are used musically. In terms of
text classification, Zhu et al [8] have examined text and
context-base machine-learning methods for automatically
classifying apps, and Chen & Liu [9] have used similar
techniques to attempt to model how popular various types
of applications are.
This overview will provide large-scale data on how musical mappings and metaphors are defined on iOS. In addition to the ten categories defined in our previous work [5],
we define forty new categories of musical apps and delineate their mappings. Moreover, in order to understand the
iOS music ecosystem as a whole, we supply broad classifications for ‘music’ applications that do not allow the user
to create music, such as radio and artist apps. We provide
summaries of the total number of apps for each category,
the total number of mappings across all apps, and offer
thoughts on how to make use of this data when designing musical mappings and interfaces. We further create a
dataset for future use, consisting of the title, URL, and descriptive text for each of the 38,750 apps, both with and
without classification. This publicly available dataset will
assist future studies of iOS applications, and text-based
classification techniques.
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2. METHOD
Data was downloaded from the web-facing iTunes website 1 , using a webcrawler built in Python with the Beautiful Soup 2 framework. In total, 38,750 apps were crawled.
The app name, URL, and descriptive text were saved.
The analysis of this data had two goals. First, to find
all apps that matched the ten known categories listed in
the authors’ previous paper [5]. These categories are: Piano, DJ, Digital Audio Workstation (DAW), MPC (A padbased sampler/sequencer, based on the Akai MPC), Guitar, Drum Kit, Synthesizer, Sequencer, Karaoke, and Amp
Sim. ‘Radio’ and ‘Artist’ apps were added to this list, due
to the large numbers seen during cursory examinations of
the data. The hope was to train a classifier to recognize
these twelve known categories. Once apps that matched
these categories were found, the second goal would be attempted: to discovered and count new categories, ideally
using K-Means or similar processes.
In order to achieve the first goal, several supervised machinelearning methods were attempted, using both the TextBlob 3
and SciKit-Learn 4 [10] Python libraries. Training data
was selected by examining apps that included the title of
the category in their name or descriptive text, and then selecting apps that fit into the category in question. 25 to
50 apps were selected for each category. Both Bayesian
classification and Support Vector Machines (SVM) were
trained on this data. Using only the name of each application as a feature proved ineffective, as did using the entire
descriptive text. Table 1 shows these poor results for both
Bayes and SVM.
In terms of the Bayesian classifier, this poor performance
is probably due to both the very high number of features
and a high level of inconsistent dependencies among the
dataset [11]. SVM, on the other hand, performs poorly
when the number of features is much larger than the number of training samples [10]. In this case, each class had
only 25 to 50 samples, with 8,882 features.
A whitelist of words important to each category was thus
constructed. The whitelist can be seen in Table 2. This
reduced the number of features to 114. As Table 1 again
shows, this whitelist improved both the Bayesian and SVM
1

https://itunes.apple.com/us/genre/ios-music/id6011?mt=8
http://www.crummy.com/software/BeautifulSoup/
3 http://textblob.readthedocs.org/
4 http://scikit-learn.org/
2

Method
Bayes
SVM

Table 1. Classification Methods
Training Data
Whitelist Accurary
App Name
False
0.55
App Description
False
0.31

Bayes
Bayes
Bayes

App Name
App Description
Both

True
True
True

0.77
0.88
0.90

SVM
SVM
SVM

App Name
App Description
Both

True
True
True

0.57
0.83
0.90
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Table 2. Whitelisted Words per Category
Category
Whitelisted Words
Radio
Radio, Station, FM
Artist
Upcoming, Latest, Bio, Connected, Official, Exclusive, Fan, News, Band,
Musician, Composer
Piano
Piano, Keyboard, Chord, Scale, Key,
Note, Theme, Hand, Harpsichord,
MIDI
Drum
Drum, Drumming, Kit, Drummer,
Snare, Kick, Crash, Ride, Cymbal,
Percussion, Percussionist, Beat, Roll,
Hihat, Hi-hat, Brush, Stick, Bongo,
Conga, Taiko
Guitar
Guitar, String, Strum, Strumming, Vibrato, Tremolo, Electric, Tab, Twang,
Mandolin, Steel, Pedal
Karaoke
Sing, Song, Karaoke, Star, Catalog,
Share, Recording, Stage
DJ
Turntable, Deck, Scratch, Mix, Mixer,
Mixing, Cue, Crossfader, Sync, Beatmatch
MPC
MPC, Pad, Sample, Production, Akai
Sequencer Sequence, Sequencer, Groovebox,
Beatbox, Step, MIDI, Pattern, Tempo,
BPM, Machine
DAW
Loop, Record, Recording, Audio,
Band, Mixer, Aux, Produce
Synth
Analog, Analogue, Engine, Filter, Fat,
Envelop, Synth, LFO, Polyphonic,
Monophonic, Sine, Square, Triangle
Amp Sim
Rig, Cabinet, Mic, Stomp, Amp, Tube

classifications, using both the app name and descriptive
text to 90% accuracy, on the test dataset.
As the SVM model using both the app name and the descriptive text was producing good results on the test data,
the next step was to run the trained model on the entire
dataset. This was done category by category, in order to remove classified apps with each iteration. The results from
this, as seen in the first column of Table 3 seemed reasonable, at first blush. However, a manual examination of the
remaining apps showed that many, especially Radio apps,
were missed, suggesting that the models were overfitting to
the test data. In hindsight, comparing the results between
the columns of Table 3 show that some of the tested categories worked very well (Piano), while others did very,
very badly (Radio).
These results were probably due to insufficiently trained
models. Each category only had 25 to 50 apps to train on,
and they were selected iteratively through the dataset, not
at random. Radio apps, it would appear, are much more
heterogeneous than the training data that was used.
In addition to attempting to classify known categories of
applications, the second goal was to define new categories
- ideally by clustering unclassfied apps together. This was
first attempted on test data, and did not give good results.
Using SciKit-Learn’s K-Means algorithm on the twelve
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Table 3. Estimated Results vs. Actual Results
Category
Estimated Actual
Radio
5288
10057
Piano
798
752
Drums
644
741
Karaoke
740
246
DAW
226
138
MPC / Sampler
220
136

Cluster
1
2
3
4
5
6
7
8
9
10
11
12

Cluster
1
2
3
4
5
6

Table 4. Clustering Results
Number of Apps Number of Categories
6
1
94
9
29
3
191
12
3
1
14
1
27
6
57
7
24
2
63
5
19
6
2
1

7
8
9
10
11
12

Table 5. Clustering Breakdown
Category Breakdown
Radio: 6.
Guitar: 29, Piano: 21, Karaoke: 14, DAW: 9, DJ:
8, Amp: 6, Synth: 3, Artist: 2, Sequencer: 2.
Drum: 15, MPC: 9, Sequencer: 5.
Artist: 67, Synth: 34, Piano: 25, DJ: 22, Guitar:
15, Sequencer: 13, Radio: 5, Amp: 3, MPC: 3,
Drum: 2, DAW: 1, Karaoke: 1.
Drum: 3.
Radio: 14.
Karaoke 9, Amp: 8, Guitar: 5, Piano: 2, DAW: 2,
Sequencer: 1.
Sequencer: 16, DJ 14, Synth: 10, MPC: 10, Drum:
4, DAW: 3.
Radio: 23, Artist: 1.
Drum: 26, MPC: 19, Sequencer: 13, Synth: 3,
DAW: 2.
Amp: 9, DAW: 5, Piano: 2, DJ: 1, Guitar: 1,
Karaoke 1.
Radio: 2.

categories of test data was ineffective, even when using the
whitelisted name and the whitelisted description. The apps
both failed to cluster in groups around their categories, and
failed to give correct numbers of apps per cluster. Table 4
shows the number of apps per cluster, and Table 5 shows
the categories per cluster. Figures 1 and 2 shows the results of this clustering, with its dimensionality reduced via
principle component analysis (PCA). As can be seen, each
cluster does not contain only a single category. It was also
hoped that PCA might allow for manual segmentation of
each category. However, as can be seen by the PCA of the
data in Figure 3, this was not possible: the categories are
too intermingled to be able to draw useful segment boundaries.

Figure 2. Labeled K-Means clusters, zoomed in.

Figure 1. Labeled K-Means clusters.

Figure 3. PCA data, zoomed in.
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Given the difficulty clustering known data, perhaps due
to K-Means’ difficulty with clusters of varying shapes and
densities (as seen in Figure 1), clustering the entire dataset
was even less viable, especially as the total number of categories was not known and the whitelist would be ineffective on these unknown categories. This left us with a somewhat effective method of classifying known categories, and
an ineffective method of finding new categories.
During this process it was discovered that, for a human,
classifying each application based on the whitelisted name,
the shortened app name in the URL, and the whitelisted
descriptive text was simple to the point of trivial.
For example, the below three strings strongly suggests an
Artist application:
• “ ”, “amon-amarth-mobile-backstage”, “official fan
exclusive fan”
Likewise, these strings suggest a Amp Sim application:
• “ ”, “ampkit”, “amp guitar amp electric guitar amp
guitar amp mic pedal guitar recording share guitar
fan”
In contrast, the below descriptive text suggests a Synth,
but the name suggests a novel application.
• “ ”, “anckorage-spring”, “audio connected keyboard
midi engine midi midi midi midi”
In this case, the entire descriptive text was checked in a
second step, and the application was then correctly classified as a Synth. The descriptive text is excerpted below:
“Anckorage Spring is a physical modelling audio synthesiser based on the simulation of a set of connected massspring, integrating non-linearities, fluid and static friction,
mechanical limits, gravity and bouncing. It is designed to
be controlled by a continuous controller (like the Haken
Continuum www.hakenaudio.com)...”
Using this method it was found that 500 apps, with the
use of a Python script to skip through them, could be shunted
into the initial twelve categories in as little as fifteen minutes, giving a ‘mere’ 39 hours to complete the task of manual classification. This is, of course, not to say that textbased machine learning is ineffective. Zhu et al [8] have
made use of text data to successfully classify apps (though
only 680 of them) of them, and Whitman et al [12] have
used natural language processing and text-based machine
learning on community metadata as a key component of
their work in classifying music. The present paper, however, was simply looking to classify a large number applications with a high degree of accuracy, not investigate machine learning techniques. Manual classification also had
the advantage of being completable in a known, though
long, amount of time, whereas automatic classification presented a very open-ended problem. Furthermore, good,
manually classified data could also be used as ground truth
data for future investigations of text-based classifications
and of the iOS app store.
It was thus decided to manually classify the data. After the first 10,000 apps had been classified by hand, two
heuristics were added to speed the process: apps that had
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‘radio’ in the name were immediately defined as Radio applications, and apps that had whitelisted descriptive text of
‘official update new connect’ were immediately defined as
Artist applications.
During this process, many applications could not be fit
into the twelve known categories. Those were logged separately, and then examine with the full text of their names
and descriptive text. Out of those apps, new categories
(accordion apps, for example) were defined, based on the
descriptive text. Totally novel apps were again logged separately. Due to time constraints, the 481 novel applications
were not examined in detail.
Once this two-tiered process was complete, each category
was counted. In order to define the mappings for each category, the screenshots for each app in each category were
downloaded and examined, again using a web crawler. In
some few cases, (the Karinding, for example) videos of
apps were examined in order to define the mappings. Only
the general mappings for each category were defined. For
example, if all but one Xylophone app maps pitch to the
colours of the rainbow, the Xylophone category as a whole
will be assigned this mapping of pitch to colour.
2.1 Verification
This classification process is not a perfect one. Even ignoring typos, this sort of fast human classification is prone
to errors. In order to verify the quality of this method,
100 randomly selected apps were examined using their full
name and full descriptive text: 94 were correctly classified,
and 6 were incorrect. Then, 100 more randomly selected
apps were tested, ignoring apps from the Radio, Artist, Media, and Non-English categories. Once again, 94 were classified correctly, and 6 were in error. It must also be noted
that the Media, Educational, and Tool categories contain
many interesting apps that are outside the scope of this
paper. More in-depth app reviews would be well served
to begin with these categorizations - to say nothing of the
various applications in languages other than English.
3. RESULTS
3.1 Music-Making Applications
Applications that allow the user to produce music are, of
course, the focus of this paper. Table 6 shows the number
of applications in each category for these music-making
applications. Each of these categories also include applications with similar layouts. The ‘Guitar’ category, for example, also includes lute, banjos, mandolins, ukeleles, and
so on. Categories that may require further explanation are
listed below:
• Ball Sim - Apps that trigger sounds via a physics
simulation of balls or other objects moving around.
• Chord Sequencer - Apps that allow the user to sequence symbolic representations of chords, either in
guitar tablature or text / numeric format
• Dulcimer - Western dulcimers, hammered dulcimers,
and so on.
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• Gamelan - Indonesian Gamelan instruments, include
bells, gongs, and metallophones.
• Guqin - The guqin is an ancient Chinese zither, with
angled strings.
• Hang - The hang is a modern pitched percussion instrument, similar to the steelpan.
• Kalimba - The kalimba, or thumb piano, is an African
plucked percussion instrument.
• Karinding - The karinding is an Indonesian mouth
harp.
• Looper - Apps that loop audio recorded by the user,
rather than sequencing samples.
• Melodica - A reed-based wind instrument, with a
small keyboard for selecting pitches.
• MIDI / OSC - Apps that output MIDI or OSC, to
control other devices. As these apps vary wildly,
their mappings are not included in the final count.
• Ocarina - The ocarina, a simple wind instrument, occurs in many cultures, but is perhaps most famous
for its role in the ‘Ocarina of Time’ video game.
• Ondes Martenot - An early 20th century electronic
instrument, featuring both ribbon and keyboard control of pitch.
• Steelpan - A pitched percussion instrument, originally from Trinidad & Tobago.
• Vuvuzela - A trombone-like South African instrument instrument, with a single pitch.
• Zither - Eastern zithers, including the guzheng, jentreng, qanun and gayageum.
3.2 Non-Music-Making Applications
Broad categories were defined for apps that do not make
music. These make up the majority of the music section
of the app store. Table 7 shows the numbers of apps per
category, and each category is defined below. This section
also includes ‘Junk’ apps that are not music apps at all,
and apps that were unclassifiable due to their descriptive
text not being in English.
• Radio - Apps for a particular radio station, that assemble many radio stations, and so on.
• Media - Apps that deliver non-auditory media, allow for the playback of auditory media in a nonmusical way, including soundboards, ‘best songs’
for a genre, and so on.
• Artist - Apps for promoting a particular artist, a group
of artists, a festival, a recording studio, and so on.
• Non-English - Apps with descriptive text not in English, and thus not reviewable in this paper.
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Table 6. Number of Applications per Category, Musical
Applications
Rank Category
Number of Apps
1
Piano
752
2
Drum
741
3
Sequencer
606
4
Novel
481
5
Guitar
385
6
Synth
277
7
Karaoke
246
8
Effect
149
9
DAW
138
10
MPC / Sampler
136
11
Xylophone
132
12
DJ
119
13
Accordion
74
14
Band
67
15
Flute
67
16
MIDI / OSC
65
17
Harp
47
18
Amp Sim
45
19
Bells
40
20
Looper
36
21
Chord Sequencer
36
22
Bagpipes
33
23
Notation
33
24
Steelpan
33
25
Violin
31
26
Organ
25
27
Gamelan
24
28
Trumpet
23
29
Ball Sim
23
30
Zither
17
31
Harmonica
16
32
Kalimba
15
33
Clarinet
13
34
Water Glasses
11
35
Trombone
9
36
Dulcimer
9
37
Singing Bowl
9
38
Cello
9
39
Saxophone
8
40
Horn
7
41
Melodica
6
42
Vuvuzela
5
43
Ocarina
4
44
Washboard
4
45
Conductor
3
46
Hang
3
47
Pan Pipes
2
48
Ondes Martenot
2
49
Guqin
1
50
Karinding
1
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• Educational - Apps for teaching an instrument, a theoretical concept, and so on.
• Tool - Apps for accomplishing music related tasks,
including tuners, spectrum analyzers, and so on.
• Games - Apps for playing games about music or musicians
• Junk - Apps that have been mislabled and are not
music apps.
• Remote - Apps for remote control of non-musical
audio systems, such as home theatre systems.
• Discovery - Apps for finding new music, new playlists,
and so on.
• Christmas - Apps about Christmas.
• Print - Apps for a particular print magazine, or emulating a print magazine.
• Recorder - Apps for recording sound.
• Social - Apps for communicating about music on
Twitter or other social media platforms.
• Fitness - Apps for controlling music while working
out.
• Fingerprint - Apps for fingerprinting audio.

Table 7. Number of Applications per Category, NonMusical Applications
Category
Number of Apps
Radio
10057
Media
7416
Artist
7161
Non-English
2806
Educational
2052
Tool
1406
Games
905
Junk
354
Remote
334
Discovery
272
Christmas
268
Print
249
Social
220
Recorder
154
Fitness
50
Fingerprinter
20

4. MAPPINGS
Table 8 shows the total mappings, across all categories.
The mapping definitions used are hopefully self-explanatory.
In terms of those that are less clear, a ‘Known Layout’
refers to an app that matches the visual layout of a real
instrument, and maps some parameter based on this in a
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way that does not fit into any other category. For example,
a drum application maps timbre based on a Known Layout
- that of a drum kit.
‘Force’ here means methods of determining how hard the
user is tapping the device, often by polling the accelerometer or the microphone. A ‘Gesture’ indicates any motion
more complex than a touch, typically a dragging or circular movement. When applied to the Volume parameter,
this indicates that the speed of the gesture directly varies

Table 8.
Mapping
Horizontal:
Left-toRight
Horizontal:
Right-toLeft
Horizontal:
Center-toEdge
Vertical:
Top-toBottom
Vertical:
Bottom-toTop
Diagonal:
BottomLeft-to-TopRight
Rotational:
Clockwise
Circular
Radial:
Edge-toCenter
Grid
Vertical Size
Overall Size
Colour
Symbolic /
Text
Continuous
Discrete
Playback
Toggle
Touch
Gesture
Shake
/
Swing
Known Layout
Microphone
Input
Audio Input
Force
Physics

Mappings for Musical Applications
Pitch Trigger Time Volume Timbre
2142

0

1559

138

141

11

0

0

128

0

15

0

0

0

0

35

0

152

0

0

1307

0

0

1483

1358

38

0

0

0

0

0

0

9

0

0

33

0

0

0

0

33

0

0

0

0

43
105
33
78

0
0
0
0

0
0
0
0

0
0
0
0

0
0
0
12

69

0

33

33

33

190
3931
0
8
0
0

0
0
1104
272
3096
86

612
1042
0
0
0
0

1630
33
0
9
24
10

1498
33
0
1207
25
2

0

20

0

20

0

167

0

0

0

746

0

282

0

36

0

0
0
12

194
0
23

0
0
0

0
81
23

0
0
18
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the volume of the sound. Finally, vertical mappings refer to the gesture used, not the metaphor presented: many
apps present the user with rotary knobs which are actually controlled by vertical motion. This paper has used the
mapping throughout, rather than the metaphor.
4.1 Pitch
Pitch is dominated by keyboard-like, left-to-right or bottomto-top mappings. Discrete pitches are likewise much more
prevalent than continuous pitch. Some few apps increase
pitch from top to bottom (zithers, for example), and even
fewer increase pitch from right to left (trombones and pan
pipes, in particular). Outside of these linear mappings, the
next most popular mapping for pitch is the ‘Known Layout’ of wind instruments, which is usually abstracted to a
set of 3-6 buttons that additively modify the pitch: pressing two buttons together gives a new pitch, rather than two
pitches.
Mappings of pitch to colour are not uncommon, but a single dominant mapping of colour to pitch was not found.
Likewise, mappings of pitch to size exist, but are always
secondary to some other mapping (horizontal in the case
of xylophones, and circular in the case of steelpans). Symbolic and text mappings are entirely based on various Western systems, including the sharps / flats of traditional staff
notation, and various representations of chords (V6 , Dm7,
etc).
4.2 Trigger
Unsurprisingly, given that the primary interaction method
on iOS devices is a touchscreen, mapping one touch to one
sonic event is by far the most popular method for triggering sounds. Toggles are also popular, along with events
or states that are often controlled by toggles, such as the
playback of a sequencer or audio input from another device. Gestural mappings are not common, and mostly use
simple movements: a circular motion to trigger a drum roll
instead of a single drum hit, for instance. Making use of
the device’s other sensors, via a swing or a shake of the
device, is not common. No applications were found that
triggered sounds via a gesture made by moving the device
itself - such mappings, may, however, exist in one of the
unexamined Novel apps.
4.3 Time
Time moves from left to right, and from top to bottom.
Discrete time is slightly more prevalent than continuous
time. Some very few apps map time rotationally, clockwise. Even in Notation apps, where time & rhythm is represented symbolically, the flow of time is from left to right.
4.4 Volume
Volume is dominated by vertical mappings, usually presented continuously. Some apps make use of force-based
or shake/swing methods for determining volume. These,
along with wind instrument apps that base volume on the
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input from the microphone, are the closest to ‘real’ acoustic instruments. An even smaller but more interesting mapping is that of touch / gesture to volume. For instance,
some Gamelan apps allow for virtual bars to be muted by
touching them in particular locations, and some Singing
Bowl and Water Glass apps play louder sounds based on
the speed of the triggering circular gesture.
4.5 Timbre
Like volume, timbre is mostly controlled vertically and
continuously. Many apps use toggles to change between
preset timbres (in piano apps, for instance), and many use
Known Layouts to control the timbre of the sound played
- drum kits are a prime example of this. Other timbral
controls are much more rare. Surprisingly, colour is only
used rarely for timbral control. However, like Volume, a
very small number of apps use additional touches to control timbre. To continue the Gamelan example, some apps
also allow for a muted timbre to be played if a virtual bar
is touched before triggering it.
4.6 Summary
From Table 8 and the above paragraphs, it is clear that most
apps use typical mappings: pitch from left to right, sounds
triggered by touch, and volume / timbre controlled by vertical faders. Most of these mappings do not take advantage
of sensors outside of simple touch and location. Complex
gestures, microphone input, and shaking/swinging the device are used to control parameters from pitch to volume
to timbre for a small number of applications, but are in
general ignored. Likewise, most apps separate the control of each parameter, mapping them to different controls
and in different ways. Integral mappings are almost entirely ignored. The 481 apps in the Novel category have
not been examined, however. They would almost certainly
contribute to making Table 8 more varied.
5. DATASET
In order to further research around iOS music apps, we
have made the dataset and Python scripts used to examine the data publicly available The data (consisting of the
name, URL, and descriptive text for each app) is provided,
classified and unclassified, in order to allow for a wide variety of machine-learning approaches and/or brute-force approaches. The complete collection of data and code can be
found at idmil.org/projects/ios mappings.
6. CONCLUSION
We have provided a high-level review of all music apps on
the iOS app store as of January 2014. This builds upon the
authors’ previous paper [5], which provided an in-depth
look at the most popular iOS music apps. We have also
provided the raw text data, classified and unclassified, for
future research around text-based machine learning, app
classification and more.
In the review itself, we discovered many new iOS instruments that represent extant, acoustic instruments, ranging
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from bagpipes to zithers. We also discovered a smaller
number of new, purely electronic instrument categories, including loopers, chord sequencers, and bouncing-ball apps.
We provided a high-level overview of mappings for each
of these categories: this data will be useful both for understanding the overall iOS application ecosystem and the
musical subset thereof. More importantly, this data can be
used to understand how musical parameters are mapped on
touchscreen devices, and thus influence how new musical
applications are designed.
To be specific, we can see the dominance of simple mappings: pitch generally moving horizontally and discretely,
volume and timbre moving vertically and continuously, and
time moving from left to right. Although many applications make use of more complex mappings and more complex inputs, they are in a minority. This is a potentially
rich area for innovation: one can easily imagine apps that
use the microphone, accelerometer, and gyroscopes of iOS
devices in new and interesting ways. Likewise, integral
mappings for timbre and volume or non-traditional representations of pitch / time could both lead to interesting and
innovative apps for making music.
Further work after such a high-level review is legion. A
detailed examination of the Media, Educational, and Tool
categories should be done, and would no doubt reveal sundry
new ways to map musical parameters, in tuning apps, howto-play apps, and so on. Indeed, a deep dive into each of the
main categories described above could provided further detail about how each category maps parameters. Likewise,
the 481 Novel applications should be examined in detail.
Touchscreen devices, and iOS in particular, are here to
stay, and the ability of these platforms to create music at all
levels of sophistication is only going to grow. This report
has furthered the task of understanding how musicians and
developers are dealing with the mapping of music parameters, and will hopefully result in a deeper understanding of
the mapping process and its outcomes.
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ABSTRACT
The B LADE A XE is a guitar-like controller that uses “real
world” audio excitations from six piezoelectric films (one
per “string”) to drive a physical model of a guitar on a laptop. The B LADE A XE body is made out of laser cut acrylic
sheets and can be easily reproduced. As a fully “plug and
play” interface, it can be used on any computer to communicate with our open-source virtual-guitar software.
1. INTRODUCTION
Physical modeling of musical instruments has been a very
active field since the middle of the 1980’s and the discovery of the waveguide sound synthesis technique [1].
Since then, physical models of musical instruments became increasingly sophisticated and efficient giving birth
to dozens of commercial product like Yamaha’s VL1 synthesizer series, 1 and plug-ins such as Pianoteq. 2
Unlike many other synthesis techniques and like “real
world” musical instruments, physical models need to be
controlled in a very accurate way in order for them to produce realistic sounds. For example, a very advanced physical model of a trumpet will probably sound very bad if its
parameters (pressure, lips tension, etc.) are not controlled
properly and as a function of each other. On the other hand,
very simplistic physical models can sound very good with
advanced parametric control.
The difficulty of this control remains prohibitive compared to the simplicity of the reigning MIDI standard where
the control of virtual musical instruments is often limited
to “frequency” and “amplitude”. Three different kinds of
approaches to solve this problem have been implemented
in the course of the last twenty years.
The earliest one was introduced by Yamaha with the VL1
synthesizer series where a breath controller was used to
increase the level of expressivity when playing wind instrument physical models. In this case, the velocity of the
excitation was controlled by the breath of the performer
and computed in the model, offering a very high level of
1 http://www.soundonsound.com/sos/1994_
articles/jul94/yamahavl1.html
2 https://www.pianoteq.com/.
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control. The drawback of this technique was that it could
only be used in the context of a live performance.
Another approach consists of modeling instrumental gestures to control the different parameters of a physical model
[2]. This technique provides very good results and doesn’t
require a performer.
More recently, another solution was proposed to construct
hybrid interfaces to control physical models of musical instruments. Different approaches can be taken but the main
idea here is that a “real world” excitation (the sound of a
pluck on a guitar, the sound created by a mouthpiece on a
clarinet, etc.) can be used to drive a virtual string, a bore,
etc. This technique was applied to clarinet [3], drums [4]
[5] and to string instruments [6] [7] synthesis successfully.
For many musical instruments, the excitation is one of the
hardest components to model and offers a very large number of parameters to control. With this last approach, only
the resonant part of the instrument is computed, making the
physical model much simpler. In the case of the Kalichord
[7], a set of piezoelectric films can be plucked to drive a
simple Extended Karplus-Strong model [8, 9]. The resulting sound is surprisingly good, realistic and expressive. It
is almost as if the performer were able to physically touch
the physically modeled string with his fingers.
In this paper, we present the B LADE A XE: 3 a guitar physical model controller, based on the same technique as the
one used in the Kalichord. The B LADE A XE is made out
of laser cut acrylic sheets. It is a fully “plug and play”
USB interface that can be used to control physical models
running on a laptop. It uses a six-channel Analog to Digital Converter (ADC) 4 to digitize the sound of the piezoelectric films, and an Arduino Due 5 to retrieve data from
the different sensors/controllers placed on the neck and the
body of the interface (see Figure 1 on page 7).
2. PLUCKING SYSTEM
2.1 Hardware
The plucking system of the B LADE A XE is based on six
independent piezoelectric films: one for each string. We
chose to use SEN-09196 6 because of their reasonable cost
3 More practical information, videos and sound examples can be
found the B LADE A XE website: http://ccrma.stanford.edu/
˜rmichon/bladeAxe.
4 The six channels ADC is made out of three Behringer Guitar Link
UCG102 connected in parallel.
5 http://arduino.cc/en/Main/ArduinoBoardDue
6 http://dlnmh9ip6v2uc.cloudfront.net/
datasheets/Sensors/ForceFlex/LDT_Series.pdf
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(about three dollars each), their simplicity, and also because they are very common on the market and thus easy
to replace.
Each piezo is glued to the middle of separate polycarbonate sheets (see Figure 3). The height and the thickness of
these sheets were chosen to approximate the elasticity of a
guitar string. Each sheet is placed in parallel and is 3/8”
apart from its neighbors (corresponding to the distance between the strings on a “real” guitar).
Piezoelectric films are very sensitive to electromagnetic
fields like the one created by the human body. Thus, they
were shielded with grounded copper tape to prevent disturbances in their signal. Two additional bands of copper tape
are used on each side of the piezoelectric film as capacitive touch sensors to detect if the skin of the performer is
touching the piece of polycarbonate. This system is used
to damp the virtual strings when they are not plucked and
to detect the plucking position of the player (§3 provides
more details on the way this system works).
Each piezo is connected to an independent preamplifier
that also takes care of canceling DC. Indeed, when a constant pressure is applied to a piezoelectric system, it creates
a continuous current which might create undesired behaviors in our case. Also, each preamplifier contains a lowpass
filter with cut-off frequency at 10 kHz. Indeed, piezoelectric films have a very strong resonance peak at around 16
kHz 7 and it is crucial to eliminate this part of the spectrum
of the signal before feeding it into a waveguide.

2.2 Pluck Sound Analysis
The nature of the impulses created by the finger when plucking one of the polycarbonate sheets can vary a lot as a function of the pluck type. This is what makes the sound of the
B LADE A XE so realistic. For example, the impulse will be
different if the pluck is carried out with a nail, the skin of
the finger, a bow, etc., just like on a “real” guitar.
Similarly, the position of the pluck also matters a lot: if
the polycarbonate sheet is plucked on one of its extremities, the impulse will contain more high frequencies than if
it is plucked in the middle. The consequence of this is that
the virtual string will sound like it is plucked closer to the
bridge or to the nut if the piece of polycarbonate is plucked
on one of its sides!
As the two sides of the polycarbonate sheet sound the
same, the capacitive touch sensors are used to determine if
the impulse was created closer to the bridge or to the nut.
A digital filter is applied to the impulse as a function of this
parameter (more details on this point are provided in §3).
Figure 4 shows the waveform of a pulse created by plucking one of the polycarbonate sheets of the B LADE A XE on
its upper side with the skin of the thumb. The first 10 ms
corresponds to the rubbing of the skin of the sheet followed
by the pulse and a very short resonance. The copper tapes
used for the capacitive touch sensors help greatly to damp
the polycarbonate pieces and therefore suppress their natural resonances.
Figure 5 shows the FFT of the pulse presented in Figure 4. As expected the spectrum is very dense and has a
comb like shape. There are a few frequency peaks near
2000, 3200 and 7200 Hz. If a pulse is created by plucking
the polycarbonate sheet at the middle (on the piezoelectric
film), a very similar spectrum is generated except that it is
shifted downward: the first frequency peak becomes 1600
Hz, etc. This behavior is close to the one modeled by the
pick position comb filter described in [10].
This is just an example. Indeed, a full analysis of the behavior of this polycarbonate-sheets plucking system could
be carried out, but this is not the object of this paper.
0.6

Finally, the output of each preamplifier is independently
digitized and sent to the laptop to be fed into the physical
model. The sampling rate of the system is 32KHz which
is more than enough as the analog signals of the piezos are
bandlimited to 10KHz by the preamp’s lowpass filters.
The plucking latency is fully determined by the ADC latency which is about ten milliseconds on the B LADE A XE.
This is fine for most cases but it could be improved by using a better ADC.
7 http://en.wikipedia.org/wiki/File:
Piezoelectric_sensor_frequency_response.svg
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0.4
0.2
Impulse

Figure 3. The plucking system of the B LADE A XE. We can
see the three bands of copper tape on each “string” used to
detect the plucking position and to minimize the impact of
electromagnetic fields on the piezoelectric films signal.
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Figure 4. Waveform of a pulse created on one the polycarbonate sheet of the B LADE A XE plucking system. The
pluck was carried out on the upper side of the sheet with
the skin of the thumb.
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Figure 5. Fast Fourier Transform of the signal of the pulse
presented in figure 4.
3. THE PHYSICAL MODEL
The guitar physical model of the B LADE A XE is based on
Free Axe [10]. It has six parallel virtual strings connected
to a series of effects such as an amplifier and a speaker
model, a distortion, a chorus, a flanger, etc. The model is
implemented in FAUST 8 and is running on a laptop as a
standalone ALSA 9 application.
The Arduino Due that retrieves the data of the different B LADE A XE controllers placed on the neck and on the
plucking system (capacitive touch sensors) runs a custom
firmware that sends serial OSC 10 messages to the physical
model software. Serial USB is extremely fast so the different B LADE A XE controllers have almost no latency. Also,
the use of OSC with serial makes the system very portable
and “plug and play”.
The digitized signals of the piezoelectric preamps are first
lowpass filtered at 10KHz to make sure that the preamp
analog lowpass filters removed the peak around 16KHz.
Next, a noise gate lets the signal drive the virtual string
only if it reaches a certain level. Indeed, our preamplifiers
tend to generate a little bit of noise (less than -55dB). This
system prevents the noise from making the virtual string
vibrate if it’s not plucked.
After this step, the signal goes through a pick position
filter (a simple feed-forward comb filter) [9]. The coefficients of this filter are computed as a function of the pluck
position detected by the capacitive touch sensors on the
polycarbonate sheets.
Finally, the signal is fed into the virtual string whose different parameters are controlled by the neck. An overview
of this process can be seen in Figure 1 on page 7.
4. THE NECK
Designing a neck for the B LADE A XE that offers a level
of control similar to that of a real guitar fretboard proved
more complicated than we expected, and we constructed
several prototypes before finding a satisfactory solution.
8

http://faust.grame.fr
Advanced Linux Sound Architecture:
http://www.alsa-project.org/
10 Open Sound Control: http://opensoundcontrol.org/

On a real guitar, the neck enables changing the length of
the strings in order to modify the frequencies of their fundamental modes of vibration—in other words, their pitch.
For that, the guitarist can press the strings against different
frets, shifting the position of “the nut termination” of the
string.
A standard guitar neck contains twenty-four frets placed
one semitone apart from each other covering two octaves
on each string. Frets are not equidistant, but rather get
closer as we go up the neck. This feature has two important
consequences on the technique used by a guitarist. First,
one has to remember intuitively that frets are not equally
spaced. But more importantly, it is much easier to play
chords near the bottom of the neck where the fret-spacing
is larger.
These are the main parameters that we tried to take into
account to design the B LADE A XE neck. More information
on the physics and design of guitar necks can be found in
[11].
4.2 Guitar Neck Features
Let’s try to establish a non-exhaustive list of the general
features offered by a “real” guitar neck:
• In the absence of bending, the pitch of each string is
changed by semitones.
• The pitch of a string can be bent up by two semitones or more by sliding the string along a fret with
the finger stopping the string. This technique can be
used also to add vibrato.
• The amount of pressure applied to a string by a finger enables the player to switch between two modes
of vibration: if the string is just touched but not
pressed against a fret, the fundamental will be canceled and only the harmonics will be heard. If the
string is pressed against the fret, the termination of
the string becomes stiffer and the fundamental can
be heard.
4.3 Abandoned Neck Prototypes
While designing our different neck prototypes, we tried to
find the best solutions to implement the different features
mentioned in the previous section. Dozens of technologies
usable to create a controller that would meet our needs and
expectations to design a good guitar virtual neck are available on the market. Their quality and price can vary a lot.
Our goal was to build a precise controller that would provide sensations close to those offered by a “real” guitar
neck and keep it cost effective.
Ideally, a guitar neck based on a technology similar to
the one of the LinnStrument 11 would have been excellent.
Unfortunately, this system greatly exceeds our budget, due
in part to the fact that a customized version of it would be
required.

9

11 http://www.rogerlinndesign.com/
preview-linnstrument.html
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In the following subsections, we present the different
B LADE A XE neck prototypes leading to the final version.
4.3.1 Soft Pot Based Prototype
Our first prototype (see Figure 6) was inspired by the technique used in the GXtar [12], where a soft pot 12 is used
to detect the position of the finger on the neck. The main
advantage of using soft pots is that they provide a continuous control. Unfortunately, they are not precise enough to
create a good vibrato. They also present many other handicaps:
• Large soft pots (500mm) can sometime have unpredictable behaviors which makes them almost impossible to use in a concert context.
• Commercial large soft pots are too wide to be placed
in parallel to make a six-string virtual guitar neck
and “handmade” soft pots are hard to make.
• Commercial large soft pots are relatively expensive
sensors (about $30 per unit).

Figure 6. First neck prototype for the B LADE A XE based
on a soft pot.

strings and add vibrato. Therefore, we added a pressure
sensor placed between two silicon sheets at the bottom of
the neck (see Figure 2) to detect the amount of force applied by the player to the buttons when pressing them.
The pressure sensor can also be used to control other parameters like an audio effect or to add artificial vibrato to
the strings (in this case, we control the amplitude of the
vibrato by pushing harder on the neck).
Our button system is based on six parallel rows of fourteen push buttons. We decided that fourteen semitones per
strings (7/6 octave) was enough to play a big part of the
electric guitar repertoire. Unlike on a real neck, buttons
are equally spaced. Indeed this enabled us to greatly simplify the design (we didn’t have to use a custom PCB) and
we thought that guitar players should be able to adapt to a
“linear” neck. Moreover, most commercial MIDI guitars
have equally spaced buttons.
On the electronic side, each row of buttons representing
a string acts as a voltage divider. Each button outputs a
different voltage that is measured on one of the analog inputs of the Arduino (see Figure 1). Priority is given to the
lowest buttons in order to enable the player to do “hammerons” or to play bar-chords.
We spent a lot of time trying different kinds of buttons.
Our first design was based on a silicon sheet that we placed
over the electronic push buttons (see Figure 7 for the silicon buttons and Figure 10 for the electronic buttons board).
The texture of silicon was very nice because it felt a little
bit like skin. However, this solution presented many drawbacks. For example pushing very hard on a button could
sometimes trigger neighboring buttons because of mechanical coupling. Another big issue with this design was that
it was very hard to do slides. Finally, our silicon buttons
were a little bit too sensitive and it was hard in the case of
some chords to know if a finger was touching the string or
not.

4.3.2 Simple Buttons Based Prototypes
Most of the commercial guitar MIDI controllers have button based necks: the starrlabs guitars, 13 Yamaha’s EZAG 14 , incidents’ gtar, 15 etc.
Buttons have many advantages: they are very cheap, reliable and they provide haptic feedback to the performer
when they are engaged which is a very important feature.
Indeed, we found out that it is very hard to know if the
pitch of the string is changed properly without getting a
physical feedback which discouraged us from building a
neck based on capacitive touch sensors.
We considered using pressure sensitive buttons (that are
much more expensive than discrete buttons) but we realized that these wouldn’t improve the control a lot. Yet, we
wanted the performer to be able to bend the pitch of the
12

https://www.sparkfun.com/products/8681.
http://www.starrlabs.com/
14 http://usa.yamaha.com/products/
musical-instruments/entertainment/lighted_key_
fret_instruments/ez_series/ez-ag/.
15 http://www.gtar.fm/
13

- 576 -

Figure 7. B LADE A XE neck based on silicon buttons. Buttons were 1/8” high.
Despite the fact that we really liked the idea of having
silicon buttons, we decided to adopt a more robust and
durable solution based on laser-cut acrylic buttons. These
worked in a way similar to the silicon one by placing them
above the electronic push-buttons board in order to reuse it
(see Figure 8). While these acrylic buttons worked much
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better it was still relatively hard to slide between them because of their square shape. We also found that it was difficult to distinguish them because they all had the same
color. This is what led us to the final version of the B LADE A XE
neck.

Figure 10. Electronic push-buttons fret board with lasercut acrylic buttons over them as they appear in the final version of the B LADE A XE neck. The same electronic pushbuttons fret board was used for the silicon and the first
laser-cut acrylic buttons versions of the neck.
Figure 8. First version of the B LADE A XE laser cut acrylic
buttons.

4.4 The B LADE A XE Neck
The final version of the B LADE A XE neck is very similar
to the one described in the last paragraph of the previous
section. Buttons have a round shape in order to allow players to slide their fingers along “virtual strings”. Each fret
has a different color to easily distinguish it. Of course, the
pressure sensor is still present at the bottom of the neck
and can be used to add more expressivity to the play.
Very thin capacitive touch sensors were added at the top
of each button in order to detect if the performer is touching the button without pressing it. In this case, the physical
model switches to a “harmonic mode”, just like on a “real”
guitar when a string is touched but not pushed against a
fret.
This final version of the neck uses seven analog inputs
on the Arduino Due: six for the strings and one for the
pressure sensor.

Figure 9. Laser cut acrylic buttons as they appear in the
final version of the B LADE A XE neck.
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5. CONCLUSION
The B LADE A XE offers a level of interactivity with physical models that has rarely been achieved in the past. The
plucking system for “the right hand” prove to be very reliable and provide a very high quality expressive controller
for exciting virtual strings. The neck allows playing simple
tunes as well as most standard guitar chords. However it
could still be improved in many ways. For example, we’d
like to make the buttons a little bit longer to facilitate the
play of some chords that require the fingers to be very close
to each other. We also would like to use better electronic
buttons to make the neck more responsive. Finally, we
unsuccessfully tried to use an embedded Linux UDOO 16
board to compute the sound of the physical model to make
the B LADE A XE a fully standalone instrument. We didn’t
give up on this idea and we might try a different solution
that would imply the use of a FPGA 17 board like Digilent
Inc. Altys. 18 We might also try to solve the issue we had
on the UDOO board which was related to the kernel of the
Linux distribution it is using (Linaro Ubuntu).
Currently, we spent most of our time trying to make an
electronic guitar that would be as close as possible to its
real counterpart. This is obviously not an end in itself as
a digital guitar has much more to offer in terms of sound
and interaction than a “real” one. A simple example is that
the B LADE A XE has a “chord mode” where one button on
the neck corresponds to one chord which is very convenient for people who don’t know how to play guitar. We
can also think about new sound effects that could originate
directly from the string itself unlike current effects that are
only based on the processing of the sound created by the
strings. Moreover, we can think about the use of more esoteric sensors to control the pitch of the virtual strings to
add a new level of interactivity to the guitar performance:
accelerometers, distance sensors, etc.
16

http://udoo.org/
Field-Programmable Gate Array
18 http://www.digilentinc.com
17
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We believe that hybrid instruments based on physical mod- [12]
els have a lot to offer. They provide a very high level
of interactivity and expressivity that other digital instruments often miss. In addition to implementing the different
improvements mentioned previously on the B LADE A XE,
our plan is to build other instruments based on the same
techniques like a percussion instrument. Finally, we also
started working on a virtual violin that uses the same polycarbonate excitation system as the one used in the B LADE A XE.
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Figure 1. Overview of the different components of the B LADE A XE.

Figure 2. Top view of the B LADE A XE.
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ABSTRACT
This paper presents a proof-of-concept pilot study investigating whether 2-dimensional arousal-valence correlates
determined from electroencephalogram (EEG) readings
can be used to select music based on the affective state of
a user. Self-reported emotional states are used to evaluate
a system for estimating arousal and valance from EEG by
means of music selection from a real-time jukebox, with
stimuli that have strong emotional connotations determined by a perceptual scaling analysis.
Statistical analysis of participant responses suggests
that this approach can provide a feasible platform for
further experimentation in future work. This could include using affective correlations to EEG measurements
in order to control real-time systems for musical applications such as arrangement, re-composition, re-mixing,
and generative composition via a neurofeedback mechanism which responds to listener affective states.

1. INTRODUCTION
In this paper we propose a neurofeedback system that
performs real-time control over music selection, based on
an individual’s affective state. Akin to the control one has
over song selection with a traditional music jukebox we
have designed and built a system that selects musical
clips based on a user’s mood, as measured via electrical
information in the brain. Clips with suggested emotional
qualities based on crowd-sourced metadata were used in
the study after being subjected to a perceptual scaling
experiment in order to confirm their suggested emotional
descriptors. Each clip is played back to a user over loudspeakers, generating a constant playback of musical excerpts in response to the affective state measured during
the previous excerpt. Thus, a real-time prototype affective
jukebox is realised. An experiment was conducted in order to validate the electroencephalogram (EEG) readings
of the affective state reflected in, and interpreted via, the
corresponding musical clips.
In recent years the field of brain-computer interfacing
(BCI) has developed to the point of offering practical
control mechanisms that can be used in music making
Copyright: © 2014 First author et al. This is an openaccess article dis- tributed under the terms of the Creative
Commons Attribution License 3.0 Unported, which permits unrestricted use, distribution, and reproduction in any medium,
provided the original author and source are credited.
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activities. We aim to exploit this further by integrating
affective control of BCI systems with novel creative applications. If on-going work in this field proves successful, one exciting prospect lies in the possibility of inducting specific affective states through music, or further,
plotting affective trajectories using responsive musical
stimuli. This could have potential in designing shared
affective experiences in collaborative settings with multiple individuals, in real-time ‘affectively-driven’ algorithmic composition systems, or real-time arrangement
with EEG as a ‘hands free’ control device. This offers
advantages to non-musically trained end-users and to, for
example, those with severe disabilities.
In recent years computer music systems have been
adapted to respond to brain-control, for example in generating real-time notation [1], controlling performance
systems [2] and working towards achieving therapeutic
goals for users with physical disabilities [3]. Whereas
these examples utilise explicit cognitive control over
brainwaves, and subsequent musical parameters, this paper presents a passive approach to control that is determined by unconscious recognition of emotion. It remains
to be seen whether mood is actively controllable in a neurofeedback system of this kind, however initial results
suggest that a hybrid method of active/passive control
may be achievable using this method. For example, affective states might change over time in response to the desired emotional content from listening to a style of music
that reflects a previous affective quality. By choosing to
feel more positive in expectance of more positive music,
the system shows early signs of a measure of active control.
Studies where passive control, such as emotion recognition, is utilised can be difficult to quantify if success is
measured against intention. This challenge is also increased as responses to music can often be unpredictable,
depending on a range of factors such as cultural and social interpretations, personal taste, prior experience,
memory and so forth. These factors highlight a need for
experimentation with real-time systems for rapid feedback against a set of carefully selected stimuli.
Affective correlations to EEG have been suggested
when mapping affective states to musical parameters [4].
In other studies listeners have been asked to self-report
emotions that are compared against such EEG readings
[5]. Our approach combines the two to see whether selfreport confirms the suggested EEG affective correlation.
Stimuli were selected from a pool with suggested emotional characteristics established by crowd-sourcing and
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corroborated by a pre-experiment perceptual scaling exercise. In simple terms the goal of the affective jukebox is
to select music based on an individual’s affective response as measured via EEG.
1.1

fore be considered somewhat ambiguous as to their valence. However, there is no reason why additional adjectives could not be incorporated in the future to such a
model, providing they are adopted from an appropriately
scaled dimensional model.

Affective model

Music psychology typically documents three types of
emotional responses to music: mood, affect, and emotion
[6]. Russell’s circumplex model of affect [7] provides a
way of parameterising emotional responses to musical
stimuli in two dimensions: valence (positivity) and arousal (energy or activation), as shown in Figure 1. This model maps neatly on to Hevner’s adjective cycle [8] and is
corroborated by other studies of music and emotion in 2dimensions [9]. Interested readers can find more exhaustive reviews on the link between music and emotion in
[10] and the recent special issue in Musciae Scientiae
[11]. Other models of music and emotion have been used
but the 2-dimensional model was implemented in this
work as it has been well documented in respect to music
and to neurophysical measurement by means of EEG [12,
13, 4].

Figure 2. Quadrants with 12 discrete affective adjectives from the circumplex model (afraid, angry, frustrated, excited, happy, pleased, tired, sad, miserable, relaxed, calm, and content).

The main emotions (sad, calm, angry, and happy) can
all be seen in the second level (v1, a2), (v2, a2), (v1, a5),
and (v2, a5) respectively. An emotional trajectory moving from pleased, via happy, to excited, can be represented by a vector which gradually increases in arousal whilst
maintaining positive valence: (v2, a4), (v2, a5), (v2, a6).
Values for these co-ordinates can then be assessed from
listeners and used to select music in real-time in response
to, and by means of meta-information corresponding to,
the selected emotional adjective.
Figure 1. Circumplex model of affect, from Russell,
p1168. Adjectives have been scaled in two dimensions,
with valence on the horizontal axis and arousal on the
vertical axis.

2. SYSTEM DESIGN

This system divides the circumplex model into quadrants which are then indexed via a Cartesian co-ordinate
such that 12 discrete co-ordinates can be referenced corresponding to individual affective states, as shown in
Figure 2. 2 axis give four quadrants, each of which is
sub-divided by 3 to give 12 approximate affective states.
12 adjectives were selected from the circumplex model
such that ‘basic’ emotions (sad, calm, angry, and happy),
which have been well-documented in almost all music
and emotion studies, are represented in the centre of the
quadrants, with adjectives for lower and higher arousal
levels spaced as evenly as possible from these adjectives
in each quadrant. In this manner, a co-ordinate of (v1, a1)
would refer to tired. Two adjectives were deliberately
avoided in the selection process: Sleepy and aroused, as
they were both placed near to the centre of the circumplex model of affect (shown in Figure 1) and might there-
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EEG is a common choice for measuring electrical brain
activity due to its non-invasive nature and relatively affordable and customisable hardware. However, interpreting meaningful information within EEG is a challenging
task. Problems with noise inherent in complex signals
that overlap into frequency or time-based ranges are
commonly faced in BCI research. The quality of hardware components can make a significant difference in
improving the signal-to-noise ratio and the ultimate success of mapping brainwaves to task related functions. The
system presented and evaluated in this paper was designed using the g.tec Sahara dry electrode and preamplifier system with the g.MOBIlab+ amplifier. EEG
data was passed into Matlab using the g.tec Simulink API
for processing, feature extraction and classification and
the resultant data was then passed to MAX/MSP via OSC
for music clip selection. The raw EEG was pre-processed
using a low-pass filter to accommodate the full range of
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frequencies measured and a notch filter with a centre frequency of 50Hz to reduce mains interference.
To reduce interfering noise from blinking, muscle activity or movement related artefacts Tenke and Kaysers
method of segmenting incoming EEG into epochs of
samples (50% overlap; Hanning window) and rejecting
those that are clipped above a threshold of +100 µv [14]
was adopted. EEG data was passed through butterworth
bandpass filters and the spectral power of alpha (8-13Hz)
and beta (13 – 30Hz) frequency bands was isolated. Mean
values of spectral power are normalised across the last 10
seconds of 30 windows (which equals the length of each
clip of music) to gauge response to the previously selected window of music. This method is useful to counter the
known effect of diminishing arousal over time as subjects
familiarise themselves with the stimuli and the environment [15].
To ascertain levels of valance and arousal electrodes
were placed on the front of the scalp, over the prefrontal
cortex an area that plays a significant role in emotion
handling. Electrodes are positioned across points F3 and
F4 (using the international 10–20 system). A subject’s
arousal can be derived from the ratio between alpha and
beta activity. Strong alpha activity is known to indicate a
relaxed state of mind, and this combined with increased
activity in the beta band can indicate arousal; alertness in
mental activity [16]. The balance of activation levels
across the left and right hemispheres indicates a difference between a motivated approach or a more negative,
withdrawal type of mental state, which is directly related
to valence [4].
Real-time classification of emotional EEG characteristics is either crudely conducted using threshold values
derived against stimuli presented to users or more accurately through training a classification model with techniques such Linear Discriminant Analysis (LDA) and
Support Vector Machines (SVM) [4, 5]. Currently this
system adopts the former approach, similar to that of Lui
et al [17], and we acknowledge that although results were
corroborated offline using LDA, an online classifier
would yield much greater real-time accuracy.

whereby listeners were invited to self-report their emotional response to music selected autonomically in direct
response to the EEG correlations.
Musical mood classification is a growing field in the
realm of musical information retrieval, with various possibilities for stimulus selection including systems that
utilise machine learning, crowd-sourcing, and acoustic
analysis [18]-[20]. In this case, the stimulus set was selected from music which had already been tagged with
emotional descriptors by crowd-sourcing in the Stereomood project, an “emotional on-line radio that provides
music that best suits users’ mood and activities” [21]. The
stimuli included material from a range of genres, with a
variety of tempos and instrumentation. Material with tags
that correspond to the affective adjectives shown in Figure 2 was edited to 30-second clips and subjected to
loudness equalisation in order to create the stimulus set
shown in Table 1. There was, however, potential for
some bias in the crowd-sourced metadata of the musical
stimuli. For example, a search for afraid yielded Non, je
ne regrette rien as performed by Edith Piaf. Knowing the
lyrical content and delivery of this song, it seemed reasonable to assume that some of the crowd involved in
tagging this stimulus did so as afraid as they felt that this
song might give them the opposite i.e. courage. Four
sources for each stimulus were initially short-listed, as a
mechanism for elimination of erroneously tagged material was required. Therefore, these short-listed stimuli were
evaluated in a short perceptual scaling experiment where
listeners were asked to confirm how much they agreed
with each of the crowd-sourced tags. Only stimuli with
the largest amount of universal agreement to their documented correlation were progressed (>66% agreement
with a standard deviation <0.20).
Stimulus
number /
Cartesian
co-ordinate
1. (a1, v1)

Corresponding
affective adjective
Tired

Dissociation EP, Gelatinous

Sad

One day I’ll fly away,
Keith Jarret & Charlie Haden

3. (a3,v1)

Miserable

Fade into you, Chelsea Burgin

4. (a4, v1)

Frustrated

What Kind of Girl,
Kid Moxie

Angry

Sneak Chamber,
Tsutchie & Force of
Nature

Afraid

Perfect Drug, Nine
Inch Nails

2. (a2, v1)

5. (a5, v1)
Figure 3. Diagram of the BCI neurofeedback system.

3. EVALUATION
In order to determine whether the EEG affective model
was accurate, a perceptual experiment was undertaken
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Musical stimulus
(Title, performer)

6. (a6, v1)
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7. (a1, v2)

Relaxed

I’ll take the road,
Dave Reachill

8. (a2, v2)

Calm

Jung Greezy, Snake
Oil

9. (a3, v2)

Content

Get Lucky, Daft Punk

10. (a4, v2)

Pleased

All around, Tahiti 80

11. (a5, v2)

Happy

12. (a6, v2)

Excited
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Once playback of the selected stimulus has finished, listeners are asked to scale their agreement with the intended emotion:
“Thinking about the music you just heard would you
agree that it reflected the way you felt whilst the previous
piece of music was playing (or in the first test, before any
music was playing at) all?”

Theo, Apples
Tropp’Cazz’Pa’Capa
, Smania Uagliuns

Figure 4. Design of the experimental paradigm. A
staggered method of selection based playback and selfreporting was used over trials for each participant.

Table 1. Stimulus set used in evaluation experiment.
Cartesian co-ordinates for arousal and valence are determined by EEG analysis. The corresponding affective
adjective is then used to select a musical stimulus.

3.1

Listening panel and experimental procedure

Six listeners participated in the experiment. Each participant had some experience of critical listening. All participants were male, aged between 22-35. The experiment
was conducted via a Max/MSP graphical user interface.
Listening tests were conducted via full range loudspeakers in a quiet room with dry acoustics. Participants were
allowed to adjust volume levels according to their own
preference during a familiarisation exercise. Instead of
integrating an external library of stimuli, such as the Affective Digitized Sounds database (IADS) of audio stimuli for emotion induction [22] the affective jukebox system
was calibrated using excerpts from the full stimulus set in
order to ensure that the EEG recordings were directly
relevant to the stimulus set.
3.1.1 Familiarisation and calibration stage
The familiarisation exercise allowed listeners to hear the
following stimuli in order to calibrate the EEG response:
tired (v1, a1), relaxed (v2, a1), afraid (v1, a6), and excited (v2, a6), meaning that listeners had experienced one
stimulus from each quadrant at the maximal and minimal
arousal levels before undertaking the experiment. AV
levels were recorded to determine the maximum and minimum levels on a participant-by-participant basis. These
values were used to normalise the individual’s responses
in the main experiment.
3.1.2 Main experiment
After an initial measure of a user’s resting affective state
to select the first musical clip, the self-report/listening
task was repeated over a series of trials, as illustrated in
figure 4. EEG is collected from the last 10 seconds of
each listening session (one complete stimulus) and the
corresponding affective co-ordinate is used to select the
next clip.
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In response, listeners were presented with a slider using
a hidden 100-point scale with end points marked “totally
agree” to “totally disagree”. It is acknowledged that in
repeatedly answering this question users were required to
recall previous responses to music in every instance,
which is by no means an easy feat, but is necessary in
order to reflect the paradigm of a jukebox playback system. Each experiment was conducted twice, the first in
order to acquaint the participant with the experiment paradigm (see Figure 4.) and user interface. Data was only
recorded and analysed from the second run of each participant, in order to ensure that participants understood
the task.

4. RESULTS
Listener responses were analysed in the SPSS package.
Mean agreement across all participants was 0.85 with a
standard deviation of 0.14 and a standard error of mean
of 0.07, as shown in Table 2. Although only a limited
number of listeners took part in the evaluation, mean
agreement was relatively high suggesting that there was a
good degree of corroboration between the EEG measurement and the mood meta-tagging that was used to select the stimuli. However, the overall standard deviation
(σ) was also quite high. The low sample size implies that
an improvement in the margin of error could be achieved
by using a larger number of participants for such an evaluation in future – to improve the σ to a confidence level
of > 92% (α=<0.07) would mean at least halving the
margin of error, requiring quadruple the number of participants (to achieve a confidence level of > 95% would
require ~ 8 times the number of participants). The relatively low standard error of mean suggests that this hypothesis might be borne out by a larger scale evaluation,
but such testing was beyond the scope of this pilot study.
Mean

0.85

Std. Deviation (σ)

0.14

Std. Error of
Mean

0.07

Variance

2.14
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Table 2. Mean agreement, standard deviation, standard error of mean, and variance across all participants
(shown to 2 decimal places)

The mean agreement and standard deviation across each
individual participant, as shown in Table 3, was then examined. Although mean agreement was good, the individual participants’ standard deviation remained high
with α=>0.05 in all participants, and particularly high
standard deviation in two participants (participant 2 and
5).
Participant
number
1
2
3
4
5
6

Mean

Std. Deviation
(σ)
0.06
0.25
0.11
0.14
0.12
0.13

0.90
0.79
0.88
0.77
0.90
0.85

5.2

Average	
  agreement	
  

1	
  
0.5	
  
0	
  
2	
  

3	
  

4	
  

5	
  

6	
  

Participant	
  number	
  

Figure 5. Mean agreement across individual participants with standard deviation shown in error bars. Note
that the participants with the highest mean agreement
also exhibit the lowest standard deviation in their responses.

6. CONCLUSIONS

Three participants (participants 1, 3, and 5) had additional training in EEG use and showed both a higher
mean agreement and lower standard deviation in their
responses, as shown in Figure 3, than the three participants who had not previously been trained in the system
(participant number 2 and 4). However, there was only a
relatively small variation in standard deviation between
participants 3-6, regardless of previous training. This
suggests that a robust evaluation of a training system
might be useful in further work to determine whether any
significant improvement in mean agreement and can be
generated in previously untrained participants.

5. DISCUSSION
5.1

Observations

Whilst conducting the experimental evaluation, a particular neurofeedback loop was observed. Listeners tended to
select the same clip of music repeatedly once they had
reached a settled affective state. This suggests an intuitive
affective state, which is perhaps to be expected. When a
listener actively engages with music that reflects their
mood, their mood is unlikely to change for a period of
time as they enjoy the listening experience associated to
their affective state. Over time it could be seen that valence decreased after repeated exposure to the same clip.
It is easy to imagine becoming annoyed after listening to
the same 30 seconds repeatedly. Anecdotally, users most
readily understood the corresponding states of stimuli in
the extremes of the arousal dimension, but this would
require a more rigorous evaluation to confirm.
It was also noted that listeners with more training found
it possible to actively select different music clips, a function which we hope to investigate further in future experiments. This may hold potential for future applications
with active control, such as selecting music to improve
mood or to aid relaxation.

Table 3. Mean agreement and standard deviation
from each individual participant (shown to 2 decimal
places).

1	
  

specified in order to reduce unmanageable variations in
listener responses, however an improved system could
increase the number of stimuli tailored to the individual;
and thereby increase the performance of the system.
Moreover the tests highlighted that individual musical
preferences, even within this small subset of possible
users, caused a wide variation of responses. However, we
hypothesise that within these caveats the system should
be scalable to larger numbers of users.
One possible method to tackle the problem of individual musical preferences would be to carry out a prescreening exercise (for example the STOMP system [23])
to improve the affective resolution by reducing individual
bias to specific genres. Similarly a wider pool of musical
stimuli could be used to address this.

Performance and limitations

It is important to acknowledge that this was a pilot study
using only a limited panel of participants of similar age
and gender. The small number of musical stimuli was
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This paper reports on the successful pilot implementation
of a real-time system for passive music selection and
playback based on affective states derived from EEG to
determine co-ordinates for arousal and valence. The pilot
suggests that it is possible for a jukebox style affective
music playback system to be controlled via EEG. Listener self-report confirmed that there was a good deal of
corroboration between the EEG co-ordinates and individual affective state whilst engaging with the music selections. Both the affective jukebox system and the experimental methodology are in a pilot stage but these early
results are promising and suggest that this is an appropriate methodology to employ when conducting further experiments with a larger number of participants and more
complicated EEG derived affective correlations. Possible
applications using this approach might include a more
advanced affective jukebox taking into account personal
music preferences, affectively driven composition engines and performance systems.
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ABSTRACT
The visualisation of musical timbre requires an effective
mapping strategy. Auditory-visual perceptual correlates
can be exploited to design appropriate mapping strategies.
Various acoustic descriptors and verbal descriptors of timbre have been identified in the psychoacoustic literature.
The studies suggest that the verbal descriptors of timbre
usually refer to material properties of physical objects. Thus,
a study was conducted to investigate the visualisation of
acoustic timbre features using various visual features of
a 3D rendered object. Participants were given coupled
auditory-visual stimulations and asked to indicate their preferences. The first experiment involved participants rating
audio-visual mappings in isolation. The second experiment involved participants observing multiple parameters
at once and choosing an ‘optimal’ mapping strategy. The
results of the first experiment suggest agreement on preferred mappings in the isolated case. The results of the
second experiment suggest both that individual preferences
change when multiple parameters are varied, and that there
is no general consensus on preferred mappings in the multivariate case.

exploration of timbre spaces invariably take the form of arrays of sliders and rotary knobs. This form of interaction
is sub-optimal and comes from a tendency towards skeuomorphism in interface design. 3D software environments
offer the opportunity to present timbre as a complex 3D
object, each of its visual features (e.g. brightness, texture)
representing a particular parameter of the timbre [5]. This
would facilitate intuitive exploration of the timbre space,
as the overall timbre would be represented visually as one
global object. Such 3D control environments would require the design of a mapping strategy such that timbre features are effectively and intuitively visualised to the user.
The aim of this study has therefore been to explore user
preferences for timbre-feature to visual-feature mappings.
Existing research into both acoustic descriptors and verbal
descriptors of timbre has been drawn upon in order to identify timbre-feature and visual-feature groups and explore
user preferences for mappings between the two. As will be
explored in the next section, existing research into audiovisual mappings has mainly focussed on static, 2D visual
stimuli and rarely concentrates on timbre. This study explores mappings in 3D visual space and is focussed on visual representations of timbre features.

1. INTRODUCTION

2. RELATED WORK

Timbre is a complex and multi-dimensional attribute of audio. It has been defined as the perceptual attribute of audio
by which two sounds with identical pitch, loudness and
duration can be discriminated [1]. Before the introduction and popularisation of the computer, the easiest way to
produce differences in timbre was through varying instrumentation or articulation. Musical scores therefore elicit
changes in timbre by using various articulation indicators
(e.g. legato). Computers have introduced the possibility to
produce widely varying timbres, in real-time, through the
exploration of complex parameter spaces. These parameter spaces have been referred to as ‘timbre spaces’ [2, 3].
On a traditional musical instrument, timbre manipulation is
directly related to articulation. With timbre spaces, however, any form of control interface can be designed since
the sound is produced digitally [4].
In modern audio production software environments and
graphical user interfaces (GUIs), control interfaces for the

Most of the previous research into audio-visual mappings
has found that users tend to pair colour and position with
pitch and volume, and pair timbre features with features of
texture/shape [6, 7, 8, 9].
Lipscomb and Kim conducted a user study that investigated the relationship between auditory and visual features of randomised audio-visual stimuli. As audio features they used pitch, loudness, timbre and duration. The
visual features they used were colour, vertical location,
size and shape [9].
Giannakis and Smith have carried out a number of studies
looking at auditory-visual perceptual correlates [10, 7, 11].
Most related to this study is their investigation into sound
synthesis based on auditory-visual associations [11]. In
that particular study they present a number of corresponding perceptual dimensions of musical timbre and visual
texture. Their study focusses on texture alone, however
it has been suggested that visual texture qualities are only
one type of semantic descriptor used to identify timbre
[12]. The present study therefore explores entire 3D structures and includes material properties such as reflectance
and transparency. These properties have been chosen in accordance with salient semantic timbre descriptors that have

Copyright: c 2014 Sean Soraghan et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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been identified in existing research (e.g. volume/fullness
[13, 14, 15, 16, 17], vision/clearness [15, 16], brightness
[13, 18, 16, 17]).
One issue with the aforementioned studies is that they
have focussed on 2D static images. As timbre is a multidimensional attribute of sound, it seems reasonable that
more efficient mapping strategies could be designed in 3D
space. Recent research has explored this idea. For example, the TimbreFields project by Corbett et al. involves the
simulation of timbre variations produced by physical objects through physical contact such as touch [19]. It is a
Virtual Reality project that simulates widely-varying timbres based on user location relative to the object and point
of interaction on the object.
More recently, Berthaut et al. conducted a user study
very similar to this one in which they presented participants with various audio-visual stimuli and measured their
mapping preferences. The visual stimuli were 3D and included features such as texture and rotation. However,
their study included pitch and loudness, whereas this study
focusses on timbre. Pitch and loudness have been excluded
from this study since their mappings are always 1-to-1 (e.g.
pitch-colour, loudness-size). The mapping of timbre is
more complex as it is an n-to-m mapping, since timbre is a
multi-dimensional attribute of audio. As mentioned earlier,
the identification of salient visual mappings for timbre features could support the development of intuitive 3D digital
interfaces for timbre manipulation.
3. METHODOLOGY
3.1 Participants
18 participants took part in the study (mean age = 28.8,
9 female). 11 had received at least some formal musical training, and 6 were regular users of audio production/synthesis software.
3.2 Stimuli
3.2.1 Auditory Stimuli
Audio tones were generated by additive synthesis using
Supercollider. The fundamental frequency was kept constant for each tone, at 311 Hz (Eb4). The audio parameters
used in the study, along with their values, were based on
those reported by Caclin et al. in their study on acoustic
correlates of timbre space dimensions [20]. In their study,
Caclin et al. identified 3 salient acoustic timbre descriptors: attack time, spectral centre of gravity (SCG) and even
harmonics attenuation (EHA). The same 3 features were
used in this study. The attack time varied logarithmically
between 15ms and 200ms, as it has been suggested that
listeners use a logarithmic scale when using attack time to
discriminate between timbres [21]. Caclin et al. provide
methodologies for varying the SCG and EHA. The same
methods were used in this study. SCG was manipulated
using
An = k ∗ 1/nα
(1)
th

where An = the amplitude of the n harmonic. The value
of α determines the value of the instantaneous spectral cen-
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tre of gravity. SCG varied linearly between 1400 Hz (4.5
in harmonic rank units) and 664 Hz (2.1 in harmonic rank
units). This was achieved by varying α between 1.23 and
2.07. EHA was controlled by changing the level of the
even harmonics relative to the odd harmonics using
EHn = OHn ∗ 10β/20

(2)

th

where EHn = the amplitude of the n even harmonic and
OHn = the amplitude of the nth odd harmonic, and β =
the relative change in volume (in dB). During experimentation, β ranged from -8 to 0.
3.2.2 Visual Stimuli
In their investigation into semantic descriptors of timbre,
Zacharakis et al. observe that it seems reasonable to identify musical timbre using verbal associations to physical
objects‘ properties [13]. As mentioned previously, existing research has identified properties of texture and shape
as salient visual correlates of timbre features. Colour and
position have been identified mainly as correlates of pitch
and loudness. For this reason, no colour was used in the
animations and the position remained constant.
Each animation consisted of one 3D rendered polyhedron. The polyhedron was modelled using geodesic subdivision, with an icosahedron as the seed shape [22]. The
subdivision depth (spherical resolution) was one of the parameters controlled during animations, and this ranged from
0 to 6. The polyhedron was modelled within a unit sphere,
and triangular pyramid ‘spikes’ protruded from each surface face. The length of the spikes was controlled during
animations, and ranged from 0 to 1. The two other visual
parameters that were varied during animations were brightness and opacity. The visual parameters used in this study
(spherical resolution, spike length, brightness and opacity) were based on the 3 factors identified by Zacharakis
et al., namely volume/wealth (spherical resolution), brightness and density (brightness/opacity), and texture and temperature [13]. Various surface textures were possible on
the polyhedron through a combination of different spherical resolution and spike length values, as demonstrated in
figure 1. The animations were implemented using c++ and
openGL.
3.3 Experimental Procedure
Participants were asked to complete two separate tasks,
both of which involved giving indications of their preference for different audio-visual mapping strategies. For
each task, participants sat in front of a 15“ laptop display
and were equipped with headphones. Participants used
simple graphical interface panels (developed in Supercollider) on the right of the screen in order to listen to different
audio tones and cycle though different mapping strategies.
The resulting visulisations were displayed in a large window on the left of the screen.
3.3.1 Task 1: Individual Parameter Mapping
Objectives
Task 1 was designed in order to introduce participants to
the different audio and visual parameters, and to record
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weighted on the preference of each vote. In this case,
for each audio parameter, every visual mapping is given
a Borda count. Every time a participant gives a preference
rating to a visual mapping, the value of that preference rating is added to the overall Borda count of the visual mapping.
Figure 2 shows the Borda scores for all visual mappings,
for attack (blue), SCG (red) and EHA (green). Similarly,

Figure 1. Rendered polyhedra with varying spherical resolution and spike length values.
their favourite to least favourite visual mappings for each
audio parameter.
Procedure
During task 1, a single audio parameter changed while
the others remained constant. For each audio parameter,
participants were presented with three consecutive tones.
The selected audio parameter was increased between each
tone. Parameter values increased between the values reported previously in section 3.2.1. Each tone produced a
resulting visualisation in which one of the visual features
changed along with the audio feature, according to the selected mapping. Participants could observe an audio-visual
stimulation by pressing the ‘play’ button in the control interface. There were also buttons to change which audio
feature was being varied, and which visual feature the audio feature was mapped to.
For each audio feature, participants were asked to cycle
through the different visual mappings and rank them from
3 (favourite) to 0 (least favourite). Thus, they constructed a
preference table for the various mapping possibilities. An
example of a participant‘s preference table is given in table
1. The participants filled in their preference table as they
progressed through the task. They were able to observe
stimuli as many times as they needed.

Attack
SCG
EHA

Res
3
1
1

Spike
2
3
2

Bright
0
2
3

Figure 2. Borda counts for each visual mapping, for all
audio features.
figure 3 shows the Borda counts as a scatter plot, where the
point size represents the overall popularity of each audioto-visual mapping, compared to the other options.

Figure 3. Borda counts as a weighted scatter plot. Point
size = relative popularity of an audio-to-visual mapping in
comparison to the other options.

Opacity
1
0
0

Table 1. An example preference table for a participant (3
= favourite, 0 = least favourite).
Results
The ‘Borda count’ can be used to analyse the results of a
preference vote. It is basically a weighted count of votes,
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Another way to analyse the results of a preference vote
is to use a Condorcet method. This pits every candidate
(e.g. mapping) against one another in pair-wise hypothetical contests. If one candidate wins every contest, they are
considered the Condorcet winner. In this case, a certain
visual mapping is the Condorcet winner for an audio feature if it has a higher (or equal) Borda count than all other
possible visual mappings for that audio feature.
Each audio feature had a visual mapping that emerged
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as the Condorcet winner when all visual mappings were
compared using a Condorcet method, as shown in table 2.

Attack
SCG
EHA

Visual Mapping
Resolution
Spike Length
Brightness

Resolution
Spike
Brightness
Opacity

Optimal Visual Mapping
EHA
SCG
EHA
SCG

Table 4. An example optimal mapping strategy for a participant (from task 2).

Table 2. Condorcet winner visual mappings for each audio
feature.
Results
3.3.2 Task 2: Multiple Parameter Mapping
Objectives
Task 2 involved all of the audio and visual mappings changing at once. The task was designed to encourage the participants to explore different global mapping strategies and to
record their recommended optimal global mapping strategy. A key objective was to ascertain to what extent mapping preferences change (if at all) when multiple parameters are varied together.
Procedure
During task 2, participants listened to short audio tones in
which each of the audio features were randomised. The
SCG and the EHA were also varied during the audio tones,
using randomised linear envelopes. Such audio tones produced visual animations where the visual features of the
polyhedron varied smoothly and in direct response to the
audio, according to the mapping configuration. Participants could observe a randomised audio-visual stimulation
at any point, by pressing ‘play’ in the control interface.
There were also four buttons for each visual parameter,
which allowed the participants to change which audio feature was controlling that visual parameter.
Using the preference tables from task 1 (table 1), suggested optimal mapping strategies were constructed. Table
3 gives an example. These were used to construct the initial mapping strategies in task 2. Participants were then encouraged to explore different mapping configurations and
evaluate them by observing some randomised audio-visual
stimulations. Ultimately participants indicated what they
thought was the optimal mapping configuration by filling
in an optimal mapping configuration table (see table 4 for
an example). The mapping configuration consisted of each
visual feature being controlled by a single audio parameter and multiple visual features could be controlled by the
same audio feature.
Resolution
Spike
Brightness
Opacity

Suggested Visual Mapping
Attack
SCG
EHA
Attack

Participants‘ suggested mapping configurations from task
1 were compared to their ‘optimal’ mapping strategy from
task 2. Comparing the two tables, a measure of the difference between the preference table and the optimal strategy
can be evaluated. This difference is calculated as the total number of mappings in the ‘optimal’ strategy that differ
from the suggested mappings from the preference table.
For example, the difference between the suggested mapping strategy in table 3 and the optimal mapping strategy
in table 4 would be 2. This value gives an indication as to
what extent a participant‘s preferences from task 1 varied,
after exploring global strategies during task 2.
In total, 14 (78%) of the participants‘ optimal strategies
differed from their suggested strategies. 8 of these changed
by 1 mapping, 2 changed by 2 mappings, and 4 changed
by 3 mappings. Figure 4 shows how often each visual attribute changed, between suggested and optimal mapping
strategies.

Figure 4. Number of times each visual mapping changed
between suggested and optimal mapping strategies.

Table 3. An example suggested optimal mapping strategy
for a participant (using the results from task 1).
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In total there were 12 unique optimal mapping strategies
that emerged from the study, the most popular being common to only 3 participants (shown in table 5). 4 optimal
strategies were common to 2 participants, and the other 7
were unique to individual participants.
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Optimal Visual Mapping
EHA
SCG
SCG
Attack

ent participants‘ suggested global optimal mapping strategies. This supports the idea that mapping preferences change
as the number of mappings increases, and suggests ambiguity in preferred visual mapping from listener to listener.
5. CONCLUSION

Table 5. ‘Most popular’ optimal mapping strategy (common to 3 participants).

The aim of this study was to combine findings about verbal
timbre descriptors and acoustic timbre features and explore
preferred mappings between the two. In the case of isolated mappings there seem to be clear audio-to-visual mapping preferences. When multiple mappings are considered,
no clear preference emerges, and preferences sometimes
change from the isolated case.
These findings suggest that any graphical applications exploiting perceived associations between auditory timbre and
visual form may benefit from customisable mapping strategies. However, the participants involved in this study were
not widely representative of prospective users of such systems (with only 6 being regular users of audio production
software). Future studies should therefore possibly consider more homogeneous participant groups.
This study used only monophonic, synthesised audio tones.
Future work should include natural/acoustic and/or polyphonic audio stimuli. Larger studies are required to confirm or refute the findings reported here. Studies with larger
participant numbers could also help identify whether there
are different categories of preference (e.g. whether certain
mapping combinations usually go together). The acoustic and visual features used in this study were based on
findings reported elsewhere, but future studies may benefit
from using larger parameter sets.

4. DISCUSSION
Task 1 identified preferred visual mappings for attack time,
SCG and EHA. The existence of a Condorcet winner for
each suggests that there was general agreement on which
visual features best represented which audio features in
isolation, namely attack-spherical resolution, SCG-spike
length, and EHA-brightness. However, figure 3 identifies a very wide spread between preferred mappings, especially for attack time and EHA. Attack time, SCG and
EHA have been reported as salient axes for timbre discrimination [20]. Volume, texture and brightness have been reported as salient verbal descriptors of timbre variance by
[13]. The results from task 1 can possibly indicate which
verbal descriptors relate to which acoustic features (where
spherical resolution relates to volume and spike length relates to large-scale texture). Larger studies are required to
confirm or refute these findings. Some of the participants
commented that the mapping from SCG and EHA to opacity should have been inverted. This may have had an effect
on the popularity of opacity as a visual mapping.
Task 2 identified variation between many individual participants‘ isolated mapping preferences and their global
optimal mapping strategy. This suggests that mapping preferences change when multiple parameters are in flux. Again,
larger studies are required in order to further evaluate this
suggestion. The variance in individual preferences could
be due to the psychoacoustic perception of timbre, as it
has been suggested that the salience of acoustic timbre features depends on the number of features in flux [20]. It is
interesting to examine the total number of times (across all
participants) each individual visual mapping was changed
between suggested and optimal mapping strategies. Figure
4 indicates that there was more disagreement on the use of
brightness and opacity as visual mappings than there was
for resolution and spike length.
Task 2 was designed to encourage exploration in the participants, such that their preferences were their own, rather
than one of a limited number of options presented to them.
To facilitate this, the number of possible mapping configurations was left intentionally large. However, this resulted
in a large cognitive load for the participants. Thus, despite the objective of avoiding ‘right or wrong answers,’
it is possible the large cognitive load resulted in the task
feeling ‘too difficult’ for some participants. The measure
of ‘difference’ between mapping strategies, as defined in
section 3.3.2 can only be used as a very general indication
of difference, since the differences being measured are perceptual and their magnitudes vary.
There was a large degree of variance between the differ-
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ABSTRACT
Traditional keyboard instruments, with their sheer size and
key anisotropy, although are versatile in musical expression, are difficult to learn and inconvenient to carry around;
and its linear layout somewhat rules out the musical possibility of non-linearity. Trying to address this, we design a
keyboard with both linear and non-linear layouts based on
chord-scale system and tonal hierarchy. Several flipping
mechanisms and mapping algorithms are devised to try to
equip this small portable keyboard with as much musical
expression capability as possible as compared with a traditional keyboard. Evaluation results show that both the
musical outcome and user experience of ArmKeyBoard are
satisfactory, although people may still prefer a linear keyboard to a non-linear one.
1. INTRODUCTION
The keyboard, although is versatile and popular, is not necessarily the most ideal device for music generation in all
situations and to all users. First, it is not most easy to be
carried around. Second, a non-player wanting a device to
quickly express a musical idea would find the learning,
which is non-trivial, too much an overhead. Third, the
same type of chord or scale in different keys are laid out
differently, which adds to the learning difficulty. The list
can go on. Additionally, the keyboard has a linear layout of the keys, which works well with music expressions
that exhibit certain linearity [1], but is less effective for
modernistic non-linear styles such as that of serialistic and
stochastic music which is gaining acceptance in the musical world.
1.1 Existing Mobile Keyboards
Replacing the physical keyboard by a mobile app that mimics the keyboard might solve the size problem. There are
many keyboard apps in the market [2][3], which try to fit
the 88 keys into a small touchscreen. They copy verbatim
the keyboard layout and provide extra buttons or a sliding mechanism to switch between different octaves. In exchange for the shrunk size, the user has to put up with the
trouble of changing octaves which easily gets in the way
Copyright: c 2014 Jun-qi Deng et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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during playing. The learnability problem does not get resolved as the user is playing essentially the same thing—
the keyboard. These designs have fallen in the trap of
the NIME design principle of “Copying an instrument is
dumb” [4]. A smarter app [5] would let the user choose
from a collection of chord-scales, which are musical scales
fitting the underlying chord or chord progression harmonically, and lay out the selected scale in white keys only.
Since all the keys shown are those of a scale, users can play
beautiful melodies at once without much learning. But
still, changing chord-scale or octave in such apps requires
excessive extra movements that may hamper real-time performance. Some researchers have proposed other ways of
keyboard layout [6][7] on the tablet, aiming to ease learnability. These are great attempts towards making the keyboard accessible to more users, but the learning curve is
still prohibitively steep for many who have no prior experience with keyboard playing. Using them to generate a
beautiful melody could be a challenge for ordinary users.
And since these kinds of keyboard contain all the possible notes on the screen regardless of chord-scale, they can
only be implemented on a tablet. Most of the existing approaches we are aware of are somewhat far from the goal of
a full-fledge portable keyboard and easiness to learn, and
almost none of them consider or have incorporated nonlinearity in their design.
1.2 ArmKeyBoard
Trying to solve the above mentioned problems, we design
a new keyboard. Based on the NIME design principles
[4]—specifically the “Make a piece, not an instrument or
controller” and “Instant music, subtlety later”—our keyboard leverages a chord-octave-scale sequence grid to pack
88 keys into a 15–17 keys-sized screen, and features an almost zero learning curve for the production of beautiful
and sophisticated melodies. It offers both linear and nonlinear layouts. The non-linear layout is mapped to a user
chosen image by an algorithm based on contour separation and tonal hierarchy. We call this keyboard “ArmKeyBoard”, where “Armkey” means suitable, comfortable, and
in-tune, in our spoken dialect.
The following sections are structured as follows: section
2 briefly introduces the characteristics of linear and nonlinear keyboard; section 3 examines the user behaviors and
the affordances of a mobile smart phone; based on the previous two sections, section 4 describes Armkeyboard’s design of note-space based on chord-scale system, together
with some expression controlling mechanisms; section 5
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describes how Armkeyboard leverages the knowledge of
linear and non-linear layout to map the notes to image regions based on tonal hierarchy. Then we have the evaluation at section 6 based on an existing digital instrument
evaluation framework, followed by the discussion section.
2. TWO TYPES OF KEYBOARD LAYOUT
In the remaining discussion, “keyboard” refers to an instrument implementing a series of key-note pairs and deterministically generates a note when a key is pressed. “Layout” refers to the spatial arrangement of those key-note
pairs.
Linear layout is characteristic of a piano. From left to
right, each key is mapped to a unique note value. Every
next key is mapped to a note value exactly 1 (in MIDI
terms) higher than the previous one. This has a significant impact on music making, since people naturally feel
more comfortable with playing on adjacent keys than nonadjacent keys, leading to smaller intervals appearing more
often than larger ones, as can be seen in music literature
such as “the Real Book” [8].
Non-linear layout can have many more possibilities, such
as a random note being paired with a random key or one
note being paired with several keys. Note that in our current discussion, several notes being paired with one key
is not valid by the definition of keyboard. Non-linearity
may further allow using any key setting other than the traditional setting. For example an image can be divided into
several sections, each serving as a key of the keyboard.
The idea of non-linear keyboard is not new. There are existing applications such as [9] or papers such as [10] talking about similar ideas, most of which are built around the
idea of sampling. In our design, however, the audio content generated by a key is a note, and we focus on the nontraditional arrangement of keys and notes, and not sampling.
3. MOBILE SMART PHONE
If portability is a concern, the best solution to having a
keyboard is to implement it on a smart phone. We had the
following considerations concerning smart phones before
went ahead with the design.
1. We assume the users are mostly non-musicians. This
calls for a flat learning curve so that the users are able to
play good but not too simple music, which can help reach
the goal of making the piano keyboard available to as many
people as possible.
2. The smart phone’s screen is small. This means there
could be fuzziness in touching a certain key. And the degree of fuzziness is dependent on the number of keys. If
there is only one key which occupies the whole screen,
there is no fuzziness issue at all because every tap on the
screen results in the same note. If all 88 keys are to be
equally distributed on an iPhone 5 screen, each key has
only a space of about 82mm2 (less than 1cm2 ), which translates to much fuzziness. In a word, since the screen is
small, we have to make good use of the space, do clever
mapping and embrace fuzziness.

- 593 -

3. The smart phone is programmable. This means we can
apply whatever mapping and try whatever level of fuzziness we want. We can make the layout linear or nonlinear. For non-linear layouts, there are countless possibilities. Musical concerns can be leveraged to rule out
some of these possibilities. For example, if we assume that
within any short range of a musical process, all the perceptible notes must belong to a certain chord-scale if this short
range itself belongs to a larger meaning group, then the
keyboard should minimally play one chord-scale at a time.
In our design, we actually apply this assumption, which is
reasonable for many classical or non-classical music forms
[11], although it may not apply to some modern or contemporary music forms such as serial music, twelve-tone music, or stochastic music. For these different music forms,
we need to make different musical assumptions ahead of
the design.
4. NOTE SPACE AND CONTROL
Now we start our discussion of the design of ArmKeyBoard. This section is about how to make efficient use
of the available screen space and how to make it possible
for a new user to create good music instantly. The next
section talks about the linear and non-linear keyboard layout adopted by ArmKeyBoard and the key-note mapping
algorithms in different keyboard layouts.
4.1 Chord, Scale and Octave
With respect to the assumption in the last section—the keyboard should minimally play one chord-scale at a time,
ArmKeyBoard treats the small screen as a cache, caching
the currently playing chord-scale in the current octave range,
while other octaves and chord-scales are waiting to be loaded
when needed. In view of the small screen size, we decide
to cache 15–17 notes—two octaves of a scale.
Changing chord-scale or octave on a piano in real time
is easy for a pianist, but could be a nightmare for nonpianists. Therefore, ArmKeyBoard needs a special mechanism to load other chord-scales and octaves into the foreground, so that the player can easily switch music expression ranges in real time. To this end, we adopt a chordoctave-scale sequence grid as shown in Figure 1.
Users can switch between different chord-octave-scales
using a gravity X gesture (Figure 2). Meanwhile, users can
also flip octaves within the same chord-scale using swipe
gestures. To summarize, in Figure 3, the screen is a cache
of the active note space, while the spaces around the active
space can be loaded in real-time via gravity X or swipe
gestures.
4.2 Expression Parameters
Because our design is based on the piano keyboard, the
most dominant expression parameter, velocity, should be
implemented. In the linear layout, since key-note mapping
is 1-to-1 and the position of each key is equally distributed
along the y-axis, velocity can be easily controlled by position X. While in the non-linear layout, position X cannot
be used because keys can be in any shape and anywhere;
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thus we use gravity Y to control the velocity (Figure 4).
Note that we do not consider sustain, since if a hand gesture were to convey what is originally conveyed by foot, it
might make learning difficult for the ordinary users. So we
decided to sustain every note; or we give the user a choice
to plug in an external foot pedal controller. Of course, we
sometimes need to quit the keyboard and set up everything
again. In that case, we use a gravity Z gesture to handle it
(Figure 4).

Figure 1. On the left is the chord-octave-scale grid, where
each square can be set as one chord-octave-scale combination (such as C-4-Lydian), and consecutive squares form
a sequence which can be saved as preset; The sequence is
read from left to right, and when it reaches the rightmost,
back to the leftmost square on the next line; On the right
is the chord-octave-scale preset browser looking at the already saved chord-octave-scale sequence presets.

Figure 4. Gravity Y gesture (on the left), which is used for
controlling note velocity, leading to a smaller velocity with
a larger angle to the horizontal plane; Gravity Z gesture (on
the right), which is used for quitting the current keyboard
to reset everything again

5. KEY-NOTE MAPPING
ArmKeyBoard has both linear and non-linear keyboard layout, called “AKB1” and “AKB2” respectively. Since our
current implementation is on an iOS device, our discussion
focuses on the iOS platform.
5.1 Linear Layout and Mapping
Figure 2. Gravity X gesture, which is used for switching to the next or previous page of notes determined by
the chord-octave-scale combination at the next or previous
square within the sequence.

“AKB1” (Figure 5) contains 15–17 notes within the active
chord-octave-scale and they are mapped linearly to 15–17
bars equally divided along the y-axis. The velocity is controlled by the X position.
5.2 Non-linear Layout and Mapping
“AKB2” is a user selected image (Figure 5). The image
is algorithmically divided into contours and they are algorithmically mapped to the 15–17 notes within the currently
active chord-octave-scale. The algorithms are described
below.
5.2.1 Contour Separation

Figure 3. Chord-octave-scale control. The horizontal arrows indicate changing page of notes according to chordoctave-scale sequence, while the vertical arrows indicate
changing page of notes to a higher or lower octave only.
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The contour separation is processed using opencv [12].
The image is first transformed to opencv Mat which is then
passed to a contour separation function. The function then:
Step 1, turns the Mat into gray scale and slightly performs
a blur operation on it; Step 2, passes the output of step 1 (a
gray scale Mat) to an edge detection function (the output
is a binary Mat with the edge pixels set as step 1); Step
3, passes the output of step 2 to a findContour function,
which finds contours, stores them in an array and calculates the contour hierarchy (a tree structure describing the
inclusion relationship of contours); Step 4, calculates the
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Figure 5. AKB1 (on the left) is a linear keyboard with
a higher pitch at smaller y position value, and larger note
velocity at larger x position value, each page contains 15–
17 notes; AKB2 (on the right) is a non-linear keyboard
mapping the page of 15–17 notes to the detected contours
within the user selected image, where the mapping procedure is based on the correlation between the importance of
contours (or regions) and the tonal hierarchy of notes.

Table 1. Tonal Hierarchies in ArmKeyBoard. L1 is the
first level of notes which are to be mapped to regions with
highest importance, and L2 to be mapped to regions with
second highest scores, then L3 to be mapped to the least
important regions.
Scale
L1
L2
L3
Lydian
1, 5, 3, 7
2, #4, 6
Ionian
1, 5, 3, 7
2, 6
4
Mixolydian
1, 5, 3, b7
2, 6
4
Dorian
1, 5, b3, b7
2, 4
6
Aeolian
1, 5, b3, b7
2, 4
b6
Phrygian
1, 5, b3, b7
4
b2, b6
Locrian
1, b5, b3, b7
4, b6
b2
Lydian b7
1, 5, 3, b7
2, #4, 6
Altered
1, 3, b7
#4, b6, b2, #2
5
Sym. Dim.
none
none
Mel. Minor
1, 5, b3, 7
2, 4, 6

Remember that our goal is to map 15–17 notes to the contours, we need to decide which note to map to which contour. The minimal musical concern is, when the keyboard
is being played, the notes being generated should at least
imply the currently active chord-scale most of the time.
Note that we would not demand it should “always” behave this way, but “most of the time”. For example, in
G-Ionian, the keyboard is supposed to generate notes that
form a tonal gravity at G and imply G major chord most of
the time, but sometimes it may also sound like C-Lydian
(tonic at C).
We still need more assumptions to connect this musical
concern to contours. We assume that most user tends to
tap on: 1, a contour with a larger area; 2, a contour closer
to the center of the screen; 3, a contour that contains more
sub-contours. Based on how often most users will tap on a
contour, its importance can be determined. Thus in the implementation, we rank the contours based on the weighted
sum of the above three indices. This corresponds to how
important a note is in implying a certain chord-scale, which
will be discussed below.

a chord-scale being played in bebop style jazz music, and
this finding actually corresponds to the avoid note issue
[14]. The tonal hierarchy theory says during the performance of a certain chord-scale, some notes are more often heard than others. If the notes are to be divided into
a hierarchy according to how often they appear, the first
class contains chord notes, the second class contains those
a whole step above the chord notes and finally those half
step above, with exceptions. The avoid note issue says
basically the same thing, but with “more often heard” replaced by “more often played”. This is not coincidence,
because both of them originate from jazz music; note also
that the former one is from bebop jazz while the latter one
from modal jazz. The chord-scale system belongs to modal
jazz, a successor of bebop jazz. One might argue that not
all music are jazz, and therefore the chord-scale system
may not apply for everything. It is true, but the chord-scale
system in the macro perspective is a very good generalization of both traditional harmony and some of the modern
harmony. We admit that using the chord-scale system as
a crucial cue in designing ArmKeyBoard is neither perfect
nor complete, but to music itself, there is no absolute right
or wrong, only different assumptions. In our design, the
chord-scale system is the main assumption.
Using the tonal hierarchy theory, we come up with Table 1 which lists all the hierarchies [14] of some of the
most frequently used chord-scales [15]. The scale degree
notation is used instead of note names. Note that “Sym.
Dim.” stands for symmetrical diminished scale and it has
no hierarchies in our implementation, which means that
all the notes are equally important. To deal with hierarchy across octaves, we follow a rule which dictates that the
same pitch-class belongs to the same hierarchy level and a
pitch with a lower octave has a higher priority than a pitch
with a higher octave.

5.2.3 Tonal Hierarchy

5.2.4 The Final Mapping

Similar to ranking contours, if we also rank the notes within
a chord-scale, then what is left is to map the two rankings.
According to [13], there is a certain tonal hierarchy within

The final mapping is not so obvious as it may seem. Although we have a ranking of contours and a ranking of 15–
17 notes within a chord-scale, they are by no means simply

area of each contour, discards those below a certain size
and deletes their nodes in the hierarchy; Step 5, creates an
outer contour which is the whole screen subtracted by all
the contours output by step 4. The output of all the above
steps is an array of valid contours (each contour is itself an
array of its vertices), and a hierarchy structure describing
the inclusion relationship of these contours.
5.2.2 Contour Ranking
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1-to-1 mappings, because in reality we do not know how
many contours there are and how large each of them is until the user selects an image. In view of this complication,
we implement a simple but effective algorithm to do the
final mapping:
1. Divide the screen size by the number of notes, and
name the result RP N .
2. Look at the ratio = Area(contour)/RP N of the
top item of the sorted contour list (we treat it like a
stack). If ratio >= 1, do step 3; otherwise do step
4. Repeat until no contour left in the stack.
3. Map notes to contour: pop the contour, pop the top
ceil(ratio) notes and pair them up. Go back to step
2.
4. Map contours to note: pop the contour, pair it up
with the first note. Add ratio to accum.
If accum >= 1, clear accum and pop the note. Go
back to step 2.
With this, the most important notes are mapped to the most
important contours, and contour with larger areas will contain more notes. But since multiple notes cannot be mapped
to a single key, we need to decouple the notes within a
contour that has more than one note. Instead of further
separating a shape-unpredictable contour into several subcontours, we notice that the real “key” in question is composed of pixels, and thus we use a heuristic way to decouple the notes is to distribute their keys across the contour according to a formula related to pixels and their RGB
value:
noteIdx = ((X + Y )%10 + (R + G + B))%(15 or 17)
Where 15 or 17 is the number of notes. We try to make position affect less and RGB affect more, while making sure
all the notes are included regardless of the image. With
this final step, we finish our discussion about the design
and implementation of ArmKeyBoard.
6. EVALUATION
This section is divided into three parts. First, we talk about
the evaluation framework, which is the basis of the whole
evaluation. Then it comes to the evaluation method, which
is designed according to the evaluation framework. And
finally we give the evaluation result.
6.1 Evaluation Framework
Reference [16] is a paper on how to evaluate digital musical instruments. Basically it divides the evaluation process
into four perspectives, namely, the audience’s perspective
(in what sense an audience knows the performer is “performing”), the performer’s perspective (can the instrument
successfully translate the performer’s idea into sound?),
the designer’s perspective (evaluating playability and playing experience) and the manufacturer’s perspective (marketing consideration). Based on this framework as well as
one of its practical use cases [17], and taking into account
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the current state of ArmKeyBoard, we decide to build our
evaluation around two dimensions—audience experience
and performer experience covering many dimensions in
[16] while discarding some of them. For example, since
the instrument is still in its initial stage, we omit the manufacturer’s perspective, and since this instrument is not supposed to be only linear, it makes little sense to evaluate
how well it can replicate existing musical clips. Besides,
we also incorporate an important evaluation idea derived
from a famous quote of Duke Ellington “If it sounds good,
it IS good.” [18] to be the very first and fundamental criterion of audience experience. Actually although ArmKeyBoard tries to pack a lot of key-note pairs into a relatively
small screen, it is by no means a piano with 88 keys. A
piano keyboard, of course, is unparalleled in terms of musical expression if proficiently mastered, but still we are
interested in to what extent, and how well, ArmKeyBoard
can do by a non-pianist in terms of musical expressions.
6.2 Evaluation Method
We gather evaluation results by questionnaires. According to the framework, we design two sets of questionnaires
for audience experience and performer experience respectively. 1
The audience experience questionnaire asks the audience
to watch several videos capturing ArmKeyBoard played
by a non-pianist either in improvisation scenario or solo
scenario and then seeks the answers for: “Does it sound
good?”, “How much score will you give to the musical
outcome of ...”, “Piece 1 sounds like (choose from a variety of musical style)”, etc. The questions are focused on
the positive or negative ratings of musical outcomes, and
not on the interaction between the performer and audience
or whether the audience realizes the physical casualty relationship between the performer’s gestures and the musical
outcome.
The questionnaire of performer experience is to be filled
in after the participants have played ArmKeyBoard in the
solo scenario. Before they play, they are given the same
instruction video showing them how to enter AKB1 and
AKB2 and what are the gestures needed to control their expression. Beyond these, nothing else will interrupt the participant; the participant can ask the experimenter anything
related during the test. The questions in this set are basically around the experience of using different images, the
controlling mechanisms and multiple playability dimensions borrowed from [17], such as: “Do you think choosing
different images will result in different music outcomes?”,
“How would you rate the chord-scale flipping mechanism?”,
“How much score will you give to the following aspects of
the user experience of AKB1 - Fun”, “How much score
will you give to the following aspects of the user experience of AKB2 - Creativity”, etc. To let the participants
better understand those abstract items such as “Creativity”,
explanations are implied in the answering scale, such as a 0
is for “there isn’t any creative points” and a 10 is for “there
1 Links
for the questionnaires and outcomes:
//gdriv.es/armkeyboardaudienceformfin
//gdriv.es/armkeyboardperformerformfin

http:
http:
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are much room for a creative user to explore in terms of
musical possibility”.
The audience experience questionnaires are distributed
via the authors’ personal social networks on the Internet,
and the receivers may further distribute them to their networks. The frontpage of the questionnaire link will inform
the participant: “Thanks for your participation! This is a
set of evaluation forms targeting the audience experience
of a new musical expression interface. Please fill in both
forms via the below two links, which takes you about 20
minutes. Please don’t be afraid of being honest, because
we have no idea who you might be. Your feedback will be
very important to our research, therefore we sincerely appreciate your effort in offering help!” Thus the participants
finish the questionanaires on their own computers without
any interruption from the authors of this paper.
To gather results from the performer experience, we invite people we know to participate, and they are also told
the same thing as shown above before filling in the evaluation. The duration of each evaluation case depends on
subject’s need, so as to let them explore Armkeyboard as
much as possible. The average evaluation time is above 30
minutes. During the evaluation, the designer of Armkeyboard is with the evaluation subject in case he or she may
have any questions. The designer keeps silent unless the
subject raise a question regarding to Armkeyboard.
6.3 Evaluation Results and Discussions
The evaluation was closed on Jan. 19th 2014. All the summaries of the evaluation results are contained in the links
provided in the last subsection. Here are some of them. All
the scores are in a scale of 10.
6.3.1 Audience Experience
There are totally 33 responses from improvisation evaluation and 31 from solo evaluation, 5 and 4 of them regard themselves as musicians or amateur musicians respectively. Actually there could have been more musicians
since the classification questions are added to the questionnaire after a few responses. But this does not affect
the overall result. The improvisation evaluation is summarized as follows:
• 30 say the musical outcome of video one (AKB1)
sounds good, 29 say the musical outcome of video
two (AKB2) sounds good.
• The average score of the musical outcome of video
one and video two are 7.64 and 7.30, with standard
deviation 1.75 and 1.93 respectively. While the average scores of the 5 musicians are both 7.6, with
standard deviation 2.07 and 1.52 respectively.
The solo evaluation is summarized as follows:
• 23 say the musical outcome of video one (AKB1)
sounds good, 26 say the musical outcome of video
two (AKB2) sounds good.
• The average scores they give to the musical outcome
of video one and video two are 6.90 and 6.84, with
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standard deviation 2.23 and 2.07 respectively. While
the average scores of the 4 musicians are 7.75 and
7.25, with standard deviation 2.06 and 3.40 respectively.
• In the “three musical outcomes with three different
images” question, they are asked to rate how much
the outcomes differ from each other in terms of the
overall feeling; the average score is 5.3 with standard deviation 1.77, while the average score of musicians is 4.3 with standard deviation 1.50, where
score 1 means “They are totally the same”, and score
10 means “They are drastically different”.
• Many of them regard piece 1 sound like jazz, while
the answers to piece 2 vary.
It can be shown that ArmKeyBoard is quite satisfactory in
that it got an average score of around 7 out of 10 in both
improvisation and solo as rated by both non-musicians and
musicians, and musicians seem appreciate the solo outcome more. For the open question “What do 3 - 5 sound
like” in the solo evaluation, some musicians comment: “Debussy style of music” or “Most of the time it sounds like
some one who doesn’t know how to play the piano is trying
to make some sound out of a piano. Some time it sounds
like avant-grade music.”, while a non-musician thinks: “to
be honest it sounds like someone hitting the keyboard randomly, what eight year-old child would do when they are
given a piano to play on.” Comparing all the outcomes of
AKB1 and AKB2, they all seem to like the former better,
which may be due to their long-time exposure to linear musical outcomes. Interestingly in the solo evaluation, about
10 people say piece one sounds like jazz. So the conclusion here is that piece one is jazzy! As for piece two, 6
are for stochastic, 6 for Romanticism and 5 for Impressionism, and thus it can be concluded that for many people
piece two is quite unstructured but at the same time contains some sort of meaning or beauty.
6.3.2 Performer Experience
15 people participate in the performer experience evaluation:
• 14 of them agree choosing different images will result in different music outcomes.
• The average score of chord-scale flipping is 7.60,
with standard deviation 1.55, octave flipping 7.60,
with standard deviation 1.72, velocity control of AKB1
8.75, of AKB2 8.27, with standard deviation 1.06
and 1.39 respectively.
• Other average scores and standard deviations in a
format of AKB1 (std) - AKB2 (std): Fun, 8.40 (1.50)
- 7.53 (1.46); Controllability, 7.93 (1.58) - 6.47 (1.73);
Learnability, 8.33 (1.45) - 6.87 (1.96); Creativity,
8.33 (1.45) - 7.87 (1.30); Repeatability, 7.13 (2.42) 5.33 (2.55); Overall, 8.33 (1.11) - 7.13 (1.68).
The mapping algorithm of AKB2 based on tonal hierarchy has been successfully implemented, which leads to a
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different note distribution with a different image, and according to the third item of audience experience of the
solo evaluation, although the overall feelings when different note distributions are played are not drastically different, they are different. The attitudes towards various control mechanisms are good, but with no base to compare
within this evaluation. As with those other user experience
dimensions, AKB1 always scores higher than AKB2, but
still their average overall scores are both above 7. Below
are some of the comments: “I like the first layout (AKB1)
better because it’s extremely convenient to use. I think
the first layout is suitable for and will be attractive to both
professionals as well as amateurs.”; “It’s hard to start with
for musical novices ... AKB2 is not fun enough, although
combining image and music is a very good idea, the musical outcome is not that good compared with AKB1, plus
it can not repeat good phrase which might accidentally
be played by users, thus they probably will not stick with
AKB2.”; “It would be great if there’s more tutorial material and forum to share the creative art made by different
artists (using ArmKeyBoard).”
Most results are as expected, since AKB2 is a non-linear
keyboard, it is doomed to have controllability, learnability and repeatability problems, but what is not quite as expected is AKB2’s low scores on fun and creativity. A possible explanation would be most of the participants, and
even the authors themselves, have not spent much time
playing with AKB2 thus they might have no idea how much
musical possibilities could there be by feeding and playing it with hundreds of different images. This explanation somewhat corresponds to a comment from one player,
who propose that if more time are allowed in the evaluation, he will definitly find AKB2 more interesting to
play with. Theoretically speaking, AKB2 is more capable
than AKB1 in terms of musical expression, since AKB2 is
armed with arbitrary keyboard layout and non-linear note
mapping, which are superset of a fix layout and linear note
mapping. So we argue that AKB2 actually will be a more
interesting choice if more time is spent to explore its various possibilities.
7. CONCLUSION
In this paper, we introduce the design concept of ArmKeyBoard, which came from the three deficiencies of traditional keyboard instruments and existing mobile keyboard
instruments: 1. big size; 2. difficult to learn; 3. linear. Then based on the knowledge of two types of keyboard layout (linear, non-linear) and three characteristics
of the smart phone (musical novice users, small screen size
and programmability), the design details of ArmKeyBoard
are elaborated, including the chord-scale and octave flipping mechanism, velocity control mechanism, linear noteposition mapping and non-linear note-contour mapping algorithm based on tonal hierarchy theory. Finally the evaluation framework and method are described, and results
are provided for audience experience and performer experience respectively. The results are quite positive in both
the audience’s and the performer’s dimension, while the
linear layout is more positive than the non-linear one.

Prompted in part by some of the feedbacks from the evaluation forms, the authors are now considering further possible improvements. Specifically, some AI modules will
be added to ArmKeyBoard to: 1. automate the chordscale grid setting procedure by analyzing an image, that
is, to map an image’s feeling to a specific chord-scale progression; 2. automate the improvisation by auto-flipping
chord-scales—i.e., to let the device listen to the backing
and get the right chord-scale at the right time; 3. automate
the playing process, that is, to make the device “know”
and suggest what a user should play in order to make good
melodies.
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ABSTRACT
Composing interactive music using score following, requires tight coordination and several round trips between
many tools to write the score to follow, and to author the
electronic actions, and assess their synchronisation. In addition, at performance time, the score-following must be
monitored to ensure proper execution. Unifying composition and performance phases provides composers and electronic music designers a global approach with the best of
both worlds. The AscoGraph interface is an incarnation of
the need for unifying authorship and performance for Antescofo’s score following and reactive engines. AscoGraph
provides high precision tools for textual and graphical authorship of complex dynamic interactive music pieces with
intuitive and sustainable design. This article presents the
design, challenges and integration of AscoGraph for edition and representation of mixed music scores using Antescofo by affording complex hierarchical constructions such
as nested blocks and polyphony in electronic actions while
maintaining readability and ease of authorship.
1. INTRODUCTION
Automatic Score Following has been an active line of research and development among composers and performers
of Interactive Music since decades. In such setups, an automatic score following system comprises realtime listening machine that in reaction to recognition of events in a
score from a human performer launch necessary computer
music actions. The process of composing and performing
such pieces require dedicated interfaces for both the authorship and performance of mixed music pieces considering expressivity for two important primary elements that
are Time and Interaction. The study of such interfaces is
as vital as the design of the real-time system itself since it
underlies expressivity and reliability of the final result.
Dedicated interfaces for editing and visualising augmented
scores for Score Following systems has been long studied in the computer music literature. Though not directly
related to score following, the SCRIVA system [1] implemented a score editing tool for electronic sounds destined
for real-time performance and generation of pre-notated
Copyright: c 2014 Thomas Coffy et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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events. On similar lines, the Animal system in [2] is another example where the notion of authoring of time through
complex hierarchical graphical objects is explicitly addressed.
Despite addressing authorship of time in both systems, they
lacked explicit considerations for interaction control which
was shifted entirely towards the performer rather than the
designer/composer. The problem of sequencing mixed with
score following was first approached by Puckette in EXPLODE [3] where actions are primarily triggered by events
and much of temporal expressivity is lost to attain real-time
performance. NoteAbilityPro [4] is another recent example
of integrated score environment capable of communicating with the Antescofo score-following engine [5] amongst
others. Despite all these efforts, our community still lacks
integrated environments that address needs for a smooth
workflow between composition and performance phases of
interactive music pieces.

This paper introduces AscoGraph (Figure 1), a new interface for editing, visualising and simulating augmented
scores specifically designed for Antescofo [6] musical scores.
AscoGraph provides visual interfaces for authoring of multiple time semantics for electronic actions, polyphonic authorship for concurrent electronic voices, and facility tools
for users composing and performing with complex scores.
Electronic and instrumental scores in AscoGraph are tightly
coupled. AscoGraph emphasises editing for electronic actions but provides necessary tools for importing and visualisation of instrumental scores from common platforms.
Unifying heterogeneous timed events in AscoGraph is possible by constant translation of event/action time-stamps to
a relative musical timeline. This assumption makes visualisation possible for performance situations where tempo
is dynamically detected and constantly changing. Furthermore, Simulation Tools are available to visualise an ideal
and flattened performance especially for dynamically programmed electronic actions and complex scores.

We begin this paper by describing the integration of AscoGraph within common existing workflows for composition
and performance of interactive music. Section 3 describes
AscoGraph environment in terms of its software ecosystem
for interactive computer music. Section 4 details specific
concepts for score representation and edition in AscoGraph
as well as facility tools for composers such as simulation
capabilities, followed by future perspectives and concluding remarks.
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Figure 1. AscoGraph general UI.
2. COMPOSITION WORKFLOW
2.1 Composition phase
Composers often prepare instrumental sections of their pieces
using Finale, Sibelius, or other score engraving system. An
important feature for AscoGraph is the score import capabilities from MusicXML or MIDI formats, which make the
first steps of composing an interactive piece much smoother.
MusicXML is a score format which can be exported from
main classical musical notation editors. Writing electronic
parts is made less difficult with AscoGraph and Antescofo
new reactive engine since version 0.5, which provides new
ways of writing interaction, based on clear musical hierarchies such as groups, loops, curves and more.
Visualisation capabilities of AscoGraph enters the composition workflow as a huge gain since Antescofo’s score
syntax is text based, where a list of events, such as notes,
chords, trills or multi (glissandi), with associated pitch and
duration describe the score as it should be followed by the
score follower next to their electronic actions. AscoGraph
distinguishes itself strongly from other softwares such as
NoteAbility in its sole focus on Electronic Action authorship rather than music engraving. The integrated import
facility of AscoGraph is solely there to support visual feedback on the instrumental score, for which we believe there
are numerous stable software. . Importing existing instrumental score is done by drag’n’drop where it is directly
converted to Antescofo notes notation. For automatic MIDI
accompaniment, it is also possible to convert MIDI file to
electronic actions (MIDI notes on/off) by pressing CMD
during import.
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AscoGraph engine shares the same score parsing routines
with Antescofo core, so the validity of the score is checked
on saving while editing in AscoGraph, with detailed parsing errors handling.
2.2 Performance phase
AscoGraph is strongly connected with Antescofo core object (using OSC over UDP) : when a score is edited and
modified it is automatically reloaded in Antescofo, and on
the other hand, when Antescofo follows a score (during a
concert or rehearsal) both graphical and textual view of
the score will scroll and show the current position of Antescofo.
3. ENVIRONMENT
AscoGraph emphasises editing the reactive score. One key
design choice while creating AscoGraph editor was to allow both textual and graphical editors, representing different views of the same score. ”Time of composition”
and ”time of performance” need proper dedicated environments [7]: AscoGraph and Antescofo combines both representations.
The general mechanisms which articulates each component are discussed in this section.

3.1 Link to Antescofo
The Antescofo engine is embedded in a Max/MSP or PureData external (dynamically linked) object. The AscoGraph
editor can be opened by double-clicking on the Antescofo
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object. It is then launched as a standalone application, and
it loads the score if one was loaded in Antescofo. Communication with Antescofo uses OpenSoundControl protocol
(OSC) [8] in both ways as shown in Figure 2.

the score with new values. On the opposite, when the text
score is modified manually, it is graphically redisplayed
when the file is saved.
4.1.1 Graphical score representation

Figure 3. Manoury - Tensio, first measures
Currently, two visualisation modes are available for instrumental section:

Figure 2. Antescofo and AscoGraph general diagram.

• Pianoroll: A MIDI-style graphical notation display
has been developped to represent easily musical events
to be followed by Antescofo. Events in Antescofo are
distinguised in this view by their color. Four types of
events are separately recognized by Antescofo : individual notes, chords (polyphonic notes), trills (for
tremolo, vibrato, etc) and multis (continuous variation of pitch, such as glissandi). Last special kind
of musical event is rest note (silence), which are displayed as en empty black frame separating other events.

• From Antescofo : detected tempo, detected pitch,
score position in beats relative to tempo, score loading commands are displayed in AscoGraph.
• To Antescofo : User interface buttons in AscoGraph
generally send OSC command to antescofo object,
in order to control transport: play sequence, start
score following, stop, next event, previous event, load
a score, etc.
Thus, AscoGraph can display accurately, at low CPU cost,
visual feedback to help composers during rehearsals or performances.

• Guido: A more traditionnal way of displaying western classical music is the staff view based on solfège.
For displaying complex scores, the GUIDO Music
Notation format [9] has been integrated in AscoGraph.
When an Antescofo score is parsed (when loading or
saving), a GUIDO string is dynamically translated
from Antescofo events notation (cf Figure 3).

4. SCORE REPRESENTATION AND EDITION
4.1 Dual representation
Antescofo score is a text file containing events (chord, notes,
trills, glissandi, ...) to follow, synchronisation strategies
on how to trigger actions, and electronic actions (the reactive language). Visually, the application is divided in two
parts, on the left a graphical representation of the score,
using a timeline with tracks view. On the right, a text editor (with syntax coloring and auto-completion) of the score
is displayed. Both views are editable and synchronised on
saving. Special objects such as ”curves”, are graphically
editable : they are used to provide high-level variable automation facilities like breakpoints functions (BPF) with
more than 30 interpolations possible types between points,
graphically editable.
Due to its programmatical nature, score-following requires
a dual representation of interactive scores as text and graphics. Allowing edition in both modes and providing ways
to pass from one to the other was one of the challenges
around AscoGraph realization. When an object is modified (such as a curve) graphically, it displays an ”Apply”
button, when pressed it replaces the corresponding text in
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For fast navigation in the interactive score, a 2D zoom bar
has been introduced intuitive to most users.
4.1.2 Textual score representation
Embedded in each AscoGraph window, is a textual editor, based on the Open-Source multi-platform project Scintilla 1 with the following features:
Auto-completion : when dealing with large number of
electronic action receivers names, simplifying text input
has quickly become a useful feature. An advanced mechanism was imagined with IRCAM’s Computer Music Designers’ precious help : easing the input of Max receivers
names. Many pieces are based on really big Max patches,
which can count several thousands receivers, each controlling a distinct parameter of a sound effect, synthesis, etc.
To answer this demand, a ”namespace getter” has been implemented in the Antescofo object, loaded by Max. When
1

Scintilla - Open-Source editor : http://scintilla.org/
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asked, this object lists recursively every receivers name in
the loaded patch, then sends it by OSC to Ascograph. This
way, these names are added to a list containing by default
every keywords of Antescofo langage.
By pressing Ctrl-Tab in AscoGraph (after a receiver name
or a langage keyword prefix is typed), a small window listing completion possibilities is displayed. An other demand
was to allow user variables to be added to this completion
list: this can be done by sending add completion string to
Antescofo object. Syntax coloring is supported to help
reading the textual score.
Embedded Antescofo parser : The Antescofo langage
parser is embedded in AscoGraph, and provides detailed
parsing errors when saving or loading a score.
Actions to Event Bi-directional Sync enables a strong
link between both graphical and textual editor. This feature
allows smooth transition in-between graphical and textual
representations in the score. This feature is of utmost importance since certain hierarchical electronic patterns demand constant go-between the two representations.
Furthermore, it is possible to evaluate a partial score by
simply selecting appropriate text in the score and a special
playstring mechanism which sends the selected score excerpt to Antescofo, allowing fast execution of small chunk
of code as well as auditioning of parts during composition.

delete, move breakpoints and regenerate dynamically corresponding groups in the text score. By pressing the “Apply” buttons after modifying graphically a curve, AscoGraph dumps in the score the new breakpoints values.
One important feature of AscoGraph is its graphical breakpoint editing. Antescofo provide more than 30 standard interpolation types, from linear to exponential, polynomial
(with several orders), etc.
4.3 Simulating a performance
Like any interactive system, Antescofo scores can become
rapidly complex and the need of simulating a performance
has been expressed by several composers and electronic
music designers in order to test their compositions and directly see the output.

4.2 Writing electronic actions using Antescofo’s
reactive langage
4.2.1 Action templates

Figure 4. Electronic action templates

Figure 6. Editing curve constructs

Figure 5. Accessing event
markers

The ”Create” menu in AscoGraph (Figure 4) provides a
generic electronic action template insertion mechanism to
ease adding electronic actions in an Antescofo score. Another very useful menu is “Label”: to access directly a specific event marker (Figure 5).
4.2.2 Hierarchical group display
Musical objects in the Antescofo electronic score can be
defined in nested block hierarchies, and run concurrently
(polyphony), with various behaviour (loop, group, curve)
and attributes (delays, group delays, variables) etc. AscoGraph arranges such complex schemes into ordered blocks
with correct vertical alignment with regards to themselves
(polyphony among electronic phrases) and with regards to
the instrumental score as shown in Figure 3 and 8.
4.2.3 Curves graphical editing
Continuous breakpoint functions can be controled by the
Curve construct: curves can be seen as control automation (Figure 6). AscoGraph provide efficient ways to add,
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Figure 7. Viewing simulation results: top window is original score, bottom window displays simulated output.
A standalone version of Antescofo has been embedded in
AscoGraph to provide a virtual execution of a score, simulating clocks as fast as possible. This mechanism can be a
great help when dealing with processes or whenever constructs.
5. FUTURE WORKS AND CONCLUSION
The work on AscoGraph, since late 2012, has been highly
incremental and based on important user feedback deploying the software in various compositional and performative
setups. The joint ambition of AscoGraph in becoming both
a compositional and performance interface for Interactive
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Figure 8. First bars of Tensio for String Quartet and live electronics by Philippe Manoury (2010). Left: Hand-written
manuscript by composer showing Violin part (below) and electronic actions (top) staves. Right: Antescofo equivalent
visualised in AscoGraph
Pieces, has allowed composers and computer musicians to
rapidly integrate the software in their process and to start
composing at the very onset using the interface. Figure 8
shows an example of such integration.
AscoGraph is released under Open-Source MIT license
and has been released publically along with new Antescofo
architecture since IRCAM Forum in 2013. Due to its modular architecture, AscoGraph can be deployed on multiple
platforms such as commonly available mobile and tablet
architectures.
Future work will focus on the following points amongst
others:
• Tracks display for easy message filtering,
• Visualising dynamic processes: control structures which
trigger actions not in response to a recognised musical event but to the occurrence of an arbitrary logical
condition,
• Specialised editing mode: e.g. dragging audio files
with analysis.
• Alternative representations and views for editing.
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ABSTRACT
In this paper, we will discuss two main concepts, associated with the development of Virtual Worlds, which are
“Presence” and “Embodiment”. Presence is stamped as
the sense of “Being there”, that has to be reconstructed in
Local world to render Distant Worlds accessible by networked or mediated communications. “Embodiment”
could be the property of a Virtual entity to be incorporated by human as a second nature. We will show then,
how (1) the first situation can be seen as a definition of
“immateriality” and its correlative concept of infinity, (2)
the second situation can be seen as a definition of “tangibility” with its correlative concept of instrumental embodiment. After exploring the complementary properties
of these situations in detail, we will focus on the second
one, identified as “the instrumental situation”. We will
propose some of its relevant properties, those that are
able to trigger the sense of embodiment, as the main
property supported in the real physical world by the feature of “tangibility”. Consequently, we estimate that
“embodiment” is more important than the tangibility in
itself and we examine some criteria able to help us to
recreate them in digital representations.

1. HUMAN-WORLD FUNCTIONNAL RELATIONSHIPS
Let start with a rough look at the diversity of the tasks
humans can perform when they interact sensorially, cognitively and physically with the real world. We may observe that they could be represented along an axis putting
the emphasis on two complementary situations (Figure
1):
- The immersive situation, in which humans are at the
center of a surrounding world, such as when we are
exploring large landscapes, mainly through exteroceptive sensory channels such as vision and audition,
(Figure 1 on the left of the horizontal axis)
- The vis-à-vis situation in which humans are interacting
with a vis-à-vis objects, in hand, supported by physical contacts and interactions through the propriotactilo-kinesthetic sensory-motor modality, such as
haptic, tactile and gestural interactions (Figure 1 on
the right of the horizontal axis).

The path from the first to the second (and vice-versa),
that is a usual daily experience, is not so trivial to analyze
and implies deep transformations in the cognitive humanworld relationship.

Figure 1. From Immersive to the embodied instrument:
a bilateral complex cognitive process.

We propose first an exercise that consists in a course
along this path from the left side to the right side in order
to bring out some relevant features of the complexity of
the cognitive processes going from the sense of “being
there” to the sense of “being with”, and vice-versa.
1.1 Being there ?
On the left part of the scale axis, the concept of immersive environments (Figure 2), is placed, based on large
spatial spaces in which spatial properties are essential:
sizes, scales, large free body motion, etc. leading to body
oriented VR platforms. The main task characterizing such
situations are environment exploration, including localization, navigation, path finding.
The aim is to be able to perform the task of exploration of
a “landscape” as well as possible, as immersed within
them (landscape, cities, houses, other bodies). The basic
principles are: free motion as much as possible (position
changing) in a 3D space, no occlusion for these free motion and the perceived results, free focus of observation
(scale changing), knowing where we are (self localization). The concerned perceptual channels are visual
and/or acoustical via 3D sounds.

Copyright: © 2014 First author et al. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.
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Figure 2. Immersive situation: environment as surrounding humans and exteroceptive exploration tasks
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Figure 4. The fuzzy state of vis-à-vis object: the transition from “near-in-hand” to “present-in-hand” via
“ready-to-hand”

On the extreme right of the scale (Figure 3), the vis-à-vis
object is now close in hand or “present-to-hand” and its
exploration allows to extract other features such as rigidity, fluentness, weight, which are more physical than
geometrical properties. Objet recognition and identification of physical features is performed by means of physical manipulation, such as squeezing, stretching, hitting,
etc. and proprioceptive and kinesthesic sensory modalities.

Environment

Instrument

Assembly done -> object can work

1.2 Being with ?

Surrounding Humans

object
Vis-à-vis/close
to the hand
Present-to-hand

Prosthetis
Extanding human
organology

Manual - Visual - Acoustical
From the manipulation to the transformation

Figure 3. Physically-oriented manipulation task

We reach the concept of intimate instrumentality.
Here, the focus is put on the physical manipulation of
objects. Physical means that what it is expected is based
on the physical behaviors of objects; vibrations, deformations, sticking, fractures, resistance to the displacements,
dynamics of collisions and of hitting, cohesions, ways of
deformations (elastic, plastic, etc.). This type of task corresponds to “ergotic1 tasks” in Cadoz’s typology [1], in
which there is an energetic exchange between the humans
who act on an object (directly or via an intermediate
physical organ), which is significant as well as for the
performance task than for its results.
1.3 The fuzzy figure of the notion of “object”
This imaginary course along a scale axis allows to identify two sides separated by a cognitive frontier. Onto this
frontier (Figure 4), the fuzzy notion of “vis-à-vis object”
is being cognitively negotiated, as it is, like the Janus,
either looking on the left, toward “immersion” and “surrounding environment”, or on the right, toward “instrumental situation”. We identify this frontier really as a
cognitive gap.

On the left of this frontier, the notion of “object” starts to
be cognitively constructed, not as a part of the environment but as it is considered near the body, “ready-tohand”. The size of the possibly manipulated thing is
smaller than the environment, near to the size of the hand
or a part of the body. Relatively to the human body, it
plays the role of a “vis-à-vis”. In that situation, the relevant main task is to recognize or identify the spatial and
topological features. Such exploration is performed
through spatial actions (positioning) and exteroceptive
sensory channels (vision). On the right of the frontier,
once the position of vis-à-vis established, the object exploration and recognition of the surface state (rugosity,
micro shapes, sharp edges, etc.) is taking over from “in
hand situation” by manipulation such as palpating, brushing, skimming, etc., and by tactile sensory channels
During a brief instant, “object” could be either a part
of the surrounding environment just be near the hand (or
near the body) –said “ready to hand” – or “an object in
hand”, prelude of an instrumental situation.
The transition between the both sides of the frontier is
the location of a task discontinuity that is the selection
task (Figure 5).
object selected

Environment
Surrounding Humans

object
Vis-àvis/Near
the hand
Within Reach
Ready-to-

object
Vis-à-vis/close
to the hand
Present-tohand

Instrument
Prosthetis
Extanding
human
organology

Figure 5. The selection task

The transformations consists in – at least – for the human, to become an instrumentalist when object in hand,
and symmetrically, for the object, to become an instrument. We see that both transformations – of the human
and of the object - are correlated, simultaneous and non
separable. The human remains instrumentalist as long as
the object remains an instrument and vice-versa. The reverse transformation occurs when the object being unhanded comes back to a part of the environment and the
instrumentalist comes back to a human performing other
tasks.
1.4 Three criteria for featuring the “immersive/Vis-àvis” transformation

1

Do not confuse “ergotic” and “ergodic”. “Ergotic” is a term
coined by C. Cadoz to name a type of interaction functionality
on which physical energy (“erg” is an unity of energy). In gestural interaction between a human and an object, this function
integrates the haptic (or gestural) perception and the physical
(or gestural) action.

The reversible transformation that occurs when crossing
the “immersive / vis-à-vis” frontier, separate spaces of
very different nature. Here are three criteria that allow to
distinguish between these both sides:
1. In the immersive space – the human-centered philosophy - the human-world relationship is an overview rela-
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tionship, insisting on the extensiveness – we can say the
infinity – of the space. Spatial properties are essential:
sizes, scales, large body motion, etc.
2. In the instrumental space, the human-objet relationship
is centered, neither on the human nor in the object but
more at the place (the frontier) of their physical coupling,
insisting more on the “intensiveness” of the energetic
coupling Temporal properties are essential: frequencies
bandwidth, reaction delay, etc.
3. The duality of both situations is also traced by another
duality, we called “the concave/convex transformation”.
It consists in the fact that: (1) in immersive one, the environment surrounding humans and that containing things
appears as concave to the human; (2) conversely, when
things become as a vis-à-vis and ready-to-hand, they appear as convex. And then, we want to use hands to explore the non seen parts, either by tactile or by rotating
the object which is in front of us.
We will show then, how (1) the first situation can be
seen as a definition of “immateriality” and its correlative
concept of infinity, (2) the second situation can be seen as
a definition of “tangibility” with its correlative concept of
instrumental embodiment.

by the status of external object, is the disembodiment
process.
So, the mutation process of an object into instrument
(and of the human into an instrumentalist) is the support –
as well as the material representation – of the dual cognitive processes of embodiment and disembodiment, the
first one stressing his integration within the world and the
second one, maintaining his individuality. The precise
point and instant during which the object becomes in
physical contact with the human body is then of an existentialistic critical point. First, it is no less than the point
in which the human cognitively creates the notion of the
sense of matter. That consists not only in the notion of the
object in the sense of non simultaneous space occupation,
such one being also supported by visual or tactile experiences. It also consists in the experience of something that
is, at the first, resistant [3] and more, of something that
opposes and proposes complex behaviors to human sensory-motor acts: from elasticity and viscosity to dry friction and other more complex ones. Such behaviors are
precisely learned and intimately used by humans during
the instrumental playing: playing musical instruments,
molding a soft paste, manual drawing, etc (Figure 6).

2. THE COMPLEXITY OF THE TRANSFORMATION FROM AN OBJECT TO
AN INSTRUMENT
We will now discuss the main characteristics of both
situations, focusing more on the instrumental situation,
with the aim of being able to reconstruct it within the
field of computerized tools.
The intimate relation between human and object during the performance of an instrumental task (i.e. a task
performed by means of an instrumental human-world
relationship as defined before) leads to the emergence of
cognitive features such as those of the embodiment process or of considering the instrument as a second nature
[2]. Indeed, the process articulates the following stages:
(1) seeing or hearing an object, distant in space and thus
constituting a part of the environment, (2) choosing it, (3)
touching it and grasping it, (4) manipulating it and (5)
using and playing it in the performance of the task, and
this process is everything but trivial. In that process, the
object is progressively transformed in an instrument, so
being a part of the human body (“his second nature”) and
the human is progressively transformed in an instrumentalist, so being a part of the instrument (“its human nature”). All along the playing of the instrument by his
instrumentalist, the instrument became his own. Because
the instrument is intrinsically a physical external object,
the human being has always and at each time the capability to leave instantaneously the instrumental state and to
render the instrument to its status of a trivial physical
object of the environment. Alternately, the instrument
plays as a temporary extension of the human organology
and as a part of the external environment. Thus, it is a
locus on which some complex cognitive processes can
take place. The symmetric process, strictly correlative to
the embodiment process here, and permitted by principle

Figure 6. Three emblematic cases of the instrumental
situation

3. PROPERTIES OF INSTRUMENALL
HUMAN-WORLD RELATIONSHIP
Since primary experiences such as those in which a human hits a tree with another piece of wood to alert his
congeners by means of specific sounds and rhythms, the
fundamentals of the instrumental paradigm were
launched. In this paragraph, we enounce, in three points,
the main properties of what is for us « an instrument », in
order to examine further what is the epistemological
break introduced by the information technologies and
how it can be crossed over.
3.1 The instrument as a physical object
In the instrumental relationship between humans and the
world, an instrument is, at first, a part of the physical
word, i.e. a physical object, chosen by humans and modeled or not by them. Moreover, it is used to perform a
task that humans cannot perform without it. In this respect, it provides morphological, physical and functional
adaptations of the human morphology to the physical
world. As an example of morphological adaptation, a
screwdriver allows to perform continuous rotation that is
impossible to perform only by hand and fingers. As example of physical adaptation, the wax spread under skis
optimizes the dynamic adherence in order to move faster.
As an example of functional adaptation, a musical in-
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strument is a physical object that transforms gestures into
sounds, in order to enlarge the capabilities of the human
beings to produce sounds, because, except with his vocal
cords, the human is a very poor acoustic vibrating structure. Thus, as the Janus figure, an instrument has two
faces, and one can say, strictly speaking, that it is an interface.
Alternately, it can be considered as a part of the physical
environment, seen or heard by humans, or an extension of
human body when near the body and taken in hand. As
when an object is not in hands, its appraisal by human
can be perceptual or formal.
But when in hand and during the performance of the task,
it is felt, and consequently known, through the human
sensory-motor capabilities so that one cannot say who
manipulates which and vice-versa (of the human and of
the object). Human and object constitute a single system,
we can say a single instrumental system, mediating a human intention (implicit or explicit) to others humans
through the performed task.
Consequently, we cannot speak of instrument or instrumentalist, separately, but only of the instrumental relationship between them, during which they constitute a
single instrumental system.
3.2 The instrumental system as a dynamic system
Such an instrumental system exhibits specific and rich
properties. The relation between the human and the physical object is more than a sensory-motor relation like
hand-vision sensory-motor relationship when showing an
object by pointing it with the finger. When in hand, human body and the physical object are not only like two
things in contact. They constitute an inseparable closed
loop dynamic system (Figure 7), really a single object.

Figure 7. The intimate instrumental relationship2

This single object is a complex dynamic system composed of an active part and of passive part as shown in
the Figure 8. We use the term “active”, not in the sense
that humans are subjects able to have intentions, but in
the sense that a system embeds an internal source of energy able to internally modify its internal states. Indeed,
the human bodies have the capability to modify the tonicity of their muscles during a jump. It is not necessary that
the instrument is also active to dispose of the minimal
functionalities able to characterize the instrumental system as a dynamic system.

2

Thanks to Jean-Loup Florens for his particularly expressive
representation of the coupling human - physical object.

Figure 8. The basic instrumental system as a dynamic
closed-loop system

Considering the instrumental system as a dynamic complex system allows to better understand why it is able to
exhibit features that cannot be found in other types of
human-world relationships, for example in the handvision relationship. Indeed, the instrumental system composed of the closed-loop coupling between a human and a
physical object exhibits dynamic properties such as energetic exchanges consistency, reactivity or dynamic adaptation. Such properties are not necessary to perform types
of tasks such as those that can be performed through formal communication by signs and languages or by openloop command systems. But they are necessary to perform tasks that, either by principle or until new technologies prove otherwise, cannot be performed by the first
types of tools. The distinction between both is well represented by the concept of ergotic and non-ergotic tasks
proposed by C. Cadoz [1]. Let us illustrate that with emblematic cases as those shown in Figure 6: playing a cello, rubbing a surface and sculpting with clay. During such
instrumental performances, the physical body of the
instrumentalist and the instrument are closely dynamically coupled, being then able to produce non-predictable
emergent effects: timbre changing, sticking, cracking,
breaking, transients, bifurcations, stability regions, etc. In
the finger-glass system, the sound can appear or not; timbre can change or not. And all of these effects cannot
relate simply to only parameters control processes: the
intensity of the sound is not directly correlated only to the
pressure force or to the finger velocity. When the sound
is started, the pressure and the velocity can be relaxed to
maintain it. It is the same in the bowed string playing
during which human gestures are able to manage very
complex dynamic patterns: relaxing the pressure, increasing or decreasing the velocity of the bow, at the right
state of this complex dynamic system, etc. When succeeding in such tasks, the expression used is: “He/she is
one with his/her instrument”.

4. CONDITION FOR EMBODIMENT IN
DIGITAL INSTRUMENTAL RELATIONSHIP
4.1 Digital instrumental relationship as a representation
In the previous paragraph, we detailed basic functional,
technical and cognitive properties of the instrumental
relationship. We do not pretend to have exhausted all the
questions around it. But, we hope, at first, that the reader
is now convinced of the necessity of such relationship.
Nevertheless, all the topics discussed above are necessary
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for examining why and how the instrumental relationship
can be implemented in information technologies.
One can consider that mechanical instruments perfectly serve all the instrumental tasks and that electrical,
and/or computer technologies, have been designed to
develop other types of tools for other types of tasks. Let
us notice that the constraints imposed by mechanics in
the optimal design of such instruments is a critical limitation for the three types of adaptivity we spoke above:
morphological, physical and functional. No doubt that
electromechanical teleoperated master-slave systems designed to extend the space, to improve the accuracy of the
manipulation, or to secure humans who are manipulating,
were necessary. No doubt neither that synthesis processes
enlarge considerably the variety of sounds and images
that humans are able to produce. But what is the main and
fundamental difference between a pure mechanical instrument, such as a violin or a puppet, and electrical or
information-based ones? A first and obvious answer is: In
such implementation of the relationship between the human and the system which performs the task, the coupling, as described before, as well as the sensations of the
matter which naturally exist in mechanical interaction,
are lost. They are not naturally supported by electrical
technologies, and thus, if necessary, we have to (re) construct them.
Such a very simple observation first leads to one remark, and secondly to one new concept. First, the mediated relation between humans and the physical world by
means of electrical and computer technologies cannot be
an instrumental relationship. And second the electricalbased instrumental relationship that could exhibit the
main properties of the mechanical one, cannot be anything else than a representation of the instrumental situation, as introduced by C. Cadoz [4] and developed in
[5][6]. Such representation has not to be understood as a
representation of specific instrumental cases, such as
playing violin or piano, but the representation of the principles of the instrumental situation. Consequently, we
ask, and try to answer, on what are the main technological and conceptual bottlenecks for the implementation of
a representation of the instrumental relationship within
electrical and computer technologies.
The information technologies started from the notions
of electrical transducers and signals. Indeed, electrical
transducers and signals, and thus, all the electrical sciences including computer sciences, operate the fundamental historical shift from mechanically coupled systems to input-output systems [7], breaking the mechanical-based closed loop and thus having to represent it as
well in the formal representations as in the electrical and
information systems. The input-output representation
formalism introduces a causality, that does not exist in
the mechanical systems, between what is the input and
what is the output. Consequently, in the representation of
coupled systems, it obliges to separate the two intimately
stuck parts, for example the cellist and the cello, each of
them being then represented by an input-output block as
shown in the Figure 9. It obliges then to represent their
coupling by connecting the output of the one onto the
input of the other. So the representation of the instrumental system introduces a cascade of two causal relations:

the cellist is considered as an input of the cello and the
cello as an input of the cellist.

Figure 9. The two shifts in the representation of the instrumental system. Left: the instrumental system; Middle: its splitting in two input – output systems; Right:
the input-output representation of their coupling

The input-output representations ground the sensorsactuators (more generally transducers) and signals technologies and information systems, and vice-versa. The
outputs of a system are then sensors that acquire its behaviors and transform them into signals and the inputs are
actuators that receive these signals. We do not discuss
about the reduction due to the fact that the sensors, the
actuators and the signals so produced represent only some
parts of the physical behaviors3. But, we will focus on the
fact that the coupling is not totally representable in electrical and in computers systems. Then, the questions are:
Is it possible to restore the sensation of physical matter?
How can we implement the input-output correlations to
preserve the representation of the coupling? In the following, we propose two aspects, one conceptual, two
technological, which can help us to answers such questions.
4.2 “Transparency of the system or new representation of the instrumental universe”
The approach we present here differs conceptually and
pragmatically from that which is usual in teleoperation in
the field of robotics. A common engineering goal in Robotics and teleoperation is to replicate at the best a real
situation. The concept is that of “transparency” of the
new electromechanical system, i.e. how can we render the
behaviors introduced by the new electromechanical system as transparently as possible? This concept derivates
from the electrical teleoperation in which one tried to
render the new components added to the mechanical
teleoperation as functionally “transparent”. Although the
answer is that it is not absolutely possible [8][9], the main
stream in teleoperation worked to solve this question of
transparency.
Our approach is near from a more anthropological
point of view. It does not consist in reproducing existing
instrumental situations by rendering the specificities
brought by novel technologies as non-existent as possible, but in developing new instruments under specific
conditions and assumptions. These conditions are to take
care of the fundamentals of human-world couplings, in
order to develop not only new systems, but those that will
be able to preserve the fundamentals expressed above and
3

That is of course a true critical question, widely examined in
electrical engineering and transducers theories and systems.
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to experiment their role in human cognition as well in the
performance of the tasks. Our approach is then taskindependent, and can be expressed as: how do we specify
the scheme represented on the right of the Figure 9 and
implement it in information technologies to obtain, at the
best for the human, the instrumental situation represented
on the left of the same Figure 9? A temptation could be to
consider that the answer could be only on the human side
and that the question can be solved by human-based design of robotic systems after having performed psychophysical and cognitive preliminary experiments. We outline here that it will be not sufficient: first because the
instrumental problem is not the same as risen by transparency in the teleoperation chain [10]; secondly, because
for centuries the instrumental paradigm has not consisted
in copying previous instruments and previous situations,
but in creating new instruments for new tasks for new
instrumentalists, and thirdly, because the humanmechanical object system is not observable and needs
new experimental workbenches to be better known. The
basic technical schema that represents the instrumental
situation within the domain of information technology is
given in Figure 10.

Figure 10. The representation if instrumental situation
in the framework of Information Technology

Notice that in the part of the instrument: (1) sensors
and actuators are electromechanical devices that have to
be designed to preserve the properties of the instrumental
coupling as sketched before; and (2) the real time computer algorithms have to maintain the consistency of the
instrumental coupling between the inputs and the outputs
of the interaction devices.
Notice that, if we called Z1 the impedance on frontier
(1) of the right part of the whole system seen by the left
part of the human and Z2 the impedance on frontier (2),
the transparency assumption leads to have Z1=Z2, that
corresponds to a deny of the intermediate instrumental
part. Conversely, the instrumental concept allows that
Z1≠Z2. This means that the design the new “instrument”
allows to render it to support at the best the “embodiment” and the “second nature” processes.
Thus, the question becomes: what are the necessary
and minimal conditions we must preserve to benefit from
instrumental properties from the human side when shifting the technologies. We can say, what could be the
“task-independent axioms” of the instrumental situation.
We now sketch two minimal elements of these basic
properties, and their correlated technological needs.
4.3 A first minimal dynamic property: perceiving the
resistance of the matter
First of all, when used in computer technologies, i.e.
when the system that receives the inputs from sensors and

produces the outputs to actuators, is based on or includes
computers, the causality introduced between inputs and
outputs is transformed in a temporal causality. Indeed, a
non instantaneous computation process is inserted between the inputs and the outputs. In the electromechanical coupling between humans and such systems by force
feedback transducers, this question is related to that of the
bandwidth of the system device / computer algorithms.
This bandwidth obviously depends on the dynamical
properties of the device itself but also on the computer
algorithms and the communications systems between
both. These two last can be expressed by the temporal
latency between the outputs of the device (resp. inputs of
the computer) and its inputs (resp. outputs of the computer). The higher this bandwidth is, and lower the latency is, the better the restitution of coupling between
rigid systems will be. That is a critical point in force
feedback transducers design, known under the terms
“Stability” or “Bandwidth problem” [11].
Having in mind the previous discussions [3] about the
fact that the contact situation conveys the sense of resistance of the external matter and further of the matter itself, the rendering of contacts is also a critical point for a
perceptual, cognitive, and further existentialistic point of
view on the side of the human being. Consequently, all
the technical components (force feedback transducers
including sensors, actuators, mechanical embedding of
them and electronic regulation processes) must be used
coherently and consistently to render, at the best - the
interaction during collisions and contacts between a human and a simulated resistant matter in the computer. It
will be in the same time a workbench in order to experiment (1) what is the cognitive role of the contact situation
in the trade-off from “environment” to “instrument” via
the intermediate stages of “object - near the hand” and the
“object – in – hand”; and (2) how it could be a necessary
component for considering the instrument as a “second
nature” of the instrumentalist. Couroussé and colleagues,
in [12] tacked these questions in a specific research on
haptic-audio tapping. Using the high quality TELLURIS
platform, in which all the systems and processes run at 44
kHz, they show that, when hitting an acoustical surface,
the properties of the matter (its non-linear elasticity and
viscosity), are influencing the maximum of the frequency
of the hits. To sum up, according to the critical role
played by the existence of the matter, revealed during the
contact and collision situation, in the instrumental situation, the rigidity during contact is the first axiom of the
instrumental relationship to be rendered at the best in the
framework on information technologies.
We saw that our approach is different for conceptual
reasons of that of teleoperation, based on the transparency concept. It is also technically different than the main
stream of researches in Virtual Realities. In Virtual environments and virtual reality systems, most of the work is
dedicated to the immersion of humans within virtual environments. This immersion is simultaneously physical
by means of systems such as Caves in which 3D images
and sounds are surrounding the human beings, and virtual
by means of avatars of the human beings representing
them in the virtual environment. The core problem here is
the wideness of the represented spatial environments and
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systems that put the emphasis on the navigation and the
exploration of large spatial and geometrical 3D scenes.
The collisions problem is processed from a geometrically-based point of view, the critical problem being that
of the geometrical computation of the intersection between two complex geometrical shapes to prevent interpenetration. There are many works developed in computer graphics and applied in teleoperation when complex
manufactured objects are colliding. The related scientific
questions are summarized in [13]. In such applications,
the dynamic of the contact remains a secondary problem,
while it is one of the first generic properties that systems
have to render in the instrumental paradigm, as it works
in the musical creation.
4.4 A second minimal dynamic property : perceiving
the dynamic texture of the matter
Having created the minimal conditions to restore the
sense of the matter through its physical resistance within
information-based technological systems, and reminding,
as explained above, that humans use the other properties
of the matter (other than and in addition with its resistance) in the instrumental tasks, a second stage consists in
restoring such behaviors as well as possible. Some other
behaviors of the matter such as all the viscoelastic effects
able to render all types of deformability are easily derived
from the rigidity effects discussed above. The second
critical dynamic feature for most of complex instrumental
tasks is then the friction effect. Different from the collision processing that led to much work in virtual reality,
there are very few works that tackle the friction effect.
Florens and coworkers [14] [15] demonstrate that when
the friction between a bow and a string is simulated by
the computer and returned to the force feedback transducer manipulated by the instrumentalist at a high frequency, typically 1500 Hz in [14] and 44 kHz in [15], the
sensation of the presence of the vibrating bowed string
increased significantly. The instrument became more and
more playable and new gestures and exploratory manipulations happened due to the fact of wide possibilities of
dynamic gestural adaptations and learning, by allowing
the instrumentalist to play with non predictable effects as
those occurring in the bow-string interaction. Hereto, the
rendering, at the best, of the usual properties of the matter
when instrument are in hand, such as friction, will allow
to better know what is its role in the cognitive appraisal
of the instrumental situation and in different criteria characterizing the performed task: efficiency, playability,
handleability, creativity.

5. CONCLUSION AND FURTHER QUESTIONS
We compared two complementary human-word relationships.
In a first situation, in which we are immersed in a
landscape, humans develop the sense of “being there”,
looking far away from his (her) place towards large
scales by means of exteroceptive sensory modalities such

as vision and audition. Such a situation, drastically extended by networked and distant exploration, can be seen
as a definition of “immateriality” and its correlative concept of infinity.
In a second situation, in which humans are confronted
face-to-face to a thing, placed in vis-à-vis, extracted from
a surrounding environment to acquire the state of an “object” able to be handled, humans develop the sense of
“being with”. Progressively, objects are transformed into
instruments and humans into instrumentalists. Such a
situation leads to the embodiment of the object as a “second nature “ or as a part of the human body or as an extension of the human organology. It can then be seen as a
definition of “tangibility” with its correlative concept of
instrumental embodiment.
We developed here the idea that to implement such an
instrumental situation in a computer context, not in the
aim to mimic our relation with the mechanical world or to
mimic the notion of tangibility in the real mechanical
universe, but rather, in order to have at our disposal within the new contemporary digital creative context, the
minimal properties necessary to ground the embodiment
process, some properties of the instrumental relation ship
have to be reached.
We have not examined here questions such as the
morphological ones (number of sensors and actuators and
morphological arrangements). They undoubtedly play an
important role in human manipulation of physical objects.
Indeed, some drastic limitations of the existing force
feedback devices are related to the fact that they allow
only punctual contacts. However, we demonstrated that
dynamic properties of the close-loop coupling between
human and a physical object, are a necessary condition,
(even if it is not a sufficient one), to have access to behaviors that are the specificities of the instrumental system and that cannot emerge otherwise. Based on primary
functions of the instrumental paradigm, we showed how
the central concept of teleoperation, i.e. the transparency
of the electrical and information parts of the system, despite the huge development of interactive teleoperators
including haptics, does not match with the instrumental
paradigm. We showed also that Virtual Reality, despite
the wide uses of haptic devices, does not fit either within
such an instrumental paradigm. So, the field of instrumental situations in computerized environments remains
to be developed and is still a subject for the future. We
have to know more, to build more, to experiment more
around the non trivial concept of instrument and instrumental relationship, from an anthropological point of
view, within the scope of information technologies.
Several other fundamental issues remain pending. Taking the examples of Arts, such as Musical Arts, Visual
Dynamic Arts, Choreographic Arts, no doubt that the
instrumental relation, in the meanings developed in this
paper, is fundamental to produce subtle sensory effects.
But further, if we include the very long process to design
an instrument, process in which the physical matter is
also pointed out, we could see that the instrument is not
only a way to adapt the human and the world to perform
tasks that humans cannot do, but more a way to organize
and structure, in the same movement, the physical world
and the human gestures.
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ABSTRACT
The composition process of the acousmatic piece Gazelle Rain Petals began with the construction of the elemental pitch and rhythmic modules – the organogeometric brick modules, as a musical metaphor to Dubuffet’s lithographic series Les Murs. These brick modules are 4-pitch series (tetrachords) that cover all possible
pitch permutations to represent 4-sided geometric as well
as organo-geometric structures. For the harmonic conception based on the monochromatic hue of the brick wall,
12-tone rows were constructed out of those brick modules
(tetrachords). The 12-tone rows were selected based on
the characteristic profiles of their constituent modules
and were subsequently deployed in an intricate rhythmic/contrapuntal structure of the musical “wall” scored
for pitched instruments, resulting in a gamelan sounding
musical passage. The brick analogy provided an intermodal (graphical and musical) link between graphical abstraction and musical abstraction, and also a method of
configuring the 12-tone pitch-space. The profiles of tetrachords and their relationships with each other in a tone
row governed how the 12-tone pitch-space could be traversed. Further development of techniques investigated
here could be realised in a computational system that
allows for the creative control of a visual pitch-space
beyond geometric or organo-geometric abstractions for
the purpose of creative composition.

1. INTRODUCTION
The most striking graphical features of Jean Dubuffet's
lithographic series Les Murs [1] in Figure 1 are:
(i) The recurring motif of the brick wall and its multifarious appearances – significantly different from the
others – across the series.
(ii) The juxtaposition and integration of external figures,
to various degrees, against the brick walls.
(iii)The monochromatic hue of black and white.
These features came to bear a huge influence on the
conception of the art work's musical reflection. The dividing line between the figurative and textural entities in
the art work are at times bold and clear while at other
times, appears to be vague and ambiguous. A very elemental motif could be easily discerned here i.e. the brick
Copyright: © 2014 T. Ngiao. This is an open-access article distributed
under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.

Figure 1. Two plates from Dubuffet’s Les Murs.
as the most basic figurative building block. This basic
figure of the brick is then treated as individual modules
that can be willfully stacked up and aligned to compose a
larger figure i.e. the wall. Using ingenious techniques of
distortion, exaggeration and abstraction, Dubuffet had
also successfully turned some of these figurative brick
walls into dramatic textural planes. By placing naïvelooking, unrealistic portrayals of human and animal figures as well as manic graffiti-like inscriptions on and
against the walls, the artist constantly teases our visual
perception of graphical subjects in and out of plain figuration and abstract texturality. We are also faced with
the challenge of figuring out whether the external figures
exist as an integral part of or as separate entities in rela-
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tion to the brick walls. The use of only black and white
hue, coupled with the graphical modularity of brick figures would come to inform the kind of structural harmonic (colouristic) construct of the "musical" wall.

2. THE ORGANO-GEOMETRIC CONSTRUCT OF BRICKS
2.1 Geometric Abstraction and Musical Representation of Bricks

Figure 2. Graphical geometric abstraction translated to the musical pitch and rhythmic realization
of a “square”.
We could look at the graphical motif of the "brick" used
in the art work from a simple geometric perspective. The
three common graphical figurations of the brick motif
extracted from the art work are shown at the top of Table
1. One can then categorise these figurations according to
their geometric abstraction. While most graphical bricks
look like conventional squares or rectangles, other bricklike figurations are enclosed entities which assume quadrangular silhouettes.
Having obtained the three basic geometric abstractions
for the brick motifs in the lithographs, their musical
equivalents were conceived. There is, though, a limitation
on the possible musical analogies for geometric abstraction. This shall be explained with the aid of the basic
shape of a square in Figure 2. Each point or vertex (e.g.
point A) of a physical (visual) geometric shape can be
represented by a definite musical pitch (e.g. 0 belonging
to one of the 12 available musical pitches).
The distance between two vertices (e.g. A-B) became
the unit duration of one pitch before the next pitch is to
be sounded. According to the particular square in Figure
2, the distance A-B has been translated into a duration of
3 unit duration for pitch 0 before the next pitch, 3, is
sounded. One may start to wonder how a point, B, that
existed on a graphical plane can be translated into the
particular pitch, 3, in the musical domain. This brings us
to one of the characteristics of a square – the equidistance
between any one vertex to another. Since all sides of a
square need to be of equal length, so shall all durations
between one musical pitch to another. The number 3, for
instance would represent 3 unit duration. The number 3
may be arbitrarily chosen but true to the geometrical "essence" of the square, all the pitch duration between
pitches of this particular musical square are required to be
consistent i.e. 3 unit duration. This arbitrary number can
also be extended to determine the pitches that form the
musical square. Hence in Figure 2, the musical square is
made up of a 5-pitch row of [0 3 6 9 0], where the next

pitch is always obtained via the addition of the number 3
to the previous pitch (using the modulo-12 numeric series). The pitch row [0 3 6 9 0] does not only denote the
pitch information of a musical motif but also carry with it
the durational information to each corresponding pitch.
Each individual pitch row, with its particular pitch and
rhythmic construct, would be used as elemental musical
modules to construct the analogous musical "wall". These
pitch rows as brick modules, bear with them the unique
pitch and rhythmic constructs that were conceived out of
the equally unique graphical properties of the lithographic subjects.
Perfect geometric shapes such as a square, rectangle,
and triangle are all regarded as enclosed shapes because a
two-dimensional space is completely bounded by their
sides. We could imagine drawing a square by starting on
an initial point A, and complete the shape by returning to
the exact position of A. Thus, the square in Figure 2 can
only be an enclosed shape if the start point A (red) coincides with the end point E (blue). And it follows that
when translated into musical pitches, a musical square
can only be deemed an "enclosed" shape if the end pitch
coincides with the starting pitch. The pitch row [0 3 6 9
0] is a perfect square due to the coincidence of the starting pitch and the ending pitch – for they are essentially
the same pitch. And if we regard pitch rows that start and
end in the same pitch as "real" geometric shapes, we may
then proceed to label those that start and end in different
pitches as "virtual" shapes.
Let us take a look at these seemingly sparse concepts of
geometric abstraction that has been tailored to the needs
of musical realisation had offered us the series of pitch
rows (doubling as durational rows) as shown in Table 2.
It shows the two main types of pitch rows that could be
constructed according to the geometric abstraction concepts of equidistance, start points and end points. These
two types of musical geometry are the "square" and the
"rectangle". The rectangles can be further divided into
two types - the ones with short and long sides, and ones
with long and short sides. In order to understand how
these pitch rows came about and how they were classified, it is important to also refer to the illustrations in
Table 1. Table 1 helps us in visualising these concepts of
geometric abstraction as well as illustrating each geometric configuration with a corresponding example for the
musical realisation of a pitch row. The squares are built
out of a series of the same interval while the rectangles
are constructed on alternating pairs of "long" and "short"
intervals. Because the order of "long" and "short" can be
reversed to produce two orientation of the rectangle, pitch
rows based on this order were also being collected. Since
all possible intervals i.e. 1 to 11 of a 12-tone musical
pitch system are utilised, one will notice the omission of
intervals 7 to 11 in the construction of "square" pitch
rows. This is due to the desire to reduce the number of
"square" pitch rows in reflection of the comparatively
smaller proportion of "square" bricks that appear in the
lithographs in relation to "rectangle" bricks. And because
intervals 7 to 11 have been regarded as the inversion of
intervals 1 to 6, it was thought that a convenient place to
have enough "square" pitch rows would be up till interval
6.
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Table 1. Graphical motifs of bricks, their geometric abstraction and musical realisation.
Due to the limitation of the 12-tone pitch system,
pitches do repeat themselves within the compass of the 5-

tone pitch rows. Such convergences or coincidences of
pitches when coupled with the concept of start and end
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Table 2. Musical organo-geometric motifs (brick modules) – pitch and rhythmic rows constructed based on the
concepts of geometric abstraction.
points yield additional geometric configurations such as
the equal-sided triangle and the thick straight line as illustrated in Table 1. We can say that these geometric configurations were essentially borne out of the "idiosyncrasies" of the set of pitch rows which are built on the two

initial concepts of equidistance and start and end points.
Once these ideas of geometric configurations became
clear to us, they are consolidated back into Table 2 by
labelling each pitch row with the geometric abstraction it
represents.
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Figure 3. The concept of shifting positions, repetition and the flipping of brick motifs (tetrachords) in 12-tone
rows.

2.2 Organo-Geometric Motifs and other Motifs
In addition to squares and rectangles, properties of the
12-tone system also produced some geometric shapes
which do not exist in the lithographs such as the triangle
with two equal sides and a protruding line. Another category of geometric shapes is the quadrangles as seen in
Table 1. Quadrangles are four-sided shapes without the
tangential angles between the sides which characterise
squares and rectangles. The 12-tone system also yielded
quadrangles both as enclosed or unenclosed space entities
depending on whether the start and end points coincided
with each other. These kinds of shapes that do no strictly
conform to the properties that define rigid geometric
shapes look more like naturally occurring shapes such as
stones, hence we could regard them as more "organic"
than “geometric”. A more convenient way is to refer to
them as "organo-geometric" shapes or motifs.
Another geometric abstraction that only arises from the
idiosyncrasies of the musical system is the "thick straight
line". Along with other shapes that do not originate from
the lithographs such as the various triangular entities,
these unique conceptual motifs demand to be treated differently from the predominant squares and rectangles and
would consequently determine some musical aspects of
the final composition.

3. COLOURING THE WALL “BLACK”
3.1 The Concept of the Colour “Black” and 12-tone
Harmony
The Hungarian composer György Ligeti used to liken the
homogeneity of the 12-tone (dodecaphonic) harmonic
sound world to an almost monochromatic haze of greyness, especially within a piece of music of sufficient textural density when the perceptual distance between the
listener and the microscopic intervallic profile of pitch
relationships became so wide that it suffers a total lack of
tonal or colour distinction and heterogeneity [2]. It is this

intriguing analogy that has inspired the possible use of
12-tone harmony to represent the bleak, monochromatic
tones of Dubuffet's lithographic walls. It is from here that
the concept of reconstructing our musical wall in 12-tone
harmony eventually came into light. As a tribute to the
father of 12-tone and serial music, Arnold Schoenberg [3,
4], the use of 12-tone pitch rows were to be employed
here. However, this is to be combined with the concept of
the organo-geometric pitch construct of brick modules
conceived in the previous section. Since it is the bricks
that have given form to the graphical wall, a fitting musical metaphor would be to build all our 12-tone pitch rows
on the basis of the musical organo-geometric pitch rows
(brick modules).
3.2 Organo-Geometric Brick Modules as Tetrachordal (4-pitch) Harmonic Construct
While as a larger-scale harmonic construct, the musical
wall is imagined to be monochromatic, ranging from hues
of the lightest shade of grey to the consummately black,
on a smaller scale within this harmonic structure, the use
of constituent musical brick modules would break this
down into smaller, more distinct entities of colours. A 12tone pitch row (representing monochromaticism) could
be comprised of a subset of pitch rows (representing colour-centricity). The obvious advantage of the brick modules' 4-pitch anatomy is such that placing three of them
end-on-end would give us one complete 12-tone row!
One way of managing the overwhelming task of constructing 12-tone rows out of the innumerous possible
combinations of 4-pitch modules would be to enlist the
pitch-class set theory developed by Allen Forte [5]. According to Forte, all tetrachords or 4-pitch collectives can
be reduced to twenty-nine best orders of pitches, or what
is called pitch-class sets (PCS 4-1 to PCS 4-29).
3.3 Constructing 12-tone Rows with Tetrachords
To construct a 12-tone pitch row, three tetrachords (brick
modules of 4 pitches each) are required. Because the best

- 617 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

Table 3. Tetrachords of the same and different pitch-class sets in reference and shifted positions in 12-tone rows.
order of tetrachords begins with the initial pitch normalised to pitch 0, we need to transpose each tetrachord to
begin on another 11 pitches to cover all 12 pitches to be
represented in a 12-tone row. To construct 12-tone rows
based on all possible combinations of three end-on-end
tetrachords, we start on one transposition of the first tetrachord. This is then put against twelve transpositions of
a second tetrachord. This is in turn compounded against a
further twelve transpositions of the third tetrachord. The
resulting list of tone rows created this way were screened
through to pick out pure 12-tone rows i.e. rows without
repetition of any single pitch.

position II can be said to have "moved" to shifted position II. However, this is not the case for PCS 4-3 and PCS
4-7 in the other positions. Nevertheless, row "C" is regarded as containing similar tetrachords in all three of its
reference positions as in the shifted positions. On top of
that, another intriguing aspect of this tone row is that the
order of tetrachords in its reference positions is “mirrored” in its shifted positions. For reference, we may
compare these two unique characteristics found in tone
row "C" with those in tone rows "A" and "B".

3.4 Reconfiguring and Refining 12-tone Rows in a
Metaphor of Layered Brick Walls
As shown in the little clip of the lithographic brick wall
in Figure 3, the vertical boundaries of bricks in one layer
are almost always aligned approximately at the middle
section of bricks on an adjacent layer. Mathematically
speaking, one layer of bricks is 180° out-of-phase with
another. This graphical characteristic may be realised as a
musical metaphor. Because each musical brick motif (tetrachord) can be conveniently and equally divided into
two groups of two pitches, we may view this division as a
reflection of the vertical alignments of the graphical
bricks. In Figure 3, each half-division of tetrachords
within a 12-tone row is labelled A to F. A tetrachord can
occupy one of three reference positions or one of three
shifted positions. In the event that the pairs of pitches of
AB divisions were reversed or "flipped", the pitch content
of the tetrachord under reference position I remains unchanged. On the other hand, a similar reversal of AB divisions would render the tetrachord that exists under
shifted position I (now AC divisions) different in contrast
to that before the flip.
If we look intently at the clip of brick wall in Figure 3,
our vision may be drawn diagonally from left to right
across the visual design due to the perceived shifting positions of the bricks from the top to the bottom layer. This
visual perception of the "movement" of bricks from one
discreet position to another could be translated into a musical analogy of "shifting" tetrachords. The "movement"
of tetrachords could be achieved metaphorically by
choosing 12-tone rows which have the same tetrachords
occupying reference position I and its subsequent position i.e. shifted position I. This concept is illustrated in
Figure 3 by following the direction of arrows and also by
examples of 12-tone rows listed in Table 3. The numerals
in Table 3 indicate specific tetrachordal pitch-class sets.
The number 6, for example, is the short for PCS 4-6. For
12-tone Row "C", tetrachord of PCS 4-18 in reference

Figure 4. Eight permutations of 12-tone row “C”
by combinations of flipped half-divisions along
tetrachordal positions.
In Figure 4, tone row "C" is subjected to eight permutations by flipping the paired divisions of pitches along
tetrachordal positions in different possible combinations.
Figure 4 also shows pitch-rows obtained with this manner
of permutation.
3.5 Assigning 12-tone Rows in Analogy to Brick Wall
Table 4 is sample list of 12-tone rows that have been assembled based on the permutational notion of “mirrored”
pitch contents. Each tetrachordal collective at six different reference and shifted positions have also been classified according to their organo-geometric profile types
(SL_V, SL_Real etc.). As the rows are built on elemental
blocks of tetrachords, musical geometric abstractions
such as the "thick straight line" (Ln) or the "equal-sided
triangle (Sq_Tr3) will not surface in these tone rows.
In Table 4, a special column is dedicated to indicating
the type of organo-geometric types combination that
characterises each tone row. Tone row RQ1, for example,
consists of a combination of “rectangular” and “quadrangular” brick modules; hence it is labelled as "Rec_Quad".
The penultimate column provides an indication of
whether more than 50 percent of the brick modules be-
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Table 4. Sample of 12-tone rows with organo-geometric tetrachordal profiles.
long to the quadrangle type or not. We chose only 12tone rows with quadrangles owning less than half the
share of the total number of brick modules. Some tone
rows such as SRT1, have triangles in their mix of brick
modules. Such rows shall also be disqualified (shaded
grey in Table 4. Other reasons for omitting certain tone
rows from the mapping pool are due to their undesireable
harmonic colours or for belonging to harmonic profiles
that have been sufficiently represented by previous tone
rows.
After heavy harmonic and organo-geometric conceptual
profiling, selected 12-tone rows (shaded black in Table 4)
were then deployed in an intricate rhythmic/contrapuntal
structure of the “wall” scored for pitched instruments,
resulting in a gamelan sounding musical passage. Eventually, this musical wall was broken up into bookend
halves and juxtaposed against independent and unique1
musical figurative materials in the final musical composition, Gazelle Rain Petals.

4. CONCLUSIONS
A huge part of the methodological focus has been lavished on the conception of the brick wall even though the
lithographic series is based on a dynamic dialogue between geometric figures of bricks and anthropomorphic
or physical object figurations juxtaposed against the
1

The word “unique” here means “solitary in type or characteristics”.
Hence, “unique melodic motifs” is used to differentiate between specific
motifs which are conceived separately from the majority of generic
motifs produced through the methodical construction of intervallic
series.

walls. After laying down the groundwork for geometric
abstraction based on graphical properties, the proliferation of musical materials took on an elaborate life of its
own. Additional analogic concepts (e.g. 12-tone harmony
for the colour black and shifting tetrachordal components
for brick modules) were layered upon the ongoing conception process for the musical materials.
By heavily deriving and manipulating both pitch and
rhythmic constructs from the abundant source of 12-tone
rows, the amount of musical materials to be dealt with
could be overwhelming without computational assistance.
Though no computational system has been specifically
developed for the creation of this work, the intensive
mathematical permutations required could do with future
computational algorithmic implementation. The brick
analogy provided an intermodal (graphical and musical)
link between graphical abstraction and musical abstraction. In this case, the visual art work has inspired an inventive method of configuring the 12-tone pitch space.
The profiles of tetrachords and their relationships with
each other in a tone row governed how the 12-tone pitchspace could be traversed. A further development of the
set of techniques investigated here could be realised in a
computational system that allows for the creative control
of a visual pitch-space for the purpose of creative composition. This could include more complex graphical abstractions for configuring pitch-space and harmonic colours by building on the geometric and organo-geometric
pitch-spaces explored here.
The juxtaposition of clear gamelan sounding passages
against musical passages of a contrasting character may
be attributed to the separate treatment and development
of figurative materials (i.e. depictions of figures against
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the wall) and the figurative-textural material (i.e. the
brick wall). The freedom and almost improvisational nature bestowed upon electronic sound manipulation of
unique musical figures had provided a fine balance of
melodic, rhythmic as well as harmonic variety with the
homogeneity of the musical wall. Yet hanging on a fine
analogical thread to the graphical source, the more carefree electronic sound gestures acted upon the musical
figures is merely a metaphor for the seemingly extemporaneously drawn figures on Dubuffet's lithographic
plates.
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ABSTRACT
Conceptual blending and biomusic composition spaces
are approached in this work, in an effort to identify in
them any creative potentialities as new compositional
trajectories. The basic ideas and objectives of these two
spaces are approached through a paradigm, consisting of
a relevant, compositional work of the author, namely
“Brainswarm”, which employs real-time acquisition of
the body/hands gestural information along with the brain
activity of the so-called bio-conductor. The latter acts as a
mediator between the real (instrumental ensemble) and
the virtual (consisting of swarm ontologies) worlds. The
nature of the work allows for exploration and discussion
upon specific realization, organization and aesthetic issues, surfacing the main conceptual blending axons involved. The proposed compositional trajectory calls for
further understanding of the functional mechanisms of
the human body and brain, so to be creatively used in a
shared, yet blended, aesthetic expression.

1. INTRODUCTION
Music composition evokes a series of processes that, in a
blended fashion, co-exist (in parallel and/or in an antagonistic way), structuring a creative form that, sometimes,
could be approximately modeled or other times reveals
just a glimpse of its essence, even in the composer
him/herself. This always surfaces the question “how does
this work?” and connects the actual work with the process of analysis and the construction of a related music
theory. The latter has various view stands, like those
from, e.g., Allen Forte, who described music theory as
the “explanation of and speculation about musical structures” [1], or from Arnold Whittall, who writes that theory’s purpose is “to identify the various materials of a
composition and to define the way they function” [2], or
from Rosemary Killiam, who states the “music is patterned sound, and theory the method which seeks to determine the pattern” [3], or even from Patrick McCreless,
who connotes that “music theory has produced a way of
knowing” [4].
Each of the aforementioned definitions, however, imply
Copyright: © 2014 Leontios J. Hadjileontiadis. This is an open-access
article dis- tributed under the terms of the Creative Commons Attribution
License 3.0 Unported, which permits unrestricted use, distribution, and
reproduction in any medium, provided the original author and source are
credited.

that theory happens after the fact. Theory is born of the
intention to explain something which already exists. Consequently, the focused should be placed upon distinguishing between theory, i.e., the explanation of how a piece
works, and method, that is, how the composer actually
works. Nevertheless, analysis of the blending between
theory and composition act is essential, since it could
reveal the way theory comes into play before the fact.
From a pragmatic point of view, a vast plurality of theories exists. Moreover, in most cases, during the dynamic
phenomenon of the compositional act of contemporary
music, rarely a ‘theory’ is perceived as something that it
could be directly applied in a conscious way to the compositional work. This leads to the description of theory as
a shadowy presence, as a background to creativity; something that is there behind the composer when s/he is
working.
There are theories that have to do with systems, e.g., set
theory, canons, processes, anything to do with a systematic ordering of material. The understanding of these systems is resident in the background, perhaps as an intuitive
sense of pattern. Another example is the theory of evolution, i.e., the understanding of evolution not as progress
towards a goal, but as an adaptation to a changing environment, provoking an overall sense of transformation
during the evolution of the work. The latter implies possible differences in time perception, leading to disconnection of the linear order of time, allowing a sense of ambiguous unfolding (e.g., as in Toru Takemitsu’s work).
Moreover, the theories or practices of John Cage, especially the profound concept of non-intention, the idea that
the work is not about expressing oneself, combined with
Morton Feldmans’ thinking of “letting the sounds be
themselves”, allow for an overall sense of detachment
from material.
The abovementioned ideas (theories) hover somewhere
in the background, forming an atmosphere surrounding of
the composers’ thoughts. In an effort to shed light upon
this fuzzy nature of the compositional process in the dark
reaches, the notion of conceptual blending embedded
within the biomusic composition approach are adopted
here. The way these two pathways can be interwoven in
the creative process is exemplified through the analysis of
a recent music work by the author, namely
“Brainswarm”.
The rest of the paper is organized as follows. Sections 2
and 3 provide the background information about conceptual blending and biomusic composition, respectively,
whereas Section 4 deeps into the world of “Brainswarm”,
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presenting the underlying concepts, their blending axons,
and their reflections to the structural and aesthetic characteristics of the work; Section 5 discusses specific aspects
of the work, from a reflective point of view; Section 6,
finally, concludes the paper.

2. CONCEPTUAL BLENDING
Generating new ideas is often a result of unfamiliar combinations of familiar ideas. Although generating novel
ideas, or concepts, by combining old ones is not complicated in principle, the difficulty lies in doing this in a
computationally tractable way, and in being able to recognize the value of newly invented concepts for better
understanding a certain domain; even without it being
specifically sought, i.e., by ‘serendipity’ [5].
An important recent development that has significantly
influenced the current understanding of the general cognitive principles operating during creative thinking is
Fauconnier and Turner’s theory of conceptual blending
[6]. Fauconnier and Turner proposed conceptual blending
as the fundamental cognitive operation underlying much
of everyday thought and language, and modeled it as a
process by which humans subconsciously combine particular elements and their relations of originally separate
conceptual spaces into a unified space, in which new elements and relations emerge, and new inferences can be
drawn.
Although the cognitive, psychological and neural basis
of conceptual blending has been extensively studied [7]
and Fauconnier and Turner’s theory has been successfully applied for describing existing blends of ideas and
concepts in a varied number of fields, such as linguistics,
mathematics, political science, discourse analysis, philosophy, anthropology [8], their theory has hardly been used
for implementing creative computational systems. Consequently, the theory is silent on issues that are relevant if
conceptual blending is to be used as a mechanism for
designing creative systems: it does not specify how input
conceptual spaces are retrieved; nor which elements and
relations of the input spaces are to be projected into the
blended space; nor how these elements and relations are
to be further combined; nor how new elements and relations emerge; nor how this new structure is further used
in creative thinking (i.e., how the blend is “run”). Actually, conceptual blending theory does not specify how novel blends are constructed.
Nevertheless, a number of researchers in the field of
computational creativity have recognized the potential
value of Fauconnier and Turner’s theory for guiding the
implementation of creative systems, and some computational accounts of conceptual blending have already been
proposed [9]. They attempt to concretize some of Fauconnier and Turner’s insights, and the resulting systems
have shown interesting and promising results in creative
domains, such as interface design, narrative style, poetry
generation, or visual patterns. All of these accounts, however, are customized realizations of conceptual blending,
which are strongly dependent on hand-crafted representations of domain-specific knowledge, and are limited to
very specific forms of blending. The major obstacle for a
general account of computational conceptual blending is

currently the lack of a mathematically precise theory that
is suitable for the rigorous development of creative systems based on conceptual blending.
The only attempt so far to provide a general and mathematically precise account of conceptual blending has
been put forward by Goguen, initially as part of algebraic
semiotics and later in the context of a wider theory of
concepts that he named Unified Concept Theory [10];
Nevertheless, Goguen’s account is still very abstract and
lacks concrete algorithmic descriptions.
Despite the lack of concrete algorithmic descriptions 1,
the aforementioned idea of conceptual blending can be
intuitively transferred to the field of music composition
as a means of creativity, since it can provide a basis for
the development of combinatorial relations of different
cognitive spaces into a new, unified, one, in which new
evidence and correlations emerge, creating new syntactic
and semantic representations, when deployed in those
genuinely creative tasks (such as music composition),
underlying the sort of abstract reasoning common to
many branches of the sciences and the arts. This approach
can be seen as a creative challenge that puts concerns and
stimulates metacognitive mechanisms in understanding
the role of the composer him/herself, both at the individual and social level, in the 21st century.

3. BIOMUSIC COMPOSITION SPACE
Western art music traditions have historically put absented the human body from being seen and heard, i.e., limiting its visibility/audibility, within compositional methodologies and performance practices. Biomusic, in which
music is composed for, and derived from, the physiological productions of the body, serves to reintegrate the human body within art music traditions [11]. As such, biomusic induces a renewed understanding of the body,
when it is related to traditional modes of composition,
performance, and musical analysis.
Biomusic has been used to describe a broad class of biologically created (or even sometimes biologically inspired or related) sounds. The core of the work done in
Biomusic focuses on the use of human physiological and
kinematic signals, measured directly on the body, to enable precision manipulation of sound in a functional setting. While sonification of biosignals has been a tool for
scientists and musicians alike for over fifty years [12], it
was necessary to invent new human-computer interfaces
in order to enable the use of these signals as a real-time
information sources. It is fundamentally the real-time
feature analysis and pattern recognition of the physiological signals that enhances the composer’s arsenal, providing him/her with the capability of using these complex,
seemingly random signals as potential human-music interfaces that define a set of compositional spaces with
varying properties and potentialities.
The main spaces explored in the biomusic field include:
(i) physical gesture analysis and control using primarily
signals from the muscles, or by distance capturing the
1

A recent EU FP7-funded research work, namely “COINVENT Project”
(http://www.iiia.csic.es/coinvent/node/1), has embarked towards such direction.
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body movements (e.g., via Microsoft Kinect) and (ii)
cognitive control using signals from the brain. Lately, an
interest has been grown in recognition of emotional states
from physiological states, such as the encephalogram
(EEG) signals [13, 14].
Biomusic sees the sounds as the driving substance that
informs the realization of the body in relation to itself and
to other bodies—social, physical and imaginary ones—
that make up complex and unpredictable networks of
space and place.
New possibilities of becoming for the body are opened
when realizing the body through its interface with sound
and space, stretching its old limits and creating new ones.
By converging sound, body and space towards a unified
perspective, new dimensions of, and sensitivities towards,
environments can be engaged, re-imagining and transforming all types of possible relationships to these and to
ourselves and each other within these. As a consequence,
both experiential stimuli and cognitive concepts could be
creatively blended and seen as common denominators,
shared by music and biological systems, establishing a
symbiotic connection between them. Such an effort is
described in the “Brainswarm” case, described in the succeeding section.

4. THE “BRAINSWARM” PARADIGMBLENDING AXONS
The author’s work “Brainswarm” (2013, Op. 88), for bioconductor soloist and ensemble, Microsoft Kinect, ΕEG
Emotiv, MAX/MSP-Processing live electronics and visuals, belongs to a series of works that derive their content
from the site of biomusic, combining information in realtime from the conductor (both from his/her brain and
from his/her movements-gestures) with the sound of natural instruments.
In this work, an attempt to simultaneously connect the
real with the virtual space is initiated, where each real
instrument is mapped to a virtual one, in which ‘lives’ a
swarm. Similarly, the spatial distribution of brain activity
by the conductor (as recorded by 14 EEG channels), is
assigned to a swarm that guides the behavior of other
swarms, placing to them obstructions and/or prays, turning them, occasionally, to detectors, predators and dominators in their environment. Consequently, their spatial
variations are mapped to transformations in the sound
field, in an attempt to couple the experiential behavior
with sound structures.
The bio-conductor directs both real and virtual instruments, activating experiential (brain activity) and cognitive (gestures) procedures, which give him/her the role of
the protagonist (soloist) in both spaces.
The work is developed on the axis of the behavior in a
symbiosis, in both the real and virtual space, which tends
from individuality to social integration, with all the potential consequences of this trajectory. In the following
subsections, the blending axons of the work are described
in details.

4.1 Real & Virtual Worlds
The setting of the work is organized around the blending
of virtual and real worlds. In fact, the former includes
swarm ontologies and it is conceived via projection on a
screen above the musicians, whereas the latter refers to
the physical instruments spanning the physical space, i.e.,
Flute, Clarinet in Bb (doubling Bass Clarinet in Bb), Piano (incorporating extra material of: 1 Mini jam jar, 1 A4
paper sheet, 1 CD), Violin and Violoncello. In this setting, there is an One2one correspondence between the
instruments and the swarm ontologies, with the so-called,
bio-conductor serving as the connecting physical link
(see Fig. 1).
The technological mediator between the two worlds
includes
the
Microsoft
Kinect
sensor
(http://www.microsoft.com/en-us/kinectf
orwindows/), for capturing the bio-conductor’s body
movements and hand gestures, and the EEG Emotiv
(http://emotiv.com/), for real-time capturing
his/her EEG signals (see Fig. 2). With this biosensors, a
blending of internal (EEG signals) and external (gestures)
information sources of bio-conductor is achieved.
The aforementioned blending is practically realized via
the concrete roles of the bio-conductor’s information
sources. In particular, the body/hand gestures are used for
conducting at the physical space, but also for interacting
with the virtual one. The current EEG channel with the
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Figure 1. The one2one correspondence between the
virtual world (swarm ontologies) and the physical
world (instruments), with the bio-conductor acting
as mediator in both worlds.
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maximum activation (within a time window) produces
food generation to the swarm inside the brain, which is
then (randomly) reflected to the external swarm space, in
a correspondence to the spatial distribution of the EEG
recording sites (see Fig. 2-bottm right and Fig. 3). This,
in fact, defines the trajectory of the swarms as they react
as predators and always seek for food. The latter is interfered with a series of added obstacles (see Fig. 3). In this
sense, conducting of the swarms by the bio-conductor’s
brain activity is achieved.
4.2 Individual & Social Behaviors/Roles
The individual behavior of a swarm is defined by the
three main characterstics of its boids (see Fig. 4), i.e.: (i)
separation: steer to avoid crowding local flockmates (Fig.

move toward the average position of local flockmates
(Fig. 4(b)).
Each boid has direct access to the whole scene’s
geometric description, but flocking requires that it reacts
only to flockmates within a certain small neighborhood
around itself. The neighborhood is characterized by a
distance (measured from the center of the boid) and an
angle, measured from the boid’s direction of flight.
Flockmates outside this local neighborhood are ignored.
The neighborhood could be considered a model of limited
perception (as by fish in murky water), but it is probably
more correct to think of it as defining the region in which
flockmates influence a boids steering.

Figure 4. The three main cahracterstics of a swarm boid
behavior with its flockmates: (a) separation, (b) alignment, and (c) cohesion.

Figure 2. The technological mediators used in
“Brainswarm” to capture the bio-conductor’s
body/hand gestures (MS Kinect-top left) and EEG
brain activity via the EEG Emotiv interface (topright). The way the latter is used and the corresponding recording sites on the brain are shown in
bottom-left and bottom-right, respectively.

A series of blended individual and social behaviors at
the swarms’ space is depicted in Fig. 5, including (from
top to bottom) randomness (the boids’ birth state),
formation (ontology existence), blended-existence
(merge/split), cohesion-existence (defend clustering),
attack (hostility), and domination (the winner-takes-all).
The blended individual and social behaviors illustrated
in Fig. 5 are also reflected at the music score level. In
particular, there are (i) introductory events (to justify the
one2one correspondence through the change of swarm
speed), (ii) interactive events (reflection at the physical
structural section and bio-conductor’s behavior), and (iii)
trajectory events (reflection at the physical behavioral
level and bio-conductor’s expressive gestures); some
indicative examples from score excerpts are shown in
Fig. 6.

Figure 3. The projected alterations in the swarms’
space according to the activation of the bioconductors hands (left/right), the EEG generated
food inside the bio-conductor’s brain simulation due
to his/her maximum brain activity and the reflected
food “provoking” the closest swarm towards it,
along with the added obstacles that interfere with
the swarms’ trajectories.

4.3 Deterministic & Stochastic Structures

4(a)), (ii) alignment: steer towards the average heading of
local flockmates (Fig. 4(b)), and (iii) cohesion: steer to

Blending procedures also take place at the score space in
terms of the indeterminacy level of the events. To this
end, a variety of event types co-exist, i.e.: (i) periodic
events (towards deterministic sound events), (ii) aperiodic events (towards stochastic sound events), (iii) Autonomous events [flexible durations-autonomous repetitions

- 624 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

(a)

(b)
Figure 6. Indicative examples of blended individual and
social behaviors reflected at the score space: (a) interactive events (reflection at the physical structural section
and bio-conductor’s behavior), and (b) trajectory events
(reflection at the physical behavioral level and bioconductor’s expressive gestures).

Figure 5. The series of blended individual and social
behaviors at the swarms’ space (from top to bottom):
randomness, formation, blended-existence, cohesionexistence, attack, and domination.
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(stochastic sound events)], and (iv) random events [random selections combined with autonomous events (stochastic sound events)]; some indicative examples from
score excerpts are shown in Fig. 7.

signals, unorthodox instrumental soundings-use of external material, and electronic sounds (AM/FM, granular,
buffered sounds) as non-conventional ones.
4.4.2 Handling
The handling of the non-conventional sources is realized
through a working interface implemented in MAX/MSP
6.1 (http://cycling74.com/), as shown in Fig. 8.
From the latter it can be seen that the score is embedded
within the interface, which has a specific structure that
monitors the functionality of the biosensors (MS Kinect
and EEG Emotiv), along with the characteristics of the
swarms (see Fig. 9), the bio-conductor’s body mobility
and brain activity (see Fig. 10) and the series of automation events (see Fig. 11), facilitating the real-time control
of a multitude of parameters, that otherwise it would be
extremely time-consuming and cumbersome.

(a)

(b)

Figure 8. The MAX/MSP 6.1 interface for handling the
non-conventional sources/signals.

(c)

(d)
Figure 9. The part of the MAX/MSP 6.1 interface that
monitors the biosensors’ status and swarms’ parameters,
along with the elapsed time and the CPU overloading.

Figure 7. Indicative examples of blending procedures
that take place at the score space in terms of the indeterminacy level of the events: (a) periodic (b) aperiodic
(c) autonomous, and (d) random events.

4.4 Conventional
sources/signals

&

non-conventional

sound

4.4.1 Blending
The blending at the source level involves instrumental
sound sources as conventional ones and biosignals (14
channels EEG), body gestures signals, swarm gestures
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Figure 10. The part of the MAX/MSP 6.1 interface that
monitors the bio-conductors’ body mobility and brain
activity, along with the food and obstacles parameters.
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Figure 11. The part of the MAX/MSP 6.1 interface
dedicated to the artistic control through a series of automation events, accessed by the right-arrow of the laptop keyboard.

4.5 Blended notational approaches/timestamp levels
The final axon of blending relates to the combination of
conventional and graphical representations at the notation
level and the adoption of relative and absolute
timestamps. In this way, both the visual perception of the
music and its flow variations across time become an integral part of the way the blending becomes more functional, both at the level of the performer (internal space) and
the level of the audience (external space that gradually
establishes an internal (individual) one).

5. REFLECTIVE DISCUSSION
Deeping into the underlying aesthetic intensions and
characteristics of the “Brainswarm” paradigm presented
in the previous section, the followings could be noted.
The idea behind the work2 is to create a kind of soloist
bio-conductor capturing his/her gestures via Kinect and
brain activity via the Emotiv, when s/he mediates between real and virtual instruments. The bio-conductor is
aware of the integral of the music in his mind and during
the performance, through his experiential and cognitive
expressions, s/he transmits the derivative (via the time
segments) to the performers and the audience, which, in
turn, they construct again the initial integral of the music
(as thought by the composer and identified by the bioconductor), yet with a more personal experiential and
cognitive way. The conducting of the virtual instruments
is achieved by the spatial correspondence of the brain
activity sites (14 from Emotiv according to the 10/20
EEG recording system) to the available space limits of
each swarm. This means that the spatial distribution of
the brain activity, which clearly correlates with the brain
functionality during the conducting (e.g., C3/C4 sites for
hand movement, Fp1/Fp2, F3/F4 sites for emotional activation, Ti for aural stimulation, Oi for visual), conducts
the swarms, as they are programmed to always hunt for
The video of the world premiere of “Brainswarm” is available at
https://www. youtube.com/watch?v=f53eXf4Q0gI
2

food, when exists. The use of EEG is not limited there,
but it is used in the electronics part in MAX/MSP interface, where the sounds, generated either by generators or
samples, are affected (e.g., the characteristics of granularity changes, the pitch stretching, the speed and so on) by
the EEG signals. This is also combined with the signals
from MS Kinect, providing a merging at the gestural,
expressive and experiential levels. Moreover, there is a
behavioral change at the swarms level, where they are in
a sense of white noise at the beginning, they are then
starting formulating, then framed, then co-exist, then get
defensive, with high cohesion, get aggressive with domination and extinction behaviors, in the sense of living
organisms at a social context. The use of real instruments
is also affected by the concepts described above, with a
lot of combinations of periodic, aperiodic, stochastic and
random events organized in subjective and objective
timelines.
It should be noted that the monitoring of the different
brain regions could be of almost conscious control of the
conductor only if s/he follows a kind of training with the
piece and reaches this skill in a statistical way (from a
mean point of view after many performances). This gives
a kind of convergence of the brain information to a specific behavior pattern, which in fact in this piece is not
the goal. On the contrary, the brain spatial information
varies clearly due to dynamical change of bioconductor’s experiential factors (i.e., how s/he perceives
the whole performance across the time during the realization of the performance itself in his/her functional, cognitive, emotional spaces). This allows the abstract approach
of the bio-conductor’s experiential state, providing
him/her with an extra degree of freedom to feel and react
as s/he wants in this field, while conducting. Moreover, at
the compositional space, this freedom is not corresponded
to a specific value, but to a range of them (as the extension of deterministic-Aristotelian-binary true to the fuzzy
concept of true (justifying Bart Kosko’s saying “everything is a matter of degree” [15])), so the effect on the
compositional material is not collapsed when the EEG
signal does not get a specific value due to a variation in
the bio-conductor’s reaction, but it is still there, influencing with a degree the pre-composed timelines. In addition
to this, the raw data of EEG are preserved in the sound
space via generators that produce real-time sound cloud
material. A more deterministic approach is provided by
the gestural information via Kinect, where the influence
is again both at the pre-composed material and in the
generation of a new one, but its coding in the score is
more concrete via the graphical lexicon provided to the
bio-conductor as a guideline.
This is the third work in the biomusic area the author
has written, with the previous two being more focused at
the emotional space, as the latter is reflected in the brain
activity (http://www.youtube.com/channel/U
CpbGVgxo4NIZnlaU6AFgMag). There, stimulations
are created (like specific text to the actor from F. Kafka’s
“The Metamorphosis” work where s/he has to feel the
underlying emotion and reflect it through the EEG sig-
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nals, considering the brain of the actor as the emotioninstrument of the ensemble); hence, activating specific
brain sites in an organized plan. Almost the same, yet in a
more emphatic way, is foreseen in the “Common Brain”
work, where the structure of the brain itself is the form of
the piece (starting from the simple neurons, leading to
their proliferation and connectivity, center formation,
interaction with the environment and text inputs from F.
Pessoa and, finally, emotional activation and learning,
using stimulation of P. Ekman’s face photos of the six
basic emotions, http://www.paulekman.com/).
As a bottom line, different contemplations of the core
idea of cognitive and emotional information retrieval
facilitate the generation of the structural elements of the
three pieces. The intrusion of the devices employed to the
bio-conductor and the ensemble has been kept minimum,
as the communication is wireless and the stage setting is
almost trivial. Finally, due to the interaction between the
real and virtual spaces, a feedback path exists that transfers the sound focus from one space to the other or exposes both of them, with the bio-conductor’s information
(captured through these devices) playing an important
role in the definition of this feedback path. In fact, there
is a clear causality in the co-existence of the ensemble
and the devices as the whole design actually builds upon
this relation and forms a new space, allowing for more
experimentation and variation in the aesthetic expression.

6. CONCLUSIONS
The intuitive use of conceptual blending, as it was materialized within the biomusic composition space, has been
presented here. The basic ideas and objectives of these
two fields have been touched and exemplified through a
paradigm, consisting of a relevant, recent compositional
work of the author. Specific realization, organization and
aesthetic issues have been explored and discussed in details. Apparently, the proposed compositional trajectory
paves the way for a more explorative, yet still almost
unknown, formation of a blended version of the creative
momentum, which calls for further understanding of the
functional mechanisms of the human body and brain.
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ABSTRACT
What is the relationship between the performer’s body, the
instrument, the musical actions and their perception by an
audience? And how do they relate when the music is generated by abstract digital processes controlled through actions on technical control surfaces, or gestural, tangible interfaces? This article investigates these questions by examining elements and concepts from physiology, the cognitive sciences with an ‘enactive’ and phenomenological
perspective and from the point of view of an artistic performance practice, which brings these elements together
on stage. In a broad arc the investigation covers instrumental and perceptual affordances, the physical senses of
the body, different levels of awareness, corporeal states and
modes of awareness, the senses of agency and intentionality, and the sense of movement inherent to music. Based
on these insights, the contradiction between the corporeal
space of performance and the abstract, codified domain of
the digital sound processes is revealed. By looking at the
prevalent metaphors, but also the interaction concepts and
models of control and their shortcomings, it becomes evident that they need to be refined, possibly based on the
perceptual and corporeal criteria developed here.
1. INTRODUCTION
The physicality and presence of the performer on stage is
a central characteristic of all performing arts. Apart from
social dimensions of the concert form and the culturally
charged space of the stage [1], the corporeality of the musician is one of the central anchors that help to constitute
the moment of performance both for the musician and the
audience. Presence in this context is more than the mere
physical occupation of space or the physical attendance
of an event. It is an attitude, which informs on a subconscious level the intensity of the act of communication
that any performance represents [2, p. 171].
In this framework there are two possible points of view to
be adopted. From the first position, attempts can be made
to be objective and stand outside of the situation as much
as possible (objective distance). Traditionally, the observation and analysis would take the perspective of the audience or the spectators (interestingly the modalities of lisCopyright: c 2014 Jan C. Schacher . This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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tening and seeing are already implied in these terms). By
looking at the situation from the position of an observer,
the outer forms and expressive qualities, as well as the
musical contents of a piece and the effects they produce
on the perceiver can be analysed. In a concert this holds
true both for the auditory and visual domains, as well as
for the somatic-kinaesthetic sense modalities. When focusing on this latter modality as the channel of communication, which subtends the perception of presence and
enables emphatic participation for the public, corporeal effects of sharing a music performance become apparent.
The second perspective is subjective and can be regarded
as problematic. By taking the point of view of the central actor, the performer, only individual perceptions and
subjective experiences – as opposed to inter-individually
verifiable ‘facts’ – can be retrieved.
However, and this shall be a central topic of this article,
the primary site of physicality in a performance is located
with the musician who is performing in front of and for
the public. Unless there is an explicit form of audienceparticipation, the performance situation is intended to facilitate the expression by the musician and its perception
by the public. 1 This can be called the communication
space of the performance, which is framed by these two
positions. The performer(s) and the audience enter into a
coded situation of joint attention and common knowledge
[3], albeit in an asymmetrical manner.
The situation of the performer represents a unique set of
circumstances, which sheds a light not just on the discipline of live music but in general on the divide between
music perception and its multimodal nature and the current
cultural practice of music consumption in technologically
mediated forms, for example through recordings.
From my point of view as a performing musician working
with Digital Music Instruments (DMIs) and gestural forms
of ‘interaction’, I have a number of questions that need to
be addressed, in order to more fully understand the implications of my physicality during performance [4]. The
constellation described above applies to any form of (western) music performance. In computer music and other
technologically mediated forms of stage action, such as
video-augmented dance or theatre, an additional factor enters into play. One of the core elements of music practice
fundamentally changes, thus adding to the complexity of
the situation. The instrument – the method for producing
sound – loses its rooting in the physical world and gener1 The flow in the other direction is not usually practiced, although it is
implied and present in any concert even before the applause.
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ates an additional space, which the musician has to negotiate in addition to that of the stage. This is the invisible
and intangible domain of symbolic processes and number
manipulations that constitute digital sound generation. For
the player to fully interact with the instrument, a channel
from the physical to the symbolical domain is required, a
way of conveying intentions and executing actions that can
modulate or modify the sounding outcome. The instrument – the outer shell or tangible object, the methods for
interacting it offers and the models for generating sound
it performs – has become fragmented and exists in more
than one modality, divided between physical characteristics, sensorial affordances and abstract thought processes.
2. FOUNDATIONS
In this article, I investigate the inherently contradictory situation of performing music generated by digital processes
with the gestural abilities and the perceptual foundations
given by our bodies. By juxtaposing concepts from ecological psychology with an ‘enactive’ and phenomenological position in philosophy and practical experiences in
artistic processes, I hope to gain insights into the core elements and forces at play in this abstract yet potentially expressive form of performing art. In order to frame this position in a concrete statement about ‘embodied action’ consider this statement by Varela, Thomson, and Rosch: “By
using the term embodied we mean to highlight two points:
first that cognition depends upon the kinds of experience
that come from having a body with various sensorimotor
capacities, and second, that these individual sensorimotor
capacities are themselves embedded in a more encompassing biological, psychological, and cultural context. By using the term action we mean to emphasize [...] that sensory and motor processes, perception and action, are fundamentally inseparable in lived cognition. [...] the enactive
approach consists of two points: (1) perception consists
in perceptually guided actions and (2) cognitive structures
emerge from recurrent sensorimotor patterns that enable
action to be perceptually guided.” [5, p. 173] For a musician, these perceptually guided actions occur naturally
when performing on an instrument. And that this involves
cognitive structures that were formed by repeated patterns
of engagement with the instrument, is evident when thinking of extended instrumental training. Where this combination becomes interesting is when instrumental actions
cease to be exclusively perceptually guided and when cognitive structures emerge that are informed less by perceptually guided actions than by conceptually structured perceptions.
2.1 Affordances
Let’s look at the instrument and at what it offers to the
musician in addition to the production of sound.
The discourse within the last decade in design in general
and digital instrument development [6] in particular has incorporated the term ‘affordance’ that Gibson [7] defined
in terms of ecological potential, as that which an object
or environment is offering as actions or resources. “The
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affordance of something does not change as the need of
the observer changes. The observer may or may not perceive or attend to the affordance, according to his needs,
but the affordance, being invariant, is always there to be
perceived.” [7, pp. 138–139]
Gibson derives his concept from ‘Gestalt’ psychology’s
terms of valence, invitation and demand, but criticises that
its proponents used the concept in a value-free manner. He
emphasises the inherent meaning that arises out of ecological embedding. “An affordance points two ways, to the
environment and to the observer. So does the information
to specify an affordance. [...] this is only to reemphasize
that exteroception is accompanied by proprioception – that
to perceive the world is to coperceive oneself. [...] The
awareness of the world and of one’s complementary relations to the world are not separable” [7, p. 141]
Unfortunately, in digital instrument building an amalgamation of concepts has been made, which simplifies this
concept and applies it only to the instruments and almost
exclusively to the potential actions, behaviours and sounds
they afford. My contention with this point of view is that
it ignores the impact an instrument – either physical or virtual – has on the musician on the corporeal, pre-cognitive
and cognitive levels. If we want to understand the scope
of these objective affordances [8] that we can clearly analyse in traditional instruments, and that we have to deduce,
combine or extrapolate in dematerialised or technologically split instruments (DMIs), we also have to add the
concept of perceptual affordances that reside outside the
domain of the instrument, yet form part of the constellation of its usage.
Perceptual affordance on a primary level could be defined as the type of perceptions generated when entering
into contact with the instrument, without necessarily interacting with it. These perceptions form a multi-modal
field that encompasses the traditional five senses of vision,
audition, touch, taste, smell. They arise when attentional
awareness is guided towards the instrument in any of the
sensory modes. An example for such an affordance would
be perceiving the tension of a drum skin when holding a
frame-drum.
On a secondary level, perceptual affordances could also
be seen as the potential for perceptions that arise out of the
interaction with the instrument. These secondary perceptions could be tied to the five senses as well, if they manifest themselves within the outside perceptual field and in
direct relationship with the instrument. An example for
this affordance would be the sound generated from playing
the instrument, contained in the auditory event that arises
out of an instrumental action.
The perceptions or awareness that originates within the
player when interacting with the instrument, however, represents a separate type of perceptual affordance, which –
even though it is derived from contact and action with the
instrument – does not exist independently of cognitive or
pre-cognitive processes of the performer. The outer contact
with the instrument is conveyed by tactile and sometimes
vibro-tactile cues, an aspect research and instrument developments are pursuing. In contrast, the inner effects of con-
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tact with the instrument are based on a kind of sensing that
is active within the body, such as kinaesthetic, vestibular
and equilibrial sensing. These effects can not be called perceptions by default, but rather belong to the pre-reflective,
pre-cognitive levels of our perceptual system. An example of this type of affordance might be the level of comfort
or the complexity of physical adaptation an instrument demands for its proper playing position, e.g. holding the violin clamped under the chin. Or the pre-conscious adaptations to playing due to the perception of vibrational forces
transmitted through the body, such as the modulation of a
vibrato as felt through the changes in the vibrating string.
2.2 Object and Body Perception
Considering the performance of digital sounds through
physical actions and gestures, the question arises of how
the physical interface, the surfaces and action-space of the
instrument are perceived by the performer. When watching traditional instrument playing, an intuitive understanding of the mechanics and actions of play is present, thanks
to a common acculturation process. And even if the instrument is unfamiliar, once the sound-production model
has been recognised, it is understood through extrapolation
from prior experiences.
For a performing musician the awareness of the instrument happens through an object perception. The prime
exception to this rule are singers, for whom the instrument
and the body coincide and where instrumental actions have
a different scope. Yet even professional singers talk of their
‘voice’ as if it were a separate object that they manipulate
through technique [9].
Even though the instrument might be only peripherally
perceived, while the focus lies for example on the sound,
nevertheless this “object perception involves an experience
that is directed at the object. The relation at stake here is
[...] an intentional relation. [...] one necessary [...] condition is that the intentional relation involves the identification of the object as something. To perceive involves the
ability to pick something out, to identify it as an object or
as a state of affairs in some minimal sense.” [10, p. 56] Regardless of the simplicity or complexity of an instrument, it
is perceived as an object. Shifting the attention from sound
to sound production, e.g. by paying attention to the attack
of the bow, moves the intentional focus from an outer perception of sound to an object perception of the instrument.
In both cases the instrument is peripherally present and the
awareness can at any time be moved onto this object. The
sense of touch provides a good case with which to illustrate
this. “Attention can be directed either proprioceptively or
exteroceptively, and it can be shifted from one to the other
[...] viewed as an alteration of the balance between focal
and peripheral awareness. [...] Even when the attention
is fixed firmly on the [...] dimension of tactile awareness,
the exteroception dimension remains [...] in background
awareness” [11, p. 139] By shifting the attention, the instrument, the musical content or even the body may move
to the periphery of the perceptual field or obtain the focal
attention as a ‘perceptual object’.
This is different for the perception of the body. We per-
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ceive our bodies through an inner sense called proprioception and the kinaesthetic sense. We can become actively
aware of our body through these senses, for example when
paying attention to the position of our limbs, even if most
of the time this sense lies below the threshold of awareness.
In instrumental training direct perception of the body is
necessary but can prove to be an obstruction during performance. However that doesn’t mean that while performing
there is no bodily awareness, since “it is also possible that
proprioceptive awareness can function as a non-perceptual
or non-observational self-awareness [...] and as such might
be regarded as a more immediate and more reliable form
of awareness than object perception.” [10, p. 54]
By understanding the interrelationship between the somatic and physiological layers of perception and the cognitive processes deployed to interpret and act on them, an
essential part of the communicative aspects of corporeal
actions come to the foreground. This corporeal point of
view provides an anchor for a reflection on the awareness,
the recognition and interpretation of physical presence and
expression.
2.3 Levels of Awareness
What kinds of bodily awareness can a performing instrumentalist experience? The lowest level form the neurological/physiological mechanisms of proprioception and the
somatic, kinaesthetic sense [12]. At this level, a large number of bodily signals are present and form a system that
allows an automatic control of posture, locomotion, and
physical actions adapted to specific tasks [13]. These elements together form the basis for the development of bodyschemata, which are “a system of sensory-motor capacities
that function without awareness or the necessity of perceptual monitoring.” [13, p. 24] Somatic and proprioceptive
awareness can take both a reflective and a pre-reflective
form, a distinction that is important for my argument in
the context of the performing electronic musician. If “the
first element of broad self-consciousness that somatic proprioception provides is an awareness of the limits of the
body” [11, p. 149], then for the instrumentalist the physical
contact with the instrument provides a pre-reflective selfawareness that is informed by the instrument, constitutes
an element of the sense of agency, and generates a clear
context for the bodily awareness [14]. A musician’s training aims at imprinting instrumental dimensions and shapes
as well as the sound-producing and controlling actions and
adaptations into extended body-schemata. They can be extended through habituation as shown by Merleau-Ponty in
his example of the woman with the feather in her hat [15, p.
165], and will be executed pre-reflectively during performance. The intentional, object-related actions that are part
of playing the instrument build upon this pre-noetic knowledge without showing the necessity of making the body
experientially visible. “To be proprioceptively aware of
one’s body does not involve making one’s body an object
of perception [...] Proprioceptive-kinesthetic awareness is
usually a pre-reflective (non-observational) awareness that
allows the body to remain experientially transparent” [13,
p. 73].
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On the next higher level a peripheral awareness of the
body may be transformed into fully focused attention on
the body. Since the musician, through instrumental training, has achieved a fusion between body and instrument
in the domain of the body-schema, the perception will be
observational and begins to constitute a body-image. This
“body-image consists of a system of perceptions, attitudes,
and beliefs pertaining to one’s own body” [13, p. 24].
The level that follows involves the body only indirectly,
since it deals with musical awareness. A self-observational
awareness is in place, whenever a performance moment
occurs. Beyond the somatic or kinaesthetic feedback loop
that is guided by sensory-motor adaptations in the instrumental control, the auditive perception guides expressive
aspects of the performance through a different feedback
loop. “When the status of habituation is reached, the bodyimage retreats into the background in order to enable the
concentration on the sonic-expressive shaping of the entire piece of music, something to which the pre-reflective,
proprioceptive and auditive body-senses are continuously
subjected.” [16, p.111; author’s translation] This indicates
that a lower-level auditory process occurs, which is prereflective and which forms part of an overarching musical awareness. Interestingly, the pre-reflective awareness
of musical elements can, again with habituation, sink to
the level of pre-reflective somatic proprioception and thus
close the loop between the musical awareness played out
on a metaphorical level [17] and the sensory-motor integration in the body.
2.4 Corporeal States and Modes of Awareness
In concordance with these findings and phenomenological
thinking, Legrand proposes the distinction between four
types of corporeal states: the invisible body is the body that
is absent from experience, the opaque body is the object
of an observational body experience; the transparent body
is experienced only ‘as one looks through it to the world’
and the performative body, finally, is based directly on a
pre-reflective experience of the body [18]. The former two
states are either ‘objective’ and observe the body as a separate entity or do not take the body into account at all. The
latter two modes implicitly connect the body with the experience, either as a foundational condition of perceiving
the ‘world’ or as a peripheral body experience below the
threshold of perception, a pre-cognitive awareness of one’s
own corporeal presence. It is precisely this duality which
permeates the situation of the performing musician: both
modes are active in anchoring the performance experience
at the same time. The listening to and continuous adaptation of the performance by the musician occurs through
the performative body, in the first person perspective. The
observational awareness, mindfulness and attention, which
is directed towards the musical elements, is framed by the
transparent body, either spatially or even socially.
A different model identifies three modes of consciousness
of self that are related to how explicit our self-awareness is
[19]. They reflect three main kinds of explicit knowledge.
The first mode corresponds to the performative body and
represents a state that is “embedded within the experience
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of the environment, e.g. ‘affordance’, unreflective feeling
of location and movement in space, proprioceptive awareness, feeling of acting. [...] Elements within the content
are explicit.” [19, p.659] The second mode is analogous to
the transparent body, which constitutes the frame through
which the world is perceived, without becoming explicit itself. This awareness presents the self as a subject and perceptively “the content and the attitude are explicit”. Lastly,
in an analogy to the objective body the self becomes apparent. The self-awareness is an element of reflection, and
“the content, the attitude, and the self are explicit” [19,
p.656].
Through the corporeal state of the performative body and
in an awareness mode of explicit content and attitude, the
concept of ‘performativity’ can be understood to apply
to the action in such a way that the sense of agency becomes an indispensable element that is constitutive of the
experience without becoming explicit. “This performative
awareness that I have of my body is tied to my embodied
capabilities for movement and action. [...] my knowledge
of what I can do [...] is in my body, not in a reflective or
intellectual attitude” [13, p. 74].
The physical actions of performing music on traditional
instruments and the control over the instrument and one’s
body occur predominantly in a pre-reflective performative body mode, which is guided by motor patterns and
body-schematic elements that are acquired as part of extended training and practising. These actions are based
on a knowledge about what the body can do, a knowledge
which is pre-reflective and situated in the body itself, not
on the conscious awareness of it. Thus the specific controls of the body parts necessary to produce, sustain and
expressively control sound are all integrated on a level below that of conscious control: “expressive movement [...]
is necessarily embodied – enabled and at the same time
constrained in specific ways by the structure and performance possibilities of the motor system. Topokinetic properties of expressive movement 2 (and this includes, for example, movement required to perform or respond to music)
still necessarily depend on some degree of body-schematic
functions” [13, p. 246]. Since the adaptive feedback concerning both the auditive and the tactile or kinaesthetic
loops [16] continuously affect the performance at a prereflective level, the body takes over most of the control,
running in a mode of performative awareness.
2.5 Agency and Intentionality
Apart from these levels of perception and consciousness
there are two other elements that form an essential part of
the musician’s interior perspective. The first is the sense
of agency, that is, “of oneself as the agent of action” or the
fact “that when I’m aware of my actions and experience
them as mine, I thereby experience myself: an experience
of myself as agent.” [20, p. 50] The sense of agency is
important for the higher level of self-awareness that is necessary to perceive and maintain the perceptions and actions
that make up a controlled musical performance. The sec2 “Aspects of movement that have to do with precision in regard to
spatial location and accurate movement to targeted external points”
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ond element necessary for an interior perspective is that of
intentional control, something which becomes important
when addressing musical actions on devices and processes
that can potentially produce sound without any input from
the musician.
The same way as with the bodily awareness, which occurs on physiological and somatic levels as pre-reflective
self-awareness, the sense of ownership and agency comes
from low-level processes that the body establishes to guide
actions: “the sense of ownership for actions depends on
sensory feedback for proprioceptive, visual tactile sources.
It is generated as action takes place. The sense of agency,
however, is based, in part, on pre-motor processes that happen just prior to the action.” [13] The bidirectional afferent
and efferent streams of sensory information are continuously compared and integrated in the lower regions of the
brain and produce a regulatory feedback that forms part of
our awareness of actions. “To the extent that consciousness enters into the ongoing production of action, and contributes to the production of further action, even if significant aspects of this production take place non-consciously,
our actions are intentional.” [13, p.238] So even if a large
part of fine-motor adaptations and body control remains
pre-reflective, a higher-level awareness of musical contents
fills the perceptual field of the performer. And as we saw
earlier, shifting the awareness focus from music to instrument to body demands intentional investment, in particular
for paying attention to perceptions which would normally
occur below the threshold of awareness. A consequence
of how the sense of agency is constituted, is that a selfdetermined action on stage creates a heightened level of
awareness, both on the pre-cognitive and cognitive levels,
thanks to a pronounced sense of agency and intentionality.
2.6 Music as Kinaesthetic Perception
Coming back to the dual perspectives outlined at the beginning of this article, let’s examine briefly the audience’s
point of view, in order to better understand what it is they
perceive.
The exterior point of view in music perception is characterised by the multimodal nature of sensory content. Even
though on the surface the entire event of a concert is optimised for the undivided and intense auditory perception of
music, partaking in the physical presence and instrumental performance of the player forms a crucial part of the
experience for the spectator. The musician’s performance
and its expressive aspects are perceived as much through
the physical movements as through the sound, perceptions
that can occur visually or kinaesthetically. The music itself
is perceived aurally from its acoustic characteristics and
interpreted as an abstract subject that has its own agency
in an acoustic environment. The perceptual interpretation
based on listening alone is a translation from the aural domain into perceptual elements that can have spatial extension, position and displacements, imagined visual aspect
and may even generate tactile sensations. These elements
combine into a kinaesthetic perception that suggests actual
movement. “Music is perceived as dynamic in the sense
that the perceived properties evolve through time and gen-
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The author performing gestural electronic music (under
Nikolai Tesla’s gaze at Troubleyn/Antwerp, May 2014). 3
erate in our perception segregated streams and objects that
lead, via the subjective sensing of the subject’s body motion, to impressions of movement, gesture, tensions, and
release of tension. [The] multi-sensory integration and sensorimotor feedback” [21] that these cross-domain interpretations are based on, provide both the performer and the
audience with the ability to recognise and empathise with
musical forms on a level of physical actions and gestures
as well as musical content.
3. TANGIBLE OBJECTS, INTANGIBLE
PROCESSES
The point of view from which this article is written stems
form a specific musical background, tradition and performance practice. The style or type of performance with digital sound processes and gestural, movement-based actions
has its roots in the computer music and electro-acoustic
tradition that emerged from the 1960’s onward, but is also
inspired by open-form and improvisational approaches to
music, which are more closely related to subcultural, experimental, and even noisy forms of music. The gestural performance practice in electronic music involves the
use of technical interfaces and digital sound processes, a
combination which generates an inherent contradiction between the corporeal space of performance and the abstract,
codified domain of the digital sound processes.
A convincing example of this type of actions were the
gestural performances by Michel Waisvisz. 4 The advanced level of integration of his instrument with his bodyschematic processes and the inclusion of the affordances of
his instrument into his body-image was clearly discernible.
His style consisted of a mixture of instrumental control and
physical movement combined with direct treatment of vocal sounds. It generated an expressive performance that in
my opinion appealed as much on the physical as on the
auditory level.
3.1 Instruments and Awareness
The focus in the argument presented her lies on this specific type of computer music practice and real-time gestu3 For videos of these performances see: http://www.jasch.ch/
island.html
4 Video can be found online on STEIM’s page http://www.
steim.org/michel/media.html and youtube http://www.
youtube.com/watch?v=SIfumZa2TKY URI’s valid in April 2014.
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ral performance style. Yet, even when applied to other musical paradigms that are based on a different conjunction of
hardware with software, e.g. any modern smartphone, the
fundamental configuration of elements and their potential
for gestural action remains the same. What changes are on
the one hand the expertise of the user and on the other hand
the intended effect or outcome of the ‘interaction’.
The digital musical instrument (DMI) exists on the one
hand in an abstract, symbolic domain but on the other hand
needs to provide a tangible surface or interface suitable
for ‘interaction’ [22]. 5 By itself, this interface has no intrinsically compelling connection to the modes of soundproduction apart from the necessity to provide a gestural
and metaphorical action space. This connection is ‘composed’ and reflects the affordances but also the conflict
between the tangible surface and the requirements of the
abstract sound process.
This contradiction poses the question about the possible
role of non-reflective instrument- and body-awareness during such a performance, both for musician and audience.
Previously, the physical actions and adaptations that made
up instrumental playing were imprinted into the musician’s
body-schemata and corresponded closely with the instrument’s physical, sonic, i.e. objective affordances as well
as its perceptual affordances in terms of cognitive and precognitive processes.
In DMIs, regardless of their complexity, only a limited number of affordances can correspond to bodyschematically acquired skills. And those that do are
generic and don’t correspond to the characteristics of traditional physical playing and coherent sound production
physics. As a consequence, this (pre-)cognitive dissonance
or discrepancy between affordances and action spaces, object representations and actual instrument complexity may
lead to a break-down of bodily self-awareness and instrumental object-awareness during performance.
Gestural actions in the performance of electronic sound
can be considered to occur in a sort of expressive and perceptual no-man’s land. The gap presented by the unknown
must then be bridged by the perceiver, who can only extrapolate on the basis of prior experience. Thanks to her
physical presence and bodily actions, however, the corporeality persists and permits the performer to project musical intentions, if not expressions, thanks to the shared bodily presence with the audience.
For the performer, the intentionality that is necessary to
play a traditional instrument remains unchanged, but the
sense of agency that the feedback through a non-reflective
body perception of physical sound production enables can
disappear or be diminished. For the audience, recognition
of instrumental actions may be inhibited, and other culturally guided or previously acquired individual experiences
may come to substitute the missing schema.
Both the performer and the audience remain exposed to
perception on the bodily level and thus have the opportu5 I deliberately put the term ‘interaction’ into quotes, because I believe
that for a true ‘interaction’ to occur, two subjects need to be present that
enter into an intentional and active exchange. I believe that most digital
music concepts today don’t fulfil this condition. Exceptions exist, but a
discussion of this issue will have to be the topic of a different article.
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nity to share the experience. The instrumental gestures and
actions occur within the ‘world’ through a body and in relation to an object or tool or instrument. And even if their
targeted effect should manifest itself through abstract digital processes, they are still informed by our innate and acquired capabilities of acting through tools and instruments.
The British improvising guitarist Derek Bailey, although
active in a different style and aesthetics than that of computer music and digital sound processes, put the role of the
instrument in a relevant manner when he said: “It is the
attitude of the player to this tactile element, to the physical
experience of playing the instrument, to the ‘instrumental
impulse’ which establishes much of the way he plays. One
of the basic characteristics of his improvising, detectable
in everything he plays, will be how he harnesses the instrumental impulse. Or how he reacts against it. And this
makes the stimulus and the recipient of this impulse, the
instrument, the most important aspect of his musical resources. [...] The instrument is not just a tool but an ally.
It is not only a means to an end, it is a source of material,
and technique for the improvisor is often an exploitation of
the natural resources of the instrument.” [23, pp. 97–99]
What he describes is a relationship with the instrument that
is dialogic, ecological, and embodied, much in the way we
have seen exposed in Gibson’s concept of affordances.
3.2 Metaphors and Models
The continuous search for new ‘interaction’ models or new
interfaces indicates that there is a deficit in the quality of
the connection in a DMI between the action and gesture
domains, and the sound producing processes. Beyond the
attempt to resolve this problem by always adding new techniques and tools, the question that should be asked is this:
can this deficit or conflict be converted into a fruitful tension and how?
The literature on musical gesture provides a rich set of
categorisations and classifications that deal mainly with
the types and effects of actions on musical instruments labeled as ‘gestures’. Delalande’s classification offers three
categories of ‘gesture’ ranging “from purely functional to
purely symbolic” [24]. Cadoz’ classification of the ‘gesture channel’ differentiates between the three functions of
the ‘ergotic’ 6 , the epistemic and the semiotic, and orders the instrumental ‘gestures’ in the three categories of
excitation, modification and selection [25]. Godøy formulates the distinction between body-related and soundrelated ‘gestures’ [26], that Jensenius then categorises into
sound-producing, communicative, sound-facilitating and
sound-accompanying ‘gestures’ [27]. These authors all
take into account the bodily basis for these actions, sometime also the perceptual effects, but the don’t address
the pre-reflective effects inherent to acting and perceiving
agency through the instrument.
Without going into the concepts of mapping [28] and sensors, let’s examine a few basic principles of connecting the
physical world of actions and ‘gestures’ with the abstract
domain of digital sound processes.
6 “material action, modification and transformation of the environment”

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

The representation of digital processes needs to occur in
metaphors, these processes are too complex to be grasped
and acted on directly while performing. We have visual
representations, such as the display of waveforms or spectrograms, physical metaphors, the levers, wheels, knobs
and slider and finally more all encompassing analog device metaphors such as tape-reels, patch-bays and signalchains. By themselves, these metaphors are useful, the
problem is their limiting effect on our cognitive and perceptual capabilities, which we could mobilise better with
richer, more differentiated metaphors.
We also have a number of conceptual models about control of digital sound processes, which originate in realworld scenarios and can therefore cognitively be handled
through behaviours shaped by everyday experiences. The
two main models of control are those of the instrument and
the cockpit. The first model builds on the instrument’s dependence on continuous energy input to produce sound.
Rather than presenting mechanisms for generating larger
time-based structures, the instrument offers a palette of options, that need to be actively selected, combined and performed by the musician. The second model of action puts
the performer into an observer perspective, where, from
a position of overview, single control actions keep the system within the boundaries of the intended output, while the
sound processes produce their output without the need for
continuous excitation and control. A third and less common model is that of dialogical communication and interaction where generative aspects are part of the sound processes. The most interesting manifestations of this model
generate an inter-subjective exchange with some form of
autonomous agent.
The types of ‘interaction’ and their position on the conceptual axis, which ranges from direct parametric control
to ‘natural interaction’, depends on the level at which the
musician acts or ‘inter-acts’ with the digital domain. Different complexities demand different tangible objects or
instrumental interfaces.
In the case of one-dimensional and precise parametric
control, individual objects such as knobs, sliders or even
buttons are cognitively appropriate, since they represent in
their physical form the singular dimensional property of
the parameter and can be handled discretely.
In the case of higher-dimensional or model-based action
patterns, control objects with more degrees of freedom are
required. The manner of ‘interaction’ with more intertwined dimensions should reflect the relationship and dependence of those degrees of freedom present in the digital
domain.
The most extreme example of entangled degrees of freedom that we can cognitively handle encompasses our entire body. Leveraging this level of complexity, at least
through extraction of information about posture and kinematic qualities of the body, is attempted by the camerabased motion controls for games, where full body movements are used for control. This might be appropriate when
the goal is to affect a virtual body that mirrors the capabilities of the natural body. It becomes problematic, however, when the correspondence between the actions in the
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physical world and the result/reaction in the abstract digital domain is modelled after categories that originate in
the abstract domain. Empty-handed and movement-based
controls in an allocentric 7 frame work for metaphors of
control that reflects spatial qualities. Object-based, instrumental actions with tangible interfaces in an egocentric 8 frame (for example with wearable sensors) or objectcentric frame are effective for actions on abstract entities
without clear correspondence in the real world. Digital instrument design and interface developments oscillate between these two poles. There is, however, a tendency
to shift away from action and behaviour patterns that are
based on the bodily capabilities shaped by object ‘interaction’ with physical instruments towards symbolic and
metaphorical projection onto a disjointed digital model.
4. MEANINGS
Having laid out these categories, models and attempts at
describing the possible connections between ‘embodied
action’ as a musician and symbolic abstract sound processes, one important aspect should perhaps be brought
to foreground more explicitly: The multi-dimensional and
multi-modal nature of musical actions, gestures and perceptions may correspond to the richness of the “flowing manifold” [29] of consciousness that is built on precognitive or non-conceptual body perceptions. But the
metaphors, models and interfaces we chose in order to generate tangible musical instruments on top of abstract digital processes, possess nowhere near the refinement that is
needed to do justice to this richness.
The insurmountable distance and inherently unresolvable
contradiction between our perception, its pre-cognitive
sub-personal processes, the necessity to relate to objects
in a physical, physiological, somatic and kinaesthetic way
and the seemingly unlimited possibilities of connecting
bodily actions and abstract sound-production processes
might be one of the reasons why we are fascinated by this
digital performing arts discipline. But this might also be
why after an initial phase of interest, the difficulty arises
of how to give the musical actions a deeper meaning and
stronger impact, both for the performing musician and the
audience and spectator that witness and experience it.
A goal might be to generate a tighter link between the
corporeal actions that carry intentionality and perhaps even
expression and the medium of sound as generated by a
technically encoded process.
But in order to reach a next level of development of this
practice, we will need to achieve a deeper understanding
of how we relate pre-cognitively and in a corporeal way to
instruments and tools in general, and how this might alter
the way we envision the connection between actions of our
physical bodies and abstract sound processes in gestural
electronic music performance. After all: “The meaning
in and of the music is not verbal or linguistic, but rather
bodily and felt. We understand the meaning of longing,
desire, expectation for better things to come [...] We cannot
7
8

An outer spatial frame of reference
A spatial frame of reference anchored on oneself
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convey it verbally, but it is nonetheless meaningful, and it
is enacted via our active engagement with the music.” [30]
Acknowledgments
This investigation originates from the ‘Motion Gesture
Music’ Project at the Institute for Computer Music and
Sound Technology, and is funded by the Swiss National
Science Foundation, Grant No. 100016 149345.
5. REFERENCES
[1] R. Schechner, Performance Theory. Routledge, 2003.
[2] E. Fischer-Lichte, Aesthetik des Performativen.
Frankfurt am Main: Suhrkamp Verlag, 2004.
[3] N. Eilan, “Joint Attention, Communication, and
Mind,” in Joint Attention: Communication and other
Minds, N. Eilan, C. Hoerl, T. McCormack, and
J. Roessler, Eds. Oxford University Press Oxford,
England, 2005.
[4] J. C. Schacher, “The Quarterstaff, a Gestural Sensor
Instrument,” in Proceedings of the Conference on New
Interfaces for Musical Expression (NIME 2013), Daejeon & Seoul, Korea Republic, 2013.
[5] F. J. Varela, E. T. Thompson, and E. Rosch, The Embodied Mind: Cognitive Science and Human Experience. Cambridge Mass: MIT Press, 1991.
[6] T. Magnusson, “An Epistemic Dimension Space for
Musical Devices,” in Proceedings of the 2010 Conference on New Interfaces for Musical Expression (NIME
2010), Sydney, Australia, 2010.
[7] J. J. Gibson, The Ecological Approach to Visual Perception. New York: Psychology Press, Taylor & Francis Group, 1986.
[8] G. Paine, “Towards Unified Design Guidelines for New
Interfaces for Musical Expression,” Organised Sound,
vol. 14, no. 2, pp. 142–155, 2009.
[9] D. Michel-Dansac, March 2014, in a personal communication.
[10] S. Gallagher, “Bodily Self-Awareness and Object Perception,” Theoria et Historia Scientiarum, vol. VII,
no. 1, pp. 53–68, 2003.
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ABSTRACT
Music is an activity that expresses human thoughts and
emotions, for which human brain takes a central role. Meanwhile, music offers an emotionally compelling experience
when multiple persons lively participate. We hypothesize
that brain activities would exhibit specific responses and
patterns to music in a situation where multiple persons
gather and perform the music. Upon these premises, we
created an installation piece, which attempts to represent
the interconnection of people’s minds by capturing the characteristics of brain activities associated with music. The
system for the installation handles Electroencephalography
(EEG) data acquisition, data analysis, sonification, and visualization. The system analyzes EEG of multiple participants when they respond to given stimuli, such as acoustically played musical notes or simple visual elements. The
result of spectral analysis and the averaged responses of
brain activities of all the participants are represented with
musical notes and visual images. The system has been
devised to be compact and reproducible by making good
use of devices that are commercially available. With this
system, we created an installation piece focusing on the
human brain to constitutively form a space where musical
communication arises.
1. INTRODUCTION
We developed a system for an installation piece to produce
sonification and visualization of the analyzed brain activities of multiple participants responding to visual and auditory stimuli (Figure 1). Using this system, we created
an art installation piece focusing on the human brain with
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Figure 1. Picture of our installation piece with 3 participants. at Tokyo University of the Arts.

an attempt to constitutively form a place where a primitive
form of musical communication arises 1 .
As described in Section 1.2, many art works using Electroencephalography (EEG) have been realized. Arguing
the novelty of our project might be difficult, yet our work
is distinct with the following aspects, delivering unique
experience to the audience: (1) the sonification and visualization of both individual and collective data, (2) the
concurrent sonification of both EEG spectral analysis and
ERP (Event-Related Potential) response, (3) the straightforward audiovisual mapping with minimal data processing, that allows participants to directly attend data, (4) the
electro-acoustic aspects of Clarinet and EEG composition.
In this paper, we describe the background, concept, and
development of our work.

unre-

stricted use, distribution, and reproduction in any medium, provided the original
1

author and source are credited.
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1.1 Basic Concept of Installation: Musical
Communication
In many cases of music, more than one person congregates
in a given place. The musicologist Charles Small proposed
a concept of musicking, meaning any activity involving or
related to music performance [1]. He also argued that the
act of musicking establishes a relationship of all individuals contributing to the nature of an event that is a musical
performance, in any place [2]. In such a situation, interactions between individuals are orchestrated within a single
brain, according to Benson [3].
Building from this idea, we are currently developing an
art piece in the form of installation with multiple participants. This is because we intend to capture the characteristics of brain activities associated with music that are
present not only in the brain activities of individuals, but
also in the relationship between the brain activities of multiple people. Besides that, we also assume that brain wave
patterns specific to music appear more strongly in a situation where multiple persons gather and perform the music.
Therefore, we decided to compose an expression of this
phenomenon by extracting the internal states of individuals and their interconnection using EEG.

On that idea, Brain dreams Music Project was founded in
2011 3 . The project aims to bridge art and neuroscience,
and explore a new form of musical instrument. The project
is both conducting research on how brain activities relate
to music, and developing artistic works such as live performances and installations. The project is organized by
members from many domains such as composers, visual
artists, neuroscientists, computational scientists, engineers,
and others.
1.3.1 Fundamental Research and Technology
Since the establishment of the project, we have developed
a technology for artistic expression by connecting the EEG
with sonification and visualization. In the early stages of
the project, we have focused on the EEG activity of individual people during their imagination of music. As an basic research study, Hoshi-Shiba has succeeded in finding
the neural correlates of expectation of termination, while
listening to a dominant chord in musical termination structure or cadence [9]. Currently, we are further investigating
the neural activity of music imagery by applying similar
experiments to both the listening of music and recalling
music in one’s mind. We are planning to publish the result
of this study this year.

1.2 Related artistic works using EEG
EEG is a technique used for over a century to measure electrical changes along the scalp in order to record brain activity. It is used not only in the medical and research fields,
but is also used as a tool for many artistic works. The most
attractive aspect is that the EEG may reflect thoughts and
emotional states. In recent years, some portable EEG systems have become available on the commercial market.
Many artists are attracted to the use of EEG for their
pieces. The composer Alvin Lucier is known as the first
person to produce music with an EEG [4]. David Rosenboom adopted an approach of biofeedback processes during musical performances where he made the brain state of
the performer audible [5].
These works still have an influence on art projects in recent decades. In a series called DECONcert, the EEGs
of 48 participants are used to produce biofeedback [6].
The MiND Ensemble, gives stage performances using a
portable EEG system 2 . There are also some notable projects
that employ multiple EEG systems associated with twodimensional representation of emotion, based on valence
and arousal model [7], or relaxation and attention framework [8].
1.3 Brain dreams Music Project
The brain takes a core role in human activities including
music, and music can be considered as an act inseparable
from human thinking and emotion. Around the year 2010,
we started a new project. We aimed to holistically capture
the various aspects of music by tracing back to the stage at
which music, emotion, and other thoughts are undifferentiated in human brain.
2

1.3.2 Development of “it’s almost a song..”
Based on the results of the above research studies, we developed a musical instrument using brain-computer interface (BCI) technology to generate an integrated musical
expression [10]. We developed a real-time musical performance system using a classification technique in BCI
technology[11] and sonification techniques to generate chords
with organically fluctuating timbre. The concert piece “it’s
almost a song...” is performed with clarinet, or with string
quartet.
In this paper, we present the installation version of “it’s
almost a song...” that inherits the core real-time technologies such as data acquisition and analysis, visualization,
and sonification, from “Brain dreams Music Project”. The
installation version was first presented at a workshop in
Fukushima, Japan in summer 2013. This manuscript describes the most current states of the installation version.

2. DESCRIPTION OF THE INSTALLATION
“it’s almost a song...” installation version is for three Electroencephalography (EEG) systems and Clarinet. The mixture of musical, auditory, and visual stimuli and the realtime visualization/sonification of EEGs by audience comprises a spatial and interactive representation of interconnected musical minds. Three participants from audience
listen to a clarinet composition, or observe visual stimuli
(flashing geometric figures), and provide their brain activities via EEG. The measured brain activities are sonified
and visualized, resulting in the following elements of the
installation:
3

The MiND Ensemble http://www.themindensemble.com/
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Audio

stimuli are detected with Onset Detector and Photo Detector as described later.

• Continuous musical notes of harp whose pitch is mapped
from the averaged alpha-band power from each par3.1.2 Software Units for Individual Participants ([B])
ticipant. “Melodies” contributed from multiple parWhen the system is started, software units for EEG proticipants comprise an auditory stream, forming a colcessing and visualization for individual participants are launched
lective audio representation.
automatically. The number of these units is determined by
the number of the participants. EEG Receiver processes
• Musical notes of marimba as a time-scaled playback
the acquisition of EEG and two kinds of analysis. This proof ERP where the averaged voltage is mapped onto
gram is written purely in C for the sake of processing speed
the pitch. Collective representation of the neural reand time precision. The result of the analysis is sent to the
sponses.
Visualizer. Messaging Server assists interprocess commu• Clarinet composition, to artistically stimulate musicnication and the general control of timing.
related brain activities.
3.1.3 Software Units for Integrated Results ([C])
Visual
The analyzed data of each subject are sent to the other units
for integration. Visualizer for the center screen and MIDI
• Raw EEG wave forms from 14 electrodes for each
Synthesizer are the units with visualization and sonification
participant.
as their final output. Thereby, the audience listens to the
• Spectrum (frequency analysis) of EEG from 14 elecmusic and sees the images generated from the participants’
trodes for each participant.
states. Participants also perceive sonification as a form of
feedback.
• ERP wave forms for each participant.
All programs are built in open source programming environments, such as Processing 4 and Node.js 5 . MIDI Syn• Sparkling visual objects by alpha-band power for each
thesizer adopts FluidSynth 6 for real-time sound generaparticipant and for averaged result. (showing indition from SoundFont. For communication between softvidual and averaged result)
ware processes, OpenSound Control (OSC) is mainly used
• Animated overlapping rings by ERP. (showing indias a messaging protocol.
vidual and averaged result)
This installation system aims to display the brain activities of multiple people with visualization and sonification
and to build an environment to share it with an audience.
We aimed to build a compact and reproducible system with
the aid of devices that are commercially available.This system is not a BCI per se, but rather an interface for a constitutive experiment in order to develop a place that allows
musical communication. In the latest version of this work,
three participants wear EEG equipment. We have succeeded in running our developed system with five participants, and handling data from more participants is feasible,
in theory.
3. IMPLEMENTATION
3.1 Design of Architecture
We designed the architecture of the installation system as
shown in Figure 2. The system consists of input sources
including the EEG system and sensors, many software process units for individual participants and for the integration
of their results, and equipment for their output as well.
3.1.1 Input Sources ([A])
Stimuli are given to the participants while their brain activities are measured. There are two kinds of stimuli, audio and visual image. For the auditory stimuli, musical
notes are played by an acoustic instrument such as a piano
or clarinet. For the visual stimuli, a pre-composed movie,
like the flashing of simple shapes with a vivid color, is projected on a monitor and a screen. The timing of both of the
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3.2 EEG System
We used a commercial gaming EEG system Emotiv EEG
for measuring brain activity 7 . The features of this EEG
system are that it is a wireless and wearable device with 14
electrodes and is relatively low-priced compared to other
devices for research use. The sampling rate of the system
is 128 Hz. This EEG system may prove a valid alternative to laboratory event-related potential (ERP) systems for
recording reliable late auditory ERPs over the frontal cortices [12].
3.3 Methods for EEG analysis
In this installation, we used two typical methods for EEG
analysis, frequency analysis and ERP. These methods are
reliable and have been widely used for a long time in the
history of EEG. We used them to clearly demonstrate the
relationship of EEGs arising from multiple participants by
keeping the analysis process simple.
3.3.1 Frequency Analysis
The frequency spectrum of EEG data was calculated by
frequency analysis. The powers of each frequency band of
the EEG, such as alpha and beta bands, are easily determined from the spectrum. Our system computes the spectrum for the latest time frame of EEG samples for a single second (=128 samples) at every sample for all channels
4

Processing.org http://processing.org
Node.js http://nodejs.org
6 FluidSynth http://sourceforge.net/apps/trac/fluidsynth/
7 Emotiv EEG System https://www.emotiv.com/
5
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Figure 2. Diagram of the architecture of our installation system.
and participants. For visualization, the change of alphaband power was used. We used a C library FFTW 8 for
the computation of the Fast Fourier Transform.
3.3.2 Event-related Potential (ERP)
Event-related potentials (ERPs) are neural signals on EEG
that are elicited in response to specific events [13]. We
attempted to extract the ERPs for sound and visual stimuli
that were perceived and shared among the participants and
the audience.
When the stimuli are produced, a trigger signal is sent
to the EEG Receiver in as accurate a timing as is possible. Our system thereafter records EEG for 1 second to the
buffer after every trigger signal. The recorded samples are
averaged for each channel. ERP waves are also normalized, and then the waves of all participants are averaged as
an integrated result.
3.3.3 Trigger Unit for ERP
As mentioned in the section 3.3.2, the processing of ERPs
should be done carefully in order to prevent time jitter.
ERPs extract commonality of EEG patterns under certain
conditions by diminishing noise by averaging. The responses appearing in these EEG wave forms are highly
time-sensitive. Even a time jitter of a few milliseconds
may destroy a clear ERP wave form.
In order to overcome this problem, we took solutions
for the triggers as follows: For audio stimuli, an acoustic player makes a sound like a short pulse and the sound is
sampled from a microphone. Then, the onset of the sound
is detected with a program created on Pure Data. Meanwhile, in order to detect the visual stimuli at an accurate
time and transmit the signal to the main computer, we built

a trigger system based on a single board computer Raspberry Pi 9 . A photo transistor NJL7502L was utilized for
the light sensor 10 . We employed this photo transistor because of a sharp directivity and a spectral response similar
to the human eye. The trigger system is attached to a monitor and connected to the main computer with an ethernet
cable.

Figure 3. Prototype of trigger unit using Raspberry Pi and
a photodetector.
Trigger signals of both types of stimuli are transmitted
immediately to the EEG Receiver with an OSC protocol.
In this way, we minimize the error of trigger times by detecting target that the participants actually perceive.
3.4 Sonification and Visualization
The results of the EEG analyses are finally converted to
audio and visual images. In the current version, the parameter mapping for both the sonification and visualization is
arbitrarily defined by us. This is because the number of
9

Raspberry Pi http://www.raspberrypi.org/
NJL7502L (http://www.lanxinic.com/cn/product 2/uploadfiles/
20121111154322.pdf)
10

8

FFTW http://www.fftw.org
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musical/visual parameters is considerable, and we believe
that an empirical selection may not work in this case. Thus,
the parameters were adjusted to sound and look like they
were expressing the most rich variety based on the data.
3.4.1 Sonification
Currently, our system allows us to generate music in two
ways as a sonification from each EEG analysis result. In
either manner, the resulting data is converted to musical
notes that are played by the MIDI synthesizer.
For the frequency analysis, the relative change of the power
of the alpha band averaged across all participants is mapped
onto the pitch of a continuously played arpeggio of the
harp. The stronger the power is, the higher the tone that
is played. The note set of the arpeggio is pre-defined and
the curve of the amplitude is manually configured with respect to the pitch of the tones.
For the preprocessing of ERP sonification, each data channel is normalized and the average of all participants is taken
for every channel. Since the ERP data is a second long, we
implemented sonification as a playback of that recorded
data. Each sample of ERP data represents the normalized
voltage, and it is mapped to the pitch of the tones with the
marimba. It is able to change the time scale of playback,
so that the result can be heard at a slower speed.
3.4.2 Visualization
The integrated results, such as the average of frequency
analysis or ERP, are visualized on the screen placed at the
center/top of the display. There are also other sub-screens
showing the status of each subject (Figure 4). On the subscreens, the positions of the electrodes are mapped and
preprocessed raw EEG singles and spectra are depicted in
real-time. Sparking objects around each electrode represents a rise of alpha-band power. ERPs are visualized like
overlapping rings as seen in Figure 1. Rings represent each
sample of ERP data, and their color shows time. Each electrode is mapped to the annular shape and the position of the
vertices extends according to the electric potential of the
ERP. This type of visualization is played as an animation
associated with the sonification.

4. INSTALLATION
We conducted a workshop with an earlier version of our
installation system. The workshop was held in the summer of 2013 in Affiliated Junior High School of Fukushima
University. About 15 students from the university and the
junior high school joined in the workshop. In the first half
of the workshop, we gave a introductory lecture about neuroscience and media art, and explained about interdisciplinary collaboration in these domains. In the second half,
we had time for hands-on learning session using our system. The students measured their EEG, and observed the
sonification and visualization generated from the EEGs of
their own. Next, we measured the ERP of five participants
simultaneously and created music and images of the averaged result.
During the hands-on session, all the participants needed
some time at first to familiarize themselves with the observation of their brain. However, while practicing many
trials by themselves, many of them actively tried to apply
various audio and visual stimuli and to see how they affect
on their EEGs. When finally experimenting with simultaneous ERP, all participants wearing EEG system concentrated on the stimulus cooperatively, and that resulted
in forming a very intense, focused atmosphere. After the
measurement, the place was in a relaxed mood in reversal.
The participants enjoyed the discussion comparing the results of everyone and their own by listening and watching
the result for many times.
Currently, we are planning to exhibit our installation at
various occasions to different kinds of audiences, as well
as making a performance piece based on this installation.
5. DISCUSSION
Our goal is to express musical communication by multiple
person in a place. Toward this goal, we developed a system enabling sonification and visualization based on EEGs
measured from multiple participants. The response from
the participants of the workshop was very positive in general. They lively enjoyed experimenting on their brain activities with musical or visual stimulations. The synchronization and segregation of audiovisual representations inspire the interactive exploration of the relationship between
brain and music.
As a consequence of the development, we achieved to
create a place which allows audience to observe a cyclical
process like musical communication that music is generated from participants EEG and that music returns to participants again as a biofeedback. By representing an integrated result of multiple participants as audio and images,
the audience is able to grasp the relationship among individual participants intuitively. In addition, the audience
can perceive a fine change of brain activity by music as
sonification which was exhaustively adjusted.
5.1 Expected Future Tasks

Figure 4. Screen shot of the visualization on sub-screen
for one subject.
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We have implemented two types of sonification in this system. A possible improvement will be to realize a linear
mapping with real-time sound synthesis which will give
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more precise temporal information to the output. A Further possibility is to allow the participants to map and scale
of parameters by controlling themselves. The mapping of
the current version is optimized with care by the composer
in order to optimize what is heard. Yet, because this is
an interesting part of making this installation, participants
would want to pay more attention to their brain activities
if they are allowed to manipulate the mapping of their own
EEG data.
In addition, we are planning to implement a real-time calculation of correlation for multiple EEGs in the next version. This feature will express the relationship between
participants much more clearly.
5.2 Towards Further Experiments for Musical
Communication
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Different from the previous version of our work, which was
a BCI musical instrument, the participants in our current
work do not imagine the music directly. Rather, our installation is designed to form a place of music in a constitutive
way, and to immerse the participants in that place. The
acquisition of feedback such as listening to the sound and
watching the visual images will enhance that means of experience.
Furthermore, our latest work only deals with a neural
response to passive stimuli, while the previous work attempted to extract the proactive musical will from brain
activities. Considering a situation of singing with others,
it can be regarded that there is no singular subject, and occasionally the participants are identical to their group. In
other words, music is not only an expression by a subject,
but can be a media that connects more than one person. In
this sense, the main theme of our experimental work is the
human connection in music without the subject of expression, and this form of act might be the prototype of music.
We will continue this exploration in order to realize and
show a primitive form of music.
6. CONCLUSIONS
We developed a system for an installation piece through the
sonification and visualization of EEG with multiple participants 11 . One of the long-term goals of this project is to
realize a place that a primitive form of musical communication arises with the aid of neural technology, as described
in this paper. The system we have achieved has allowed us
to do a part of the experimental trial using products that are
commercially available for that objective. We hope that it
would be meaningful to share this process of development,
and that it will expand to similar experimental works.
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ABSTRACT

an error-prone and time-consuming process since a substantial score may require thousands of comments.

The best text method is commonly applied among music
scholars engaged in producing critical editions. In this
method, a comment list is compiled, consisting of variant
readings and editorial emendations. This list is maintained
by inserting the comments into a document as the changes
are made. Since the comments are not input sequentially,
with regard to position, but in arbitrary order, this list must
be sorted by copy/pasting the rows into place—an errorprone and time-consuming process. Scholars who produce critical editions typically use off-the-shelf music notation software such as Sibelius or Finale. It was hypothesized that it would be possible to develop a Sibelius plugin, written in Manuscript 6, that would improve the critical editing work flow, but it was found that the capabilities of this scripting language were insufficient. Instead,
a 3-part system was designed and built, consisting of a
Sibelius plug-in, a cross-platform application, called CriticalEd, and a REST-based solution, which handles data
storage/retrieval. A prototype has been tested at the Danish Centre for Music Publication, and the results suggest
that the system could greatly improve the efficiency of the
critical editing work flow.

Figure 1. An excerpt from the comment list for DCM’s
edition of Carl Nielsen’s Symphony No. 1 (Op. 7). The
comments are sorted by bar and part. The part names can
be looked up in DCM’s official list of instrument name abbreviations. As an example, ‘vl.1’ corresponds to 1st violin. The letters in bold indicate the individual sources used
during the editing process.

1. INTRODUCTION
The best text method [1] is commonly applied in the creation of critical music editions by publishers such as the
Danish Centre for Music Publication (DCM) 1 . In this
method, the editor selects a primary source from the available historic material, based on a judgement of relative
quality. Any necessary changes are implemented in the
final document using that source as base. A list of comments is compiled by the editor, consisting of variant readings and editorial emendations (see Figure 1). Currently,
this comment list is maintained manually by inserting the
respective comments into a separate text document as the
changes are made in the score. Since the comments are not
input sequentially, with regard to position in the score, but
in an arbitrary order, this comment list must be sorted by
bar number and part by copy/pasting the rows into place—
1

http://www.kb.dk/en/nb/dcm
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Figure 2. A example of the comment list format that is
currently sent to the typesetting company.
These shortcomings in the current work flow motivated
the development of a software solution that would improve the efficiency of the process of creating and editing
a critical commentary. In particular, the editors desired a
link between the notation software and the comment list,
making it possible to look up the individual comments in
the score, helping them determine whether the respective
changes have actually been implemented. In the future,
the architecture of the system will also be able to support
embedding the variant readings and emendations in MEI
format [2]. Since the development of MEI has been heavily motivated by musical scholars who work with critical
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editing, MEI includes many features relevant to the topic.
It is also an open format, and it is already used in DCM’s
MerMEId [3, 4], a system for storing metadata about musical works. By presenting this data accordingly, it would be
possible to take a step towards fully multidimensional, digital critical editions [5], in which the user is able to select
and even specify his or her own customized view on the
source material. In this paper, we present the design, development and evaluation of our software solution, named
CriticalEd.

2. SYSTEM DESIGN AND DESIGN PARADIGM

3. INTERFACE DESIGN
The interface design is divided into three significant parts,
Sibelius, CriticalEd and a web-based interface for viewing
and editing the comment list.
Sibelius allows for mapping plug-ins to user-defined keyboard shortcuts. This is utilized to achieve tight integration with Sibelius. When the defined keyboard shortcut is
pressed, the command file is changed, causing the respective dialogue to pop up in front of Sibelius. The user selects
a passage in the score, then clicks the keyboard shortcut.
This causes the “Add Comment” dialogue to pop up, with
bar and part information already filled in, as can be seen
in Figure 4. The interface for editing individual comments
in the score has a similar design. The web interface is de-

Figure 3. The structure of the CriticalEd system.
As our primary purpose is to produce a tool that can
be used at DCM, our proposed solution to the problem
of creating and maintaining critical commentaries is a 3part system, consisting of a Sibelius [6] plug-in, written
in Manuscript 6; a helper application, named CriticalEd;
and a REST-based [7] solution for data storage/retrieval
(see Figure 3). It would not have been possible to construct such a system using only Sibelius’ own scripting
system, Manuscript, since it has no support for event handling. Luckily, Manuscript has support for basic file input/output operations, making it possible to communicate
with other applications through a command protocol. This
led to the idea that by making the requirements for the notation software plug-in lightweight, it may be possible to
support more than one notation editor (e.g. Finale [8]).
This is a significant point, since different scholars and publishers may use different notation software. In order to be
able to support other notation software, the respective software’s scripting language must support gathering bar and
staff name information, writing and reading files and inserting graphics in the score. It also needs to provide a
way to associate values with the graphic objects, if it is to
be possible to look up comments in the score. In order to
be able to support as many platforms as possible (and, by
extension, as many potential users as possible) it was decided that an open, cross-platform approach to the design
problem had to be taken.
The helper application, CriticalEd, was written in JUCE
[9], a C++ library that supports multiple platforms and has
an extensive feature set. Because of its open nature, extremely large function set and large user base, it was chosen to develop the REST interface for storing/retrieving
data from the database in PHP, using a MySQL database.
The web interface is written in HTML5.
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Figure 4. The dialogue presented when adding a comment. Information about the affected instruments and the
position has been automatically filled in based on the current selection in Sibelius.
signed to be as transparent as possible, and it is written
in HTML5. In order to make the system easier for users
to adapt to, the structural layout of the data is made to be
a tabular layout that resembles that of the documents currently used by the staff at DCM (see Figure 5). In the future, a more sophisticated view on the data will be designed
and implemented in HTML5.
4. INTER-PROGRAM COMMUNICATION
Since the Manuscript scripting language has basic file input/output capabilities, we decided to design a lightweight
communications protocol around this. A repository directory is created, in which a set of files are created, one for
each type of command. Using the cross-platform, opensource FileWatcher library (http://sourceforge.
net/projects/fwutilities/), a process running
on another thread then watches the repository for file operations. When a file operation is detected (e.g. “addComment.cmd” was changed), a message is sent to CriticalEd’s
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Figure 5. A screenshot of the comment list currently generated by the PHP script. The first column shows the bar
number, the second column the part name and the third
column the actual comment text.
CommandInterpreter, which then takes the appropriate action (e.g. launch the “Add Comment” dialogue).
The file is then read, inserting each token-separated command parameter into a string array. Depending on the type
of command, the parameters are passed on as needed. For
an “Add Comment” operation, this includes bar and part
data gathered by the plug-in from the current selection.
For some operations, it is necessary to confirm whether
the comment was actually added to the database, in order
to ensure consistency between the comment list and the
score. This means that the software is locked by the plugin while the operation is carried out in CriticalEd, checking for changes to the response.cmd file. Upon finishing
the dialogue in CriticalEd, a corresponding message (e.g.
SUBMIT SUBMITTED, SUBMIT CANCELED or SUBMIT FAILED) is sent to Sibelius through response.cmd.
Before initiating the transaction, a check is made that a response is not associated with the wrong command at any
time. The unique integer identifier of the comment is also
sent to Sibelius, which is added to the graphic objects used
for indication as a user parameter, which can later be used
to identify which comment indicators are associated with
which comments in the score.
5. PARSING DCM INSTRUMENT STRINGS

Figure 6. An example of some of the strings that were
output during the first prototype test at DCM.

would indicate that extra detail is also present in the string.
The length of the string between the parentheses is then
checked. If its length is only a single character, it is assumed that it is transposition information. If it is longer,
the string is identified as an arbitrary detail string, such
as “Flauto piccolo”. Finally, all identified instruments per
staff are added. This is done for each staff.
Instrument(s)
One numbered
Two numbered
One unnumbered
Two unnumbered

Identification Method
Last character is numeric.
Numeric character at both ends.
No numeric characters present.
Two concurrent space characters,
no numeric characters.

Table 1. The instrument string variants found in Drot og
Marsk [10].

6. IN-SCORE COMMENT INDICATION

It is not possible to simply use the output from the plug-in
directly because DCM adhere to certain strict formatting
guidelines in their publications. The part string has to be
parsed and converted to an instrument abstraction in CriticalEd. An example of such a string could be “1 Clarinetto
(A) 2”, which is the data gathered from a staff containing
both the 1st and 2nd A clarinets in DCM’s edition of Peter
Heise’s Drot og Marsk [10]. More examples can be seen
in Figure 6. In total, four major instrument string variants
can be found in this particular work (see Table 1). Each
of these variants can also be found with additional information added in parentheses, e.g. (Flauto piccolo) or (A),
indicating the transposition of the instrument.
In order to parse these strings, it is first determined which
of the four types the string belongs to by checking for
the conditions found in the second column of Table 1.
Then the string is checked for the “(” character, which
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The DCM staff desired clear visual in-score indication of
comments in Sibelius. It was discovered that it is possible
to add graphics to individual bars using Manuscript. This
is done by calling the AddGraphic method on the affected
bar object. The graphics must be in .TIFF format, and it is
possible to change the x- and y-offset and scaling factors.
In order to clearly indicate where comments have been inserted, sets of nine images are used, consisting of four corners and vertical and horizontal bar lines for the edges. An
example of a 2-by-2 comment can be seen in Figure 7. An
icon has also been designed for single bar comments. Several sets of images have been generated, each in a different,
strong colour theme. If more than one comment begins at
a specific bar and part, the x-offset is changed, and another
image set is chosen. The indicators are inserted into the
score using a dynamic script, written in Manuscript 6.
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One participant noted that the instrument definitions were
messy and could be improved, a problem that was solved
by introducing parsing of the output strings from Sibelius.
Another user suggested that icons should be more visible,
in response to which the visual indication in Sibelius was
made larger and more colour-intensive. Another suggestion was that the system could be used by music teachers to evaluate and annotate written assignments involving
the writing of music. The potential of the system to be
used for this will be explored in future work. There were
also a number of comments from users that suggested that
the system was, broadly speaking, fulfilling its intended
purpose and could potentially improve work flow (e.g.,
“Marking scores works really well”, “Not a realistic reproduction of our work flow, but it is very exciting, and has
potential to improve our work flow.”)

Figure 7. A screenshot from Sibelius of the in-score indicator graphics, here a 2-by-2 comment. Note that the
box is extended by vertical and horizontal lines if a larger
comment block is selected.

9. CONCLUSIONS
Even though the system is currently at a rather immature
state, it was concluded, based on the test participants’ comments from the first prototype test, that the taken approach
is indeed a valid way to tackle the problem of assuring
comment list consistency and improving the work flow
within teams of scholars creating critical music editions.
The information gathered at the next evaluation phase will
be used to improve the system further, leading, hopefully,
to deployment in the production process at the Danish Centre for Music Publication within the very near future. Having achieved that goal, our next steps will be to (1) add support for other notation software packages (e.g., Finale), (2)
explore other possible applications of the software (e.g., as
an educational tool) and (3) work towards integrating CriticalEd into a system for authoring fully multidimensional
critical editions.

7. DATA STORAGE/RETRIEVAL
Data storage and retrieval is done using a RESTbased approach, meaning that all communication is done
with HTTP GET/POST/PUT/DELETE requests. The
comment-list data is stored in a MySQL database, with
storage and retrieval to and from this database being carried out through a RESTful [7] interface written in PHP.
The MySQL database may very well be changed to an
XML-native database in a future revision, such as eXistdb (http://www.exist-db.org). As both PHP and
JUCE have excellent facilities for processing XML, the
data is passed around in XML format to enable easy handling. This is also done because, in future versions of the
software, we want to allow for the possibility of embedding musical snippets into comments in MEI format.
8. EVALUATION
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ABSTRACT
The Leap Motion opens new possibilities for mapping the
various degrees of motion of the human hand with musical expression. The Leap Motion is a computer peripheral
released in mid 2013 that uses IR cameras to track hand
and finger location with unprecedented accuracy. In this
paper, we explore implementations of the device in sound
synthesis and effects control. The device is interfaced
with Max/MSP to provide motion and finger-based control over multiple parameters in a software synthesizer.
Next, we implement a 5-grain granular synthesizer where
users trigger individual grains by depressing their fingers
in mid-air. While triggering grains, users can simultaneously move their hands to dynamically modulate grain
length and scrub the sample. The benefits and limitations
are discussed in light of recent compositions and performances. The Leap Motion is also used to spatialize the
synthesized sound produced from a 6-channel hemispherical speaker. Applications to music composition and music therapy are discussed.
Keywords: Leap Motion, gestural control
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Imogen Heap has recently debuted her Mi.Mu controller
gloves, equipped with flex sensors and accelerometers
[3]. Elena Jessop at the MIT Media Lab developed a
glove shaped controller allowing real time manipulation
of vocals [4]. Another instrument is Laetitia Sonami's
“Lady's Glove,” developed by Sonami and Bert Bongers
[5]. The use of motion-based control is not limited to the
digital domain; a project successfully funded via KickStarter in 2013 named Vectr allows users to control analogue synthesizers using hand gestures [6].
The rapid pace of technological advancements made
motion-tracking technology available to the average consumer. When the Microsoft Xbox Kinect was released in
2009, it was immediately adopted by numerous projects
interfacing human interaction with art and technology.
The Kinect has been used in numerous interactive art
installations [7] and novel ways to trigger electronics
sounds [8].
This paper focuses on musical applications of the
Leap Motion, a new computer peripheral released in mid2013 that delivers unprecedented accuracy in finger and
hand tracking.

2. LEAP MOTION

1. INTRODUCTION
Advancements in computer hardware and digital signal
processing have produced incredible sounding hardware
and software synthesizers. However, interactions with
these electronic sounds are often limited to the traditional
mouse, keyboard, knobs, faders and multi-touch interfaces. Motion-based control over musical parameters allows
direct interaction with electronically generated sound.
The use of motion has gained increasing popularity in
the audio industry. IK Multimedia, a producer of controllers and mobile interfaces recently introduced the iRing.
The device is a ring worn on the user’s hand that is
tracked by a smartphone’s front facing camera. X, Y and
Z positions can then be used to modulate effects in music
applications [1]. In 2013, the software developer Steinberg announced IC Air, a gesture-augmentation to the
popular DAW Cubase [2]. The user can adjust faders, EQ
and navigate sessions using gestures instead of a traditional mouse and keyboard. Grammy nominated artist,

2.1 Introduction
The Leap Motion is a USB device developed by Leap
Motion Inc., released in July 2013 and priced at $79.99.
The co-founders, David Holz and Michael Buckwald
developed an algorithm that tracks “all 10 fingers up to
1/1000 of a millimeter” [9]. It has a wide 150° field of
view, allowing users to interact with their computer via
familiar hand gestures like pinching or swiping. The device features an open API for developers and has applications ranging from 3D graphic manipulation to motion
games [10].
At the time of writing, a new tracking API was recently
released in beta version to developers that solves many of
the problems addressed in this paper. These will be discussed in context of a forthcoming Java application built
on the implementations in this paper.

Copyright: © 2014 Lamtharn Hantrakul et al. This is an open-access
article dis- tributed under the terms of the Creative Commons Attribution License 3.0 Unported, which permits unrestricted use, distribution,
and reproduction in any medium, provided the original author and
source are credited.

Figure 1a. The Leap Motion device
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2.2 Existing technologies
There are numerous ways to interface human motion with
music software. For example, SimpleKinect is an application developed by Jon Bellona that translates limb position into OSC messages [11]. Source Audio’s Hot Hand
USB controller is detected as a generic MIDI device and
maps hand tilt to MIDI messages [12]. However, accurate
finger tracking has only been possible using systems of
gloves and flex sensors [3,4,5].
The Leap Motion provides a non-invasive method of
independently tracking both hand and finger data. Prior to
this device, no commercial sensor could offer this level of
accuracy. Recently, Microsoft has released the Xbox One
Kinect that boasts a new “time of flight” motion tracking
system, a 1080p camera and even finger tracking [13].
Although the device holds great promise, there is currently no way to interface the device beyond the Xbox console at the time of writing.
2.3 Leap Motion in Music
To our knowledge, the most popular commercial application designed to interface the Leap Motion with music
software is Geco created by Geert Bevin [14]. The user is
able to map hand movement into MIDI messages through
an intuitive interface. However, the application has been
used primarily to control parameters such as effects
dry/wet mix or volume. There is no option to select and
trigger notes using hand or finger motion. Moreover, the
application is limited to either “open hand” or “closed
hand” and provides no option to map individual finger
data to musical parameters (Figure 2).

Figure 2. Part of the GECO
This paperGUI
explores ways of controlling pitch in addition to modulation in a performance setting. The paper
also investigates implementations that incorporate additional degrees of freedom offered by finger tracking.

3. TECHNICAL IMPLEMENTATION
3.1 Leap Motion and Max/MSP

mapping to parameters in Max and other music software
very difficult.
A max patch was developed to sort this stream of data.
Briefly, we poll the object every 10ms and use the messages frame_start and frame_end1to trigger comparisons
between x positions. The hand ID with smaller x position
is assigned the left hand. This method is expanded to assign finger ID’s. The x coordinates of each finger are
ordered and assigned “thumb, index etc.” depending on
the hand. For example, the finger with the smallest x position is assigned the pinky on the left hand and thumb on
the right hand. We also assume “one finger” means the
user is pointing with their index finger while “two fingers” implies index and middle finger and so on.

Figure 3. Data stream from aka.leapmotion object

Once processed, hand and finger ID’s are used to extract
the desired data (Figure 3). We found the Leap Motion
becomes increasingly jittery at the extremes of its field of
vision. We limited mappings to “stable” areas of vision
nearer the origin. The Max patch built on the
aka.leaptmotion object is used throughout this paper and
is available for download [16].

4. MODULATION OF EFFECTS
4.1 Leap Motion and Ableton Live
The Max patch in section 3.1 sends MIDI messages to
Ableton Live. In this implementation [16] a synthesizer
patch was created using Native Instrument’s Massive
Synthesizer (NI Massive) in the style of a “Dubstep
Wobble” frequently heard in electronic music.
Vertical hand distance controls the LFO rate modulating the cutoff of a low-pass filter. Horizontal motion controls a selection of notes defined by the user while forwards motion changes wavetable position. Using this
setup, the user can control both note selection and LFO
rate using just one hand. The interaction with the electronic synthesizer becomes more direct than conventional
knobs, sliders or even multi-touch interfaces.
A touchscreen for example, presents physiological limitations as users can only stretch their index finger a certain distance away from their middle finger. In addition to
sonic feedback, an Arduino microcontroller and RGB
LED strip were used to provide the user visual feedback.

The Leap Motion is interfaced with Max/MSP using the
Max object aka.leapmotion created by Masayuki Akamatsu [15]. The object sends coordinates, velocities and
accelerations of each hand and finger into Max environment. However, despite the object’s wealth of data, it
does not distinguish between left and right hands nor
does it distinguish which finger is the thumb, index finger
etc. Moreover, the object offers no easy method to pick
out a particular value - say the position of the left hand’s
index finger – while preserving other data. This made
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Figure 4a. Motion-based synth
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The number of fingers selects the type of scale, octave
or patch. We experimented with various ways to allow
the user to tap a note with a finger much like an air-piano.
In its current form, the Leap Motion’s ability to track and
retain finger ID’s is not yet robust. When a user depresses
a finger, the corresponding finger simply “disappears”
from the data stream. This lead to mismatches between
the ID’s of remaining fingers, thus making accurate note
selection using fingers very difficult.
The new API released in beta to developers in late May
2014 features Skeletal Tracking, in which the Leap Motion keeps a true model of hand and fingers. Bent fingers
are now continuously tracked and made accessible
through the API [10].
Although the concept of using motion to control synthesizer parameters has previously been explored, the
Leap Motion allows an accurate and non-invasive approach. It does not require the user to wear any kind of
device that may hinder performance. This implementation may also have applications in music education. We
found that classically trained musicians unfamiliar with
electronic music or even non-musicians were able to play
the synthesizer and “wobble” it in time with a beat within
a few minutes.
4.2 [A]2 performance
[A]2, pronounced “A Squared”, is a project that was
premiered in December 2013. It explores the concept of
“augmented acapella”. The vocals from a 5-person acapella ensemble is processed in real time using Ableton
Live to produce kick drums, snares, high hats, synthesizer
sounds rivaling the finished sound of a recording.
The Leap Motion was used to modulate the effects of a
live remix using sampled recordings of a preceding performance. Effects such as reverb, bit-crusher, low-pass
and delays were placed at different vertices of an imaginary 3-dimensional cube above the Leap Motion (Figure
4c) [16]. The user can dynamically mix multiple effects
by moving one hand while the other hand is free to trigger samples. The set up enabled particularly expressive
modulation of effects.
There were times when the Leap Motion was confused
by small interferences. For example, a shirtsleeve was
enough to make the device jitter between the real hand
and an imaginary hand located at the sleeve. Despite these limitations, the author has since adopted this effects
cube over conventional interfaces. Controlling multiple
effects in 3-dimensions is more intuitive than using multiple XY pads on a flat surface.

Figure 4b. [A]2 performance
(note that the chopsticks are only used for comical effect)

In its current form, the implementation only supports
switching between different presets by changing the
number of fingers. We hope to incorporate the new API’s
finger tracking capabilities to add percussive modulations
to the sound when a finger is depressed.
Moreover, the implementation can be combined with
tools like the Wekinator [17] to provide non-linear
morphing between states of effects. Finger control can
then be to alter interpolations between states on-the-fly.

5. MODULATION OF SYNTHESIZED
SOUND
5.1 Leap Motion and Granular Synthesis
Granular synthesis is a type of sound synthesis where
short fragments of a sample are extracted and then sequenced together to create new textures. These fragments
are called “grains”, which are often triggered by a periodic signal or random number generator.
A 5-grain granular synthesizer was built in Max/MSP
[16]. Unlike conventional granular synthesizers, the user
is able to trigger individual grains using finger motion.
When a user “depresses” a finger – much like playing
piano in the air – the corresponding grain is triggered. At
the same time, the right hand’s horizontal motion scrubs
through the sample while vertical motion controls the
grain length. This information is displayed in a GUI (Figure 5a). The red line indicates the play head’s current
position while the different colored lines represent the
play head of each triggered grain. The user can control all
these parameters simultaneously using one hand.
To address the shortcomings of finger interaction in 4.1

Figure 4c. [A]2 effects space

Figure 5a. Motion Granular Synthesizer
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and 4.2, we attempt to detect finger depressions using
vertical Y velocity. These were found to be more reliable
then absolute Y position. When this velocity crosses a
user-defined threshold value, a message is sent to trigger
the grains. Because each grain performs the same function - as opposed to being distinct notes – small confusions in finger ID were less problematic. We incorporate
differentiation between voluntary finger movement and
involuntary finger movement due to overall hand movement.
The sound produced from this motion-augmented
granular synthesizer was found to be pleasantly organic.
For example, when the user triggers grains at regular intervals, human imperfections in timing lead to subtle variations in the trigger rate. This produced a more organic
texture than one generated by a periodic signal. Moreover, the user is able to musically playback the sample like
an instrument, as will be discussed shortly in 5.3.
This implementation also opens the door for novel
ways to “augment” traditional methods of sound synthesis with motion-based control. For example, Physical
Modeling synthesizers could use a 3D matrix to mix between sounds with non-linear morphing.

A Max patch maps hand position to a GUI consisting
of nodes (Figure 5c). Moving towards a node adjusts the
volume of each speaker accordingly while vertical motion controls overall volume, allowing the user to dynamically spatialize sound with one hand.

Figure 5c. Hemi interaction schematic
Since these parameters can be controlled with one
hand, the implementation was integrated with the motionaugmented granular synthesizer described in section 5.1.
The user’s left hand controls sound localization while the
right hand controls the granular synthesizer. This combination takes full advantage of the multiple degrees of
freedom offered by the Leap Motion.
5.3 In Circles composition and performance

5.2 Leap Motion and Hemispherical Speakers
Hemispherical speakers have been developed and used by
P. Cook and S. Smallwood et al [18] for acoustical and
musical reasons. Firstly, the hemispherical speaker better
mimics the way acoustic instruments propagate sound in
all directions. Since the speakers have 6 independent
channels, high and low frequencies can be scattered in
specific directions. Moreover, the combination of electronics and chamber instruments often results in acoustic
instruments being overpowered by PA systems. Cook et
al have noted that the hemispherical speakers allow electronically generated sound to have spatial presence akin
to an acoustic instrument.
The author was primarily concerned with using motion
to dynamically alter spatialization and dispersion of
sound from hemispherical speaker. In this implementation, a 6-channel hemispherical speaker was constructed
by combining designs documented by the Stanford Laptop Orchestra (Slork) [19]. A salad bowl is drilled and
fitted with speakers connected to 6 individual amplifiers
and a multi-channel audio interface (Figure 5b).

Figure 5b. 6-channel hemispherical speaker

In Circles is a composition by the author for cello,
Leap Motion and Hemispherical Speaker, premiered at
the Yale University Art Gallery. The performance was
staged in the Classical Sculpture wing and explored
theme of Time, Color, Memory, Fading, and Texture.
The recording is available online and is referenced in this
discussion [16].

Figure 5d. In Circles performance
The composition In Circles explores the theme of time
and memory by recording a live cello solo during the
performance and using this material as the basis for processed sound. However, instead of conventional granular
synthesis, the author employed the motion granular synthesizer in section 5.1. This allows the author to scrub to
specific points in the live recording and musically trigger
transients as though playing a “second cello”. This represents a duet between the cello’s melody and the
“memory” of the melody played in the past. In the same
way our current experiences can affect our interpretations
of memories and vice versa, the author can trigger the
granular synthesizer in real time and musically respond to
the live performer. The left hand controls overall volume.
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The author developed motions that worked in tandem
with material recorded live. For example, depressing one
hand’s fingers consecutively in one sequence while traversing the sample causes transients from different time
periods to be triggered. The author found this was particularly effective with musical passages with multiple notes
since these produced polyphonic textures not possible on
cello (7:08).
The author was able to play and sustain “long notes”
by continually depressing fingers over one point in the
sample, thereby extending the original note to a new
length. The opening of the piece intentionally consists of
long notes so the author is able to easily “loop” a portion
of the recording using continual depressions (7:42). This
was particularly effective when the instrument and granular texture harmonize in thirds (9:45). Audience members
were particularly surprised and impressed by the control
and expressivity achieved through the device.
During performance however, it became clear that the
system in its current iteration has a bug concerning horizontal hand movement and thumb movement. The author
found that the thumb’s play head would erratically be
triggered when the corresponding hand is moved across
the origin. This will hopefully be solved with the new
tracking API.
Nonetheless, the performance opens new possibilities
for using motion-based granular synthesis not only for
sound design, but also in a live performance setting. The
author was able to play the sampled material expressively
like a second instrument.
Future versions will feature a projection of the recorded waveform and play-heads (Figure 5a) so the audience
sees this interface during performance. When features
such as non-linear interpolations between states of effects
and more robust finger tracking are implemented, additional visuals and animations will be projected onto a
surface to bridge the gap between the audience’s perception of the system and how the performer is actually controlling the sound.

6. INSTRUMENTS SANS FRONTIÈRES
6.1 Vision
An extension of the Leap Motion is usage in a project
the author is developing called Instruments Sans Frontières (ISF). The project aims to empower handicapped
and disabled patients with musical expression using motion tracking technology and wearable sensors. As previously discussed, many of these technologies exist, but
have yet to be applied to people and musicians with disabilities.
Instruments Sans Frontières’ first aim to is to contribute to the field of Active Music Therapy in patient recovery and physical rehabilitation. P. Oliveros have developed a musical improvisation interface using webcam
tracking for people with severe physical disabilities [20].
The paper noted positive effects such as “increased attention…independence and motivation” in patients using
the interface. Secondly, Instruments Sans Frontières aims
to create a novel medium for musical expression that en-

ables handicapped patients to perform and improvise with
the musicianship of an acoustic instrument.
6.2

Preliminary implementation

Playing an acoustic instrument is practically impossible if the patient does not have motor control over their
fingers. However, if the patient is still able to move their
elbows, a flex sensor could be used to leverage this range
of motion by controlling a parameter such as volume in a
software instrument. The Leap Motion will be especially
useful for patients who have some control over hand and
arm movement. For example, a patient who suffers from
cerebral palsy may be shaking constantly but can still
control the position of their arms. The Leap Motion’s
field of detection can be divided into zones. When the
patient moves their hand over a zone, a corresponding
sound is triggered. This implementation was experimented with a patient through the Yale School of Public
Health.
Preliminary testing showed the patient was able to
control when the notes in these “zones” were to be triggered. However, the patient voiced an important shortcoming the author overlooked. The patient’s remark was
“…I don’t get how waving my hands in thin air actually
makes a sound.” Unlike, acoustic instruments, where the
sound-producing gesture (plucking a string) is linked
with the sound-producing mechanism (the plucked string
vibrates), the use of motion tracking produces a discontinuity between these two elements. For first-time users
and non-musicians like the aforementioned patient, this
can be extremely confusing.
A degree of “tactile” contact with a surface will be incorporated in the future. Perhaps a resonating body could
be placed in the patient’s hand [21]. The resonating body
will vibrate in response to different hand motions over
the Leap Motion and also produce the synthesized sound
via transducers mounted on the surface.
We also realized that the majority of patients were unable to read musical notation. We implemented an interface similar to the game Dance Dance Revolution [22]
where arrows indicate which zone to trigger. We quickly
discovered that porting this interface to the Leap Motion
left the user very confused. Users were forced to keep
track of hand’s locations while focusing on the incoming
arrows. There was a clear disconnect between the of arrows, virtual zones in the software and the physical space
through which the patient interacts.

Figure 5e. Zone and arrow interface
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Designing for the Leap Motion is as much a problem
of interface design as it is a problem of technical implementation. Popular systems for general users like Guitar
Hero [23] feature hardware and software that provide a
novel interaction, not just an emulation of existing interfaces. Research on existing interface literature will be
incorporated in future iterations.
When combined with other mediums, the Leap Motion provides exciting ways to realize the goals of this
project. We hope to combine the Leap Motion with a
system of projections to make the mapping between user
and software more intuitive and imagine new ways of
interacting with sound.

7. CONCLUSION AND FUTURE WORK
The Leap Motion opens new and exciting possibilities in
motion-based control for musical expression. This paper
has demonstrated implementations that take advantage of
the device’s non-invasive nature and its many degrees of
freedom.
The author is particularly excited with the new capabilities offered by the recent beta Skeletal Tracking API for
the Leap Motion. The new API provides hand()1functions
that immediately distinguish left and right hands, solving
the problem addressed by the author’s custom Max patch
in section 3.1. The new API also separates tracking data
for various fingers, eliminating the need to sort them as
previously outlined. In addition, the new API features an
integrated model of a hand, so bent fingers are registered
as bent fingers and do not simply disappear from view.
The user can even turn their hand around and still bend
their fingers with tracking. This new feature will hopefully solve the unnatural exaggerations of finger movement
the author has employed to ensure detection. This will
greatly simplify the finger tracking interactions implemented in this paper.
The author is currently working on a Java progam that
integrates the new beta API and performs the implementations prototyped in this paper as a standalone application. For example, the 5-grain granular synthesizer that
was prototyped in Max/MSP can be developed into a
stand-alone application for live sampling, synthesis and
performance. The author aims to make this Java program
available to the general public in the near future when a
stable Leap Motion firmware is released.
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ABSTRACT
An immaterial digital keyboard is presented, aiming at testing possibilities to substitute physical with augmented piano keys during the performance. The main effort has been
made around the realization of an accurate meanwhile fast
detection of the hands movement. To achieve this goal we
have tested low-cost infrared as well as ultrasonic capture
devices, whose current pros and cons are presented in either cases. Multimodal feedback has been realized by filming the hands’ action with the rear camera of a consumer’s
tablet PC, and then projecting this action on its screen; furthermore this projection has been layered over the image of
a piano keyboard reacting to the hands’ action. Especially
in connection with a Leap Motion system in charge of doing the infrared-based detection, and other light hardware
for the sonic and vibrotactile rendering of the feedback,
the proposed prototype promises potential application as
an inexpensive mobile music interface transforming a normal table in an augmented reality scenario, where a pianist
can perform simple musical tasks by relying on reasonably
accurate and realistic feedback even in absence of a hardware keyboard.
1. INTRODUCTION
Recent virtual musical instrument interfaces try to make
use of multiple sensory channels to add consistency to the
performing experience over a simulated instrument. Indeed, guaranteeing the perceptual unity of the musical feedback is not obvious once multimodality is targeted: specifically, the temporal window in which the visual, auditory
and somatosensory cues are allowed to stay in order to provide perceptual coherency of a single event is tightly constrained. Experimental studies of applied perception exist
which have concluded, for instance, that a temporal window of 100 ms can report multimodal feedback about a
single event if the respective cues are presented in the following order: tactile, auditory, visual [1, 2, 3, 4].
On the other hand, not all the input and output devices
that can be found in the market are ready to meet the needed
Copyright: c 2014 Yuri De Pra et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
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temporal constraints, irrespectively of their cost as well as
detection or actuation accuracy. In the case of portable
keyboards, reasonably accurate piano reproductions capturing the gestures of the fingers with sufficiently low latency still need to resort to hardware peripherals based on
dedicated USB-MIDI protocols. In this sense, all the recent efforts made so far to get rid of the physical interface
have resulted in mobile prototypes that yet do not reach
the goal of providing sufficiently realistic rendering of an
immaterial keyboard.
In spite of such difficulties, which currently limit the diffusion of realistic piano simulators based on light mobile
hardware devices such as tablet PC’s and smartphones, quite
promising works have been proposed pioneering the disappearance of the piano as a solid-body instrument, such as
Mike Heavers’ Air Piano, capturing on-air hand gestures
through fast camera tracking [5]. In parallel, significant
research has been conducted supporting the software design leading to these works [6, 7], and their applicability to
educational contexts [8, 9].
In this scenario, augmented reality provides an ideal conceptual framework since the designer can choose to reproduce images, vibrations and sounds by superimposing synthetic information over existing physical components, best
if they are found among objects and furniture that are already present in one’s everyday setting: for instance, we
can think of drawing piano keys over a table and then play
them through an Android smartphone like in (Augmented)
Piano by Amit Ishai & Moshe Liran Gannon 1 , meanwhile
attaching vibrotactile exciters that make the own table vibrate and thus emit sounds; alternatively we can visualize interactive portions of a piano keyboard over a mobile touch screen, allowing a performer to press keys so
to generate corresponding notes: this paradigm has led to
more than 250 virtual piano realizations, including Piano
3D (mobileagency.com.au), Real Piano 3D (imudra tech.),
Play Piano (android technologies), Learn Piano, My Piano
and Grand Piano, to cite some.
Touch screens have excellent spatial resolution, furthermore they can transmit vibrations to the fingers in response
to a touch event. On the other hand finger contact detection is affected by initial latency, which increases along the
hardware/software path until becoming perceivable at the
visual, auditory and vibratory actuation; moreover, touch

permits unrestricted use, distribution, and reproduction in any medium, provided
1

the original author and source are credited.
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screens are not sensitive to variable force. In an effort to
overcome the variable force detection problem we moved
the input interface elsewhere: more precisely, below the
screen.
The prototyped concept is depicted in Figure 1: it consists

In this paper we report results of our design and realization activity, aiming at achieving coherency of the multimodal feedback from the interface of Figure 1 and, ultimately, an overall feeling of natural interaction with the
system. This activity so far has focused on the detection
part of the system: once integrated with a powerful sound
synthesis engine it has potential to lead to a portable, low
cost augmented keyboard of reasonable quality supporting
the activity of composers, early students and practitioners
once having their mobile device at hand.
2. HANDS’ ACTIVITY DETECTION

Figure 1. On-screen projection of the augmented piano
keyboard in action.

Web cameras aboard current mobile devices perform accurate meanwhile too slow visual captures, especially if
the auto-focus function is implemented by the camera and
cannot be disabled. As explained in the introduction, the
latency of the video may be tolerable for the pianist but
certainly prevents from using these captured data for triggering the sonic and vibrational feedback [10]. Hence, alternative detection strategies must be investigated.
2.1 Infrared detection system

of a tablet showing the performer’s hands on the screen,
and furthermore augmenting the playing scenario by an
image of a piano keyboard actuated by their action, appearing on the same screen. Moving images of the hands
are captured using the web camera behind the tablet; in
parallel, the piano keyboard is superimposed as a semitransparent image layer. Sound, as we will see later, is generated depending on the moving speed of the fingers. Currently we are using a Google Nexus 10: a ten-inch tablet
operated by Android 4.4.
The research work on this concept does not aim at challenging the sensations coming from playing a real piano.
Rather, it is centered around the search for a reasonably
acceptable, well-balanced multimodal experience for the
performer. In fact, the absence of a real keyboard does not
prevent from prompt somatosensory feedback as the performer taps, for instance, on a rigid table; however, the precise but inherently poor haptic experience needs to be supported, and possibly improved by precisely space-aligned,
accurately synchronized and musically realistic synthetic
cues.
To date the sound synthesis problem has largely been
solved, as the generation of convincing real-time sounds is
made possible by the existence of fast and accurate samplebased or physically-informed sound models. Among the
various sonic reproduction techniques, these sounds can
be radiated via proper vibrotactile exciters located directly
where the performer taps (e.g., the table): this solution provides an auditory impression similar to staying in front of
the piano soundboard.
Concerning the display, relatively small delays affecting
the visual flow from the screen become tolerable once the
sequence tactile–auditory–visual is respected. In our system, however, subjective experiments should be made to
quantify the perceptual unity of the resulting multimodal
feedback [4].
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Recent infra-red visual tracking systems, such as the Microsoft KinectTM and Leap MotionTM cameras, have gained
significant success as tools capable of detecting the moving speed of recognized objects. Concerning their specific
use for finger tracking, Silva et al. found that the performances of the Leap Motion system were not impressive as
expected, nor was the hand articulation detection algorithm
particularly robust [11]. This behavior was confirmed in
our study, as also reported in the last part of this paper.
The Leap Motion controller is specifically designed for
hand and finger tracking. It comes with native support to
SDK and several programming languages (Python, C++,
Java, etc.) and promises to identify hand and finger motions with sub-millimeter precision at high frame rate (up
to 300 fps), thus creating the conditions for the recognition
of a number of gestures.
We have developed a software interface on an Intel Core
i3 laptop PC that receives the data from the Leap Motion
driver, and then sends the spatial coordinates of the fingers
to an Android application running on the tablet. This application can also use such coordinates to visualize markers
that follow the fingers along their movement (see Figure
2).
Due to the characteristics of its recognition system, the
Leap Motion must stay in front of the palm or back of the
hands. For this reason, in our system configuration the performer taps over a transparent surface that is positioned
above the camera, which in its turn is oriented toward the
ceiling. Recognizing the vertical movement of the fingers, and hence their impact velocity against the keys, from
stereoscopic cues of depth is not particularly efficient.
We made use of the gesture “key pressed” provided by the
SDK; then, by reading the finger velocities directly from
the native API, we sent MIDI data of ‘note on’ along with
corresponding velocities to Android. Unfortunately, the
captured number of false positive and false negative hits
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Figure 2. Detection using Leap Motion, with marked fingers.

using this procedure was annoying, as well as the latency
exceedingly high.
2.2 Ultrasound detection system
An alternative, less researched detection technique involves
the use of ultrasound [12] and laser [13] devices, containing both the ray emitter and the receiver. Ray reflections
are captured and then used to estimate the position and motion of a reflecting body—in this case the finger. To our
knowledge no studies have been conducted so far, investigating on the applications of ultrasonic and laser beams for
realizing piano keyboard interfaces.
We set up another system consisting of a narrow matrix
of eight HC-SR04 ultrasound sensors (see Figure 3). These
sensors perform best and at highest rate (i.e. 200 fps) if
tuned to detect objects between 20 and 30 millimeters: for
these distances in fact the sound emission-reflection mechanism, based on pulse-width modulation (PWM), runs optimally.

library called newPing 2 .
The detection procedure considers three finger-key distance thresholds, based on the positional information that
is transmitted by each sensor at highest rate. The procedure uses the timestamp that labels every frame, to estimate the moving speed of the fingers in correspondence of
such thresholds. Besides the small required computational
effort, this procedure in particular allows for the prediction
of the final velocity of the finger occurring in correspondence of the key stop position: if carefully tuned, as we
want to do in a future work, a prediction strategy can compensate, all or in part, the latency that is caused by the
various components of the system.
The serial communication between the Arduino and the
Android application residing on the tablet was made via Internet UDP (see Figure 4); this communication adds small
meanwhile unpredictable latency. We are currently overcoming this issue by substituting UDP with wired serial
communication, via micro-USB, between the new Arduino
ADK board and the tablet; the wired connection in fact ensures low and constant communication time.

Figure 4. Augmented reality system schema with ultrasonic hit detection.

3. FEEDBACK
As previously said, the hand was visualized on the screen.
Since we used the camera behind the laptop to capture this
image, the visualization was affected by some latency. The
result is nevertheless pleasing, as far as the image augmentation presents a piano keyboard that responds to the action
of the pianist consistently. Alternatively, the touch screen
can be substituted by unfolding a carpet, or even drawing
a piano keyboard on the table: all such options should be
tested by rigorous user experiments.
Audio is not a problem at this stage of the research: suffice to import a reasonably good digital piano sound bank
in the system. Conversely, the haptic modality to date is
rather unexplored, and much research has to be done to
render 3D somatosensory cues representative of the keyboard: below, we report the experiences we made concerning this issue.

Figure 3. Ultrasound matrix, for eight keys.

3.1 Tactile Feedback
The matrix was driven by an Arduino board. More in detail, the Arduino pings each sensor by regularly sending
a trigger signal through the corresponding pin, then waits
for the response from the sensors; the response times are
proportional to the distance of the objects from the corresponding sensors. These actions are realized by a standard
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Reproducing, at least partially, the consistency of a piano
key by virtual means is a hard task. Technologies based on
ultrasounds [14, 15], air vortex generation [16], magnetic
repulsion [17] have been developed to reproduce sense of
2

http://playground.arduino.cc/Code/NewPing
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materiality of interactive virtual objects, with encouraging
results. We have drawn from these technologies in an effort to generate virtual somatosensory cues of piano keys,
while keeping an eye open on the applicability of the resulting system to mobile contexts.
In the case of visual capture, currently an ultrasoundtransparent surface is needed where the fingers can tap.
Such a solution has been proposed, for instance, in Cristal
Piano [11].
In the case of ultrasound detection, we could add an elastic mesh about 33 mm above the receivers (see Figure 3),
without introducing interferences in the reflected ultrasounds.
This solution creates an interesting somatosensory effect of
increasing feedback force with dipping of the finger inside
the net.
In alternative, we asked pianists to wear gloves mounting small magnets at the fingertips (see Figure 5); then,

Property
Detected
Points
Hardware requirements
fps
False positive
False negative
Latency
Tactile feedback
Subjects’ tolerance
Full Android
integration

Leap Motion
continuous detection
Android via laptop
30∼300
too many
few
acceptable
discrete-space
(surface tapping)
low (gloves)

Ultrasounds
one sensor per
key
Android via Arduino
200
few
none
excellent
continuous (dipping on mesh)
good (mesh)

not yet

through Arduino
ADK

Table 1. Comparison between Leap Motion and ultrasonic
matrix detection.

Figure 5. Magnetic glove.
we covered a section of the table with a surface exposing
an opposed magnetic field. The force feedback resulting
from the consequent magnetic repulsion presents surprisingly realistic aspects; unfortunately, pianists reported discomfort when tapping over the table or on the touch-screen
meanwhile wearing these gloves.
Finally, early attempts to concentrate the beam of five
high-energy ultrasonic emitters at a point located few centimeters over the table, where the pianist taps, have led to
no interesting results so far.
4. DISCUSSION
A qualitative comparison between the two tracking systems is summarized in Table 1. Although not presenting
precise figures, which would have required the use of oscilloscope, synchronized camera tracking and the like, it
can give an idea of existing differences in performances
and computational costs. The Leap Motion controller provides an almost continuous and spatially precise detection.
On the other hand, the ultrasonic matrix needs one sensor
per key.
At the moment, the hand recognition algorithm coming
along with the Leap Motion is not yet suitable for tracking vertical movements of the fingers: too often it happens
that fingers are not recognized by the system, especially
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after rapid actions. Hand distances from the camera which
are lower than 7 centimeters are not detected, preventing
from building a slim prototype. Furthermore, the detection suffers from solar light. Finally, the current drivers of
the Leap Motion require lots of CPU time to identify the
hands. For our purpose it would probably be much more
efficient to track the pianist’s fingers from the frontal position. If such drivers will feature this functionality, or at
least will put raw image data available to the software environment, then the Leap Motion may become a challenging
competitor in the field of music performance tracking.
The experiences using the ultrasonic detection revealed
more robustness and predictable behavior. In fact, the data
coming from the Arduino allowed for designing a fast and
simple yet accurate distance estimation algorithm. The ultrasonic devices also offered the interesting possibility to
add an elastic mesh in between the hands and the devices
themselves. Conversely it is not possible to put reflective
surfaces above them, as they would be mistakenly detected
as additional bodies on top of the hands. Relief from this
side-effect comes by slightly tilting the tablet while mounting it on the stand. Last, but not least, the ultrasoundbased approach inevitably points to a more encumbering,
not necessarily portable user interface: in this sense, our
experience with this approach aimed at understanding the
usability of the ultrasonic devices in the musical interface
context rather than promising a commercially viable design strategy.
Informal use of the prototype suggests that both systems,
in front of the execution of a note, generate haptic, auditory and visual cues that elicit sensation of a single event.
Sometimes during this use we encountered random latencies that almost certainly depend on the wireless transmission via UDP; this issue will be soon solved by switching
to USB communication between the detection device and
the tablet PC.
Both the infrared- and ultrasound-based settings are quite
cheap: currently, the cost of both prototypes in terms of
hardware amounts to about one hundred Euros.
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5. CONCLUSIONS
A mobile augmented reality test environment has been realized, and two detection systems have been compared to
realize an immaterial piano keyboard interface. Preliminary tests show that immaterial keyboards have chance to
be realized furthermore working in real time, yet several
issues remain to be solved. The hardest issue is the generation of realistic haptic feedback. Future work will concern
the customization at low-level of the Leap Motion detection algorithm, possibly making use of infrared markers for
the pianist’s fingertips once frontal positioning of the camera is made possible. Moreover, we will further research
materials and techniques improving our current solutions
for the presentation of haptic feedback.
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ABSTRACT
Motion-capture is a popular tool used in musically expressive performance systems. Several motion-tracking
systems have been used in laptop orchestras, alongside
acoustic instruments, and for other musically related purposes such as score following. Some examples of such
systems include camera tracking, Kinect for Xbox, and
computer vision algorithms. However, these systems lack
the ability to track at high resolutions and primarily track
larger body motions. The Leap Motion, released in 2013,
allows for high resolution tracking of very fine and specific finger and hand gestures, thus presenting an alternative option for composers, performers, and programmers
seeking tracking of finer, more specialized movements.
Current third party externals for the device are noncustomizable; MRLeap is an external, programmed by
one of the authors of this paper, that allows for diverse
and customizable interfacing between the Leap Motion
and Max/MSP, enabling a user of the software to select
and apply data streams to any musical, visual, or other
parameters. This customization, coupled with the specific
type of motion-tracking capabilities of the Leap, make
the object an ideal environment for designers of gestural
controllers or performance systems.

1. INTRODUCTION
Motion-capture devices are frequently used as interfaces
for musical expression; the emotive gestures that one
makes to interact with motion-capture systems make
them effective in this role [1, 2, 3, 4]. Laptop Orchestras
have created and implemented musical interfaces for
Xbox Kinect, Computer Vision, and many other motiontracking devices. Prior to developing the discussed object
for Leap Motion [5], the authors had experience both
designing and creatively implementing a system intended
for score following [6, 7, 8, 9]. This tracking used a
Playstation Camera and blobtracking algorithms to determine the location of a player’s hands in a determined
space. Such tracking is limited to larger movements and
in the type of data that can be obtained since smaller and
subtler gestures cannot be adequately captured. A large
gap in motion-capture devices released prior to the Leap
Motion is in the ability to track fine motor gestures, like
those a pianist would make during performance. The
Leap, which is designed to function as a touchless mouse,
provides a bridge in this technology gap and allows for

hands-free motion-capture performance with high resolution and fine motor tracking. MRLeap, an external for
interfacing the Leap Motion USB peripheral device with
Max/MSP [10], provides a simple and customizable option, enabling programmers, composers, and performers
to design their own instruments and performance systems
that make use of the Leap Motion controller. The portability of the Leap Motion, and the fact that as a commercial device it has a lot of technical support, make this
device a desirable option for widespread gestural control
implementations.

2. THE LEAP MOTION
2.1 Leap Motion Development Objectives
The Leap Motion was designed by Leap Motion, Inc.
and released in 2013. Leap Motion is a USB peripheral
designed to create an invisible air space surrounding a
computer screen that can be interacted with; it is essentially a touchless mouse. However, it is not designed to
replace a mouse and keyboard and is intended to function
alongside devices currently in use by a computer. The
developers of the Leap claim that the device “senses how
you naturally move your hands.” There are already several applications designed to work with the Leap Motion's
in-house designed software, AirSpace [11]; a small selection of which do allow a user to interface with the Leap
as a musical instrument. Clearly there is a demand for the
use of the Leap as a musically expressive device. This
potential displayed by the Leap Motion for such a purpose has led to the creation of the Max/MSP external
discussed
at
length
in
this
paper.

Interaction Area

2 feet above the controller, by 2 feet wide on each side
(150° angle), by 2 feet deep on each side (120° angle)

Figure 1. Leap Motion field of view
Copyright: © 2014 M. Ritter et al. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.
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2.2 Leap Motion as Musical Interface
The MRLeap object, which allows the Leap to interface
with Max/MSP, is designed for users to extract generated
data for musical or otherwise creative purposes. The fine
motor control that the Leap is capable of tracking allows
for a type of gestural control not present in motiontracking systems that target larger movements, such as
the Xbox Kinect or computer-vision. Therefore, the external can lead to the creation of new interfaces for musical expression that are gesturally controlled, but quite
different from large-movement dependent gestural controllers. Several data parameters are available (these are
discussed in detail later in the paper) and the user is presented with a graphical display that provides information
regarding which data streams are arising from which
movements. The Leap tracks many different types of
movements, so the diversity of data types is quite extensive. This diversity indicates that as a musically expressive device, the Leap is quite versatile and can be used
artistically in several different ways, depending on the
data output a given user is accessing.

aware of its parent ID and thus the user can easily compare validity between frames.

Figure 3. Example of data customization options
3.1 Frame Object

Figure 2. MRleap external in Max/MSP

2.3 Customizability
The Leap is an extremely new peripheral device; however, there are a number of third party externals already
available[12]. The primary advantage this external, custom-made for interfacing with Max/MSP, has over these
already-existing third party options is the ability to precisely enable or disable data acquisition. This is extremely useful to performers and composers as it allows them
to choose which data streams to apply to audio, visual, or
control parameters and avoid unwanted CPU usage by
disabling unwanted functionality. Figure 3 shows a sample of the over 67 different customizable data options
currently available. The choices are persistable and the
object will retain them across sessions. The external is
based on the LeapMotion SDK version 1.0.9, and aims to
expose as many of the public functions as possible and is
available for both OSX and Windows platforms.

3. MRLEAP DATA CAPTURE
Similar to the concept of a frame in video applications,
the MRleap deals with the concept of analysis frames
where subsequent and more detailed tracking information
is embedded into the frame data structure. This top down
architecture, as shown in Figure 4, allows for strong associative linking between tracked objects and their validity throughout their respective life cycles. Each element is

All tracking data is contained in a frame object, which
includes basic frame information, motion data about the
frame itself, hand data, and pointable data. Frame data
includes the current frame ID, number of hands currently
recognized in the frame, timing information, and fps.
Motion data is calculated between the current frame and a
specified earlier frame (default 1 frame in the past) and
includes information about frame translation, rotation,
and scale.

Frame
Hand  1

Hand  2

Pointables  
Fingers

Tools

Hand  n

Pointables  
Fingers

Tools

Pointables  
Fingers

Tools

Figure 4. Frame architecture

3.2 Hand Object
The hand object is part of the frame object and contains
information about palm position, palm velocity, palm
rotation, scale, translation, hand sphere (a sphere fit to the
curvature of the hand), as well as information about pitch,
yaw, and roll. As in the frame object, the hand object
provides information about the current hand ID, frame ID
the hand is found in, time since a hand has been recognized (in ms), and how many pointables are attached to
the hand object.
3.3 Pointable Objets
Pointable objects are attached to a hand object. Pointables
are defined as either a finger or a tool object. If a valid
hand is found, the external will check for pointables and
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assign them as either a finger object or tool object. A tool
is described as a pointable object that is longer, straighter,
and thinner than a finger. The tracking data available for
pointables are identical for finger and tool objects.
Pointable direction, tip position, tip velocity, pointable
dimensions (width, height), and touch zone are available.
Like the hand and frame objects, pointables are also
aware of themselves and their parent structures and provide their ID, hand ID, frame ID, and time they have been
visible (in ms).
Tool objects might be useful to track the movements of a
conductor, or the instrument bodies, such as clarinet or
oboe players. To facilitate easier tracking and increase the
chances of reliable following, a pencil or straw might
have to be attached to the instrument to make it “thin”
enough for tracking.
3.4 Gesture Data
Alternatively to getting raw data about the state of a current object, basic gestures are also reported by the external. The following gesture types are currently available:
• Circle: reports circle center, state (valid, starting,
in progress, completed), turns, direction; as well
as gesture ID, associated pointable ID, hand ID,
and frame ID;
• Key tap and Screen tap: reports tap position and
tap direction; same ID information as seen
above;
• Swipe: report swipe position (state, start position, and current position) and swipe direction
(speed, position); same ID information as seen
above;

4. CREATIVE APPLICATIONS
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4.2 Works Composed for MRLeap - Piano Suite
The first work to implement MRLeap for Leap Motion
successfully in a live performance setting was Hyperkinesis by Alyssa Aska [13], premiered on February 28, 2014.
The piece is written for piano and Leap Motion, and uses
tracking of the hands only. The hardware was a success
in rehearsal and performance and received favourable
response from the performer. The use of the Leap in performance was intuitive for the performer. The only issues
encountered occurred prior to performance, including
Max/MSP program crashes. However, these crashes appeared to be due to CPU usage; this result highlights why
the MRLeap’s ability to choose which data to track is
such an important feature. Users with less powerful computers may otherwise be unable to interface with the
Leap, as tracking all of the information draws considerable processing power. The work performed is part of a
larger piano suite, containing five movements, each corresponding to one of the gestures of the Leap Motion.
Aska's piano suite is designed to research gestural controller interactions with live instruments in performance,
and test the viability of both the Leap motion and the
MRLeap external. Successful performance reports to date
indicate that the Leap works well when paired with piano
in performance so long as computer usage is carefully
considered. Additionally, performing with the Leap and a
live musical instrument presents logistical issues of Leap
placement onstage. For the sake of these works a custom
1
stand is being constructed which allows the Leap to be
placed below but near C4 on a keyboard. Future performances of these works for piano and Leap motion are
already& programmed throughout the year, with the second
performance
occurring
April
23rd,
2014. ?
13''

10''

& (X)
Slowly move hand from middle of keyboard to high note in

4.1 Performance Capabilities
The Leap Motion is versatile and can be used as a gestural controller. The Leap not only tracks hands but any other objects that have reflective surfaces, allowing users of
the objects quite a bit of freedom and customization when
designing their own implementation of this device. The
high-resolution tracking and relatively small area of
tracking makes the Leap suitable for small and detailed
performative gestures. The Leap cannot track at extreme
distances from its origin; this attribute should be considered not as a limitation but as a performance tool and
indication of which type of gestures and motions the
Leap Motion tracks most effectively. Additionally, as
many of the current motion-tracking technology available
has a lower resolution and is designed to track a larger
area (such as the Kinect), this makes the Leap a desirable
alternative controller for anyone seeking to program an
instrument that implements very fine, detailed performance motion. The Leap is also extremely portable and
relatively inexpensive which makes the device desirable
as a controller in performance and potentially obtainable
by performance groups wishing to perform composers’
works.

( X ) Keep right hand here
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Move left hand from middle of keyboard to low note;
Also appear surprised by resultant sound.
Do not strike either note.

preparation of playing. Lift hand as if about to strike note.
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4.3 Dramaturgy

#ww

XXJ

So&far live performance54 settings44 using the Leap have been
limited to Leap and piano "duets"; this is due mostly to
time
constraints as the54 software44 was only completed and
?
distributed in January 2014. However, as a gestural controller that involves motion, the dramaturgy and ensemble
dynamic capabilities of the device must be considered.
Visually, the Leap can be placed during performance in
an area that allows it to be seen by the audience, or an
area where it is hidden (thus making it appear as if the
performer is only interacting with air). Placement is not
difficult as the Leap is a USB device and therefore not
14
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limited by distance, but whether the audience is able to
see the device will have an impact on its role in performance. The Piano Suite uses the Leap Motion in a primarily hidden placement; this provides the audience with
an element of surprise and a lack of association of
movement with physical object. However, in a setting
such as a Laptop Orchestra performance, it may be important that the Leap is visually apparent from the beginning so that emphasis is placed on the performers interaction with the electronic device. Additionally, as the interaction with the Leap is indeed a mediatized interaction,
any user of MRLeap that intends to design an interface
for musical expression must be conscious of data mapping decisions and their musical effectiveness.

5. FUTURE DEVELOPMENTS
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[3] C. Kiefer, N. Collins, and G. Fitzpatrick, “Phalanger:
Controlling Music Software With Hand Movement Using
A Computer Vision and Machine Learning Approach,”
New Interfaces for Musical Expression, Pittsburgh, PA,
2009.
[4] F. Bevilacqua, B. Zamborlin, A. Sypniewski, N.
Schnell, F. Guédy, and N. Rasamimanana, “Continuous
realtime gesture following and recognition”, accepted in
Lecture Notes in Computer Science (LNCS), Gesture in
Embodied Communication and Human- Computer Interaction, Springer Verlag, 2009.
[5] Leap Motion Controller Website.
< https://www.leapmotion.com> April 15, 2014.

Future improvements on the MRleap external are planned
in the areas of rigid hand modeling to keep track of
“dead” pointables. This would allow estimating the current pointable position even if the tracking algorithms
have lost the object. Customizable gestures as well as
user-defined gestures are being explored for future updates as well. Additionally, the authors hope that a future
update to the SDK will allow for chaining multiple Leap
Motion controllers. This idea arose due to the tracking
field of the Leap Motion; in order to track the entire
length of a piano multiple Leap Motion devices would be
required. Future compositional and creative uses planned
include a work for Accordion and Leap Motion to be
premiered in Italy in July 2014.

[7] D. Litke and K. Hamel, “A Score-based Interface for
Interactive Computer Music,” Proceedings of the International Computer Music Conference, Copenhagen,
Denmark, August 2007.

6. CONCLUSIONS

[9] N. Orio, S. Lemouton, D. Schwarz and N. Schnell,
“Score-following: State of the Art and New Developments,” Proceedings of New Interfaces for Musical Expression, Montreal, Canada, 2003.

The Leap Motion is an extremely new, very effective
expressive device aimed at capturing small and detailed
performance motions. MRLeap, designed by Martin Ritter in 2014, provides a solution to facilitating instrument
design and interface with the Leap Motion by users wishing maximum customization and control. The external
allows users to access all of the parameters tracked by the
Leap Motion, and isolate specified parameters for performance and/or instrument design. The device has proven successful in concert performances to date, and due to
the customizability, MRLeap has the potential for being a
widespread tool that any person seeking to design an interface for musical expression may benefit from.
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ABSTRACT

Electronics

While a large number of mechatronic and robotic musical instruments feature actuated drum strikers, the majority of these percussion instruments are mechanically and
electronically quite simple. This article presents Nudge, a
new mechatronic drum beater with more degrees of freedom than is typical of most robotic percussion instruments.
Nudge can rotate to a variety of positions above one or
more percussive objects with the use of a closed-loop servomotor. Additionally, the height from which the drumstick hits the drum can be adjusted on the fly. Though designed to be inexpensive and easy to build, Nudge is intended to afford composers, installation artists, and other
users more compositional flexibility than with many previous mechatronic drum systems. A systems overview, evaluation, and discussion of usage applications are presented
along with a short history of related work in robotic percussion systems.
1. INTRODUCTION
Musical robotic percussion instruments can gain expressivity with the assistance of increased degrees of freedom.
By increasing the mechatronic complexity of robotic percussion instruments, increased dynamic and timbral range
can be achieved. It is an objective of this paper to introduce
and evaluate such a system.
While other workers have engaged in much research involving the application and implications of robotic percussion systems, there exists a need in the literature for a
detailed overview of possible approaches to the designing
and building of such systems. It is an aim of this paper to
describe techniques that may prove useful to future roboticists aiming to create robotic percussion systems capable
of greater expressivity than is typical for the majority of
contemporary works.
To fulfill the aforementioned goals, this paper introduces
Nudge, a robotic percussion mechanism capable of rotating its drumstick and varying the drumstick’s at-rest height.
Nudge (a drawing of which is shown in Figure 1) is designed to be compatible with the communications schemes
Copyright: c 2014 Jim Murphy et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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Turntable Servomotor
Stick Height Servo

Drumstick

Rotary Solenoid
Turntable Axle

Stick Height Stop

Figure 1. A drawing of Nudge, showing its turntablemounted solenoid drum beater and adjustable drumstick
height servo.

of the authors’ previously-built instruments, and makes use
of low-cost components to afford cost-effective larger-scale
production. Nudge serves as a testbed for enhanced expressivity robotic percussion systems: as a prototypical
system, it is expected that the techniques descrived herein
can be further applied to future devices.
This paper begins with an overview of current mechatronic percussion systems, highlighting the need for a new
paradigm of increased expressivity in robotic percussion
mechanisms. A systems overview of Nudge is presented,
followed by a performance evaluation and a discussion of
the means by which performers and musicians may interface with Nudge.

2. RELATED WORK
The majority of mechatronic musical instruments are percussion actuators, designed to strike membranophones or
ideophones. Due to the relatively large number of percussion actuators, this section will present an abbreviated history of those works deemed most influential in the design,
construction, and use of Nudge. Following an overview of
the works of other researchers and artists, this section will
discuss the authors’ own prior works, comparing them to
Nudge and describing the means by which their deficiencies catalyzed the creation of the new actuator.
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2.1 Mechatronic Percussion
As the most widely-built variety of musical robots, many
advances in robotic musicianship, robotic ethnomusicology, and musical robotic ensembles largely or exclusively
feature percussion instruments. The abundance of robotic
percussion instruments is likely due to their potential for
simplicity in design and use: unlike chordophones or aerophones, percussive instruments can be built with few moving parts, allowing for workers to focus on compositional
rather than engineering goals.
This subsection focuses on three key contemporary applications in which robotic percussion instruments are used:
ensembles of robotic instruments, robotics as ethnomusicological tools, and percussion robots as a means of furthering robotic musicianship. Common traits across each
of these subdisciplines are examined, and a chronology of
each is presented.

2.1.1 Robotic Percussion Ensembles
Robotic percussion isntruments have long played a key
role in many historical and contemporary examples of musical robotic ensembles. Pioneers Trimpin and GodfriedWillem Raes, discussed more extensively in [1] and [2], include percussion instruments in many of their sound sculptures and compositions. The Logos Foundation, for example, features a very large number of automatic drumming instruments in their Man and Machine robot orchestra. Trimpin’s sculptural ensembles, of which many can
be seen in [3] and [4], often utilize mechatronic drumming apparatus: his works JackBox and Laptop Percussion
(detailed in [3]), for example, use solenoid-actuated drum
beaters.
Many recent musical robotic ensembles consist either partially or completely of percussion instruments. As of 2004,
Eric Singer’s League of Musical Urban Robotics (LEMUR)
consisted largely of percussion instruments [5]. According to Singer et al., these instruments “provide composers
with an immediacy of feedback, similar to composing on
synthesizers. However, as opposed to synthesizers, physical instruments resonate, project and interact with sound
spaces in richer, more complex ways. Clearly, they have a
more commanding physical presence as well” [5].
Many robotic ensembles formed after Singer’s LEMUR
also make use of percussion instruments. Ensemble Robot 1 ,
a performance troup founded by Christine Southworth and
Leila Hanson whose first performance was in 2005, extensively use solenoid-based percussion systems. Brightonbased artist Sarah Anglish performs with an array of bellplaying and anthropomorphic robots 2 . Both Felix Thorn,
creator of Felix’s Machines 3 , and Roger Aixut and associates, founders of the Cabo San Roque experimental
instrument collective, use solenoid-based mechatronic instruments in their sculptures and performance devices. A
number of these ensembles are further described in [6].
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Figure 2. Gamelatron (left) and MahaDeviBot (right).
2.1.2 Musical Robotic Ethnomusicology
A second recent musical robotic subdiscipline which has
made extensive use of percussion instruments is the burgeoning field of robotic ethnomusicology. A primary goal
of robotic ethnomusicologists is the preservation of performance practice in non-western music with the aid of
musical robots. Co-author Ajay Kapur, for example, uses
percussion tools as pedagogical devices in North Indian
classical music [7]. His MahaDeviBot, shown in Figure 2,
consists of an array of Indian percussion instruments, each
struck with solenoid drum beaters.
Robotic ethnomusicology has been applied to Balinese
gamelan ensembles by two roboticists operating independently of one another. Tyler Yamin developed the Robotic
Reyong, described in [8], as a means of allowing small
gamelan ensembles to use a physical Reyong in place of
the oft-used Reyong recordings. A second extensive robotic
gamelan has been developed by Aaron Taylor Kuffner in
association with Eric Singer’s LEMUR 4 . Kuffner’s Gamelatron (shown in Figure 2) consists of a wide array of Balinese percussion instruments, each solenoid-actuated. One
of Kuffner’s primary goals in creating the Gamelatron was
“to develop ingenious methods to preserve and revive extraordinary gamelan traditions rarely heard or passed on to
the new generation.”
Other notable robotic ethnomusicologists include Patrick
Flanagan and Jason Long. Flanagan, in his Jazari project,
uses a large number of mechatronic African percussion
instruments 5 . While much of its musical output models
contemporary dance music, Jazari has been used to play
rhythmically-intricate African works. Jason Long has in
2012 and 2013 built a variety of instruments designed to
play mechatronically-augmented traditional Japanese music.
2.1.3 Robotic Percussion as a Research Tool
Rather than create ensembles of percussion instruments
or explore non-Western music from an automated-music
perspective, some workers use robotic drumming systems
as research tools to further what roboticist Gil Weinberg
calls robotic musicianship [9]. While both Trimpin and
Godfried-Willem Raes have long explored novel means of
extending robotic percussion technique, Weinberg has in
1

http://www.ensemblerobot.com/
http://www.sarahangliss.com/
3 http://www.felixsmachines.com/
4 http://www.gamelatron.com/
5 http://jazarimusic.com/
2
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recent years contributed much to the field, applying machine listening systems to allow for deep levels of humanrobot interaction. His 2006 work (coauthored with Scott
Driscoll) “Toward Robotic Musicianship” [9] introduces a
drumming system with added degrees of freedom. Weinberg’s algorithms take advantage of his robots’ added degrees of freedom, allowing them to extend their expressive
range. Such systems are a direct inspiration to Nudge, the
work presented in this paper.
Other workers who turn to novel approaches to explore
robotic musicianship are the creators of the “Expressive
Machines” ensemble 6 , who have developed a snare drum
fitted with a large number of beaters, allowing for composers to selectively strike various regions of the drum head.
More recently Jun Kato [10] and Alyssa Batula, et al. [11]
have explored using novel softward techniques and control
systems to allow for simpler and more reliable percussion
systems.
2.2 KarmetiK Drum Beaters

Figure 3. Linear motion beaters are built around a linear
solenoid actuator. This actuator can be configured to either
directly affect the drum of affect the drum through a mechanical linkage. The “Kapur Finger” beater [12], shown
in Figure 3, is an example of such direct actuation: upon
receipt of a DC voltage, the solenoid’s plunger is pulled
toward the solenoid’s barrel. The barrel is modified to allow an extension to extend below the barrel upon actuation;
when deactivated, the extension returns inside the solenoid.
Solenoid beaters such as the Kapur Finger are the simplest actuators used for drumming robots. They lack both
highly visible kinetic movement and the ability to interface with existing mallets and drumsticks. To address these
problems, many other beaters (such as the KalTron and
DarTron, shown in Figure 3 and described in [8]) use a
linear solenoid connected to a crank mechanism. As their
output motion is rotary (a drumstick is swung in an arc
against a drum), such beaters can be considered to be rotary
solenoid actuators. A second type of rotary solenoid actuator utilizes pre-configured rotary solenoids with attached
drumsticks. The TrimpTron beater, extensively used on
[13] and shown in Figure 3, is an example of such a mechanism.
Due to its simplicity, low parts-count, and potentially low
cost, the TrimpTron-style beater is used on Nudge: the rotary solenoid drumstick mechanism is attached to a rotary
turntable. Its at-rest height can be adjusted with a servoattached cam. The next section details the design and construction of Nudge.
3. NUDGE: DESIGN AND EVALUATION

Figure 3. KarmetiK drum effectors, clockwise from top
right: Kapur Finger, DarTron, TrimpTron, KalTron.
While the previous subsection focused largely upon systems built by other researchers and artists, this subsection
details the author’s (and author’s collaborators’) existing
mechatronic drum beaters. By understanding the advantages and disadvantages of these systems, informed decisions could be made during the design, construction, and
use of Nudge. A goal in Nudge’s design was to create
a simple, low parts-count, and inexpensive mechatronic
drum beater, allowing for many such beaters to be assembled and used: the evaluation and study of pre-existing
systems allowed for the integration of their features into
Nudge.
The drum beaters which contributed to the design and
construction of Nudge fall into two categories: linear and
rotary-motion beaters, a number of which are shown in
6

http://expressivemachines.com/
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Figure 4. Nudge.The turntable DC motor is at left.
Based upon the capabilities and shortcomings of the drum
beaters presented in the previous section, Nudge, a new
mechatronic drumming system, was designed and built.
Where the drumsticks of many of the previously mentioned
solenoid drum effectors are constrained about one degree
of freedom, Nudge adds an additional degree of freedom
perpendicular to the first, as well as the ability to adjust the
at-rest height of the drumstick. Such additional degrees of
freedom and articulation allow for musical gestures to be
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created that would be difficult or impossible with simpler
systems.
The remainder of this paper focuses on Nudge (pictured
in Figure 4). This section provides a systems overview
of the mechatron, followed by a description of the mechatronic design and accompanying software. After presenting the system, its performance is evaluated and described.
3.1 System Overview
3.1.1 Mechanics and Actuators
Nudge is a mechatronic drum beater system consisting of
a drumstick affixed to a rotary solenoid. The solenoid and
drumstick height stop are mounted on a turntable driven
by a DC servomotor. These actuator choices were motivated by three factors: actuator speed, ease of implementation, and price. The RC-style servo used to pivot the stick
height stop is an inexpensive actuator able to be mounted
directly to a chassis with little need for additional hardware. Similarly, the DC servomotor used to pivot Nudge’s
turntable required few additional components to couple it
to the turntable.

Figure 6. A block diagram of Nudge’s electronics.

Upon actuation, the solenoid rotates a stick against a percussive surface. The stick is attached to the solenoid’s shaft
with a 3D-printed ABS plastic clamp; as tested, the drumstick is a 30 cm hardwood dowel. To accommodate different drumstick sizes, different 3D printed clamps may be
created. When the solenoid is deactivated, the shaft returns
to a home angle with the aid of a spiral return spring.
On the drum beaters discussed in Section 2, the drumsticks rest at a fixed height above the drum head. This
at-rest height is greatly responsible for the actuator’s characteristics: one whose drumstick rests relatively close to
the drum head is capable of quiet playing and fast rolls.
Conversely, one whose drumstick rests relatively far from
the drum head is capable of more powerful strikes but slow
note repetition. The at-rest height of some beaters (such as
the KalTron and Kapur Finger) can be human-adjusted in
an offline manner, allowing for a mechatronic drum beater
to be reconfigured for different musical roles. This adjustability inspired Nudge’s online drumstick height stop,
which can adjust the drumstick’s at-rest height in an onthe-fly manner during performances.

Figure 5. Nudge’s drumstick’s at-rest height being varied
by the servo-mounted cam.
A rotary solenoid actuator is used on Nudge based both
the above criteria and the authors’ experience with the actuators listed above, in Section 2.2; a solenoid was chosen over a DC motor due to the solenoid’s potential low
cost, low actuation noise, and very simple driver electronics. The solenoid beater assembly on Nudge is similar to
a TrimpTron drum beater; the TrimpTron-style configuration is used because of its low parts-count and simplicity:
compared to many of the more mechanically-complicated
solenoid drum beaters, the TrimpTron is quite minimalistic
while remaining a good performer. This simplicity results
in a low-cost actuator which is easy to assemble. A more
detailed evaluation of the TrimpTron’s performance can be
found in [13].
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Nudge’s drumstick height stop is a cam mounted to the
shaft of an RC-style servo. By changing its angle, the
drumstick’s at-rest position can be adjusted. Figure 5 shows
a sequence of images of the drumstick’s at-rest height varied according to the cam’s angle.
To allow the solenoid, drumstick, and drumstick height
stop assemblies to strike in more than one place, they are
mounted on a turntable. The turntable is attached via a
geartrain to a DC motor. Attached to the motor’s shaft is
a Hall Effect rotary encoder, allowing for closed-loop control over the turntable’s angular displacement to be implemented.
A CAD/CAM workflow was used in the design and construction of Nudge. Nudge was prototyped in the SolidWorks CAD environment and many of its components were
laser cut or printed using additive manufacturing techniques.
A CAD/CAM workflow was chosen to allow for rapid design iterations and to simplify the construction of multiple
units for larger-scale performance and installation use.
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3.1.2 Electronics, Software, and Actuator Control
Nudge’s electronics consist of a communications subsystem and an actuator control subsystem. These are implemented using an Arduino Uno microcontroller and accompanying actuator driver integrated circuits. Figure 6 is a
block diagram of Nudge’s electronics.
MIDI Message
NoteOn
NoteOFf
PitchBend
CC 7 (Volume)

Action
Rotary solenoid on
Rotary solenoid off
Rotate turntable
Rotate height stop

Output Range
0-255
NA
0-800
0-23

Table 1. Nudge MIDI messages, their resultant actions,
and their mapped output ranges.
Nudge receives and responds to MIDI commands from
a host device. The HIDUINO framework is used, allowing for driverless MIDI HID functionality [14]. HIDUINO
was chosen instead of a dedicated MIDI hardware interface due to its ease of implementation: if using an ATMEGA8U2 or ATMEGA16U2-equipped Arduino device,
no other electronics are needed for MIDI compatibility. A
drawback of this configuration is that creating a bus of multiple Nudge devices is difficult when using HIDUINO: future iterations may include a provision for hardware MIDI
connectivity.
In a manner similar to the authors’ other HIDUINO-based
mechatronic instruments (such as those described in [15]),
Nudge’s ATMEGA16U2 microcontroller converts the USB
MIDI HID messages into serial MIDI messages compatible with the Arduino’s primary microcontroller 7 . The Arduino MIDI Library 8 is used on the Arduino’s primary microcontroller; its callbacks are employed to allow Nudge to
respond to specific incoming MIDI commands by executing command-specific code. Nudge responds to three separate incoming message types: NoteOn, control change,
and pitchbend messages. Table 1 lists the specific message
types and their output. The values are mapped according
to empirically-derived ranges.
To actuate the turntable motor, the Arduino microcontroller interfaces with an L298 integrated motor driver. The
turntable motor is a closed-loop device: its rotary encoder
is connected to the Arduino microcontroller’s external interrupt pins. A PI control scheme is used to direct the
turntable to use-specified setpoints: the Arduino PID library 9 was implemented on Nudge’s Arduino microcontroller after simpler control schemes were empirically found
to be unstable or susceptible to relatively large amounts of
steady state error. Nudge’s P and I gains are 0.9 and 0.1
respectively, and are tuned to the system.
The PID controller’s setpoint is derived from a reducedreange version of an incoming MIDI pitchbend command:
the command is mapped to a range reachable by Nudge’s
7 For a detailed explanation of AVR-based Arduino systems using
the ATMEGA8U2 or ATMEGA16U2 controller as a USB interface, see
http://arduino.cc/en/main/arduinoBoardUno
8 http://playground.arduino.cc/Main/MIDILibrary
9 http://playground.arduino.cc/Code/PIDLibrary
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Figure 7. A program flow diagram of Nudge’s firmware.
turntable. The turntable’s position is zeroed at startup by
moving the turntable counterclockwise until a limit switch
is tripped (a process illustrated in Figure 7). Subsequent
mapped pitchbend commands are relative to Nudge’s limit
switch-defined home position.
The drumstick height servo contains its own electronics
and is controlled by a variable duty cycle waveform generated by the Arduino’s pulse width modulation (PWM) output. The Arduino Servo Library is used, as it provides an
easy-to-customize interface with the low-level PWM generation on the microcontroller.
The microcontroller actuates the rotary solenoid by switching an FDB7030BL power MOSFET with a low-current
PWM signal. The solenoid and turntable DC motor are
both powered by a 12 V DC power supply. Nudge’s power
supply is capable of providing the maximum of 24 W required in use cases wherein all actuators are powered.
3.2 System Evaluation
To gain an understanding of Nudge’s performance, a series
of evaluations of the system were performed. This subsection details the evaluations; the findings presented here
will not only demonstrate the characteristics of Nudge but
will also provide future users with an awareness of its behavior, allowing them to compose music in a manner that
takes advantage of its capabilities.
In this subsection, three tests are performed, each one focusing on a different subsystem of Nudge. Turntable rotation rate, solenoid actuation rate, and solenoid latency
at varying drumstick height stop positions are measured.
These metrics are deemed important, as they directly affect the musical output of Nudge.
3.2.1 Nudge Turntable Rotation Rate
An understanding of the rate of rotation of Nudge’s turntable
is useful in composing music to its advantage. The rotation rate is due in part to its hardware and in part to the PI
control scheme implemented in Nudge’s microcontroller
firmware.
Figure 8 shows the DC servomotor’s encoder output in relation to elapsed time. The graph illustrates the encoder’s
response to a series of instructions to move from encoder
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factors: firstly, the solenoid’s response behaves in a nonlinear manner as the plunger’s displacement relative to the
coil changes. Secondly, the drumstick’s recoil from impact with the drum head when its at-rest height is close to
the drum head allows for it to “roll,” springing back from
the drum head back to its at-rest position. This effect is
reduced at higher at-rest heights.
Figure 8. Nudge’s encoder output as the turntable was
instructed to move through a 90 degree arc.
position 100 to 600 (an angle of 90 degrees). A degree
of overshoot is observed, along with a protracted settling
time. For Nudge, the overshoot is deemed acceptable, as
it emerges in response to an increased gain factor on the
system’s proportional controller. This greater gain factor allow for rapid responses to setpoint change, a factor
deemed more important in Nudge than a small amount of
overshoot.
An advantage of the PI control scheme is that alternative gain factors can be implemented if the user prefers a
different response from the system. Additionally, gain factors can be quickly adjusted if drumsticks are exchanged,
changing the turntable’s response.
3.2.2 Nudge Actuation Rate

Unlike the nonlinear solenoid responses reported in [13]
and [16], the standard deviation across multiple trials is
quite small. In spite of its nonlinearity, Nudge behaves
in a predictable manner conducive to repeatable musical
performances. With higher solenoid stop positions (such
as those represented by the rightmost data points in Figure 9), slower, louder drum patterns may be played. This
flexibility of note repetition rates (and accompanying strike
power) allows composers an added element of expressive
control when compared to many of the existent drum beaters discussed above.

3.2.3 Nudge Drum Beater Latency

MIDI Val.
58
77
94
112
127

Dist. from Drum (mm)
73.5
55
36
18.5
5

Latency (s)
0.11
0.09
0.08
0.06
0.04

Table 2. Nudge’s latency between MIDI instruction transmission and audio onset at varying distances above the
drum head.

Figure 9. Nudge’s playing rate at varying height stop positions. As the servo rotates clockwise, the drumstick is
brought to an at-rest position closer to the drum head. The
data points shown are the avergae of three trials; no standard deviation greater than 1 beat per minute was observed
for any of the data points.
The rate at which a drum can be struck is a critical compositional factor affecting the manner in which composers
may work with a mechatronic drum beater. The drum material, drumstick length, and mallet material affect this metric, and the addition of the adjustable solenoid height stop
to Nudge complicates the act of measuring the solenoid’s
repetition rate.
An actuation rate test for Nudge is conducted first by setting the solenoid height stop servo to an angle and then
by instructing Nudge to play increasingly quickly. The
fastest point at which the solenoid is able to play discrete
notes is recorded. As shown in Figure 9, the addition of
the solenoid height stop servo allows for consistent event
repetition at rates of up to 1357 beats per minute. The
nonlinearity shown in Figure 9 is likely due to two main
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The servo-actuated rotary stop changes the drumstick’s
proximity to the drum head. As the proximity changes, the
time between the transmission of an actuation instruction
and the stick’s impact on the drum head changes. To measure this changing latency, the servo is actuated at varying
heights above the drum head. The drum is recorded at a
sample rate of 44.1 kHz, and the time between the transmission of the MIDI message and the stick’s impact on the
drum’s head is measured with a microphone placed 5 cm
from the drumstick’s point of contact with the drum head.
The Nudge microcontroller was plugged directly into the
MIDI host PC’s USB 2.0 port.
The results of this evaluation are shown in Table 2: three
recordings were made. The average of the three is shown.
In each case, the standard deviation of the averages is smaller
than the resolution of the audio analysis tool used.
Nudge’s evaluations indicate that it is a system capable
of fast, repeatable drum striking sequences at a range of
positions on one or multiple drums. The rotation rate is
rapid enough to allow for position changes with a typical
musical pattern. While potentially powerful, these parameters require fine adjustments to be exploited during a compositional process. Efforts made to streamline this act of
interfacing with Nudge are discussed in the next section.
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access the preset pitchbend, a MIDI NoteOn command is
sent from the client to the server. The rotation position
preset pitchbend value at the index position of the NoteOn
value is then transmitted to Nudge, which responds by rotating to the desired angle.
5. CONCLUSIONS
Musical robotics research contains many examples of drum
systems that use solenoid actuators. Many of these systems
are mechatronically simple to the extent that their musical expressivity is greatly restricted. The designing and
building of Nudge was undertaken in an effort to address
this issue. By describing Nudge’s subsystems and presenting performance evaluations, it is hoped that other musical roboticists may draw inspiration from the expressivity
demonstrated with Nudge, applying it to their own subsequent works.

Figure 10. A program flow chart of Nudge’s rotation position recall routine.
4. INTERFACING WITH NUDGE
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ABSTRACT
Motion is a time-based event situated in threedimensional space. In the performance of most musical
instruments, the musician associates physical motion
with audible results. In some instruments, physical
motion is used to change the timbre of the instrument.
Digital techniques of analysis and re-synthesis have
paved the way for the understanding of timbre as a
distribution of energy among spectral frequencies in a
three-dimensional space bounded by axes representing
time, frequency and amplitude. In this paper, we present a musical performance system that explores the
correlation between motion and sound, more specifically, timbre. A mobile device and its motion sensors
function as a control element in the performance system that creates new timbres in real time.

1. INTRODUCTION
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Musicians associate physical motion with audible results. Motion is a time-based event that takes place in a
three-dimensional space. Terms such as displacement,
direction, velocity and acceleration correspond to
acoustic and psychoacoustic phenomena and are commonly used in idiomatic lexicons of musical instruments. In piano performance, displacement to the right
is associated with higher frequency and to the left with
lower frequency. A cellist achieves higher pitch by
downwards motion of the left hand and low pitch by
upwards motion. High velocity key pressing on the
piano and high speed bowing on the cello will both
result in a louder sound. In some instruments, physical
motion is used to change the timbre of the instrument.
For example, string players can change the timbre of
the instrument by moving the bow towards the bridge
of the instrument to the sul ponticello position.
The timbre of a sound is determined by the relative
amplitudes of the spectral components (i.e., the partials) [2, 5]. Digital techniques of analysis and resynthesis have paved the way for studies examining
the spectral evolution of acoustic sound over time. In
particular, Moorer and Grey [8] presented, in 1977, a
three-dimensional understanding of timbre, in which
amplitudes and frequencies of individual spectral
components vary throughout the duration of a sound,

predominantly in the attack and release portions. Their
view was exemplified in three-dimensional graphs
(Figure 1) in which the distribution of energy among
the spectral components is represented in a space
bounded by axes representing time, frequency and
amplitude. One can easily imagine the peaks of such a
graph shifting about in this three-dimensional space in
response to some underlying motion, resulting in a
redistribution of the energy among the spectral components and the creation of a new timbre.
In this paper, we present a musical performance
system that is based on the correlation between motion
and sound. The software that underlies this performance system maps readings from a mobile device’s
motion sensors (a gyroscope and an accelerometer) to
the processing of live sound in the spectral domain. A
mobile application transmits mapped values through
Wi-Fi to a laptop. The latter uses the received data to
control an interactive sound-processing application
which is based on the fast Fourier transform (FFT). In
the context of signal processing, the FFT analysis of
sound enables the isolation, detection and manipulation of individual spectral components. Hence, the
mobile device and its motion sensors function as a
control element in a performance system that creates
new timbres in real time.

Tim e

!

Figure 1. A representation of timbre in a threedimensional space bounded by time, frequency
and amplitude (after [8]).
We have designed a simple and effective visualization, displayed both on the mobile device and the laptop, allowing the performer to develop an intuitive
control over the system and the processing of the
sound of his or her own instrument. Our tests demonstrate how the system can be calibrated to fit the holding postures of different instruments and that performers have to make only minor adjustments to their
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Figure 2. Multistage mapping between readings from motion and sound sensors and a dynamic spectral filter, processing live sound (see text).
performance habits in order to control the system. Our
tests also demonstrate how, with a minimal amount of
training and the learning of some new movements,
performers are able to execute repeated musical tasks
with very high fidelity between repetitions.

2. MAPPING MOTION TO TIMBRE
The foundation for the software component of our performance system is an association between motion
sensors and a Pd-extended real-time sound-processing
application. The unique feature of this sound processing application is that it processes the sound in the
frequency domain using a dynamic spectral filter. This
filter is applied to an input of a live signal from an
acoustic instrument. The parameters of this filter are
controlled by motion and sound sensors through the
mapping presented in Figure 2. Values obtained by
leveraging the six degrees of freedom available from
the mobile device’s motion sensors and real-time input
from a musical pitch recognition system are used to
derive a frequency modulation (FM) synthesis process.
The latter generates a signal that constantly rewrites, in
real time, 256-bin FFT vectors which in turn control
the spectral filter.
As we show in Figure 2, the accelerometer and gyroscope readings are mapped to orientation values.
Orientation in embedded systems is described by the
three values azimuth, elevation and rotation (sometimes referred to as yaw, pitch and roll). Azimuth describes motion about the Z-axis, elevation describes
motion about the X-axis, and rotation describes motion
about the Y-axis (see Figure 3). In our mobile application, we use the Android methods getRotationMatrix
and getOrientation to map the sensor readings to orientation. Out of the three values provided by the orientation we use only elevation and rotation in the control
of the FM synthesizer as shown in the mapping in Figure 2. The azimuth value is replaced by a value that is
equal to the frequency of the input signal. This value is
obtained by a musical pitch recognition method (fiddle~) in the Pd-extended application (note that the
term “pitch” here refers to identifying the musical
pitch or the frequency of the sound and not the pitch in
the sense of orientation, here referred to as elevation).
Frequency modulation is a sound synthesis method
in which the waveform of one signal (known as the
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carrier) is varied by another signal (the modulator).
Consequently, more elements are added to the frequency spectrum and a more complex sound is created.
The characteristics of the frequency spectrum are affected by the amplitude of the modulating signal
commonly referred to as the modulation index. An
increase in the modulation index will transfer of more
energy from the carrier to other spectral components.
As Chowning [1] shows, varying the modulation index
in time will produce a dynamic spectrum that evolves
throughout the duration of the sound.
X

Z

Y

Figure 3. Orientation in embedded systems: azimuth (z) elevation (x) and rotation (y).
The FM synthesis method, hence, requires three
arguments: carrier frequency, modulation frequency
and modulation index. A common practice in FM synthesis is to specify a ratio by which the carrier frequency is multiplied to produce the modulation frequency. This ratio is called the modulation ratio. We
have discovered in our system, in which the FM synthesis is used to control a dynamic spectral filter of a
live signal, that the best results are achieved when the
carrier frequency is matched by a pitch recognition
method to the frequency of the input signal. We have
empirically established that the ultimate range for the
modulation ratio values as well as the modulation index values is floating-point numbers between 0 and 2.
The range for the carrier frequency correlates with the
ranges of frequencies of musical instruments best exemplified by the piano. Hence we have set the carrier
frequency values to the range between 0Hz and 5KHz.
The basic mapping between the orientation values
and the pitch recognition system to the FM synthesis
arguments is specified as follows:
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(1)

Since both the modulation ratio and the modulation
index are floating-point numbers within the range of 0
to 2, the elevation and the rotation, which are specified
in degrees, are scaled down by a division by 100. In
addition the following mapping function is applied to
both the elevation and the rotation:
𝑦 = 𝑥 − (1 − cos(𝑥))

(2)

We have used this function in order to filter some unintentional motion (like shaking) while maintaining
responsiveness to more intentional motions. This function is represented by the graph in Figure 4. Thus the
response to low degree angles is slow while the response to high degree angles is faster.

patch in the upper-left part of the figure) to decompose, in the spectral domain, a live input signal into
components represented in 256-bin FFT vectors. We
then attenuate each component by multiplying FFT
vectors from the live input signal with similar vectors
from a signal generated by the FM synthesizer. Finally
we use an inverse FFT to recompose the signal in the
temporal domain, but with a new timbre produced by
the spectral filter based on input parameters determined by the FM synthesizer. More operationally, the
FM synthesis arguments, carrier frequency, modulation ratio and modulation index are entered in the
patch component at the center of Figure 5. The signal
generated by this FM synthesis patch component is
analyzed in the spectral domain by the FFT sub-patch
at the bottom of the figure. The latter rewrites the array
object titled FFTvector in the upper part of the figure.
This array is read by the FFT sub-patch in the upperleft part of the diagram that manipulates the input signal in the frequency domain by multiplying the values
in the array by the live input signal’s FFT analysis.

3. THE SYSTEM
Our performance system includes a microphone, an
A/D interface, a laptop with Pd-extended, a Bluetooth
foot pedal, a sound amplification system and a mobile
device (although we are using only the gyroscope and
accelerometer from the array of sensor available in a
standard smartphone, we have chosen the latter as our
mobile device because of its availability). The system
components are shown in Figure 6. We have developed SoundCtrl, an Android application that incorporates the mobile device and its motion sensors in this
system. In particular, the smart phone controls the Pdextended application MotionSC, an interactive FFTbased sound processing application we have developed
using the patch in Figure 5. The phone communicates
with the laptop through Wi-Fi using a local network
router and the TCP protocol. The Bluetooth foot pedal
is used as an additional hand-free control element allowing the performer to start and stop the system as
well as to freeze it in its current state. The A/D interface converts the analog input signal from the microphone to digital signal as well as the digital output
signal to analog signal for amplification and playback.

Figure 4. Graph representation of formula (2).

laptop'

Wi*Fi'
smart''
phone'

TCP'

A/D''
interface'
PA'

Figure 5. Pd-extended patch using FM synthesis to rewrite 256-bin FFT vectors controlling a
spectral filter.

Bluetooth'
foot'pedal'

mic'
wired'
wireless'

We map the FM synthesis to control a dynamic
spectral filter in the Pd-extended patch shown in Figure 5. In this patch, we use FFT analysis (in the sub-
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Figure 6. The performance system’s component and communication diagram.
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The Android application SoundCtrl maps the gyroscope and accelerometer readings to elevation and
rotation and streams the data to the laptop through WiFi. Note that we have replaced the magnetic field sensor with the gyroscope to allow more effective elevation and rotation values. The application SoundCtrl
includes a simple color-coded bar-graph visualization
of the orientation values, which we have designed using the Android GraphView library [4]. Its interface
includes start and stop buttons for starting and stopping the data transmission and a field to specify the IP
address of the receiving laptop (see Figure 7).
The Pd-extended sound processing application MotionSC, which is running on a laptop, receives the data
from the mobile device through Wi-Fi, applies additional mapping to the data (including FM synthesis),
processes the live sound based on the mapped data and
outputs the processed sound. The application has a
sound processing component, mapping component and
Wi-Fi and Bluetooth communication component, as
well as a visualization of the FM synthesis parameters
carrier frequency, modulation ratio and modulation
index. This visualization is a simple color-coded slider-graph that is similar to the smart phone display discussed above (see Figure 8). Additional GUI elements
are included in the application’s interface for controlling signal I/O, posture calibration, and monitoring
Wi-Fi communication.

Figure 7. Visualization and UI in the mobile
application SoundCtrl.

The visualizations used in the phone and laptop applications follow a unified shape and color scheme. In
both cases this is an animated display with three bars
or sliders that are constantly changing according to the
streamed values they represent. The colors used in
both applications are green, blue and red where green
is the pitch and the carrier frequency; blue is the elevation and the modulation ratio; and red is the rotation
and the modulation index. We believe that this simplified representation allows the performer to develop an
intuitive correlation between motion and changes in
the values and therefore between motion and changes
in timbre. These simple animated displays and consistent color scheme also form the foundation for the
graphical music notation we have developed for this
performance system, which we discuss in section five.

4. PHYSICAL POSITIONING AND CALIBRATION
A motion sensor incorporated in a performance would
have to be physically positioned in a location that is
sensitive to body motion. Considering a variety of musical instruments, such as trumpet, saxophone, piano,
and percussion, the most natural locations seems to be
on the wrists or arms. With regard to other instruments, such as the guitar, mounting a mobile device on
the instrument may also be a plausible solution. In our
preliminary testing, we have only considered the right
and left wrists as possible locations.
Depending on the instrument’s holding posture and
idiomatic techniques the center point of the orientation
axis shifts from instrument to instrument. In particular,
the difference between positioning on the wrist and
mounting on an instrument (e.g. a guitar) is an inversion of the elevation axis. In the former the phone is
facing the user while in the latter the phone is facing
the opposite direction. Hence, in the wrist positioning
the elevation values when raising the wrist are negative and when lowering the wrist the values are positive. This is obviously counterintuitive.
To accommodate for such orientation center-point
shifts we have adapted formula (2) to include a and b
coefficients as follows:
𝑦 = ((𝑎

𝑥
100

) − (1 − cos (𝑎

𝑥

))) + 𝑏

100

(3)

ìï a, -2 £ a £ 2
ccalibration = í
ïî b, 0 £ b £ 2
These coefficients allow us to calibrate the center point
of the orientation to fit the natural holding posture of
each instrument. The goal of the calibration is to allow
the performer to cover the required range of floatingpoint values using fairly easy motions. The a and b
values obtained during calibration ensure that the control signals span the established range (0 to 2) and provide for inversion of the orientation parameter when
appropriate. Formula 3 was programed as an expres-

Figure 8. Visualization and GUI elements in
the Pd-extended application MotionSC.
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sion in Pd-extended with a and b as the arguments of
this expression. Hence, a and b where determined by
entering different values as argument to this expression
while the performer was asked to move the bars over
their entire range. Formulae 4.1-4.6 show the calibration values (a and b) assigned to the saxophone, clarinet and flute. Figure 9 shows the resulting saxophone
calibration curves.
𝑦 = −2

𝑥
100

− (1 − cos (−2

𝑥
100

)) + 1

(4.1)

Saxophone modulation ratio
𝑦 = 1.58

𝑥
100

− (1 − cos (1.58

𝑥
100

)) + 0

(4.2)

Saxophone modulation index
𝑦 = −2

𝑥
100

− (1 − cos (−2

𝑥
100

)) + 0.7

(4.3)

)) + 0

(4.4)

Clarinet modulation ratio
𝑦 = 1.5

𝑥
100

− (1 − cos (1.5

𝑥
100

Graphic notation has evolved to be a common element in contemporary music. Early examples appeared
in the work of avant-garde composers in the 1950s and
1960s including scores by Ligeti, Penderecki, Stockhausen, Cage, and Feldman. More recent examples
include scores by Australian composers Lindsay Vickery and Cat Hope [15]. Hope’s score for Longing
(2011), in particular, provided the inspiration for the
graphical music notation we have developed for our
performance system shown in Figure 10. As mentioned before, color-coding used in the visualizations
in the mobile device and the laptop applications are
consistent with this notation. Combined with the time
representation embedded in standard notational aspects
of the score, the red and blue lines shown in Figure 10
indicate to the performer in what direction and rate to
move the corresponding bars or sliders in the mobile
device or the laptop applications.

Clarinet modulation index
𝑦 = −2

𝑥
100

− (1 − cos (−2

𝑥
100

)) + 0.72

(4.5)

Flute modulation ratio
𝑥

𝑥

𝑦 = 1.5
− (1 − cos (1.5 )) + 1
100
100
Flute modulation index

(4.6)

Figure 10. Graphic notion developed for the
performance system presented in this paper.

Figure 9. Graphs of system calibration used for
the saxophone.

5. TESTING THE SYSTEM
A natural method of testing a motion-controlled performance system is to ask a performer to repeat specific movements and to measure the performer and the
system ability to produce the same result by comparing
recorded data for each repetition. Hence, we need to
communicate to the performer as accurately as possible what movements he or she should repeat. In the
context of music, the most accurate means of communication is musical notation. Standard musical notation
allows the representation of the musical elements
pitch, rhythm, dynamics and articulation, however, it
does not include representations of physical motions.
Therefore, we have developed additional graphical
score elements that when combined with standard musical notation will allow us to communicate our requested performance tasks accurately to the performer.
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Three musicians have tested our system playing a
total of five different instruments (one of the participating musicians is also a co-author of this paper). The
instruments tested include saxophone, flute, clarinet,
cello and bass guitar. The test setting included the
components described in Figure 6 and an additional
large display to allow the performer to better see the
visualization. Figure 11 shows the test setting for the
saxophone, flute and clarinet. The test session was
divided into three parts. In the first part, the system
was calibrated to fit the holding posture of the instrument. In the second part, the musician was given “free
play” time to get familiar with the system. And in the
third part the musician played repeated notes while
attempting to move the bars or sliders based on the
notation given to him or her.

Figure 11. The test setting for the saxophone,
flute and clarinet.
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Figure 12 shows an excerpt from the notation given
to the saxophone, in which the musician is asked to
move the red bar up to the notated value, hold the bar
in that position and then move it down to the next notated value. As the musician performed this task the
Pd-extended application running on the laptop recorded the modulation ratio and modulation index values
that correspond to the blue and red bars. Each note as
the one shown in Figure 12 was repeated three to five
times.

cuses only on the red bar. While the values recorded
are not exactly the same in each repetition (and in
comparison with the graphic notation), the repeated
patterns portrayed by these graphs clearly indicate that
approximation of repeated motions is possible with our
system. Furthermore, all of the graphs in Figure 13
display repeated patterns and therefore highlight the
effectiveness of this system in regard to all the tested
instruments. We are confident that with additional
training performers will be able to execute more accurate repetitions of motions as well as more complex
motions.

Figure 12. An excerpt from the score used for
testing the system with a saxophone.

6. APPROXIMATION AND MUSICAL
INTERPRETATIONS
As mentioned in the previous section, standard musical
notation allows the representation of the basic musical
elements pitch, rhythm, dynamics and articulation.
With the adoption of standardized equal-tempered tuning in Western music the term pitch refers to an accurate measurement of frequencies. Rhythm may also be
measured accurately by reference to a metronome
time, although exact repetition of rhythmical values is
not a realistic expectation in human performance. Dynamics and articulation are the least measurable elements. These elements vary to large extent from performer to performer as well as from performance to
performance. For example, Repp [10] has shown a
wide range of variations in the execution of dynamic
instructions in Chopin’s Etude in E major performed
by highly regarded master pianists. In fact, variations
of these elements are treated as defining characteristics
of a personal interpretation of a composition.
We anticipated that a skillful use of our performance system would require some training time of the
performer. We also anticipated that such training
would not be available to the performers testing our
system. Hence, in our tests, we adopted the approximation approach applied to the performance of dynamics
and articulation in music. Our expectation for the tests
reported here was that the performers would be able to
approximate the same result when repeating the same
motions with the smart phone. Figures 13a-d graph out
the data collected in the tests with the saxophone, clarinet, flute, and cello. In Figures 13a-c the musician
repeats notes and motion focusing first on the red bar
and then on the blue bar. In Figure 13d the cellist fo-

- 676 -

Figure 13. Plots of data collected in the testing
of the system with (a) saxophone (b) clarinet
(c) flute (d) cello.

7. RELATED WORK
In recent years, researchers have investigated several
perspectives at the intersection of mobile technologies
and musical creativity including innovations in compositional techniques, performance organizations and
modes of interaction. Oh and Wang [9] explore the
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new genre of mobile music and audience participation
performances, as well as techniques for enabling audience participation using smart phones that were incorporated in the performances of the Stanford Mobile
Phone Orchestra. Settel et al. [11] present new modes
of interaction in musical performances set in the outdoor environment using several mobile devices. Kim
and Essl [6] discuss concepts and practical considerations in the design of mobile music environments as
independent platforms. Wechsler et al. [13] present a
video-based motion sensing system which allows performers to control music and images through motions
and gestures. Lazzarini et al. [7] discuss the development of a mobile platform for sound synthesis and
audio processing using the C-based audio programming language CSound. Essl [3] presents the Mobile
Phone Ensemble of the University of Michigan. Winkler [14] describes the creative process of a collaborative work using the motion detection system VNS
which was created by David Rokeby. Wang et al. [12]
explore the musical implications of social interaction
and collaboration using novel technologies for embedded systems.

8. CONCLUSION
In this paper, we have presented a musical performance system that is based on the correlation between
motion and sound. In this system, a mobile device is
used as a motion-based control device. The software,
incorporated in this performance system, maps readings from the mobile device motion sensors, the gyroscope and accelerometer, to the processing of live
sound in the spectral domain. As part of the development of this system we have designed a visualization
and a specialized music notation. Our preliminary tests
show the effectiveness of this system as a performance
tool.
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ABSTRACT
This paper describes the design, building, evaluation, and
use of Kritaanjli, a new mechatronic harmonium. The harmonium, an instrument popular in Indian folk and devotional music, is augmented herein in a manner that does
not permanently affect the instrument. Capable of playing 44 simultaneous notes and variable-intensity bellows
pumping events, Kritaanjli is able to play harmonicallyand dynamically-complicated compositions.
This paper presents Kritaanjli from a systems perspective,
providing an overview of the design challenges faced in the
implementation of each of the instrument’s subsystems, as
well as the means by which the subsystems are interfaced
with one another and with a composer. Implementation
detail is provided, as well as a presentation of the systems’
performance characteristics.
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the instrument: the keyboard, a bellows mechanism, and an
array of organ stops. In the work presented in this paper,
the keyboard and bellows pumping mechanisms are augmented mechatronically. During play, the player presses
keys with one hand while pumping the bellows with another: the keys serve as momentary switches, allowing the
air pumped by the bellows to be forced past reeds opened
by the key-press events. While different harmoniums use
different bellows configurations, many harmoniums feature a hinged bellows assembly which is opened and closed
by the player: dynamics may be adjusted by pumping with
varying intensity and stroke. Finally, the organ stops can
be employed to activate additional reed banks, changing
the instrument’s timbre.

1. INTRODUCTION
Many mechatronic music systems are designed to play percussive instruments or are capable of playing only a small
number of notes at once. As such, they are not practical
for harmonically-dense compositions or those works requiring complicated dynamic envelopes on each note. To
address these shortcomings, a harmonium was mechatronically augmented. The resulting instrument, named Kritaanjli, is shown in Figure 1. As many of the author’s and
authors’ collaborators’ prior works are percussive (such as
those described in [1]), Kritaanjli allows composers to use
a less rhythmic instrument while remaining conceptually
within the Indian-themed instrumentation of the authors’
KarmetiK Machine Orchestra [1]. In essence, a motivating factor in the decision to create a mechatronic harmonium is to provide the percussion-heavy KarmetiK Machine Orchestra with an instrument capable of producing
tonal sounds, dynamically-varying drones, and harmonic
content.
A harmonium is a reed organ often associated with Indian
folk and devotional music, typically used as a pedagogical
tool or accompaniment for vocalists. Many harmoniums
consist of three means by which a player interfaces with
Copyright: c 2014 Jim Murphy et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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Figure 1. Kritaanjli. Shown in this image is Kritaanjli’s
chassis and attached actuators.
To augment an existing harmonium for mechatronic actuation, the aforementioned human interfaces must be coupled to actuators capable of interacting with them in a manner similar to that of a human. Such augmentation presents
challenges that were addressed in the design of Kritaanjli: the harmonium is a fragile instrument designed to be
played by a trained human musician. Any actuator placement must be conducted in a manner to avoid inflicting
damage or undue wear and tear on the instrument. The
harmonium’s bellows pump, for example, is hinged by a
lightweight brass clip, easily bent or otherwise damaged
by pump events too rapid or with excessive stroke length.
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An additional challenge arose in the design of Kritaanjli: the rough-hewn nature of the hand-built instrument
presented problems related to actuator alignment. For example, in building the keyboard-playing assembly, it was
found that the keys of the harmonium are of varying widths,
requiring the actuators to be placed in a manner specific
to the chosen instrument: if Kritaanjli were to be implemented with a different harmonium, different actuator placement would be required. As such, an easily-reconfigurable
chassis was needed.
A final design goal for Kritaanjli was that the harmonium
not be permanently augmented: all mechatronic elements
must be detachable from the instrument. The reasons for
the lack of permanent augmentation are twofold: firstly,
it was deemed useful for the instrument to remain humanplayable if the augmentation is removed; secondly, the harmonium used in Kritaanjli is an expensive, hand-built instrument with sentimental value. By avoiding permanent
augmentation, it may remain in its original state when not
being used as a mechatronic instrument.
After a brief overview of keyboard-based mechatronic
music, the following sections detail the means by which
the above challenges of making a delicate, hand-built instrument into a mechatronically-augmented system have
been addressed, resulting in Kritaanjli, a mechatronicallyaugmented harmonium with 44-note polyphony and continuously variable dynamic output. This paper concludes
with an overview and evaluation of Kritaanjli.
2. MECHATRONIC KEYBOARD INSTRUMENTS:
RELATED WORK
Two parallel trends are evident in automatically-actuated
keyboard instruments: that of assistive augmented pianos
and that of fully-automated instruments. Assistive augmented pianos consist of instruments created to be played
by a human performer; the performer’s real-time playing
is then altered through mechatronic means. Fully automated instruments are capable of audio playback with no
direct human interaction. Occupying a middle ground between assistive and automated keyboard instruments is the
Yamaha Disklavier (and similar instruments), an instrument which can be both autonomous and interactive. Assistive, automated, and hybridised keyboard instruments
will be examined in greater detail below.
Electromechanical keyboard playing aids have been in
use through much of the 20th Century. Norwegian intonation researcher Elvind Groven created one such device,
capable of retuning piano strings [2]. In recent decades,
electronic aids made such augmentations more capable and
expressive: Edgar Berdahl, et al. in [3] present a piano capable of electromagnetic actuation. Per Bloland, inspired
by [3], presented an array of compositional ideas for such
“electromagnetically-prepared” instruments [4]. Additionally, in 2007, Michael Fabio created the Chandelier, a pianoinspired instrument to extend keyboardists’ expressive range
[5]. More recently, Andrew McPherson has presented the
Resonator Piano, “an augmented instrument enhancing the
capabilities of the acoustic grand piano” [6]. The Resonator Piano allows for tremolo and portamento, as well
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as sustained notes.
A common theme of the above instruments is a desire by
their creators to extend the expressive capabilities of human keyboardists. Alternately, fully automated keyboards,
while unable to directly interact with human performers,
can serve as accompaniment devices or as standalone instruments capable of playback or generative music performance 1 . Trimpin’s Vorsetzer is an early example of
such an instrument 2 , and is discussed in more detail in [9]
and [10]. The various versions of the Vorsetzer are MIDIcontrolled keyboard players, and have been adapted and
used by Godfried-Willem Raes 3 . Another early keyboardplaying robot was developed by the Waseda robotics research group [11], and consists of articulated actuators and
a computer vision-assisted score reading system.
The Yamaha Disklavier [10] fuses assistive and automated
keyboard mechatronics: humans can play concurrently with
the solenoid-actuated strings, allowing performers to interact with computer-driven compositions [12]. The Disklavier
has a rich history of compositions, with composers such
as Horacio Vaggione [13], David Rosenboom, Terry Riley,
Michael Pascal, and Morton Subotnick creating pieces for
it [14]. More recently, composer Jeff Aaron Bryant has explored novel means by which performers can interact with
robotic instruments, creating new interfaces for human interactions with Disklaviers [15].
While many of the above works allow for large amounts
of compositional expressivity, the majority allow for only
piano-like dynamic envelopes. Recent works such as [6]
seek to address this by affording composers the ability to
vary the sound’s dynamic envelope through mechatronic
means. The work presented in this paper seeks to accomplish similar goals, using a pumped reed instrument which
can vary its loudness in response to user-input instructions.
Further, upon reviewing related works, a need for a highlyportable mechatronic keyboard instrument is evident: Kritaanjli addresses this need by augmenting a small, portable
harmonium. The subsequent sections detail this augmentation.
3. DESIGNING AND BUILDING KRITAANJLI
To mechatronically augment a harmonium, a number of
subassemblies have been designed to address the aforementioned design requirements. Combined, these subassemblies allow for a pre-existing harmonium to be played through
mechatronic means. This section details the design challenges and the means by which they are addressed, beginning with an examination of the actuator systems and
concluding with an overview of Kritaanjli’s electronics.
Before undertaking a detailed overview of the subassemblies (both of which are shown in Figure 2), it is useful to
1 James Tenney’s player piano compositions, including his 1964
Music for Player Piano, featured computer-aided composition techniques for a mechanical player piano; these works anticipate
many subsequent computer-aided composition techniques for musical robotics and are worthwhile pieces of study for any student
of the history of musical robotics.
For more information, see
http://www.plainsound.org/JTwork.html
2 Trimpin has built a wide array of augmented piano instruments, many
of which can be seen in [7] and [8].
3 http://logosfoundation.org/instrum gwr/playerpiano.html
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Figure 2. Kritaanjli’s keyboard playing mechanism (right)
and bellows pumping system (left). Both are affixed to
Kritaanjli’s t-slot aluminium chassis.
examine the instrument as a whole: an understanding of
the instrument’s dimensions and the means by which actuators may be attached allows for a keener understanding of
the roles of each subsection.
The harmonium chosen to be augmented is a traditional
hand-pumped harmonium measuring 31 cm deep, 26.5 cm
tall, and 65 cm wide. To allow for actuators to be positioned and aligned with the instrument’s keys and bellows
in a non-destructive manner, a chassis fitting around the
harmonium’s perimeter was designed and built. The chassis, shown in Figure 1, is larger than the harmonium, fitting over it in a cage-like manner. As shown in Figure 1,
the chassis consists of T-slot aluminium extrusion, chosen
to allow for flexible actuator placement. The T-slot aluminium is manufactured by the 80-20 company 4 , and consists of a 25 mm square profile with slots running along
each face. The slots can accommodate metric fasteners:
all of Kritaanjli’s subassemblies are designed to fit directly
into the slots of the extrusion, allowing for rapid component alignment relative to the instrument while avoiding
unnecessary contact between mounting brackets and the
instrument.
3.1 Kritaanjli’s Keyboard Player
The role of Kritaanjli’s keyboard-playing subassembly is
to press each of the harmonium’s 44 keys upon receipt of
an appropriate command from a composer-controlled host
computer. To determine how best to actuate each key, preexisting musical robots were examined: based upon this
review of prior works, two potential methods of actuation
were chosen for closer study. The first method, used by
Gil Weinberg on his Shimon robot [16], consists of a small
number of actuators mounted on a linear motion trolley.
The trolley is moved along the instrument, stopping and
actuating at pre-defined setpoints. Such a system is compact and potentially visually compelling to audiences, but
takes relatively large amounts of time to transition between
keys and only allows for a small degree of polyphony. The
second method, used by Trimpin and many player piano
systems [7], consists of a large array of actuators, each
mounted above a key on the instrument. Each actuator may
be addressed individually, allowing for many notes to play
concurrently. The second approach was chosen for Kri4

http://www.8020.net/
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Figure 3. Kritaanjli’s keyboard player: each of the 44
solenoid actuators is positioned above a key. Upon actuation, the solenoid’s plunger extension depresses its key.
The width of the solenoids necessitated their staggered
placement above the keyboard.

taanjli for two reasons: the affordance of high degrees of
polyphony and ability to play different notes with minimal
latency between them. While potentially bulkier and more
expensive, this solution is deemed preferable for an instrument designed to allow for harmonically-complicated
playing styles.
To implement a large array of actuators on a harmonium,
a low-cost actuator with simple requisite driver electronics and significant ease-of-mounting is preferred: actuators
lacking these three characteristics will prove impractical to
deploy in the number required for Kritaanjli. Two actuator types were considered: miniature RC-style servomotors
and linear solenoid actuators. While suitable, the miniature
servomotors were found to require more mounting hardware, higher-performance controller hardware, and were
of higher cost than solenoid actuators. Linear solenoid actuators were found to address the three actuator criteria,
being relatively inexpensive, easy to mount, and requiring
simple driver electronics.

COMPRESSION SPRING

PLUNGER
SOLENOID
BARREL

SOLENOID BARREL MOUNTING THREAD
PLUNGER ROD EXTENSION

HARMONIUM KEY

Figure 4. A drawing of one of Kritaanjli’s solenoid actuators. Upon actuation, the plunger is drawn fully into
the solenoid barrel and the rod extension is pressed against
the harmonium key. Upon deactivation, the compression
spring pulls the plunger from the body.
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In a manner inspired by Trimpin’s Vorsetzer piano playing mechanisms [7], an aluminium bracket has been built
to align each of the 44 solenoids above the harmonium’s
keys. While similar to those shown in [7], Kritaanjli’s
actuators are simpler, requiring a single solenoid and return spring. The solenoid actuators feature a threaded head
which allows for secure mounting to the bracket shown in
Figure 3. The bracket in turn connects to the t-slot aluminium chassis, and is positioned in such a manner as to
allow the solenoids to depress the keys of the harmonium
upon actuation. Figure 3 shows the solenoid bracket: as
the solenoids are wider than the keys, careful solenoid positioning is needed to allow each solenoid to interact with
its corresponding key. A CAD workflow was utilised to
simplify this solenoid layout operation: each solenoid was
modelled in AutoCad and positioned above a model of
the keyboard. Solenoid mounting holes at these positiones
were then drilled into the aluminium mounting bracket.
The solenoids used on Kritaanjli are 25 mm diameter
linear actuators: when deactivated, the solenoid’s plunger
rests partially above the barrel on a conical spring. Upon
actuation, the plunger is pulled into the barrel. Each solenoid
has been modified by attaching a key-press effector to the
end of the plunger. As shown in Figure 4, when the plunger
is pulled into the barrel, the effector pushes against a key,
depressing it and allowing air to flow past the key’s corresponding reeds. The driver electronics system of the
solenoid array is discussed below.
The modified solenoid actuators allow for the pull-type
solenoids used on Kritaanjli to behave as push-type solenoids,
pressing down on a key upon actuation. If improperly
aligned with respect to its key, the solenoid may produce
excessive acoustic noise (as it strikes the key) as well as
added latency and damage to to the instrument. To address
these issues, the key-pressing affectors are threaded to allow for precise positioning above the keys: they may be
raised and lowered to allow them to rest directly on the the
key when deactivated. Upon actuation, the properly adjusted effector, already resting on the key, simply pushes it
down. To further reduce acoustic actuation noise and wear
to the instrument, each effector is tipped with a silicone
pad.
3.2 Kritaanjli: Pumping the Bellows
The keyboard playing subassembly discussed above in Section 3.1 is a simple system: an array of solenoids directly
press the keys, with no intermediate linkages or mechanisms needed. To create a mechatronic harmonium capable of playing notes, though, the more complicated bellows
must also be augmented to allow for mechanical pumping
actions. Bellows augmentation is more complicated than
keyboard augmentation, requiring rotational motion with a
relatively long stroke. The methods for addressing these
challenges and building a mechatronic harmonium pumping mechanism are discussed in this subsection.
The first stage in designing a harmonium pumping mechanism is to undertand the means by which the harmonium
may be pumped. Many harmoniums are configured to allow for flexibility in pumping styles, granting the performer
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the ability to choose how he or she wishes to interact with
the instrument. For hand-pumped Indian harmoniums, there
are two main pumping methods: one in which the bellows
are clamped at one edge and free to rotate at the other, resulting in a pivoting hinge-type bellows, and the other a
configuration where both edges remain unclamped, with
the bellows hanging free or rotating at their base 5 . As
the harmonium chosen for Kritaanjli can be pumped in either of these ways, they were compared for relative ease
of mechatronic augmentation. The pivoting hinged configuration is used on Kritaanjli because it requires fewer
components than the free-hanging pumping configuration.
With the hinged configuration, the harmonium constrains
its bellows at the hinge by itself, allowing for all mechatronic augmentation to interface with the free-hanging corner of the instrument. Conversely, the pumping method
where both edges are unclamped requires added mechanical bellows support, rendering the mechanism more complicated.

Figure 5. Kritaanjli’s four-bar linkage bellows-pumping
mechanism. The crank is visible on the image’s right; the
rocker (the hinged harmonium bellows) is on the image’s
left. Overlaid on the image is a drawing of the assembly’s
elements.
After deciding that the harmonium would be pumped in
its hinged configuration, a pumping mechanism capable of
doing so was designed. Aside from pumping the harmonium’s bellows, the mechanism needed to fulfill two criteria: first, it must be able to connect a chassis-mounted
motor to the bellows in correct alignment and in a nondestructive manner; second, a simple, low-parts-count solution able to be driven with minimal electronics and actuators is deemed preferable. A four-bar linkage was settled
upon as the simplest means of pumping the bellows with
a single motor (illustrated and labelled in Figure 5). In
such a linkage, two of the bars are already provided by the
harmonium and its chassis: the chassis forms Figure 5’s
fully constrained Bar A and the bellows forms Bar B. The
hinge built into the harmonium’s bellows serves as a joint
between Bars A and B. Viewed as such, two additional
bars are needed to complete a four bar crank rocker capable of converting a motor’s full revolutions into reciprocating bellows pumping actions: these two bars (C and D) are
provided by a crank mechanism attached to a rotary motor.
5 http://www.youtube.com/watch?v=W4XHj8G2HLU illustrates the
first style of pumping; http://www.youtube.com/watch?v=jJYEGLk9nSg
illustrates the second
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Once a four-bar linkage was chosen for the harmonium
bellows pumping system, the next step in the bellows design process was to implement it on the instrument. The
implementation consisted of two stages: determining the
linkage dimensions and, subsequently, designing the physical linkage mechanisms.
As detailed above, two of the linkage’s bars were provided by the harmonium’s bellows and the chassis, leaving only the crank and its rod to be designed. The lengths
of the crank and its rod are dictated by two factors: the
desired harmonium bellows stroke length and the motor’s
placement on the chassis relative to the harmonium.
Deciding upon a stroke length for the harmonium’s bellows proved to be a compromise between providing the
harmonium’s reeds with adequate airflow and preventing
damage to the instrument’s hinge: if repeatedly opened to
the un-hinged bellows edge’s maximum displacement of
240 mm, it was decided that the relatively delicate wood,
paper, and glue hinge of the harmonium may be damaged.
A smaller stroke length of 120 mm was tested by handplaying the harmonium with such a pumping stroke. Such
hand-pumping with a stroke of 120 mm and a rate of one
stroke per second provided what was deemed to be acceptable airflow while opening to less than its maximum angle.
The crank and its rod were therefore designed to allow the
bellows to open up to 120 mm in response to the rotary
motion of a chassis-mounted motor.
The design of the crank and its rod were completed in
SolidWorks: the harmonium and the chassis were modeled
together, and models of the the crank (Bar D in Figure 5)
and rod (Bar C in Figure 5) were built in context of the
modeled harmonium and chassis assembly. To allow for
a stroke of 120 mm, the rod connects to the crank 60 mm
from its center: a full rotation of the crank (represented by
revolute joint j4 in Figure 5) results in a displacement of
120 mm and a return to its home position. The crank’s rod
connects the crank (at revolute joint j3 in Figure 5) to the
harmonium bellows: as the crank and its motor are affixed
to the chassis, the crank’s rod forms the only clamped connection between the mechatronic Kritaanjli assembly and
the harmonium. Because of the loose coupling between
the chassis and the harmonium, the rod is made of flexible
acrylic to allow for slight alignment errors. As a design
goal of Kritaanjli was to avoid permanent modifications to
the harmonium, the crank’s rod is affixed to the harmonium’s bellows pump with a removable clamp (shown in
Figure 2. The clamp allows the crank’s rod to rotate on it
(as represented by revolute joint j2 in Figure 5).
The bellows pumping mechanism was designed using a
CAD workflow. An advantage of the CAD design process
is that it allows for parts to be tested for alignment and fit
prior to fabrication. To verify that the crank could move
the un-hinged edge of the harmonium’s bellows through
a displacement of 120 mm, a SolidWorks simulation was
performed. The output of the simulation shows that revolute joint j4 (mounted at the corner of the harmonium’s
bellows as shown in Figure 5) is displaced 120 mm during a rotation of joint j2, indicating that the crank assembly will provide suitable performance. After designing and

- 682 -

verifying the action of of the crank mechanism in context
of the harmonium and chassis in SolidWorks, a DC motor compatible with the crank was chosen. Shown in Figure 6, the DC motor used as the Kritaanjli bellows pump
must fulfill two criteria: it needs to be compatible with the
crank system developed above, and it must be sufficiently
powerful to pump the bellows. The chosen DC gearmotor
needed to be compact enough to fit on the chassis and easily connect to the crank with a shaft-mounted hub while
providing sufficient output power to pump the bellows. A
Buehler 12 V DC gearmotor was chosen: the motor’s body
is 31 mm in diameter and 55 mm long, and drives a 120:1
ratio right-angle gearbox. Its bellows-pumping characteristics are evaluated below, in Section 4.

Figure 6. Kritaanjli’s bellows pumping motor, connected
to the crank mechanism.
The completed bellows pumping mechanism is capable
of pumping the harmonium’s bellows in a manner requiring no permanent augmentation to the potentially delicate
instrument. Furthermore, the bellows pumping assembly
requires simple driver electronics, and is inexpensive and
of low parts-count: the harmonium bellows clamp, crank,
rod, and motor mount and hub are the only required parts 6 .
3.3 Kritaanjli’s Electronics
To allow Kritaanjli’s keyboard player and bellows pumping mechanism to actuate the harmonium in response to a
composer’s commands, a purpose-built electronics assembly is employed. This assembly, shown in Figure 7, contains three sections: a communications section, a microcontroller, and an actuator driver electronics section. Operating in concert, these electronics allow Kritaanjli to receive messages, determine to which actuator the message
pertains, and activate or deactivate the actuator.
A key part of Kritaanjli’s electronics is the provision to allow communication between it and a composer-controlled
host device. The MIDI protocol is used, both due to its
widespread popularity as a communications protocol for
musical instruments and to remain compatible with the other
6 See https://vimeo.com/51977345 for a video of Kritaanjli’s bellows
pumping system and keyboard player.
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Figure 7. Kritaanjli’s electronics: an Arduino is connected
to two 24-output Persephone boards by a Niobe board.
MIDI-equipped systems described in this document and in
the author’s (and author’s collaborators’) prior works [1].
As a simple, low-parts-count MIDI implementation is preferred, the HIDUINO firmware is used on Kritaanjli. Developed by Dimitri Diakopoulos [17], HIDUINO allows
for Kritaanjli to interface with MIDI host devices as a driverless USB MIDI Human Interface Device (HID). This MIDI
HID functionality enables Kritaanjli to interface with computers without the need for dedicated MIDI hardware interfaces: a user need only plug the Kritaanjli electronics into
a computer’s USB port, at which point Kritaanjli may be
controlled using any MIDI host software.
The decision to use HIDUINO dictated the choice of microcontroller employed in Kritaanjli. As HIDUINO requires a USB-equipped ATMEGA microcontroller such as
the ATMEGA16U2, the ATMEGA16U2-equipped Arduino
Mega 2560 microcontroller development board is used to
handle Kritaanjli’s communications and actuator control.
The Arduino Mega is suitable for Kritaanjli for a second
reason: its ability to provide a large number of digital outputs without the need for additional electronics. The Arduino Mega features two microcontrollers: the ATMEGA
16U2 and an ATMEGA2560 whose role is to handle analog and digital input and output. Equipped with HIDUINO,
the ATMEGA16U2 converts MIDI HID commands to serial commands parsable by the ATMEGA2560. The ATMEGA2560 has 54 digital output pins, 44 of which are
used to interface with Kritaanjli’s solenoid driver electronics. A pulse width modulation output on the ATMEGA
2560 is used to interface with the bellows pumping motor’s driver electronics.
The role of Kritaanjli’s communications-handling firmware
is to receive incoming MIDI commands and affect the system’s actuators accordingly. To allow for individual control over each of Kritaanjli’s actuators, each actuator is assigned a specific command. 44 MIDI NoteOn commands
(with each command’s pitch parameter corresponding to its
respective harmonium key) are used to activate the solenoids;
equivalent NoteOff commands deactivate them. The data
parameter of a MIDI Control Change 7 (CC7) command
dictates the bellows pumping motor speed. The Arduino
MIDI Library is used to handle the incoming MIDI commands: the library was chosen for its easy-to-use interface
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Figure 8. The program flow of Kritaanjli’s firmware.
and use of callbacks, simplifying the act of handling incoming MIDI commands. Figure 8 details the ATMEGA
2560’s program flow: upon receipt of a MIDI command,
the command type is determined and its appropriate callback is executed.
The MIDI interface and microcontroller serve as two of
the three elements in Kritaanjli’s electronics subsystem;
the actuator driver electronics form the final element. Together, these three allow a host to send commands to the
instrument, resulting in actuation events (as diagrammed
in Figure 7). As with the mechanical design of the instrument, simplicity was a goal throughout the design process of Kritaanjli: a simple array of power MOSFETs are
used to control both the keyboard playing solenoids and
the bellows pumping motor. The large number of MOSFETs needed for Kritaanjli dictated the design of a new
printed circuit assembly. This assembly, dubbed the Persephone board (shown in Figure 7, allows the low-power signals from a microcontroller to switch the high-power actuators. To allow 48 of the Arduino Mega 2560’s digital
outputs to switch a higher-powered load, the Persephone
board is equipped with 24 FDB7030BL N-Channel MOSFETs. Two Persephone boards are used for Kritaanjli; on
the two boards, 45 of their outputs are employed (44 to
actuate the solenoids, and an additional one for the motor). The FDB7030BL MOSFET was chosen for three reasons: its drop-in compatibility with Darlington Pair TIP122 drivers (used on previous prototypes of the Persephone
board), its relatively low cost, and institutional familiarity
with the device. Figure 9 shows an example circuit, of
which there are 24 on each Persephone board: an output
pin on the ATMEGA2560 is sent through a line driver (to
allow for the use of longer ribbon cable); it switches the
FDB7030BL power MOSFET, activating a solenoid connected to the MOSFET’s drain.
The final element in the actuator driver electronics assembly (shown in Figure 7) is a means by which the Arduino
microcontroller board can be connected to the Persephone
power MOSFET boards. A design objective in the building
of the Persephone board was to allow it to be compatible

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

Note
C2
C3
C4
C5

+24 V DC
D

MICROCONTROLLER
OUTPUT

SOLENOID

74241 LINE DRIVER
G
100 Ω

S

FDB7030BL

Figure 9. Kritaanjli’s solenoid circuit. A line driver is used
to allow for longer cable runs between the microcontroller
and the Persephone board. The same circuit is used for
Kritaanjli’s bellows pumping motor.
with future microcontroller platforms which may have different interfaces than the Arduino. To allow for such future
changes, The Niobe, an intermediate adapter board, is employed to connect the Arduino to the Persephone boards.
Configured as an Arduino “shield,” the Niobe daughterboard connects directly to the Arduino’s output pins, routing their signals to ribbon cables which connect to the Persephone driver board. The Niobe can be replaced with other
small adapter PCB assemblies in the event of future microcontroller changes, allowing for the larger and more expensive Persephone boards to be used without modification.
To power Kritaanjli’s electronics and actuators, a switchedmode AC to DC power supply is used. Both the bellows
pumping motor and the keyboard-playing solenoids require
12 V DC. To determine the power supply’s required amperage, the actuators’ current draw at 12 V DC was measured.
The keyboard-playing solenoids each draw up to 0.5 A at
12 V DC; the bellows pumping motor draws up to 0.3 A
at 12 V DC. The electronics, which require 5 V DC and
draw up to 100 mA, use an Arduino-mounted 7805 linear
voltage regulator to obtain their necessary voltage. To allow for 44 note polyphony while pumping the motor and
powering the electronics, a 269 W power supply is needed.
A 500 W 12 V DC power supply is used, chosen due to
its capability to provide sufficient power for Kritaanjli and
allowing for the potential future use of additional actuators
on the three unused MOSFETs on Persephone.
4. EVALUATING KRITAANJLI
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Bellows Pumps Per Minute

60
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40
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Table 1. Times to initial sounding and full volume for each
octave of Kritaanjli.
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Figure 10. Harmonium pumps per minute with varying
MIDI velocity values sent to the DC bellows motor driver.
This section evaluates the performance of Kritaanjli, ex-
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amining the behaviour of its actuator subsystems. An understanding of the performance characteristics of Kritaanjli allows composers to better exploit the device’s capabilities. Three performance parameters deemed significant to
the device’s behavior are evaluated and discussed below.
It is important for composers working with Kritaanjli’s
variable-speed bellows pumping motor to understand how
the motor responds to varying voltages, specified by varying MIDI command values. Such an understanding allows
them to send meaningful MIDI messages to the instrument.
To determine the bellows pumping speed of Kritaanjli at
different motor voltages, 23 MIDI values are sent from a
host device to Kritaanjli. These commands begin at MIDI
value 20, a minimal speed for the bellows pump, and increase in steps of five to a MIDI value of 125; a final test
to evaluate the system at full intensity is performed at a
MIDI value of 127. The times required for single pump
cycles are recorded, and three trials are averaged. The results of the bellows pumping speed evaluation is shown in
Figure 10, with the error bars representing the standard deviation over three trials. As shown, the input MIDI value
bears a linear relationship to the number of pump events
per minute. From a musical perspective, these results mean
that a composer could use an input MIDI value of 20 to obtain very slow, quiet pump events. At a MIDI value of 127,
nearly one 120 mm stroke pump event per second can be
achieved. At high speeds, relatively large volumes of airflow through the harmonium are attainable, allowing many
reeds to be excited at once: with high MIDI CC 7 values,
extended polyphony can be achieved.
Upon completing construction of Kritaanjli, initial tests
showed that a small amount of time is required between
the beginning of an actuation event and the beginning of
the note’s sounding. Additionally, higher notes were found
to take longer to begin sounding (and to reach their full volume) than lower notes. These observations make sense in
light of the instrument’s behavior: in a harmonium, sound
is produced as air is moved across vibrating reeds: some
amount of time is required to induce reed vibration. As the
size of the reeds decreases, increased airflow is required to
excite the reed: higher notes are observed to require longer
durations of airflow across the reed to produce sound. To
characterize this latency, one note per octave is actuated.
The bellows are then instructed to pump with a MIDI command of 127 (resulting in a high speed pumping action, as
shown in Figure 10). A microphone placed 30 cm from
the rear centre of the harmonium records the instrument’s
output. The recorded results are analyzed in the Ableton
Live PC digital audio workstation, and are reported in Ta-
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ble 1: lower notes are found to require less time to begin
[3]
sounding and to reach full volume than higher notes. An
awareness of this latency will allow composers to account
for it while composing for Kritaanjli.
While the previous two tests focus on the behaviour of
[4]
Kritaanjli’s bellows pumping mechanism, an adequate evaluation of Kritaanjli’s performance necessitates also an understanding of the keyboard player’s solenoid performance.
The rate at which the solenoid could consistently repeat[5]
edly press a key is evaluated, allowing performers to further understand the instrument’s behaviour. To measure the
harmonium’s solenoid key press repetition rate, the solenoids
[6]
are instructed to play increasingly rapidly. The maximum
rate at which the solenoids can consistently cycle a key is
recorded. Across the instrument’s 44 solenoids, the maximum consistent repetition rate is 610 key press events per
minute. This high speed is likely due to the spring-return
nature of the harmonium’s keyboard: when a solenoid’s
[7]
electromagnetic field is deactivated, the key springs back
to its home position, returning the plunger to a position
in the centre of the solenoid’s barrel, where it responds
[8]
quickly to subsequent actuation commands. Because of
the aforementioned time required to excite the instrument’s
[9]
reeds, there will likely be few playing situations requiring
these high solenoid repetition rates. Such high speed actuation events could prove compositionally useful in extended
[10]
technique contexts, however.
5. CONCLUSION
Kritaanjli is a polyphonic augmented harmonium, capable
of on-the-fly dynamic control. As a mechatronic instrument, it serves to accompany the authors’ largely-percussive
ensembles of musical robots. As intended, the instrument
is built in such a manner as to minimize its lasting impact
on the harmonium: the instrument remains unmodified and
human-playable when the Kritaanjli mechatronic augmentations are not in place.
The results of the tests presented in the previous section
show that Kritaanjli meets its initial design goals: it is capable of pumping a harmonium’s bellows with a range of
intensities and actuating its keys at high speeds in a manner
that does not permanently augment the instrument.
Future work will focus upon reducing actuation noise and
creating a repertoire of compositions for the instrument.
As a melodic, polyphonic instrument in the mostly percussive KarmetiK Machine Orchestra, the compositional possibilities are promising, and warrant much further work.
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Figure 1. miniAudicle for iPad.

ABSTRACT
We present a new software application for ChucK programming and performance on mobile touchscreen devices,
miniAudicle for iPad. This application seeks to accommodate keyboard-based music software development as well
as explore new music programming possibilities enabled
by touch interfaces. To this end, it provides a textual code
Editor mode optimized for touchscreen typing, a live-codingoriented Player mode, and collaborative network performance via a Connect mode. The combination of these features provides a foundation for the exploration of musical
programming on mobile touchscreen devices.
1. INTRODUCTION
Recent years have seen dramatic shifts in mainstream humancomputer interaction, as multitouch mobile phone and tablet
devices have taken hold of the popular technological zeitgeist. These trends have caused massive changes in both
the way we work with technology and the way we think
about technology. The prevalence of touchscreens has given
software designers and researchers a vast dimension of interaction models to work with, a dimension we have only
Copyright: c 2014 Spencer Salazar et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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begun to explore. The intrinsic mobility and effective ubiquity of these devices have further increased the depth and
transparency of mainstream computing.
In this work we examine an often overlooked possibility
of mobile touchscreen computing, that of music software
programming. To this end, we have designed and implemented an iPad application for real-time coding and performance in the ChucK music programming language [1].
This application shares much of its design philosophy, source
code, and visual style with the miniAudicle editor for desktop ChucK development [2], and thus we call it miniAudicle for iPad.
The goals miniAudicle for iPad are to provide a satisfactory method for creation and editing of non-trivial ChucK
code, and to fully leverage the interaction possibilities of
mobile touchscreen devices. Our approach to these goals
is to provide three complementary modes: Editor mode,
Player mode, and Connect mode. Editor mode aims to provide the best code editor possible given the limitations of
typing text on a touchscreen. Player mode allows users
to play and modify scripts concurrently using ChucK’s intrinsic on-the-fly programming capabilities. It aims to enable multitouch live-coding and performance techniques
that would be difficult or impossible on traditional desktop computers. Connect mode extends Player mode to a
networked performance, in which multiple players on network connected iPads collaboratively live-code music in
real-time. We believe the combination of these three sys-
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tems makes miniAudicle for iPad a compelling mobile system for music programming and live coding.
2. RELATED WORK
Naturally, much of this work draws from desktop computerbased environments for music programming, such as the
original desktop miniAudicle [2], the Audicle [3], and SuperCollider [4]. Each of these systems combines conventional code development with performative interfaces, explicitly enabling live coding of music [5]. The CoAudicle
extends musical live-coding to interactive network-enhanced
performance between multiple performers [6].
More recent developments in live-coding software systems have lead to ixi lang, which complements SuperCollider with a domain-specific language designed for livecoding [7], and Overtone, which uses the Clojure programming language to control SuperCollider’s core synthesis
engine [8]. Ableton’s Live software is not technically a
programming system, but its model of sequencing distinct
musical “objects” has influenced our development of miniAudicle for iPad’s Player mode [9].
In the domain of general purpose computing, TouchDevelop is a touch-based text programming environment designed for use on mobile phones, in which programming
constructs are selected from a context-aware list, diminishing the dependence on keyboard-based text input [10].
Codea is a Lua-based software development system for
iPad in which text editing is supplemented with touch gestures for parameter editing and mapping [11]. Many canonical interactions for music sequencing and programming
on a touchscreen device can be traced back to the Reactable
[12] and the work of Davidson and Han [13], two early explorations of the application of touchscreen technology to
computer music.
A number of software applications from iPhone developer Smule have begun to delineate the space of possibilities for mobile music computing [14]. Ocarina is both a
musical instrument, designed uniquely around the iPhone’s
interaction capabilities, and a musical/social experience, in
which performers tune in to each others’ musical renditions around the world [15]. World Stage takes this model
a step further, by congregating groups of users into a live
“American Idol”-like panel for critiquing and rating performances on a mobile phone instrument [16]. The conceptual background of these endeavors stems from research in
the Princeton Laptop Orchestra [17], the Stanford Laptop
Orchestra [18], and the Small Musically Expressive Laptop Toolkit [19]. Each of these efforts examines the explicit
affordances of the laptop as a musical instrument in its own
right, rather than as a generic unit of computing.
3. BACKGROUND AND MOTIVATIONS
In our experience, mobile touchscreen devices have been
largely overlooked for use in computer music software development. As these technologies have become widespread,
it is not sufficient to sit back and watch inappropriate, preexisting interaction models be forced into the mobile touchscreen metaphor. Rather, it is incumbent upon the research
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community to explore how best to leverage the unique assets and drawbacks of this new paradigm, which is evidently here to stay. Similar trends might be seen in the shift
in computer music from mainframes and dedicated synthesizers to the personal computer in the 1980s, and then
to the laptop, now ubiquitous in modern computer music
performance practice. As these computing paradigms gave
way from one to another, the software tools and interaction
metaphors adjusted to better take advantage of the dominant paradigm.
Therefore, our overriding design philosophy for miniAudicle for iPad was not to transplant a desktop software development environment to a tablet, but to consider what interactions the tablet might best provide for us. At the same
time, it is not entirely reasonable to completely discard the
desktop metaphor, which, in our case, is that of typing code
into an editor. Ultimately, the fundamental unit of ChucK
programming is text.
For these reasons we have firstly sought to create the best
code editing interface we could for a touchscreen device.
Typing extensive text documents on touchscreens is widely
considered undesirable. However, using a variety of popular techniques like syntax highlighting, auto-completion,
and extended keyboards, we can optimize this experience.
With these techniques, the number of keystrokes required
to enter code is significantly reduced, as is the number of
input errors produced in doing so. Additional interaction
techniques can improve the text editing experience beyond
what is available on the desktop. For example, one might
tap a unit generator typename in the code window to bring
up a list of alternative unit generators of the same category
(e.g. oscillators, filters, reverbs). Tapping a numeric literal
could bring up a slider to set the value, where a one-finger
swipe adjusts the value and a two finger pinch changes the
granularity of those adjustments.
Secondly, we believe that live-coding performance is a
fundamental aspect of computer music programming, and
contend that the mobile touchscreen paradigm is uniquely
equipped to support this style of computing. Live-coding
often involves the control and processing of many scraps of
code, with multiple programs interacting in multiple levels
of intricacy. Direct manipulation, the quintessential feature
of a multitouch screen, might allow large groups of ”units”
— individual ChucK scripts — to be efficiently and rapidly
controlled in real-time. This is the basis of miniAudicle for
iPad’s Player mode, in which a user assembles and interacts with any number of ChucK programs simultaneously.
Furthermore, we fundamentally believe in the power of
the network. As seen in Ocarina, World Stage, and related systems, musical interactions mediated by a widearea computer network can create unique musical experiences among its users. These interactions are distinctive
from those possible in the real world, being effectively
anonymous and instantaneous, and having the potential to
engage countless users on a massive scale. We have sought
to apply these concepts to musical live-coding in Connect
mode, an extension to Player mode that enables collaborative musical programming over the network.
Lastly, we are interested in the physicality of the tablet
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form-factor itself. The iPad’s hardware design presents a
number of interesting possibilities for musical programming. For instance, it is relatively easy to generate audio feedback by directing sound with one’s hand from the
iPad’s speaker to its microphone. A ChucK program could
easily tune this feedback to musical ends, while the user
maintains manual control over the presence and character of the feedback. The iPad contains a number of environmental sensors, including an accelerometer, gyroscope,
and compass. ChucK programs that incorporate these inputs might use them to create a highly gestural musical
interaction, using the tablet as both an audio processor and
as a physical controller.
4. INTERACTION DESIGN
Interaction in miniAudicle for iPad is divided between three
primary modes, Editor mode, Player mode, and Connect
mode, described individually below. Several interface elements are common to all three modes. First of these is
a script browser which allows creating, managing, and selecting individual ChucK programs to load into either mode.
Views of ChucK’s console output (such as error messages
and internal diagnostics) and a list of the ChucK shreds
(processes) running in the system are available from the
main application toolbar. This toolbar also contains a switch
to toggle between Editor and Player modes, while Connect
mode, an enhancement of Player mode, is accessed from a
button within that mode.
4.1 Editor
Editor mode is the primary interface for writing and testing
ChucK code. This mode is centered around a touch-based
text editing view, in which a single ChucK source document is presented at a time (Figure 2). The document to
edit can be changed via the script browser. Once a document is loaded, the text view provides a number of features common to programming text editors, such as syntaxbased text coloring and integrated error reporting. Additionally, the on-screen keyboard has been supplemented
with ChucK-specific keys for characters and combinations
thereof that appear frequently in ChucK programs. These
additional keys include the chuck operator (=>) and its
variants, mathematical operators, a variety of brace characters, additional syntax characters, and the now/dac keywords.
This mode also features buttons for adding, replacing,
and removing the currently edited ChucK script, enabling a
small degree of on-the-fly programming and performance
capabilities.
4.2 Player
Player mode is designed for live performance, on-the-fly
programming, and real-time musical experimentation . In
this mode, selected ChucK scripts are displayed as small
tabs in a large open area (Figure 3).
The script tabs can be rearranged in the space by moving them with touch, with new tabs created via the script
browser. Each tab has prominent buttons to add the script
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Figure 2. Editor mode.
the virtual machine, replace it, and remove it, enabling
basic on-the-fly programming of each script in the player
(Figure 4). 1 A script can be added multiple times, and currently running scripts are visualized by one or more glowing dots on that scripts tab. Pressing a dot removes the
iteration of the script that that dot represents. An arrow
button on the tab pops open a mini-editor for that script,
from which the full editor mode can also be opened if desired.
Pressing and holding the add button will cause three more
buttons to appear below it, on the left, and on the right: one
causes the program to loop infinitely (until it is manually
removed), one loops it a user-selected number of times,
and one allows sequencing a different script after this script
completes. Finite looping and sequencing can be used in
conjunction with one another, allowing scripts to run a
number of times before advancing to the next script in the
sequence. Pressing and holding any tab outside of the button areas will cause delete buttons to appear above all tabs,
a common interaction for deleting items from collections
in touchscreen apps.
The design of Player mode is theoretically not limited
to the touchscreen environment; one can easily imagine
a similar design for desktop computers using mouse-andkeyboard interaction. However, touchscreens allow a level
of direct, simultaneous interaction with Player mode that is
not feasible using keyboard-and-mouse. Using touch con1 A brief ChucK on-the-fly programming primer: adding a script
causes it to be compiled and executed, generating whatever sounds and
manipulating whatever data it was programmed to do. A script running in
the virtual machine is referred to as a shred. Replacing it causes the currently executing version of the shred to be removed, and the latest version
of the script to replace it. Removing it simply stops it from executing.
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tially combined into a single session. As networked players add, remove, and modify programs, these changes are
propagated to each other player in the session, constructing
a single, collaborative performance. Furthermore, looping
and sequencing features of Player mode are also enabled in
Connect mode, allowing for advanced musical twists and
segues.
Connect mode is initiated by pressing the “Connect” button in Player mode, opening a small dialog to allow setting
connection parameters, such as username, geographic location, and whether to join an existing session or to create
a new one. Once a user is connected to a session (possibly
one that he or she just created), a list of other users in the
session (if any) is displayed. Each ChucK script tab displays the username of the player who originated it. Tabs
are also color-coded to indicate which are owned by the
local player and which are owned by remote players — a
player can only interact with scripts he or she created, although the source code for each script can be examined
by anyone in the session. We intend for the ability to view
another player’s code to spur code sharing and the dissemination of music software techniques. Finally, a player may
disconnect from the session at any time by pressing a “Disconnect” button.
Figure 3. Player mode.
trol, multiple scripts can be fired off or removed instantly,
different combinations of shreds can be quickly configured
and evaluated, and multiple edited scripts can be replaced
on-the-fly in tandem. These sorts of interactions are not
impossible in mouse-and-keyboard environments, but typically are held back by the sluggishness of mouse navigation, or require the use of arcane key command sequences.

Figure 4. An individual tab in player mode. In addition
to buttons for on-the-fly programming, the green dots represent individual program instances (shreds) that are currently running. Pressing a green dot removes that instance.
Pressing the disclosure arrow opens a mini-editor for the
script, and modified versions of the script can replace a
running shred.

Figure 5. Connect mode.

4.3 Connect

4.3.1 Network Back-end

Connect mode, an extension of Player mode, allows miniAudicle programmers to collaboratively perform and hack
ChucK code over the network (Figure 5). In this mode,
multiple Player sessions from disparate iPads are essen-

The network interactions that encompass Connect mode
are supported by a central miniAudicle server, which manages players, sessions, and the interactions between them.
The server software is implemented in Python using the
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Twisted framework, 2 and uses Representational State Transfer (REST) over HTTP to communicate with the client.
Each action a player takes in Connect mode is encoded as
a JSON data structure, and uploaded to the server.
While engaged in a Connect session, the client software
continuously polls the server for new actions, such as a
user adding a shred or modifying and replacing an existing shred. When a new action is received from the server,
it is immediately enacted on the client. In effect, each
client of the session simultaneously runs every ChucK program from every user in the session. As a result, sampleaccuracy between every shred is maintained in a given session on a given client. Using ChucK’s innate strong-timing
functionality, intricate and consistent rhythmic patterns can
be constructed between programs from multiple individuals in a session. However, latency must obviously exist between when, for example, one user adds a shred on his own
tablet, and when that action is reflected on another player’s
tablet over the network. As the practice of networked livecoding in ChucK matures, we anticipate the development
of software techniques to address the drawbacks of these
physical realities.
5. FUTURE WORK AND CONCLUSIONS
Of critical importance in any interactive software system is
the evaluation of that system with respect to its goals and
overall user experience. We intend to assess miniAudicle
for iPad in these regards in upcoming research efforts. This
might involve formalized user testing, with users spanning
a range of skill levels in ChucK programming, statistical
analysis of Connect-mode performance sessions, and the
development of touchscreen-based live coding performances
in the concert setting.
Yet to be explored in this system is the deeper social dynamics of a networked live-coding community, and how
the design of the Connect system might provoke or discourage certain musical behaviors. For example, networked
live-coding sessions could be opened for anyone to listen in, and especially popular or productive players on the
miniAudicle network might be promoted within it. We
chose not to enable explicit communication between Connect players other than the ChucK code itself; it merits consideration whether allowing in-session chat would lead to
stronger musical collaboration, or if it would distract from
purely musical creative processes. The experience of developing and supervising the World Stage [16] provides
many lessons for such building of online musical communities.
We believe that miniAudicle for iPad provides a compelling foundation for the exploration of music programming and live-coding performance on mobile touchscreen
devices. A touch-augmented text editor, advanced livecoding functionality, and networked performance features
combine into a computer music environment that leverages
the principal features of touchscreen computing while retaining the immense expressivity of textual programming.
As we apply final touches and polish, we will release mini2

https://twistedmatrix.com/

Audicle for iPad both in the Apple App Store and as source
code under an open source license. We hope that this work
might help to compel further consideration and research of
music programming on mobile touchscreen systems.
6. REFERENCES
[1] G. Wang, “The ChucK audio programming language:
A strongly-timed and on-the-fly environ/mentality,”
Ph.D. dissertation, Princeton University, Princeton, NJ,
USA, 2008.
[2] S. Salazar, G. Wang, and P. Cook, “miniAudicle and
ChucK Shell: New interfaces for ChucK development
and performance,” in Proceedings of the International
Computer Music Conference, 2006, pp. 63–66.
[3] G. Wang and P. R. Cook, “The Audicle: A
context-sensitive, on-the-fly audio programming environ/mentality,” in Proceedings of the International
Computer Music Conference, 2004, pp. 256–263.
[4] J. McCartney, “Rethinking the computer music language: Supercollider,” Computer Music Journal,
vol. 26, no. 4, pp. 61–68, 2002.
[5] N. Collins, A. McLean, J. Rohrhuber, and A. Ward,
“Live coding in laptop performance,” Organised
Sound, vol. 8, no. 3, pp. 321–330, 2003.
[6] G. Wang, A. Misra, P. Davidson, and P. R. Cook,
“CoAudicle: A collaborative audio programming
space,” in In Proceedings of the International Computer Music Conference, 2005.
[7] T. Magnusson, “ixi lang: a SuperCollider parasite for
live coding,” in Proceedings of International Computer
Music Conference. University of Huddersfield, 2011,
pp. 503–506.
[8] S. Aaron and A. F. Blackwell, “From Sonic Pi to
Overtone: Creative musical experiences with domainspecific and functional languages,” in Proceedings of
the First ACM SIGPLAN Workshop on Functional Art,
Music, Modeling and Design. New York, NY, USA:
ACM, 2013, pp. 35–46.
[9] “Ableton Live,” https://www.ableton.com/en/live/.
[10] N. Tillmann, M. Moskal, J. de Halleux, and M. Fahndrich, “TouchDevelop: Programming cloud-connected
mobile devices via touchscreen,” in Proceedings of
the 10th SIGPLAN Symposium on New Ideas, New
Paradigms, and Reflections on Programming and Software, ser. ONWARD ’11.
New York, NY, USA:
ACM, 2011, pp. 49–60.
[11] S. San̈s, “Codea,” http://twolivesleft.com/Codea/, accessed: 2014-3-28.
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ABSTRACT
Smart watches with motion sensors offer the potential of
bringing hand-gesture based music performance to a large
audience by removing the need for custom hardware. It
further removes artifacts from the hand, as would be present
when a smart phone or a motion-controller such as the Wiimote are used. We discuss the potential and technical limitations of a current generation commodity smart watch
(Pebble) and describe contribution to music software on
mobile devices. By using Open Sound Control (OSC) as
well as ZeroConf/Bonjour networking an accessible setup
for musical control by smart watches is provided. Furthermore the integration into the mobile music environment
urMus allows flexible use in a broad range of more sophisticated performances.
1. INTRODUCTION
Motion sensing has been central to many music performance systems. It enables gesture-based performances in
a wide array of artistic settings, ranging from glove-based
controller’s such as Lady’s Glove [1] to dance art [2] to
conducting detection [3]. The literature of motion sensing
is vast. For a review of the use of accelerometers in new
musical instrument design up until 2006 see Miranda and
Wanderley [4]. The field has garnered continued interest
with a wealth of recent contributions based both on commodity and custom technologies.
On the commodity side, the Wiimote controller, a commodity game controller using accelerometers for gesture
detection has been used in numerous projects (e.g. [5, 6]).
Baalman et al. noted that wii-motes can be difficult to use
in live performance settings and hence opted to design custom hardware to allow stage and dance sensing, including accelerometer based sensing using XBee rather than
bluetooth. There are numerous further project that seek
to sense dance motions with an emphasis on arm or wrist
gestures. Schacher has designed custon bracelets to sense
dancer’s wrist motions [8]. Todoroff [9] describes custom
sensors that are attached to hand, lower and upper arm to
allow dance sensing. The location of the lower arm sensor
is similar to the location of commodity smart watch occupies. Tanaka et al. provide a subjective affordance evaluation contrasting smartphones, Wiimotes, and the Axivity
Copyright: c 2014 Alex Migicovsky et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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WAX prototype indicate a complex relationship between
suggested affordance of a gesture sensing technology and
its cultural associations by performers. It seems to us that
adding more modes of affordances that can be drawn upon
will expand the palette of performance choices. The WAX
sensor is similar to the MO sensor [11] which is designed
to support lower-arm and wrist-centric performance sensing.
Commodity technology promises to bring performance
capabilities to a wide audience. Mobile devices already offer rich sensor capabilities allowing a range of musical performances [12]. However, a drawback of the mobile device
is that it occupies the hand, and hence imposes a certain restriction in what hand motions are sensibly supported. Recent advances in bluetooth-enabled programmable smart
watches offers the capability of combining motion sensing
with a hands-free experience. John discusses mobile music projects and identifies wearable interactions and mobile
commodity interactions. The work presented here bridges
these two categories by integrating smart watch interactions with mobile phones.
The idea of smart watches has been explored for over
a decade. One of the earliest realized project was IBM’s
Linux Watch [14]. For a recent review of the research into
the area see Bonino et al. [15]. It has only been quite recently that low-price smart watches with good integration
with other commodity hardware have emerged. Hence we
see it as justified to consider smart watches as musical performance platforms at this point.
This paper describes the integration of one such watch
called “Pebble” [16] into a mobile app called MoveOSC,
allowing OSC-connected music performance controlled by
wrist motions without the need of any custom electronics. In order to accomplish this, we utilize the Pebble’s
accelerometer and bluetooth capabilities. We use the urMus environment [17] for this purpose offering a broader
possibility of use of smart watches in mobile music performance. Its goal is to enable musicians to easily leverage
their Pebble smart watch into a musical instrument, much
the same way people have been using their iPhone to do
the same. We describe the developed software pipeline as
well as discuss limitations and technical challenge of the
current setup. A similar system using laptops for pebble
integration for music performance was independently proposed by Dannenberg [18].
2. OVERVIEW
A central goal was to develop an iOS application called
MoveOSC, which would make the use of accelerometer
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Figure 1. Overview of the MoveOSC system with its different components. Pebble sends accelerometer data over bluetooth
to an iOS app which finds OSC providers via ZeroConf service discovery. OSC data is then sent to that provider to allow
interactive music performance.
data of a smart watch easy in conjunction with popular
music performance software. This application consists of
a few different layers of software in order to create music via Pebble (described in Figure 1). First, the MoveOSC
Pebble smart watch application sends accelerometer movements to the MoveOSC iOS application. When the Pebble
accelerometer data is received by the MoveOSC iOS application, the iOS app transforms the data into Open Sound
Control packets 1 and relays them to any listening and enabled OSC-compatible device or application on a Bonjourcompatible router 2 .
In our application setup, we forward the OSC data to an
application called OSCulator.app 3 . OSCulator is middleware that transforms OSC messages into other similar representations (e.g. MIDI). Routing the OSC data through
OSCulator converts the received data for 3rd party music software that users can utilize, since different software
packages (Logic Pro, Ableton Live / Max for Live, etc.)
expect data in various forms. In our scenario, we used
Ableton Live 9 along with Max for Live to create music
with the Pebble. Once OSCulator receives the OSC packets from the MoveOSC iOS application, OSCulator transforms the OSC packets into a MIDI representation to send
to Ableton Live 9. The MIDI packets are mapped to controls of different parameters, resulting in different musical
sounds based on how the Pebble accelerometer moves.
3. SMART WATCH TECHNOLOGY
Pebble is a programmable smart watch which is equipped
with an ST ARM 32-bit CORTEX-M3 CPU. The clock
face is a 144x168 pixel LCD display and it offers bluetooth
networking as well as accelerometer and magnetometer
sensors and vibrotactile display. Pebble is perhaps the first
smart watch to start a recent interest in the area. Since
then, the industry has pushed other examples into the commodity market. A prime example is Samsung’s Galaxy
Gear 4 . At this time these systems do not have interoperability standards, hence solutions are particular to the
platform. We hope that future standardization trends may
alleviate this problem.
Pebble provides a Software Development Kit (SDK) that
lets developers easily create applications that integrate with
1

http://opensoundcontrol.org/introduction-osc
https://www.apple.com/support/bonjour/
3 http://www.osculator.net
4 http://www.samsung.com/us/
guide-to-galaxy-smart-devices/galaxy-gear.html
2
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both iOS and Android. This SDK consists of three components: one for the smart watch, one for iOS, and one for
Android. Our system was implemented for iOS only, but
extension to Android are straight-forward.

4. SMART WATCH APP
The Pebble smart watch app (or for short Pebble app) uses
a simple API to listen for accelerometer events. Pebble
extends the ability to listen for accelerometer events at different frequencies (between measurements at 5 Hz and 100
Hz). There also exists functionality to batch the accelerometer measurements in groups (between 1 measurement per
group and 25 measurements per group). The effects of
these parameters – batch count and frequency – have a
significant effect of how reliably data is transferred to the
companion smartphone application. There are other concerns as well: memory pressure, incoming / outgoing Bluetooth message buffer size, and more. We needed to refine these parameters in order to ensure that enough data is
sent to the smartphone and that it was sent at a reasonable
rate. Here we note that the bottleneck of the application
is the connection between the Pebble smart watch and the
iOS application, not between the MoveOSC iOS application and a WiFi-connected OSC device. We thus focus on
performance of the Bluetooth messages sent between the
MoveOSC Pebble application and the MoveOSC iOS application.
4.1 Bluetooth Performance
Initially the Pebble app displayed a real-time bar graph
of accelerometer information. However, we realized that
the data transmission speeds were affected negatively by
having the live interface. This is an indication that the
Pebble performance is not yet sufficient to maintain highbandwidth bluetooth connectivity and offer rapid display
updates at the same time. Hence, we removed the live
interface to obtain better Bluetooth performance. Even a
simple user interface that requires a few system resources
like an image brought down system performance. To decrease the memory footprint associated with the user interface, we created parts of the visuals in code rather than using images. Clearly the Pebble watch is in its infancy and
these performance issues showcase that commodity wearable technology today still needs to improve to have a more
seamless musical experience.
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The bluetooth communication itself required optimizations. Next we describe the process by which we assessed
the performance of the bluetooth connection and the approach to achieve satisfactory performance. We used a
number of metrics. These are:
Throughput: We measured throughput as the amount of
data received in a given message on the MoveOSC iOS app
divided by the time it takes between receiving two messages from the MoveOSC Pebble app on the MoveOSC
iOS app. Throughput can be determined on both the iOS
and Pebble components of MoveOSC. Note that the throughput as we perceive is actually lower than the throughput
that the Pebble achieves due to the overhead of Pebble’s
API being a layer above the Bluetooth protocol. Throughput also takes into consideration intentionally dropped messages – sometimes we intentionally do not send messages
from the watch because we know that a backlog of messages has occurred. These intentionally dropped messages
will show up as decreased throughput.
Throughput Consistency and Message Success Rate: Another metric for performance is the message success rate. If
data is retrieved at a constant interval, any data that is not
sent decreases the consistency of the data being received
on the smartphone. This means that actions taken on the
watch will not be as “live” as possible. We measure success rate by taking the number of successful messages sent
from the watch divided by the total number of messages
sent from the watch. This calculation must be performed
on the Pebble watch since only the Pebble software knows
whether a message was sent or dropped.
Smoothness and Minimal Data Chunking: The final metric we will discuss is the “smoothness” of the data being received on the MoveOSC iOS application component. The
smoothness of the data that is flowing from the MoveOSC
Pebble application to the MoveOSC iOS application is directly correlated to the batch size of accelerometer measurements. Because of this correlation we determine smoothness by taking the inverse of the accelerometer data batch
size multiplied by the measurement frequency. This determines the number of measurements attempted to be sent to
the MoveOSC iOS application per second. This measurement is important because it ensures that data that is being
sent to the iOS application is usable. For example, one
can imagine a scenario where the watch sends data infrequently, but the throughput is still high because the amount
of data sent from the watch to the phone is large (one may
want to do this to minimize the overhead of sending many
messages). However, the example clearly shows that the
system is not optimal because users would not be able to
hear the effects of their movements in real-time.
4.1.1 Finding the Optimal Parameters for Maximum
Bluetooth Performance
The simplest algorithm for the Pebble application was to
just initially set the batch count, measurement frequency,
and inbox / outbox size. This approach unfortunately resulted in inconsistent performance. We tried setting these

- 694 -

parameters in different ways to maximize Bluetooth performance, but this mechanism did not perform well. We
tried a number of more complex algorithms to try and achieve
better Bluetooth performance.
Our first algorithm attempted to “back off” sending messages once a certain amount of messages were sent unsuccessfully. When a batch of accelerometer data is sent, a
status message is returned. The Pebble smart watch app
then counts the number of success versus failure messages
(+1 for success, -1 for failure). If the counter reaches zero,
the app waits a few cycles to start sending data again. We
perceived that this resulted in better transmission speeds
compared to using the simple algorithm mentioned above.
We found that the iOS companion app had little to do with
the Bluetooth data transmission issues. However, we suspect that these issues arise because of the protocol that is
used for transmitting data between the Pebble smart watch
and the companion iOS app. Interestingly, we found that
when using the Pebble accelerometer data for OSC at the
same time as using either the iOS accelerometer or gyroscope data, the iOS motion data greatly suffered in smoothness in its measurements. A likely source for this issue
may be the Pebble API library code on the iOS side. Because of this, we recommended that users not use the Pebble accelerometer data at the same time as the iOS motion
data in the current version. We assume that future version
of Pebble will overcome these restrictions.
4.1.2 Interoperability
When the watch sends data to the smartphone, it specifies
both how much accelerometer data it is sending as well
as the accelerometer data itself. This allowed us to easily
modify the aforementioned parameters on the watch without needing to modify the iOS component as well.
5. MOBILE DEVICE INTEROPERATION
For our purposes, we used both the iOS and smart watch
frameworks to integrate with urMus [17] to receive Pebble
accelerometer data via Bluetooth 4.0. urMus is an opensource framework for mobile music performance and offers many of the capabilities necessary for this project. In
particular Bonjour/ZeroConf and OSC networking capabilities are readily available [19].
The iOS application utilizes the Pebble iOS SDK to seamlessly receive data from the smart watch. The iOS application connects to any Pebble in close range. The Pebble
accelerometer data is received in batches – as described in
the previous section – and is parsed and passed along to the
urMus processing unit.
urMus offers two ways to integrate sensor data. The first
is as part of its dataflow processing engine [20], the second
is as part of its Lua event mechanism. We extended urMus
to allow Pebble to show up as input in both modalities. The
dataflow version as part of urMus’ default interface can be
seen in Figure 2.
Lua event integration is achieved by adding a new event
called OnPebbleAccelerate to urMus’ event structure. When new accelerometer data arrives via bluetooth,
the event is triggered and Lua functions registered to it will
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Figure 2. Pebble’s accelerometer data integrated in urMus’ dataflow engine and visible in its default interface as
PAccel X, Y, and Z. The patch shows each accelerometer
axis connected to a separate sine oscillator.

be called with arguments that contain the three-axis accelerometer data. An example Lua code to receive pebble
accelerometer data follows:
function ReceivePebbleData(self, x, y, z)
-- x, y, z contain
-- pebble accelerometer data
DPrint(x.." "..y.." "..z)
-- Simply printing the numbers
end
pr = Region()
pr:Handle("OnPebbleAccelerate",
ReceivePebbleData)
We have used this second version to realize the MoveOSC
iOS application. urMus uses a normed data format of -1 to
1 [20]. The accelerometer data is received in X, Y, Z coordinate form using this range and is then normalized to a
valid OSC value between zero and one.
MoveOSC is designed to make Pebble easy to use as a
controller. For this reason its visual presentation is simple
and directed at facilitating quick setup of connections to
the smart watch on the one hand, and a remote OSC application on the other. The user interface design can be seen
in Figure 3.
6. CONCLUSIONS AND FUTURE WORK
In this paper we described the design of a mobile app that
enables the use of a bluetooth enabled smart watch with
accelerometer sensors (Pebble) to be used as a generic gestural controller for music. We provide generic OSC connectivity offering broad applicability of the watch as a controller. Further, we integrated the watch with a mobile music environment allowing direct design of mobile-centric
musical performances. Current restrictions include limits
of the hardware with respect to CPU power.
A number of extensions to MoveOSC are thinkable. For
example, the magnetometer data could also be made avail-
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Figure 3. MoveOSC’s iOS app screens for instruction and
configuration.

able for performance in a similar way as discussed for accelerometer data here. The reason why we have not explored this option yet are the CPU and bandwidth issues
discussed. However we anticipate that with hardware evolution this obstacle will disappear. Furthermore, feedback
to the performer could be incorporated. A backchannel
communication triggering vibrotactile or visual display can
alert the performer of relevant aspects of the performance,
such as a beat pulse, or a section transition. Finally, we
hope that smart watches will follow the evolution of smart
phones and become increasingly sensor-rich, incorporating additional sensors of interest for musical performance,
such as gyroscope sensors, visual sensing, and microphones.
Some of these trends can already be observed in emerging
technologies. For example, the Samsung Galaxy Gear contains both a microphone and a camera. Hence the performance spectrum of smart watches may well be expanded
drastically with future generations of this commodity technology.
We believe that commodity smart watches are a promising technological vehicle to enable musical performance,
following the footsteps of Wiimotes [21, 22] and multitouch smart phones [12] as enablers of creativity with broadened accessibility. For example ubiquity of smart watches
would imply that it is easier to develop augmented dance
pieces for practitioners who do not have access or expertise to custom hardware solutions. Audience participation
involving gestures become more viable as audience members may well already possess the hardware. Distribution
of technology for classroom teaching purposes becomes
easier as getting the technology is not hindered by the limits of custom production.
6.1 Acknowledgments
Many thanks to Takumi Ogata for his help integrating MoveOSC
with Ableton Live for a musical performance.
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ABSTRACT
The Multi-touch Interface for Acousmatic Music Spatialization (MIAM Spat) project deals with a new way of
performing live music spatialization. Spatialization artists
currently use hardware mixing consoles to produce threedimensional sound effects, within concert halls that contain up to fifty speakers [1].
The current main spatialization technique consists in
associating a fader of the mixing console to a single
speaker. Then, the performer plays with the output level
of each speaker. They actually encounter issues with
complex spatialization transitions, as ten fingers cannot
simultaneously control many faders.
The main idea is to introduce multi-point touch screens
to replace hardware mixing consoles. The MIAM Spat
software draws surfaces on a touch screen, and each surface represents a specific soundscape. A spatialization
performance then becomes an interaction between these
surfaces and the player’s fingers.
The software described in this paper shows encouraging results, and is still evolving depending on artists’
wishes. New possibilities and representations are offered,
and MIAM Spat can be easily integrated to big spatialization sound systems.

Rudi Giot
ISIB – LARAS (Brussels, Belgium)
giot@isib.be

software’s realization and first usage results are later
explained.

2. STATE-OF-THE-ART REVIEW
Spatialization is in this paper the art of rendering music
with complex and particular loudspeakers systems. This
section describes the sound systems themselves, and how
performers generally use them to produce audio effects.
2.1 Sound spatialization requirements
2.1.1 Original music pieces
Spatialization methods can be applied to various types of
music pieces: spatialization systems can handle anything
from a stereophony, up to a 32-track input.
According to a recent study conducted by Peters, Marentakis and McAdams [1], spatial aspects in music are
mostly used “to enhance the listening experience”, or “as
a paradigm for artistic expression”. Depending on composer’s choices and goals, different sound entities could
be mixed on a same track, or on several different tracks.
All systems described afterwards are able to handle an
arbitrary number of sound inputs.
2.1.2 Acousmonium

1. INTRODUCTION
While commercial music production is released in stereophonic format, some composers prefer to add new dimensions to their pieces using spatialization systems. The
biggest installations can reach between forty and fifty
speakers in one concert hall ([1], [4]).
The Multi-touch Interface for Acousmatic Music –
Spatialization (MIAM Spat.) project allows music spatialization using a multi-point touch interface. The main
goal is to provide new opportunities to spatialization
performers, who are using basic hardware mixing consoles at the moment. Touch technologies can help spatialization systems becoming more dynamic and intuitive.
This paper begins with a state-of-the-art review of existing spatialization techniques. A typical installation is
presented, and the current use of such installations is
described [7]. Then, some new desired features and characteristics are detailed, as current systems limit live performances’ possibilities. These features and characteristics had been expressed in collaboration with an association of performers and composers.
Relying on multi-touch screens integration, the main
new ideas are described in section 3. The MIAM Spat

The MIAM Spat project aims at specific sound systems;
it is of interest only if several distinct audio channels are
available. This project focuses on interfacing with a
sound system called acousmonium. Such systems are
available at Musiques & Recherches [2] near Brussels, or
at Groupe de Recherches Musicales [3] in Paris. The
Birmingham ElectroAcoustic Sound Theatre (BEAST) is
another example of such a sound system [4].
As defined firstly by F. Bayle in 1974 [5], an acousmonium is a “speaker orchestra” including at least sixteen
speakers. These speakers are located in a threedimensional space, and with various locations and orientations. Moreover, different kinds of speakers must be
represented within an acousmonium: they must have
different shapes, sizes, and spectral characteristics.
The objective is to be able to produce various sound effects, since acousmatic music focuses on the sound itself
and not on musical instruments [3].
2.1.3 Typical installation
Based on several acousmoniums ([2], [3], [4]), the general organization of a sound system for spatialization is
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represented on figure 1. Let 𝑁 be the number of input
tracks, and 𝑀 ≥ 𝑁 be the number of outputs to speakers.
Spatialization is basically the routing of 𝑁 input tracks,
to 𝑀 speakers. This routing is actually done at the first
spatialization step, within the playback software, because
a dematerialized routing is easier to set up than a wired
one. The mixing console contains 𝑀 faders, and each
fader is associated to a single speaker: this console then
allows more precise live spatialization effects.

Polyphony
N tracks
Playback and routing
software

Digital:

2.2.2 Software spatialization
Given the diagram of figure 1, live spatialization could be
considered from two different points of view. The spatialization tool may be the Digital Audio Workstation
(DAW), as well as the mixing console.
The first method is to use built-in DAW routing and
spatialization tools: according to a survey conducted by
Peters et al. [1], this method is used by 75 percent of the
respondents. The generated piece of music may then be
ready for playback on an acousmonium with a static
mixing console configuration. Containing up to 𝑁 = 16
channels, such polyphonies do not need a significant live
spatialization performance.
2.2.3 Hardware spatialization

Analog:

The second approach is to play back a stereophonic or
quadriphonic composition, and to perform most of the
spatialization work at concert time. This is done with a
hardware mixing console, since working with a DAW is
not sufficiently intuitive and precise in a live situation –
DAWs are basically controlled by a keyboard and a
mouse. According to Peters et al. [1], 58 percent of spatialization artists use a hardware mixing console as a primary spatialization tool.
Composers who use hardware spatialization tend to export their pieces on stereo format, so that the spatialization is performed live [7]. The MIAM Spat interface will
focus on this case – on console-based spatialization.

M routed tracks

D/A interface
M routed tracks
Mixing console
M spatialized tracks

Amplifiers
(M tracks)

2.3 Current limitations

Figure 1. Current typical spatialization system.

For example, let 𝑛 be one of the 𝑁 input tracks. This
track 𝑛 may in practice be routed to all output tracks that
are linked to a speaker on the ceiling. In this case, without a mixing console, this track 𝑛 would play on the
whole ceiling during the entire music piece. The mixing
console allows to attenuate the signal from track 𝑛, before sending it to a particular speaker. For example, with
a mixing console, the track 𝑛 could be heard only at the
front of ceiling, or only at its back.

2.2 Current techniques
2.2.1 Simulated spatialization for a few speakers
The most common spatialization technique is to modify
instruments and sounds, and to route them into a tiny
amount of channels. Psychoacoustic knowledge and
physical simulation are employed in order to recreate
spatialization effects [6]. The goal is to make these effects reproducible with accessible and conventional audio
systems – such as stereophonic or 5.1 systems.
These kinds of processes are the opposite of spatialization with an acousmonium: a speaker orchestra renders
effects into the real acoustic world. However, it should be
noticed that most of the research and software production
on the topic “spatialization” deals with this case.

Playing on mixing consoles provides good precision
about a single speaker’s level, but complex sound transitions between speakers require a high level of skill.
Most of acousmoniums are built with stereophonic
couples of speakers, and the left and right channels are
placed side-by-side in the mixing console. To begin with
a basic example, a tiny audio system of eight speakers is
considered. They form a circle around the center of the
concert hall, and the stereo couples are “Front”, “Middlefront”, “Middle-Back” and “Back”. Playing a smooth
sound translation from the back to the front of the room
seems quite easy, with eight fingers. The player actually
has to keep in mind four spatial entities: two close fingers
modify the volume of a stereo couple.
Nonetheless, a smooth sound rotation around the center
of the room requires more virtuosity. We will consider a
rotation from the left to the right side, via the back side.
To achieve this spatialization effect, many fingers have to
move simultaneously and in opposite ways, as shown on
figure 2.
Among several others, this example on figure 2 illustrates first limits of the mixing console, with displacement effects that are simple to conceive.
An acousmonium offers many other parameters, such
as orienting sound directly towards audience or not. As
described in section 2.1.2, speakers have different spectral characteristics, so that sound color is also a dynamic
parameter. Timbre then becomes an important aspect of
spatialization, and it can be controlled, as R. Normandeau
explained [8].
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Moreover, an acousmonium usually contains between
𝑀 = 20 and 𝑀 = 50 channels, which are far more than
the hand’s fingers. All these elements highlight a lack of
versatile systems that help artists creating and realizing
complex live spatialization operations.

performers in Brussels. An analog controller basically
provides a zero-latency, while software controllers could
lead to significant audio delays.
3.2 Main ideas
3.2.1 Multi-touch interfaces
With the growing amount of mass-produced multi-touch
screens, the idea of using them emerged in collaboration
with Musiques & Recherches. Such interfaces could
replace mixing consoles during live spatialization performances. In theory, a ten-point touch interface is able to
perform the same actions than a mixing table – with a
virtual graphical mixing console for example – while new
functionalities could be implemented.
There remain indeed differences between a mechanical
mixing system and a virtual one. However, the consoles
used in live performances by Musiques & Recherches do
not contain motorized faders; the only feedback is the
feeling of a cursor’s position. Multi-point touch interfaces
then should not be inconvenient.

Step 1

Step 2

Step 3

Front

Middle Middle
front
back

Back

3.2.2 Mixer configurations
Figure 2. Smooth sound rotation: left - back - right.
Spatialization performed on a system of eight speakers
with a mixing console.

3. OBJECTIVES
3.1 Constraints
3.1.1 RME audio interfaces
The first specification is the use of RME [9] audio interfaces as digital to analog converters. The main reason is
that developing prototypes on a precise hardware configuration is easier at the beginning. Besides, RME interfaces implement an intern matrix mixer associated to a software controller called Total Mix [9]. Matrix mixing principles are described in section 3.2.2.
3.1.2 Easy integration
It is also important that the new spatialization interface
could be easily integrated to any current acousmonium.
The setting up of such an audio system is already complicated, and a new performance instrument involving much
more hardware would not be used in practice. Moreover,
the goal is not to design a whole new spatialization system but rather to offer new possibilities using the existing
system.
3.1.3 System latency
Latencies considered are the delays between a gesture on
the spatialization controller, and its perceived consequences on output sound. The controller may be an analog console as well as a multi-touch screen. Issues have
been encountered with previous MIAM Spat prototypes,
since the project consists in a transition from a mechanical interface to a virtual computed one. MIAM Spat’s
reactivity is a crucial point, as previously expressed by

As detailed in section 2.3, substantial improvements in
intricate live spatialization transformations are yet possible. In this section 2.3, the left-back-right rotation is actually described with several steps; each one represents a
static state of the whole hardware mixer. Performing
spatialization is then driving the system from one state to
another. These steps are software-managed in MIAM
Spat, since most DAWs and RME’s Total Mix include
controllable mixing consoles.
Producing dynamics includes two phases. The first is to
define mixer states, and interpolation methods between
them. This phase occurs before the performance, which is
the second phase consisting in controlling interpolations
between chosen mixer states.
Transformations between mixer states are controlled by
the performer, but they are computed by the MIAM Spat
software. This idea solves the issue of transitions being
too complex.
3.2.3 Matrix-based mixing
Let 𝑰, 𝑸 be the input and output vectors of a spatialization
mixer, both of size 𝑀. Spatialization using a mixing console actually consists in computing:
𝑸 = 𝑅(𝑡)𝑰

(1)

Where 𝑅(𝑡) is the 𝑀-by-𝑀 routing matrix at time 𝑡.
Please notice that a 𝑅(𝑡) matrix is the formal representation the mixer state at time 𝑡.
On the one hand, this routing matrix is diagonal when
using an analog hardware mixing console: input 𝑚 can
only be routed to output 𝑚, with an attenuation coefficient. On the other hand, modern software mixers allow
matrix routing, which formally means that 𝑅(𝑡) must not
be a diagonal matrix. Any input can then be routed to any
output and this brings new spatialization possibilities. A
detailed in section 3.1.1, this routing feature is available
with RME sound interfaces that we use.
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3.2.4 Touch areas

4.1.2 Multi-touch data gathering

Spatialization using MIAM Spat relies on the 𝑅(𝑡) matrix, but its dimension can reach 𝑀 = 40 or 𝑀 = 50:
drawing such a matrix on a screen does not make sense,
for a live performance. The choice has been made that
important states – defined before the concert – are represented by surfaces on a touch screen. Those surfaces will
be convex, and their borders will be polygons. A transition from a mixer state to another is then equivalent to a
finger movement on the touch screen from a surface to
another. An illustration of these touch areas is available
on figure 3.

Whereas programming environments allow easy access
to computer’s mouse information, multi-point touch interaction data require a specific Application Programming Interface (API). Accessing such data is quick and
robust using C# and Windows API [12].
The use of a recent protocol for multi-touch interfaces
was also considered: some tests were made using TUIO
([13], 2005), which is open-source and platformindependent. Latency issues were unfortunately encountered, since many multi-touch screens do not send native
TUIO messages.
Please notice that one touch point is sufficient to control the current MIAM Spat interface, but features using
several touch points are planned: this is why multi-point
touch support is already necessary.
4.2 Interpolation methods
4.2.1 Interpolation functions
Details on interpolation methods will rely on the spatialization example from figure 3. At first, a basic sound
displacement from the left to the back of the concert hall
will be explained.
At the beginning, the finger is placed near the grey dot
labeled “Left”; this dot locates an arbitrary mass center
for the “Left” area. Let 𝑤𝑙𝑒𝑓𝑡 be a coefficient computed to
represent how the finger is close to the mass center. The
exact method for 𝑤𝑖 computing – for a given area 𝑖 – is
given in section 4.2.2, but the main constraints are:

Figure 3. Basic example of MIAM Spat touch areas,
representing mixer spatialization states. The black dot
stands for the control finger’s location.

On this figure 3, a finger touches the screen at the black
dot’s position at time 𝑡. This point belongs to two areas:
one represents the “Back” spatialization state, and the
other represents the “Left” state. MIAM Spat will then
interpolate a routing matrix R(t), given R back and R left .
For more explanation on transition’s computation, please
see section 4.2.
The transition described on figure 2, section 2.3, is
much easier to perform using MIAM Spat. The “LeftBack-Right” movement on a hardware mixer is equivalent to a simple finger displacement on the touch screen:
a finger has to move from the “Left” labeled dot, to the
“Back”, and eventually to the “Right”. During the whole
gesture, MIAM Spat computes transitional 𝑅(𝑡) matrices.

4. REALISATION

𝑤 = 1.0 when a finger is on mass center
{ 𝑖
𝑤𝑖 = 0.0 when a finger is on area's border

(2)

When the finger is only over the “Left” area, the routing matrix is R(t) = R left . Then, the finger moves over
both areas “Left” and “Back”, and MIAM Spat computes
two coefficients 𝑤𝑙𝑒𝑓𝑡 and 𝑤𝑏𝑎𝑐𝑘 . Interpolated routing
matrix depends on these two coefficients, and also on the
two routing matrices 𝑅𝑙𝑒𝑓𝑡 and 𝑅𝑟𝑖𝑔ℎ𝑡 , such that:
𝑅(𝑡) = 𝑓(𝑅𝑙𝑒𝑓𝑡 , 𝑤𝑙𝑒𝑓𝑡 , 𝑅𝑏𝑎𝑐𝑘 , 𝑤𝑏𝑎𝑐𝑘 )

(3)

The function f might be an arbitrary interpolation, and
we choose for MIAM Spat a linear interpolation. When a
finger moves over at least one touch area, the general
formula is:
𝑅(𝑡) =

4.1 Platform, and touch data

∑𝑖 𝑤𝑖 𝑅𝑖
∑𝑖 𝑤𝑖

where 𝑖 is a touch area

(4)

4.1.1 C# software

4.2.2 𝑤𝑖 coefficients computing

As latency is a critical point, the last MIAM Spat version
is not developed on usual prototyping environments like
Max [10] or Processing [11]. A lower-level and objectoriented programming language is necessary; C# has
been chosen over C++ because of features making prototyping easier [12]. The last MIAM Spat software is then
at the moment developed on Windows only.

A coefficient 𝑤𝑖 expresses how close a finger is to the
mass center of touch area 𝑖: 𝑤𝑖 will be called interaction
weight. To satisfy constraints (2), various functions may
be employed, but we chose to use a projection of the
finger touch point.
Let Gi be the center of mass of touch area i, and
Ai1 , … , AiK the K points that form the polygonal border of
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surface i. Let T be the finger interaction point. Touch
areas in MIAM Spat are convex surfaces, and their borders are polygons: this is why a touch area can be divided
into K triangles Gi Ai1 Ai2 , … , Gi AiK Ai1 .
If a touch point 𝑇 is over the area 𝑖, it necessary belongs to exactly 1 of the 𝐾 triangles. Let 𝑇′ be the intersection point between 𝐺𝑖 𝑇, and the side of that triangle
that is a border of the touch area. Figure 4 illustrates this
geometry construction, with a surface similar to the
“Left” surface from figure 3.
Given the point 𝑇′, the interaction weight 𝑤𝑖 is:
⃗⃗⃗⃗⃗⃗
‖𝐺
𝑖 𝑇‖
𝑤𝑖 =
(5)
⃗⃗⃗⃗⃗⃗⃗
‖𝐺𝑖 𝑇′‖

of data actually sent may be smaller, as each 𝑅(𝑡) element is not necessarily modified by a transition. However, the latency could reach more than 500ms in the worst
case, which does not satisfy our initial constraints.

MIAM Spat
software and
touch screen

Polyphony
N tracks
Playback and
routing software
+ Total Mix
M routed tracks

R(t) data

R(t) data

RME
D/A interface
M spatialized tracks
Mixing console
M spatialized tracks
Amplifiers
(M tracks)
Figure 5. New spatialization system, including the MIAM Spat interface.

Figure 4. Interaction weight computing by projection,
with K=4. 𝐺𝑖 is the center of mass, 𝑇 is the touch point,
𝑇’ is the projected point.

This projection system allows continuous sound transitions when moving from an area to another. When leaving an area 𝑖, the computed interaction weight 𝑤𝑖 tends to
zero near the border, so that contribution from area 𝑖 to
the routing matrix 𝑅(𝑡) becomes negligible.
4.3 Communication means
4.3.1 Interfacing
After updating the routing matrix 𝑅(𝑡), the result is sent
to RME Total Mix, which is a mixer software. It controls
intern matrix mixer of RME sound interfaces, and necessarily runs on the computer which plays back an acousmatic composition.
MIAM Spat software runs on a separate Windows
computer, connected to the computer running Total Mix.
Figure 5 shows where the MIAM Spat interface is connected, and should be compared to figure 1.

When using the MIAM Spat interface, the mixing console becomes useless and has to be in “neutral” position:
all its faders will have to be at the 0𝑑𝐵 position.
4.3.3 OSC via local network
Open Sound Control (OSC) protocol allows data transmitting over UDP packages [15], which is much faster
and offers a bigger bandwidth. So, the computer running
MIAM Spat is connected by Ethernet to the computer
running Total Mix.

5. FIRST RESULTS
Two main categories of results are obtained with MIAM
Spat: at first the satisfaction of initial given constraints,
and later new features available for live performances.
5.1 Constraints
5.1.1 Latency

4.3.2 Total Mix MIDI controlling
Matrix mixer data was initially sent using the Musical
Instrument Digital Interface (MIDI) protocol, but a
bandwidth issue was encountered. A MIDI connection
offers a bandwidth of only 3,125 bytes per second [14],
while sending 𝑀-by-𝑀 matrices requires much more.
A common size for an acousmonium is M ≥ 40, then a
R(t) matrix may be more than 1600 bytes. The amount

Results about latency are hard to quantify precisely: this
would require a system that computes the exact delay
between a tap on the touch screen and its audio consequences.
The overall latency is nonetheless weak. When using
MIAM Spat with a mouse – and not with a finger on a
touch screen – delays are not significant. The audio system seems to follow the exact behavior of the mouse.
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Latency is however felt when using multi-touch
screens. Before sending high-level touch information,
these screens need a slight delay to process raw touch
data from sensors. Depending on the screen’s technology
and manufacturer, this processing may be negligible or
not. Some multi-point touch screens showed very good
reactivity, while others lead to perceptible delays.
5.1.2 Integration to current systems
As expressed in section 3.1, the ease of integration to an
acousmonium is important. The interfacing scheme from
section 4.3.1 shows that MIAM Spat is connected to only
one of the spatialization chain’s elements.
This makes its integration better, as it can be easily removed if not used by a performer. Besides, MIAM Spat
sends data, but does not need to receive any kind of data.
The current spatialization system then remains exactly
the same, with or without MIAM Spat.
5.2 New spatialization abilities
5.2.1 Visualization
The most obvious new feature with MIAM Spat, is that
spatialization can be graphically represented on a surface.
A touch area’s location may be related to its associated
mixer configuration, and its shape can be freely defined –
it only has to be convex.
For example, a touch area for the “Front Direct” mixer
configuration could be located at the top of the touch
screen, near its center. A touch area for a “Right Diffuse”
mixer routing configuration could be located at the right
of the screen, near its frame.
Traditional spatialization using hardware mixing consoles did not allow such representations. One routed
track, among the 𝑀 tracks, could only get a label on the
mixing console.
5.2.2 Complex, smooth, and fast transitions
As quickly detailed in section 3.2.2, MIAM Spat technically allows complex spatialization transitions. Applying
sound displacements and effects becomes easier and
more intuitive. A precise spatialization control requires
however to setup many different touch areas, in order to
get many different available mixer configurations.
The computing method for interaction weights 𝑤𝑖 also
allows intricate transitions to be smooth and continuous.
As detailed in section 4.2.2, the projection method ensures sound continuity when going from a touch area to
another – from a mixer state to another. Moreover, MIAM Spat allows performers to play the transition dynamics that they desire. The linear interpolation method is the
most simple and the most neutral, so that performers are
not influenced when playing.
Very fast transitions can nonetheless occur, and that
was not possible with a hardware mixing console. The
first way this is achieved, is to quickly move a finger
from one touch area to another. The second way is to tap
the touch screen at any location. When the tap hits one or
several touch areas, a new routing state is instantaneously
computed and sent to Total Mix. This results in an instan-

taneous audio spatialization change, whereas this was not
possible with a mixing console.

6. CONCLUSIONS
Early MIAM Spat usage results are encouraging, as they
fulfill initial objectives and constraints. At first, MIAM
Spat is actually designed to easily integrate an acousmonium, since a performer can choose to use it or not. Introducing a new artistic tool requires times, and some people
may prefer to use the traditional hardware mixing console.
The use of multi-point touch interfaces brings new spatialization possibilities, as it was one of the main goals of
the MIAM Spat project. It introduces a new approach of
spatialization, based on transitions between mixer states.
This approach must still be tested and commented on by
more performers, in order to improve it, but it is already
usable.
Many features are however still being defined and developed in association with Musiques & Recherches.
Among them, the main one is to create automatic transitions, based on physical models. The movements could
for example include inertia parameters, since current
spatialization dynamics in MIAM Spat are exclusively
controlled by the performer.
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ABSTRACT
The use of mechatronics and robotics in works of sound
art and music has grown over the past decade. Among the
significant body of work done in these fields, this paper
narrows down its focus on those that employ mechatronics and robotics in order to explore and investigate new
sonic possibilities associated with these technologies.
Followed by a discussion on characteristics of such works
of mechatronic sound art, this paper presents Mutor: a
new mechatronic sound-object that utilizes the sonic artifacts of mechatronic systems––specifically, the noise of a
DC motor––as its primary source of sound, and modulates it rhythmically and timbrally.

1. INTRODUCTION
Since the early days of the hybridization of music and
robotics, electromechanical devices such as linear actuators, servos, and DC motors, have been the basic key
components in the creation of new instruments, musical
systems, and works of kinetic sound art. However, regardless of their popularity and numerous positive features such as high durability, extensive availability, relatively cheap cost, and the fact that they are fairly easy to
work with, one major issue, which many works of musical robotics are challenged by, is their relatively loud
“noise”. The integration of robotics in the musical world,
in many cases, has been geared towards creating instruments that are inspired by already existing musical instruments, but have automated and/or augmented performance capabilities: an approach that has become associated with the term ‘musical robotics’. In this approach,
motors and actuators are popular tools, used to create
motions that help generate the automatic actions such as
beating, stroking, plucking, etc. In other words, motors
and actuators are used as means to create the mechanical
force, which then leads to the sound production, and not
as the source of sound itself. Therefore, in such systems,
the noise produced by these electromechanical devices is
often musically extraneous, and an unwanted by-product
of the sound production mechanism. Accordingly, finding
a workaround to overcome this issue can be a matter of
concern in developing such musical robotic systems. For
instance, in Kritaanjali, a robotic harmonium that uses a
solenoid-based actuation method, even though 24V soleCopyright: © 2014 First author et al. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.
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noids have been used to press the harmonium keys “the
minimum voltage possible to press each key was applied”
[1], in order to prevent the actuation noise caused by the
solenoids.
Creating automated and augmented versions of already
existing traditional musical instruments is not, however,
the only path taken by the investigators of music technology, sound art, and robotics. There is, in fact, a great
number of works of robotic and mechatronic sound art
which explore the “extra-musical” noise rather than musical sound. For the purpose of this paper and for the sake
of semantic clarity, we refer to this latter approach as
‘mechatronic sound art’. Contrary to the ‘musical robotics’ trend, here the sonic resemblance to what is expected
from already existing musical instruments is replaced by
a focus on the conventionally perceived “extra-musical”
sonic territories provided by the machines and technologies of the new era. The ideological roots of these works
of mechatronic sound art originate in Luigi Russolo’s art
of noises, his fascination for the post-industrial revolution
noise, and his orchestra of noise-intoners [2]. In these
works, preserving the integrity and purity of a certain
musical sound that is expected from a musical instrument––either melodic or percussive––is not a concern,
and in fact, the goal is to investigate “non-musical” noises and tones. Therefore, the sonic by-product of the components that comprise a mechatronic system would not be
considered as big of a threat to works of mechatronic
sound art.
Alongside and influenced by the ‘mechatronic sound
art’ movement and in a step forward towards further exploration of new sonic territories affiliated with the very
nature of robotic and mechatronic music, this paper introduces Mutor: a mechatronic instrument in which the
buzzing of DC motors and actuation noises of solenoids
are not to be perceived as some form of unwanted aural
by-product, but as the instrument’s main sonic output.
Section 2 provides an overview of the background and
related works in the field of ‘mechatronic sound art’. Section 3 will introduce Mutor, presenting its design and
technical features. Section 4 will present the conceptual
and compositional ideas behind the instrument, and section 5 will be dedicated to the conclusion and a short discussion of potential future works.

2. BACKGROUND AND RELATED WORK
As noted in the previous section, amongst the numerous
works of sound art and music that incorporate robotic and
mechatronic techniques, some are directed towards creating systems that are influenced by already existing musi-
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cal instruments, following a deterministic––and at times
anthropocentric––approach in order to achieve certain
musical output. Many significant examples of this, which
we refer to as ‘musical robotics’, can be found in Murphy’s review article [3]. However, the purpose of this
paper is to focus on the other trend identified as ‘mechatronic sound art’ in the previous section. Therefore, this
section passes over the musical robotics trend to focus on
significant examples––both early, and contemporary––of
works related to the mechatronic sound art trend, along
with its conceptual background1. Yet, it should be noted
that this classification is inevitably a loose one, both semantically and conceptually, and the dividing line between these trends is blurry in many cases.
2.1 Noises of the Machine
With Luigi Russolo’s futurist manifesto, the integration
of non-musical machine noises of the industrial revolution era in music was officially announced. In an effort to
break out of the “limited variety of timbres” offered by
the orchestra, Russolo called for sonic-artistic investigation of industrial technologies, claiming that “the evolution of music is comparable with the multiplication of
machines” [2]. In collaboration with Ugo Piatti, he constructed a set of noise-intoners, many of which incorporated a simple mechanism of exciting a diaphragm using
a vibrating string that was in contact with a rotating
wheel. The tension of the string was controlled manually
using a lever, and the speed of vibration was determined
either manually using a crank, or by a motor and using a
switch. Based on the type of noise they created, he divided his instruments into six distinct families, and used
them in a number of performances throughout Europe.
These performances drew strong responses from audiences and though none of the original noise-intoners have
survived, his groundbreaking ideas continue to influence
the artists and musicians in the realm of experimental
music and sound art to this day.

tronic sound art, in defiance of what he regards as the
“authoritarianism of the music production and reproduction” [5]. As an effort to trespass the boundaries dictated
by the music industry, this defiance was mainly realized
in the form of the design and construction of new “electroacoustic” instruments and soundsculptures––many of
which are discussed in [5]––using electromechanical machines and technologies. Another influential forerunner
of the movement is Trimpin, whose numerous works of
sound art and kinetic sculpture [6], are at the cornerstone
of the mechatronic sound art movement. Timpin’s methodology is often the sonic recycling of found objects and
obsolete machines using mechatronic techniques in order
to create kinetic soundsculptures and mechatronic soundobjects. This practice is extended in works such as Gordon Monahan’s Multiple Machine Matrix [7], in addition
to a number of others [3].
The contributions of pioneers such as Raes and Trimpin, along with those of soundsculptors Jean Tinquelly,
Joe Jones, and Martin Riches (discussed in Alan Licht’s
Sound Art [8]), paved the way for development of mechatronic sound art.
2.3 Contemporary Mechatronic Sound Art
The trace of Russolo’s intonarumori and his futurist manifesto can be clearly noticed in the works of contemporary Canadian sound artists Nicolas Bernier and Martin
Messier. In particular, their collaborative project La
chambre des machines, is a direct homage to Russolo’s
instruments. This project is a live performance in which
two “machines made of gears and cranks are manipulated
to produce a sound construction at the crossroads of
acoustics and electronics” [9] (see Figure 1).

Russolo’s instruments, whose pictures and sketches
I had long known, still fascinated me even after
hearing them play [5].
– Godfried-Willem Raes
In spite of their varied aesthetic and artistic approaches,
the majority of the works that can be identified as ‘mechatronic sound art’ are rather indeterministic, or chaotic
systems, in appreciation of the sonic by-products of the
new technologies. More significantly, they deal with
‘noise’ rather than ‘musical sound’. Therefore, it is reasonable to consider Russolo’s works and ideas as the ideological father of this trend.
2.2 Early Days of Mechatronic Sound Art
In keeping with the anti-authoritarianism tendencies of
the 1960s, the Logos Foundation was established by Godfried-Willem Raes, one of the key precursors of mecha1

For a more expansive comparison of the “musical robotics” and “mechatronic sound art” trends see [4].

Figure 1. La chambre des machine by Nicolas Bernier
and Martin Messier.

Clearly inspired by Russolo’s intonarumori, both in
terms of their appearance and sound production mechanisms, these instruments use mechanical means to generate sound. However, the mechatronic and automation
technologies are not investigated here as they are in the
artists’ solo projects. Messier’s Sewing Machine Orchestra is an audiovisual project in which “computer processing transforms the functional sounds of eight 1940s
Singer sewing machines, mounted on stands, into a vivid,
dancing weave of hums, whirrs, and beats, accompanied
by suitably pulsating lights” [10]. Bernier’s awardwinning Frequencies (a) is also an audiovisual performance “combining the sound of mechanically triggered
tuning forks with pure digital sound waves. The perform-
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er is triggering sequences from the computer, activating
solenoids that hit the tuning forks with high precision”
[11], while the triggered sounds are accompanied by synchronous beams of bright light (see Figure 2).

directions, within various degrees and ranges, creating
variation of rhythmic phrases from a combination of the
sound of spinning sheets and the buzzing of the motors
(Figure 4).

Figure 2. Frequencies (a) by Nicholas Bernier.

Contemporary examples of mechatronic sound art,
where the basic mechatronic components are used as the
source of sound itself, can be found in the numerous and
remarkable installation works of Swiss artists Zimoun
and Pe Lang. In a significant number of their solo and
collaborative works, Zimoun and Pe Lang use a large
number of what they refer to as “prepared” actuators in
order to create large-scale sound installations (see Figure
3). These prepared actuators are small DC motors or solenoids that are attached to external objects such as pieces
of wire, cardboard boxes, cotton balls, etc. The simultaneous actuation of motors or solenoids puts the external
objects into motion, creating a large number of soundobject units that form an ambient wall of sound and fill
the entire gallery space. According to Murphy, Zimoun’s
and Pe Lang’s works “involve reductionist sculptures that
pare sound-making elements down to their pure forms”
[3].

Figure 4 Motor Music Test by Daito Manabe

Most of the contemporary examples of mechatronic
sound art presented in this section share at least two significant common features. First, they exhibit a very minimalistic approach in terms of design, form, and structure,
deploying factors such as repetition and iteration to their
full extent. Second, from a technical point of view they
employ mechanisms that are purely based on actuation of
non-musical objects through basic mechatronic components. Mutor draws inspiration from both of these features. In doing so, it takes the second feature to an even
more minimalistic degree by shifting the sonic focus from
the external actuated object onto the mechatronic component itself.

3. MUTOR

Figure 5 Mutor (First finished version)

Figure 3 216 Prepared DC motors, Filler Wire 1.0mm,
By Zimoun (2009/2010)

Other contemporary examples of using mechatronic
devices to create works of sound art, primarily through
actuation of various “non-musical” objects, can be found
in Murphy’s Metal+Motors (2011), and Daito Manabe’s
Motor Music Test (2013). Metal+Motors is an installation “consisting of a variety of DC motor actuators striking metallic objects in response to ultrasonic sensor data”
[12] that are derived from audience’s movements in the
gallery space. Similarly, Motor Music Test consists of an
array of metal sheets, each attached to a servomotor. The
servomotors rotate the metal sheets at various speeds and

Mutor is a mechatronic sound-object in which the sound
of a DC motor is controlled and manipulated, in terms of
frequency, timbre, and amplitude, through mechatronics
and microcontroller programming. It is comprised of a
DC motor placed in a transparent acrylic box, and a pushtype solenoid mounted on the edge of the box’s only pivoting side (see Figure 5). Microcontroller programming is
used to control the motor’s rotation speed and the solenoid movements. Different rotation speeds create a continuous range of different frequencies, while solenoid
actuations result in shutting or opening the box’s door,
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modulating the amplitude and timbre of the motor’s
sound.
3.1 Design

the driver board. Separate MIDI pitch values correspond
to each component (i.e. motor and solenoid).

Pivot Point

Solenoid
(+LED)

Motor
80 mm

Return
Spring

Figure 8 System overview
Figure 6 Mutor parts and design sketch

Mutor is designed using CAD technology. After creating
3D models of the mechatronic components, the box and
the solenoid bracket are drafted and put together in the
3D mechanical CAD program SolidWorks (Figures 6 and
7). Several prototypes were designed to reach the optimum sizes and dimensions, both in terms of practicality
and aesthetics. The enclosure is then manufactured using
computer-aided manufacturing (CAM) technology. All
parts are laser-cut from 6 mm thick sheets of clear acrylic, except for the pivoting side that was cut out of 3 mm
thick acrylic in order to further facilitate its revolving
motion.

Figure 7 3D model of Mutor designed in SolidWorks.

3.2 System Overview

For the MIDI messages sent to the motor, different
MIDI velocity values correspond to different motor
speeds, and subsequently, different “buzzing” frequencies. For the MIDI messages sent to the solenoid, different MIDI velocity values correspond to the actuator
stroke length. Higher stroke lengths result in wider angular displacement of the box’s door, and therefore, more
significant timbre and amplitude modulations. It should
be noted that a push style solenoid has been used in this
design whose shaft is mounted onto the outer edge of the
pivoting side (the box’s door). Therefore, as long as there
are no MIDI inputs for the solenoid (i.e., the actuator is in
rest position), the box’s door is shut and the continuous
buzzing of the motor is in the “muted” state. Once there
is a note-on message, the solenoid receives a PWM signal
corresponding to the MIDI velocity number and pushes
the outer edge of the door, putting the motor’s sound in
the “un-muted” state, changing the amplitude and timbre
of the buzzing. Transition from the muted to the unmuted
state creates an effect on the motor's sound that is perceptually similar to that of a formant filter or a “wah-wah”
effect, and the sound of the box’s door shutting adds a
percussive element to the aural output. A narrow strip of
felt has been glued to the edge of the box’s door to dampen the percussive sound, making the variations of the
motor’s sound more easily perceptible. In the latest version of Mutor, a strip of bright LEDs enclosed in a thin
diffused acrylic box has been mounted on the back wall
of the box in order to boost the audiovisual expressivity.
3.3 Audio Analysis

Figure 8 presents a flowchart of the different parts of the
system and demonstrates the process of sound production. MIDI messages are sent to the Arduino board,
which has been flashed to a MIDI device using HIDUINO firmware [13]. The driver board is a customdesigned PCB and has been designed as an Arduino
shield. Appropriate output PWM signals are generated by
the Arduino in response to the incoming MIDI velocities,
and then used to drive the motor and the solenoid through

3.3.1 Frequency Domain
In order to study some of the frequency response and
sonic characteristics of Mutor, a series of tests were carried out on recordings of the instruments in both “muted”
and “unmuted” states. These samples were used to make
an analysis of audio feature extractions such as spectral
roll-off, spectral centroid, and zero-crossing. Considering
the significant degree of inconsistency and noisiness of
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the sound of a DC motor, these feature extractions were
obtained from average FFT data of one-second-long recordings of Mutor at various MIDI velocity inputs, i.e.
various speeds, with the following specifications:
• Sample Rate: 44100 sample/s
• Window Function: Hanning
• Window Size: 1024 samples
The data presented in the following graphs are therefore calculated as the average of approximately 43 samples (44100/1024 ≅ 43). Two separate series of recordings are conducted for muted and unmuted states. In the
muted recordings, the box’s door is kept shut by not
sending any input to the solenoid, and for the unmuted
recordings, a MIDI velocity of 127 is sent to the solenoid
in order to keep the box’s door at its widest open angular
position. In both cases, the speed of the motor is changed
by sending different MIDI velocities starting from 127
and decreased by 10 every step, down to MIDI velocity 7.
The graphs presented in Figure 9 exhibit the data from
muted and unmuted in comparison to each other.

The spectral centroid chart at the top illustrates the
concentration of the center of mass of the audio signal, at
both muted and unmuted states, within the relatively narrow frequency band of 7 kHz and 9 kHz for most MIDI
velocity values. However, this center of mass is somewhat higher when the instrument is in the unmuted state,
a difference that can be perceived as a timbral variety
between the muted and unmuted states. This timbral difference can be more notably viewed in the middle chart,
where the difference between the frequencies marking
80% percent of the power distribution of the audio signals in muted and unmuted states is significant. According to this chart, opening the box’s door results in extending the frequency range to higher frequencies, overtones,
and partials. Lastly, the highly wavering behavior of the
(scaled) number of zero-crossings in both states vouches
for the instrument’s noisy sonic quality. The lack of any
meaningful form of periodicity and consistency of the
signal at various speeds implies that there is no predictable or linear correlation between the motor’s speed and
its frequency behavior. Therefore, although various MIDI
velocity inputs for the motor’s speed do change the tone
of the motor in terms of frequency and timbre, this
change does not follow a certain pattern.
3.3.2 Time Domain
Figure 10 presents the visualizations of a one-bar long
pattern played by Mutor in MIDI, waveform, and spectrum demonstrations. Part (a) shows the MIDI notes used
to trigger the motor and the solenoid. C#-2 is used to send
four 8th note-long MIDI messages of maximum velocity
(127) to the solenoid, at a BPM of 120, in order to open
the box’s door for an 8th note, shutting it for another 8th
note, and repeating this procedure another three times
throughout the bar. C-2 is used to send a velocity of 127
to the motor, keeping its speed and therefore frequency
constant throughout the bar. Part (b) shows the waveform
changing over a period of 2 seconds (one bar in a BPM of
120). Part (c) demonstrates the spectrum distribution of
the audio recordings of Mutor generated by this MIDI
pattern.
O

U

C M

L

(c)

(b)

(a)

Figure 10 Visualization of a one-bar-long pattern
played bar Mutor: (a) MIDI (b) Waveform (c) Spectrum
Figure 9 Analysis of audio feature extractions of Mutor’s recordings in “muted” and “unmuted” states
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Different time intervals in each cycle have been
marked at the top of the figure. These labels represent the
following time intervals between (or during):
O: the note-on message and opening the door
U: the unmuted state
C: the note-off message and closing the door
M: the muted state
L: the latency between the note-off message and the
unmuted state
As can be seen in the figure, there is a latency (L) of
approximately 100 ms between receiving the note-off
message and the actual shutting of the box’s door. This is
of course due to the time that the solenoid’s return spring
needs to decompress, and is therefore unavoidable. However, considering that it is this action that results in the
most distinctive percussive element of the instrument,
this latency should be carefully taken into account by the
user or composer, especially when the intention is to create specific rhythms.
Furthermore, the relatively consistent changes in the
shapes of the waveform and the spectrum show that, given a constant speed of motor, while constant MIDI input
values are applied to the solenoid, changes in the audible
output of Mutor would be relatively consistent and predictable.

4. COMPOSITIONAL & CONCEPTUAL
APPROACHES
Mutor and many other examples of mechatronic sound art
discussed earlier, share a conceptual background with a
portion of experimental electronic music often referred to
as glitch. Regardless of the different mediums they use,
mechatronic sound art and glitch music both focus on
sonic by-products of the technologies they incorporate,
and highlight the potential aesthetics of these by-products
by utilizing them as the primary source of sound.
The appreciation of new sounds has been core to the
creation and reception of an extensive number of works
of contemporary sound art and experimental music, but
as Landy points out a great deal of these works “[are] of
marginal relevance to today’s society in terms of its appreciation [of them]” [14]. Landy argues that this separation of art from life is a consequence of “art for art’s sake” doctrine. He suggests certain “access tools” that can
help such works of sound art and experimental music––or
in his terminology, “works of organized sound”––be appreciated by an audience broader than just the peer musicians and sound artists. According to him, such access
tools can equip the work with what he calls the “something to hold onto” factor, raising its accessibility, and
therefore, appreciation by a greater audience. Conventional use of rhythm and pitch are among a number of
“something to hold onto” factors suggested by Landy. In
addition, he remarks on the strong effect of the visual
aspect of sound-based works on enhancing their accessibility:
It has been my experience that inexperienced listeners
tend to find sound-based works more accessible when

introduced in a convincing manner within audiovisual
contexts regardless of what they are [14].
He claims that integration of visual accompaniments of
some sort help the general (or non-expert) audiences connect to works of experimental music and sound art more
easily:
I have discovered that when presenting sound-based
music in video, theater, performance art, dance, and installation contexts, the number of viewers is normally
greater than what I would reach within music [14].
Employing Landy’s ideas on accessibility of soundbased works, Mutor focuses on two of his “something to
hold onto” factors: visual accompaniment and metric
rhythms.
4.1 Visual Accompaniment
Unlike digitally produced works of glitch music, the
sound-production mechanism in Mutor is physical and
this physicality is presented in a fully visible form. Generating sound through an entirely mechanical apparatus
that is held together in a transparent enclosure, fully embodies the visual and bodily aspect of the work, boosting
the audiovisual expressivity. The significance of this audiovisual expressivity in Mutor and similar works of
mechatronic sound art is pointed to by Fowler:
Many of these mechanical instruments are… intended
for looks as much as for sound [15].
4.2 Metric Rhythms
Similar to many works of laptop-produced glitch music
where pulse-based and metric rhythms are used as a platform to bring the ignored and unwanted technological
noise to the domain of aural attention, Mutor is designed
in a way that makes it perfectly capable of producing
metric rhythms. The effect of metric rhythms is realized
in simple timbral modulation of the motor’s sound, and
further highlighted by the percussive clacks of the box’s
revolving door. While the primary sound source here is
the continuous buzzing of a DC motor, these minimal
rhythmic modulations help remove this sound from its
everyday context where it is unwanted and ignored, creating a framework in which the potential aesthetics of such
sound are explored. This minimalistic approach was not
only inspired by the contemporary works of mechatronic
sound art, but also from Luigi Russolo’s approach towards making his own instruments:
These instruments, because of their extreme simplicity,
are already perfect enough so that they need only small
modifications of a secondary nature [2].
4.3 Drone Chorus of Metrically Muted Motors
While the use of inexpensive components and
CAD/CAM techniques make Mutor easily reproducible,
mechatronics and microcontroller programming make it
feasible to interact with and control a number of Mutors
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in an ensemble setting. In such scenario, potential rhythmic characteristics of the system can be further explored,
using any combination of synchronous, syncopated, phasing, or interlocking rhythmic patterns. Using a number of
Mutors in an ensemble setting also replaces the buzz of a
single motor with a more timbrally diverse and richer
drone chorus of sounds (see Figure 11). Such an ensemble of mechatronic sound-objects, equipped with MIDI
compatibility and/or autonomous functionality, can be
used not only in an interactive live-performance, but also
in a self-governed installation setting, where the physicality and bodily effect of the instruments play a predominant role2.

Figure 11 A set of four Mutors (latest version)

5. CONCLUSION & FUTURE WORK
This paper presents a mechatronic sound art project that
consists of new mechatronic sound-objects entitled Mutor. In these sound-objects, the continuous buzzing of DC
motors is modulated rhythmically and timbrally in an
effort to highlight the potential sonic aesthetics of some
of the most prevalent electromechanical devices in modern everyday technologies. In order to do so, two main
strategies suggested by Leigh Landy are employed:
1.
2.

Increasing audiovisual connectivity by placing
emphasis on the visual aspect of the work.
The use of conventional and accessible rhythmic
structures, i.e. metric and pulse-based rhythms.

[2] L. Russolo, The Art of Noises. New York: Pendragon
Press, 1986.
[3] J. Murphy, A. Kapur, and D. Carnegie, “Musical
Robotics in a Loudspeaker World: Developments in
Alternative Approaches to Localization and Spatialization,” Leonardo Music J., vol. 22, pp. 41–48, Jan.
2012.
[4] M. H. Zareei, D. A. Carnegie, and A. Kapur, “Rasper: a Mechatronic Noise-intoner,” In proceedings of
the International Conference on New Interfaces for
Musical Expression, London, UK, 2014.
[5] G.-W. Raes, “A Personal Story of Music and Technologies,” Leonardo Music J., vol. 2, no. 1, pp. 29–
35, Jan. 1992.
[6] A. Focke and Trimpin, Trimpin: contraptions for art
and sound. Seattle, Wash. University of Washington
Press, 2011.
[7] G. Monahan, “Gordon Monahan - Multiple Machine
Matrix - Sound Installation,”
www.gordonmonahan.com. .
[8] A. Licht, B. Fontana, S. Roden, J. Dubuffet, A. Burr,
C. Curtis, B. Gál, and D. A. Monsters, Sound art:
Beyond music, between categories. Rizzoli International Publications, 2007.
[9] Nicolas Bernier and Martin Messier, “La chambre de
machines,” http://www.lachambredesmachines.com/.
[10] J. Cowley, “Bernier and Messier,” Music Works, no.
115.
[11] Nicolas Bernier, “Frequencies (a),”
www.nicolasbernier.com. .
[12] J. Murphy and A. Kapur, “The Gallery as an Instrument: Using Remote Sensing Technology to Interface with Musical Robotics.”
[13] D. Diakopoulos and A. Kapur, “HIDUINO: A firmware for building driverless USB-MIDI devices using the Arduino microcontroller,” in Proceedings of
the International Conference on New Interfaces for
Musical Expression, Oslo, Norway, 2011.
[14] L. Landy, Understanding the art of sound organization. Cambridge, Mass.: MIT Press, 2007.
[15] C. B. Fowler, “The museum of music: A history of
mechanical instruments,” Music Educ. J., vol. 54,
no. 2, pp. 45–49, 1967.

Future works will include experimentation with different types of motors with various sonic (and visual) features in order to broaden the work’s timbral and frequency scopes. Additionally, other methods of timbre, amplitude, and frequency modulation will be explored in order
to create different variations of Mutor. Subsequently, a
large-scale ensemble using different types and variations
of the instrument will be manufactured and used to create
large-scale installations and live-performances.

6. REFERENCES
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2

Video documentation of Mutor is available at:
http://www.m-h-z.net/mutor
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ABSTRACT
This paper describes the design and implementation of a
new interface, Nico, which allows new and existing musical devices to control Tesla Coils. The interface uses an
Arduino microcontroller to convert OSC and MIDI control data to TTL pulses that command the behavior of a
Tesla Coil. This paper will give some background on the
Tesla Coil, outline the design and capabilities of the interface, and will discuss the performance possibilities that
Nico creates.

1. INTRODUCTION
The Tesla Coil has become a fascination of many, spawning a community of hobbyists and enthusiasts who build
their own coils. As well as a strong hobbyist community,
Tesla Coils have been installed in museums, schools and
universities. The interest in Tesla Coils is often in their
visual and physical qualities, as they can produce impressive electrical arcs, often spanning meters. These electrical arcs also produce sound, and many Tesla Coils are
now built to be ‘Singing Tesla Coils’, also known as
‘Zeusaphones’; a portmanteau of Zeus and sousaphone.
These coils modulate the input to the coil, in order to control the frequency of the energy discharges.

Figure 2. - Left - ArcAttack. Right - Björk performing
‘Thunderbolt’ live with Tesla Coil above.
Nikola Tesla originally invented the Tesla Coil during his
research into electricity and wireless communication.
Tesla built a small electrical resonant transformer circuit
in 1891 that allowed him to demonstrate the ability to
discharge high voltage energy, producing an electrical arc
traversing five inches [1]. Ten years later, he was able to
produce powerful discharges that traveled a thousand feet
and as he put it, ‘flashed a current around the globe’. This
technology then became extensively used in electronic
appliances like televisions, radios and ignition systems.
1.1 Previous Music Examples

Figure 1. - A live Tesla Coil in a musical performance.

Copyright: © 2014 First Author et al. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.
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The possibility of controlling the sound of the Tesla Coil
has lead to a plethora of musical examples, with many
people posting videos online of their coil recreating anything from the Bach’s Toccata and Fugue in D minor to
the Super Mario Theme tune. Often these are performed
as a demonstration of the coil, and are controlled via custom-built methods to modulate the input.
One of these custom-built projects is Robert
Connick’s investigation into building and examining the
acoustic properties of Tesla Coils [2]. A glove with embedded sensors was designed as a way to control the Tesla Coils output, converting the gestural behavior of the
performer to control data.
Tesla Coils have also been used in public performances with an early example being ArcAttack’s work
starting in 2006 [3]. Their performances usually consist
of a mixture of traditional instruments and their two large
Tesla Coils, creating a visual and sonic spectacle. A stunt
man often MC’s the performances, and wears a chain
mail Faraday suit to interact with the Tesla Coils. This
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suit adds to the visual feast, as electrical arcs are drawn to
the Faraday suit, connecting the Tesla Coils to the MC.
In 2012, a Tesla Coil was used in a more mainstream context, with popular artist Björk using one in her
song ‘Thunderbolt’ from her intermedia project Biophilia
[4]. Björk has performed live with the Tesla Coil, using a
range of different small coils.
Using electrical arcs to create sound has also
been used in Simon Mann’s ‘Transcutaneous Electrical
Sounding Linear Array for Keyboard-like Electrically
Yielded Sound (T.E.S.L.A. K.E.Y.S.)’ [5]. Created in the
1970s, the T.E.S.L.A. K.E.Y.S. consists of a series of
spark gaps into which the player inserts his or her fingers
to produce sound. Electrical arcs connect with the performers finger when close enough, and similarly to the
Tesla Coil, these electrical arcs create sound. The pitch of
the sound is predetermined, and can be set by adjusting
each coils integral electrotome to create the desired pitch.
1.2 Access to Tesla Coils
One of the strongest motivations for creating Nico was
the lack of accessibility for musicians to control Tesla
Coils, with access for most musicians being non-existent
due to multiple factors.
There have been some attempts to combine the
specialized fields involved in building, controlling and
performing with Tesla Coils. Lochi Yu and Fabián Abarca organized the Electrizarte project at the University of
Costa Rica [6], which pushed engineering students to
create art projects, including Tesla Coils. This is a rare
example where Tesla Coils have been built with performance in mind.
Another factor was a lack of commercial or
open-source methods of controlling Tesla Coils for musical purposes. Although there does exist some commercial
interfaces that allow for the control of Tesla Coils for
musical purposes [7, 8], there is yet to be a system that
allows the user to have fine control over the behavior of
the Tesla Coil and one that is focused on providing the
user with expressive musical control. The majority of
existing interfaces utilize the MIDI protocol which have
the benefits of being compatible with many existing devices that are specifically designed for musical creation.
However, there are still many aspects of musical expression that these existing interfaces lack. Importantly, there
is yet to be an interface that provides the user with dynamic control over independent voices. Additionally,
there is yet to be an interface that allows other methods of
communication with Tesla Coils.
While it can be seen that there have been some
interest in using the Tesla Coil as a musical instrument,
so far the musical applications are still in their infancy
and the range of musical control is limited. Nico provides
a more expression-oriented approach, with four-voice
polyphony and dynamic control over each voice. Pitchbend functions have also been implemented and the capability of accepting OSC messages allows the user to
have more control over the frequency and velocity behavior of the Tesla Coil.
This paper describes how the design of the Nico interface affords new musical expression and expands the
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existing musical possibilities of using a Tesla Coil as a
sonic object. First, the different topologies of Tesla Coils
will be examined in order to show the differences in control a user can have. Following this, the design and capabilities will be described and finally the musical application and future developments this research can provide
will be discussed.

2. TESLA COIL TOPOLOGIES
Tesla Coils have many different designs, but all depend
upon switches to control when and for how long power is
input per second [9]. Many Tesla Coils today use IGBTs
(insulated gate bipolar transistors) as switches. These
coils are known as Solid State Tesla Coils (SSTCs), as
opposed to original 19th century variety, which used
spark gaps as switches. IGBTs require a gate signal to
turn them on and off. It is the timing of this gate signal when it is sent, and for how long, that is central to musical operation and expression.
So far, Nico has been used to control two different types of SSTCs - Offline Tesla Coils (OLTC), and
Dual Resonant Solid State Tesla Coils (DRSSTC).
2.1 Offline Tesla Coil (OLTC)
The OLTC requires a high degree of timing precision
over the length of the gate pulses. For the OLTC, each
gate pulse needs to be predetermined length in order for it
to be operated safely. This limits the control that the user
has over the sound of the Tesla Coil, as the gate pulse
width is strongly connected to the dynamic control. However, this does not limit the maximum polyphony.
2.2 Dual Resonant Solid-state Tesla Coil (DRSSTC)
The DRSSTC are more tolerant and can support variable
pulse length. This means that each gate pulse is not limited to a predefined length and there can be individual
control over each voices, or in fact each individual length
of a gate pulse.

3. INTERFACE HARDWARE
Nico is based on the Arduino Mega microcontroller,
which has been expanded to allow for Midi and Ethernet
hardware communication. The Arduino Mega has been
chosen as it uses the Atmega 2560 microcontroller, featuring six on-board hardware timers. These timers are
used as the basis of the timing system of the TTL pulses
and are capable of a high degree of precision.
The interface is housed in a metal box in order to
shield and protect the components from the electromagnetic field the Tesla Coil produces. It features input and
output connections and some basic control components to
allow the user to quickly customize settings.
For input, the interface accepts a standard MIDI 5pin DIN jack and an Ethernet port. Currently, Nico supports MIDI note on, note off, and pitch bend control messages. When in OSC mode, the ethernet connection allows for the communication of OSC messages from an
external source.
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4. SOFTWARE IMPLEMENTATION
The software for the Nico interface consists of software
on the Arduino Mega itself and a Processing application,
which is used to convert and send incoming OSC data
over Ethernet to the Arduino board.

Figure 3. - Data flow.
4.1 Arduino
4.1.1 Hardware Timers
The Arduino Mega has four 16-bit timers and two 8-bit
timers, which are used to control the timing and length of
the TTL pulses. These timers all run from the 16 Mhz
CPU that allows for control on a minute time scale.
An important consideration for any Tesla Coil
control unit is safety of pulse length. If the pulse length is
too great, current overload can be dangerous and damage
the Tesla Coil itself and potentially other appliances in its
proximity. Due to this safety consideration, one of the 8bit timers is solely responsible for creating and terminating TTL pulses. This ensures that the length of any TTL
pulse does not exceed a pre-defined length. There is also
a stringent restriction on the frequency of TTL pulses.
This restriction is dependent on the coil itself, but a feature has been implemented to specify a maximum cumulative frequency in order to protect the coil from excessive input voltage.
Each 16-bit timer is designated the timing control of a voice. By using the on-board timers, the computational time needed for controlling the TTL pulses are
kept low which is paramount when dealing with very
short time scales.
4.1.2 MIDI Functionality
When using the MIDI input, the behavior of creating and
controlling oscillators is very similar to traditional MIDI
keyboard instruments. The MIDI note on message is received and the pitch and velocity information is used to
create a new voice. These parameters stay constant until a
note off control message is received at which point the
voice is terminated. The MIDI note is converted to a frequency and the velocity mapped to the length of the TTL
pulse. Nico allows for variable pulse length control over
each voice with a range of 0.5 to 100 µS.
The pitch bend control message can be used to
modulate the frequencies of all the voices present. The
range of pitch bend is an octave above and below the
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original note. These pitches are not quantized to equal
temperament tuning so there is a continuous glide when
using pitch bend.
4.1.3 OSC Functionality
The OSC implementation mirrors and expands the functionality of the MIDI control behavior. The Processing
application acts as a receiver and translator of OSC messages. Each OSC message consists of an address pattern
and a bundle of information. The incoming messages are
differentiated by their address patterns, much like MIDI
control bytes, and this information is then reformatted to
a UDP package to be sent to the Arduino via Ethernet.
Many music programs have started supporting OSC and
are easily configurable to meet the requirements of the
Processing application.
One benefit of using OSC when creating an oscillator is that the user is not limited to the equaltempered tuning of the MIDI notes. Instead, any combination of frequencies can be produced which allows for
micro-tonal compositions and for special effects like
beating patterns produced from two oscillators at similar
pitches.
Another benefit of using OSC is that it allows
for an increase in resolution of control parameters. With
MIDI, you are limited to 7-bit resolution, which allows
for 127 steps of control. The resolution is vastly increased
as 16-bit integers and floating-point values can be supported.
The flexibility of the OSC communication protocol
also allows for other control methods. A velocity update
message can be sent to change the dynamic of a voice,
without the need to retrigger the note. Similarly, the frequency of a voice can be updated, which can allow for
complex pitch trajectories that can be independent of one
another. Currently, there is no equivalent of these behaviors in MIDI mode.

5. MUSICAL APPLICATION
Previously, Tesla Coils have rarely been used as a novel
musical instrument in creating new sounds and compositions. Instead, it has been predominantly used as a novelty sound generator, often to play back famous tunes. This
may be due to the visual appeal of the Tesla Coil, as well
as the difficulties of creating a musically expressive Tesla
Coil system. It takes high degree of technical knowledge
to create and control a Tesla Coil that works efficiently
and safely. This technical knowledge is often not held by
artists and musicians who may want to create pieces and
sonically explore the sound of the Tesla Coil if they had
access.
This is one of the strongest motivations for creating an open source interface for controlling Tesla Coil.
Our intent is that by creating an open source solution,
musicians can easily interact with the Tesla Coil with
methods that they are familiar with. They can also modify
the settings themselves to create new interaction possibilities. This widens the availability of interfacing with Tesla Coils and hopefully allows for a more subtle and exploratory approach to musical creation.
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The Nico interface has been tested on multiple
Tesla Coils, and has also been used in a performance setting, combining fixed media with a small Tesla Coil.

build most of them. Projects that combine the expertise of
engineers and musicians like the aforementioned Electrizarte project will help in this aspect, allowing for a
greater range of people to perform with Tesla Coils and
drive innovation of their control.
Future work could also be outside of a musical
focus, with an improvement in control opening up new
possibilities for research in arc behavior.
Acknowledgments
We wish to thank Victoria University for their resources
and support.

Figure 4. - Mo H. Zareei and Jim Murphy performing
with a Tesla Coil controlled by the Nico interface.
The performance using the Nico interface provided a range of approaches to controlling the Tesla Coil.
Previously, the common approach has been to treat the
Tesla Coil as a melodic instrument, an approach seen in
the works by ArcAttack and Björk. The addition of control over independent voice dynamics proved to be extremely valuable, as it allows for a range of new possibilities. More expressive melodic passages can be played
and the Tesla Coil becomes more of an instrument, rather
than a novelty sound generator. There is more flexibility
to blend the Tesla Coil with other sounds, and create
more complex relationships between its own multiple
voices, and other sounds as well.
The Tesla Coil is also not limited to just this approach. In contrast, a more rhythmic and percussive approach produces a new element of the Tesla Coil as an
expressive instrument, as it can create complex noise
gestures. Sharp bursts of noise can be created with
rhythmically complex passages working well. The timbre
of the passages can be controlled through density and
register of pitch, and this method works well with a
noise-based aesthetic.

6. FUTURE WORK
Nico allows for greater access for controlling Tesla Coils
in musically interesting ways. Although the Tesla Coil
has rarely been treated as a sonically interesting object,
the development of interfaces and methods that allow for
more subtle music control is essential to creating new
musical interactions.
Future work involving Tesla Coil interfaces
would involve producing more nuanced control for musical expression, as well as expanding the output possibilities of the interface. This would allow for not only novel
interactions between the user and the Tesla Coil but also
between each coil. The arc behavior changes substantially
when two Tesla Coils are in close proximity with each
other.
The development of these interfaces will be
heavily dependent on the accessibility of Tesla Coils to
the public and musicians, as hobbyists currently still
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ABSTRACT
NLN-live is a dynamic score system for nonlinear and interactive instrumental music performances, based on music
technologies used in video games. The goal of NLN-live
is to facilitate dynamically controlled collaborative performances that make live interactive video games music possible.
The principle of NLN-live is simple: every musician of
an ensemble repeatedly plays two fragments of music that
are presented on a screen, say X and Y, with the musical
content for X and Y being variable and changing, for example, in relation to the interaction with a video game.
The continuously varying music fragments are controlled
remotely by the NLN-live application, while the speed of
these changes is controlled by the conductor.
NLN-live has successfully been used with single musicians, ensembles, as well as a symphonic orchestra.
1. INTRODUCTION
Nonlinear and interactive music are well known in, for example, certain video games, where the music in the video
game adapts to the gameplay [3, 4]. Nonlinear music in
games can be considered as a very broad range of music techniques and strategies in order to make the music
correspond to the nonlinear and interactive nature of video
games.
The two most frequently used techniques of nonlinear
and interactive music in video games are vertical re-orchestration and horizontal re-sequencing, also known as ’the
variable (open) form’ (see Figure 1.) [3, 4].
In music history and concert contexts similar nonlinear
music concepts are known, for example in compositions
with an open form as well as compositions considered as
aleatoric music such as Terry Riley’s 1964 in C, Karlheinz
Stockhausen’s 1956 Klavierstück XI [1], Mozart’s 1792
Musikalisches Würfelspiel and Jason Freeman’s 2009 Piano Etudes [2]. In contrast to interactive game music these
concert pieces normally do not have any interaction during the concert, but have other algorithms that realise the
performance, such as randomness, chance or performers
choice.
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state 1
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loop A1

loop B1

loop B2
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state 4

time

loop A2

Figure 1. Two examples of horizontal re-sequencing. The
shorter the loops the faster the response to the gameplay
variable or interaction [4, 5].
Live instrumental music performances or concerts that
feature the music of video games in an interactive form are
extremely rare. This is mainly due to the lack of interactive
music solutions for live instrumental performances and results in concerts with linearly arranged versions of (originally) nonlinear video game music (Games in Concert,
Video Games Live, Indie Games Concert, King of Games,
etc.). This music is often combined with (linear) video
footage of the game, instead of actual video games being
played, thus removing an important aspect of video games:
live interaction. The aim of developing the NLN live application was to offer a solution for this live interactive instrumental music, for example in the context of video games
in concert. NLN-live has been primarily based on the technique of horizontal re-sequencing (Figure 1.).
2. NLN-LIVE ARCHITECTURE
NLN-live is an open source Node.js web application based
on horizontal re-sequencing (see Figure 1.) and consists
of three different, interrelated, interfaces, a data-layer, the
Dijkstra graph search algorithm and the pulse (see Figure
2.). All three interfaces are designed to fit on a tabletscreen. All interfaces are connected to the NLN live-server
using network sockets.
2.1 Interfaces
2.1.1 Musician interface
The musician interface consists of a dropdown menu, to select an instrument, and two fragments of music that can be
considered as encapsulated between repeat signs (see Figure 3.). This means that the musicians alternatingly play
the top (X) and bottom (Y) fragments. Put otherwise: in
Figure 3. X is the current music fragment, Y is the future fragment. If X has been played, Y becomes the current fragment and X the new future fragment. Thanks to
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2.1.3 Interpreter interface

Conductor
interface L

Conductor
interface R

Musician interfaces
(present the musical
fragment for the
selected instruments)

node id
1. conductor clicks

Interpreter
interface

2. checks
the requested
interpreter state

Search algorithm

3. Search algorithm
finds shortest path
to musical fragment
that corresponds
to the requested
interpreter state

Figure 2. Basic architecture of NLN-live.
a coloured border around the current fragment (fragment
X in Figure 3.) every musician knows which music fragment to play. The musical content of individual fragments
changes once they have been played, while becoming the
future fragment.
Musicians can always read ahead, since there is always a
currently playing and future fragment.
The musicians could theoretically receive an endless sequence of music fragments and keep playing without turning a page, as their parts are controlled remotely and dynamically.

& 43 ..

&

2.2 Data layer
Every interactive music piece consists of music fragments
with unique ids (nodes) stored in separate folders for every
instrument and a database with all relations between these
nodes (edges).
2.2.1 Music fragments
In the current version of NLN-live the music fragments
for the conductor (score) and all musicians (parts) are presented as 1 to 5 bars .PNG images, prepared in music notation software Finale 2012 and exported in bulk as .PNG
images using Finale Script (see an example in Figure 4.).

Musical content X

Musical content Y

The interpreter interface determines the variable to which
the interactive music should respond. This interpretation
can be connected to a separate algorithm, or application,
such as a video game, but can just as well be a slider controlled by a music director. The value or state of the interpreter interface eventually determines which music fragments will be played.
On a linear slider with for example 3 values, a state of
2 would mean that music fragments that are member of
group 2 are requested to be presented to the musicians and
conductor. The (Dijkstra) search algorithm (see: section
2.3) finds the shortest path to music fragments that correspond to this requested state.
The linear slider of the interpreter can be considered as a
state selector and a 2, 3 or multidimensional interface (see
Figure 5.) could also be used, depending on the interactions and possible connections between music fragments.

..
Intermezzo 0

Figure 3. Two music fragments X, Y, encapsulated between repeat signs and with a border around the current
music fragment.
The conductor performs the same role as in traditional
performances and informs the musicians about the tempo
and pulse of the music.
2.1.2 Conductor interface
The conductor has a similar interface as the musicians with
two (a current and a future) music fragments being presented. Because of the size of the score, the music fragments are presented on a left and a right page on two separate tablets, or on a computer screen. It is the conductor, or
the conductor-assistant 1 , who determines when the next
music fragment should be presented to all musicians by
tapping (or clicking) on the screen of one of the presented
fragments. This tapping in the conductor interface (Figure
2.) can be considered as the pulse of the NLN-live application (see: section 2.4 ).
1 Because the conductor might want to use both hands for conducting,
and not for tapping or clicking, the conductor-assistant can do that for the
conductor on a separate tablet or computer
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Figure
4. PNG-image example of a 4 bar music fragment
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2.2.2 Nodes and edges
The database of music fragments (node ids) and their relations (edges) used in NLN-live was created using the graph
visualisation environment arborjs’ ’Halfviz’ 2 (a dot-inspired,
mostly declarative format for describing graph relationships).
When the conductor interface requests a new node (a new
music fragment), the search algorithm finds a path to possible successors for the current node based on the current
(requested) state of the interpreter interface and the currently playing node. The outcome of the search algorithm
is the shortest path to a node matching the interpreters state
and this outcome is distributed to the conductor interface
as well as all musician interfaces. The conductor and musician interfaces use exactly the same node ids to present
2

http://arborjs.org/halfviz
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the music fragment for their corresponding (selected) instrument.
2.3 Graph search algorithm
To find the shortest path to a new node which matches
the interpreters state an altered version of Dijkstra’s algorithm is used. The regular version of Dijkstra’s algorithm
searches for the shortest path from node A to node B in a
graph. The altered version of the algorithm searches for
the shortest path from node A[1] to any node in a group of
nodes B[] that match the interpreters state. It checks if any
of the neighbouring nodes is in group B[], it then checks if
any of their neighbours which were not checked yet are in
group B[] and so on.
In Dijkstra’s algorithm this calculation is done in a specific order, which will be the same every time the algorithm
is run. This would mean that when the algorithm finds a
path from A[1] to B[] it will always end up returning the
same node as the solution, for example B[2], but it might
be possible that more than one of the nodes in group B[]
have a similar distance to A[1] as B[2]. For a musical application it doesn’t make sense to always choose one of
two possibilities if the other possibility is just as good. To
solve this issue the algorithm continues, even after a first
shortest path has been found for A[1] to a node in B[], to
find all shortest paths to nodes in B[] and then randomly
returns one of the found shortest paths.
Another adaptation to the original Dijkstra algorithm is
the support for finding a path from node A[1] to itself, if the
graph data would allow for it. In the NLN-live application
this result would be considered as a direct neighbour.
2.4 The pulse
2.4.1 Timing

3. MUSICAL RESULTS
The NLN-live application has been tested with solo musicians, ensemble as well as a full symphonic orchestra.
3.1 Musikalisches Würfelspiel
Musikalisches Würfelspiel compositions by Mozart (K. 516f)
and others have been prepared for the NLN-live application. Because of the short (1 bar) music fragments these
become quite challenging pieces, when using the default
musician interface which shows only 2 fragments.
3.2 Mood Music
At the occasion of the release of a new version of http:
//ikcomponeer.nl (an online interactive composition
tool for children) an interactive piece has been written by
Than van Nispen tot Pannerden. The composition was
based on the affective circumplex model with a 2-dimensional
valence-slider, or state-switcher, making it possible to select music considered ’neutral’, ’content’, ’happy’, ’sad’
or ’angry’, with appropriate musical transitions (see Figure 5.) [6].
Unfortunately the concert, including this interactive composition, was cancelled due to 2013 cuts in funding by the
Dutch government.
arousal

The conductor directs the musicians and sets the tempo of
the piece.
By tapping (or clicking) in the conductor interface, after
a music fragment has been played, the conductor decides
’the pulse’ of the NLN-live application, or how fast a new
fragment is presented. This speed is of course related to the
conducting tempo, and the number of measures per musical fragment.

more measures in advance. Musicians also mentioned that
a head start of 2 seconds is the bare minimum.
More experience and testing with the NLN-live application in live concerts is recommended to elaborate on the
matter of sight reading and reading ahead in nonlinear music contexts.
These early tests led to the disclaimer for composers to
write music that would consist of music fragments of at
least 2-4 measures. In regard to the responsiveness and
latency of the interactive music system, the music fragments were not allowed to be longer than 4-6 measures
(the longer the music fragments are, the longer the, potential, response time to the interaction will be [5]). These
compact music fragments also make it possible to easily fit
the current and future music within the two staffs X and Y.

2.4.2 Latency
Conductors, as well as musicians, are used to reading ahead.
This means that sight reading could actually be considered
as sight reading of future (1 or 2 measures) musical material. These future measures, that need to be presented to
the conductor and musicians, can be considered as the ’latency’ of the musical system (the NLN-live application already presents music fragment Y in Figure 3., while music
fragment X is being played, delaying the responsiveness to
the interaction).
Early tests with professional musicians (from the Dutch
Radio Philharmonic Orchestra) demonstrated that showing
2-4 measures in advance, in a moderate tempo, is enough
to read ahead, although conductors and musicians mentioned that it would be more comfortable if they could see
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valence

Figure 5. Simplified model of the affective circumplex
model, usuable as a 2 dimensional slider for the interpreter
interface.

3.3 Space Invaders
The Arnhem Philharmonic Orchestra (Het Gelders Orkest)
premiered an interactive composition by Stan Koch and
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Than van Nispen tot Pannerden at the Museumnacht 2013
while the video game Space Invaders 3 was played live.
This new composition was based on the 4 note melody of
this historic video game, which is considered the oldest interactive video game music [3].
Samsung kindly provided the 55 tablets for this live performance (see Figure 6.).

material it is recommended to have a linear version of all
the music fragments for rehearsal practices.
This linear version of all the music fragments would ideally be available on paper for preparation and rehearsals.
A linear version can also be presented on the musician interfaces when a linear sequence of the nodes is used in the
graph data (1->2; 2->3; 3->...n).
4.4 Scores and parts as images
In the compositions discussed in section 3. the music fragments for the conductor and musicians were presented as
.PNG images.
Modules such as vexflow and abc-notation javascript libraries have also been implemented and tested in the NLNlive musician interface, but either lacked some elementary
notation elements required for the live performances, or required relatively large datafiles in regard to the PNG-files.
However, for the use, or combination, of algorithmic music, the implementation of these modules could prove very
valuable.
4.5 NLN-software

Figure 6. The Arnhem Philharmonic Orchestra, conducted
by Ernst van Tiel, premieres live interactive music using
the NLN-live web application on Samsung tablets, while
the video game Space Invaders is being played live.

More information on NLN-live, latest versions of the open
source NLN-live software, as well as installation instructions are available on: www.nln-live.nl and
https://github.com/supradeus/nln-live/
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4.1 Notation difficulties in nonlinear score and parts
Because of the nondeterministic form of the music it is difficult to predict which music fragments will succeed one
another. This has consequences for elements a composer
would take in account in the composition, such as the notation of the dynamics (which in the discussed pieces are notated for every music fragment), instrument changes, use
of mutes, harp pedals, key changes, but also to plan for
breathing for brass and woodwinds.

Musicians from different ensembles stated that they would
appreciate some sort of annotation mode, in which they
could make remarks and notes on top of the music fragments, similar to functionality in for example the ForScore
and PiaScore applications 4 . Violin players are for example used to draw the bowing (up, down) in their parts. A
workaround for this annotations could be to take over notes
from a paper version, used during rehearsals.
4.3 Rehearsals
Because of the variable form of the music there is a chance
that certain music fragments are not presented to the musicians during rehearsals, but are presented during the performance. To prevent the surprise of unfamiliar musical
4

[1] W. de Ruiter, Compositietechnieken in de twintigste
eeuw. De Toorts, Haarlem, 1993.
[2] J. Freeman, “Piano etudes.” [Online]. Available:
http://www.jasonfreeman.net/pianoetudes/

4.2 Annotation
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ABSTRACT
Our idea of Organic Oscillator is a combination of the mechanism of a table lookup oscillator and natural oscillation
sources from audiences. Based on this idea, we conduct
a series of audio and visual experiments, starting from using a single natural oscillation source in the human body to
multiple ones from the audiences. Shifting from a singleparticipant paradigm to a group-participants paradigm, we
summarize our development of audience sensing apparatuses and identify the need of an abstract audience representation to extend composition possibilities and interactive system design. Informed by our experiments, the
absence of the abstract audience representation leads to a
gap that limits us to express data relationships among multiple natural oscillation sources from the audiences. To
advance our research, we present a novel symbolic audience model that abstracts audience members as objects
and their responses as processes in a systematic perspective. We envision works created using this model may allow us to explore new forms built using this model’s new
conceptual strategies of inter-participant relationship, synchronization, and collective expression.
1. INTRODUCTION
The concept of unit generator, such as oscillators, is fundamental in digital sound synthesis languages [1]. In this
paper, we extend the idea that ”one could snip out a period of a recorded sound and load the table with it” [2] in
our experiments. Instead of using a numerical representation generated by a computer program, we start by loading the table with samples recorded from a human cardiac
cycle. In this paper, we categorize our works into asynchronous and synchronous experiments by nature of an experiment’s final presentation format. The asynchronous
experiments are electroacoustic studies that demonstrate
our idea of Organic Oscillator using offline methods. The
synchronous experiments are audience participation installations that extends our idea of Organic Oscillator through
interactive system design. As it’s critical for us to use multiple natural oscillation sources from the audiences as composition materials, we briefly summarize the development
of our audience sensing apparatuses. This development has

naturally led us to identify the need of an abstract audience
representation in our works. Finally, informed by the results of our experiments, we present a novel symbolic audience model to extend our composition possibilities and
to guide our interactive system design.
1.1 Related Works
Rhythmic signals from the human body are abundant resources for the electroacoustic composition [3], the extended musical interface [4], the data sonification research [5,
6], and the interactive sonification performance [7]. Using
data from more than one human body for musical compositions [8, 9] or interactive installations [10, 11] requires
an appropriate audience sensing apparatus, a wireless network communication infrastructure, and conceptual strategies for compositions, such as the idea of synchronization [9], the competitive mapping [8], and the interconnected musical network [12]. Lastly, our approach is datadriven, systematic, and inspired by research of collective
behaviors in various fields [13]. The scope of this paper
mainly concerns our choice of this data source, technologies required for this type of composition materials, and
the necessity of a symbolic audience model that provides
conceptual strategies to extend our future research.
1.2 Motivation
Characteristics of the rhythmic signals from the human
body are unique and inspiring to our artistic practices. In a
wavetable lookup synthesis, numerical values in the wavetable
are generated by a computer program and stored in a memory. In most cases, the table length and the sampling frequency are fixed. Therefore, the frequency of the sound
from an oscillator depends on the value of the increment.
In a system like the human body, the table length of the
cardiac cycle varies from time to time and from person to
person. We are interested in what this variety from a single
human body may provide us aesthetically and that from an
audience collectively. The goal of our artistic experiments
is to explore new forms informed and created by our idea
of Organic Oscillator, which we introduce in the next section.
2. ORGANIC OSCILLATOR

Copyright: c 2014 Yuan-Yi Fan et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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Our idea of Organic Oscillator is a combination of the mechanism of a table lookup oscillator and natural oscillation
sources from the audiences. To make a sound synthesis
analogy, a wavetable for Organic Oscillator is one that is
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filled with samples recorded from one human cardiac cycle, illustrated in Figure 1. We started our first experiment
by converting rhythmic signals from a natural oscillation
source in the human body into sound using CSound in
MAT 276IA 1 . Results of our first experiment became primary materials in our electroacoustic studies. Constraints
of our first experiment has inspired us to extend our research by developing appropriate audience sensing apparatuses for experiments using multiple oscillation sources
from the audiences. These experiments have naturally led
to our attempt in creating a symbolic audience model that
provides conceptual strategies to extend composition possibilities and interactive system design. In this paper, we
first describe a series of experiments inspired by our idea
of Organic Oscillator. Based on findings from these experiments, we identify the need of an abstract audience representation and create a novel symbolic audience model that
provides conceptual strategies to guide our future research.
index

+

increment

wavetable

1
0.8
0.6

Amplitude

3.1 P.O.M. 2010
P.O.M. was first presented at MAT 200B 3 and later received a Honorable Mention in the Electronic-Acoustic Category in the 2009-2010 Dorothy and Sherrill C. Corwin
Awards for Excellence in Music Composition Competition, Music Department, University of California Santa Barbara, CA, USA.

1.2

modulus

from outside the box are considered as sources of distraction. Sound objects generated using the samples recorded
from inside the box are considered as states of the black
box. In Logic Pro, relative positions of the sound objects
in multiple tracks are critical in terms of causality, consequence, synchronicity, and the idea of now. We placed
the sound objects in multiple layers so that ideally conversations among them may be perceived in different directions. With this multi-layer structure, we hope to express
that the subject of attention is similar to a gaming experience where a listener chases and identifies sonic events
throughout his or her listening experiences. To make a
visual analogy, being able to continuously identify sonic
events is consciously in focus.

0.4
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Figure 1. Elements of an Organic Oscillator are shown
in this figure. Instead of a standard table lookup oscillator [14], we load the wavetable with samples recorded
from one human cardiac cycle.

3. ASYNCHRONOUS EXPERIMENTS
As extended experiments of our CSound studies, we continued to use the materials converted from the human heart
pulsation with recorded ambient sound for the following
three electroacoustic studies. This series of asynchronous
experiments include P.O.M. (4 minute and 37 seconds, 2010),
a remix version of P.O.M. (4 minute and 3 seconds, 2011),
and a short version of P.O.M. (1 minute, 2012). These
experiments were presented as electroacoustic studies and
hence called asynchronous experiments. The materials used
in P.O.M. were recorded using a commercial Electrocardiogram sensor, a Photoplethysmogram sensor 2 , and a
Fostex FR-2 field recorder.
In creating P.O.M., we explored the subject of attention.
By considering the human body as a black box, we recorded
ambient sound from both outside the box and inside the
box. At a conceptual level, the recorded ambient sound
1 MAT 276IA/IB Computer Music Synthesis and Composition, winter
and spring, 2010
2 http://www.biopac.com/
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Figure 2. Our asynchronous processes in P.O.M. involve
physiological data acquisition using AcqKnowledge software (the middle screenshot), signal processing in Matlab, and sound objects manipulation in Logic Pro (the right
screenshot).

3.2 P.O.M. 2011
We continued using materials from P.O.M. in our eightchannel spatialization study in MAT 276N 4 . We converted
the original stereo piece into an octophonic piece in the
PluriLab. This 8-channel version was later selected to present
at the CREATE 5 concert ”Critical Point” 6 in Lotte Lehmann
Hall at UCSB in 2011.

3

MAT 200B Music and Technology, winter, 2010
MAT 276N Special Topics in Electronic Music, fall, 2010
5 Center for Research in Electronic Art Technology (CREATE),
http://create.ucsb.edu/
6 http://www.ucira.ucsb.edu/ucsbs-create-presents-critical-point/
4
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Figure 3. P.O.M. is converted into an octophonic study in
the PluriLab, Elings Hall, UCSB.

Single natural oscillation
source from audience

Client

Information feedback

Interface

Parameter mapping

Server

Video projection and 32channel spatial sound
rendering

Figure 4. A conceptual illustration of our experiment using a single natural oscillation source from the audience.
3.3 P.O.M. 2012
In 2012, we continued using materials from P.O.M. for a
sound design study and submitted it to a call-for-work for
MAT website sound design. To meet the submission requirements, we modified it into a one minute long piece.
Our submission was selected and currently accessible at
the UCSB’s Media Arts and Technology website.
Figure 5. Our biologically-inspired audiovisual installation creates interactive experiences using a single oscillation source from the audience.
4. SYNCHRONOUS EXPERIMENTS
Shifting from asynchronous experiments to synchronous
ones, we inevitably dealt with interactive system design.
We started by creating an installation for a single participant to interact with and found that the number of participants was limited by the commercial physiological data
acquisition equipment we used. This became a constraint
in our conceptual development. To advance our research,
we designed and implemented innovative audience sensing apparatuses that facilitate our experiment design using multiple natural oscillation sources from the audiences.
After overcoming the limitation of the commercial physiological data acquisition equipment, we were able to shift
from a single-participant paradigm to a group-participants
paradigm in our experiment design. This was a critical
progress as we are now able to create sonic and visual experiences using relationships of multiple natural oscillation
sources from the audiences. To demonstrate, we summarize two studies according to the number of natural oscillation sources from an audience and their corresponding
paradigms.

4.1 Single-Participant Paradigm: Using a Single
Natural Oscillation Source from the Audience
In our early experiment [15], our custom interactive system
was capable of using only one natural oscillation source
from the audience due to the limitation of the commercial physiological data acquisition equipment. Our custom
system renders artistic real-time graphic projection and 32
channel spatial sound based on the signal characteristics
from a Photoplethysmograph sensor from a participant.
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4.2 Group-Participants Paradigm: Using Multiple
Natural Oscillation Sources from the Audience
To use multiple natural oscillation sources in our work, we
overcame the constraint of the commercial physiological
data acquisition equipment by creating a custom mobile
biometric interface that continuously collects data from the
audiences. Our innovative audience sensing apparatuses
were documented in detail [16, 17]. With our interface,
we were able to invite large audience to collectively create sonic and visual experiences using both natural oscillation sources from the human body from a group of participants. We realized our composition idea of ”audience as
constituents of a system for collective expression [18]” in
the Time Giver 7 audience-participation installation inside
AlloSphere at MAT’s End of Year Show, 2013 8 . Our custom system renders artistic real-time stereographic video
projection and 54.1 channel spatial sound based on both
heart rates and brain waves from multiple participants.

Multiple natural oscillation
sources from audience

Client

Information exchange

Interface

Audience as constituents
of a system for collective
expression

Server

Stereographic video
projection and 54.1-channel
spatial sound rendering

Figure 6. A conceptual illustration of our experiment using multiple natural oscillation sources from the audience.
7 Time Giver, or zetigeber, refers to any external cue that influences an
organism’s internal biological clock.
8 http://mat.ucsb.edu/show/2013/projects/time-giver/
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9

http://www.allosphere.ucsb.edu/DeviceServer/
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6. A NOVEL SYMBOLIC AUDIENCE MODEL
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Inspired by our idea of Organic Oscillator and informed
by findings in our experiments, we find that the absence
of an abstract audience representation leads to a gap that
limits us to express data relationships among multiple natural oscillation sources from the audiences. To bridge this
gap, we create a novel audience symbolic model that considers audience members as objects and their responses as
processes in a systematic perspective.
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The ability to use multiple natural oscillation sources from
the audiences as composition materials is critical in our experiments. We have developed innovative audience sensing apparatuses that enable us to do so and promise the
benefit to further explore our idea of Organic Oscillator.
As a bottom-up approach example, an evolution of a system of two oscillators can already create a modular dialogue within a larger temporal structure.
In our asynchronous experiments, we started by recording data from a single natural oscillation source in the human body using the commercial physiological data acquisition equipment. We recorded and exported the desired
data from the AcqKnowledge software application, and
converted these data into sound objects offline in Matlab.
These sound objects were saved individually as audio files.
Finally, we organized these sound objects in various time
scales and layers with effects in Logic Pro to create temporal forms.
In our synchronous experiments, we made the above offline methods into online ones for interactive system design. We began by creating intermediate software applications that query physiological data from the AcqKnowledge software application to other software environments
for parameter mappings. These intermediate software applications we built include a Max/MSP external object and
a plugin for the AlloSphere’s Device Server 9 . Both allow
us to query multi-channel physiological data streams from
the AcqKnowledge software application to other software
environments. However, we were limited by the commercial physiological data acquisition equipment in terms of
the number of natural oscillation sources we can acquire
from an audience. To overcome this limitation and advance
our research, we designed and implemented two mobile
biometric interfaces to replace the commercial physiological data acquisition equipment. The first mobile biometric interface [17] is a mobile application that captures a
user’s pulse via smarphone photoplethysmography, computes heart rate, and sends this data to a remote server in
OpenSoundControl format. The second mobile biometric
interface is an extension of the first interface that sends
both heart rate and brain waves to a remote server. Both
allow us to use multiple natural oscillation sources from
an audience for creating artistic works.

m

5. DEVELOPMENT OF AUDIENCE SENSING
APPARATUSES

Nu

Figure 7. Our audience participation installation creates
interactive experiences using multiple natural oscillation
sources from the audience.

Similar to the idea of ”mouse for the masses” solution
[10], our modular mobile biometric solution not only replaces the commercial physiological data acquisition equipment but opens up new composition possibilities, such as
the idea of exchange, share, contagion, inter-participant relationship, synchronization, and collective expression. These
innovative audience sensing apparatuses enable us to conduct audience participation experiments at a larger scale
and naturally leads us to find the necessity of an abstract
audience representation for systematic exploration of these
new composition ideas.
We currently focus on using natural oscillation sources
from the human body for our works. However, it’s possible
to leverage various user activity sensing engines and convert collective behaviors into collective expressions with
modern smartphones.
To shift from a single-participant paradigm to a groupparticipants paradigm in our analysis-synthesis approach,
we identify the need of a symbolic audience model to extend composition possibilities and to advance interactive
system design.

Intensity
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Member #2

Member #1

Response/Behavior

Response/Behavior

Response/Behavior

Inter-participant
relationship

Synchrony

Time

Figure 8. Illustration of our symbolic audience model.
Dimensions of this model are intensity, time, and number of audience members. Instead of building a model of
a system for analysis and prediction, our intention is to assist creative processes and interactive system design. The
goal of this model is to provide conceptual strategies to
manage multiple data streams, express data relationships
among these streams, explore permutations of these relationships, build structures using found relationships, and
convert these structures into new forms.
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6.1 Intensity

8. FUTURE WORK
Both asynchronous and synchronous experiments presented
in this paper are a preliminary exploration of our Organic
Oscillator idea. Enabled by our innovative audience sensing apparatuses, we have shifted our focus from a singleparticipant paradigm to a group-participants paradigm in
our experiments. In the latest experiment, we were able
to conduct our first audience participation installation using multiple natural oscillation sources from the audience.
The installation demonstrated our composition idea of ”audience as constituents of a system for collective expression [18]”. However, we didn’t get to explore enough permutations of the data relationships for collective expression in this installation. With our novel symbolic audience
model, we plan to apply the conceptual strategies to systematically expand our palette for future experiments. Further, we are very interested in looking into possibilities using principles from self-organization systems and synchronization networks to extend our model. Lastly, we consider
interaction between contextual information and system dynamics an ultimate component to complete this model. We
envision future works created using this model may allow
us to explore new forms built using our conceptual strategies of inter-participant relationship, synchronization, and
collective expression.

The intensity dimension of this model is a quantitative description of an audience’s response. For example, having
concepts such as a baseline and a threshold in mind may
enrich creative processes via understanding the dynamics
of a system of oscillators.
6.2 Time
The scale of the time dimension of this model depends on
temporal characteristics of a system used in one’s creative
processes or interactive system design.
6.3 Number of Audience Members
The number of audience members indicate how many participants are there in an audience. Shifting from a singleparticipant paradigm to a group-participants paradigm, this
dimension is critical in providing a systematic perspective
to one’s creative processes and interactive system design
with the following three conceptual strategies.
7. CONCEPTUAL STRATEGIES
Our symbolic audience model provides three conceptual
strategies to express data relationships for more composition possibilities and advanced interactive system design.
7.1 Synchrony
The synchrony is one of the three conceptual strategies
this model provides. It is a quantitative description of how
many identifiable events from an audience’s response happen simultaneously. For example, it may enrich one’s creative processes via having an additional parameter that describes the order of a system.
7.2 Inter-Participant Relationship
The inter-participant relationship is the second conceptual
strategy that this model provides. It guides us to use more
quantitative descriptions of relationships between two sets
of data in creative processes. For example, we can examine
the correlation between two sets of temporal data and use
the result of this examination as a parameter to creative
new forms. In a more advanced example, we can apply
the same technique to two groups of temporal data and use
the results as parameters to express data relationships in
temporal forms.
7.3 Collective Expression
The collective expression is the third conceptual strategy
that this model provides. It guides us to create new forms
using relationships from more than two sets of data. For
example, we can create temporal forms using the density
of events computed based on the distribution of responses
from an audience. Ultimately, it’s possible to convert collective behaviors into collective expressions with advanced
audience activity recognition engines.
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ABSTRACT
We present P300 harmonies: a P300-based Brain-Computer
Musical Interface. Using a commercial low-cost EEG device, the user can voluntarily change the harmony of an
arpeggio by focusing and mentally counting the occurrences
of each note. The arpeggio consists of 6 notes separated by
an interval of 175ms. The notes of the arpeggio are controlled through 6 switches, where each switch has two possible states: up and down. When a switch is in the up-state
the note produced by this switch is one tone or semitone
-depending on the switch- higher than when in the downstate. By focusing on each of the notes of the arpeggio,
the user may change -after 12 repetitions- the state of the
corresponding switch. The notes of the arpeggio appear in
a random order. The state of each switch is shown on a
screen. Each switch flashes when the corresponding note
is heard. The user can either focus exclusively on the auditory presentation or make use of the visual presentation
as well. The interface was presented in a live performance,
where the user was able to successfully change the state
of all switches with 100% accuracy. An additional preliminary evaluation was performed with 3 more users, in
which the selection accuracy was 83.33%.
1. INTRODUCTION
A Brain-Computer Interface (BCI) works by capturing the
user’s brain activity and converting it to meaningful information in order to control a computer. Most BCIs are
built using the the electroencephalogram (EEG). An EEG
device captures the electromagnetic activity of the brain’s
cortex, using electrodes in touch with the skin of the user’s
scalp. During the last decade a few commercial, low-cost
EEG devices have made EEG technology more accessible (Emotiv EEG system, Neurosky). The target group the
could benefit the most from the development of BCIs is this
of people with severe physical disabilities, such as patients
with locked-in syndrome.
Using existing BCI applications someone can perform
various tasks, such as controlling a wheel chair, writing,
drawing, browsing the internet, playing computer games or
controlling musical parameters of an interface [1]. Several
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Brain-Computer Interfaces for controlling musical parameters have been proposed in previous research. The first
proposed musical Interface was Music for Solo Performer
[2], in the 1960s by Alvin Lucier. The amplified EEG signals were driven to loudspeakers. The vibrations caused
were triggering sounds though a set of percussive instruments attached in the loudspeakers. This case though, is
better described as a sonification of the brain activity, rather
than a BCI. An attention-based BCI was first proposed by
David Rosenboom [3]. In this interface EEG components,
related with the shifts in the selective attention of the user,
were introduced as parameters in a generative music system. It is uncertain though whether the features used were
indeed related to the user’s selective attention. Many approaches propose the direct mapping of certain EEG bands
to musical parameters [4, 5]. In these approaches though,
the amount of control the user has over the interface is
questionable. It would require extensive training for a user
to be able to manipulate his own brain’s activity. The limits
between a biofeedback interface and an interface where the
user voluntarily controls its functions are not always clear.
Probably the most robust way of building a voluntarily
controlled BCI that wouldn’t require almost any training
on behalf of the user, is through the P300 potential. The
P300 potential is a positive deflection of the captured electromagnetic activity, 300ms after a rare or unexpected event
is perceived, centred around the vertex of the cortex and
spread all over the cortex. In a multi-class P300-based
BCI, a number of stimuli are presented to the user in a random order and the user draws his attention to a specific
stimulus (usually by mentally counting its occurrences).
After a number of repetitions of each stimulus, the system
is able to predict on which stimulus the user was focusing
on. The nature of the stimulus might be visual, auditory,
tactile or combination of these. By altering his attention
to different stimulus the user is able to perform different
actions.
The most well-known P300-based multi-class BCI is the
P300 speller proposed in 1988 by Farwell and Donchin
[6]. In the typical P300-speller paradigm the user stares
at a screen where the characters are placed on a grid. As
the characters are flushing in a random order, the user focuses on the character he/she wants to spell. Every time the
attended character flashes, a P300 potential is generated.
After a number of repetitions, the character that causes
the stronger P300 peaks is classified by the system as the
attended character. Implementations of the P300-speller
have also been proposed using auditory instead of visual
stimuli[7, 8].
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Apart from typing, a big variety of P300-based BCIs targeted mainly for locked-in patients- has been proposed,
such as controlling the mouse cursor [9], controlling an internet browser [10], controlling a wheelchair [11], painting
[12], or controlling musical interfaces [13, 14].
In ICMC 2008, it was presented a P300-based BCI where
the user selects the midi-note number placed on a grid, in
a similar way a user spells letters in the P300 speller. The
maximum speed achieved among 5 subjects was one note
every 7 seconds.
Another P300 based BCI proposed [14], integrates the
idea of the P300 speller in a music 8x8 step sequencer.
The notes of the sequencer are flashing in a random order,
and the user selects them as he/she would select letter in
the speller. At the same time the melody produced by the
sequencer is played back.
These last two proposed interfaces use visual stimuli for
controlling the musical interface. In the current paper we
propose a P300-based Brain-Computer Musical Interface
(BCMI) where the produced musical outcome is at the same
time the stimuli that evokes the P300 potentials. This interface can be controlled using just the auditory modality.
2. MATERIALS AND METHODS
2.1 Materials
The Emotiv Epoc 1 14-channel EEG commercial device
was used for capturing the brain activity. The Emotiv Epoc
EEG device is targeted for gaming purposes. It is proven
though that it is capable of capturing reliable P300 potentials [15, 16]. The signal processing and classification process were performed using OpenVibe software [17]. Using
the VRPN server object, stimulations are sent from OpenVibe to a c++ application implemented in openframeworks
toolkit 2 . The openframeworks application was used to
visualize the interface and send midi messages through
LoopBe 3 virtual midi port to propellerhead Reason 5.0 4
for sonifying a synthesizer. The system was tried on a laptop with a 2.53GHz i5 460M processor with 4GB of RAM
running windows 7 OS, using the laptop’s internal Realtek
ALC269 sound card. The resulting latency of the sound
stimuli was 46ms.
2.2 The Interface
The interface consists of an arpeggio of six notes that is
continuously being played back. The notes of the arpeggio
sound in a random order. The arpeggio consists of 6 notes
separated by an interval of 175ms. The notes of the arpeggio are controlled through 6 switches, where each switch
has two possible states: up and down. When a switch is
in the up-state the note produced by this switch is one tone
or semitone -depending on the switch- higher than when
in the down-state. By focusing on each of the notes of
the arpeggio, the user may change -after 12 repetitions- the
state of the corresponding switch. The state of each switch
1

http://emotiv.com/
http://www.openframeworks.cc/
3 http://www.nerds.de/en/loopbe1.html
4 http://www.propellerheads.se/products/reason/
2
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is shown on a screen (see figure 1). Each switch flashes
when the corresponding note is heard. The user can either
focus exclusively on distinguishing the desired sound or
focus as well on the flashings of its corresponding switch.
When all notes of the arpeggio have sounded 12 times, the
background colour of the screen changes, indicating that
the user can then focus on the next sound he desires to
change.

Figure 1. From each switch the user can select between
two possible notes. The selected note of each switch is
highlighted in blue color. When the program starts, all
switches are placed down.
In figure 1 are shown the notes assigned to each switch.
When all switches are placed in the down-position, the resulting arpeggio consists of the notes G3 (sol in the 3rd
octave), B3, D4, F#4, B4, D5, resulting in a G Major seventh chord, while when all switches are in the up-state, the
arpeggio consists of the notes A3, C4, E4, G4, C5, E5,
resulting in a A minor/minor seventh chord. Stereo spatialization is applied to the notes: the low pitch notes are
placed to the left while as the pitch goes higher, the spatialization moves to the right.
The interface has been tried so far with a sound of a harp.
By switching his attention to the notes of the arpeggio , the
user can build a big variety of possible harmonies. The advantage of the proposed interface, when compared to previously proposed P300-based Musical Interfaces is that it can
depend only on the auditory modality: the users changes
the music, only by listening to it. Moreover, there is no
time interval between the trials, resulting in a continuous
musical outcome.
2.2.1 Classification Process
Before using the interface, the xDawn algorithm for Enhancing Evoked Potentials and a 2-class Linear Discriminate Analysis classifier have to be trained. The user is comfortably seated in a chair, in from of a a screen. He/she is
asked to remain still and avoid as much as possible swallowing or moving any facial muscle. The brain signals are
captured and transmitted wirelessly using the Emotiv Epoc
headset. At the beginning of a training session one of the
6 notes of the arpeggio is played back to the user. After
a small interval of 3 seconds, the stimuli are presented in
a random order, under the constraint that at least one note
interferes between two occurrences of the same note. The
user is asked to mentally count the occurrences of the presented target-stimulus. A stimulus consists of the sound
of the note, along with a blink on the screen of duration
100ms of the corresponding switch. The Inter-StimulusInterval (ISI) is set to 175ms. All stimulus are presented 12
times, until the next target stimulus is presented to the user.
This process is repeated 6 times -one for each stimulus-.
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As a result, the training data consist of 432 epochs, 72 of
which are target epochs.
An epoch consists of the 14-channel recording of the time
interval 250 to 750ms after the presentation of a stimulus. The signal is downsampled to 32Hz and band-pass
filtered to 1-12Hz. Using the xDAWN [18] Spatial Filter
Trainer in Openvibe, a 14 to 3 channels spatial filter is acquired. The 48 resulting values per epoch are then used to
train a two-class Linear Discriminate Analysis Classifier
(LDA) to distinguish target from non-target epochs (figure
2. Once the spatial filter and the LDA classifier parameters
are acquired, the use might start using the interface.

Figure 2. Aqcuiring the Spatial Filter and LDA classifier.
During the on-line session, the features per epoch, are
being produced as in the training session. Then, for each
stimulus a voting classifier computes the sum of the hyperplane distances -given by the LDA classifiers-, and outputs
as the attended stimulus the one with the lowest sum 3.
An evaluation of the accuracy of the described classification process is being reported in a previous publication
[19].
2.2.2 Controlling the Interface
In the initial state all switches are placed down. Once the
arpeggio starts being reproduced, every 72 notes (12 occurrences of each one of the 6 stimuli), the background colour
of the screen changes, indicating that the user might then
attend the next note he/she wishes to change. After about
1 second the voting classifier outputs the detected target
stimulus, changing the state of the corresponding switch.
As a result a different harmony is being produced by the
arpeggio. This process, allows a continuous playback of
the musical outcome of the interface. The number of trials
-that determines the duration of the performance- has to be
determined at the beginning of the session.
3. EVALUATION
The interface was evaluated with 4 subjects (3 male). After training the system -as described in paragraph 2.2.1they were asked to move all switches up, starting from the
leftmost one and moving to the one in the right. The average age of all subjects was 35 years. The only female
subject performed the task in an exhibition setting, using
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Figure 3. Classification in the on-line session by summing
hyper-plane distances of the LDA classifiers of each stimulus.
loudspeakers for sound generation achieving 100% accuracy 5 . The 3 remaining subjects were asked to perform
the same task in an office environment, using in-ear headphones. The accuracy was 6/6, 4/6 and 5/6. All subjects
used both the visual and auditory modality of the interface
to control the interface.
4. DISCUSSION AND FUTURE WORK
We presented a first prototype of a P300-based BCMI. The
novelty of the proposed interface lies in the fact that the
user voluntarily interacts with the music while listening to
it. The idea of incorporating the stimuli presentation of
a re-active BCI with the produced musical outcome could
create interesting attention-based musical compositions. In
such interfaces the stimuli presentation should be part of
the produced music. The limitation that a P300-based auditory BCMI introduces is that the stimuli should be presented in a random order. Even with this limitation though,
interesting musical interfaces can be designed. Such interfaces could be useful for some cases of locked-in patients.
In the proposed BCI, the stimuli presentation of a trial
starts before presenting the outcome of the preceding. Due
to this fact, the Information Transfer Rate of the system
increases when compared to a system where a time interval
is introduced between the trials. The average ITR among
5

Video of the performance at: https://vidd.me/roV
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all 4 subjects was 7.37 bits/min, while in the case of the 2
subjects that performed with 100% accuracy the achieved
ITR was 12.31 bits/min 6 . If this idea is combined with a
algorithm that detects and corrects the possible mistakes,
the information transfer rate of a system could rise. For
example, in the case of a speller, a misspelled letter could
be automatically replaced by the correct one. In this case
the user wouldn’t have to cancel a wrong choice. As a
result the continuous stimulus presentation could be used,
increasing the spelling speed.
The performer of the proposed BCMI has control over
the chords produced by an arpeggio. Similar interfaces
could be designed, in which the system responds in different ways to the user’s selective attention. For example
when attending a note instead of changing just this note,
the whole harmony could change. The system could propose 6 (if 6 is the number of stimuli) different chord on
each step, depending on the previous chords. In such a
system, the person using the BCMI could accompany another musician that would make a solo on the performed
harmonies. In the future, the proposed system should be
tested using only the auditory modality in the stimuli design.
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ABSTRACT
Networked or “telematic” music performances take many
forms, ranging from small laptop ensembles using local
area networks to long-distance musical collaborations
using audio and video links. Two important concerns for
any networked performance are: (1) what is the role of
communication in the music performance? In particular,
what are the esthetic and pragmatic justifications for performing music at a distance, and (2) how are the effects
of communication latency ameliorated or incorporated
into the performance? A recent project, the Global Net
Orchestra, is described. In addition to addressing these
two concerns, the technical aspects of the project, which
achieved a coordinated performance involving 68 computer musicians, each with their own connection to the
network, are described.

1. INTRODUCTION
The Global Net Orchestra set out to connect many musicians performing live in a worldwide concert over the
Internet. While Internet or “telematic” music performances have become almost routine for many performers,
nearly all performances involve at most two or three locations. The first author’s Federation of Laptop Orchestras
tied 6 ensembles and approximately 50 musicians together with audio, video, and control links in 2012. The
Global Net Orchestra builds on this experience and expanded the orchestra from 6 sites to over 60.
In the following sections, we consider first the motivation for the Global Net Orchestra and related work. Then,
we discuss concerns about latency: how much is there
and what does it imply for performances? Next, the implementation of the Global Net Orchestra is presented.
Finally, we present some conclusions.

2. WHY NETWORKED MUSIC
PERFORMANCE?
Music often involves constraints. When composers write
for string quartet, use tone rows, or write for children,
they take on a set of constraints and limitations on what is
possible, but often, solving the implied problems brings
structure and interest to the work. Networks have a significant impact on performance. Communication is usually hampered by the lack of proximity, limited visual cues,
Copyright: © 2014 Roger B. Dannenberg and Tom Neuendorffer. This is
an open-access article distributed under the terms of the Creative Commons Attribution License 3.0 Unported, which permits unrestricted use,
distribution, and reproduction in any medium, provided the original
author and source are credited.

audio latency, feedback, small screens, and cumbersome
technology. Why would anyone want these problems? As
with many other musical forms, constraints serve to organize music, inspire new musical directions, and let the
audience appreciate the overcoming of obstacles.
In addition, networks are a reflection of the new world
that we live in. If we can speak of cyberspace as a place,
why should it not have music? One fascinating attraction
of network-based music is the simple question: If there
were music in cyberspace, what would it sound like?
Many musicians have developed music performances and
compositions in order to find out.
Another rationale for network-based music is purely
pragmatic. Travel costs time and money, but network
transmission is very inexpensive. In some sense, broadcasting enabled the first network-based music. Broadcast
media project the sights and sounds of performances to
distant audiences. High-definition audio and video broadcasts of opera capitalize on the advantages of high-speed
digital networks over older broadcast technologies. Network communication offers the possibility of more interactive performances, including music instruction. Many
music teachers use Skype and other Internet applications
to communicate with students, and there have been many
high profile demonstrations of master classes and even
rehearsals conducted using network communication.
The objective of the Global Net Orchestra is more philosophical than pragmatic. Music is a way of bringing
people together. Music requires collaboration and sharing. Music making is often a social experience where one
makes friends and enjoys their company. Every musician
has had the positive experience of making music within a
group. What would it be like to be part of an orchestra
that spanned the entire globe, where a sense of “we are
here” and “they are there” (so “they” must be different)
was replaced by a sense of “we are all together” and “we
unite across all boundaries” (so “we” are all one)? This is
the main goal of the Global Net Orchestra: to answer the
question by creating that experience for scores of players
around the globe.

3. RELATED WORK
Music performances using network technology have a
long history. Bishoff, Gold, and Horton (1978) describe
music created through the live interaction of their network of microcomputers. Although their first network
was about the size of a tabletop, they worked later at a
distance and their work inspired many to consider the
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implications of networks for music performance [7], [19].
Artists explored applications of telecommunications in
the 1980’s using available technologies such as telephones and slow-scan video [11]. Sawchuck, et al. describe a number of early Internet music experiments and
performances [16].
While researchers explored the limits of latency and
bandwidth using a variety of technologies, commercial
recording studios, especially those with large budgets,
were quick to adopt digital networks to allow studio musicians to record tracks at a distance. For example, Robjohns describes remote recording supported by ISDN as
an already well-established practice in 1999 [15].
Laptop orchestras [17] frequently use networking to
coordinate players, although usually in the confines of a
single stage. The first author’s Federation of Laptop Orchestras [4] linked multiple laptop orchestras and acoustic instrumentalists for a live performance. Oliveros et al.
[14] and Mills and Beilharz [13] describe a number of
Internet music performances.
Networked applications based on constructing shared
loops include TransJam [2] and Daisyphone [1], which
allow people on the Internet to edit and perform a shared
loop of music in quasi-real time, and JamSpace [8],
which supports many users on a local area network
(LAN). Weinberg, et al.’s Beatbug Network was not spatially distributed but explored synchronized networked
music interaction [18]. Miletto, et al. describe a system
for more asynchronous networked interaction and compare a number of networked music environments [12].

4. THE LATENCY QUESTION
Latency is inherent in communication. While we often
imagine a conventional acoustic performance to be free
of any latency issues, the speed of sound is a limiting
factor for coordination and synchronization in larger ensembles such as orchestras. As it takes sound roughly 1
ms to travel 1 foot (about 3 ms/m), musicians commonly
deal with delays of 50 ms or more. The speed of light in
fiber is about 200,000 km/s, so a round-trip across the
United States is about 50 ms. Routers, repeaters, packetswitching, and the actual length of cable add to this figure, so for example, an actual round-trip from Carnegie
Mellon University (eastern United States) to Stanford
University (western United States), measured using the
Unix ping command is 86 ms.
The Global Network Orchestra extends worldwide, so
latencies are even greater. The website startping.com (no
longer in operation) conveniently posts round trip times
from many locations. Some interesting minimum roundtrip times (in ms) from Pittsburgh, measured in February,
2014, include: 8 (Detroit), 81 (London), 142 (Helsinki),
176 (Santiago), 259 (Melbourne), 274 (Malaysia), 280
(New Delhi), 286 (Hanoi), and 530 (Hangzhou, China,
with a 30% packet loss rate). To these times, one might
need to add up to 100ms for local routing and cable or
DSL modem delays to get to a home. For example, Verizon’s lowest cost DSL service plan in Pittsburgh has a 90
ms round trip time to Carnegie Mellon University, also in
Pittsburgh.

These times are between two points, but it may not be
practical to have a complete peer-to-peer organization
where every performer connects to every other performer.
The simplest configuration, and the one adopted by the
Global Net Orchestra, is a star or hub-and-spoke arrangement (see Figure 1). Every performer sends to a
server, and the server distributes information back to every performer. In that configuration, the best-case latency
between two points is the mean of the sum of round trip
times from those points to the server. For example, the
latency from London to Detroit through a server at Carnegie Mellon University should be half the round-trip
times from London to Pittsburgh and from Pittsburgh to
Detroit, or (81 + 8) / 2 = 44.5 ms.

Figure 1. Network configuration of the Global Net Orchestra. Players locate the Server by contacting the
GlobalNetOrchestra.org website. During the performance, players communicate only with the Server.

Given these potentially long latencies, one can expect a
significant impact on music making. Good analogies are
a crowd singing or chanting in a large hall or a marching
band spread across an entire football field. There, the
speed-of-sound issues impose delays in the same range of
200 to 400 ms.
Our ideas borrow from the experience of other projects
that have found ways of dealing with latency. For the
Global Net Orchestra, we implemented and used 3 different techniques.
4.1 Perform with Latency
The first approach is to simply do the best one can. For
example, if even conventional music is played slowly
enough, the asynchrony of different parts and voices can
be tolerable. In the Global Net Orchestra, we can “conduct” performances with scrolling scores that at least
avoid the tendency to slow down when one hears other
parts with significant delays.
4.2 Emphasize Texture over Rhythm
A second approach is to emphasize music based on texture and gestures, where rhythm and synchronization are
not so important. In the Global Net Orchestra, following
experience with the Federation of Laptop Orchestras, we
use a “guided improvisation” approach inspired by Anthony Braxton [10]. Players are given graphical images
depicting “Musical Languages” that specify styles or sonic textures. A conductor selects these images for different
subgroups of the orchestra and the images are displayed
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on the players’ laptop screen. In addition, the conductor
can give cues for other attributes such as intensity, time
points (for certain textures), and pitch (high, medium,
low). Some images are shown in Figure 2.

the performer’s part will be heard well ahead of the rest
of the orchestra. In the present implementation, data from
each performer (note-on, note-off, velocity, etc.) is of
course available locally, but it also appears in the data
stream from the server. Either the immediate local data or
the server stream data can be selected to play the performer’s “voice.” In this scenario, simply selecting the
server stream as the control source for the performer’s
voice will accomplish the desired delay.

5. NETWORK IMPLEMENTATION

Figure 2. Selected images describing "Musical Languages" that convey playing styles or textures to players.

4.3 Cyclical Music with Accurate, One-Period Delays
A third possibility is to delay everything so that performance information can be delivered to all sites and
played synchronously. That allows every performer to
hear the same timings and synchronization as every other
performer, but the drawback is that every performer experiences at least the worst-case latency applied to everything. Delaying everything by, say, 1 second would make
performing very difficult, but an interesting possibility is
to delay by an entire cycle in a cyclical structure [6]. For
example, if everyone plays 12-bar blues, and everyone’s
performance is delayed exactly 12 bars, the performances
will line up perfectly on beats, measures, and chord structures, even though the performed notes will not be heard
until 12 measures after they are played.
Inspired by drum circles, we implemented this idea
with shorter cycles of 4-measure riffs. To be precise, the
delay was 16 beats at 100 beats per minute, or 9.6 s.
Beats were displayed visually, scrolling scores were used
to tell players what to play when not improvising, and a
drummer played a beat (also delayed precisely 9.6 s) to
help with synchronization. Software allowed performers
to request to play a 16-beat solo, and when cued to do so,
the soloist’s sound was boosted in volume to feature the
solo above the background riffs.
4.4 Latency
Scores

Compensation

with

The Global Net Orchestra transmits control information
rather than audio between players. Although audio transmission is technically possible, our experience with audio
in the earlier Federation of Laptop Orchestras project
indicated that scaling up audio from 6 sites to 100 or
more would be a great challenge, particularly because
there simply are not hundreds of musicians with access to
high speed, low latency Internet connections, and even
when sites are available, networks are usually not configured to allow sustained high bandwidth, so considerable
technical support and cooperation are required to establish reliable communication.
A large-scale peer-to-peer audio network is possible as
shown in Figure 3. Each “interior” node has 4 (or more
generally, n) input/output ports. Each port outputs the
sum of the inputs to the other ports. There are also “edge”
nodes that represent either a local audio device or network connection that simply transmits/receives audio
to/from a remote computer. It can be shown that, in any
acyclic connected graph consisting of these nodes, each
audio output will consist of the sum of all other audio
inputs to the graph. There are no “hot spots,” and the
maximum path length in terms of edges grows only logarithmically with the size of the network. This is in some
sense an ideal configuration for very large networks, and
we hope to pursue this idea in the future.

Time-Advanced

A fourth possibility (not implemented yet) is to estimate
the network latency from the performer to the server and
advance the scrolling score by that amount of time. If
every performer follows the locally time-advanced
scores, then all performance data will reach the server
synchronously and the merged stream of performance
data will be synchronized. There will be additional varying delays sending this data back to the performers, so the
“full performance” will occur at slightly different times
based on the distance from the server, but each player
will hear a synchronized performance.
We believe in this scenario it will be best if the local
performance is delayed by the round trip time; otherwise,

Figure 3. Peer-to-peer audio distribution network with
bounded bandwidth requirements at any given node.

Our alternative (Figure 1) has a “hot spot” in the form
of the server, but we cope with the potential bandwidth
problem by sending only the state of the musicians’ performances, described as the current pitch and velocity
(loudness). Assuming 100 players, this gives us 200 bytes
of data per musician. Transmitting 20 updates per second,
we get 4000 bytes per second, or 32 kbps download
bandwidth from our server to each player, and 3.2 mbps
outgoing bandwidth from the server. The upload bandwidth to the server is much less because only the local
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state (pitch, velocity, and some network monitoring information) needs to be transmitted to the server from
each musician.
A complex part of the implementation is the network
communication system. Unlike audio, where lost packets
are annoying but ephemeral, a lost packet with a note-off
command or a “start the performance now” command
could be disastrous. We use a combination of “stateless”
message protocols, redundant transmission (forward error
correction), and reliable protocols (with retransmission).
5.1 Stateful and Stateless Protocols
“Stateful” protocols rely on memory of past transmissions at the sender and receiver. Often this reduces duplication and increases efficiency, but duplicated or lost
messages can have a lasting effect on the receiver. For
example, it might be efficient for the server to send only
changes (note-on and note-off messages) to the players,
but then it becomes critical to ensure that all messages are
delivered reliably. This, in turn, can impose extra latency
for retransmission of lost packets, and this is undesirable
for music performances.
In contrast, our primary protocol is a “stateless” one. In
our case, we continuously retransmit the entire state of
the performance, that is, every note that is sounding. If a
message is lost, or even if the client restarts, the client
will quickly obtain a correct and consistent state as soon
as it receives the next message.
5.2 Redundant Transmission
In our system, we transmit the state every 50 ms. If a
packet is lost, rather than asking for a retransmission, the
client simply waits for the next packet and should recover
in 50 ms, a much faster recovery time than retransmission
could provide. A further advantage of this approach
(which is built upon the UDP protocol) is that UDP packets are not subject to flow control. If there is contention
between our 50 ms packets and, say, a file transfer, both
will lose some packets, but the file transfer (based on
TCP) will back off to provide more bandwidth for our
application. (TCP interprets lost packets as a sign of network congestion and reacts by reducing the transmission
rate, but UDP has no flow control.)
A drawback of this approach is that musical events
have to wait an average of half the transmission period of
50 ms before the next packet is transmitted. This would
be an unacceptable delay for most music, but given the
Internet delays ranging into hundreds of ms, an added
delay and jitter of 25 ms seems acceptable.
Originally, we intended to apply this stateless idea to all
information exchanged with clients, but there are some
cases where this is difficult. A good example is when one
wants to send a chat message for display to all the players. How much data should be sent? Do we send the entire chat history every second or two? Can we get by with
sending a few copies with sequence numbers to detect
duplication? Already, this is getting complicated, so we
added additional reliable connections.

5.3 Reliable Protocols
In addition to the low-latency Global Net Orchestra protocols based on UDP, we employ the ZeroMQ library [9],
which is based on TCP and provides reliable delivery of
messages. ZeroMQ messages are used for (1) chat messages so that users can send short text messages to each
other, (2) voice messages from the conductor to all players (these are short announcements transmitted in their
entirety before playback so as not to require real-time
streaming or high bandwidth), and (3) sending exact start
times for performances, some of which are directed by
synchronized scrolling scores. ZeroMQ implements a
“publish-subscribe” system that makes it particularly easy
for the server to broadcast data reliably to all clients.
5.4 Clock Synchronization
Some of the orchestra pieces are “conducted” by a scrolling score (described below), so it is important that scores
all be synchronized. This is accomplished in two steps.
First, we synchronize clocks with a clock synchronization
protocol. Second, we announce the exact starting time of
each piece well in advance to eliminate any problems
with network latency.
Clock synchronization is accomplished by having the
server occasionally reply immediately to a client packet
with the current (server) time. Clients remember when
each message is sent so that when a reply is received, the
client can compute the round-trip time and estimate the
offset between the client and server clocks. To prevent
large errors from dropped or delayed packets, every client
gets a reply every 5 s, and every 50 s, the best round trip
time is used to adjust the local clock.
5.5 Network Address Translation and OSC
Network Address Translation, or NAT, is a technique
where network packet addresses are mapped from one
address space to another as they pass through routers.
NAT is commonly used by network service providers
because it allows all devices in a home to access the Internet by sharing a single IP address. Normally, this
means that UDP packets – commonly used for Open
Sound Control [20] – cannot be delivered to a home network because there is no way to address the desired host
computer.
Global Net Orchestra clients solve this problem by attaching a reply address to UDP packets. The reply address is translated by NAT, providing the server with an
IP address that can be used to return UDP packets to the
sender. Typically, Open Sound Control libraries are not
set up for bi-directional communication and do not set
reply ports or allow for the sending of replies. We created
a new implementation of OSC within Serpent to support
bi-directional communication where a client is using
NAT and the server has a known IP address.
Not all routers and NAT protocols are the same. We
found a few cases where our reply packets (server to performer) were blocked. These problems could only be
solved by switching to another location and another network. Nevertheless, we were pleased to find a simple
way that almost always gets OSC packets through NAT.
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Our implementation is freely available within the Serpent
project at sourceforge.net/projects/serpent.

6. USER INTERFACE
Performers in the Global Net Orchestra use an application
written in Serpent [3], which runs on Mac OS X, Windows, and Linux operating systems. The application includes a synthesizer capable of playing 100 audio samples simultaneously when a large orchestra is playing.
Each orchestra member creates and uploads samples to a
website. Samples are merged and integrated with the application, which players can then download and use. The
samples are compressed for downloads, but occupy almost 1 GB of memory at run time.
Figure 4 shows what performers see. At the top is a status display, a graphical keyboard the user can click on to
test audio, and audio mix controls. Below is a scrolling
“piano roll” display to conduct the orchestra. At the top
of this window is an area for receiving and composing
chat messages. The area below the chat interface is also
used to display instructions and for other modes of interaction, including the directed improvisation using images
from Figure 2. There is an option to use a MIDI controller for input, but the user can also simply type on the laptop keyboard. Of course there is also audio output, which
consists of the performer’s sounds, synthesized immediately, the other orchestra sounds, synthesized according
to state messages from the server, and voice messages,
delivered from the server.

7. THE PERFORMANCE
The Global Net Orchestra performed on March 1, 2014.
The performance included a live audience at the Ammerman Center 14th Biennial Arts and Technology Symposium at Connecticut College and another audience at
Carnegie Mellon University. Video from Carnegie
Mellon was streamed over the Internet. There were 68
performers connected to our server, and their locations
are plotted in Figure 5.1 The concert was successful, with
only one known case of someone being unable to connect
or perform.

Figure 5. Locations of performers

The scrolling scores were very effective at keeping the
group together. Of course, the scores tend to make performances more mechanical and eliminate the need to
listen carefully, but on the other hand, it would be hard to
keep a steady tempo or even stay together without some
form of conducting. The orchestra played some slow renditions of the chorale from Bach’s Cantata BWV 42,
which begins “Grant us peace graciously…” and the traditional canon “Dona Nobis Pacem” (Grant Us Peace).
In addition the orchestra played an extended improvisation and a rhythmic piece using one-cycle delays. In both
of these pieces, the inability to switch to drum sounds or
to sounds with short onsets was a problem. Future versions of the software should give performers more control
over articulation.
Throughout earlier rehearsals and the performance, the
use of the talk-back feature was extremely valuable. This
feature allows the author, serving as “semi-conductor,” to
record short announcements that are delivered and played
through the audio output of every performer’s computer.
This helps to get everyone’s attention much better than
chat (text) messages, which can easily be missed. The
talk-back messages are distributed via the server, so in
principle anyone can send a voice message to the orchestra. However, this is not allowed because of the limited
bandwidth.
One performer, blogging about her experience, wrote:
…for one moment, we were performing together, as
faceless to each other as we were to the audience. The
Global Net Orchestra was about what we were doing
together. It might not have been perfect or even pretty.
But it felt like the beginning of something bigger.
1

Figure 4. Performer interface.

Once we generated the map, we were surprised to discover no
performers in South America or Africa. Performers were recruited using mailing lists and personal email that should have
reached every continent. We plan to recruit harder in these regions next time.
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7.1 Network Performance
Since we measure round-trip latency for clock synchronization, we log Global Net Orchestra network statistics
every 10 seconds. After our March 1 performance we
were able to obtain some statistics. The average roundtrip time was 101 ms, with a standard deviation of 116
ms. We measured the minimum round trip time for each
connection, and the average of these times is 57 ms with
a standard deviation of 76 ms. The difference from minimum to average indicates that the typical packet often
encounters significant delays, presumably because of
buffers in the network. The longest minimum round trip
time was 1.3 s, indicating significant network delays for
some performers. The average packet loss rate is 0.53%
from performer to server, and 0.76% from server to performer. The most common loss rate is 0%, and the second
most common is 100%, indicating a total connection loss.
In any given 10 s monitoring period, the probability that a
player would be disconnected was 0.32%. This is a small
number, and most performers were not affected, but there
were 12.5 total minutes of disconnected time. Fortunately, we were careful to automate the (re)connection process so that performers could recover from network losses rather quickly.

8. FUTURE WORK
We anticipate future performances of the Global Net Orchestra. The orchestra could benefit from sound design,
replacing the uncoordinated personal samples in current
use and also adding a way to vary articulation. Long onsets are very appropriate for slow, synchronized pieces,
but short percussive sounds are needed for the “drum
circle” mode and some improvisation “languages.” Scaling the orchestra to larger sizes is an interest; it should be
easy to support 250 players with simple optimizations,
and more if everyone has fast processors. Beyond that, it
probably makes the most sense to synthesize audio at the
server and stream compressed audio to each performer.
We are also considering extending beyond the boundaries
of the earth. It seems possible that humans could return
the moon within 5 years. The speed-of-light delay is
about 1.25 s, which is easily fast enough for the “drum
circle” mode, improvisations, or time-advanced scores.
Finally, we would like to see a global drum circle operating continuously with automated direction and the ability
for people to connect at any time, day or night (or both).

9. CONCLUSIONS
The Global Net Orchestra performed on March 1, 2014,
with over 60 musicians performing live across the globe.
While the performers have only limited control (typically
keys on their laptop), limited sounds (a small set of samples with limited pitch range), and limited interactivity
due to network latency and bandwidth issues, the orchestra offered a unique musical experience. Performers (and
the audience too) felt a sense of connection to their musical partners around the world. Here, the speed-of-light
delays may have actually enhanced the experience by
suggesting just how much physical separation there is

between players who nevertheless can perform and interact in real time as one ensemble. We hope the orchestra
will contribute in some small way to a feeling of connection between people of all nations.
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ABSTRACT
This paper seeks to outline the development of SculpTon, a
malleable tangible interface for sound sculpting oriented to
live performance. Within our concept, shaping sound is an
equivalent of physically shaping an object. The recent reflexion on “computational materials” and “Radical Atoms”
in TUIs has prompted us to imagine what possible applications in the context of NIME. In our interface the musical
expression is made through the use of real-time formant
synthesis in the form of a three dimensional, organically
shaped object, which can be handled and modified by the
user. Firstly, we describe the development and the design
principles of the SculpTon interface. Since the notion of
malleable interface was already explored in research fields
such as TUIs, OUIs and NIME, we are going to recapitulate some previous works. Next, we introduce the technical
implementation of the device and the embedded sensor array developed ad hoc. Drawing from such elements, we
eventually describe the methods by which useful features
were extracted and the mapping techniques used to deploy
these features as control data for real-time sound synthesis.
1. INTRODUCTION
Malleability is considered one of the most attractive properties of the digital world [1]. Digital objects are easy to
create, modify, replicate, and redistribute. On the other
hand, technological artifacts are very often rigid and static.
This is a common characteristic that invests most of the
musical interfaces available on the market. Very often the
action used for deforming and shaping a malleable material, that is sculpting, is used to describe sound synthesis
algorithms and softwares for physical modeling [2] . From
our point of view this creates a sort of paradoxical situation
where “malleable digital sound models” are controlled by
“non malleable” interfaces.
Malleable objects have a compliant material quality that
invites users to multiple levels of tactile exploration and
manipulation. We can easily notice that in relation with
malleable artifacts the human hands can transfer and reinforce expressiveness through more degrees of freedom
than with rigid objects. The characteristics of these materials impose on the user their own particular affordance,
Copyright: c 2014 Alberto Boem et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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which can also vary during the action. Materials and artifacts with changeable affordance are also more suitable
for a whole-hand interaction, which involves also the use
of both hands at the same time. Nowadays, a combination
of the growing interest in materiality of computation [3]
and the advances in creation of computational materials [4]
is transforming our thinking about the relations between
the physical and digital that goes even beyond the idea of
tangible interaction [5]. Through the vision of “Radical
Atoms” Ishii et al. [6] are exploring the possibility of merging the physical and the digital using malleability as a new
trait d’union. They envisioned the idea of digital clay, as
an ideal physically represented, malleable material that is
synced with a coupled digital model. Direct manipulation
by user’s hands, such as deformation and transformation,
of sensor-rich objects and materials should be translated
into an underlying digital model immediately to update
its internal digital states. By encompassing the vision of
TUIs, Organic User Interfaces (OUIs) uses malleability as
the main metaphor for imagine new interactions with non
planar displays and shape changing interfaces [7].
SculpTon is a malleable tangible musical interface, which
uses the metaphor of sculpting for creating and promoting
an active and engaging a relation between the performer
and the musical artifacts. Our interface seeks to look at the
problematic relation between the physical and the digital
in musical interfaces, such as the well-known decoupling
between the controller and the sound synthesis [8], through
the idea of computational materials. SculpTon tries to contribute in the process of building a repertoire of concepts
and methodologies to help us to imagine how basic materials could be re-designed through the addition of computational power. We believe that manipulating and getting
engaged with material qualities inherent in the physicality
of artifacts represent an interesting area of experimentation
for artists, composers and designers of NIME instruments,
which can led to new aesthetics and more expressive solutions.
2. RELATED WORK
We borrowed the idea of sound sculpting from the title of
a “virtual musical instrument’ developed by Mulder and
Fels [9]. In this project the hand posture information and
finger movements were employed to manipulate the shape
and adjust location of a virtual 3D object. Various physical
properties of the virtual object were used to govern continuous sound effects and synthesis parameters. SculpTon
tries to explore the actions that transfer the bodily forces
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onto deformable matter as a peculiar and complex group
of expressive musical gestures. This is what we consider
as the meaning of sound sculpting in this context. As a
tangible musical interface, SculpTon uses an embodied approach to musical control, compared to conventional digital musical interfaces. In the area of TUIs we can find
projects that are taking the idea of sculpting as a metaphor
of interaction, and malleable materials (such as clay) as
a reference to employ or mimic [10, 11]. According to
Jordà [12] musical interfaces are one of the most successful areas of application of TUIs due to their possibilities
of allowing continuos and real-time interaction with multidimensional data, support for complex and skilled explorative interactions. In the area of NIME we can find
some relevant projects that explore the idea of malleability and tangible interactions, through the use of different
solutions and design strategies. Some of the early examples are the Squeezables [13], The Matrix [14], Sonic Banana [15] and The Sponge [16]. Recently, some projects
begin to shift the attentions on the advantage of combining material properties with embedded sensor technologies. If Kiefer [17] uses foam as an input material, conductive thread and fabric were tested by Chang and Ishii [18],
as well as silicone [19]. Also the acoustic properties of
malleable materials started to be explored like in the Music Ball Project [20]. As a new interface, SculpTon is situated between these two branches of research, applying the
most recent reflections in TUIs about computational materials to the development of multiparametric digital musical
interfaces that are exploiting the peculiar characteristics of
malleable materials augmented with sensors and embedded technology.

does not mimic any existing traditional acoustic or electronic instrument, but it has a peculiar and distinctive feel,
characterized by its organic appearance and handling. SculpTon is inspired by and incorporates some ideas from the
agenda of TUIs and OUIs, with a special emphasis on computational materials and embodied interactions. The system’s principles are self revealing and user could quickly
and easily make sense of the interface using only their
experiences of the physical world, such as manipulative
tasks. In our work the understanding of the properties
and sensations caused by the surface of a material object
received through the sense of touch -the textural quality
of the interface- became crucial. SculpTon consists of a
physical interface, a stompbox and a software (Figure 1).
The physical controller is composed of an array of sensors
(analog, digital and acoustic), 4 LED for visual feedback
embedded in a malleable structure covered with an opaque
latex hull. The stompbox represents an useful bridge between the physical interface and the software. The final
version is a 30x30x20 cm laser cutter MDF box that contains an Arduino Mega board 1 and a low-power audio
amplifier. It’s equipped with some connectors (two serial
plugs for the malleable interface and a USB for the serial
communication with the laptop) on two sides, a footswitch
and a potentiometer on the top. On the software side, a
framework for Pure Data was developed in order to manage different routines, data processing, mapping and sound
synthesis.

Figure 2: Two 3D printed structural elements: the vessel
and the nodes.

4. IMPLEMENTATION

Figure 1: SculpTon. The malleable interface and the
stompbox.

3. SCULPTON
The aim of SculpTon is not to propose an ultimate framework for approaching the problem of expression in musical
interfaces, but to introduce a methodology for exploring
such questions under the lens of materiality in tangible musical interfaces. From a design point of view our goal was
to build a tangible interface with malleable organic characteristics, capable to keep track of subtle and detailed physical manipulations, which combine many input attributes
with multidimensional control. The SculpTon interface
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The SculpTon tangible interface was completely designed
and produced by the author. The development was documented through some internal academic reports and a dedicated website 2 . As a part of our methodology, we decide
to employ open source tools (both hardware and software)
and digital fabrication techniques (such as 3D printing and
laser cutting) not only as a way of rapid prototyping, but as
a source of new compound materials and customizable elements. Additionally, SculpTon seeks to demonstrate how
the use of these tools can be used in the design of affordable, functional, repeatable, and sharable highly personalized musical interfaces. We start to describe the tangible interface from its surface that is a latex skin, which
presents an irregular, organic and rough appearance. Latex
was chosen first of all for its tactile and elastic properties,
but also for its flexibility in design. One of the disadvantages of latex is its insufficient durability but, on the other
hand, it is also easy to repair and even reconstruct. The
1
2

http://arduino.cc/en/Main/arduinoBoardMega
http://sculpton.tumblr.com
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structural elements that are composing the artifact are fabricated with Elasto plastic 3 , a robust and rubber-like elastomer developed for 3D printers (see Figure 2). Within
our concept the carachteristics (and limitions) inherent in
all of these materials became important and fundamental
parts of the sonic interaction. Material properties such as
texture, plasticity and elasticity are used as way of interaction and information about the functions and the behavior
of the physical interface.

Figure 3: An outline of the system. On the left, a section
of the malleable controller; on the right a schematization
of the stompbox.

4.1 Sensing through structure
For SculpTon we employed a methodology that attempt not
to separate the object that the user deforms and the sensors
used to measure it. Instead of adding sensing to already
existing objects we started by designing an object with its
own sensing capabilities:
• external manipulation –internal behavior,
• physical excitation –relaxation;
• spatial actuation –temporal response.
The result is physical representation of the sonic interactions in the form of three-dimensional object. Through
a method defined as sensing through structure [21, 22].
we implement a way of monitoring continuous and subtle changes in a physical artifact (Figure 3). The choice
of an embedded system derive from its scope of operation, size and cost. An interface characterized with a strong
and specific relation between materials, gestures and sound
requires the development of a specific sensor technology.
One of the major issue was the detection of gestures such
as bending, stretching and squeezing. After a survey on
the sensors available on the market, we noticed that bend
sensors and stretch sensors are normally decoupled. Apart
from cost, one of the main limitations are the size and the
length of these elements. Drawing from such conclusions
we opted for a custom made sensor array, using light as a
way to measure deformation. Optical sensing was successfully applied for sensing bending and stretching [23]. We

can also find some relevant examples of the use of optical
sensing in TUIs for measuring structural strain in physical
models [21], and in musical interfaces [8, 19].
4.2 Sensor modules: joints and nodes
The heart of the sensory part of SculpTon is a sensing
structure composed of six custom made “augmented organic modules” in the form of a tetrahedron (see Figure 3).
The sensors are fabricated to measure deformation of the
interface, including bending, twisting and stretching gestures. Each of these modules are composed of an optical
sensing mechanism embedded in two opposed nodes connected with a stretchable joint. These joints are made of latex tubing, and the nodes are made of a 3D printed Elasto
plastic shells. The sensing mechanism is composed of a
pair of LED and light dependent resistor (LDR). The material properties are used to keep the structure highly and
freely manipulable, but stable and robust. The tubing is
keeping the LED and the LDR in complete darkness and
severs as a omnidirectional bend and stretch sensing mechanism. In the first version we include inside each tube a
metal spring for proving a passive haptic feedback. After
some tests we decide to rely only on the properties of the
latex (Figure 4). This system is measuring the intensity
of the light coming from an LED on one end of the joint
with a matching light dependent resistor (LDR) placed on
the other end. When the joint is straight the intensity of
the light is at its maximum. As the joint bends the tubing
occludes the light to a point where the LDR cannot detect
any light emitted from the LED. Otherwise, when the the
joint stretches, the light perceived by the LDR slowly decrease according to how much the tube is elongated. We
noticed also a relation between the decreasing of the light
and the time when this phenomena occurs. When the joint
bends the light decrease very rapidly, from the maximum
to the minimum intensity. On the contrary, when the joint
is stretched the light perceived by the LDR never reaches
the minimum, but is very slowly dimmed (Figure 5). This
behavior is a result from a combination of the optical sensing mechanism and the elastic property of the latex tube:
the material applies a resistance when it’s stretched, and
thanks to the global configuration, makes different gestures
recognizable. Before we defined this solution as “organic
augmented sensing modules’; with this we mean a combination of a sensing technique (in this case optical) and the

Figure 4: Left: prototyping the sensing structure. Right:
the final appearence of the interface.

3

http://www.shapeways.com/materials/
elasto-plastic
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properties of the material, with which the organic sensor is
made of. The choice of a particular material can not only
affect the haptic feedback of the entire interface, but can
influence the interaction with the artifact and allowing the
sensing of particular gestures.

Figure 5: Three main gestures detected by one single sensing module: A) Resting position; B) Bending; C) Stretching.

cables, one for the sensors, with a 25 pins serial connector, and a 9 pins one for the LED used for the visual feedback. For the sensor data acquisition on the Arduino board
we developed a custom made shield, which provides simple and clear connections of the analog/digital sensors, the
LED for the visual feedback and the footswitch. This configuration helps the debugging of the interface and an easy
setup on the stage. Together with these sensors, the 25 pins
connector is containing also the connections of the electret microphone. This element is treated separately and
connected to a low-power audio amplifier, which is also
hosted inside the stompbox. The gain of the amplifier can
be controlled with a potentiometer, then the audio output
is provided through a 1/4 mono chassis jack socket. Four
LED are embedded into the sensing structure. They are
lighting the artifact from the inside. These elements are
also providing a minimal visual feedback, by visualizing
the acceleration measured by the motion sensor through a
light pulsation. This configuration represents first of all, a
compromise between the difficulty of embedding all of the
electronics in a malleable object and secondly, the necessity of removing the computer from the stage.

4.3 Motion and acoustic sensors
After the implementation of the malleable surface we encountered the need of sensing energy and movement in
space. For this we opted for complete motion sensor, precisely a 10 dof mems IMU board 4 , composed of a three
axis accelerometer, gyroscope, pressure sensor and a compass on a single tiny, low power board, communicating
with the mirco controller through the I2C protocol. With
the help of some further calculations 5 we are able to extract features such as acceleration, rotation, orientation, the
yaw, pitch and roll of the entire artifact. The performer can
also calibrate the motion sensor directly on the stage using a footswitch, placed on the top of the stompbox. This
motion sensor is hosted (at the bottom of the seining structure) on a 3D printed vessel, also made with the Elasto
plastic. The function of this element is to support the sensing structure and stabilize horizontally the motion sensor.
As we can see in Figure 3, inside this structure there is an
electret microphone and an integrated motion sensor. The
microphone is placed inside the sensing structure and it’s
capturing the sound of the friction produced between the
hands and the latex cover of the device. For preventing
interferences and malfunctions the microphone was incapsulated into a silicone holder and placed into an additional
latex tube. This also represents an interesting sound source
and a sensor for detecting additional gestures.
4.4 Final implementation
Sensors outputs are then wired to an Arduino Mega for
data processing, formatting and USB serial communication of the sensor data with a Mac OSX laptop computer.
The microcontroller was then encapsulated into the stompbox. The tangible controller is connected to it through two
4 http://www.dfrobot.com/index.php?route=
product/product&product_id=818
5 http://www.varesano.net/projects/hardware/
FreeIMU
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5. PERFORMANCE TEST: MAPPING AND
SOUND DESIGN STRATEGY
At this stage the major goal was the creation of a design
paradigms for mapping deformation and energy to sound.
The main principles and some technical implementations
are illustrated below.
5.1 Gestures and sound
SculpTon combines several input attributes and, allows different types of interactions, such as :
• to hold, grasp and manipulate the object with both
hands and fingers from each side;
• to apply forces, such as pressure and allow squeezing, stretching and other types of deformations;
• the users are required to employ their perceptualmotor skills.
The use of perceptual motor skills is at the core of playing acoustic music where an embodied relationship with
an instrument is fundamental to create music with it. Wanderley and Depalle [24] propose multiparametric control
as an efficient method that provides a more musical way
of interacting with computers. This was demonstrated by
Hunt, Wanderley and Paradis [25] through some user studies, and also that complex mapping strategies are more engaging and even can enhance expressiveness better. SculpTon is embodying a digital model of the human voice, implemented through a formant synthesizer. Being the focus
of this paper on the research methodology and interface
design, the implementation of the synthesis model is not
illustrated in detail, but it’s fully referenced [26, 27]. However, in Figure 6 we summarize the basic layout of our format synthesizer. Within our concept the coupling between
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Figure 6: An abstraction of the synthesis model and the
mapping.
the physical structure of the interface and the digital structure of the synthesis algorithms represents a key point for
achieve a full embodiment of the interaction. The choice of
using a formant synthesizer is first of all an artistic choice,
justified through two relations :
1. between the physical deformation of the human mouth
and the physical deformation of an object;
2. between the energy implied for producing speech
and the energy and motor skills used for playing the
interface.
Some relevant examples of interfaces for gestural control
of digital speech can be found in Fels [28], Cook [29].
From an artistic point of view we are not interested in using SculpTon as an interface for controlling and creating
realistic simulations of human voice and speech, but to use
it as an interesting, ambiguous and even funny sound space
to explore and invests with new expressive meanings.
5.2 Mapping energy, motion and deformation
Through this project we tried to explore an approach for
relating manipulative gestures, such as deformation, to a
digital model of the human voice, which is physically characterized by some sorts of deformations and use of energy
for producing sound. We decide to combine different features extracted from the sensor array through the following
mapping strategy, illustrated also in Figure 6. From the integrated motion sensor we calculate a vector from the pitch
and roll values (PRV). This vector was directly mapped to
the frequency of the pulse generator. Its amplitude is modulated by the magnitude of the acceleration on the three
axis (XYZ). Therefore, when the interface is in a resting
position -with no energy applied- no sound is produced, but
when some strong movements are detected the frequency
is increasing or decreasing, according to the of the direction of the rotation and modulated by the amount. Other
features from the motion sensor, such as the vertical acceleration (ACZ) are extracted and, after a proper scaling,
mapped to the vibrato. Then, the sound is passed through
a series of three resonant bandpass filters in parallel. If the
source signal is produced by the motion of the artifact, the
vowels are literally ’sculpted’ through a direct manipulation of the interface. According to what we said in 4.2,
bending and stretching gestures are thus detected through
a threshold applied on every single data coming from each
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joint of the sensing structure. Then, we calculate a vector
of the two gesture, and these vectors are combined in other
two vectors, two by two. From six sensors now we obtain
three control values (F1, F2, F3) for the formant filters.
Since in the ScupTon we introduce also a microphone, we
implement also some features extraction for this source. At
this stage of the development we have not yet introduced
the use of the acoustic sound as such, but we are considering to using it as an additional sound layer. When the hands
of the performer are moving moving on the surface no relevant sound is captured, but if the user starts to manipulate
the object, we can recognize significant variation in amplitude. The sound captured from the microphone is very
weak, and additional amplification is required. Extraction
of useful data can therefore be achieved with an amplitude
analysis and tracking. Having said this, the most meaningful values extracted are the amplitude (AMP), and the peak
which is characterizing the staring point of manipulative
gestures (PS). These features are then mapped to the control parameters of two sound effects, such as a distortion
and a delay. Although, this configuration has given some
positive results during performance and tests, the main limitations are its complexity and the rigidity. We believe that
a better exploration of different methodologies, such as the
use of machine learning algorithms can improve the expressivity of the system and a better exploration of the relations between motor skills, manipulative gestures and the
sound synthesis.
5.3 Testing SculpTon
The SculpTon was tested live for the first time at the Ars
Electronica Festival 2013, and during 104 in other venues
such as MNAC (Bucharest, RO) and IAMASONIC (Ogaki,
JP). The aim of these performances was exploring the possibilities of SculpTon through a framework for free improvisation. Sometimes, after the performances, the device
was also offered to the public for an hands-on experience
and evaluation (see Figure 7). If at a first look the interface
appears fragile, these public shows have proved the reliability and efficiency of the whole system. Audience feedback was positive, and what most appealed some listeners
was the particular coupling of sound and gestures, the unconventional appearance of the interface, and the physical
engagement that the performer can achieve with an interface with such malleable characteristics. Some of them
also noticed that, as a solo instrument, SculpTon is quite
one dimensional, both sonically and visually. This suggested us some future improvements in the sound synthesis, as well as in the visual feedback. Using the interface
with other instruments is also an option that we are taking
into consideration.
6. CONCLUSIONS
A system has been presented for the exploration of the idea
of malleable computational materials in the context of tangible musical interfaces. Malleability was identified as a
key property for creating an promoting an expressive and
meaninful relation between a physical structure and a digi-
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[6] H. Ishii, D. Lakatos, L. Bonanni, and J.-B. Labrune,
“Radical atoms: beyond tangible bits, toward transformable materials,” Interactions 19, vol. 1, no. 19, pp.
38–51, 2012.
[7] C. Schwesig, “What makes an interface feel organic
?” Communications of the ACM - Organic User Interfaces, vol. 51 (6):67-69, 2008.
Figure 7: Left: Performing with Sculpton. Right: a member of the audience tries the interface.

tal model. We believe that a better understanding of the use
of computetionally augmented materials can helps the design of NIME instruments and expanding its vocabulary of
relations between sound and gestures. With this project we
tried also to demonstrate that the use of digital fabrication
techniques and open design processes can implied meaningfully not only in the prototyping stage but also in the
final realization of a rubust, articulated and unconventional
tangible musical interfaces. The next step is a formal user
study which will help to improve the design of the whole
system.
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ABSTRACT
This article presents the results of some experiments using
mobile sensors in patches of pure data. We are considering normal sensor, connected devices and Android also
focusing on information as hotspots available as our best
improvement in this way. During testing was performed
some communication through the web server, implementing push notifications, and we apply this approach in smart
phone applications to react on interactive sound installations. Ambient sound is generated using Pure Data patches,
and is collectively changed in the installation environment.
Sensors2PD is a generic application that can load any Pure
Data patch and can be freely used for other experiments.
The description of the application and installation ideas are
discussed based on technical results of our tests. Our approach is analyzed as a good concept for use in mobile music performances and installations, with clear advantages
for sound and music computing.
1. INTRODUCTION
Users interaction on mobile music pieces have been improved on diverse modalities. Nowadays, it is common the
scenario where user receives some instructions and normally uses some interfaces, web pages, or apps conditioned
to a piece. On this situation, the user notices what is going
to happen if some click is being done and how the things
work. Corroborating with this idea, we think that this area
have great improvement during the last decade. Another
point is that it is becoming hard to add different interactions from the perspective of the new devices to applications, and specifically to Pure Data Patches.
Mobile is anywhere and everywhere, so we can expect
a lot of mobile devices at every concert from classical to
experimental. Advances on technology has increased the
number of features in devices such as sensors and transceivers,
taking advantage of features of nanotechnology and processing. Another major point to keep in mind is the evolution of the Internet connection. WiFi internet access is
something must have in any public place, even though in
some cases the service is not so good for a crowd. Moreover, to avoid interruption of Internet access at these sites,
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acquiring a GPRS/3G/4G plan is a condition for being always on. The devices are always looking for the best way
to communicate over the Internet, and nowadays WiFi connections are chosen with a higher priority, because of its
speed and range, considering that users save a lot of WiFi
networks with automatic connection option checked. It is
important to note that mobile devices continues searching
(best) available Internet connection , even when connected.
Thinking of presentations of mobile music, lots of sensors and specific local information on mobile devices can
be used in applications. Using sensors is attractive considering its variety and sensitivity range. Besides sensor
importance, we became interested in the use of WiFi information that is reported over time. We also used the continuous Internet connection to exchange text information
between users through web server.
Some works have already evaluated the use of WiFi Indoor location for robots [1, 2] and had good results: 1 meter accuracy, approximately. This observation can be useful for presentations inside where GPS will not work, and
the use of WiFi information can not be easily perceived by
users, if the mobile device is always in search of mobile
networks, as already pointed. The fact that the phone is always connected the network is another important information that had taken our attention especially because during
some performances we shared some information among
participants through Wireless and had improvements in interactions without user perception too. Surely, heavy consumption of 3G for large flow of information can be a problem for some people, then it should be better to use short
messages and send them sporadically to avoid running out
Internet User data occurs. This approach may be useful
for sending information and receiving notification through
a web server and create new forms of interaction between
users during presentations of mobile music.
We are going present the way we developed Sensors2PD,
how easy we can send sensors informations to Pure Data
patches, and explain the other possibilities we can get if
we use sensors of WiFi and web servers on performancerelated applications. In the end there will be an explanation
about experiences with the application.
2. RELATED WORK
This area has a bunch of works related to mobile music installations for user interaction using sensors and web servers
with mobile devices. The main focus of some works are
becoming similar, and they discuss that HTML5 and Javascript
on web browsers are the best solution for this kind of inter-
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action. In SWARMED [3], the authors developed a framework for audience interaction during an installation accessing a website on captive portal. The novelty of using a
captive portal is interesting on the aim of focusing user’s
Internet access only to the performance application during
the presentation. On the other hand, the author notice that
each participant would like to hear its contribution to the
performance, but all the sounds are reproduced only on the
central performer, and it is hard to give this feedback if lots
of people is participating.
On NEXUS [4] project, that is related to distributed performance, authors attempt that a cross-platform application can really be conceived using dynamic web page, allowing server side web application to do the hard work
while the participants interact using an interface placed
into a browser on its own device. Even if both works use
Ruby on Rails, NEXUS leaves the application on line for
distribution and scalability facilities aiming a large number
of participants from different places.
On the other hand, we have urMus [5], an environment
for mobile application development. This is a directly related work that has an event-handling for mobile sensor
events, with lots of features that permits easy musical application development. It is possible to load scripts and
also share code between users over the network in some
applications developed with urMus[6]. The only limitation
for musicians is that Lua isn’t used as Csound and Pure
Data.
Another related work uses Csound as main patch language [7]. The users loads Csound orchestras and scores
on mobile devices and uses interface options and some sensor events for interaction. This approach was a motivation
for this work, and we also notice some advantages of a
similar project, PdDroidParty 1 as inspiring for a new way
of musical interaction using a common language for musicians and some transparent information presented below.
3. TRANSPARENT INFORMATION
There are lots of transparent information that can be used
on mobile applications, and we are going just to cite some
of them briefly:
• Available WiFi networks can be found everywhere,
and the users are living the Always-On Era;

“transparency” in the user point of view. Of course the
user need to know that we are using those information, but
it does not need to be explicitly during the performance.
4. SENSORS2PD
The integration of PD with Android application became
possible with libpd, a library that grant loading patches and
exchange messages using senders and receivers on applications. One of the drawbacks of this integration is a slight
need of Java programming experience intended for Android application development. Apart from that situation,
some native applications have been developed to smooth
the way for non (Java) programmers use its own patch on
Android devices. The most famous application with this
concept is PdDroidParty. This application searches internal storage for patches and permits interaction using some
interface options. Although it is a great solution, it does
not facilitate the use of sensors with patches.
Android devices possess lots of sensible sensors that have
been used on many situations. We notice that the quantity of sensors and its range vary based on device and also
Android API, resulting in some restrictions during mobile
performances if you want to use specific sensors or have
different devices. Our approach try to solve these problems and presents other sensor’s information that can be
used.
4.1 Using sensors on Pure Data patches
Sensors2PD is an application that makes possible the use
of all Android sensors and even more useful data from device functionalities. The application uses libpd 2 to load
the patch that users can seek and select from mobile storage. Receivers for any sensor value can be used on the
patch following the specification found on the guide. Depending on the sensor id (ID) and variable number (#), you
need to configure the receiver like that:
[r sensorIDv#]
If you want to use Accelerometer, which has ID=1 and 3
variables, you can receive the sensor values using:
[r sensor1v0]

• The cost for send and receive short informations from
web servers is becoming unimportant bearing in mind
the price of 3G plans on most part of the world;
• Push notifications are being used by the most of the
applications installed on mobile devices, aiming to
keep the user updated, but always consuming users
Internet connection as much as possible;
• The use of hot-spot informations to facilitate localization has been a used first with robots, but also by
general systems like Google Maps.
Thinking about those premises we can conclude that we
can extrapolate the usual limits of performances on a theater, with lots of mobile users, for example, considering
1

[r sensor1v1]
[r sensor1v2]
This is a reasonable approach considering that the application will be listening for any sensor variation and might
send its updated value to the patch as fast as possible. Android sensors can be listened at four different rates, varying
from 0̃ to 200ms. The fast you retrieve values the fast you
drain the battery on mobile application, but during some
tests we’ve found out that it is not a problem to use the
fastest mode if the normal time of a performance or installation won’t be more than one hour. Despite the fact that
not all the sensors are supported on all devices, it is not a
2

PdDroidParty: http://droidparty.net
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great problem. Only available sensors are going to be listened, and only the receiver for an unavailable sensor will
not receive any value.
We considered each functionality that detects physical
variations as a sensor, so other kind of sensors are being
used on this application and can also be used with PD
patches.
4.1.1 Touch events and position
All Android devices support multitouch interaction nowadays with high sensibility as it is the principal and the most
intuitive way to access mobile options. We can manipulate
up to 14 simultaneous touch ids to get noticed about its
events and position on x and y axes, even if most mobile
devices detect only 5 or 10 fingers. Based on the same
procedure defined before, it is possible to use the position
from every touch your device screen can detect. The receiver on the patch will need touch id (ID) and position
coordinate x or y (#).
[r sensorTIDv#]

[r sensorW-MyRouter]
Regarding that the WiFi level varies normally between 100 dBm to -1dBm depending on how far you are from
the hotspot, you can use this value on many applications
for indoor localization based on works from other areas of
literature like robotic [1, 2].
The WiFi network signal has lots of problems with interference that turns the signal always unstable, but it still can
be used as positioning system. There are 11 different frequencies for hot spots and the antenna needs to search each
channel before returning a list of networks. Each request
of available networks took 500ms to 2s on our tests and we
noticed that some hot spots have minor problems during
these search because of the orthogonality of channels 1, 6
and 11 frequencies.
4.1.4 Other sensors input under development
There is also other sensors being tested and implemented
to add more possibilities:

If you want to track first touch position, which has ID=0,
you need:

• Bluetooth using SSID
• GPS using Google API

[r sensorT0vx]

• Color identification using camera and OpenCV

[r sensorT0vy]
4.1.2 Audio input
Audio input using [adc]˜ on Pure Data can have better results only when Pure Data is used as an Service on the
application, and then we have opted to run libpd as background Service on our application. It is necessary to bear
in mind that background operation continues to run even
when you left the application or change to another one,
like answering a call. In spite of this fact we preferred not
to do anything on this case to prevent some installations to
stop working while the application is running.
We do not need to worry about audio input and output between device, application, and PD while using libpd. On
the other hand we can’t control the audio configurations
due to device specifications, so there is no guarantee about
sample rate, block size, or number of channels. Notwithstanding that this can be important for some patches, we
notice that audio quality was awesome on our tests, except
for the delay between input output even on loop-back.
4.1.3 WiFi networks
Conceived by the concept of transparent information, we’ve
decided to use the sensor of hot spots as another option for
the application interaction. The sensor of hot spots gives
lot of information as SSID, frequency, and level in db from
network found. On our application we’ve decided to send
the level as information for the PD patches. You need to
configure the receiver with the SSID name (ID), that can’t
have any spaces.
[r sensorW-ID]
If your WiFi SSID is ”MyRouter”, you’ll need the receiver:
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We also consider that this application can be easily ported
to other mobile technologies like iOS and desktop application. The integration of this application with other systems
is not hard, and we also use some communication through
web servers to send some sensors values to other applications. Informations about the web server are going to be
described below.
4.2 Web server integration
Considering the intention to send and receive information
between devices, the easiest way to implement was using
web server. The development of web server have been intensified over time so that new methodologies as Rapid Application Development (RAD) began to be practiced with
the use of tools and specific frameworks. One of the technologies that emerged following the RAD methodology
was Ruby on Rails (RoR) 3 . Rails is an open source framework for web applications that supports Ruby language.
We have chosen JSON format as the preference for communication with RoR web server. JSON is an open standard for exchanging data that is based on a text format understandable by humans without technical knowledge of
computer science. The format is derived from the Javascript
language and presents itself as an alternative to XML format. Sharing content with web server using this format
comes to be advantageous also with the ease of encoding
and decoding messages.
Those technologies are generically disposed to any kind
of content, and its use in the music can open several possibilities for sharing content and predispose infinite ways of
musical interaction [8, p. 123].
3

Ruby on Rails: http://rubyonrails.org/
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5. EXPERIMENT AND INSTALLATION

sults. There were lots of questions from users during the
installation, and most of doubts were related to some interaction aspects that were incomprehensible for them at
first sigh, due to the transparent information used. This
condition shows some drawbacks and advantages of our
concepts, indeed.

We proposed an experiment to test the Sensors2PD at an
interactive sound piece. We have created Pure Data patches
using lots of sensors as input, and the users were advised
to walk around a place to find some hot spots and interact
with them. The sound output amplitude on mobile devices
was controlled by the WiFi signal of the hot spots.
Other sensors were used to change sound velocity, pitch,
articulation, and other expressive values. During the experiment, the application have sent hot spot information to
the web server, so the hot spots knew how many users were
near and could play different songs to interact with the public, using push notifications and transparent informations.
Figure 1 shows people during the experiment.
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ABSTRACT

steep learning curve when trying to set up the software
and hardware.

SkipStep is a novel touchscreen application that allows
users to write, perform, and improvise music on multiple
virtual instruments via MIDI. It is a looping-based instrument that incorporates step sequencer and keyboard
inspired interfaces with generative music capabilities.
Additionally, SkipStep allows for collaborative performance over Wi-Fi, allowing users to either send musical
material between separate SkipStep instances or collaboratively edit a single SkipStep file. This paper will provide the motivation behind SkipStep’s design, review
similar interfaces, describe SkipStep, present a user
evaluation of the interface, and detail future work

1. INTRODUCTION
SkipStep is an attempt at bridging the gap between tools
meant for “composing” and tools meant for “performing.” What we refer to as composing tools could include
digital sheet music based tools, such as Sibelius, digital
recording tools, or digital audio workstations (DAWs)
that provide sequencing capabilities, such as Pro-Tools.
Such tools provide users with a detailed representation of
the music being written and give precise control over
how the music can be edited, but providing this degree of
control and detail often necessitates relatively complex
interfaces, which can become unwieldy for rapid input
and performance of live music. Additionally, these composing interfaces can take time to get comfortable with
both for inexperienced musicians, who may be unfamiliar
with the roles of the controllable parameters, and for musicians new to the interface itself.
On the other end of the spectrum are performanceoriented interfaces, which are tools that allow real-time
control over music in a live setting. These include DJ and
mixing decks and software, such as various products by
Traktor and Serrato, as well as sampling and triggering
based tools, such as Ableton’s Push controller and Native
Instruments’ Maschine. Performance-oriented tools often
provide physical hardware whose actuation triggers some
instantaneous change in the music being produced. Of the
performance-oriented tools, the DJ and mixing tools are
designed for a specific purpose and have almost no affordances for “composition” in a general sense. Ableton
Push and Maschine, while very powerful, need to be set
up before performance use, and new users could face a
Copyright: © 2014 First author et al. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.

2. GOALS
The main goal in building SkipStep is to create a fast,
easy to use hybrid tool by incorporating the most important features of both composing and performing tools by
leveraging the touch screen as a way to streamline the
interface. The motivation for creating a “hybrid” instrument is two-fold – having a UI that is fast and intuitive
enough for live performance may be useful in a “composition” tool, as the tool would not get in the way of entering musical ideas into the software. Having the more detailed graphical display of a “composition” tool would
ideally give performers more information about the music
they are working with, thus aiding them when performing
or improvising live.
Multi-instrument performance by a single user is another goal of Skipstep, and therefore the software aims to
give the user the ability to control multiple instrumental
voices at once.
SkipStep has generative music capabilities, and another goal of SkipStep is to create an interface that allows
for the live use of algorithmic music generation. SkipStep
is designed to allow users to seamlessly move between
manually and algorithmically creating music in real time,
even while performing or improvising.
Conceptually, if we think of a melody as a point in
some “musical space”, we envision SkipStep as a tool
that lets users explore this subspace around this point
(which is the space of similar melodies) rapidly and deliberately: users could quickly explore the space of variations around a single melody via the many algorithmic
features for quickly modifying a melody. Users could
also use SkipStep to quickly create totally new melodies,
thus generating a new subspace to explore. With the affordances of live multi-instrument control and live algorithmic music generation, we hope to explore new modes
of musical performance and improvisation, both individually and in groups.

3. RELATED WORK
There are several widely available tools that share the
features of both “composing tools” and “performing
tools.” Ableton Push is a powerful hardware device that
integrates with the Ableton Live DAW, allowing users to
use Push as, among other things, an arrangement tool,
step sequencer, and keypad. For use as a keyboard/pad,
Push’s velocity sensitive pads give it an expressive ad-
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vantage over most touch screen applications. However,
Push’s minimal textual display area can make switching
between the various modes complicated for a new user.
Maschine is a similar integrated hardware/DAW product
with much of the same functionality, and its twin screens
give it much more display flexibility. Currently, however,
it’s video screens only function when using the Maschine
DAW, limiting its flexibility.
Nodal is a network-based generative music tool that allows for both composition and real time performance and
improvisation [3]. Users set up networks where nodes
correspond to certain notes or chords, and the nodes play
their pitch content when a network-traversing object
called a “voice group” reaches the node. These nodes can
be connected such that the network can be traversed either deterministically or randomly. Users can either
“compose” using Nodal by creating networks that play
without user interaction or manually trigger networks to
“play” using MIDI messages, thus allowing them to be
used as part of an instrument. While Nodal and SkipStep
offer some similar functionality, Nodal dispenses with the
representation of music as pitch vs time on an X/Y plane,
whereas in SkipStep that idea is a crucial part of the interface.
Notesaaz is the musical performance interface that inspired SkipStep’s approach to “musical space” [1]. In
Notesaaz, the performer is able to control two different
sets of lines moving on a screen, with their intersection
determining the sound produced. Performers first use the
controller to create a “score” by setting the position of the
first set of lines, and then use the controller to freely
move the second set of lines over the first, thus “playing
the score” by creating new intersections and new sounds.
The statically positioned first set of lines allows users to
define a musical space, creating a loose limitation on the
type of music that can be produced. The movement of the
second set of lines allows users to explore that space. In
SkipStep, users can similarly define a musical space by
creating a melody on the grid and then explore the space
of variations on that melody.

ini simplifies the sending of OSC messages between multiple users on the same Wi-Fi network, and can also provide guaranteed delivery for selected message types.

5. FEATURES
5.1 “Painterly” Note Input
To make SkipStep a tool suitable for both composition
and performance, we wanted to create a notation-input
interface that was immediate, expressive, and visually
informative. We also hoped to design what Golan Levin
described as a “painterly interface” [2]. According to
Levin, the design of a painterly interface should aim for
the following (quoted):
• The system makes possible the creation and performance of dynamic imagery and sound, simultaneously,
in real-time.
• The system’s results are inexhaustible and extremely
variable, yet deeply plastic.
• The System’s sonic and visual dimensions are commensurately malleable.
• The system eschews the incorporation, to the greatest
extent possible, of the arbitrary conventions and idioms of established visual languages, and instead permits the performer to create or superimpose her own.
• The system’s basic principles of operation are easy to
deduce, while, at the same time, sophisticated expressions are possible and mastery is elusive.

4. SOFTWARE COMPONENTS
The iPad interface for SkipStep was built using
TouchOSC, an app for the iPad that allows for the building of UIs in a graphical editor by dragging and dropping
UI widgets onto a screen. The SkipStep back-end is run
on a laptop, and the iPad and laptop communicate via
Wi-Fi using the OSC protocol [7]. The back-end was
written in Python. ChucK was used to control timing and
to send MIDI messages to a DAW, which was used to
synthesize the sound. Python and ChucK communicated
via OSC, using the pyOSC1 library [6].
SkipStep has a multi-user mode where users can send
melodies to each other. LANdini, a networking utility by
Jascha Narveson, was used when multiple SkipStep instances were coordinated in multi-play mode [4]. LANd1

https://trac.v2.nl/wiki/pyOSC

Figure 1. Painterly interface controls

We found the step sequencer interface, particularly one as
implemented on a touchscreen, to meet these goals. A
step-sequencer incorporates the 2D pitch vs time representation of music in a minimal, intuitive fashion. What
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is particularly attractive about touchscreen step sequencers as opposed to physical hardware ones is that users can
create melodic contours by simply swiping across the
screen. This allows for a very fluid, intuitive input of
musical material, especially for users with no musical
experience. For greater expressive control, users can
change the scale played by the step sequencer as well as
transposing the entire sequencer.
We wanted to include equally intuitive, visual controls
for varying playback of the melodic content of the grid,
providing ways to explore the musical space defined by
the grid without explicitly altering it (and thus changing
the musical space). The step jumping and subset looping
controls serve this purpose. The purple dot (Figure 1,
element 2) is always underneath the column that is being
played by the step sequencer. If the user presses under
some other column, the step sequencer will play that column next and continue playing forward from that column. This allows users to disrupt the linearity of the loop
they have created and is similar to the way a turntablist
can reset the flow of a record by physically spinning it to
different positions.
The subset looping feature allows users to select a subset of the columns (Figure 1, element 3) and when subset
looping is turned on (Figure 1, element 4), the step sequencer only loops (still in order) over those selected
columns. The columns can be added or removed while
subset looping is on, allowing for a very dynamic, interactive looping experience. Together, step jumping and
subset looping allow users to engage more deeply with a
“static” loop/grid.
5.2 Interactive Algorithms

SkipStep currently implements a simple (but soon to expand) set of algorithms that can modify whatever music
is displayed on the main grid. We focused on interactivity
in designing both the algorithms and the interface for
their use. All of the algorithms take 2 parameters: the grid
to be modified and the intensity of the modification (an
integer from 1-5). The algorithm to be used can be selected via element 3 in Figure 2, and the intensity set via
element 2 in Figure 2. The algorithms can be applied
manually, via element 4 in Figure 2, or can be set to
“automatic”, so that they are applied every time a loop
starts, via element 1 in Figure 2. There is also an “undo”
button (Figure 2, element 6) that restores the grid to the
state before an algorithm is applied. There as also an
auto-undo mode (toggled via Figure 2, element 5): when
this is turned on, a “snapshot” of the current active grid is
taken. Any modifications to the active grid, (whether
manual or algorithmic) are played once and then reverted
backed to the snapshot.
Users can save up to 8 different grid patterns, and can
instantly recall them to loop. To save the grid currently
on the screen, users simply click on an unlighted bank
(Figure 2, element 7), which then lights up, indicating
that a grid is saved in it. To load a bank and loop it, users
can press the button (Figure 2, element 8) above the
lighted bank they wish to load. These interface features
were chosen to encourage iterative modification of music,
allowing for the seamless interaction of algorithmic and
manual modification.
The algorithms implemented in SkipStep are intended
to be transformative algorithms, which modify an existing grid, rather than generative algorithms, which could
populate an empty grid. Since we did not want to arbitrarily limit the type of grids that are output by the algorithms, the algorithms focus on geometric approaches to
creating variations rather than relying on music theory
heuristics, considering only the shapes of the grids rather
than the notes they encode. All of the algorithms are
probabilistic, and the parameters were chosen so that they
provided a high amount of variation, but did not produce
overly chaotic output. The algorithms were designed to
allow for the rapid development of complex patterns from
a simple melodic contour. The algorithms are:
5.2.1 Semi-Structured Random Variation
Let k be the intensity value. Let the “neighborhood” of a
grid element e be all other elements that are within 5 vertical steps and 3 horizontal steps of e. Let v be a random
variable with outcomes p, q, r, and s. In this random variable, p is the event that e is turned off, q is the event that
e is moved to another location in its neighborhood, r is
the event that an off element in e’s neighborhood is
turned on, and s is the event that no modification is made.
In event q, the location to which the new element that is
added or the old element is moved is distributed uniformly over e’s neighborhood. All 4 probabilities are
parameterized by k. For each “on” element in a grid, a
random trial of v is run to see which outcome of {p, q, r,
s} occurs. See Figure 3 for an example.

Figure 2. Algorithmic interface controls
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Figure 6. A harmony algorithmically generated from a
melodic contour.

Figure 3. Semi-structured random variation applied to a
melodic contour

5.2.2 Random Melodic Filtering
Let k be the intensity value. For each column in the grid,
k of the “on” elements will be selected at random, and all
others will be turned to “off”. If there are less than k elements that are “on” in the column, none will be turned
“off”. See Figure 4 for an example.

5.3 Piano Mode
SkipStep also allows users to “play” the step sequencer as
if it were a piano. When piano mode is turned on (via
element 2 in Figure 7) the step jumping and subset looping controls are replaced by the piano keys (Figure 7,
element 1). Pressing a key underneath a column plays the
chord in that column. Multiple columns can be played at
once.

Figure 4. Random melodic filtering (with intensity
value 3) applied to a harmony

5.2.3 Random Rhythmic Filtering
Let k be the intensity level. With equal likelihood, this
algorithm takes selects either 2k or 2k-1 columns from
the grid uniformly at random and clears their contents.
This algorithm is intended to take a melody with no
rhythmic breaks and create random breaks to facilitate the
exploration of interesting rhythms. See Figure 5 for an
example.

Figure 7. Piano Mode interface
Figure 5. Random rhythmic filtering applied to a melodic contour

5.2.4 Noisy Harmony Generation
Let k be the intensity level. Given a grid g, two variants
(g1 and g2) are created by using a modified version of the
algorithm 5.2.1 (a neighborhood of k/2+1 vertical radius
and 0 horizontal radius is used). Then two integers (a and
b) are selected from the non-zero in the set [-k, k]. g1 is
shifted vertically by a, and g2 shifted vertically by b. Finally, g, g1, and g2 are all superimposed. See Figure 6 for
an example.

All of the same features that work with the normal step
sequencer still work with piano mode, allowing for a dynamic, variable keyboard. In auto-undo mode, the original chord is restored after the varied chord is released.
Piano mode was designed to give users a more directly
instrument-like way to play music. When the grid is a
single ascending diagonal, it is analogous to a keyboard,
(albeit, one adhering to a certain scale). In general, playing grids with piano mode allows the user to explore the
musical space of the grid totally free of time constraints.
It adds a continuous time dimension to the otherwise
quantized time of the step sequencer.
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6. INTERACTIVE CAPABILITIES

5.4 Collaboration

6.1 Offline and Online Decision Making

Figure 8. Collaboration interface

When multiple instances of SkipStep are running on the
same local area network (LAN), the users can sync their
metronomes to step at the same rate. Users on the same
LAN can also send grids and scales to each other via the
send/receive interface. Users first load a grid and scale
into the pre-send editor via element 2 in Figure 8. Pressing the first button loads the grid and scale currently being looped in the first instrument, and so on. In the preeditor (Figure 8, elements 1 and 3), users can modify the
grid and scale before sending it without affecting the instrument it was taken from. By tapping element 4 in Figure 8, users can broadcast this grid to all other users on
the LAN. When a grid and scale are received, they are
displayed on elements 5 and 6 in Figure 8, where they
can be edited again. To send the received grid to loop on
the ith instrument, users can press the ith button on element 7 in Figure 8. Pressing the ith button on element 8 in
Figure 8 changes the scale of the ith instrument to the received scale.
Additionally, multiple users can collaboratively edit a
single SkipStep instance, in much the same way that multiple users can edit a single document on Google Docs. In
this case, multiple iPads connect to a single instance of
SkipStep, and the control events from one iPad are
bounced to update the UIs of all others. All users can still
access all of the different SkipStep features.

An important benefit of the step sequencer interface (and
interactive looping systems in general) is that it allows
for a blend of online and offline decision making/activity.
When improvising with an acoustic instrument, for example, most of the decisions made are online, or in “realtime” - the choice of what note to play at the next beat
must be made before that beat arrives, and a delay that
causes one to play unintentionally “late” is an error. In
composing, the decisions being made are generally offline; there is no sense of “lateness” in deciding what note
to enter into a score, and there is unlimited time to consider the entire piece of music composed so far.
SkipStep allows for both immediate actuation, which
allows for keyboard-like performance, and looping,
which allows music to play when the user is not interacting with the device, allowing them to make offline decisions without halting the musical output. Also, the automated algorithmic variation can prevent the repetition of
static loops while offline decisions are being made. Offline decision-making can allow users to “plan ahead”
while improvising, which could be especially useful for
novice improvisers. If SkipStep is being used with multiple users, the looping functionality allows performers to
stop “playing” and communicate directly with each other
(verbally or textually), which could greatly change the
dynamic of group improvisations. If SkipStep is being
used in conjunction with other physical devices, users
could manipulate other devices while SkipStep loops
with automatic variation in the background.
6.2 Multi-Instrument Control
SkipStep’s looping functionality allows users to control
multiple instruments at once. While Ableton and other
DAWs provide ways to start and stop pre-composed
loops across different instruments in real time, they do
not provide the ability to edit the loops themselves in
real-time. SkipStep allows for both the editing and
launching of loops in real time across multiple instruments. In addition, SkipStep allows for multiple modes of
musical modification to occur simultaneously: users can
apply automatic algorithmic variation on some instruments (using different algorithms on different instruments), while using the piano mode on yet another instrument.
6.3 Improvising Without Musical Knowledge
SkipStep allows users with little to no musical knowledge
to engage in expressive improvisation. The step sequencer interface allows users to easily see the melodic
contours they are creating, letting them edit music based
on what it “looks like” rather than what it sounds like.
Also, the sequencer allows users with no instrument or
music-software experience to quickly create and hear
melodies in real-time. The algorithms provided can help
novice users quickly create variations on input, and the
real-time save/load and undo features can help new users
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quickly and intuitively engage in theme-and-variation
approaches to improvisation. In particular, editing melodies with auto-undo on is a simple, immediate and highly
visual way to explore theme and variation.
SkipStep could also be used to construct “novicefriendly” musical spaces to explore. Musical novices
could be provided scale presets that contain few dissonant
intervals (ex. Pentatonic scales) to improvise in, allowing
them to experiment freely without creating dissonant
chords. Furthermore, the dissonance free scales could
allow novice users to play freely with the keyboard without worrying about playing “wrong” notes. Preset grids
of chords could also be provided to allow users to experiment with chord progressions rather than just melodies.
6.4 Interactive Algorithm Usage
SkipStep allows users to engage with musical algorithms
in a truly interactive way. As mentioned before, the interface is constructed to allow for seamless transition between algorithmic and manual variation. The undo features in particular allow for a very iterative and powerful
workflow, enabling users to immediately revert any
changes that they don’t like. When combined with grid
saving, the algorithms allow users to quickly move
through musical space, instantly saving those points they
wish to return to. This allows a historied, branching exploration rather than a linear path through variations. According to Shneiderman, enabling rich history keeping
and collaboration are two key features of successful
“creativity support tools” [5].

7. EVALUATION
Informal user evaluations were conducted near the end of
development of the current (at the time of writing) version of SkipStep. Nine users, ranging from musical novices to professional musicians, tested the interface and
provided feedback. Overall, all of the users were able to
learn how to use all of the features within 30 minutes and
indicated that it was generally easy to use. Their feedback
prompted the addition of toggled labels on all of the interface controls, and the redesign of the piano mode controls
to be more central to the interface. A more rigorous user
test is planned for the future.
SkipStep is currently being used for a piece performed
by the Princeton Laptop Orchestra. In this networkedperformance piece, seven performers are all running their
own SkipStep instance, with all of the metronomes synchronized. A “conductor” holds up signs that give qualitative descriptions of melodies, (such as longer, higher,
sparser, etc), and can direct either individuals or groups
of performers to start or stop playing melodies, or modify
them according to his signs. The performers are free to
interpret the descriptions as they wish when modifying
their melodies.

8. FUTURE WORK

LAN, and implementing it to work over a wide area network (WAN), thus allowing collaborative editing by any
two SkipStep users connected to the internet, regardless
of their location. Internet latency has historically been a
problem for long-distance, real-time performance, but
SkipStep’s quantized stepping provides a mechanism that
could be very robust to network delays. The time between
steps of the sequencer would act as a buffer against late
packets.
Longer-term plans for SkipStep involve porting it to
iOS, where low-level touch data could be used to implement vibrato for the piano mode feature.

9. CONCLUSION
SkipStep is an in-progress project that aims to allow both
musical novices and experienced musicians to engage in
expressive musical performance. We hope to use its
combination of algorithmic capabilities, collaborative
performance, and multi-instrument control to create new
modes of musical expression, and believe it has the potential for, in Levin’s words, “sophisticated expression”
yet “elusive mastery.”
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Immediate plans for SkipStep involve taking the
collaborative editing feature, which currently only works
on a LAN, and implementing it to work over a wide area
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ABSTRACT
The democratization of Computer Arts and Computer
Music has, due to dematerialization (virtualization) consequence of digital technologies, considerably widened
the boundaries of creativity. As we are now entering a
second phase that has been labeled “post-digital”, we are
called to reconcile this openness with notions such as
embodiment, presence, enaction and tangibility. These
notions are in our view inherently linked to creativity.
Here we outline some approaches to this problem under
development within the “European Art-ScienceTechnology Network” (EASTN1). Several areas of artistic creation are represented (Music, Animation, Multisensory Arts, Architecture, Fine Arts, Graphic communication, etc.). A main objective of this network is to establish common grounds through collaborative reflection
and work on the above notions, using the concept of
tangibility as a focal point. In this paper we describe
several different approaches to the tangibility, in relation
to concepts such as reality, materiality, objectivity, presence, concreteness, etc. and their antonyms. Our objective is to open a debate on tangibility, in the belief that it
has a strong unifying potential but is also at the same
time presents challenging and difficult to define. Here we
present some initial thoughts on this topic in a first effort
to bring together the approaches that arise from the different practices and projects developed within the partner
institutions involved in the EASTN network.

1. CONTEXT
The European Art-Science-Technology Network, which
is supported by the European Union under its Culture
Program2, arose from the initiative of several European
institutions involved in research, technological development, creation and teaching in the field of digital technologies applied to artistic creation. These institutions are:
The ACROE and the ICA Laboratory (Grenoble 1
2
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France), the Cardiff School of Art & Design (Cardiff UK), Fab Lab Barcelona and the Institute for Advanced
Architecture of Catalonia (Barcelona - Spain), the Center
for Art and Media (ZKM, Karlsruhe - Germany) and the
Department of Audio and Visual Arts of the Ionian University (Corfu - Greece).
Several areas of artistic creation are represented within
the consortium: Music, Animation, Multi-sensory Arts,
Architecture, Fine Arts, Graphic communication, etc.
Discussions within this team led to the identification of
key concepts such as materiality (or immateriality), reality, sense of presence, incorporation and embodiment.
These concepts appear in the context of digitally mediated technologies, and in particular in the domain of artistic
creation, as a consequence of the dematerialization effects of digital technologies. By dematerialization we
mean the uncoupling of data, models and processes from
the physical processes, which they represent. While this
dematerialization opens up a vast degree of freedom
which considerably pushes the boundaries of creativity, at
the same time it creates the need to recover the fundamental conditions of creative processes by rediscovering
or redefining the alliance between immateriality and
materiality. The term "tangibility” may play a key role in
this search. Yet there is still need to define this terms and
its possible interpretations more clearly.
This paper does not present a state of the art or an exhaustive overview of the issue. It proposes to shed light,
from the experience of the current partners of the EASTN
project, expressing several complementary tendencies
and points of view, in order to initiate and stimulate a
debate on the concepts involved.

Copyright: © 2014 C. Cadoz et al. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.
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2. TO BE OR NOT TO BE … “TANGIBLE”
2.1 Human – Computer – Environment interactions
Our proposed starting point is the proposition that
digital technologies deal with information, not with matter in a physical sense. While information requires physical media to be created, processed, transmitted, stored
and preserved, it is regarded as representing something
different than these media. In other words, we can consider digital computing devices as belonging to a world
of information carried by symbols, “digital symbols” or
bits, and processed by operations, boolean operators,
applied on these symbols. This makes out the abstract and
intangible character of the digital, since “touching” symbols is not possible and lies outside the metaphorical
framework of the digital. Even if these symbols and operations are carried by matter (electrons, electric wires,
electronic circuits), we can only experience their function
and evolution indirectly (if at all). And in order to use
them to achieve a predefined goal, we need to apply arbitrarily defined correspondences between the logical /
symbolic and the physical / material. The issue of tangibility arises from this condition.
In order to act on the computer, the human has no
other means than his/her voice, body, and gestures. Devices are needed in a way to establish links between the
physical phenomena produced by voice or by gestures
and the symbols of the digital domain.
The use of the results may be of two different natures.
It may be direct, involving the human senses. In this case,
there is a necessity for devices that establish links between digital symbols and natural perception: the hearing,
the sight and the tactilo-proprio-kinesthetic (haptic) senses. It may also be indirect, or more precisely resulting in
a physical transformation of something in the human’s
environment. In this case, the digital phenomena must be
linked to devices that control energy in motors (actuators)
and engines that act, modify, transform the matter in our
environment. And finally – but this cannot be done entirely without the help of the human, that is to say without
some links of the first type evoked above – digital processes may be controlled or at least influenced by phenomena of the physical environment. In this case, devices
are needed to link the phenomena to the digital symbols.
These devices are called sensors. Sensors, display devices
and actuators are then necessary and complementary
basic components of any system involving computer for
human-computer-environment interactions.
The “interfaces” going from human action or physical
environment to digital world and from digital world to
human senses or to physical world, can be configured in
various ways. Some characteristic cases are:
- The computer and interfaces can be configured to
imitate in all respects the behavior of a physical object, such as a musical instrument or a material object
that we can animate. This is the case in the “Multisensory and Interactive Simulation of Physical Objects” presented below. We can say that the computer
here plays the role of an "instrument". Strictly speaking, this device is not an instrument in the physical

sense since it treats symbols. One could more appropriately characterize it as “metaphorical insttument”.
- The computer can act as tool for creating models of a
physical environment in order to support creation
and manipulation of abstractions. In this case the digital tool is used in a manner analogous to earlier nondigital ones, such as the symbolic techniques that are
used for example in mathematics to solve equations
or to perform calculations. Graphical programming
environments as well as WIMP based software are
commonly used as interfaces for this type of use.
This type of tool can support and stimulate work on
the conceptual level by providing different types of
graphic representations as well as the possibility to
manipulate those representations in order to configure them. In contrast to the first configuration described above, this case here cannot be metaphorically compared to an “instrument” for direct interaction
with the senses, but is more akin to a tool for representing abstractions and manipulating these representat ions that accompanies and supports thinking
about these abstractions.
- In a third case, physical objects can be equipped with
sensors and actuators to create self contained systems
with their own properties and behavior, with which
the human may interact. The sensors and actuators
being connected to the computer are respectively inputs and outputs to and from digital processes. An
underlying limitation of this configuration is that
only the interface is tangible, while the processes and
concepts that are specified and controlled remain
hidden.
- A further case, can be represented as a virtual world
built inside the computer superimposed to the real
world through specific visual display devices. These
to see the real and the virtual worlds at the same time
while actions are detected in relation with someone
position or movement in the real world and then used
to create or modify the virtual one. This is called
“Augmented Reality” (see for example [1][2]).
- And finally, the computer can control motors and
various actuators of machines and devices acting on
the real physical world and even transforming it.
Here, by involving robots, machine-tools, milling
machines, multi-axis CNC machines and others, or
3D printers and plotters, the computer is used to act
on or to transform the physical world, but also to
build sophisticated objects that can then be used as
instruments, tools, parts of machine, etc. and interact
with human, computer or the both.
These examples, can be classified into two groups, which
are in a symmetrical relation to each other: The first is
related to the science and technology of Human Computer Interaction, including technologies of Virtual and
Augmented Reality. In this situation, the human is “real”
and is interacting with the computer, which then is an
“artificial world”. The second is related to Robotics and
Artificial Intelligence, where we can say that the computer is placed on a par with the human and plays a role,
with increased functionality and performance, comparable to that of an “artificial human” interacting with the
environment. These two complementary groups are pro-
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posed here as the two main metaphors for the analysis of
man-computer-environment interactions in the present
context.
We can summarize this as a triangular system between human, computer and physical environment, and
with the three kinds of resulting interactions. Even if the
effective and various situations involving computers are
generally more complex, we can say that they are always
understandable as more or less complex networks made
of this basic mesh. And then we have here the global
frame to approach and discuss the question of Tangibility.
2.2 A cloud of terms and concepts
2.2.1 Tangibility
In its simplest sense, tangibility is the property of an
entity to be accessible to the sense of touch. This indicates two aspects: touch is perception, but also action.
The sense of touch develops in the action of touch. In
order to perceive the shape of objects, their weight, their
texture, the way in which they can be shaped or deformed, we must interact with them. The “pure” Touch is
a borderline case and very reduced sense.
But there is also a broader sense. Figuratively, in common usage, a thing is tangible if it is real, not only imaginary, if it is defined and not vague or elusive. In the legal
field, a property is tangible if it has an actual physical
existence, as real estate or chattels, and therefore capable
of being assigned a value in monetary terms.
In the domain of Human Computer Interaction, the
term Tangibility appeared at the end of the 1990’s in the
expression “Tangible User Interfaces”. In their paper,
Ishii and Elmer [3] introduced the notion of “Tangible
Bits”, allowing users “to grasp and manipulate bits (…)
by coupling the bits with everyday physical objects”. This
is of course a metaphor since, as said before, bits are not
objects but symbols. It is important to see here that, (i)
this is the everyday physical object that is tangible, not
the bits, (ii) this object is not “coupled” with bits, but a
(reduced) part of its properties and movements are detected (thanks to sensors) and used as input of the computer.
2.2.2 Reality, Materiality, Objectivity, Presence, Concretnesse, etc.
The term "Tangibility" is attractive because it is clearly
an expression of a need that is not satisfied with the computer. But beyond the "buzz-word" there are important
questions, and because it is polysemic it is rich and promising. It is sufficient, to give an idea of its richness, to
mention some elements of the "cloud" of words to which
it is often associated. A simple list of terms appearing as
synonyms, and a list of opposing pairs of antonymic
words, allows getting an idea.
Reality, materiality, objectivity, presence, concreteness, just to name a few, are often encountered as synonyms. But it is easy to note that they are not equivalent.
For example, one thing can be real (a feeling, an emotion,

suffering or joy) without being material or concrete. One
thing may be present, or at least may seem present, without being real: the successful synthesis of a digital sound,
for example the sound of a vibrating string with a physical modeling simulation may give the feeling, or even the
certainty that a string is present where we listen to the
sound, while there is no corresponding physical reality.
But perhaps the term "re-presentation" (to present again)
is more convenient here!
It is also interesting to place each of these terms in
front of those who are supposed to be their antonym. We
can then discover some inherent semantic difficulties. For
example, "subjective" is not necessarily synonymous with
"non-objective"! And of course, crossing of couple of
terms sometimes is completely meaningless: for example,
“non-material”, as antonym of “material”, is not equivalent to “abstract” as antonym of “concrete”.
It is also interesting to consider some pairs of terms,
associated in some expressions, where we cannot determine if they are mutually qualifying or are antonyms. The
most dramatic example (as one of the authors has shown
in his book “Réalités Virtuelles” [4] is “Virtual Reality”
itself. It is indeed impossible (because the two uses exist)
to determine whether the virtuality is here a qualifier of
certain realities or if it is used as an antinomy of reality.
In this case, this expression is an oxymoron, i.e. an expression which is contradictory in itself, something like
“to be AND not to be” at the same time!
2.2.3 Enaction
It is now well understood that action generally goes with
perception (and in numerous case is impossible without
perception) and conversely, that perception needs almost
always action. It is obvious for the gestural channel,
which is both a channel for acting and sensing (by the
touch and the tactilo-proprio-kinesthetic, TPK sense) and
more, that the TPK sense is intrinsically an actionperception loop [5]. This is a reason why we can say that
the “touch” is enactive. But the enaction concept [6, 7, 8]
is wider: It concerns not only the intimate touch loop, but
also, at different scales, the loops involving gestural action, auditory perception, gestural action and visual perception, gestural action and multisensory perception.
The enaction concept is then totally relevant in the
discussion about tangibility.
Thus, we must admit that the concept is rich and
complex and that it is not possible to give an initial unambiguous definition. The meaning of “Tangibility” is a
work in progress, under the large and recent development
of digital technologies. We propose in the next section to
try to “make this notion more tangible” by providing
several specific insights based on the works of different
teams and institutions, some on them being in relation
with the present EASTN network.
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3. DIFFERENT APPROACHES TO TANGIBILITY
3.1 Simulated matter – Evoked matter
By Annie Luciana – ICA Lab – Grenoble Institute of
Technology (France)
In [9] Annie Luciana introduces the term of “simulated
matter” as a new field to be explored by artistic creation.
She showed that, since the first phase of real phenomenon
observation or capture aiming to digitally represent it, a
substantial reduction occurs: only specific aspects of this
phenomenon, those that can actually be captured or analyzed according to specific fields of science, are selected
and represented: for instance, the audio signal, the 3D
spatial form, the displacement of a body into space, etc.
This remark seems obvious. But it means no less than all
other properties involved in the phenomenological experience of the human being in its relation with the real
world were lost. Among them, a crucial one is the “physical matter”, out of which things are made.
Beside, the very new expansion of the possibilities
open by digital instruments, they dramatically shared a
common property that is “an absence”, and an absence of
what? “The true absence of the physical matter”, as exemplified by most of 3D shape modeling software or by
most of Digital Musical Instruments.
When going back from real world to perception and
sensitivity by means of “re-sensorialization”, this “physical matter lost” leads to two opposite tracks:
One can rematerialize 3D forms thanks to a real physical matter, as done in industrial processes such as Computer Aided Design and Manufacturing and its wide popularization through FabLabs trends. We can speak of
“shaping”, i.e. a mapping process of the virtual dematerialized 3D shape onto a real physical matter. This is usually done using robots to shape a given physical matter
with virtual shapes. No doubt that such processes enable
to considerably enlarge the variety of shapes that can be
produced “by ourselves” and are a new support for artistic creation linking imaginary virtual shapes and tangible
experiences of them.
Another is to integrate the modeling of a physical
matter itself within the virtual objects design process. In
this case, the matter is virtual, digitally simulated, and
processes of sensorialization are then required which
necessarily introduce: the virtual matter gestural perception, allowing to manipulate it as if it is real by the means
of adequate haptic feedback systems; the visual perception of the behaviors of this virtual matter, rendering as
precisely as possible dynamic properties; and the auditory
perception of the acoustical matter behaviors. Here is the
notion of “simulated matter”, shifting the virtual digital
process from “what is this thing” to “in what is this
thing”. However, in such a case, going back to physical
matter is, if not impossible, terribly limitative, stamping
such process as very different to the materializing process
adopted in the first track presented above.
The philosophical arguments for the benefit of the
concept of “simulated matter” are two. First, A. Luciani
shows in [9, 10, 11] that just a little drop of simulated

matter enables to strongly evocate its materiality and, that
it is not necessary to model this matter with a total physicist realism to trigger the sense of tangibility and of believability of a possible real thing. Just a kind of “thingy”
is sufficient, the question being how can we discover it?
Within the technical question of “simulated matter” is
nested another concept, more in the field of cognition,
called “evoked matter”: what could be the minimum of
evoked matter able to trigger the sense of believability of
virtual artifacts? What could be the nature of haptic sensorialization – and more multisensory rendering - to render cognitively tangible something that it is objectively
dematerialized? From what elements can we speak about
“cognitive tangibility” instead of “real tangibility”? Many
exciting questions that the technological as well as cognitive research will allow us to discover.
Secondly, behind this question, is the central concern
for artistic creation which is of the modeling process, in
other words in the discovery, the writing, the composition
processes, etc. A. Luciani then assumes in [10] that the
notion of “simulated matter” and “evoked matter” truly
opens very new ways for artistic creation, as it allows at
the same time to rehabilitate the necessity of the tangibility supported by the feeling of “in what is this thing” with
the infinity of the space of the virtual simulated matter,
which can become a feature to be written, modeled, composed.
3.2 Multisensory and Interactive Simulation of Physical Objects
By Claude Cadoz – ACROE – Grenoble (France)
The computer is used in this approach of the ACROEICA Lab. in Grenoble, as a means to simulate the physical world in such a way that the human can interact with
this virtual world in the same way as with the real world.
If we focus on particular objects like instruments or tools
for artistic creation (music, visual arts, etc.), this leads
firstly to introduce devices that allow to establishing links
between the gestures and digital symbols, and at the same
time devices that establish links between digital symbols
and hearing, sight, perception by the fingers, the hands
and the body. The interaction through the gesture, which
allows both emitting and receiving of information, requires special devices, which are today called gestural
force feedback systems. It also requires dedicated devices
to elaborate acoustic phenomena and also visible phenomena from digital electronic phenomena. They are
digital / analogue converters followed by loud speakers,
visual display devices, etc.
It is also necessary to program the computer to calculate, as a result of the gestural actions and with the required speed, digital sequences corresponding to mechanical, acoustic and visual phenomena. Moreover, these
calculations must be achieved in such a way that all resulting perceptible phenomena behave exactly like in the
case of a real physical object. This object may be defined
according to a real existing object, but it may also be a
chimera.
This approach is the subject of the work of ACROE
and ICA laboratory (Grenoble Institute of Technology)
for several decades. The recent developments in this
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approach put together high performance force-feedback
devices developed by ACROE-ICA (the Gamma Console©, a force feedback system with 24 degrees of freedom) and the GENESIS environment for creating models
in the CORDIS-ANIMA language, to simulate and to
play them in real time [12, 13, 14, 15].
In this situation, it is legitimate to speak of tangibility
if we consider the elementary meaning of this word,
which is to “touch” the things. Indeed, using a forcefeedback device, we actually touch matter: the one of the
mechanical part of the device. Nevertheless, what is real
and material is the device, but not the “object” with
which we are interacting in this multisensory way. Actually, this object doesn’t exist. However, what is very
important here, since it is in fact the principle and the
objective of this approach, is that we have the sensation
of presence of this virtual object. For example, when we
simulate a vibrating string that we pluck with a simulated
plectrum through a force-feedback key, producing then
the sound, the moving image and the haptic feeling in our
fingers, we have the conviction that the object is here, is
present here.
The next question may then be: why is this important?
What’s the point?
In fact, when we are confident that the object we have in
front of us is real, that it is not only something coming
from our imagination, then we are willing to consider it
as a means, a tool that will help us to objectify and to
express precisely our thoughts and our imagination for
others. This is the way in which we behave with real
instruments: as objects that are external to us and through
which, when we play, we can create expressive sounds.
It is under these conditions of reality and materiality that
the instrument can become a kind of organic extension of
us.
The principle of Multisensory and Interactive Simulation of Physical Objects is then to try to implement all
conditions, whereas we are interacting with a dynamic
system of symbols, to procure the conviction that we are
interacting with a real object.
This is not easily achievable. Indeed, if the conditions of
interaction with the system are too abstract, too far away
from what our gestural bodies and our sense organs are
used to treat, that is at a minimum concrete physical phenomena directly producible by our gesture or perceivable
by our senses, this incorporation, this embodiment does
not happen, and the relationship with digital objects becomes totally different or incompatible with the finesse
and richness that are necessary for expressiveness and
sensitivity.
And finally, what emerges from this is that the sense
of presence is not obviously related to reality. A subtle
science is: how, using artifacts, to give the feeling of
presence or the belief that what is in front of us is real,
even if it is not true, allowing then in particular an embodiment, this last being at its turn so important and so
necessary in a certain (large) part of the (artistic) creation
process?
Another word can be introduced in the discussion:
Objectivity. It was implicit in the previous arguments as
soon as we said that we need to be sure that what we are
confronted with is not only from our imagination, is not

purely subjective. In order to get this, a first strategy of
our cognitive system is to verify a permanency of the
things while we are changing and acting ourselves.
So by comparing our voluntary actions and what varies and what remains invariant in the phenomena that we
perceive in consequence of our actions, we can conclude
that we have or not an object, in front of us, in an environment which is objective. This is what the Virtual Reality has achieved at its beginning (in the 1990’s) in particular with the first immersive 3D visual displays, associated with 3D body movements sensors (head-mounted
screen for example). While the person is moving, the
computer recalculates the 3D scene in order to give to the
observer the feeling that this scene is outside of him (objective) and that he is moving inside it.
In such a situation, even if the sense of presence is
highly increased when we use gestural devices with force
feedback, these devices are not absolutely necessary.
A large number of other strategies, often much more
simple, can work very well. For example, it was already
the case with the simple technique of perspective in classic drawing and painting. What is working here is a specific consistency inherent to the visual stimuli that map
with those we would have in front of a real scene. If we
accept to speak here yet of tangibility, we must consider
that to touch the matter is not always necessary for it.
In fact, in the works of ACROE-ICA and in particular
with the GENESIS software environment for musical
creation, such sensory consistency is used, or more generally the paradigm of “physical metaphor”. In the part of
the user interface used to build the virtual objects, we
allow to do this through a direct graphic manipulation of
the components of the physical model on the screen. The
screen is then a metaphor of a physical worktable.
Despite the fact that, in this case, there is no touch, it
is this kind of “tangibility” which allows supporting and
stimulating the conception, creation and construction of
these “objects”.
3.3 Designing and Making Digital/Physical Things by
Physical/Digital Means
By Alexandros Kontogeorgakopoulos – CSAD (Cardiff
School for Art and Design) – Cardiff – Wales.
The world of fabrication and digital arts are nowadays
easily combined and mixed through the digital fabrication
revolution and the digital computation revolution [16]: in
the same moment and place we can design and build the
physical object, the hardware, the software and through
transducers (sensors and actuators) link the physical and
the virtual world dynamically. Our belief is that the digital artists should be exposed in the physical and virtual
world simultaneously. Our aim is to bring the virtual even
closer together with the physical workbench.
Particularly Cardiff School of Art and Design
(CSAD) strongly emphasizes and celebrates the fact that
the artist (and designer) is able today probably for the
first time in history to easily design, fabricate and experience simultaneously physical systems and virtual systems
with the help of computer tools. Digital fabrication gives
access to everyone to design and produce tangible objects. Machines for personal digital fabrication include
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CNC milling machines, laser cutters, 3D printers and
plotters. Digital fabrication laboratories (from specialized
workshops to the widespread Fab Lab network3) facilitated significantly the bridge between the tangible and the
intangible. Therefore the concept of tangibility is deeply
related to the harmonious combination of bits and atoms
in the artistic work and in the workflow: how (what and
why) we make physical things digitally and how (what
and why) we make digital things physically. The passage
from data to things and from things to data can open up
many new possibilities in artistic creation with digital
technology. An interesting research, which employs digital fabrication technologies for the design and the fabrication of acoustic instruments, is the 3D printed flute [17].
Another project, which combines both 3D printed wind
instruments augmented with electronic sensors and visualization algorithms, is The God Article project [18]. An
interactive composition is currently under development
by Alexandros Kontogeorgakopoulos which uses the
idiosyncrasies of both the physical and the digital part of
the developed wind instrument. Other examples of
CSAD’s creative and research projects so far are related
to active haptic interactions (touch immaterial things),
augmented realities (see immaterial things), sound synthesis (listen to immaterial sounds) and digital fabrication
(make material things digitally) [19].
We believe that materiality and virtuality will converge in our near future (if they have not converged yet!)
and therefore a different concept about tangibility will
emerge. It is the artists and designers roles to explore
creatively through their work the interactions we have as
humans with digital and physical objects, gain a sensory
understanding of how code and matter can be formed and
manipulated by the creative mind and the skillful hand
and what tangibility means in our society today. The Fab
Lab movement introduced by Neil Gershenfield [16, 20]
is not only a revolution related manufacturing and personal fabrication but also a means to rethink about tangibility in the digital arts.
3.4 Immediacy - intimacy and manipulation – Extension of the Tangibility metaphor
By Iannis Zannos – Ionian University – Corfu – Greece.
Considering the sense of Tangible as that which can be
perceived through touch, and that which can be touched,
it is possible to identify two aspects which distinguish the
idea of tangibility from concepts related to the other
senses. These aspects are: “immediacy” (or “intimacy”)
and “manipulation”.
The first aspect, immediacy or intimacy refers to the
fact that the sense of touch relies on immediate physical
contact with the perceived object, as opposed to senses
such as hearing, vision or smell, which connect to the
object via an intermediate medium/channel over distance.
In that sense, tangibility gives us the most intimate experience of an object. Analyzing this further, one observes
that experiencing objects through touch requires a different type of focusing of attention than with other senses.
To know an object through touch involves active explora3

https://www.fablabs.io/

tion of the object over time through physical movement.
While vision and hearing also involve time and active
focus of attention, the type of attention and the rate of
flow as well as the type of information received through
these senses is different than that of touch. Thus, an objective of research in tangibility is to specify these differences in greater detail and to characterize the type of
information as well as the flow mechanism for receiving
that information through the different sense channels.
The second aspect, “manipulation”, is one in which
perhaps tangibility distinguishes itself most strongly from
all other modalities of the senses. Touching is our primary means of effecting changes on objects in our environment. Also, touching is the only modality that works
equally in both directions: the same action of touching is
at the same time an input and an output act. By comparison, the other sense channels require different means for
input (hearing of sound through the ears, seeing through
the eyes) and output (creating sounds through voice or
other means, displaying objects visibly).
Both this and the fact that touching involves direct
physical contact give tangibility a clearly prominent status among other modalities with respect to immediately
affecting objects in our environment. Consequently, when
looking for metaphorical extensions of tangibility as a
concept, the characteristics of immediacy and manipulation provide a potent frame of reference, or a clearly
perceptible point of departure.
Two approaches are proposed here to explore these
metaphorical extensions.
One is by substituting through other, indirect, means
for the aspects of tangibility that are lacking in other
media, as is done for example in manipulation of virtual
objects through gestures. The other one is to strive to
imitate or create the characteristics of the tangible mode
of operation in modalities that are essentially far removed
from the realm of tangibility. This can mean many
things. For example, it may be valuable to try and develop modes of operation on virtual programming objects in
code that are as immediate as possible in their effect, and
that allow one to manipulate the structure of objects as
directly as possible. Detailed knowledge of the way that
tangible media work can thus leads to new ways of interacting with the intangible.
Another way can be to strive to imitate or impart the
(subjective) sense of the tangible through other means, in
other words, to use sound or images to express experiences that belong to the realm of the tangible. The approach outlined above involves a combination of analytical, empirical and experimental/constructive activities
that complement each other. If there are any new paradigms waiting to be discovered in the realm of tangibility,
these can best be sought through concerted efforts.

4. CONCLUSION
The above presentations describe different approeaches
and thoughts on the notion of tangibility. A convergence
of concerns is discernible, centering on the need to combine the versatility and freedom of digital technologiese,
with the immediacy and physicality of tangible interfaces.
This can otherwise be described as the need to combine
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virtual/symbolic/intangible with real/physical/tangible
aspects. This short and incomplete overview outlines
various attempts to achieve this “coming back”. Each of
them can be characterized by, the nature, the meaning,
the mode of combining the relation between the world of
physical objects or objective phenomena and the world of
digital symbols.
For instance, in the multisensory and interactive simulation of physical objects, there is a cognitive reference to
the real world and the real matter, a digital modeling of
this reference in the computer, and a “come back to reality” through digital to physical transducers and in particular the bidirectional transducers in the case of gesture.
At the other side, in designing and making digital/physical things by digital/physical means, there are
two purposes. One is simply to go from the digital world,
whatever the way in which it is built, to real and true
material objects (made of atoms) that can be used as our
ordinary objects, our tools, or even our houses. This was
the purpose and the function of the first CNC machines.
The second purpose is to try to dissolve the boundary
between the digital world and the physical world.
This raises in a certain way the same key question as
the physical objects simulation, which is, “is it actually
possible?”
In the extension of the tangibility metaphor, there is a
third purpose, which may combine with the previous in
many ways, which is to try to give to entities which are
not real, not concrete, even purely symbolic, the status
and the “presence” of real or material objects that we can
manipulate.
Pushed to the extreme exaggeration for the sake of argument, it raises a very interesting and intriguing question: “is it possible, and to what extent, to “touch” and
“feel” abstractions?” Or, conversely, “is an abstraction
not precisely characterized by the fact that it cannot be
touched or felt?”
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Endnotes
• ACROE (Grenoble - France), well-known as a pioneer in physical modeling for artistic creation and in
design of force-feedback gestural devices and multisensory real-time simulation platforms, aiming to turn the
computer into a true instrument for artistic creation. ACROE has also developed several computer environments
for artistic creation, in particular GENESIS for computer
music and MIMESIS for animated image.
• ICA Lab. (Engineering for Artistic Creation Laboratory, Grenoble - France), created at Grenoble Institute of
Technology (GIT) in 1999. It is, in partnership with the
ACROE, in charge of research on science and technology
of artistic creation in music, animated image and multisensory arts. It is also in charge of academic teaching

through the Art Science and Technology (AST) master
degree's and the AST platform.
• Cardiff School of Art & Design4 (CSAD), first
opened in 1865 as Cardiff School of Art is today part of
Cardiff Metropolitan University. It is one of the oldest
Art Schools in the UK and its undergraduate and post
graduate courses includes Fine Art, Ceramics, Artist
Design Maker, Textiles, Illustration, Graphic Communication, Product Design and Architectural Design and
Technology. CSAD is a lead partner in the Wales Institute of Research in Art and Design and it is part of the
Fab Labs collaborative global network as Cardiff Fab
Lab.
• Fab Lab Barcelona5 – Advanced Architecture of
Catalonia6 (Barcelona - Spain) is a cutting edge education
and research center dedicated to the development of architecture capable of meeting the worldwide challenges
in the construction of habitability in the early 21st century. It is one of the leading laboratories of the worldwide
Fab Labs network, gathering innovative workshop
equipped with small-scale and large-scale, traditional and
digital, fabrication tools.
• The Center for Art and Media7 (ZKM) in Karlsruhe
holds a unique position in the world. Its work combines
production and research, exhibitions and events, coordination and documentation. ZKM’s Institute for Music and
Acoustics (IMA) is a creative hub that aims at developing
new technologies in digital music such as the Klangdom,
a unique 43-channel loudspeaker, and its driving software, Zirkonium. IMA also supports the creation of new
compositions through artist residencies, production support and by organizing a series of concerts open to the
general public.
• The Ionian University (IU) in Corfu, involves two of
its departments, combining education, research and production, in this network. The Department of Audiovisual
Arts (AVARTS), specialized in interactive digital arts of
sound and image, photography, audio and visual design.
The Music Department, which focuses with the EPHMEE
(Electroacoustic Music Research and Applications Laboratory) on the study and production of original work
within the field of sonic art and technology.
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ABSTRACT
This paper presents TC-Data, an OSC and MIDI controller application for iPad that uses multi-touch relational
control. The application is designed to allow for customization of controller data streams and message formatting.
This paper discusses the design of the programming interface, as well as the control paradigms that best fit the
application's functionality. The concept of a convoluted
control state is considered as a guide for programming
target systems.

surface and backing software is contained on the same
hardware device [6][7]. These applications use interactive
on-screen elements, including movable control points,
skeuomorphic sliders, and knobs.

1. INTRODUCTION
This research extends earlier explorations of relationshipbased (or relational) data streams driven by multi-touch
performance. Prior work focused on realizing selfcontained environments where audio synthesis was the
primary goal [1][2]. These systems, even when built
around a modifiable programming interface, still confined the relational controllers to a fixed synthesis graph.
Other systems of gathering multi-point data [3][4] provide invaluable raw performance data for musicians and
artists to incorporate into their works. These data streams
can be brought into audio or visual programming environments such as Pd or Processing to drive a customized
performance. Users of these protocols often significantly
process the raw data to gain useful data streams. By adding a layer of relational data analysis to the raw data prior
to sending out generalized messages, users can benefit
from the creative data being generated by multi-touch
performance without taking added steps.

Figure 1. The performance screen of TC-Data. Graphic
representations of touch controllers, such as speeds,
distances, positional relationships, and timings help
inform performance.

TC-Data is based on a prior synthesizer application
TC-11 [2]. The goal of TC-Data is to liberate the relational controllers by organizing them and broadcasting
them via the common messaging protocols Open Sound
Control (OSC) and MIDI. Some possible non-musical
uses include visual control, lighting control, physical
computing control, and multi-touch performance analysis.

2. RELATED WORK

3. DESIGN

Many of the pioneers of multi-touch research created
generalized interfaces capable of OSC or MIDI messaging. The touch data from Davidson and Han's large scale
multi-touch display was transmitted to the host system
via OSC to drive a multitude of activities [5]. The TUIO
protocol is a flexible and widely used system for the
communication of multi-point data to host systems [3].
Flat surfaces can be transformed into multi-touch interfaces that report X/Y coordinates in addition to touch
amplitude [4]. Systems like these provide raw performance data that is then mapped to synthesis parameters.
The Lemur and Konkreet Performer projects provide
self-contained control environments where the sensing

3.1 Performance and Relational Controllers
Like its predecessor TC-11, TC-Data is built around the
iPad's multi-touch screen (Fig. 1). User touches generate
raw multi-touch information, which is analyzed to create
relational data. The iPad's motion sensors are used to
follow physical motion in performance.
In the context of this paper, the term controller will be
used to describe a relational data stream generated by the
multi-touch performance. For example, the Group Total
Speed is a controller generated by summing each touch's
speed across the performance area.
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The term trigger is used to describe a particular type of
controller that is a single temporal event. For example,
Roll Crossed Center is a device motion trigger that fires
when the user crosses the zero point of the gyroscope roll
axis. When tilting the device back and forth, a trigger is
fired each time the axis is crossed.
In total there are 154 multi-touch controllers, 62 device
motion controllers, and 88 multi-touch and device motion
triggers.
3.2 Programming Basics and Terminology
Programming in TC-Data centers around the creation of
outputs. Outputs are objects that patch controller streams
through to a target destination. Outputs translate the controller stream to match the value range and expected format of the target input. To create a TC-Data patch, users
add outputs and assign controllers, value ranges, and sensitivity adjustments to them. During performance, controllers feed the outputs, which translate the incoming
values and send them to the target.
Each output has a target, which is the external destination for patched controller values. For OSC outputs, the
target will have an OSC Type Tag String, which will tag
each message sent through the network to the IP address
and port defined in the application settings. For MIDI
outputs, the target is a MIDI port and channel. Continuous controller targets also include the controller number.

Figure 2. A MIDI Note Output. Note on / off triggers,
note number, and on velocity parameters are set here.

Outputs contain one or more parameters. A parameter
represents a controllable or trigger-able value, which has
a defined range limit. For example, a MIDI CC Output
has one parameter: the continuous controller value. A
MIDI Note Output has six: the note on and note off trigger parameters, note number parameter, on velocity parameter, and optional off velocity and polyphonic aftertouch parameters.
While the original intent of the multi-point relational
controllers was to manipulate audio synthesis, the terminal destination of the messages sent from TC-Data can be
any OSC or MIDI compliant system. For this reason, the
term target system will be used to describe the device

receiving the outgoing messages. Some examples include
a MIDI synthesizer, audio programming environment
(Pd, Max/MSP, Chuck), visual programming environment (Processing, Jitter), lighting system, or physical
computing system.
3.3 Outputs
The most basic outputs are the OSC Controller and OSC
Trigger outputs, which take their control source and send
out OSC formatted network messages. The message list
consists of the value being sent and its voice assignment.
More information on voice allocation will be discussed in
3.5.
MIDI outputs translate controller streams to the 7 or
14-bit value ranges expected by the MIDI protocol. Simple MIDI message types such as continuous controllers,
pitch bend, and channel aftertouch take a single controller
source and send out a translated MIDI message. Compound MIDI messages types, such as program changes
with bank changes, and note messages, require a combination of controllers and triggers to perform in a specific
order.
The MIDI Note Output (Fig. 2) presented a design
challenge. A completed MIDI note consists of up to six
variable elements: a note on trigger, note value, on velocity value, note off trigger, off velocity value, and polyphonic aftertouch value(s).1 In a closed-system environment the generation of each of these elements can be in a
fixed pipeline, but with each element separately controllable in TC-Data a number of issues arose.
First, the symmetry of note on / note off messages
should generally be maintained to avoid "stuck notes." In
a traditional interface, keyboard keys or buttons solve this
issue by physically toggling between on and off, forcing a
reset. By allowing any trigger to be used for note on /
note off events, TC-Data cannot guarantee that symmetry
will be achieved. For example, a note triggered on by a
device motion-based trigger has no inverse or reset event
to turn off the note. For programming flexibility, no limits are set on which triggers can be used in conjunction
with one another. Users may design a target system that
only requires note on messages. In this case, using no
trigger at all for note off messages is an option. For cases
where a note off is required, but no available trigger can
provide a useful solution, a special note off trigger was
created as a catch-all. The trigger simply sends a note off
message 125ms after the note on message is triggered.
Second, the note number and on velocity parameters
are unique in that they are only set once during the
lifecycle of the note. This is in contrast to a continuously
changing MIDI message such as pitch bend. Certain controllers begin their values at the same point each time.
1

While polyphonic aftertouch messages are technically independent of
note messages, they are often tightly coupled. For example, polyphonic
aftertouch values are sent on physical keyboard controllers if their key
is activated, which sends a note on message. For this reason the MIDI
Note Output was chosen as the method of sending polyphonic aftertouch rather than making it a separate output type.
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For example, the Distance to Starting Position controller
follows how far the touch is from its original starting
location on screen. The first value for this controller is
always zero, making it a poor choice for a note number or
on velocity parameter. Because parameter control was
designed around a universal programming system, these
options are available to the user even if they are not effective.

The greater roll they serve is as a microcosm of the
type of programming that TC-Data serves to facilitate.
An ideal scenario for TC-Data is to send many data
streams which, when assigned to control a variety of target system parameters concurrently, provide a creative
and complex interface. The modules follow this paradigm
by housing discrete parameters controllable by the same
system as the rest of the output parameters.

3.4 Modules

3.5 Voicing

There are four internal modules available for augmented
controller generation. They are the AHDSR (envelope
generator), LFO (low frequency oscillator), Table (array
lookup), and Sequencer (step sequencer). These modules
become controllers themselves which can be assigned to
any other output, module, or even their own parameters.
An example of how a module is used to augment generated controllers is the Table (Fig. 3). The Table supplies an indexed array of up to 128 values. Its index parameter, like other parameters, can be assigned to follow
any controller. That controller moves the Table index
position, which reads and outputs the array value. The
goal of the Table is to split any controller into discrete
values. Smoothly ramping touch or device motion controllers can be quantized into user-defined values. If a
Table has a length of two values, this can create a controller action similar to the MIDI “'switch” continuous
controllers.

Like its predecessor TC-11, TC-Data separates its controllers and triggers into two categories: voiced or global.
Individual touches represent a single polyphonic voice.
Groups of touches combine together to represent a global
value.
Individual touches cycle through the available voice allocation slots. New touches are assigned the first available voice index, and removed touches release their index
for future assignment. The maximum number of touches
is 11, matching the iPad hardware limitation.
The voice index numbering differs from the TUIO [3]
voice allocation system. Rather than incrementing a
unique touch identification number, TC-Data opts for the
cyclical allocation system described above. This system
allows TC-Data to work well with polyphonic synthesis
graphs. However, the design prevents it from maintaining
persistent value storage for individual voices. It also
means that the assigned voice index is unpredictable from
the performer's perspective. Custom target systems
should be designed with this in mind: the 11 available
voices should generally not be hard assigned to specific
actions.
A major issue with voicing is the loss of data when
translating voiced controllers to the MIDI protocol. While
custom target systems using OSC can route voiced controllers to their individual targets, continuous parameter
data in the MIDI protocol is channel data.2 While each
touch could theoretically have its own MIDI CC values,
only one is sent to the assigned MIDI channel to avoid
zippering. The solution to this issue would be channelizing of voiced data to multi-timbral MIDI targets, but is
not currently implemented.

4. USE SCENARIOS
Figure 3. LFO and Table modules.

4.1 Standalone MIDI Controller

In addition, the Table sends a trigger event whenever a
new index is read. This means that any controller can be
split into a set of triggers dividing its value range.
It is worth examining the roll of modules in TC-Data.
Their primary functionality is to create useful common
control streams. For example, the AHDSR can create a
responsive, changing envelope shape that can fade quickly in some touch motions and slowly in others via its parameter controller assignments. While a user could design
their own AHDSR module (or other) using the outputs
provided, the internal modules provide a ready solution.

TC-Data can create all MIDI message types except System Exclusive messages. Patches can trigger synthesizers
in a traditional manner, using MIDI Note Outputs and
any combination of controller outputs. Using the Sequencer module, melodic and rhythmic patterns can be
performed. The MIDI Note Output supports filtering
notes into custom scales. A note filter parameter allows
real-time switching between 12 filters.

2

Polyphonic aftertouch is the exception, as it is tied to a
specific note value in addition to its MIDI channel.
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4.2 MIDI Controller Augmentation
TC-Data makes little effort to replicate the design of a
keyboard for note triggering. While grids can be placed
on screen that read note values from a Table module, they
cannot be considered a serious replacement for a physical
keyboard.
It may be fruitful to use TC-Data in conjunction with a
hardware keyboard MIDI controller (Fig. 4). The idea is
to play to the strengths of each of interface. The keyboard
controller is a tested, successful note creation interface.
TC-Data could feed continuous controller, pitch bend,
aftertouch, etc., to the same destination to provoke an
augmented response.

Figure 4. TC-Data running on an iPad, connected to an external MIDI interface. The MIDI controller data can be
merged with the keyboard output.

4.3 Multimedia Performance Tool
Sensor driven multimedia could be designed around TCData's output data streams. Generative video and animation could be played with the same gestures that drive a
musical performance.
4.4 Touch and Motion Analysis
Data streams could be stored and analyzed to extract performance information. Users interested in multi-touch
techniques could find use in collecting touch information
from the relational controllers, rather than simply from
the coordinates.
Development of a notation system for multi-touch performance could benefit from data analysis of user performances to determine how accurately a notated phrase
was executed. Rather than attempting to match raw coordinate data with expected results, more focused questions
could be asked, like “Did the user open their hand wide
enough?”

5. DISCUSSION
5.1 Tangible or Intangible?
We can consider an interface as tangible if it has physical, manipulatable, representational, and spatially recon-

figurable qualities [8]. An intangible interface consists of
interacting with information represented by pixels on a
display, or Graphic User Interface (GUI) [9]. At first
glance, we could view TC-Data as intangible. Performance exists in the virtual space of the display, as reflected by the graphics drawn to inform the performer of
the controllers used.
However, there are no interactions with on-screen artifacts. No virtual objects are manipulated, no buttons
pressed, no information accessed and prodded. The visual
display is not a gateway to interaction. It is redundant: a
helpful tool for performative feedback, but not a required
component.
Many of the relational controllers are generated
through touch motions and relationships independent of
their screen position. For example, the distance between
two touches is independent of their position on the X/Y
plane. If the edges of the screen could be extended infinitely, these controllers would be unaffected by the lack
of a defined coordinate space. Practically this frees the
performer from orienting themselves within the screen's
bounds, allowing them to perform the instrument without
looking at it. This quality is often found in tangible interfaces, and rarely in touch screen interfaces.
TC-Data allows the user to set the display (Fig. 1) to
draw specific controllers. The user can also choose to
have no controllers drawn on screen, effectively blanking
the display. Performance tests have shown that once a
user has explored a particular set of controllers in a patch
they no longer need the visual feedback to perform effectively.
There are exceptions to the coordinate independence of
relational controllers. Patches can divide the screen into
discrete sections and grids. Like a picture of a piano keyboard, these grids can become an interactive visual artifact.
Is TC-Data tangible or intangible? It is a tangible interface, with optionally added intangible qualities. The iPad
hardware is treated as a tangible object. By design the
screen is touched from edge-to-edge, with the bare minimum of user navigation objects on the screen, and often
without the requirement of a visual display. The iPad is
physically moved in space to generate control data. The
nature of the relational controllers and design of the performance interface strongly suggests it meets the standards of a tangible interface.
5.2 The Convoluted Control State
Controller data streams in TC-Data exist in complex relationships with one another, often in flux. One way to
view the complexity is to consider each controller an axis
of performance. Like the X and Y axes of a 2D space,
which can be simultaneously but separately traversed,
many controllers can maintain independence from one
another even when being manipulated by the same group
of touches [1]. However, they can also be strongly linked
to one another, in which case it is very difficult to manipulate one without affecting others.
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This state of complexity, where a group of touches can
both independently and coherently alter collections of
controllers can be considered a convoluted control state.
Once the controller density reaches critical mass, the ability to discretely alter a single controller without disturbing any others becomes impossible.
This is a desirable place to be when aiming for multidimensional, expressive, or otherwise complex performance results. In interfaces with single function UI elements, such as an array of physical knobs, the more elements added the more impossible it becomes to manipulate them in concert. The opposite is true for a convoluted
control state. At any point in the phase of a convoluted
control state, parameter control is organized in a complex
but ordered system of relationships.
Design of the target system should reflect the idea of
the convoluted control state. TC-Data will serve poorly as
a replacement mixer front-end, where it is desirable to
maintain individual control of the states of discrete elements. For example, using TC-Data as a surround panner
for 11 unique sounds may prove difficult, due to the rotating polyphony assignments. State storage should be
handled by the target system. In the surround panner example, the software could follow a particular output of
TC-Data to lookup and connect a particular sound clip to
the live activity, and hold its value when not active.
If target systems are designed with the convoluted control state in mind, the performative aspect of TC-Data
should be an attractive front end to a number of otherwise
static, discretely manipulated, or automated environments.

6. CONCLUSIONS
6.1 General Conclusions
This paper outlined the design, implementation, and functionality of TC-Data, an application created to provide
relational controller data in a generalized format. Considerations of the nature of the interface provided a conceptual framework for incorporating the application into a
performance system. The idea of a convoluted control
state may assist in the creative development of use scenarios.
6.2 Issues and Future Work
One of the major hurdles to overcome is the data bandwidth and latency of output messaging. OSC message
must deal with wireless network limitations. OSC messages are sent out at higher frequency and in greater
numbers than MIDI messages. This is partly because of
the increase in resolution from 7 to 32 bit values. A single
touch controller can generate approximately 40
kB/second of network data after thinning methods have
been applied. While Wi-Fi networking has plenty of
bandwidth for general use cases, it is clear that a limit can
be reached. A more pressing concern is latency and interrupted data flow introduced in network traffic and wire-

less transmission. A wired network solution would be
best, but is currently unavailable through the iOS SDK.
MIDI messages have a latency issue due to the standard MIDI transmission rate of 31.25 kb/second. While an
approximately 1 ms message rate is sufficient for most
basic MIDI control, TC-Data has a problem due to the
frequency of controller value changes, and the order in
which they are sent. All controllers evaluate and send
before triggers, meaning note messages are always last in
the chain. This means that every note message will be
preceded by all other MIDI message types, adding milliseconds of delay to each note.
As mentioned in 3.5, polyphonic MIDI control could
be possible through channelized voice assignments, and
should be implemented in future versions.
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ABSTRACT
Breath Engine is an interface and performance system that
draws focus to the ephemeral nature of the actions of living beings and how they intersect with the world of the
artificial and computational.
The piece relies on human respiration to create and affect
a generative sound synthesis system modeled on evolutionary algorithms. The respiration system is controlled by 1
- 3 participants, who wear oxygen masks that transfer the
breath of the performers into electromechanical pressure
sensors mounted in the project enclosure. These sensors
convert the respiration levels of each performer into digital
information, which is then used to affect a self-generative
audio synthesis system. This generation is based on NK
complex adaptive systems, which mathematician Stephen
J. Lansing purports to be a potentially important factor in
determining long term changes in mechanical and natural
systems, such as biological evolution. This system generates iterative arrays of timbre and frequency that are perturbed by data received from the breathing sensors, causing chaotic reactions that eventually coalesce into repeating patterns.
In this way, the piece will enact an evolving visual and
sonic environment that questions the boundaries between
the biological and the technological.

Drew Ceccato
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tions of patriarchy or adversarial relationships between actors, but one that uses difference as a means of creating
combinatory reactions that question the positioning of audience/performer/composer as well as the relationship between the technological and the biological. An effective
method of visualizing this process is through the use of the
phenomenon of diffraction as metaphor for this enacting of
difference.
1.2 Diffraction as metaphor
Diffraction is the process whereby waves in motion combine and pass through each other when traveling through
a given medium. Instead of reflecting and resisting other
waves, they combine to enact patterns of interference that
create new movement and structure based on a co-constructed
enactment of difference. That is, when waves interact, they
add their relative values to create a new combined value at
the point of contact (see Figure 1.)

1. CONCEPTUAL FRAMEWORK
1.1 Difference and Technology
As mobile technology incites humanity towards a way of
life that is inseparable from the technological devices of
our creation, it becomes ever more imperative that the philosophical and human concerns relating to questions of difference be addressed in works involving the biological and
the technological. An effective way addressing these is
through exploring the idea of difference.
When properly addressed, the highlighting of difference
enacted in technologically-related performance practices
creates contested spaces, which become sites of questioning not only technological and biological concerns, but of
larger issues of difference and subjectivity. The conception of difference at play here is not one rooted in tradiCopyright: c 2014 Joe Cantrell et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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Figure 1: Illustration of diffraction created by Thomas
Young in 1803. A and B represent slits in which waves
are directed. When the waves interfere with one another
they produce the patterns shown.
Science and Technology Studies scholar Donna Haraway
outlines a valuable conceit of diffraction as a discourse for
a renewed sense of understanding of difference and othering that rejects human exceptionalism. By discounting the
assumption of a hierarchical system of relationships between agents in a given discourse, new methods of ideating
and accepting co-constructed points of creativity can come
to light. For Haraway, the idea of diffraction is important
in creating a renewed understanding of how bodies both
human and otherwise, interact in a co-entangled existence.
This concept of diffraction is a vital lens with which to examine new possibilities of interacting and redefining our
concept of interface and the agency of bodies and objects
within a technological system. With this in mind, the con-
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cept of diffraction will be used to conceive of new ways of
defining interface and user in the performative and computation arenas. [1]
1.3 Diffraction and interface
Taken as a point of reference the concept of diffraction
can produce renewed sensibilities when applied to the idea
of the interface and the placement of objects and bodies
within that arrangement. Difference in this context can be
defined in multiple valences: human to non-human, biological to technical, audience to performer, performer to
instruments, etc.
Traditional notions of traversing this difference typically
position bodies and objects in mutually exclusive, almost
adversarial attitudes between the human participant and the
agents that surround and enable him or her. This is especially true of digital objects used in a creative or performative capacity. There is a clear demarcation of difference
and hierarchical valuation present when a performer sits in
front of a digital control surface and enacts his or her mastery of the technological object. The difference enacted in
the traditional performer/object relationship is one of domination of the superior human subject over the inferior nonhuman object. This framework, although useful and convenient poses philosophical limitations in its construction
of the agents involved. Applied to the understanding of the
digital control surface, a model of understanding based on
diffraction provides much-needed expansion of this concept.
We can see an example of this hierarchical tradition in
contemporary hardware interfaces like The Akai EWI5000
wind controller. Released in 2014, this device is designed
to emulate traditional woodwind operation in which a human performer uses the object involved as a conduit to deliver his or her intentionality; it specifically conforms to
conventional woodwind expectations and presents as little
challenge to the performer as possible. In this way the device (and others like it) position the relationship between
the human and non-human actors involved in sound production to be one in which the interface objects exist only
to serve the presumed interests of the human performer.
Within this discourse, the technological interface and biological agent are distinctly separate and the object clearly
inferior. This perspective is made quite evident in the promotional text on the Akai website. Phrases like ”(the)
EWI5000 has you covered” and is ”ready to perform whenever you are” make it clear that in the relationship between
the object and subject, the human performer is dominant.
[2] Considering this conventional conception of the digital
control surface, a model of understanding based on diffraction can provide a much-needed expansion of this concept.
In a more contested interface relationship, the placement
of musical production is more equally divided between the
technological and other agents involved. Instead of a topdown distribution of creative power, the interactions are
considered more of a collaborative effort between human
and technological performers in a shared creative arena.
By positioning the human-computer interaction space as
one that can transcend physical boundaries, yet respect the
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differentiated integrity of each embodied entity, a contested
area can be created that is not firmly situated in the realm
of either participant. The space is at once profoundly and
almost uncannily artificial, yet decidedly human. Creating
an interface that exhibits no clear prioritization of control
or value to either the machine or the human agents allows
a break to occur in the presumptive expectations associated with the structures of machinic dominance that can be
unsettling or confusing to audiences.
Specifically, in the case of Breath Engine, the placement
of bodies in a liminal space between the digital sensors
and the sound-producing equipment creates a discourse in
which the sound waves are sensed by and affect the human
participant in ways that are often not the result of conscious
decision-making, but of an embodied reactive consciousness that is out of reach of the sort of self-control assumed
by human exceptionalist sensibilities. Using sensors that
detect a wide range of breathing gestures, the embodied
reactions of the performers are combined with specific reactive components of the computational system in ways
that react to particular actions made by the performers. In
this way, the arrangement of the interconnected biological
and technological agents involved in the piece allow the
performers bodies to be positioned as a sort of filter for
data within a diffractive milieu that affords the agency of
non-human objects as well as the reactive, objective potentialities of the human body.
1.4 The Body as a Diffractive Filter
By enacting the role of a filter, the bodies in this arrangement absorb the sound emanating from the speakers directly behind them and convert that energy through voluntary and involuntary reactions, which are detected by the
pressure sensors and converted into digital data. This data
in turn is combined with the ongoing processes of the computational system, which alter it and create changes in the
audio environment, which further join with and complicate
the state of being between the machinic system and the human participants. The result is an acoustical production
in which the sound is directly and indirectly mapped to
patterns of diffraction caused by the troubling of assumed
boundaries inherent in human-computer interface relationships.
2. COMPOSITIONAL CONCERNS
2.1 Generalized Systemic Function
The performance system functions simultaneously on two
levels. One is a smaller sub-system of localized time and
affect in which reactions occur in a more immediate fashion over shorter durations of time. This is related to direct actions of inhalation and exhalation and the constantly
changing states of difference that they co-create. The second super-system is one in which broader breathing gestures occur over the longer duration of the piece. These
gestures alter the framework substantially and are directly
linked to algorithmic systems that mimic the biological
evolutionary functions outlined below.
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2.2 Affective Localized Sub-system
The localized sub-system allows for audio to be reconfigured in a variety of ways that includes the use of synthesis
and recorded audio sources. The data received from the
sensors changes gain levels depending on the individual
inward breath of each performer and timbral/timing effects
relating to exhalation. The combined difference of the values generated by each participant alters the combinations
of manipulation applied to the source audio. The values are
determined by percentage of difference in sensor strength
and overall averaged signal strength. Individual audio effects are allocated to positions on a spectrum of difference
between the sensor levels. For example, timbral filtering
is selected when the signals exhibit extreme differences in
levels. The running average of the combined signal levels
determines the extent to which the selected effect will be
applied to the audio.
The overall aesthetic produced from moment to moment
is one in which there are at times detectable one-to-one relationships between gesture and effect, but these are contained within a less obviated connection between physical
effort and the produced audio, which changes over time
in accordance with the complex adaptive system described
below.

Figure 2: Derrida plot of an NK system. The x axis shows
the Hamming distance of nodes of opposite value. The
y axis shows the hamming distance between the two final
states. Each line represents the results of K values 5, which
shows completely chaotic action of the system, a K value
of 1, which shows the system not exhibiting meaningful
change, and K value 2 which shows the system falling into
regular bins of attraction. [3]

2.3 Affective Gestalt System
2.3.1 NK Adaptive Systems
In addition to the localized differential interactive system,
longer-term changes will be actuated by the use of biological algorithms, specifically NK adaptive systems. These
systems were investigated by mathematician Stuart Kauffman and others as having distinct similarities to possibly
ways in which evolutionary processes can be understood to
occur in nature. [3] They take their name from the amount
of agents within the system represented by N, and the number of other individual points each agent is connected with
denoted by K. The relative values of these numbers cause
the system to exhibit three general behaviors. If the number represented by K is relatively large, the system reacts
chaotically with no patterns emerging. If K is small, then
activity is present for a short period of time, but quickly
expires. If K is close to the number 2, then intricate patterns occur in which stability arises in specific areas, with
disorder at the boundaries (see Figure 2.)
2.3.2 Compositional use NK Adaptive Systems
These systems have the property of falling into finite patterns when undisturbed, but when perturbed exhibit chaotic
behavior until they fall back into a new pattern after a given
time. This action of chaos followed by redefined order
governs the long-term evolution of the piece over the given
time period of its execution. Patterns are enacted through
delay and other timing applications that outline regular temporal repetitions, e.g., a repeating delay outlining a 4/4
time signature with accents on the 3rd quarter note, etc.
Over time, the collective average is monitored and when
it reaches a specific level, triggers a disturbance in the NK
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adaptive system by injecting data into the recurrent pattern equal to the difference of the previous running average at the time of perturbation. Once disturbed, the system
goes into chaos reflected in a miasma of changes and layering of differing timing effects, eventually settling into a
new regular pattern of temporal affectations. The series of
short-term change structures in combination with broader
algorithmic long-term affectation continues for the specified duration of the piece.
3. PRECEDENTS
3.1 Technical Precedents
The use of human breath as a control mechanism for musical applications is not in itself a novel concept. There
have been myriad MIDI controllers that rely on sensed exhalation pressure as a means of note onset triggers, most
notably the Yamaha WX series wind controllers developed
in the 1980s. The WX series controllers operate through
a combination of exhalation, lip pressure, and fingering of
note values in the same manner as a clarinet or saxophone.
In this sense, the WX series of controllers are referential - they are digital models of analog instruments. As
breath-responsive machines, the WX series relies solely
on exhalation [4]. More recently, controllers that employ
both exhalation and inhalation have been developed, such
as the Millioniser and the XHarp, which are modeled after the harmonica, and are thus also referential. Mobile
phone technology has also made use of breath sensors. The
iPhone Ocarina, developed by Ge Wang at CCRMA [5],
uses the iPhone’s microphone to sense air pressure from
the user, and translates that information to note onset trig-
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gers, which mimic the sound and operation of an ocarina.
Also at CCRMA, G. Scavone developed a wind controller
named ”The Pipe.” The Pipe employs a variety of sensors,
such as force sensors and accelerometers [6], in an effort
to model real acoustic instruments more accurately than
controllers like the WX7. The Pipe triggers sound synthesis models developed in Cook and Scavone’s Synthesis
ToolKit [7].
The ”Tooka” is another breath controller developed at
CCRMA, but was further developed at the University of
British Columbia by Sidney Fels. Like the Breath Engine,
the Tooka is built for two performers. It relies on pressure sensors at the ends of the tube that allow each user to
affect the output of the other. The synthesis is controlled
via a Pure Data patch that interprets incoming signals, and
sends that data to a Yamaha MU-100 sound generator [8].
The controllers/instruments mentioned above vary greatly,
yet they share many commonalities. All of these devices
rely on a one-to-one ratio of action/reaction. While some
of them rely on, or afford precise manipulation of parameters, the user is always aware of and works within the
notion that ”this motion will necessarily create this result.”
In addition, all of these controllers, with the exception of
the Tooka, are referential; they model acoustic instruments
that already exist: The WX7 and The Pipe are fashioned
after saxophones and clarinets. The Ocarina is modeled after and sounds like an ocarina. The Millioniser and XHarp
are meant to function and sound like harmonicas. Another
feature common to all of these instruments is the method
of sound synthesis. Each controller, though by a variety of
means, triggers a sound sample from an existing library or
STK.
The Breath Engine deviates from the above frameworks
in several ways. First, it is not referential, as it is not modeled on an existing instrument. On the contrary, the focus
of its design was to specifically avoid any resemblance to
an existing instrument. Second, its fabrication is wholly
novel in that it contains all sensors, electronics, microcontrollers, and sound synthesis engines in the same unit. It
therefore does not rely on external interfacing for output.
Third, it does not necessarily rely on a one-to-one ratio of
action to response. The synthesis that occurs is based on an
algorithm which is influenced to varying degrees by the interaction of the performers; the NK adaptive system upon
which the algorithm is modeled can cause the synthesis
to react differently depending on what has occurred in the
past. This also denotes a move away from the idea of simple ”sound/sample triggering” in that, while audio is being activated via wavetable synthesis, the method through
which it is triggered depends upon an algorithm that is contained within the instrument itself, yet is ever changing.
4. TECHNICAL FUNCTIONALITY
4.1 Overview
The Breath Engine functions through an interaction of the
biological and the mechanical. It utilizes a most fundamental organic action human breath to create, synthesize, and
manipulate a digitized sonic output. This section details
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the method through which the participants respiration is
captured, quantized, amplified, translated, and ultimately
transferred into a control mechanism for digital synthesis.
4.2 Interface Specifications
Audience members are only able to see the performers,
their oxygen masks, speakers, and a black box on stage.
While the performers and oxygen masks comprise the organic portion of the interface, the digital components are
entirely contained within the black box: pressure sen- sors,
operational amplifiers, power supply, PIC, Raspberry Pi
computer running Pure Data, and sound card. The black
box then outputs analog audio signals to a speaker array
surrounding the audience (see Figure 3.) In addition to the
audience speakers are two speakers (not pictured) directed
at the performers, which output the audio content directly
into their bodies. These provide the embodied sonic feedback essential to the proper functioning of the piece.

Figure 3: Illustration of the performance system and
equipment in relation to the audience (illustration by the
authors.)
Performers wear oxygen masks that are attached to either
side of the black box. Each breathing apparatus connects
to an ultra-miniature pressure sensor (MEMS 2SMPP) that
utilizes piezo-resistive elements to sense the participants
inhalation and exhalation. As the output signals from the
MEMS are too weak to be read via direct analog values,
a series of three LM324 operational amplifiers is used to
boost the initial input values of each sensor. The op-amps,
at each consecutive stage, are filtered with variable resistors leading from the output of the MEMS to the positive
input of the op-amp. This allows for tuning of the input signal to assure for equally tempered values from each sensor
(see Figure 4.)
The amplified signals are then received by the analog input pins of an Atmega 328 PIC. The Atmega 328 reads,
in succession, each analog value and stores that value in
a variable. Each variable that the Atmega 328 chip receives is then sent over serial port to the Raspberry Pi. The
Raspberry Pi runs the Pure Data program, which receives
analog values from the Atmega 328 via the [comport] object, which is a Pure Data external object that stabilizes
serial communication between the host controller and con-
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Figure 4: Diagram of the computational and amplification
system inside the Black Box (illustration by the authors.)

nected devices. The incoming values from [comport] are
then parsed and used as starting points for the NK Complex Adaptive Systems (CASs) that provide the primary
synthesis algorithm that establishes and reshapes the sonic
environment according to longer-term changes in the environmental data (see Figure 5.)
5. CONCLUSIONS
This piece is intended to be just one voice in a continuing
conversation about difference and technology. By using
these multiple systems in combination with philosophical
theoretical perspectives, a methodology of creative production can be enacted that takes into account the technical and
biological systems involved, without privileging either. In
enacting the piece it is our hope that it will not only be aesthetically moving, but also compel audiences to consider
the consequences of technological production and the instantiation of discreet boundaries between objects, humans
and the entangled interdependencies that construct culture
and meaning.
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ABSTRACT
This paper concerns the hypersampler implemented for
my piece Il grifo nelle perle nere for piano and hypersampler, composed in 2008 and premiered during the 54th
Venice Biennale’s International Festival of Contemporary Music, in the framework of XVII CIM – Colloquium
on Music Informatics.
The hypersampler involves a real-time synthesis engine
based on processes of feature extraction as an alternative
to hyperinstruments’ physical control paradigm. Features
are derived from the performance of a traditional musician on an acoustic instrument – a piano – and are used as
a control for the mapping between the instantaneous
power spectrum of the acoustic instrument’s sound output
(the musical dynamics performed by the pianist) and realtime synthesis engine’s parameters.

1. INTRODUCTION
According to Tod Machover, the basic concept of a hyperinstrument is to take musical performance data in
some form, to process it through a series of computer
programs, and to generate a musical result. The hyperinstrument, in its most simple meaning, as it has been conceived for the first time in 1987 for the work Valis, is
based on musical instruments able to provide a great variety of solutions that musicians play on the computer.
The simplest method is through an instrument similar to
an existing conventional one, such as a keyboard or a
percussion. The hypersampler developed for Il grifo nelle
perle nere implements a keyboard instrument that becomes hypertext of another keyboard instrument, the piano. The software environment has been entirely developed in Max/MSP.
The parameter that really interested for long time
Machover’s research is rhythm. In a live performance,
This can mean the musicians are required a greater precision than is normally demanded, or may involve a higher
degree of rhythmic complexity, and the creation of delicate relations of synchronicity that would be difficult to
play without the aid of computer. However, a theory behind the development of hyperinstruments should include
Copyright: © 2014 Marco Marinoni. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.

the potential for live performance. Even in its interactions
with technology, music is an art that is based on performance and interpretation, so “the ‘brain’ of a hyperinstrument is the computer system that monitors musical
data from the input instrument, redefines the controls on
that instrument, and acts in accordance with its programmed musical knowledge” 1. In this sense, in the piece
that underpins this paper, the gestural expressiveness related to pianistic musical dynamics triggers a sonification
of the interpretative data related to the materials specified
in the score through a delicate process of feature extraction 2 aimed to the construction of a virtual instrument that
is informed in real time by a traditional instrument while
retaining its own identity and all the features of a musical
instrument in its own right, including the permeability to
interpretative data.
As Bullock stated, a hyperinstrument system based on
feature extraction can “minimise the number of prosthetic
elements, and provide a seamless sense of interaction for
the performer where sound becomes both the source of
control and the means of gaining auditory feedback. Using sound as a medium for interaction removes the requirement for sensors, switches and other physical controllers in order to convey gestural information and performer intention” 3.
This approach is consistent with that proposed by
Machover in pieces like Sparkler (2002), where
Machover, Jehan and Fabio developed a hyperinstrument
system (an acoustic instrument-plus-laptop combination)
aimed to “expand the expressive power” of traditional
instruments and performers by placing microphones within the orchestra to capture the acoustic sound of all the
instruments, which was then analyzed with a laptop and

1

T. Machover, Hyperinstruments: A Progress Report. Cambridge,
MA, USA: MIT Press, 1992, p. 4.
2
Feature extraction is intended as “a form of data processing that takes
a set of values and returns amore compact representation of those values. The compact representation is called a feature, and the initial set of
values could be referred to as the input vector. The process of feature
extraction is a form of dimension reduction, because it involves the
mapping of an input vector of dimension N onto an output scalar or
vector that has dimensionality that is smaller than N”. J. Bullock, Implementing audio feature extraction in live electronic music, Ph. D.
Thesis submitted in partial fulfillment of the requirements for the degree
of Doctor of Philosophy, Birmingham Conservatoire, Birmingham City
University, 2008, p. 46.
3
J. Bullock, op. cit., p. 17.
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processed “to shape and manipulate a complex electronic
‘aura’ that was added live to the orchestral sound” 4.
From an interpretive and perceptual point of view, the
hypersampler can be regarded as a minimal (two units)
Interconnected Musical Network (IMN) intended according to the definition proposed by Weinberg 5, who states
that “only by constructing electronic (or mechanical)
communication channels among players can participants
take an active role in determining and influencing, not
only their own musical output, but also their peers’. For
example, consider a player who while controlling the
pitch of his own instrument also continuously manipulates his peer’s instrument timbre. This manipulation will
probably lead the second player to modify her play gestures in accordance with the new timbre that she received
from her peer” 6. Both the sensor-based (mechanical) and
the feature-extraction-based (electronic) approaches are
aimed to develop an interactive network (the hybrid double instrument called the hyperinstrument system) able to
combine gestural characteristics of musical interpretation
and real-time sound processing into a “constantly evolving collaborative musical product” 7.
In 1992 Rowe 8 proposed two distinct models of interaction in live electronic music: systems based on player
paradigm, which provide a musical presence with a personality and a behavior of its own and systems based on
instrument paradigm, which extend and augment the human performance through direct response to input generated by the performer via sound or physical control. One
possible way of overcoming the limitation of these two
paradigms is represented by the sensor-based approach,
which stands on the ground of most of the hyperinstruments, investigating the correlation between musical and
physical gesture and sonic output through the use of sensors that can be attached to the acoustic instruments
and/or performers, with their outputs scaled and routed
into live controlled sound processing algorithms. In the
sensor-based hyperinstrument systems, in which “a sensor converts physical energy into electricity in the machine, and may therefore be called the ‘sense organ’ of a
system” 9, physical performance gesture is closely coupled with the audio output in a piece but “availability of
existing gestural controllers is limited and new controllers can be expensive or time-consuming to develop” 10.
In 2001 Jehan proposed a system developed in Max/MSP

combining audio feature extraction, timbral mapping and
synthesis in the context of live electronics performance
whereby “continuous changes in articulation and musical
phrasing” lead to “highly responsive sound output” 11.
The system developed by Jehan included real time mapping of extracted sound features and sonification of rescaled data in order to get completely new material generated by the performance on traditional instruments.
The research at the basis of the hypersampler started
from the purpose of developing a hyperinstrument system
intended as an IMN able to overcome the limitations of
Rowe’s player-instrument paradigm: a hybrid instrument
not including the sensor-based approach, developed following the instrument-player continuum model proposed
by Bullock 12 in 2008 that extends Rowe’s playerparadigm and instrument-paradigm and takes account of
Jehan’s approach to real-time synthesis engines based on
the extraction of perceptual features.
The hypersampler includes a piano, a master keyboard
(e.g. EDIROL PCR1) the computer and the technical
equipment needed for the implementation of liveelectronics.

Figure 1. Bullock’s instrument-player continuum
model.

4

T. Machover, Dreaming a New Music, in “Chamber Music”, Vol. 23
No 5 October 2006, pp. 46–54.
5
Weinberg defines IMNs as “live performance systems that allow
players to influence, share and shape each other’s music in real time”.
G. Weinberg, Interconnected Musical Networks – Bringing Expression
and Thoughtfulness to Collaborative Group Playing, Ph. D. Thesis
submitted to the Program Media Arts and Sciences School of Architecture and Planning in partial fulfillment of the requirements for the degree of Doctor of Philosophy, Massachusetts Institute of Technology,
2003, p. 4.
6
G. Weinberg, op. cit., p. 22.
7
G. Weinberg, ibid.
8
R. Rowe, Interactive music systems: machine listening and composing, Cambridge, MA, USA: MIT Press, 1992.
9
A. R. Jensenius, Action — sound. Developing methods and tools to
study music-related body movement, Ph.D. thesis, Department of Musicology, University of Oslo, Oslo, Norway, 2007, p. 100.
10
J. Bullock, op. cit., p. 19.

Figure 2. General overview of the hypersampler environment.
11

T. Jehan, Perceptual synthesis engine: An audio-driven timbre generator, Master’s thesis, Massachusetts Institute of Technology, 2001, p.
5.
12
J. Bullock, op. cit., p.16.
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The instrumental signal is captured using three microphones, mixed according to different percentages in one
monophonic signal and sent to the units of processing,
which include: first stage of treatment by noise gate and
peak limiter aimed to reduce the dynamic range and make
the sound materials more easily treatable; second stage of
treatment by processes of feature extraction (analytic
level) and transformation of the data so obtained; third
stage of treatment by synthesis (synthetic level), informed
by the data coming from the previous stage; fourth stage
of treatment by real-time convolution (the files inscr_convol_1.wav and inscr_convol_2.wav are included
with the score) of output materials from the synthesis
modules; finally, fifth stage of treatment by pitch transposers and sound projection by spatialising matrices controlled in real time by the hypersampler performer. The
instrumental signal processed by first stage of treatment
is projected (transparent amplification) too by matrices
controlled in real time.
For the aims of this paper we will mainly focus on second and third stages of treatment, which form the hypersampler’s engine.
Il grifo nelle perle nere was written in 2008 for the
“Concerto per Ipertastiere” included in XVII CIM – Colloquium on Music Informatics. The first performance
took place in Venice at the Concert Hall of Palazzo Pisani
on Wednesday October 16th 2008 H 5pm, during the 54th
Venice Biennale’s International Festival of Contemporary Music, with the following performers: Davide Tiso,
piano; Marco Marinoni, hypersampler; Alvise Vidolin,
sound direction.

(1)

where ωk = 2πkfs/N, and fs = 1/T is the sampling rate in
Hz. The STFT bin number is k. N = 512. Then each FFT
bin ~x’m(ejωk) was converted from rectangular to polar
form to get bin k’s instantaneous amplitude.
(2)

Only the first 32 bins are used and in particular only the
amplitudes of bins that exceed a threshold, in order to cut
the residual nondeterministic components of the sound in
addition to the deterministic harmonic components. The
signal so obtained is then filtered using a second order
low-pass filter so as to obtain a low-frequency control
signal. That signal is finally ‘converted’ in Hertz multiplying it by an appropriate conversion factor and sent to
the peak extractor unit which identifies the maximum
value sent out to the synthesis units by means of the trigger command T-R which is controlled in real time.

2. HYPERSAMPLER’S ENGINE

Figure 3. FFT analysis.

In this chapter the typologies of sound processing are
described, specifying the data and the variables essential
for the realization of the hyperinstrument system. For
each treatment the values of the parameters and their significance within the performance are indicated, identifying the ones intended to be controlled real-time by the
live-electronics performer. Finally, it is provided information concerning the setting of the control surfaces according to correlation curves between parameter pairs and
curves describing single parameters.
Jehan’s assumption that “the timbre of a musical signal
is characterized by the instantaneous power spectrum of
its sound output” 13 represented the starting point for the
development of the hypersampler’s synthesis engine.
The typology of sound tracing developed for Il grifo
nelle perle nere integrates the approach of Jehan with that
of Jensesius, which identifies three types of sound tracing: “focusing on sound-production, timbral features or
temporal development” 14. The feature extraction process
implemented here uses the third type of sound tracing.

In Figure 4 the operations concerning the extraction of
the parameter amplitude in one bin and its translation to a
frequency scale are described.

Figure 4. Translation of bin k’s instantaneous amplitude to a frequency scale.

2.1 Spectral noise gate – Amplitude bin extractor
The output signal from peak limiter unit is analyzed using a length N FFT of ~xm to obtain the STFT at time m:
13
14

T. Jehan, op. cit., p.2.
A. R. Jensesius, op. cit., p. 86.

The value of the parameter “threshold”, that is the minimum amplitude value of single bins sent to the low-pass
filter, must be so as to neatly cut the ground noise without
compromising or altering the spectromorphological peculiarities of the analysed signal.
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The value of the parameter cutoff frequency of the lowpass filter, is approximately set to 0.4 Hz.
The value of the parameter amplitude to frequency factor, that is the conversion factor, must be determined in a
way that the maximum output values don’t exceed the
number 4000 and the minimum values never lower the
value 20. The Grain Generation Scale is composed of the
32 frequency values so obtained.
2.2 Synthesis
The synthesis engine includes four clock-controlled
Grain Generator Units, as shown in Figure 5.

Number of points:
Array:

8192
0. 3072 1. 2048 1. 3072 0.

Synthesis 2
GEN 10 (harmonic wavetable generator, reads a list of
harmonic partial amplitudes and outputs index/amplitude
pairs):
Number of points:
8192
Array:
1. 0.5 0.25 0.125 0.06 0.03
0.015 0.0075 0.00375 0.001875 0.0009 0.00045
0.000225
Synthesis 3
GEN 24 (b.p.f. wavetable generator, reads a list of
time/amplitude pairs and outputs index/amplitude pairs):
Number of points:
Array:

8192
0 0 1 1 2 0 3 -1 4 0

Synthesis 4
GEN 9 (wavetable generator, reads a list of harmonic
partial ratios, amplitudes, and phases [in triplets] and outputs index/amplitude pairs):

Figure 5. Synthesis module.

Number of points:
Array:

8192
1. 0.2 0. 8. 0.5 0. 8.01 0.5 0.2

Three different typologies of envelope (ENV) applicable in a mutually exclusive way to the grains generated
by the four Synthesis units are required. The selection of
an envelope is controlled in real time during the performance, with interpolation time from one envelope to another equal to 6 seconds. The three typologies of envelope are shown in Figure 7.

Figure 6. Synthesis engine Grain Generator.
The four Synthesis units require the four different waveforms (W) described below. In the case of implementation using Max/MSP it is suggested to use the object gen
(linear b.p.f. wavetable generator) included in PeRColate
– A collection of synthesis, signal processing, and video
objects by Dan Trueman (Princeton University) and R.
Luke DuBois (Columbia University) 15 ported from realtime cmix, by Brad Garton and Dave Topper.
Synthesis 1
GEN 7 (reads a list of amplitudes [0. ÷ 1.] interspersed
with a number of points (in array numbers) between values and generates the function in time/amplitude pairs):
15

Figure 7. Envelopes which apply to the grains.
The module RAND 1 controls the parameter grain duration, by generation of random floating-point numbers
comprised between the minimum value DUR min and the
maximum value DUR max. The values of the two parameters are mutually related so to set a range of values
which is controlled in real time during the performance
by the live-electronics performer. The critical values of
that range are: DUR min = 10ms, DUR max = 50ms [minimum values range]; DUR min = 3000ms, DUR max =
8000ms [maximum values range].

http://music.columbia.edu/percolate/
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The module RAND 2 controls the parameter grain amplitude, by generation of random floating-point numbers
comprised between the minimum value AMP min and the
maximum value AMP max. The values of the two parameters are mutually related so to set a range of values
which is controlled in real time during the performance
by the live-electronics performer. The critical values of
that range and their comparison to the values of musical
dynamics are described in Table 2.
The correlation curve between the parameters DUR min
and DUR max in connection with the values assumed by
a controller on a MIDI scale 1 ÷ 127 is described in the
paragraph 2.3, as well as the curve which describes the
course of the parameter INT max with relation to the values assumed by a controller on a MIDI scale 1 ÷ 127.
The module RAND 3 generates random integers between 1 and 32, determining the Grain Generation Frequency among the 32 possible frequencies generated by
the module GEN SCALE which form the Grain Generation Scale. As specified above, the Grain Generation
Scale must be changed many times during the performance using the command T-R (FFT 512 – Spectral
noise gate – Amplitude bin extractor) controlled in real
time, as well as the parameter transposition interval. The
performer decides, according to his interpretation and
musical sensibility, how many times the scale is changed
during the performance and when, with relation to the
musical score.
The module RAND 4 controls the variance of the parameter transposition interval expressed in semitones and
cent, which causes a random variation of the grain frequency around the original value. The variations are
comprised between 0 and the value INT max: INT max =
1 semitone, 27 cent.
The parameter Frequency Range Shifting (FRS) controls the transposition interval n (in Hertz) applied to the
grains so that the grains’ frequency is modified as indicated by the formula:
Freqfin = (Freqinit)*n

(3)

The values assumed by the parameter n are controlled
in real time during the performance. The curve which
describes the course of the parameter n with relation to
the values assumed by a controller on a MIDI scale 1 ÷
127 is specified in the Figure 12.
The value of parameter T (delay time) of the Delay unit
is comprised between 0 ms and 12700 ms, and is controlled in real time too.
The module Clock implements the following parametres and values.
CT1 =
Vmin1 =
Vmax1 =
IT1 =
CT2 =
Vmin2 =
Vmax2 =
IT2 =
CT3 =

clock time [ms]
minimum random generated number [int]
maximum random generated number [int]
interpolation time [ms]
clock time [ms]
minimum random generated number [int]
maximum random generated number [int]
interpolation time [ms]
clock time [ms]

Figure 8. The module Clock.

CT1
Vmin1
Vmax1
IT1
Vmin2
Vmax2
IT2

Clock
1
10000
9000
11000
2500
100
7000
2500

2
8000
7000
9000
2500
100
5000
3500

3
12000
11000
13000
2500
100
6000
1800

4
10000
2000
11000
2500
100
4000
3200

Table 1. Values for Clock’s parameters
2.3 Grain amplitude, duration, detune and frequency
shifting
In Table 2 are shown the nodal points for the mutually
related variance curves of minimum and maximum values of the parameter grain amplitude. The same values,
interpolated, are graphically represented in Figure 9.
Knob
value
[0÷127]
0
32
64
96
127

Min
grain
amplitude
[0.÷1.]
0.01
0.0278
0.1247
0.75
0.01

Max
grain
amplitude
[0.÷1.]
0.05
0.1062
0.28
0.99
0.99

Dynamic
range
ppp
ppp ÷ pp
pp ÷ p
f ÷ fff
ppp ÷ fff

Table 2. Grain amplitude range values and dynamics.
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The variance curve for the values assigned to the parameter grain frequency shifting are graphically represented in Figure 12. On x-axis we have MIDI values [1 ÷
127]; On y-axis we have values of the parameter grain
frequency shifting.

Figure 9. Variance curves for minimum and maximum values of parameter grain amplitude.
The variance curves for the mutually related minimum
and maximum values of the parameter grain duration are
graphically represented in Figure 10. On x-axis we have
MIDI values [1 ÷ 127]; on y-axis we have the values of
parameter grain duration.

Figure 5. Variance curve for the values assigned
to the parameter grain frequency shifting.
2.4 Parameters controlling
In Tables 3 e 4 it is shown the assignment of parameters
to the knobs (Table 3) and to the keys (Table 4) of a master keyboard e.g. EDIROL PCR1, providing one possible performance configuration for Il grifo nelle perle nere.
Knob
1
2
3
4
5
6

Figure 3. Variance curve for the minimum and
maximum values of the parameter grain duration.
The variance curve of values assigned to the parameter
grain detune are graphically represented in Figure 11. On
x-axis we have MIDI values [1 ÷ 127]; on y-axis we have
values of the parameter grain detune.

Synthesis – grain detune
Synthesis – grain frequency shifting
Output spat matrix 1,2 /
pitch transposers

7

Parameter range
50÷5000 [ms]
0.01÷12.7 [multipl.
factor]
0.01÷1
[multipl.
factor]
10, 50÷3000, 8000
[ms]
0÷1.27 [%]
0÷12.7
[multipl.
Factor]
100%, 0% ÷ 0%,
100%

Table 3. Knob assignment [EDIROL PCR1].
Key
1
2
3
4
5
6
7

Figure 4. Variance curve for the values assigned
to the parameter grain detune.

Parameter name
Spat matrix 1,2 – step time
Spat matrix 1,2 – ramp
time
Synthesis – grain amplitude
Synthesis – grain duration

8
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Process name
C1
send analysis peak frequencies to
synthesis units 1-4
C#1
input signal – limiter out – synthesis
out ON (5000 ms ramp)
D1
input signal – limiter out – synthesis
out OFF (5000 ms ramp)
D#1
select envelope 1 (6000 ms ramp)
E1
select envelope 2 (6000 ms ramp)
F1
select envelope 3 (6000 ms ramp)
F#1
select 1 grain per cloud – close sound
(less delay between grains)
G1
select 1 grain per cloud – distant
sound (more delay between grains)

Proceedings ICMC|SMC|2014

9

G#1

10

A1

11

A#1

12

B1

13
14
15
16

C2
C#2
D2
D#2

14-20 September 2014, Athens, Greece

select 2 grains per cloud – close
sound (less delay between grains)
select 2 grains per cloud – distant
sound (more delay between grains)
select 3 grains per cloud – close
sound (less delay between grains)
select 3 grains per cloud – distant
sound (more delay between grains)
start pitch transposers
stop pitch transposers
start synthesis
stop synthesis

Table 4. Keys assignment [EDIROL PCR1].

3. DISCUSSION
In Il grifo nelle perle nere a virtual instrument is inserted
on a traditional instrument, giving rise to a hybrid between mechanical and computer, using data extracted
from the musical interpretation of the pianist to control an
independent virtual system, which meets the requirements of a hyperinstrument and realizes the statement of
Machover according to which the goal of a hyperinstrument would be “to produce music of unprecedented subtlety, complexity, richness, and expressive power that is
intimately, but not obviously, linked to the original intent
of the performer/composer” 16. Machover’s approach towards “double” and “triple instruments” 17, in which two
or more people are playing a single hyperinstrument, is
not unlike the one at the base of Il grifo nelle perle nere,
where a “double instrument”, the hypersampler, is controlled, at different levels, by the pianist and by the keyboard performer: the first, by changing the intensity parameter through the instrumental dynamics, affects a
number of parameters including the choice of the pitch
scale from which the synthetic sounds are generated by
the computer; these sounds, processed by convolution,
are controlled in real time by the second, which in turn
can change the number of sounds produced at the unit of
time, their density, their positioning within the virtual
space, providing the first performer a new musical material on which interact, in a continuous and fertile creative
feedback mechanism, since double instrument performers
“must relate their musical gestures not only to the resulting
sound as in traditional instruments, but also to the gesture
and sound of the other performer” 18.
The choice of musical materials aimed to emphasize the
elements submitted to the mapping allows the hyperin16
17

T. Machover, Hyperinstruments: A Progress Report, p. 7.

A double instrument is conceived for two musicians that play together on separate physical controllers (one of those can be an acoustic
instrument) to breed a hybrid instrument “so that each musician can
influence certain aspects of the music, but both players are required to
perform in ensemble to create the entire musical result” [Machover, op.
cit, p. 27]. For example, in Machover’s Towards the Center the keyboard player controls the overall sound spectrum –the partials, the harmonic series, the spectromorphologic qualities of sound – while the
percussionist controls the behavior of each partial, like a microscope
where one observer acts on a smaller portion (controls more extended
parts) while another observer acts on a greater portion (controls smaller
parts, internal to the parts controlled by the other observer).
18
T. Machover, A Progress Report, p. 28.

strument system to enhance its sensitivity to the most
subtle variations of the pianist’s interpretation, and use
that ability to amplify the performance, under the strict
control of the two performers.
Consistently with Machover’s assertions about the importance of the conceptual simplicity of the interface, this
system is easily understood by the performer, who has a
chance to become aware about the specific relationship of
causality (semi-deterministic and bound to the interaction
with the live electronics performer) that binds his actions
to the production of the sound output by the system and,
through a period of practice, refine his performance.
In this way, the system is partially controllable by the
instrumental performer, which can achieve a level of control over the music that is even greater than it has in general.
The computer does not play a part isolated. The performers have the opportunity to check the results and to
take on more roles from a musical point of view, depending on the particular direction they decide to give the performance from time to time, while keeping unchanged
the more general and macroscopic aspects of the musical
result.
The relationship control / independence (between the
two electronic performers) is mediated by the machine
(the hypersampler), which assumes the role of double
instrument formed by two performers that work together
to control a complex instrument, each of which controlling only part of the final result.
In Il grifo nelle perle nere, the hypersampler is an organism with individuality and aimed at structural change
in terms of perception of a pre-existing instrument (the
piano) to obtain a hybrid instrument that is partly physical instrument and partly virtual, and includes that “partial and expected unpredictability” 19 which was mentioned earlier as a distinctive feature of each instrumental
practice, traditional or contemporary.
This variability factor the level of influence of the piano
on the electronic transformation / generation of sound is
sometimes clear and direct, other times more indirect and
mysterious, according to the particular filtering that intervene on the data in continuous variation.
The relationship between the pianist, the live electronics performer and the hypersampler takes place on several
levels, through multidirectional and highly reconfigurable
processes.
The hyperinstrument system is programmed so as to
discern what data considered sensitive depending on the
process and of its position in time, and then use this data,
together with the choices made in real time by the live
electronics performer (choices that can change this data),
in connection with the interpretive choices of the pianist,
which determine, in a flexible way, to a level of quality,

19

M. Marinoni, Comporre per gli iperstrumenti. Il sistemaiperstrumento come agente intermediatore tra l'esecutore strumentale e
i processi di trasformazione/generazione del suono, Ph.D. Thesis, Conservatorio di Venezia, 2007, p. 34.
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choice of materials and their positioning in the process of
transformation / generation.
The second order 1:1 mapping is implemented via
software (the environment has been entirely developed in
Max/MSP) and the feature extraction process which is
implemented on the traditional instrument does not imply
structural change: this increases the level of reproducibility, not bound to the context or the availability of specific
technologies, however, placing a question of theoretical
order: is the difference between what we call generally
live-electronics and what we call a hyperinstrument
linked to the use of technologies such as sensors etc., as
Machover and the MIT researchers seem to say, or is it a
difference of higher order (multiple instruments, different
in nature, acoustic and electronic, with specific performers who play performances interconnected, according to
Weinberg’s theory, which form a single hybrid instrument, equipped with its own identity, qualitatively different from the sum of the identities of the individual instruments involved: the hyperinstrument system) and the
hyperinstruments are but a subset of the broader category
of live-electronics?

4. CONCLUSIONS AND FUTURE WORK
Assuming with Benzon that music is “a medium though
which individual brains are coupled together in shared
activity” 20, the hypersampler can be considered as a basic
Interconnected Musical Network (composed of two
units), that is a “live performance system that allow players to influence, share, and shape each other’s music in
real-time” 21, being also a feature extraction driven double instrument in which an acoustic instrument is “complemented by delicate electronics played and transformed
by a keyboard-with-laptop [...] creating shifting textures
that ‘fuse’ the various instrumental lines” 22.
From the musician’s perspective, the hypersasmpler behaves intuitively and predictably. The control features of
the traditional instrument are used “as input for the model
of a different instrument” 23 that is the hypersampler system and the resulting hybrid double instrument is perceptually meaningful. Future work will include algorithms
that extract more control features and the extension of
this approach to different instruments such as flute and
violin.

[2] J. Bullock, Implementing audio feature extraction in
live electronic music, Ph.D. Thesis, Birmingham
Conservatoire, Birmingham City University, 2008.
[3] T. Jehan, Perceptual synthesis engine: An audiodriven timbre generator. Master’s thesis,
Massachusetts Institute of Technology, 2001.
[4] A. R. Jensenius, Action — sound. Developing
methods and tools to study music-related body
movement. Ph.D. thesis, Department of Musicology,
University of Oslo, Oslo, Norway, 2007.
[5] T. Machover, “Dreaming a New Music”, Chamber
Music, Vol. 23 No 5 October 2006, pp. 46–54.
[6] T. Machover, Hyperinstruments: A Progress Report.
Cambridge: MIT – Media Lab, 1992.
[7] M. Marinoni, Comporre per gli iperstrumenti. Il
sistema-iperstrumento come agente intermediatore
tra l'esecutore strumentale e i processi di
trasformazione/generazione del suono. Ph.D. Thesis,
Conservatorio di Venezia, 2007.
[8] M. Marinoni, Il grifo nelle perle nere. Score, Ars
Publica Edizioni Musicali AP 00403M, piazza S.
Valentino, 12 – 33030 Camino al Tagliamento UD –
Italy, 2009.
[9] R. Rowe, Interactive music systems: machine
listening and composing. Cambridge, MA, USA:
MIT Press, 1992.
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ABSTRACT
Although touch screen interfaces such as smartphones and
tablet PCs have become an important part of our life and
are being used in almost every situation, these interfaces
are facing some difficulties in being used in live musical
performances, despite the numerous benefits they can musically offer. Among those difficulties, we identify and
focus on the visual dedication requirement of interaction
and nevertheless high risk of making mistakes, and design a simple musical interface aiming to alleviate these
problems. In order to reduce visual dedication, we employ
larger on-screen controls. To reduce risk of mistakes, we
choose a gestural approach and incorporate plucking gestures, which require users to pull and release a touch after initiated. The interface is qualitatively tested, focusing
on playability, visual dedication, and risk of making mistakes. While playability and risk received positive feedbacks, reducing visual dedication received partial agreement and seems to require further investigation. Although
the interface is yet immature and too simple to be used on
stage, we believe that identifying and solving the problems
that touch screens have while being used in live situations
is meaningful and valuable to discuss.
1. INTRODUCTION
The introduction of touch screen interfaces such as smartphones and tablet PCs, alongside with their numerous novel,
fast and accurate sensors, has changed our lives in a way
that we have never imagined before. These new interfaces
seem to be capable of almost anything and there are applications that are used in both casual and professional fields,
leading smartphones to become an indispensable part of
our life.
Many researchers and artists have seen great live music
possibilities in touch interfaces, and many results can be
found throughout the music computing literature. Alongside with new protocols such as OpenSound Control (OSC)
[1], touch interfaces can be hooked into a network and
serve as a control surface with low latency using softwares
such as Control [2], enabling composing and performing
in a way we have never imagined before.
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However, compared to the appealing features and creative
opportunities touch screen devices can offer, it seems that
these devices are not gaining enough popularity on live,
on-stage situations as an instrument. We believe that identifying the musical obstacles that touchscreen devices are
facing and designing digital musical interfaces in a manner
that can possibly overcome those obstacles will surely further promote the usability of them on stage. One of the major obstacles might be the risk of making mistakes. Touch
screens highly suffer from accidental touches, which cannot be afforded to happen during live performances. This
problem can be relieved by a gestural approach, since gestures that can too easily trigger interactions may be the
main reason of accidental inputs. Incorporating plucking
gestures [3], which requires a marginal cost of interaction while offering additional sound parameters, might be
a possible remedy for this. Section 1.1 discusses the difficulties touch screens have in being a reliable on-stage instrument.
While many other issues might exist, this paper identifies
and discusses a number of these obstacles, and presents a
simple digital musical interface for user testing. Although
this interface is yet too simple to be used in serious live situations, we hope that this piece of work provides a discussion point in finding and solving the problems that touch
screen devices have in being selected in live situations.
1.1 Touch Screens and Live Performances
Despite the great possibilities that touch screen devices can
offer, such as networking and versatile user interface programming, why are these devices not widely used enough
in live performances? Among numerous possible reasons,
we present a few of them that suit to our research. First,
touch screens mostly require heavy visual dedications, unlike traditional instruments. Geiger (2006) states that throughout the history of instruments, only few instruments rely on
visual feedback [4]. Moreover, in collaborative ensemble
situations, the performer must interact with other players
and possibly the audience – making visual dedication to interfaces even further costly. Upon this reasoning, Walther
et al. (2013) devised a MIDI controller based on swipegestures using the whole screen as a single canvas, thereby
reducing the required visual effort on finding the exact position to touch [5]. Another good example addressing visual dedication problems is CarPlay 1 , which includes sev1 CarPlay by Apple (http://www.apple.com/ios/carplay)
addresses visual dedication problems by employing voice and inbuilt car
controls to manipulate touch screen smartphones while driving.
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eral ideas in enabling touch screen manipulation during
driving.
Another reason is the risk of making mistakes. Due to the
nature of activation upon touch, only a slightest contact
with the screen might trigger undesired audio feedback. In
live performances, such risk might be intolerable. Pirhonen et al. (2002) noticed this slight tapping problem while
user testing with mobile devices while moving around and
proposed setting a specific threshold of touch movement
before accepting the tap as a valid input [6].
Finally, interactions between player and touch screens
are not revealing enough to be interesting on stage. Traditional instruments, which require physical force to generate sound, present a clear link between playing gestures
and sound. Therefore, a popular design method in digital
musical interfaces is to make both manipulations (inputs)
and effects (outputs) as visible as possible [7]. However,
touch screens do not provide such links, and the required
gestures to generate sound are usually physically small.
Additionally, their requirement of the player to visually
concentrate on the screen and risks of making mistakes
even further decrease the player’s movement.
In this paper, we propose an alleviation of these problems
by incorporating plucking gestures into touch screen based
musical instruments. An in-depth discussion of plucking
gestures addressing these problems is to be presented in
section 2.
1.2 Plucking Gestures

(Touch down,
inside button)

Plucking
Button

Touch Position

(Touch move,
outside button)

Plucking
Button

movement data
is gathered
while moving,
which is mappable to
sound parameters

(Touch up,
outside button)

Plucking
Button

Interaction
occurs upon
touch release
outside the button

Figure 1. Threefold process of plucking gestures and
plucking buttons.
Plucking is a touch screen input gesture that resembles
the plucking of guitar strings [3]. Plucking on strings is
a threefold process: a) hold a string with finger, b) apply
force on string by moving finger, and c) release string to
generate sound. We adopt this gesture on touch screens
as follows: a) start touch in a UI control, b) move touch,
and c) release touch to trigger interaction feedback. Touch
move distance less than a specific threshold or moving back
into the control cancels the interaction. Figure 1 illustrates
how plucking gestures work on touch screens.
Although plucking gestures are somewhat complex compared to ordinary tapping, several advantages exist to compensate the increased cost of interaction. First, plucking
gestures enable onscreen buttons to be touched without
triggering outcome. Many keyed or stringed instruments
allow the player to place their hands (or picks, bows, and
so on) on the keys or strings without producing any sound.
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Plucking gestures can implement this feature on touch screens
by requiring users to move the touch out of the target control before activating it. This also helps in reducing visual
dedication, as placing hands on controls can offer more
comfort in remembering the positions of controls than not
touching the device.
Second, the risk of making mistakes is reduced. Plucking
gestures require a fair amount of touch movement to trigger interaction and during a touch, users may head back to
the control in order to cancel the touch. Finally, additional
sound parameters can be mapped, especially using touch
move data. Additional sound parameters imply added expressiveness, which is a definite desire to all artists.
In terms of usability, a quantitative user test based on sensorimotor synchronization (SMS) research methods [8, 9]
reports that plucking gestures can be easily trained to efficiently execute and do not show significant difference in
rhythmic accuracy compared to ordinary tapping [3].
1.3 Related Work
In addition to the works presented in Section 1.1 [4, 5],
Wang (2009) has released the well-known iPhone Ocarina
[10]. The iPhone Ocarina is a good example of resolving
the problem what we are dealing with (discussed in 1.1), as
musical output is triggered by breath rather than touch (reducing accidental touch), and forcing players to bring their
iPhones up to their mouth offers a very appropriate link between gesture and sound (revealing interactions). Another
work by Wang is the Magic Fiddle [11]. This instrument
also requires players to hold their iPad as a fiddle, and provides a single button pushed by the right hand for sound
generation. Pitch is controlled by the left hand, by placing
fingers on a selection of three strings.
The test interface we present in this research extends the
work of those described above, especially those of Wang,
in a sense that pitch can be controlled without triggering
sound, and sound is generated by a single control: plucking
gestures on a plucking button.
The remainder of this paper is constructed as follows.
The design and implementation of the new interface is described in Section 2, followed by a simple evaluation in
Section 3. Conclusions and discussions are presented in
Section 4.
2. TEST INTERFACE DESIGN AND
IMPLEMENTATION
Throughout this section, we first discuss possible remedies
to the prevailing problems that prevent touch screens being used in live performances, and present a simple interface which is built upon this reasoning. Although the presented interface is not yet intended to be used on stage, we
believe that it is a meaningful approach in mitigating the
weak points of touch screen interfaces.
2.1 Resolving Problems of Touch Screens in Live
Performances Through Design
In 1.1, we have described three obstacles that prevent touch
screen interfaces from appearing in live situations: a) vi-
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sual dedication, b) risk of making mistakes, and c) nonrevealing interaction. For visual dedication, we design an
interface that has large controls enough to be manipulated
without seeing them, and with a simple layout that does not
require excessive hand movement – simple enough to keep
the player’s wrist to be in a fixed position. As touch screens
do not have any tactile cues of hand position/orientation,
restricting wrist movement can help players to play without seeing the controls (blind playing).
Risk of making mistakes can be reduced by plucking gestures. The slightly increased complexity of the gesture enables the interface to ignore accidental touches; touches
that start and end in the same button does not trigger any
interaction. Additionally, canceling attacks are also available, by moving a touch back into the button where it started.
This is opposite to other types of soft buttons, as most UI
buttons can be cancelled by dragging the touch or cursor
out of the button. While this feature is inconsistent with
conventional string instruments, we believe that this can
ensure extra safety while playing live. Moreover, most
touch screen buttons allow canceling by ending the touch
outside of the button after pressing it.
Adopting pitch control mechanisms of some traditional
instruments can also help reducing the risk of making mistakes. Guitars have a fretboard that controls pitch, and
players place their fingers on the board before deciding
whether to pluck the strings or not. This twofold process
of note playing can offer additional safety from playing
unintended notes.
Given the nature of relatively small devices, it is difficult
to design interactions on touch screens that are revealing
enough to be easily noticed by the audience. However,
as most traditional instruments are revealing in a sense
that physical forces applied on the instrument can be seen,
plucking gestures can offer a clue of accumulating force on
a button.
Based on the reasonings above, a simple interface is designed, with an intention of adopting several gestural aspects of the guitar.

Current pitch, depending on
left hand fingering
is shown on screen

Two lines of buttons,
four buttons (frets) each

C4
1-4
F4

1-3
E4

1-2
D4

1-1
C4

2-4
C5

2-3
B4

2-2
A4

2-1
G4

Plucking
Button
Pluck Me

Higher pitch

Lower pitch

Pitch control buttons:
pressed by
four left hand fingers

2.2 Guitar Inspiration in Design and Mapping
The interface design is inspired by traditional guitars in
two ways: the left hand determines the pitch of notes to
be played by changing fingering positions, and the right
hand plucks on the screen as if plucking guitar strings. On
the left side of the screen, eight buttons are implemented in
two lines and controls pitch by four fingers on the left hand
(index to pinky). This layout also has a guitar metaphor,
with two strings and four frets. On the right, one gray button is placed for plucking gestures, using right hand fingers.
Characteristics that differ from traditional guitars also exist, other than not having real strings and frets. While frets
closer to the sound hole should normally produce higher
pitch, this interface has an opposite fingering-pitch mapping: buttons on the left are mapped to higher pitches. This
decision has been made to enable players lay down the interface, rather than holding it up as a real guitar or violin:
holding up the interface causes the device to move and results in higher visual dedication.
The eight buttons on the left are each mapped to a note
in the C major scale (C4 to C5). This also differs from
real guitars, as guitar frets always have a half-note interval.
These buttons, including the plucking button on the right,
are rendered as an oversized circle, to further reduce visual
dedication and risk of making mistakes.
In order to further relieve accidental inputs while emphasizing guitar fingering metaphors, higher note buttons
(frets) in the same row have higher priority; pressing C4 (11, rightmost upper row) and F4 (1-4, leftmost upper row)
simultaneously produces F4, rather than C4. This enables
the interface to be more friendly to guitar players.
Sound synthesis is done by Stk::Mandolin, which is
a plucked instrument simulation of the mandolin included
as an example in STK. Currently, we have implemented
this interface as a monophonic instrument, in order to minimalize the complexity of playing. Therefore, pressing two
different buttons on different lines only produce one note,
rather than a chord.
For plucking gestures, sound is generated when a touch
started inside the plucking button ends outside of its borders. The distance between the plucking button’s border
and the touch’s end position is mapped to gain level, from
0.0 to 1.0. Pulling a touch further achieves higher gain.
As pulling a touch slightly out of the button would generate a very soft sound, this type of gain mapping may also
act as a feature to reduce mistakes.
The interface is implemented on Apple’s iPad, using Cocos2D/Box2D 2 and the Momu ToolKit [12] with STK [13].
Figure 2 illustrates the design of our proposed interface,
and Figure 3 is how the interface looks on an iPad.

One button for
plucking gestures

3. EVALUATION
As the proposed interface has strong gestural links to guitars, and the purpose of it is to assess the usability of plucking gestures in live situations, the implemented interface
has been presented to and assessed by eight experienced

Figure 2. Interface Design.

2
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Figure 3. Plucking in action.

guitarists, including three professionals. Test participants
were given the interface and after a brief moment of exploration, we have provided explanations of what our goals
were, as well as how plucking buttons worked. Afterwards,
another session of free playing was given and finally, there
were asked to play a simple song.
For the eight lefthand buttons (pitch control), test participants easily understood the mappings, as the note to be
played is displayed on the screen according to the fingerings. However, executing plucking gestures with the right
hand and producing sound required more time. Nevertheless, all users were able to produce sound, as the plucking button provided visual feedback by drawing a small
ball under the finger when touched and followed the finger while the touch moved. This simple visual feedback
caused the test participants to pull the touch out of the button and release – which resulted in sound generation. After receiving explanation on the pitch mapping structure
and plucking gestures, all participants were able to play
“Twinkle, Twinkle, Little Star”, upon our request.
After the test session, a simple free talk discussion was
held regarding the problems mentioned in section 1.1, including the following questions: a) “Would this be playable
without constantly looking at the screen?”, b) “Do you expect plucking gestures to reduce the risk of making mistakes?” and c) “Did you feel added expressiveness from
plucking gestures, compared to conventional buttons?”.
While most of the participants agreed in the lowered rate
of making mistakes (“I can lay my finger on the plucking
button without producing sound”) and additional expressiveness (“It’s good to have gain control on one button”),
precious feedback on visual dedication was provided. If
the device is place immobile and the player’s hand is in a
fixed position, playing the instrument without looking is
possible. However, in live situations, being in a fixed position is not possible – although large buttons clearly reduce
visual dedication costs, additional feedback on whether buttons are pressed or not should be provided, such as device
vibrations. This has set us a new goal of finding a way
to further reduce visual dedications on touch screen based
digital musical interfaces.
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During free playing sessions, some participants showed
interest in the multi-touch capabilities of plucking buttons,
and developed additional gestures were not intended by the
designers. First, plucking was done with not only one finger, but multiple fingers to execute faster attacks. This is
similar to those of electric bass guitar players, who mostly
play by using two fingers taking turns. Second, some players initiated several touches with multiple fingers at once
and thereafter decided not to release touches until they intended, stacking up a ‘pile of attacks’ ready to be played
upon touch end of each finger. Another interesting gesture
was to swipe the plucking button rapidly with two or three
fingers to achieve even more speed 3 .
Some users claimed that the left-hand mapping is not intuitive enough, having higher pitch on the left and lower on
the right. However, after receiving explanations on the guitar metaphor, the experienced guitarists agreed that their
fingerings were more comfortable than the opposite case.
Also, some users, especially with long fingernails, found
the button very difficult to pluck as they would on real instruments. This problem was mitigated by laying their fingers sideways, touching the screen with the side of their
fingers.
Through a simple user test, the presented interface has
been shown to a) reduce risks of making mistakes, b) add
additional expressiveness compared to conventional touch
screen buttons and c) slightly reduce the level of visual
dedication. Additionally, the multitouchable nature of plucking buttons and plucking gestures offer a certain level of
explorability, allowing new gestures to be developed and
used.
4. CONCLUSIONS AND DISCUSSIONS
In this research, a problem-solving type of design approach
has been used, by first setting up a problem, ”What risks do
touch screen devices face on stage?”, and seeking possible
answers. Searching answers has become the design process itself. Especially, the question ”Why do players accidentally touch the screen and make mistakes?” led to solving a gestural problem, resulting in incorporating plucking
gestures. In addition to plucking gestures, we believe that a
slight twist in conventional touch screen gestures can help
touch screens be even more reliable on live stages as an instrument, by mitigating the weak points that touch screen
interfaces have by nature. Additionally, user tests suggest
that new gestures can offer a chance of explorability, which
further enhances expressiveness and creativity with new instruments.
While three obstacles that touch screen musical interfaces
should overcome in order to become a fully reliable instrument (visual dedication, risk of making mistakes, and unrevealing interaction) have been presented in this research,
there must be more problems that remain unidentified by
researchers: problems that we already feel while using, but
not properly stated. Further research will include identifying additional problems, and applying those proposed solutions on instrument implementations. Additionally, we are
3 These additional gestures can be viewed at http://aimlab.
kaist.ac.kr/˜noshel/plucking2/
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currently devising a quantitative user test employing sensorimotor synchronization experiment methods to statistically access the usability and accuracy of the input methods described in this research.
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ABSTRACT
This paper details the development of Turnector, a control
system based upon tangible widgets that are manipulated
on the touchscreen of a capacitive touch device. Turnector
widgets are modelled on rotary faders and aim to connect
the user to parameters in their audio software in a manner analogous to the one-to-one control mapping utilised in
analogue studio equipment. The system aims to streamline
workflow and facilitate hands-on experimentation through
a simple and unobtrusive interface. The physical widgets
provide the users with the freedom to glance away from
the touchscreen surface whilst maintaining precise control
of multiple parameters simultaneously.
Related work in this area, including interaction design
and TUIs in the context of musical control, is first discussed before setting out the design specification and manufacturing process of the Turnector widgets. A number
of unique methods for widget detection, tracking are presented before closing the paper with initial findings and
conclusive remarks.
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are comparable, application specific control interfaces are
being lost. This has an effect on the way music is produced, resulting in composers reliance on auto- mated parameter control. The decline of dedicated tangible control
interfaces means that parameter automation is increasingly
drawn via a mouse and live, human input is being lost.
For years rotary faders have been widely adopted as a
means of parameter control inputs and therefore familiarity with them is ubiquitous. By combining the flexibility and capabilities afforded by touchscreen interfaces with
the precision provided by tangible controls, Turnector aims
to unite the tactility of a rotary faders with the two dimensional motions associated with touchscreens.

Figure 1. Turnector control system concept
1. INTRODUCTION
Touchscreens form the main interface mechanism for an
increasing number of portable electronic devices, but whilst
they respond to touch they typically rely solely on visual
cues to provide the user with feedback. These devices adequately provide a versatile, adaptable system for visualising and interacting with software in many situations, but
for precise musical control, performers are required to observe their device interactions closely due to the lack of
meaningful tactile feedback issued by the device.
Music performers, engineers and composers are growing
less dependant on dedicated synthesis and signal processing hardware and more reliant on general-purpose computer based based audio software. Technological and computational advances facilitate high quality, accurate approximations of analogue units using Digital Signal Processing (DSP), allowing composers and performers to work
entirely within a computer environment. Studio equipment, particularly mixing desks, usually provide individual controls for every parameter, and in turn demand a
large amount of space. Although the processing capabilities of general purpose computers and dedicated hardware
Copyright: c 2014 First author et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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2. RELATED WORK
2.1 Interaction design
The rotary fader is a well established tactile interface component which is frequently used adopted used to control
audio parameters. Their application in computer music
systems is often in the form of indirect manipulation, as
parameters governing digital audio processes are abstract
attributes that have no physical analogues [1].In the context of traditional acoustic musical instruments, the tonal
parameters are intimately connected with the interaction
mechanisms. With the introduction of digital controllers
music interfaces have become completely decoupled from
their control mechanisms [2] [3]. An example of this is
a MIDI keyboard controlling a synthesiser in which the
physical controls may be easily mapped to any of the parameters of synthesis.
2.2 Tangible User Interfaces (TUIs)
Tangibles that mimic existing control interfaces and widgets to exploit users’ preexisting knowledge to help acclimatise users to new systems. Creating an analogy to the
controls of music studio hardware affords instant familiarity with the new interface.
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The core principles of direct manipulation [4] are important to follow when designing a tangible interface. Utilising these principles enables understanding of the system to
be gained quickly and intuitively, which creates confident
users and reduces anxiety [4]. The direct manipulation of
virtual Graphical User Interface (GUI) parameters using
tangibles is just one layer of control. The virtual rotary
faders are indirectly controlling audio processes. Isotonic
devices [5], for example reacTable blocks [3], provide constant resistance and variable position and are well suited to
the control of GUIs based on direct manipulation [1].

2.3.5 Ion: Scratch2GO
Figure 2 also displays the recent Ion Scratch2Go [9] widget set, that provides tangible controls to be used on the
screen of an iOS device with compatible software. These
widgets are placed over virtual faders and jog wheels to
allow manipulation of the parameters. These widgets provide tactile feedback, and combined with TouchOSC [8],
create a stable control system. The main drawback of this
system is the inability to instantly alter the patch layout on
the device.
2.3.6 Mrmr

2.3 Comparable systems
2.3.1 CapWidgets
Kratz et al. [6] built and tested CapWidgets, capacitive
touch control widgets. Their user study, selecting scene
changes in video footage, showed that the CapWidget provided similar accuracy when compared to normal touchscreen control, but slower performance. It should be noted
that in a video production environment selecting frames using a small rotary fader is not typical, so may have affected
the results gathered.

A similar app to TouchOSC [8], in terms of musical control, is Mrmr [10]. This multi-platform application provides the user with a customisable wireless control system
that can be edited on the device itself. Mrmr [10] is an
open source project, so support and recognition of Turnector widgets could be implemented.

2.3.2 reacTable
reacTable [3] provides a model of synergy between music
and Human-Computer Interaction (HCI). The public response, ease of use and addictive interaction indicate future growth of this type of tangible interface. Jordá et
al. explore the differences between traditional music performance, where one musician affects the many nuances
of a single instrument, and laptop performances, where
the artist conducts higher level alterations affecting many
sounds simultaneously [3]. Although reacTable succeeds
in providing a meaningful interface it is impractical in for
many studio applications due to the computer-vision system and projector.
2.3.3 Squeezy
The tangible widget, Squeezy [7], developed by Wang et
al. demonstrates two methods of adding additional dimensions of input control to a location based touch device. Additional rotation and pressure sensitivity controls are provided through a squeezy ball placed on the surface of a
touchscreen. The paper also explains the requirement for
at least three touchpoints to detect 360 rotations.
2.3.4 Hexler: TouchOSC
TouchOSC [8], shown in Figure 2, is a customisable control system for iOS and Android devices. It facilitates easy
creation of a control interface through its TouchOSC Editor [8] desktop application. It is versatile but provides little
in the way of tactile feedback, meaning that without large
amounts of practice and coordination, the user must observe the screen to accurately and reliably adjust parameters.
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Figure 2. TouchOSC [8] customisable control system and
Scratch2Go [9] capacitive touch widgets

3. SYSTEM DESIGN
Turnector focuses on giving as much control and freedom
to the user as possible. This is done in a simple manner,
without becoming intrusive or distracting the user from the
task at hand. The use of tangibles provides tactile feedback, reducing the reliance on visual observation of their
interactions. When using an analogue mixing desk there
is generally a one-to-one mapping of interface controls.
Digital Audio Workstations (DAWs) provide all the functionality of an analogue system but lack the comprehensive
one-to-one physical control. DAWs possess many control
options, but they are hidden away within menus and subwindows. This abstraction can create a hindrance to the
creativity and workflow of composers or performers.
Gelineck et al. [11] discuss the need for better mixing
control systems to take full advantage of DSP in audio
production. In contrast to the system created by Gelineck
et al. [11], this project seeks to create widgets analogous
to the controls found on studio hardware but for use on
the surface of a touchscreen device. The main controls
found on hardware interfaces are buttons and linear or rotary faders. This project has focused on the development
of rotary faders as they are the most versatile when used
in conjunction with a touchscreen and provide the most dimensions of parametric control.
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into how this interaction could be simulated. As detailed in
Barrett and Omote’s article [14], iOS devices use projected
capacitance (pro-cap), more specifically mutual-capacitance
touchscreens which potentially allow for an unlimited number of contact points. When a finger touches or moves into
close proximity of the touchscreen, the user’s body capacitance is added to the Resistor-Capacitor (RC) network of
that part of the screen. This change in the RC network is
interpreted by the Integrated Circuit (IC) in the device to
calculate the coordinates of the touchpoint. To create tangible widgets that function on this type of screen, there are
a few options:
Figure 3. Turnector prototype widget in use

• Passive widgets that are made of conductive material to facilitate charge transfer when touched, in the
same way that a stylus does.

3.1 Design Specification
The design specifications for Turnector was as follow
• Multi-dimensional controls (3D) with direct, Oneto-one control mapping of parameters.
• Different distinguishable tangibles.
• Wireless communication to a computer system.
• Can be operated with device outside of central vision.
• Clear visual feedback.
Control Application
Equaliser
Mixer Channel
Compressor

X-axis
translation
Frequency
Pan

Y-axis
translation
Gain
Level

Rotation

Gain

Threshold

Ratio

Q
Aux. send

Table 1. Possible control configurations for musical applications.
Table 1 shows possible mappings for the three dimensions of control provided by Turnctor. The proposed mappings aim to mimic the typical movement of GUI or hardware interactions. The mixer channel example uses the
left-right movement of a widget to move a sound left or
right in the stereo field, the up-down movement to bring the
audio level up or down and the rotational input to control
an auxiliary send level (as is typical of large format desks),
in a similar manner to the sound stage control scheme discussed by Gelineck et al. [12].
The iOS platform was selected for the project as it is the
most popular platform [13] and Apple also has a well documented Software Development Kit (SDK). Figure 1 shows
a visual representation of how the Turnector system works.

• Active widgets [7] that utilise electronic systems to
alter the RC network.
• Passive Untouched Capacitive Widgets (PUCs) [15]
that facilitate charge transfer to another part of the
device itself.
Active widgets were dismissed early on in the development process due to the hardware complexity involved.
Experimentation thus began with conductive materials to
simulate touchpoints. Firstly, a stylus was investigated and
it was noted that the soft tip was not recognised until pressure was applied that increased the area of contact. Contact area was obviously a critical factor so an investigation into the smallest recognisable contact point was undertaken. Aluminium was machined to create different size
contacts for testing. This material was used as it is easy to
machine and is an adequate conductor. For the purpose
of the investigation, circular contact points were used for
ease of machining and because they approximately represent the elliptical contact shape of a finger. Contacts with
a diameter of 2-10mm (+/- 0.05mm) in 1mm increments
were created and tested on the screen. It was found that a
contact point smaller than 5mm diameter was not detected;
with the use of a screen protector a contact point of at least
6mm was required.

4. TANGIBLE DESIGN
To create the widgets, it was important to understand how
an iOS touchscreen functions. iOS devices are designed
to recognise finger contact, so an investigation was made
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Figure 4. Prototype widgets in a calibration jig.
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A software application was written to allow detection and
analysis of points, detailed in Section 5. To complement
the software prototype, hardware prototypes were also built,
at first by attaching styluses together in various two contact
point arrangements, and later three contact point arrangements. These provided confirmation that the system could
work but to further the development, more solid, refined
and adjustable widgets were constructed. A baseplate was
machined in aluminium along with three pairs of contact
assemblies that screw together through the baseplate, with
5mm diameter circular contact points. The design allowed
a range of geometrically different contact point arrangements to be created, without the need of tools or further
machining. A calibration jig, shown in Figure 4, was made
to allow accurate, reproducible arrangements to be configured. Some of the possible contact point configurations can
be seen in Figure 5. The position of the points, and therefore shape of the widget, allow the user tactile feedback to
differentiate between them without visual aid.

Figure 5. A possible design for a set of Turnector rotary
faders (conductive material in red, non-conductive in grey)
with contact points arranged using an 11 point polar array.
In the final iteration the shape of the rotary fader or other
tactile device will be used to allow differentiation between
the widgets, without the need for visual cues. The current prototype features contact points made from an Acetol based conductive polymer and an aluminium knob body
shown in figure 6.

low forward and backward compatibility. Apple’s gesture
recognition classes were trialled as a method for translating touch data into musical control data, but did not grant
the degree of flexibility and expandability required. These
classes allowed two points to be used to monitor the positional movements (XY) and rotation (Z) through an affine
transform, with the distance between the points giving the
tangible an ID. Using these methods meant that only a
small number of distinguishable tangibles could be created
before either the touchpoints became too close together to
be identifiable, or the widget size had to be increased. Another factor was that tangibles with contact points close
together provide less precise rotation tracking, due to inherent inaccuracies in touchpoint detection. This method
was sufficient to test the system but would not fulfil the
goal of creating an expandable elegant product.
5.1 Tangible Detection Algorithm
The tangible detection algorithm analyses touch location
data created when the contact points of the widget come
into contact with the touchscreen and the rotary fader is in
contact with the user.
Figure 7 helps to illustrate the algorithm. First, the contact points are detected. If the number of touchpoints is
three, then vectors between them are calculated. The magnitude of the vectors are compared with stored values and
if a match is found, a known tangible is detected. Once a
known tangible has been detected the circumcentre of the
3 points is calculated, this is taken as the centre of rotation and the centre for the GUI element displayed. One
of the contact points is then selected as the rotation reference point. The points are tracked, and a data stream of
XYZ values are created as the widget is manipulated on
the touchscreen; where X and Y are the Cartesian coordinates of the widget with respect to the screen and Z is its
rotation angle.
Touchpoint
Vector between touchpoints
Circumcentre
Rotation Reference
Rotation reference vector
Rotation
Circumcircle

Figure 7. Detection algorithm illustration

5.2 Control and Communication
Figure 6. Components of the current prototype widget
utilising conductive plastic contact points.

5. APPLICATION DEVELOPMENT
The application was developed predominantly in Objective C, using core frameworks from the Apple SDK to al-
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The XYZ values are scaled and offset to values between
0.0 and 1.0 to allow easy mapping onto other control ranges.
Next the values are translated into 14bit MIDI messages
ready for transmission. Control data is transferred using
core MIDI to allow ease of communication with standard
music systems. CoreMidi makes use of Zero-configuration
networking (Zeroconf),and is consequently quick and easy
to set up using only native OSX utilities.
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5.3 Feedback and Graphical User Interface
A minimal interface was employed to give easy to comprehend feedback without distracting the user from their
work. Turnector shares the visual design ideologies as reacTable [3], elegantly visualising information whilst avoiding any purely decorative elements. The core GUI elements are coloured arcs that are displayed around the physical widgets, as shown in Figure 1. Different widgets are
displayed with different colours. The XY position on the
touchscreen can be detected, tactilely, kinaesthetically and
visually. It is more difficult to determine the widgets orientation so the GUI is used to supplement the passive-haptic
feedback.
The GUI gives the user feedback from all three dimensions of control. An arc is displayed around the widget, its
centre position governed by the circumcentre of the widgets contact points and its angle controlled by the rotation
of the widget. The expanding arc exhibits obvious parallels
to rotary inputs seen in both hardware and software. Widget movements on the X axis alter the arcs opacity with
the radius of the arc affected by the Y axis. These subtle
feedback devices are designed to subconsciously reinforce
the user’s confidence in the system but without distraction
from their workflow.
6. RESULTS
Contact points of 6mm can accurately and reliably be detected. As the touchpoint circumcircle diameter is reduced
below 30mm the level of accuracy decreases due to precision errors in the touchscreen. With larger radii tangibles
begin to function as PUCs.
An initial user study was conducted in a quiet university
lab. Three widgets were mapped to separate bands on a
parametric equaliser. The X and Y coordinates mapped to
frequency and gain with rotation mapped to Q. The participants, who were already conversant with DAWs, were able
to understand and use the system in less than a minute.
7. CONCLUSION AND FUTURE DEVELOPMENT
This paper has presented Turnector, a widget based system
used to interface with a computer. The research of similar systems and observation of others using Turnector has
shown that tangible control systems are an effective tool
for HCI. The development of the widgets and application
has been successful, but requires user testing to determine
its effectiveness as a control interface.
The future of the project is focused on improving the
tracking algorithm to allow the use of multiple widgets simultaneously. New widget prototypes will also be developed with defined tactile differences for use in formal user
studies to enable reliable performance and usability data to
be gained.
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ABSTRACT
This paper describes Unisoner, an interface for assisting
the creation of derivative choruses in which voices of different singers singing the same song are overlapped on one
common accompaniment. It was time-consuming to create
such derivative choruses because creators have to manually cut and paste fragments of singing voices from different singers, and then adjust the timing and volume of every
fragment. Although several interfaces for mashing up different songs have been proposed, no mash-up interface for
creating derivative choruses by mixing singing voices for
the same song has been reported. Unisoner enables users
to find appropriate singers by using acoustic features and
metadata of the singing voices to be mixed, assign icons of
the found singers to each phrase within a song, and adjust
the mixing volume by moving those icons. Unisoner thus
enables users to easily and intuitively create derivative choruses. It is implemented by using several signal processing
techniques, including a novel technique that integrates F0 estimation results from many voices singing the same song
to reliably estimate F0 without octave errors.
1. INTRODUCTION
Derivative singings, cover versions of existing original
songs, are common in the age of digital music production
and sharing [1]. Many amateur singers sing a same song
and upload their singing voices to video sharing services.
Those derivative singings are called “Me Singing”, and 1.7
million “Me Singing” videos have been uploaded on a popular video sharing service YouTube1 , and 665,000 videos
have been uploaded on a Japanese video sharing service,
Niconico2 . These derivative singings make it possible for
people to listen to and compare voices of different singers
singing the same song. Since derivative singings are so
popular, many (amateur) artists have provided karaoke versions to make it easier to create derivative singings.
Some creators have started creating derivative works of
such derivative singings by mixing (mashing up) them
c
Copyright: ⃝2014
Keita Tsuzuki et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided

Figure 1. Relationship among original songs, derivative singings, derivative choruses, and listeners. Various
singers sing the same song to create derivative singings.
From these singings, derivative choruses are created.
Many listeners enjoy not only the original songs, but also
the derivative singings and choruses.

along with one common accompaniment. We call this type
of music derivative chorus. Figure 1 shows the relationship among original songs, derivative singings, and derivative choruses. Approximately 10,000 derivative choruses
have been uploaded on Niconico, and some derivative choruses have received more than 1 million views3 .
Derivative choruses are similar to Eric Whitacre’s “Virtual Choir”4 . Virtual Choir was created by mixing singing
voices that were purposely recorded and uploaded for this
collaborative choir. In contrast, though, derivative choruses simply reuse existing derivative singings that are not
intended to be mixed with other singings.
Listeners can enjoy derivative choruses in the following
ways:
Listen to different expressions of derivative choruses
Famous original songs tend to have several derivative
choruses. Even if the original song is the same, the
derivative singings used and their arrangement (the way
of mashing up them) are different in each derivative
chorus. Listeners can enjoy comparing such different
singings and arrangements.
Compare characteristics of singers Listening to several

the original author and source are credited.
3 A derivative chorus at http://www.nicovideo.jp/watch/sm5132988
has more than 1.9 million views.
4 http://ericwhitacre.com/the-virtual-choir

1

http://www.youtube.com
2 http://www.nicovideo.jp
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Figure 2. Overview of Unisoner and the interaction between user and Unisoner.
derivative singings at the same time allows listeners to
notice differences in singing style, vocal timbre, etc.
Discover favorite singers Derivative choruses give listeners a chance to discover singers they like from the
derivative singings used in the choruses. Some creators
of derivative choruses mash up derivative singings to
highlight their favorite singers.
Creators of derivative choruses can also enjoy the derivative creation.
It was, however, not easy to create derivative choruses.
First, it is necessary to extract singing voices from derivative singings by suppressing their karaoke accompaniments. Second, since the extracted singing voices are not
temporally aligned, it is time-consuming to synchronize
them with a karaoke accompaniment. Third, creators must
use a waveform-editing tool, such as Digital Audio Workstation (DAW), to manually cut and paste fragments of
singing voices from different singers.
We therefore propose an easy-to-use interface, Unisoner,
that enables end users without musical expertise to create
derivative choruses. Unisoner overcomes the difficulties
described above by automating the synchronization tasks
necessary for derivative choruses and providing intuitive
mixing functions. This work forms part of the emerging field of creative Music Information Retrieval (MIR),
where MIR techniques are used for creative purposes. In
this field, there have been interfaces for creating mashup music by connecting loops corresponding to musical
pieces [2], creating mash-up music automatically [3], and
creating mash-up dance videos [4], yet no interface for
derivative choruses has been reported.
In addition to Unisoner, we also propose a singing training interface that leverages various derivative singings.
Since amateur singers have difficulty improving their
singing skill, singing training interfaces, such as an interface to analyze a singer’s voice alone [5] and an interface
to compare two singing voices [6], have been proposed.
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Our training interface allows a user to compare his or her
singing with a wide variety of derivative singings by visualizing them. The user can choose a favorite existing
singing by using metadata such as the number of views
on a video sharing service, and compare the fundamental
frequency (F0 ) of the chosen singing with the F0 of the
user’s singing so that the user can sing more like the favorite singing.
Demonstration videos of Unisoner are available at
http://mmlab.cs.tsukuba.ac.jp/%7etsuzuki/icmcsmc14.
2. UNISONER: INTERACTIVE DERIVATIVE
CHORUS CREATION INTERFACE
Unisoner enables users to create derivative choruses easily,
and allows for the simultaneous listening of various derivative singings and derivative choruses. We assume audio
signals have been extracted from a set of desired videos on
YouTube or Niconico. We call the resulting audio signal
the accompanied singing, and the vocal audio signal after
vocal extraction (see Section 3) the suppressed singing.
2.1 Interface of Unisoner
Figure 2 shows an overview of Unisoner. Creators of
derivative choruses using conventional methods (e.g.,
waveform-editing tools) had to work hard to make derivative choruses, such as by cutting and pasting fragments of
suppressed singings or adjusting the volume of each suppressed singing. Unisoner provides users with an easy-touse interface to overcome these difficulties.
Unisoner displays each suppressed singing as an icon that
represents each singer (the singer icon). A user can assign each singing to phrases and adjust volume simply by
dragging and dropping singer icons. Moreover, musicsynchronized lyrics, given in advance, enable the user to
assign each singing to certain phrases easily.
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Comparison of waveform-editing tools and

The smooth assignment of each singing to phrases is
important for efficient creation of derivative choruses.
Unisoner dynamically synthesizes the chorus according to
the user’s operations. Thus, a user can check the output chorus instantly without stopping the music. The creation of derivative choruses in real-time with Unisoner can
be regarded as an example of active music listening [7].
Unisoner and standard tools are compared in Figure 3.
2.2 Three functions of Unisoner
Unisoner features the following three main functions.
1) Lyrics-based phrase selection Users must be able
to intuitively select desired phrases to efficiently create
derivative choruses. Phrase selection on conventional
waveform-editing tools is inefficient because it is difficult
to select correct phrases just by looking at waveforms. It
is, however, time-consuming for users to listen to each
fragment of singing. Unisoner can select and jump to the
phrase of interest by leveraging the song lyrics (marked ⃝
A
in Figure 2).
Users can divide a song into sections that include multiple
phrases and assign singings to sections. Operations related
to song lyrics and sections are illustrated in left figure of
Figure 2. In those operations, the copy-and-paste function
along with drag-and-drop is a unique feature of Unisoner.
Though waveform-editing tools can copy waveforms, they
cannot copy only information on the assigned singing and
the volume of each singing. This is clearly useful when a
user wants to use the same singing at the same volume on
a different section, such as when equalizing the assigned
singing on the first and second verse.
As a way to use clickable lyrics, skipping the playback
position [8] and selecting the position for recording [9]
has been proposed. However, selecting sections and enabling the user to edit derivative choruses based on lyrics
is a novel idea regarding the usage of clickable lyrics.
2) Real-time assignment and volume control of singings
using icons Waveform-editing tools enable music creators to adjust the volume of the left and right channels of
each suppressed singing in detail, but this becomes increasingly cumbersome as the number of vocal tracks increases.
Unisoner represents each suppressed singing as an icon (⃝
B
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in Figure 2), colored according to the estimated genderlikeliness of the singer (as explained in Section 3.5), so
the user can intuitively understand how each suppressed
singing is sung and how high the volume of each suppressed singing is. The overall volume of each suppressed
singing can be adjusted by moving the singer icon to the
front or back, and the volume balance between two channels can be adjusted by moving the singer icon left or right
on the stage (⃝
C in Figure 2). The balance between the left
and right channels is decided automatically so that the total
energy is evenly divided between the two channels.
These forms of volume control and the assignment of
singing to phrase using icons can be done in real-time
without stopping the music. The real-time assignment of
singings assists a user’s trial-and-error approach to creation. While waveform-editing tools do not allow editing
and listening at the same time, Unisoner lets the user seamlessly edit and listen to the output chorus, thus allowing
users to concentrate on the selection of singing to be assigned.
3) Sorting and filtering using metadata and acoustic
features The sorting and filtering of derivative singings
allow a user to explore thousands of derivative singings.
Unisoner can sort and filter derivative singings by acoustic features and metadata. Sorting criteria obtained from
acoustic features are the similarity of singing style and
voice timbre to focused singing. Criteria obtained from
metadata are the singer’s name5 , the number of views, and
the number of Mylists (“favorites” put by users). Filtering criteria are the gender-likeliness of singing and the key
difference from the original song, which are both obtained
from acoustic features. Acoustic features used in sorting
and filtering are explained in Section 3. These various
forms of sorting and filtering can be done by clicking a
button on Unisoner (⃝
D in Figure 2). This is a feature not
provided by waveform-editing tools.
2.3 Typical use of Unisoner
By clicking the lyric (⃝
E in Figure 2), a user can change
the current playback position to focus on a certain section. A suppressed singing will be added to the specified section of choice by dragging-and-dropping the corresponding singer icon (⃝
F in Figure 2). The volume of each
singing can be adjusted by moving the singer icon. For
creation of derivative choruses with specific features, such
as a derivative chorus with only male singers, the filtering
and sorting functions are essential. The Auto button (⃝
G
in Figure 2) can be employed when the user lacks a creative spark. Unisoner automatically divides the song into
sections and randomly assigns singings into each section
when the Auto button is clicked.
2.4 Application of a derivative chorus into singing
training
Unisoner can also be used for singing training; since most
of the singings are sung in the same musical structure,
5

Uploaders’ names are currently used for substitute of singer’s name.
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Figure 4. Screenshot of the proposed singing training interface.
singers can learn how to sing a song from an existing
derivative singing. A proposed singing training interface
(Figure 4) utilizes various derivative singings of the same
song as a reference to help users recognize their singing
characteristics, which is important for improving singing
skill. To achieve this, visualization of the F0 of singing
voices is effective. Conventional singing training interfaces [5, 6] also visualize the F0 of a singing voice for
training. Our proposed interface visualizes F0 of the user’s
singing, F0 of various derivative singings, and the overlapped F0 of thousands of singings at the same time.
Because many derivative singings have been uploaded
on the Web, recommendation of an appropriate derivative
singing is necessary to find a good set of references. Our
proposed singing training interface recommends based on
the similarity of singing style and vocal timbre, and shows
the number of views and the number of Mylists for the referred singing. With recommendations regarding both timbre and style, users can use metadata to predict how their
recording will be ranked when uploaded. With the voice
timbre recommendation, users can know what kinds of
sound are currently popular. Recommendation regarding
voice timbre also enables users to compare singing styles
to improve their singing skills. By comparing his or her
singing to similar singing, the user can more easily imagine how it will sound when they sing in a different way.
This will help users widen the expression range of their
singing.

Figure 5. Comparison of F0 of basis singing, that of reference singing, and overall F0 of all singers. F0 of basis
singing differs from that of both reference singing and the
majority of all singers.

lines. The more singings sung with that F0 in that time
frame, the darker the overall contour becomes.
Selection of reference singing Candidate singings
which are close to the selected singing with respect to certain criteria are displayed on the right-side buttons (⃝
C in
Figure 4). Users can select a reference by clicking these
buttons, after which the F0 of the reference is indicated by
the blue line (⃝
B in Figure 4). When the play button (⃝
D
in Figure 4) is clicked, the basis singing is played from the
left channel, with the reference singing played from the
right channel.
Selection of criteria for recommendation The criteria
for recommendation can be changed by clicking the upper
right buttons (⃝
E in Figure 4). Users can select the recommendation criteria from the similarity of voice timbre,
calculated from the Mel Frequency Cepstral Coefficient
(MFCC), the similarity of singing style, calculated from F0
and ∆F0 , and the overall similarity, which includes all of
these (methods to calculate these similarities are described
in Section 3.4). Moreover, users can filter the recommendation results by the number of views, enabling comparison between a user’s singing and references which are both
close to the user’s singing and popular.
2.4.2 Recognizing the specialty of a user’s singing voice
using the proposed interface

2.4.1 Operation of proposed singing training interface
The singing training interface can be used by the following
steps. This interface helps users recognize their particular
singing specialty by comparing various derivative singings
which are similar.
Selection of basis singing A user selects the singing that
will be used as a search reference. The user can click buttons on the left side of the display (⃝
A in Figure 4) or can
drag and drop a file with data on their singing. The number
of views and Mylists are displayed on buttons. F0 of the
selected singing (the “basis singing”) is indicated by the
red line in the center (⃝
B in Figure 4). In addition, overlapped F0 lines of all singing examples are shown in black
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By visualizing a particular F0 contour, a user can easily
see the differences between singings and can get an idea
of how to sing by listening. In a situation such as that of
Figure 5, the red line (the user’s singing) and blue line (reference) are clearly different. Comparing these two lines
and the black lines in the background, it is apparent that
the blue line is closer to the area where the black lines are
concentrated (the dark black area). Since black lines indicate the trend in F0 , it can be said that this user’s singing
differs from that of the majority of singers. This enables
understanding of deviations from the norm in this singing
example. After this analysis, the user can listen to the reference and practice singing to adjust the pitch.
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the key difference is first estimated with broad time resolution, after which the time delay is estimated at a finer
resolution. The first estimation is done with a hop time of
100 ms, and the second estimation is done with a hop time
of 62.5µs or 1 sample.

Figure 6. The preprocessing flow. Derivative singings are
collected from the Web and resampled into 16 kHz signals.
The key difference and time delay from the original singing
are then estimated. Last, accompaniments included in the
derivative singings are suppressed.
3. IMPLEMENTATION OF UNISONER
We implemented Unisoner by developing a new F0 estimation method that utilizes various derivative singings of
the same song. Unisoner is also based on verious methods, such as karaoke accompaniment suppression, similarity calculation between suppressed singings, and genderlikeliness estimation of suppressed singings.
In Unisoner, all accompanied and suppressed singings are
sampled at 16 kHz, and they are monaural. We assume that
the karaoke accompaniments used in derivative singing are
given, because these are open to the public in many cases6 .
3.1 Songs and data used in Unisoner
We chose an original song that has the largest number
of derivative singings in Niconico7 . We collected videos
of those derivative singings as well as the karaoke version of the original song. 4,941 derivative singing videos
were collected from Niconico in total, and the numbers of
views and Mylists attached to each video were also collected. However, the collected singing videos included
some videos which were inappropriate for analysis, such as
remixed songs of the original song. We filtered out singing
videos that were more than 15 seconds shorter or longer
than the original song to avoid this problem. As a result,
4488 derivative singing videos were used for Unisoner and
the signal processing described below.
3.2 Preprocessing
The estimation of key and time differences from the original song and the suppression of karaoke accompaniments
make up the preprocessing steps in Unisoner. These steps
are illustrated in Figure 6. For computational efficiency,
6 Hamasaki et al. reported that many VOCALOID song writers publish karaoke versions of their songs [1], for example.
7 A song at http://www.nicovideo.jp/watch/sm15630734 are chosen.
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Key difference and rough time delay estimation The
key difference from the original singing is estimated by
calculating the two-dimensional cross correlation of a
log-frequency spectrogram of accompanied singing and
karaoke accompaniments. This calculation has to be done
in two dimensions because the differences of both key and
time have to be calculated simultaneously. Log-frequency
spectrograms, calculated by getting the inner product with
a windowed frame, are used because the differences in
keys will be described as linear differences by using logfrequency. We use a Hanning window of 2,048 samples
and a hop size of 1,600 samples. The log-frequency spectrogram is calculated in the range of 1 to 128 in MIDI note
number (8.7 to 13289.7 Hz) and 1 bin is allocated for each
note number. The MIDI note number fM can be calculated
by the following equation when fHz is the frequency in Hz:
(f )
Hz
fM = 12 log2
+ 69.
(1)
440
The estimation result is limited to between ±6 MIDI
notes of the original song. Note that many singers sing
the exact same melody as the original, and that our method
is invariant to octave choice by the singer. Compared to the
hand-labeled key difference, 96 out of 100 singing samples
were estimated correctly. There were 50 singing samples
with a key difference and the other samples were in the
same key as the original song. Pitch-shifted karaoke accompaniments are used for the following preprocessing on
accompanied singing with a different key. Audacity8 is
used to make pitch-shifted sound.
Estimation of precise time delay The time delay between accompanied singing g1 (t) and karaoke accompaniment g2 (t) is estimated in samples using the cross correlation function ϕ(τ )
∑
ϕ(τ ) =
g1 (t)g2 (t − τ ),
(2)
t

where t and τ represent samples. By shifting each accompanied singing by τ ∗ samples, which maximizes ϕ(τ ) as
follows
τ ∗ = argmax ϕ(τ ),

(3)

τ

the start time of all accompanied singings can be snapped
to match the karaoke accompaniments. τ ∗ is limited to a
range of ± 0.05 seconds of the roughly estimated delay
calculated in the previous step.
The median difference between hand-labeled samples
and the estimated time delay in the 100 singing samples,
where the same samples are used as for the evaluation of
key difference, was 0.0346 seconds.
8

http://audacity.sourceforge.net
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Suppression of karaoke accompaniments Karaoke accompaniments in accompanied singing are suppressed by
spectral subtraction [10]:
{
0
(H(ω) ≤ 0)
S(ω) =
(4)
j arg X(ω)
H(ω)e
(otherwise),
H(ω) =

|X(ω)| − α|W (ω)|,

(5)

where X(ω) and W (ω) are spectrals of the accompanied
singing and karaoke accompaniments. α is a parameter,
describing the weight for subtracting the karaoke, and j is
the imaginary unit.
The quality of suppressed singing is sensitive to the
choice of α. Thus, an appropriate α for each accompanied singing must be estimated before suppression. To determine α, the karaoke accompaniment is temporarily suppressed with α = 1, and non-vocal sections are estimated
from the result of suppression. These sections are classified as an area where power is lower than the pre-defined
threshold (average power of the full mix). Power is calculated with a Hanning window of 1,024 samples, FFT with
2,048 samples, and a hop size of 512 samples.
After estimation of non-vocal sections, karaoke accompaniment is suppressed on the longest non-vocal section for
each α, which increases by 0.1 from 0 to 5. Minimum α,
where the power of singing after suppression is lower than
the threshold, are treated as an appropriate α for accompaniment suppression of the whole song. 1% of the power
of singing before suppression is currently used as a threshold. Note that |S(ω)| tends to be smaller in the non-vocal
section than in the vocal section, no matter what α is, because accompanied singing and karaoke accompaniments
have almost the same signal in a non-vocal section. To
determine α and suppress karaoke accompaniment, a Hanning window of 2048 samples, FFT calculated with 4096
samples, and a hop size of 1024 samples are used.
3.3 F0 estimation method integrating various
derivative singings
An effective F0 estimation method for suppressed singing
is needed to enable sorting according to a singers’ singing
style. We used the SWIPE algorithm [11] as a base method
for F0 estimation. It is calculated with a time resolution of
10 ms and frequency resolution of 0.1 MIDI notes.
Though SWIPE is a highly precise method, estimation errors sometimes occur (such as in the upper plot of Figure 7)
when it is applied to suppressed singing. In this research,
we propose an F0 estimation method that leverages various derivative singings. We assume that even if each estimation result includes some errors, the trends appearing
in results will be close to the true F0 value. If this is true,
the precision of the F0 estimation should be improved by
searching for the most feasible value around the trend. This
method for estimating the range of estimation is an important method for improving estimation efficiency, and can
also be applied to other F0 estimation methods.
Range estimation of F0 In Figure 8, ⃝
A shows the distribution of F0 values for each suppressed singing. The majority of estimation results are concentrated within a nar-
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Figure 7. Upper: F0 of suppressed singing from estimation in SWIPE (red line). Lower: Estimated F0 of suppressed singing using the proposed method (blue line).
Black lines in both figures show the range of results determined from the trend of F0 illustrated in Figure 8 and
used in the proposed method. Variance in the estimated
result was reduced by properly determining the estimation
range.
row range of values (indicated by the white lines). Two
peaks are shown in the figure, and these peaks can be considered as the F0 of singings sung like the original song (±
octave errors). This result suggests that reliable F0 estimation can be done for each singing by integrating various F0
estimation results.
In Figure 8, ⃝
B shows a histogram of the first 0.1 seconds
of ⃝
A . Peaks at MIDI note numbers 50 and 62, which have
a 1 octave difference, can be observed. Assuming that the
true F0 value of each suppressed singing is near the trend
(peak), we regard the most frequently appearing F0 , considering the 1 octave difference, as the mode F0 of that
frame. The mode F0 can be calculated by adding the number of occurrences of an F0 value and the occurrence of
F0 values that are 1 octave (12 note number) lower than
that F0 from the lowest to the highest (sum of ⃝
B and ⃝
C
in Figure 8), and then selecting the F0 value that has the
maximum sum (62 in ⃝
D of Figure 8).
Re-estimation of F0 F0 for each frame is re-estimated
by limiting the estimation range around mode F0 after calculating mode F0 in every frame. However, it is possible
that derivative singings may be sung 1 octave higher or
lower than the original (for example, when a male singer
sings a song originally recorded by a female singer). To
counteract this, the distance between the F0 value of the
first estimation and mode F0 , mode F0 + 1 octave, and
mode F0 − 1 octave are calculated. This distance, D, between the estimated F0 and mode F0 is then calculated by
∑√
D=
(f0 (t) − fmode (t))2 ,
(6)
t

where t is an index for the time frame, f0 (t) indicates the
estimated F0 , and fmode (t) indicates mode F0 .
In re-estimation, ± 3 semitones from the selected candidates was used as the estimation range. Properties such
as time and frequency resolution were same with those for
the initial estimation. The lower plot in Figure 7 shows the
re-estimated F0 , with the black lines showing the estimation range. Comparing the estimations, we can see that the
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This method is based on the technique used in Songrium
[1]. Songrium uses ∆F0 and LPMCC (mel-cepstral coefficients of LPC spectrum) from reliable frames [14] as
a feature for SVM. Unisoner, however, uses MFCC as a
feature, since MFCC is a common feature for gender estimation [15] and its usefulness in gender recognition tasks
of speech has been verified [16].
3.6 Chorus synthesis
Unisoner dynamically synthesizes a derivative chorus according to the assignments of singings to sections. The
location of a singer icon in the interface determines the
volume.

Figure 8. A: Distribution of F0 values 0 to 5 seconds after
prelude. The estimation results from 4488 singings were
used for this figure. A sharp peak surrounded by a white
line can be seen in each time frame. B: Histogram of the
appearance of the F0 value in the first 0.1 seconds of Figure A. Two peaks separated by the distance of a 12 note
number can be seen. C: Histogram of Figure B shifted by
12 notes (1 octave). D: Sum of Figures B and C. Mode F0
is an F0 value with maximum sum.
variance of the estimated result has decreased from that of
the initial estimation.
3.4 Similarity calculation method between singings
To sort acoustic features (Section 2.2), we calculate the
similarity between the suppressed singings by using the
Earth Movers Distance (EMD) [12] between their Gaussian Mixture Models (GMMs).
Voice timbre similarity MFCCs were used as a feature.
The frame length was 25 ms and the hop time was 10 ms
for the calculation. The lower 12 dimensions, excluding
the DC components, were used.
Singing style similarity F0 and ∆F0 were used.
Overall similarity MFCC, F0 , and ∆F0 were used.
3.5 Gender-likeliness estimation method for
derivative singing
Each singer’s gender-likeliness is estimated from the estimated probability of a two-class (male- and female-class)
Support Vector Machine (SVM) [13]. Unisoner sets the
color of the singer icon according to the estimated probability of each class. 12–dimensional MFCCs are calculated using a 25-ms frame length and a 10-ms hop time.
MFCCs and ∆F0 from 30 singings of another song (15
male, 15 female) are used for training. The male- and
female-likeliness are calculated by taking the median of
the estimated probability over all frames in each class. The
duration between the beginning of the first verse and the
end of the first chorus is regarded as a vocal section and
used for both training and estimation.
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Determination of overall volume Overall volume is
first calculated. The bottom-right area of the Unisoner
display resembles a stage with two-step stairs and a user
can place each singer icon on the stage (Figure 9) to assign each corresponding singing to a section and adjust the
volume of the singing. The overall volume of suppressed
singings located on the rear step is multiplied by 0.5, so the
volume of singings located on the rear step becomes lower
than that of singings on the front step. Let the waveforms
of suppressed singing S be s(t). The adjusted waveforms
s′ (t) are then calculated as
{
s(t)
(S locates on front step)
(7)
s′ (t) = 1
s(t)
(S
locates on rear step).
2
Determination of angle for panning The angle for panning each suppressed singing is then determined. When N
singer icons are located on the same floor and a singer icon
of suppressed singing S is the m-th singer icon from the
right (from the user’s view), the localization angle θ of S
is determined by

m

 N +1 π (N ̸= 1 and S is on 1st floor)
θ = m−1
(8)
N −1 π (N ̸= 1 and S is on 2nd floor)


π/2
(N = 1),
where θ takes the range [0, π], as shown in Figure 9. This
equation was designed to locate singings on the front step
near the center, and to make the number of singings equal
on the left and right sides.
Determination of final volume Last, the waveforms of
left and right channels, s′L (t) and s′R (t), are determined
from s′ (t) and θ as follows:
θ
θ
s′L (t) = s′ (t), s′R (t) = (1 − )s′ (t).
(9)
π
π
3.7 Other data needed for implementation
A map between the lyrics and the waveform of suppressed
singing, used for lyrics-based phrase selection (section
2.2), and timing for dividing the song, used for automatic
synthesis of the chorus (section 2.3), are needed to implement Unisoner. These data are currently prepared by the
user, although the application of existing techniques such
as lyric alignment [8] or chorus detection [17] could make
these user tasks unnecessary in the future.
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4. DISCUSSION
Unisoner was designed for users unfamiliar with the creation of music or software for creating music (such as
waveform-editing tools). Because each derivative singing
is itself a complete music piece, derivative choruses are
guaranteed to be lower-bounded in quality. Thus, derivative choruses are well suited for users who are learning
to create music using our interface. Unisoner can also
be considered an Augmented Music-Understanding Interface [18], since one function of derivative choruses is to
support the analysis of singer characteristics.
Derivative singings can be regarded as a kind of open
database of cover songs. There are several databases
for cover songs, such as the SecondHandSongs dataset9 ,
which are linked to the Million Song Dataset [19]. An advantage of derivative singings compared to the usual cover
songs is that most derivative singings of a song are sung in
the same tempo and the same musical structure as the original song. Thus, they are useful for examining how people
listen to songs or what makes songs more appealing. Signal processing techniques for derivative singings, such as
those introduced in this paper, may have a potential as a
basis of such examination.
5. CONCLUSIONS
In this paper we proposed Unisoner, which enables a user
to easily and intuitively create derivative choruses by simply dragging-and-dropping icons. Another key feature of
Unisoner is phrase selection using lyrics. Unisoner should
improve the efficiency of creating derivative choruses compared with using conventional waveform-editing tools. To
realize Unisoner, several signal processing methods have
been implemented. Among these methods is a new F0 estimation method that improves precision by considering the
trend of each singing’s F0 . Even though each F0 contains
some errors, our method is able to overcome those errors.
In our future work, we will continue to improve the precision of each signal processing method and interface for
utilizing derivative singings. For example, we will consider the use of features other than ∆F0 or MFCCs for
estimating the similarity between derivative singings.
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ABSTRACT
This paper presents recent developments in interface design for the diffusion performance paradigm. It introduces a new custom-built iPad application tactile.motion,
designed as a performance interface for live sound diffusion. The paper focuses its discussion on the intuitive
nature of the interface’s design, and the ways it aims to
increase expressivity in spatial performance. The paper
also introduces the use of autonomous behaviors as a way
to encourage live control of a more dynamic spatial field.
It is hoped that this interface will encourage new aesthetics in diffusion performance.

1. INTRODUCTION
The ascendance of the new interfaces for musical expression (NIME) community has encouraged electronic musicians from all areas to question the performance interfaces they use. Many performers are rejecting traditional
interfaces and designing their own tools for performance.
In the last ten years the paradigm of diffusion performance has been greatly influenced by this trend. Traditionally, diffusion concerts are performed on a mixing desk
or version thereof, with each fader mapped directly to the
gain of a speaker, or group of speakers. Recently many
diffusion artists have being experimenting with designing
and performing on a range of new interfaces, these interfaces have often afforded a greater range of spatial trajectories. In light of this a new branch of the diffusion paradigm has emerged, focusing on designing interfaces for
increased spatial expression and intuitive relationships
between performative gesture and spatial output. This
paper presents a new contribution to this field.
The paper begins by identifying previous developments in the field of interface design for diffusion performance. There is a focus on significant multi-touch
interfaces for both touch tables and mobile devices. It
then goes on to introduce tactile.motion, a new performance interface designed specifically for diffusion performance. The basic functionality, special features and
wider spatialisation system are all discussed. Section
Four discusses the increasing use of autonomous behaviors in diffusion systems and the way tactile.motion intuiCopyright: © 2014 First author et al. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited .
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tively incorporates these behaviours. The fifth section
looks at how tactile.motion is used in a performance environment. The paper concludes by proposing future directions for tactile.motion.

2. RELATED WORK
There have been many new interfaces designed for diffusion performance, particularly in the past decade. A great
number of these interfaces focus on the gestural relationships between the performer and the space. Multi-touch
devices have emerged as an expressive and intuitive platform for electronic music performance throughout the
wider performance field.
The use of multi-touch platforms as a user interface in
spatial rendering has been explored by a number of research teams. MTG’s Multi-touch Interface for Audio
Mixing [1] was developed for the Reactable [2] as a
graphical control interface. Spatial positioning of an
audio file is possible in either stereo or surround space.
The interface is designed as a studio-mixing tool and affords control of many parameters of the mixing process
including reverb and E.Q. Spatial aspects of the interface
are present however, they are only one feature and dynamic spatialisation is not the primary goal of this interface. Evaluations of the user interface presented in [1]
suggest that interacting directly with a multi-touch system is an intuitive way to control musical parameters.
A further graphical interface for studio mixing was
presented in [3]. In a similar way to the first, this system
focused on creating a more intuitive environment for
audio mixing to occur. There was a focus on the use of
tangibles as well as direct touch control, and specifically
in this case on smart tangibles. The concept most relevant
to diffusion interface design that is incorporated by both
studio-mixing environments is that of the stage view.
Originally proposed by Gibson [4] the stage view differs
from the more traditional channel-strip view that was the
common form for both studio mixing and diffusion performance environments. With the stage view, the user
interacts directly with a graphical representation of the
stage and a sounding object within. For diffusion interface design this same concept is easily adapted to have
the performer interact with a representation of the concert
hall, or the speaker array. The tactile.motion interface
presented in this paper extends the concept of the stageview to the diffusion performance paradigm.
The SoundScape Renderer was first introduced in 2008
as a spatial rendering system running on a touch table [5].
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Since then the SoundScape Renderer has been ported to,
and is available for, Android [6]. The system is capable
of higher-order ambisonic, binaural or VBAP rendering.
Unlike the first two mixing-based applications presented,
the SoundScapeRender is specifically designed for interfacing with higher-level spatial scenes, however was still
conceived as a rendering and collaborative interactive
installation tool rather than a performance interface.

3. TACTILE.MOTION
The interfaces previously discussed proved the multitouch environment affords sufficient expressivity and
warranted further and more specific development for the
live diffusion paradigm. tactile.motion is a new performance interface, currently under development by the
authors. The application was initially conceived as a mobile version of the author’s previous work, tactile.space
[7] developed for The Bricktable [8]. One of the main
goals in porting to the iPad was to increase the accessibility of the user-interface. Running tactile.space involved
extensive and somewhat expensive hardware, calibration
of open source tool Community Core Vision1, compiling
the main application built in Processing, and manually
loading audio files into a custom built Max Patch. This
process took valuable time and expertise, significantly
restricting the number of performers and institutions able
to use the interface. Now running on the iPad, tactile.motion requires no calibration, is not affected by
stage lighting, can be used by novice performers and will
soon be available for free download from the Apple App
Store. The iPad has a much lower cost than a touch table,
and many people may already own the device. It is hoped
that these factors, as well as new features, will ensure that
the new app is much more accessible to a wider audience.

in this way creates an intuitive and easily learned diffusion interface. There is no limit to the number of audio
objects that may be moved simultaneously. The user is
able to perform any number of complex trajectories in
real time simply by tracing the desired trajectory on the
screen. The high frame rate, smoothing algorithms and
accurate touch detection afford the user a remarkably
natural feeling when dragging an object.
The audio objects position is calculated in polar coordinates, in relation to the centre of the speaker array. The
data is then sent over an ad-hoc network hosted by the
computer, to be received by a custom built Max/MSP
patch. The OSC [9] protocol was chosen for sending the
data due to its flexibility and ease of use. The full spatialisation system is displayed diagrammatically in Figure
2.

3.1 Basic Functionality
Figure 2. System Overview

Figure 1. tactile.motion basic GUI

In its most basic form, tactile.motion (shown in Figure 1)
allows a user to drag a visual representation of an audio
file, an ‘audio object’, around the screen and place it
within a speaker array. The positioning of audio objects
1 ccv.nuigroup.com

tactile.motion communicates with the custom built Max
Patch over a wireless network. The computer running the
Max patch hosts the network. The user can connect to the
computers network through the standard Settings menu
on the iPad. The patch then broadcasts itself as an available OSC service via Apples Zero Config protocol, Bonjor. The settings page of tactile.motion displays a list of
the names of available services and the user selects the
Max patch. On selection of the service the application
retrieves the services address and port information and
uses them to send the out going data. The Bonjor system
was chosen because of its ease of set-up for the user. The
user needs no prior knowledge about the network or the
address and port information and they are not required to
input any of this data themselves. Instead they simply
select ‘tactile.motion host’ from the list of available services and the application handles everything else.
In designing the OSC protocol the aim is to make it as
generic as possible. The authors are currently developing
a number of other diffusion performance interfaces and
are aiming to create a modular spatialisation system,
where any part of the system can be interchanged for an-
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other. The protocol used must be common amongst all
user interfaces, and be intuitive enough to be incorporated into other spatialisation systems. The OSC messages sent when and audio objects position is updated are
as shown in Figure 3.

Figure 3. Example of OSC message, the distance is in
metres and the theta in radians

Figure 4. Spin motion trajectory

4. AUTONOMOUS BEHAVIORS
One of the ways new diffusion systems work to increase
expressivity is to add a palette of predetermined trajectories that can be set in motion during performance. One
popular direction is to implement common motions from
particle system behavioral patterns such as those introduced by Kim-Boyle [10] and apply them to spatial
movement.
In a traditional diffusion set up, with a mixing desk as
user interface, many desirable spatial trajectories are extremely difficult to perform. Some systems through the
late 90s began to introduce a capability of triggering circular motions [11] and other spin based trajectories. Spin
based trajectories are one area that was particularly difficult to achieve in real time, with the standard configurations of a mixing desk. There are a number of examples
of systems that allow the performer to trigger and control
these trajectories [12], [13], however at this point the
triggering has mostly occurred manually, and the behaviors are controlled by inputting parameters directly into a
computer, or through a mixing desk.

In order to be recognized as a spin motion the object
must be moved at a constant rate and remain at a relatively constant distance from the centre point. If the object deviates from an ideal circles path too much it will be
considered a standard ‘drag motion’. If the velocity
changes to dramatically throughout the motion it will not
be recognized. Once the motion is recognized the system
deciphers the average velocity with which it was drawn
and uses that velocity to continue the motion. The object
continues along the path spinning around the centre, in
the circular motion until the user double taps it, causing it
to stop2.
4.2 Drift Trajectories
The spin-based trajectory is the first gestural triggered
motion implemented by tactile.motion. At the time of
writing a drift motion is under development. This motion
uses similar algorithms to the circle recognizer in order to
determine if the objects trajectory follows a straight path
towards the speaker array (as shown in Figure 5).

4.1 Spin Trajectories
Tactile.motion aims to build on the concept of triggered
autonomous motion, but also to add a performative element into the process. In order to do so, tactile.motion is
able to recognize specific gestural trajectories on the iPad
and translate them into spatial motion. For example dragging an audio object in a circular motion (shown in Figure 4) around the sweet spot triggers a spin-based trajectory.

Figure 5. Drift motion trajectory
2 The double tap to stop is currently in trial mode to test if the gesture is intuitive.
Stopping the autonomous motions may change in the future.
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There are two proposed implementations of the drift motion, one being a straight drifting path be it vertical, horizontal or angular. The other is a for a ping-pong like effect that would ricochet off the edge of the speaker array
and continue to do so as it makes its way throughout the
space.
A number of other autonomous behaviors derived from
particle systems are planned for tactile.motion such as a
random walker function and an attractor function. Also
planned are the capabilities to group audio objects and
have them be moved together, or respond to behaviors
simultaneously. It is believed that the addition of these
behaviors, whilst keeping their triggering and control as
gesturally intuitive as possible, will encourage an increasing expressive range in diffusion performance.

5. PERFORMANCE USE
Performing with tactile.motion creates a very different
experience to a traditional diffusion concert. The mixing
desk exhibits a problematic coupling of gesture to sonic
output. This can leave the audience without a clear indication of ways the performers actions affect the sound.
The mapping of vertical faders directly to speaker gains,
and the configuration of the faders greatly influences the
potential trajectories. With the tactile.space interface the
performer is manipulating phantom source positions
rather than speaker gains. The ease of moving a sound
source exhibited by the interface encourages the performer to more actively create a dynamic sound field.
This affords performers with a new range of potential
trajectories, and spatial aesthetics.
The interface was featured in a piece called fine.tones.
The main spatial concept of the piece was to have sine
tones ‘chasing’ each other around the space. Slowly ascending and descending sine tones were moved slowly in
a circular motion around the audience with the velocity of
motion slowly increasing throughout the piece. With tactile.motion the circular movement was simple and gesturally intuitive to perform live.
Feedback from performers using the interface has so
far being positive. A full user study is scheduled to take
place later in the year where a group of around twenty
acoustmatic composers will perform with and evaluate
the interface and their experience using it.
As discussed in section 3.1 tactile.motion is designed
with enough modularity to be incorporated into any diffusion system. However, there is also a custom Max patch
that has been developed along side the application as its
audio driver. The patch uses a Vector Base Amplitude
algorithm [14] to decipher and implement gain factors for
each speaker in order to create phantom source positions.
The patch can take up to 8 audio inputs, either live or
audio files and works with up to 16 speakers. The patch is
also designed with the goal of modularity, therefore
whilst these values are the current ones it would be a very
simple process to add a capability of more speakers, or
inputs. The current design focus is on increased communications between the patch and the app to further reduce
set up times and reduce the expertise needed to run the
system.

6. CONCLUSIONS
The use of multi-touch user interfaces in music performance has widely been received by the community. Artist
driven developments of these interfaces have led to them
being able to significantly increase the expressive range
within sub-fields of electronic music. Recent trends in
diffusion practice have embraced the design of new interfaces for performance. The new tactile.motion interface
aims to encourage diffusion performers to more actively
engage with phantom source positions in the space. The
ability to freely move audio objects around a speaker
array means that complex spatial trajectories can be performed with ease and encourages performers to do so.
The addition of intuitively triggered autonomous behaviors further increases the aesthetic potential and allows
the performer to dynamically control a much larger number of sound sources at once.
At the time of writing the application is already actively being used for performance. Many future developments are proposed some of which were outlined in section 4.
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ABSTRACT
This text describes the implementation of Ambisonics as
user defined opcodes (UDOs) for Csound. The presented
package of UDOs includes a basic encoder and a decoder
up to 8th order, an encoder with distance correction, an
in-phase decoder, opcodes for the two-dimensional
equivalent of Ambisonics for any order, opcodes for Ambisonics equivalent panning (AEP) and several utilities
such as coordinate converters, Doppler effect and more.
Finally the usage of the UDOs is explained in some examples.

1. INTRODUCTION
Ambisonics is a technique for three-dimensional sound
recording, rendering and storage. The fundamentals of
Ambisonics were developed in the 70es by M. A. Gerzon
[1]. In the first decade of the 21st century the theory has
been enhanced and formulas for encoding and decoding
have been published (see e.g. J. Daniel, 2003 [2], [3] and
[4, pp. 438]). A short introduction into the principles of
Ambisonics is given in Chapter 2. The presented Csound
UDOs include in-phase decoding [2, p. 186], distance
encoding (discussion and references for example in [5]
and [6]), a two-dimensional equivalent to Ambisonics [2,
p. 153] and Ambisonics equivalent panning AEP [7][8].
Not yet implemented are near field compensation [3],
hemispherical encoding and decoding [9], decoding for
not-ideal loudspeaker arrangements [10], and more.
There have been different reasons to realize Ambisonics UDOs for Csound. The Csound opcodes bformenc1
and bformdec1 only support Ambisonics up to 3rd order,
no enhancements and variations are implemented and
decoding is restricted to a few standard speaker setups.
Ambisonics is not easy to understand and to use. Thus I
decided to write an introduction for the FLOSS manual
[11] where theory, implementation and application are
demonstrated step by step. The Csound UDOs are written
in Csound language and can be understood and expanded
by non-programmers without recompiling Csound.
The UDOs are saved in the text files ambisonics_udos.txt, ambisonics2D_udos.txt, AEP_udos.txt and
utilities.txt and can be downloaded together with the
Csound examples from the ICST homepage [12].

Copyright: © 2014 First author et al. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.

2. PRINCIPLES OF AMBISONICS
Ambisonics is a surround-system for encoding and rendering a three-dimensional sound field. In Ambisonics
the position of a virtual sound source is encoded together
with the sound itself in a multi channel sound file, the socalled B-format which is independent of the speaker setup. The encoding can be carried out to an arbitrary degree
of accuracy. The accuracy is given by the so-called order
m of Ambisonics.
The formulas for ambisonic encoding are derived from
the solution of the three-dimensional wave equation in
the spherical coordinate system where a point is described by radius r, azimuth az and elevation el. A signal
S is encoded by multiplying the signal with the first m
spherical harmonics [2][3]. The zeroth order corresponds
to the mono signal and needs one channel. In first order
Ambisonics the portions of the sound field in the directions x, y and z are encoded in three more channels. The
order of resolution m defines the accuracy of the encoding and the number n = (m + 1)2 of channels in the Bformat.
From a B-format file with n channels and a given set-up
of at least n speakers the signals for the speakers can be
calculated as a weighted sum of the B-format channels.
The speaker signals for symmetrical setups of n speakers
can be calculated from the B-format and the matrix of the
B-format of the speaker signals. This symmetric solution
is normally used, even if the speaker set-up is not exactly
symmetric. (Ambisonics2D, distance encoding and Ambisonics equivalent panning are explained below with
their implementation.)

3. IMPLEMENTATION
3.1 Prerequisites
The provided UDOs should be simple to understand, to
use and to enhance. They do not use flags, parameters
and options. The single channels of the B-format are not
visible to the user. Thus, only a single coordinate system
is needed. The different encoding and decoding types as
Ambisonics, Ambisonics2D and AEP each have their
own UDOs. The UDOs are modular, i.e. absorption,
Doppler effect and signal correction for speaker arrays
with irregular distances to the centre are not included in
encoder or decoder but implemented in their own UDOs.
The B-format is not visible to the user but written to a
zak space. Therefore, zakinit must be run before any in-

- 804 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

strument definition (in the orchestra file after the header),
providing at least n = (m + 1)2 channels for Ambisonics
and n = 2(m + 1) channels for Ambisonics2D. zacl clears
the za space and is called after decoding or writing the Bformat.
3.2 Ambisonics
The Ambisonics UDOs use semi-normalized spherical
harmonics (the formulas for the spherical harmonics up to
11th order can be found in [13]). If the B-format is encoded or decoded with another program the same format
must be used or the B-format must be converted. The
syntax of the Ambisonics encoder is:
k0 ambi_encode asnd, iorder, kazimuth, kelevation
The order iorder is constant, the angles azimuth and
elevation are control functions and given in degrees (the
output k0 is 0). The following code sample shows the
encoding up to second order. The B-format is stored in
the zak space: zawm asnd, 0 accumulates the mono signal
asnd as channel W to the first channel of the zak space,
zawm kcos_el*ksin_az*asnd, 1 accumulates the ycomponent of asnd to the second channel etc.
opcode ambi_encode, k, aikk
asnd,iorder,kaz,kel
xin
kaz = $M_PI*kaz/180
kel = $M_PI*kel/180
kcos_el = cos(kel)
ksin_el = sin(kel)
kcos_az = cos(kaz)
ksin_az = sin(kaz)
zawm asnd,0
;W
zawm kcos_el*ksin_az*asnd,1 ; Y = Y(1,-1)
zawm ksin_el*asnd,2
; Z = Y(1,0)
zawm kcos_el*kcos_az*asnd,3 ; X = Y(1,1)
if iorder < 2 goto end
i2 = sqrt(3)/2
kcos_el_p2 = kcos_el*kcos_el
ksin_el_p2 = ksin_el*ksin_el
kcos_2az = cos(2*kaz)
ksin_2az = sin(2*kaz)
kcos_2el = cos(2*kel)
ksin_2el = sin(2*kel)
zawm i2*kcos_el_p2*ksin_2az*asnd,4
; V = Y(2,-2)
zawm i2*ksin_2el*ksin_az*asnd,5
; S = Y(2,-1)
zawm .5*(3*ksin_el_p2 - 1)*asnd,6
; R = Y(2,0 )
zawm i2*ksin_2el*kcos_az*asnd,7
; S = Y(2,1)
zawm i2*kcos_el_p2*kcos_2az*asnd,8 ; U = Y(2,2)
if iorder < 3 goto end
...

In the second step an overloaded opcode produces the
signals for n speakers. The number of output signals determines which version of the opcode is used. The following code shows the opcode for two speakers.
opcode ambi_decode,
aa,ii
iorder,ifn xin
xout ambi_decode1(iorder,table(1,ifn),table(2,ifn)),
ambi_decode1(iorder,table(3,ifn),table(4,ifn))
endop
The opcodes ambi_encode and ambi_decode up to 8th
order are saved in the text file ambisonics_udos.txt.
3.3 Ambisonics2D
If the virtual sound sources are arranged in a plane Ambisonics can be replaced by a two-dimensional analogy
called Ambisonics2D in what follows [4]. The number of
channels is n = 2(m + 1). The position of a sound source
in a plane (normally the horizontal plane) is given by two
coordinates. In Cartesian coordinates (x, y) the listener is
at the origin of the coordinate system (0, 0), and the xcoordinate points to the front, the y-coordinate to the left.
The position of a sound source can also be given in polar
coordinates by the azimuth angle between the line of vision of the listener (front) and the direction to the sound
source, and by its distance r. The formulas for Ambisonics2D encoding and decoding are derived from the solution of the wave equation in the cylindrical coordinate
system. A signal S is encoded by multiplying the signal
with the first m cylindrical harmonics which are just the
sines and cosines of the multiples of the angle az. The
syntax of the Ambisonics2D encoder is:
k0 ambi2D_encode asnd, iorder, kazimuth
The following code shows the encoding up to any order.

The decoding is done in two steps. First the B-format is
decoded for one speaker with an opcode called
ambi_decode1. The formulas are the same as for encoding (with different gains for compensation of the seminormalization) but the input angles of the speakers are
constant. zar(0) reads channel 0 from the zak space.
opcode ambi_decode1, a, iii
iorder,iaz,iel
xin

iaz = $M_PI*iaz/180
iel = $M_PI*iel/180
a0 = zar(0)
if iorder > 0 goto c0
...

opcode ambi2D_encode, k, aik
asnd,iorder,kaz xin
kaz = $M_PI*kaz/180
kk
iorder
c1:
zawm cos(kk*kaz)*asnd,2*kk-1
zawm sin(kk*kaz)*asnd,2*kk
kk = kk-1
if
kk > 0 goto c1
zawm asnd,0
xout
0
endop
The syntax of the Ambisonics2D decoder is:
a1 [, a2]...[, a8] ambi2D_decode iorder, iaz1 [, iaz2]...[,
iaz8]
where a1 ... a8 are the speaker signals and iaz1 ... iaz8
are the azimuth angles to the loudspeakers. The formulas
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for the decoder are the same as for the encoder with the
only difference that the channel W is multiplied by 1/2.
The opcodes ambi2D_encode and ambi_decode2D are
saved in the text file ambisonics2D_udos.txt.
3.4 In-Phase Decoding
Since only a few of the theoretically infinite number of
channels of the decomposition of the encoded sound
waves are used, the resulting speaker signals are not
ideal. The loudspeakers near the virtual sound source
indeed receive the strongest signals whereas all other
loudspeakers have weaker signals. Still they do not become continuously weaker with increasing distance to the
sound source and some have negative amplitudes, that is,
reversed phases (left figure below)

Figure 1. Basic and in-phase decoding level functions.

These side-effects can be avoided by weighting the Bformat channels before being decoded. The weighting
factors depend on the highest order used and the order of
the particular channel being decoded [see e.g. 2]. The
syntax of the in-phase decoders are:
a1 ... [, a8] ambi_dec_inph
iorder, ifn
a1 ... [, a8] ambi2D_dec_inph iorder, iaz1] ... [, iaz8]
The following code sample shows the weighting factors
stored in an array and the multiplication of the channels 1
to 3 before decoding of the Ambisonics in-phase decoder
opcode ambi_dec1_inph, a, iii
iWeight3D[][] init 8,8
iWeight3D array \
0.3333,0,0,0,0,0,0,0,
0.5,0.1,0,0,0,0,0,0,
0.6,0.2,0.0285714,0,0,0,0,0,
0.6667,0.2857,0.0714,0.0079,0,0,0,0,
0.7143,0.3571,0.119,0.0238,0.00216,0,0,0,
0.75,0.4167,0.1667,0.04545,0.00758,0.00058,0,0,
0.7778,0.4667,0.2121,0.0707,0.0163,0.0023,0.00016,0,
0.8,0.509,0.2545,0.098,0.028,0.0056,0.0007,0.00004
...
a0 = zar(0)
if iorder > 0 goto c0
aout = a0
goto end
c0:
a1 = iWeight3D[iorder-1][0]*zar(1)
a2 = iWeight3D[iorder-1][0]*zar(2)
a3 = iWeight3D[iorder-1][0]*zar(3)
...

3.5 Distance Encoding
In basic Ambisonics only the angle of incidence of the
sound waves is encoded. In order to simulate distances
and movements of sound sources, the signals have to be
treated before being encoded. The main perceptual cues
for the distance of a sound source are reduction of the
amplitude, filtering due to the absorption of the air and
the relation between direct and indirect sound. In order to
simulate realistically moving sound sources the Doppler
effect can be integrated. The reduction of the amplitude
outside the unit circle (r = 1), absorption, reverb and
Doppler effect are applied to the sound before encoding
(UDOs for the Doppler effect and for a simple absorption
are included in the file ambi_utilities.txt).
The increase of the amplitude of sounds inside the unit
circle must be limited and special care must be taken if
the position of a virtual sound source coincides with the
origin of the coordinate system, which for example can
happen when the position changes randomly or by uncontrolled manipulation with interfaces. The amplitude arriving at a listener is inverse proportional to the distance of
the sound source. If the distance is larger than the unit
circle (not necessarily the radius of the speaker setup,
which does not need to be known when encoding sounds)
we simply can divide the sound by the distance. With this
calculation inside the unit circle the amplitude is amplified and becomes infinite when the distance becomes
zero. Another problem arises when a virtual sound source
passes the origin. The amplitude of the speaker signal in
the direction of the movement suddenly becomes maximal and the signal of the opposite speaker suddenly becomes zero.
A simple solution for these problems is to limit the gain
of the channel W inside the unit circle to 1 (f1 in the figure below) and to fade out all other channels (f2). By fading out all channels except channel W the information
about the direction of the sound source is lost and all
speaker signals are the same and the sum of the speaker
signals reaches its maximum when the distance is 0.

Figure 2. Amplitude functions: f1 for channel W and f2
for higher order channels.

We would prefer that gain functions are smoother at
d = 1. Ideally, the functions should be differentiable and
the slope of f1 at distance d = 0 should be 0. For distances
greater than 1 the functions should be approximately 1/d.
In addition the function f1 should continuously grow with
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decreasing distance and reach its maximum at d = 0. The
maximal gain must be 1. The function atan(dπ/2)/(dπ/2)
fulfills these constraints. We create a function f2 for the
fading out of the other channels by multiplying f1 with
the factor (1 – e–d).

The function can be used in both Ambisonics and Ambisonics2D.
This system of panning is called Ambisonics Equivalent Panning. It has the disadvantage of not producing a
B-format representation, but its implementation is
straightforward and the computation time is short and
independent of the simulated Ambisonics order. Hence it
is particularly useful for real-time applications, for panning in connection with sequencer programs and for experimentation with high and non-integral Ambisonic orders. The opcode AEP1 calculates ambisonics equivalent
panning for one speaker. The opcode AEP then uses
AEP1 to produce the signals for several speakers. In the
text file AEP_udos.txt AEP is implemented for up to 16
speakers. The position of the speakers must be written to
a function table. As the first parameter in the function
table the maximal speaker distance must be given.

Figure 3. Smoother amplitude functions: f1 for channel
W and f2 for higher order channels.

4. EXAMPLES

The UDO ambi2D_enc_dist encodes a sound at any
order with distance correction. The inputs of the UDO are
asnd, iorder, kazimuth, kdistance. If the distance becomes
negative the azimuth angle is turned to its opposite (kaz
+= π) and the distance is taken positive.
opcode ambi2D_enc_dist, k, aikk
asnd,iorder,kaz,kdist
xin
kaz = $M_PI*kaz/180
kaz =(kdist < 0 ? kaz + $M_PI : kaz)
kdist = abs(kdist)+0.0001
kgainW = taninv(kdist*1.5707963)/(kdist*1.5708)
kgainHO = (1 - exp(-kdist))
kk = iorder
asndW = kgainW*asnd
asndHO = kgainHO*asndW
c1:
zawm cos(kk*kaz)*asndHO,2*kk-1
zawm sin(kk*kaz)*asndHO,2*kk
kk = kk-1
if
kk > 0 goto c1
zawm asndW,0
xout 0
endop

The first example shows basic encoding 4th order of a
virtual sound source turning around the listener on a
semi-circle from the front to the back of the listener. The
B-format is written to the file B_form1.wav. Then the Bformat (still stored in the zak space) is decoded to a regular eight-speaker setup in the horizontal plane given in
the function table 17.
#include "ambisonics_udos.txt"
zakinit 25,1
instr 1
kaz line 0,p3,180
asnd rand 1
k0
ambi_encode asnd,4,kaz,0
k0
ambi_write_B "B_form1.wav",4,14
a1,a2,a3,a4,a5,a6,a7,a8 ambi_decode 4,17
outc a1,a2,a3,a4,a5,a6,a7,a8
zacl 0,24
endin
...
f 17 0 64 -2 0 0 0 45 0 90 0 135 0 180 0 225 0

3.6 Ambisonics Equivalent Panning AEP
If we combine encoding and in-phase decoding, we obtain the following panning function (a gain function for a
speaker depending on its distance to a virtual sound
source)[7]:

P(γ ,m) = ( 12 + 12 cos γ ) m

4.1 Basic Encoding

Figure 4 shows the speaker signals of the first four
speakers. Figure 5 shows the speaker signals for the same
sound source but decoded in-phase.

(1)

where γ denotes the angle between a sound source and a
speaker and m denotes the order. If the speakers are posi€ tioned on a unit sphere, the cosine of the angle γ is calculated as the scalar product of the vector to the sound
source (x, y, z) and the vector to the speaker (xs, ys, zs).
In contrast to Ambisonics the order indicated in the
function does not have to be an integer. This means that
the order can be continuously varied during decoding.
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#include "ambisonics_udos.txt"
#include "ambisonics_utilities.txt"

Figure 5. Signals of four speakers of a sound source
turning around the listener. In-phase decoding 4th order.

4.2 Distance Encoding
The second example shows distance encoding in Ambisonices2D. A virtual sound source approaches the listener
from the front (az = 0) goes through the origin and recedes in the opposite direction (kdist line 2, p3, -2).

instr 1
asnd
buzz
p4,p5,p6,1
kt
line
0,p3,p3
kaz,kel,kdist
xyz_to_aed \
10*sin(kt),10*sin(.78*kt),10*sin(.43*kt)
adop
Doppler asnd,kdist
k0 ambi_enc_dist adop,3,kaz,kel,kdist
a1,a2,a3,a4,a5,a6,a7,a8 ambi_decode 3,17
outc a1,a2,a3,a4,a5,a6,a7,a8
zacl 0,15
endin
...
f17 0 64 -2 0 -45 35.26 45 35.26 135 35.26 225 35.26 -45
-35.26 .7854 -35.26 135 -35.26 225 -35.26
i1 0 40 .5 300 40

#include "ambisonics2D_udos.txt"

4.4 AEP

zakinit 9,1
instr 1
kdist line 2,p3,-2
asnd rand 1
k0 ambi2D_enc_dist asnd,4,0,kdist
a1,a2,a3 ambi2D_dec_inph 4,0,120,-120
outc a1,a2,a3
zacl 0,8
endin
Figure 6 shows the speaker signals of three speakers
positioned at az = 0, 120 and -120 degrees and in the
fourth track the sum of them. After a fourth of the time
the sound source reaches the unit circle. The amplitude of
the first speaker signal now decreases and the amplitudes
of the other speaker signals increase. In the middle of the
file all amplitudes are the same and their sum is maximal.

	
  	
  
Figure 6. Speaker signals of three speakers positioned
at az = 0, 120 and -120 degrees and the sum of them.

4.3 3D-Movement
In the third example a sound source moves in three dimensions. The coordinate functions are x = 10sin(t),
y = 10sin(.78t) and z = 10sin(.43t). The UDO xyz_to_aed
then transforms them to the spherical coordinates kaz, kel
and kdist and the UDO Doppler simulates the Doppler
effect. ambi_decode decodes for 8 speakers arranged in a
cube (function table 17).
zakinit 16, 1

In the last example the speaker signals for a regular octagon speaker setup (function table 17) of a sound source
moving in the horizontal plain is calculated directly with
the UDO AEP. Before applying the Doppler effect the
UDO Absorb, a simple distance dependant low-pass filter
simulates air absorption. A virtual sound source approaches the listener from the front (az = 0) goes through
the origin and recedes in the opposite direction (kdist line
2, p3, -2).
#include "AEP_udos.txt"
#include "ambisonics_utilities.txt"
instr 1
ain
buzz
p4,p5,40,1
korder line
1, p3, 17
kt
line
0,p3,p3
kx = 14*cos(0.61803*kt)
ky = 14*sin(kt)
kz
init
0
kdist
Dist
kx,ky
aabs
Absorb ain,kdist
adop
Doppler .2*aabs,kdist
a1,a2,a3,a4,a5,a6,a7,a8 AEP adop,korder,17,kx,ky,kz
outc
a1,a2,a3,a4,a5,a6,a7,a8
endin
...
f1 0 32768 10 1
f17 0 32 -2 1 .92 -.38 0 .92 .38 0 .38 .92 0 -.38 .92 0 -.92
.38 0 -.92 -.38 0 -.38 -.92 0 .38 -.92 0
i1 0 30 .8 300

5. CONCLUSION
The presented UDOs hopefully will be useful for spatial
audio production and as a means for understanding, using
and teaching Ambisonics. They have been implemented
in such a way that they can be employed without detailed
knowledge of the concepts of Ambisonics. In the future,
enhancements, such as encoding and decoding higher
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than 8th order, conversion between semi-normalized and
normalized spherical harmonics, conversion between
different coordinate systems, near field compensation etc.
will be implemented.

[3] J. Daniel ed. al., “Further Investigations of High
Order Ambisonics and Wavefield Synthesis for
Holophonic Sound Imaging,” in AES 114st
Convention, Amsterdam, 2003.

6. LISTING

[4] M. Neukom, Signals, Systems and Sound Synthesis.
Peter Lang, 2013.

The following listing shows the text files that must be
included and the syntax of the implemented UDOs.
;#include "ambisonics_udos.txt" (order <= 8)
k0 ambi_encode asnd, iorder, kaz, kel
k0 ambi_enc_dist asnd, iorder, kaz, kel, kdist
a1 [, a2] ... [, a8] ambi_decode
iorder, ifn
a1 [, a2] ... [, a8] ambi_dec_inph iorder, ifn
f ifn 0 64 -2 p1 az1 el1 az2 el2 ... (p1 is not used)
k0 ambi_write_B "name", iorder, ifile_format
k0 ambi_read_B "name", iorder (only <= 5)
kaz, kel, kdist xyz_to_aed kx, ky, kz

[5] B. G. Shinn-Cunningham, “Distance Cues for Virtual Auditory Space,” in Proceedings of the First
IEEE Pacific-Rim Conference on Multimedia, Sydney, 2000, pp. 227-230.
[6] G. Kearney ed. al. “Perception in Interactive Virtual
Acoustic Environments Using Higher Order Ambisonic Soundfields,” in Proc. of the 2nd International
Symposium on Ambisonics and Spherical Acoustics,
Paris, 2010.
[7] M. Neukom, “Ambisonic Panning,” in AES 121st
Convention, New York, 2007.

;#include "ambisonics2D_udos.txt"
k0 ambi2D_encode asnd, iorder, kazimuth (any order)
k0 ambi2D_enc_dist asnd, iorder, kaz, kdist
a1 [, a2] ... [, a8] ambi2D_decode iorder,
kaz1[, kaz2] ...[, kaz8]
a1 [, a2] ... [, a8] ambi2D_dec_inph iorder,
kaz1 [, kaz2] ... [, kaz8](order <= 12)
k0 ambi2D_write_B "name", iorder, ifile_format
k0 ambi2D_read_B "name", iorder (order <= 19)
kaz, kdist xy_to_ad kx, ky

[8] M. Neukom and J. C. Schacher, “Ambisonics
Equivalent Panning,” in Proceedings of the
International Computer Music Conference, Belfast,
2008.
[9] F. Zotter ed. al., “Ambisonic Decoding With and
Without Mode-Matching: A Case Study Using the
Hemisphere,” in Proc. of the 2nd International
Symposium on Ambisonics and Spherical Acoustics,
Paris, 2010.
[10] H. Pomberger ed. al., “An Ambisonics Format for
Flexible Playback Layouts,” in Proc. of the 1st
Ambisonics Symposium, Graz, 2009.

#include "AEP_udos.txt" (any real order > 1)
a1 [, a2] ... [, a16] AEP_xyz asnd, korder, ifn,
kx, ky, kz, kdist
f ifn 0 64 -2 max_speaker_dist x1 y1 z1 x2 y2 z2 ...
a1 [, a2] ... [, a8] AEP asnd, korder, ifn, kaz, kel, kdist
f ifn 0 64 -2 max_speaker_dist az1 el1 dist1 az2 el2 dist2
...

[11] http://en.flossmanuals.net/csound/
(accessed: 26. June 2014)
[12] http://www.icst.net/downloads
(accessed: 26. June 2014)
[13] http://ambisonics.ch/ (accessed: 26. June 2014)

;#include "ambi_utilities.txt"
kdist
dist
kx, ky
kdist
dist
kx, ky, kz
ares
Doppler asnd, kdistance
ares
absorb asnd, kdistance
kx, ky, kz
aed_to_xyz kaz, kel, kdist
ix, iy, iz aed_to_xyz iaz, iel, idist
a1 [, a2] ... [, a16] dist_corr a1 [, a2] ... [, a16], ifn
f ifn 0 32 -2 max_speaker_distance dist1, dist2, ... (in m)
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ABSTRACT
The Agent Tool [1] is a complex composition and performance environment that affords the scripting of abstract
agents of varying complexity to control elements of synthesis and sound manipulation. The micro-threaded architecture of the system means that all scripts are written
from the perspective of an agent/performer. Consequently,
complex compositions, gestures and performances can be
crafted in a simple and efficient manner. It is designed
to be an open-ended framework whereby all data can be
emitted via Open Sound Control (OSC) for external processing if required. User interaction with the system can
come in a variety of forms. These include, but are not limited to graphical manipulation, scripting, real time video
input and external control via OSC. The system was initially designed as an environment to allow dynamic and
efficient graphic sound synthesis through extraction of data
from static imagery, video playback or real time video input. The open scripting engine consequently allows the
system to perform direct audification of image stimuli or
conversely allow complex sonifications to take place. The
Agent Tool is a cross-platform package that runs on various Linux distributions, Mac OSX and Windows operating
systems. This paper seeks to discuss the agent based functionality the system offers and consequently the composition and interaction design that the system affords.

The Agent Tool was born as a means of creating a flexible
composition and performance interface based upon these
ideas.
2. TECHNICAL OUTLINE
In the Agent Tool we can assign abstract entities, known
as agents, to control performance parameters. Within the
system an agent’s behaviour can be scripted to control synthesis, compositional and/or performance logic to varying
degrees of complexity. Consequently the agent Tool offers
a form of object oriented composition and interaction. The
scripting engine allows users to program dynamic mappings of abstract data to audio and/or control parameters.
Agents communicate bi-directionally with external tools
and software via OSC. The system is compatible with SuperCollider’s OSC interface and features a suite of tools
which can dynamically spawn and manipulate nodes on a
remote SuperCollider server.
The Agent Tool’s AI system, utilizes a form of co-operative
multitasking rather than the commonly used Finite-State
Machine (FSM). This approach then allows the scripted
behaviours to be much simpler. Coroutines are used to allow each AI to operate in its own pseudo-thread without
the resource cost of system threads [8]. An agent’s behaviour executes sequentially and it’s coroutine yields to
allow others to execute.
2.1 System Architecture

1. HISTORICAL CONTEXT
The Agent Tool in its first incarnation was designed to be
a flexible and intuitive means of performing image sonification in a similar manner to systems such as UPIC and
MetaSynth. Iannis Xenakis’ UPIC system [2, 3] and the
IanniX system [4] were designed with the belief that minimal direct artistic or technical constraints should be imposed on the composer. In Xenakis‘ words “the UPIC is a
tool that enables one to work in a systematic way on various levels at the same time” [5, 6]. Tools such as MetaSynth, the ANS Synthesizer and HighC used fixed axis
mappings such as pitch and time. However, the UPIC and
IanniX systems are far more flexible in affording the abstract mapping of graphical data to arbitrary compositional
parameters. In the UPIC system, the arc feature allowed
abstract mapping of data to synthesis parameters [2, 3, 7].
Copyright: c 2014 Stephen Pearse et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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Agent Tool was developed using a variety of Open Source
libraries and tools.
• Application developed in C++ and Qt.
• Lua provides embedded scripting.
• LibLo allows OSC communication.
• OpenCv is used for image processing.
3. THE AGENT
As previously stated, agents within the system represent
script-able compositional entities. Each script exists within
its own coroutine with its own lifetime and concept of time.
This approach means that scripting is simple and efficient
whereby the user programs behaviour from the perspective
of the agent itself. For example, scripting motion becomes
as simple as calling a ‘move’ function or setting a velocity
property. A sequence of actions can be described as a list
of steps to follow, rather than the using an update function
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Figure 1. Agent Tool ’s Graphical User Interface
that would be necessary in a FSM implementation . Such
an approach means that agents can represent sequences of
varying lengths, from entire compositions to finite musical
gestures. New agents can be instantiated from within the
Graphical User Interface (GUI) in real time.
In the Agent Tool Version 1.0, agents exist within a twodimensional canvas which they can traverse as the user sees
fit. Any agent within the system has a variety of properties
which can be manipulated, extracted or set in real time.
Properties can exist to store a variety of data types, floating point or integer values, boolean states, strings of text
or two dimensional vectors. When an agent is created it
is given a set of properties by default . These properties
include positioning and velocity vectors, lifetime/duration,
mass, thrust and a string representing the name of a SuperCollider synthesizer to spawn (known as a SynthDef).
Upon setting the ‘SynthDef’ property, either in the GUI or
from within the scripting engine, all control properties will
be bundled into a OSC message spawning a SuperCollider
node of the appropriate type. This link to synthesis is optional. Agents can exist purely as control structures. The
system imposes no direct mapping strategies or constraints
on the user. Mappings can be dynamically changed over
time, for example if a set of conditions are met. Furthermore, the user can directly choose the mapping of properties within the GUI.

another software package, it is reloaded instantaneously.
To create an agent the user has to fulfil two requirements.
AI behaviours are defined using a single Lua function with
a special prefix (‘ai ’). These behaviour functions are then
made available within the GUI for the user to spawn as
agents . In effect these functions represent the ‘brain’ of
the agent .
Listing 1 illustrates how a user can create a simple agent
that utilizes its horizontal and vertical positioning to control stereo pan positioning and pitch respectively. Behaviour
functions such as ‘setp()’,‘getp()’ and ‘addp()’ allow an
agent to modify their own state or store data.
function ai HelloWorld ()
initai ()
l o c a l p o s i t i o n = g e t p ( ” pos ” )
addp ( ” f r e q ” , p o s i t i o n : y ( ) )
local worldsize = getworldsize
()
addp ( ” pan ” , ( ( p o s i t i o n : x /
w o r l d s i z e ) ∗ 2 ) −1
)
addp ( ”amp” , 0 . 8 )
s e t p ( ” SynthDef ” , ” d e f a u l t ” )
pause ( 1 )
die ()
end
Listing 1. A complex “Hello World” agent

3.1 Scripting API
Vaggione [9] and Dahan [10] both argued that time within
a system should not act as a shared constant, instead, tools
should allow the traversal of various time scales at once as
a reflection of how the composer works [11]. The Agent
Tool echoes this sentiment ensuring that all events occur
on individual and relative time-scales to each other.
Each agent exists within its own coroutine. A direct result of this is that each agent has its own concept of time.
Consequently it is possible to construct definitive compositional events and gestures by spawning agents . Sequences
of events are created through repeated spawning or by agents
that themselves spawn child agents . Furthermore, this approach affords the creation of relative sequences of events.
At any given time a user can load new scripted behaviours
into the system. Upon loading a script, the system monitors the state of that file so that if the script is altered by
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The software provides a rich and varied Lua interface allowing the crafting of a variety of agent behaviours. The
API affords control over: agent relationships; agent spawning; image retrieval/writing; the mapping of controls and/or
synthesis components and the amount of user control within
the GUI.
3.1.1 Relationships and Interactions
Any agent within the system can have a near infinite number of child agents . At any time an agent has the ability
to spawn other agents of any given type. These new agents
can exist as children of the parent agent , or can be assigned
to exist within the active ‘world’. All agents consequently
have the ability to manipulate all of their child agents by
setting the child’s properties. It is possible for agents to
monitor the properties of all child agents . In practice this
can be used to monitor the amplitude, spatial positioning
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and harmonic content of child agents . A parent agent can
directly manipulate whole collections of agents to achieve
consonance or dissonance. across the properties of collections of agents .
Whilst agents do not implicitly create audio, it is possible to utilize the hierarchical relationship within the framework to create ‘control’ agents which may indirectly create sonic events. One could consider these control agents
as defined sonic objects or sequences.. Through this technique it is possible to realize highly complex forms of granular synthesis whereby the user interacts primarily with a
agent whose job it is to simply spawn hundreds of child
‘grains’. It is entirely up to the user to decide what these
child grains should be, whether they should generate sonic
material, or whether they themselves act control further
agents . This affords recursive compositional ideas to be
realised.

Conversely, it is possible for the image data to dictate
the spawning of new agents . The ‘spawnLife() ’ function
(see Listing 3) can be used to spawn agents of the users
choosing when the average colour component exceeds a
threshold. An advanced form of this function allows the
spawning of agents when specific colours are found within
an image.
function spawnLife ( th re sh o ld , parentId ,
agentType )
i f g e t m e a n c o l ( 0 ) >= t h r e s h o l d
then
spawnrelative ( parentId
, 1 , agentType , 0 , 0 )
return t r u e
end
Listing 3. The ‘spawnLife’ function.

3.1.2 Image Audification and Sonification
The Agent Tool allows users to use static imagery, video
files and live webcams as image stimuli within the system.
The open nature of the system allows direct audification
akin with systems such as MetaSynth and the ANS Synthesizer, as well as abstract sonifications such as those found
in UPIC, IanniX and to some extent the ‘Music Sketcher’
[2, 3, 12, 13]. Whilst these systems are limited to static
imagery, the Agent Tool allows real time stimuli and the
ability for scores can be ‘scanned’ in via the usage of an
attached web-cam.
As previously discussed, the Agent Tool does not impose
a set mapping strategy. Consequently, the way in which an
agent reacts to image stimuli can be scripted. For example,
colour data can be read as a means of dictating the pitch
and amplitude of an oscillator (akin with the audification
approach of MetaSynth). However, unlike MetaSynth, a
user of the Agent Tool can freely dictate the part of the
image used to control a synthesis voice. Each voice can
have completely independent synthesis algorithm. Similarly, these voices can be replaced with filters or delay units
to which another sound source/performer may be rooted
through. In these instances, the colour intensity at the location of the agent can be used to dictate the amplitude or
wet/dry mix of an effect.
On the other hand imagery can be used purely as control
data in the creation of a higher level system. For example, it is possible to use colour data to dictate whether an
agent should continue to exist. The ‘checkLife()’ function
(see listing 2) that comes with the system can be invoked
at any time from a behaviour script, and kills an agent if
the average colour component at its position drops below a
threshold.
function checkLife ( threshold )
i f g e t m e a n c o l ( 0 ) <= t h r e s h o l d
then
die ()
return t r u e
end
Listing 2. The ‘checkLife’ function.
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As well as extracting colour data directly from directly
under the agent , it is also possible to read the image from
any point that the user dictates. This feature allows for far
more complex image analysis. In another example agents
are programmed to be attracted to, or repulsed by certain
image components. The system comes with a function that
returns a vector to the closest position within a circular radius where a colour components exceeds a threshold. If
the returned vector is used to influence an agent’s velocity,
agents will be attracted to or repelled from specific colours.
In combination with a web-cam it is consequently possible
to use real word items and environments to enforce motions and interactions with agents .
It is also possible for agents to draw colour data onto
an image surface within the system. This affords agents
a means of communicating via the image. One agent can
deposit information in the image, whilst another can read
and react to the changing image. Image functions allow
the composer to create self generating sonic landscapes.
They can interact both through the Agent interface and the
live image interface. Another example, is the possibility
of graphically ‘scoring’ image stimuli on paper and scanning into the system to create repeatable simulations and
performances.
3.1.3 Tracking
Through the API one agent can track another agent . Agents
can perform queries such as ‘Is agent within a circular radius?’ or ‘Find the closest agent?’. Consequently, it is
possible to create agents that are attracted to or repelled by
others. The software also features an example behaviour
that implements Reynold’s famous ‘Boids’ flocking algorithm [14] whereby an agent ’s position and velocity is dictated by rules of separation,alignment and cohesion. In
combination with real-time user input (by user interface,
image stimuli or external controller) the user can interact
with this simulation in real-time. Furthermore, the user has
the ability to adapt the provided agent function, mapping
agent properties to sonic properties as they see fit.
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Figure 2. Agent Tool using a web-camera to perform a basic form of hand tracking
3.1.4 External Controller Support
Every agent property can be set via OSC. This enables external control from a wide range of software and hardware
controllers. Future iterations of the system will allow direct input, and consequently script-able interaction with
both Leap Motion and Kinect controllers.
4. AGENT BASED INTERACTIONS
Agent Tool allows users to design (and consequently compose) materials that are entirely relative to one another.
Rather than instantiating or controlling items, synthesis or
manipulation at a global level, it is possible to sequence
events and relationships that are relative to one another.
Consequently, this allows for a much more dynamic and
‘reactionary’ approach to composition and performance in
allowing the user to vary when agents are instantiated in
performance, be it in front of an audience or within the
studio. The system enables the crafting of materials and
interactions based purely upon defined relationships and
logic which can be realised in a non-linear fashion.
As agents are abstract entities and can exist merely as
controllers or objects that directly control synthesis, the
amount of interaction that the user has can vary depending on the given context. Similarly, as there are no implicit
mappings within the framework, OSC can be emitted in
a format that the user so wishes from within the environment. Furthermore, these mappings can vary over time and
can potentially react to elements within the environment. It
is therefore possible to create hybrid forms of instruments
that are both reactive and generative. Crucially, the multitasking framework the system is built upon allows interactions to be crafted and executed efficiently.
5. MUSICAL CONTEXTS
Two vastly different acousmatic works have been composed
by the author using Agent Tool , Liten Röst (2014) and
Mikro Studie A+B (2014). Each of these works represents
a different set of compositional methodologies and implementations. Liten Röst on the one hand is a texture carried work exploring the purity of the female voice. Mikro
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Studie A+B on the other hand is a study in flocking microsound and is completely gesture carried [15]. The usage of Agent Tool varied substantially across these two
works, both in terms of agent and interaction. In both instances however, agents were used to spatialize materials
of several configurations of speakers.
In the context of Liten Röst Agent Tool was used to design a collection of instruments utilizing different forms
of granular synthesis that should then be explored through
real time interactions with the system. The author subsequently interacted with a collection of control agents that
each in turn spawned and subsequently controlled a variety
of synthesis parameters of child grains. A suite of different
child grains were designed, each using different forms of
logic to control their behaviour. For example, one of the
control agents dictated different flocking attributes of its
children whereas another controlled what attributes of real
time video could be analyzed and synthesized.
The scripting of spatialization within these works became
highly intuitive via the parent child relationships of the system. In both contexts control agents were used to represent single speakers and the distance of child (or non-child)
agents from these controls would represent the amplitude
of that source in that speaker. Consequently it became easy
to reposition and script the motion of these speakers across
time.
As a composer, utilizing hundreds of different agent instances, each with their own unique parameter mappings
within the same framework, offered a highly efficient workflow yielding very complex sonic results. With all of the
agents within the system reacting to one another, the instruments became highly ‘learnable through usage. Once
an agent or set of agents were learnt through practice, it
then became possible to score sections of the work within
the scripting API.
The scripting of complex sonic relationships and passages
consequently became the focus of the work Mikro Studie
A+B with real time interaction being strictly prohibited.
The flexibility of the system was not without its drawbacks
however. Often being confronted with endless possibilities, the scripting engine itself somewhat limited compositional activity. It was only through the design of real
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time interactions that the system became a highly efficient
means of sonic exploration and scoring. Akin with designing instruments in other audio programming environments such as Pure Data and MaxMsp, each new agent
that is crafted requires interaction and exploration for its
behaviours to be learnt by a user. When these agents are
put in a context whereby thousands exist at any one given
time, the slightest change to the compositional or control
logic can have huge implications upon the materials produced.
6. CONCLUSIONS
The form of co-operative multitasking that the system utilizes allows relationships, mappings and interactions to be
crafted from the perspective of agent within the system.
The scripting framework consequently allows these systems to adapt and react to user input in a variety of forms.
Furthermore, the reactions to user input can be scripted to
evolve over time to suite the needs of a compose or performer. From simple scripting users can instantiate highly
complex sonic materials and interfaces to suite a variety
of contexts. Future development on the system will be focused on direct integration of a suite of commercial motion controllers as a means of enabling greater flexibility
for performers.
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ABSTRACT
ImmLib is a new software library for spatial composition with grid-based loudspeaker systems in the context
of computer sound synthesis and audio processing which
places emphasis on immersiveness and a global approach
to space. It implements techniques for dealing with multiple decorrelated, but perceptually similar, sound streams
spatialized at different locations in space with the aim of
creating an expanded, broad or diffuse sound source with
interesting musical spatial properties. The tool, implemented in SuperCollider, automates the process of creating decorrelated streams from a synthesis definition and provides
mechanisms to create and control spatial patterns in a virtual surface by modulating synthesis parameters of the sound
processes using different (but coherent) signals for each of
the running instances. The main abstraction is the parameter field which defines ways to control the spatial patterns
across space based on mathematical functions defined on
a surface. We present here motivation for the library, the
general algorithm and abstractions and a brief overview of
the implementation, syntax and empirical evaluation.
1. INTRODUCTION
There is a rich history in computer music of using spatialization technologies as tools serving a compositional
idea [1]. Common spatial compositional techniques include using trajectories, serializing the location parameter, diffusion, simulation of acoustics, resonating spaces
or using sounds that are evocative of specific physical locations [2]. Different algorithms have been implemented
to place sounds in space (VBAP, Ambisonics, WFS, etc),
usually under the form of a single point source (or plane
wave) and different approaches have been taken regarding
how to use those tools in the compositional process. Such
spatialization technologies have both been used to contrast
a relatively small amount of sources by using clear and
well defined trajectories and to create rich spatial textures
composed of many micro events or streams with different
positions and movements that fuse into a bigger dynamic
sound source. There are still few tools to deal with such
spatial textures, and the ones that exist are usually tied to a
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single synthesis/processing technique (granular spatialization, spectral spatialization, etc.).
In recent years it has become more commonplace to have
multi-loudspeaker setups available when presenting computer music. These setups range from 4 channels at horizontal level, through domes and spheres, to Wave Field
Synthesis using tens or hundreds of individual speakers.
A number of spatialization technologies for virtual positioning of sound sources (usually point sources) have been
implemented in common software environments for realtime synthesis and processing (Max/MSP, SuperCollider,
Csound) and digital audio workstations. The most popular
are Ambisonics [3, 4, 5], Vector Based Panning (VBAP) [6,
7] and Wave Field Synthesis [8, 9, 10].
Composers who have wished to work with more enveloping sources or with sound objects created out of many individual “particles” or streams have resorted to different
strategies to create broader or more diffuse sound sources,
usually using one of the techniques previously mentioned
for the actual panning. Some of the most relevant such
strategies are Spatial Swarm Granulation [11], Spectral Spatialization [12], Decorrelation, [13, 14], Deduplication with
band-pass filters, pitch-shifting or delays [15], Spatio-Operational Spectral Synthesis [16] and Image Based Spatialization [17].
There are also several examples of sound works, some
computer related and others wholly acoustic, where several
similar sounding sound streams were spatialized (or just
placed) at different locations and manipulated in order to
create coherent spatial patterns. Notable examples are Terretektorh and Nomos Gamma (Iannis Xenakis, 1966 and
1967-1968), SoundBits (Robin Minard, 2002, 576 channels of 1-bit audio, 576 piezo speakers, computer-controlled
spatialization [18], Pneumatic sound field (Edwin van der
Heide, 2006, 42 pneumatic valves, computer-controlled spatialization [19]), Untitled Sound Objects (Zimoun and Pe
Lang, 2008, 250 prepared electro hub magnets in wooden
space), Signe (Steve Heimbecker, 2008, Turbulence Sound
Matrix system, 64-channels, computer-controlled spatialization [20]), Coincidence Engine Two ( “The User”, Emmanuel Madan and Thomas McIntosh, 2008, 96 modified
clocks, custom electronics and software [21]), Spaced Images with Noise and Lines (Eric Lyon, 2011, 8-channel
composition [17]).
ImmLib is a new software tool being developed with the
goal of simplifying the work flow when dealing with spatial textures by allowing many types of spatial patterns to
be created through high level control of the parameters of
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any sound synthesis or audio processing algorithm (sound
process).
2. IMMLIB
ImmLib implements a set of spatial composition techniques.
The library presents an environment with the basic tools
for working with multiple copies of the same sound process spatialized at different points in space, allowing users
to focus on how the sound processes evolve and the spatial patterns used, relieving them of the tedious task of setting up the multiple streams and connections. The system enables setting up rules for determining the evolution
of the spatial relationship of the same parameter in multiple copies of the same sound process spatialized at multiple locations by defining parameter fields. As a high
level framework for spatial composition the system can use
different spatialization algorithms, although currently only
VBAP and direct speaker addressing is implemented.
Spatial patterns in this context are taken to mean the suggested movement or spatial impression that is perceived
when one hears a complex sound source composed of many
individual elements spread in space. The contributions
from each source are received by the listener and often (but
not always) fuse into one single complex percept. Depending on the spectral and temporal relation between the sonic
output of each source they can fuse perceptually into one
spatially diffuse sound object, create a texture where individual components can still be somewhat detected but are
nevertheless perceived as part of the whole, or be perceived
as entirely separate entities. This spatial impression can be
indeterminate such as with a sense of ”space”, ”depth” or
”volume”, with it’s features only vaguely perceivable and
difficult to separate, or be very well defined such as with
precise periodic movements (”waves”, ”sweeps”, etc.) with
quantifiable features (frequency, width, speed, regularity).
In any case, it’s not easy to find terms to describe such patterns and, as often happens, one has to borrow terms from
the visual domain or mathematics.
2.1 Model and Implementation
ImmLib is implemented as a set of classes for the SuperCollider language [22] and auxiliary programs. It is implemented on top of the UnitLib library [23]. Unit Lib
allows synthesis definitions (Udef class) to be instantiated
into units (U class) which can be easily send audio to each
other via chains (UChain class). A score (UScore class)
can be built by placing chains on a timeline. Listing 1
shows UnitLib’s syntax.
Listing 1. UnitLib usage example.
var x = UChain(
[\whiteNoise, [\amp, 0.5]],
\stereoOutput
)
.startTime_(10)
.duration_(60);
UScore(x).prepareAndStart

ImmLib is designed to work with two-dimensional grids
of loudspeakers covering spaces such as domes, spheres or
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single walls. It spatializes a sound process, defined in a
Udef, by creating multiple instances of the sound process
and spatializing them at points isotropically distributed on
an imaginary surface, conceptualized as hovering over the
loudspeaker grid. The speaker system and spatialization
method being used with the library must be able to place
a virtual source on this virtual surface in order for the library to work correctly (e.g. a full sphere requires speakers above and below the floor level). The spatial patterns
are created by associating mathematical functions defined
on this conceptual surface, which we call parameter fields,
with a parameter of the sound process.
The surface can be modeled mathematically by a twodimensional Riemannian manifold which has associated a
set of coordinate maps. A coordinate map is an homeomorphism which sends a portion of a plane into threedimensional space (f : A ⊂ R2 → R3 ). It’s inverse
function (f −1 : B ⊂ R3 → R2 ) goes from the surface
embedded in three-dimensional space back to the coordinate space. Coordinate map’s are useful in this context because to define a function f on the surface we only need to
define the function on the flat two-dimensional coordinate
space since the coordinate map g will extend the function
to the surface in three-dimensional space through composition f 0 = g ◦ f . It’s usually easier to define functions
on the two dimensional coordinate space then on the threedimensional space where the surface is embedded, and for
this reason in ImmLib parameter fields are functions of u,
v, the two spatial coordinates and t, time. Having a way to
measure distances on the surface is useful for writing interesting functions. Given a connected Riemannian manifold
the distance between two points can be determined by the
arclength of a minimizing geodesic connecting them. The
distance function d defined on the surface can likewise be
pulled back onto the coordinate space d0 = g −1 ◦ d.
A surface is implemented in ImmLib by the PSurface
class which contains an instance of PRiemannianManifold.
To create a PRiemannianManifold one must supply a coordinate map and it’s inverse, a distance function defined on
the coordinate space (d : R2 → R), the domain of the coordinate map (A ⊂ R2 ), the maximum distance between two
points on that domain and whether the surface is closed
or not. A PSurface also contains an array with points on
the coordinate space which determine the number and location of the point sources to use when spatializing each
copy of the sound process. Currently the available surfaces are PSphere(n) which generates n points on the unit
sphere using a simple algorithm from computational geometry [24], PGeodesicSphere(n) which generates a set of
points by successive projections of an icosahedron onto the
unit sphere and PPlane(origin, dx, dy, n, m) which creates
a parallelogram rectangle in 3D space.
Given a Udef, a PSurface with n points and and an associative array of m synthesis parameter names (e.g. ’freq’)
to definitions of control signals, the library will create n
units and spatialize each one at the nth point of the PSurface. For each parameter in the associative array n control signals are created and connected to the corresponding
units.
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The control signals are generated either from the SuperCollider language by sending OSC messages to the server
at a regular interval (usually 0.1s) or by creating auxiliary
audio process in the server and connecting them into the
corresponding parameters of each unit. In either case the
control signals are generated from parameter fields.
2.2 Parameter Fields
Parameter Fields (pfields) model spatial patterns using real
valued functions of time defined on the coordinate space of
the surface:
f : A ⊂ R2 × R → R.
Given a parameter field pf to be assigned to synthesis
parameter p, it’s value at time t and position w = (u, v),
x = pf (u, v, t),
represents the numeric value of p at position w at time t.
Ideally, the sound coming from that direction should sound
as if the parameter of synthesis has the value x. In the
simplest case where a parameter field is directly connected
to a parameter of synthesis (no further manipulation of the
output of the parameter field), given unit un spatialized
at pn = (un , vn ) the control signal for parameter m is
generated by animating the function
fn (t) = pf(un , vn , t).
Since a parameter field is defined in terms of coordinates
(u, v) in the coordinate space it’s possible to apply the
same field to different surfaces by just composing it with
different coordinate maps, this allows for the definition of
pfields in ImmLib to be independent of the surface being
used such that if a score is created with a certain surface in
mind, it will be relatively easy to convert it to a different
surface.
In general parameter fields can themselves have parameters, in which case the control signal for point n becomes
fn (t) = pf(un , vn , t, c1 , c2 , ...).
The parameters can be modulated by time dependent functions
fn (t) = pf(un , vn , t, c1 (t), c2 (t), ...)
or by other parameter fields
fn (t) = pf 1 (un , vn , t, pf 2 (un , vn , t, d1 (t), ...), c2 (t), ...).
If the mathematical function used for a pfield is continuous on the spatial variables 1 , which is not uncommon
for functions given by simple formulas, then the relationship between the values of the synthesis parameter being
modulated at two points close together is not arbitrary: the
closer the points the closer the values of the parameter.
This gives rise to spacial coherency which contributes to
the creation of spatial patterns. This is perhaps the most
important property of parameter fields.
1

For all t0 , (x, y) 7→ f (u, v, t0 ) is continuous.
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Let us go over a concrete example. Consider the pfield
defined by


0 if dist((u, v), (u0 , v0 )) > c
1 if dist((u, v), (u0 , v0 )) ≤ c
(1)
where p0 = (u0 , v0 ) is a fixed point on the surface. This
pfield doesn’t depend on time, only on p0 and c. It acts
as a ”spotlight”: any points closer to p0 then c are lighted
(value 1) and all the other points are in the dark (value
0). Figure 1 shows a plot of this pfield, using the built in
plotter (PSmoothSurface and PGridPlot classes) which can
animate a real-time visualization of the field and figure 2
shows the positions of the virtual sources. Listing 2 shows
the ImmLib code for creating the field defined in equation
1. First a Udef is created with one white noise generator
passing through a low pass filter, with controls for amplitude and filter frequency, then the ”spotlight” pfield is defined using a function and connected to the freq parameter using an ImmDef. The ImmDef is given specs used
to create a GUI with sliders for real-time control of u0 , v0 ,
and c. Finally a chain is created with one unit and associated ImmDef and added to a score.
pf(u, v, t, u0 , v0 , c) =

Listing 2. PField example
(
Udef(\filteredNoise, {
arg freq = 440, amp = 0;
var noise = WhiteNoise.ar;
var in = UIn.ar(0,1);
var out = BLowPass.ar( in, freq.clip
(20,20000).lag(1), 1 );
UOut.ar(0, out * amp )
})
.setSpec( \freq, \freq.asSpec )
)
(
var m = 40;
//surface definition
var surface = PSphere(m);
var distFunc = surface.distFunc;
var maxDist = surface.maxDist;
//pfield definition
var pf = PField({
arg u, v, t, u0=0.0, v0=0.0, c=0.0;
var x = distFunc.(u, v, u0, v0)/maxDist;
if( x < c ){ 1 }{ 0 }
});
//connect pfield to freq param.
var def = ImmDef({
//timer and sliders event streams
arg t, u0, v0, c;
var out = pf.(t, u0, v0, c);
//scale between 100Hz and 3000Hz
var out2 = out.linlin(0.0, 1.0,100,3000);
( freq: UArg( out2 ) )
}, surface, 0.1,[
//specs for sliders
\u0, \azimuth,
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//setup chain and score
var mod = ImmMod(def, [\c, 0.5]);
var chain = ImmUChain(
surface, 0, 1, inf, true,
[\filteredNoise, [\amp,0.1], mod];
).fadeIn_(1).fadeOut_(1);
var score = ImmUScore(surface, chain);
score.gui
)

user interfaces, MIDI or Open Sound Control (OSC) messages. Time is represented by an event stream of floats carrying the elapsed time in seconds and updated periodically
by a timer. A PField is evaluated using the mandatory time
event stream, together with optional event streams for additional parameters and returns another event stream carrying an array with the result of the evaluation of the function
at each of the points of the PSurface. The returned event
stream can be further manipulated before being associated
with the synthesis parameters using any of the combinators
of FRP such as fmap (processing values), accum (storing
state), apply (applicative functor interface, for combining streams) or switch (dynamic event switching) 4 . For
instance two evaluated PFields can easily be multiplied:

Figure 1.

Parameter field ”spotlight” plotted with
1
1
(u0 , v0 ) = (0, 0), c = 0, c = , c = and (u0 , v0 ) =
4
2
π
1
(0, ), c =
2
2

//evaluate field 1
var a = pf1.(t)
//evaluate field 2
var b = pf2.(t)
//multiply streams
//applicative syntax
{ arg x,y; x*y} <%> a <*> b
//lift syntax
{ arg x,y; x*y}.lift.(a,b)
//using polymorphism
a * b

Figure 2. Positions of the virtual sources for PSphere(40)

Mathematical operators can also be used directly on event
streams through polymorphism, but this is expensive as it
creates one thunk per operation.
The switchInto combinator allows changing the stream
currently associated with a synthesis parameter dynamically, when some other stream produces an event. This
allows extending the system to use not just pure mathematical functions but also algorithmic definitions which react
to events in real-time. It also allows for efficient implementation of functions which are piece-wise on the time
parameter. Listing 3 shows an example where every time a
slider moves from it’s two values, 0 or 1, the result stream
switches between using pf1 or pf2.

\v0, \elevation,
\c, [0,1.0]
]);

Listening to this example on a spherical setup with speakers above and below the floor level, with c = 0 one would
hear an enveloping cloud of low passed noise coming from
all directions. Each of the 40 virtual sources is playing
a decorrelated noise signal which contributes to the feeling of being enveloped. Increasing the c parameter from
0 to 1, one would hear the sound in the frontal direction
start to become brighter, this brighter region would start
to expand symmetrically until finally occupying the whole
sphere. The lag on the freq control ensures a smoother
transition between the two frequency values.
2.3 Functional Reactive Programming
The evaluation and animation of pfields is done in sclang 2
using an implementation for SuperCollider of Functional
Reactive Programming (FRP) [25, 26] part oftechniques
FPLib [27]. This allows for the animated pfields to easily
interact with other event streams 3 such as from graphical
2

The SuperCollider language interpreter.
3 Classic FRP has two main abstractions Event Streams (discrete) and
Signals (continuous). In ImmLib we use mainly Signals, nevertheless we
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Listing 3. Dynamic event switching
var def = ImmDef({
arg t, slider1;
var out = slider1.switchInto{ |v|
if(v==0){pf1.(t)}{pf2.(t)}
};
( amp: USpecArg( out ) )
}, surface, 0.1,[
//specs for sliders
\slider1, ControlSpec(0,1,step:1)
]);

Event streams can also be used to entirely bypass the
pfield mechanism, creating the final values directly. This
was used to prototype and experiment with continuous cellular automata and reaction-diffusion systems which instead of using pure mathematical functions are implemented
will continue to refer to event streams which should be clearer for a wider
audience.
4 In FPLib these are called collect, inject, <%> and
switchInto.
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through algorithms that update values of a cell of a grid
based on the values of neighboring cells.
2.4 Predefined Parameter Fields
The library comes supplied with a number of predefined
pfields, below we list some of them. Gradient, wave2D,
spotlight, expandContract and sphericalHarmonic are defined directly using mathematical functions, continuousRandomSpotlight, randomHills and moveHills are defined
using FRP and the spotlight function.
• gradient(t, u0, v0, a, b) : A pfield defined by
pf (u, v, t, u0 , v0 , a, b) = a(1 − x) + bx
where
x=

d((u, v), (u0 , v0 ))
and a, b ∈ [0, 1].
maxDist

It goes linearly from value a at point (u0 , v0 ) to value
b at points at the maximum distance from (u0 , v0 ).
See Figure 3.
• wave2D(t, u0, v0, l, freq, g): A pfield defined by

• continousRandomSpotlight(t, numSecs, curve) : A
pfield that grows symmetrically from a start point
until occupying all the surface and then shrinks back
to the same point, it then randomly chooses another
point to grow from and repeats the procedure. It
takes numSecs to grow from and shrink back to the
chosen point.
• randomHills(t, numSecs, numHills, sizeA, sizeB, bumpSize, heightA heightB) : Every numSecs seconds switches
into a new function. Each function is composed of
the sum of numHills ”spotlight” functions with centers at random points (the hills) each hill having a
random wideness in [sizeA, sizeB] and height in [heightA,
heightB]. The animation progressively cross-fades
from one set of hills to another in numSecs seconds.
• moveHills (t, numSecs, numHills, size, step) : numHills
”spotlight” functions are created with random center locations and wideness given by size. On each
iteration of the timer (the time between iteration is
given by the delta parameter of ImmDef) the center of each hill is moved in a random direction by a
distance given by step. This creates Brownian movement of the center of the spotlight functions.

pf(u, v, t, u0 , v0 , f, l) = g(lx + f t)
where
x=

d((u, v), (u0 , v0 ))
maxDist

It implements a wave traveling through a surface caused
by a point source at (u0 , v0 ) emitting a signal given
by function g where the speed of propagation is proportional to l. The speed of propagation controls the
spatial wavelength, i.e. the distance of two successive peaks on the surface for fixed t. See Figure 3.
• spotlight(t, u0, v0, c, d ) : A pfield similar to equation 1. It grows symmetrically from a start point
until occupying all the surface. It returns 1 if the
distance between (u, v) to (u0 , v0 ) is smaller then
c ∈ [0.1] and 0 otherwise. d ∈ [0, 1] controls the
wideness of the smoothing area when transitioning
from 0 to 1.

Figure 3. Plots of parameter fields gradient (wall configuration), spherical harmonic and wave2DSin (spherical
configuration).

3. EMPIRICAL EVALUATION

The pfields created so far have been evaluated by the author in the Sonic Lab of the Sonic Arts Research Center of
Belfast Queens University. The lab has 4 rings of 8 speakers at heights of 5.5m, 2.83m, 0m, and −4.6m with a total
of 32 speakers. This system allows placement of sounds
• expandContract(t, u0, v0, c) : A pfield defined by
roughly in any direction, which suggests the use of a sphere
as surface for ImmLib. Each pfields was evaluated takpf(u, v, t, u0 , v0 , c) =

ing note of how different types of sound processes (noisy,
spotlight(u, v, t, u0 , v0 , 2c)
: c ∈ [0, 0.5[
pitched, synthetic, file based, etc.) and different values of
spotlight(u, v, t, u00 , v00 , 2(1 − c)) : c ∈ [0.5, 1].
the pfield parameters create different types of behaviors.
While this evaluation is ongoing we can already formuIt expands symmetrically from a start point until oclate
some provisional observations.
cupying the entire surface and then shrinks into (u00 , v00 ),
Given
that the sound process is entirely determined by the
the antipodal point.
user the final sonic result will in practice be the outcome of
• sphericalHarmonic(m, l)( t, f ) : A pfield defined by
the interaction between pfields and the parameters of synthe spherical harmonic function of degree l and order
thesis they control. When using the library one needs to
−l ≤ m ≤ l. The spherical harmonic function is
experiment with assignment to different synthesis paramemultiplied with a sinusoidal function with frequency
ters as the results can be quite different depending on the
f . See Figure 3.
parameter chosen.
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Each instance of the mono sound process which is created should be decorrelated [14] from the other instances.
If this is not the case, then the multiple streams will sound
identical and might be perceived as a single point source
due to the precedence effect. In practice this means that
either the sound process should include non-deterministic
unit generators (which SuperCollider automatically instantiates with different random seeds) or in case all unit generators are deterministic the range used for the values should
be big enough for the resulting streams not to be correlated. When using a (mono) sound file as source material,
it should either be sent through an included decorrelation
unit 5 , the reading start positions in the sound file should be
different for each point of the surface or further processing
should be applied taking into account what was just mentioned before. Using noise and impulse generators as main
sound source works quite well with the system since the
streams are completely uncorrelated at each point of the
surface.
Depending on the values of the parameter field, the type
of parameter it is attached to and the type of sound process used there can be strong or weak agreement between
what the pfield looks like on the animated plot and what is
actually heard. When the pfield is moving the agreement
tends to be stronger with slow movements and break down
completely when speeds cause each stream to amplitude
modulate at frequencies close to 20Hz.
Amplitude is a special parameter, slightly different from
other parameters: assigning a pfield to the amplitude parameter causes the sound to be played at different times in
different areas of the surface, therefore we can make the
sound ”travel” through the surface. Traveling includes not
only going from point a to point b but also going from
nowhere to everywhere, bifurcating and other more complex behaviors.
As an example of the observations made during this evaluation, we present part of the analysis of the wave2DSin
pfield assigned the to amplitude control of a white noise
generator.
With f = 0.2Hz and u0 = 0, v0 = 0 a slow rhythm is
created, as it takes 5 seconds for the wave to travel from
one side to the other of the room. Depending on the value
of l different effects are created:
1. l = 0 : There is no spatial movement, sound comes
from every direction.
2. l = 0.05 : The sound, appearing from the back,
quickly fills the room, stays in all the space for a
while, then exits quickly from the front going into
full silence. The filling of the space happens symmetrically along the back-front axis. One needs to
be attentive to detect that the sound is starting from
the back.
3. l = 0.2 It’s very clear that sound expands from the
back to the front. At no point does it fill the whole
space.
5 The use of the decorrelation unit does not significantly increase cpu
usage.
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4. l = 0.3 : There is even less filling of the space, it’s
more clear where the sound is at each moment as if
it was a band or stripe. The loudness when the peak
crosses the center of the room is higher the previously. Occasionally it appears one can hear two distinct peaks of amplitude halfway through the movement. Still goes to silence after each passage.
5. l = 1.2 : The peaks pass through the room without it
ever going to full silence. When one peak of amplitude is arriving on the front one hears another peak
appearing again at the back.
Front to back and back to front movements (i.e. the same
movement after the listener has rotated 180 degrees) provoke different reactions. Back to front seems to be more
intense, perhaps because the sensation that something is
behind oneself increases alertness.
Comparing the difference between white noise, white noise
modulated with a low frequency square wave and a random impulse generator (where in all three the pfield was
assigned to the amplitude control) and fm synthesis (where
the pfield was assigned to the fm modulation index, i) it
was observed that simple white noise seems to make the
movement more clear when the movement is sideways (relative to the head) while modulated white noise seems to
be more clear when the movement is along the front-back
axis. The impulse generator creates a quite clear movement as well. Fm creates a much more ambiguous movement, although setting the range for i high enough makes
the movement definitely perceivable. The spatial sensation
created by modulating i is quite interesting, it’s subtle yet
paying close attention one can indeed track the movement
of the increase in energy of higher frequencies across the
room.
The library has some practical issues. As it is based on
the duplication of the same sound process n times, the cpu
load also increases n times when compared to a non-duplicated process. Even on modern multi-processor and multicore computers 6 it’s fairly easy to consume all the available resources which places a limit on the complexity of a
composition. When testing a single sound process it was
possible to use a surface with up to 60 points on an 8-core
computer, but with a complex composition the maximum
number of points can only be a fraction of that. The default
evaluation strategy for pfields runs on sclang which is notably slow and not multi-core aware, the number of pfields/points that can be evaluated simultaneously is therefore
not very high. To address this issue, an alternative evaluation strategy that runs on scsynth has been added although
it is limited to pfields that don’t use dynamic event switching and the syntax used is different. The learning curve of
the library is somewhat steep as users must first become
familiar with the syntax of both UnitLib and FPLib’s FRP
system before they can fully use ImmLib.
The library has been used by two composers at SARC as
part of a collaboration started in order to obtain feedback
and useful insight with one work making use of the library
already presented to the public.
6 UnitLib can take advantage of all the cores available by using n scsynth servers for n cores, although some restrictions apply.
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ImmLib will be made freely available under the GNU
General Public License.
4. CONCLUSIONS AND FUTURE WORK
In this paper we presented a new library for spatial composition with grid-based loudspeaker systems. The framework built around surfaces and functions on surfaces (pfields), the emphasis on spatial coherency across multiple
parallel control signals and the generality in regard both to
the synthesis/processing algorithms and the spatial functions used distinguish this system from other spatialization
tools.
Future work will focus on adding more pfields to the library and adapting it to make use of other panning systems
(Ambisonics, binaural). Pfields could also be used for the
creation of clouds of events if interpreted as probability
distributions: the value of a pfield at a point would represent the probability that an event is created at that location.
The system could be extended to use 3D grids of speakers (e.g. 5 x 5 x 5 with 2m spacing) by using volumes
instead of surfaces and using parameter fields defined in
3D space which would be functions of x,y,z,t instead of
u,v,t. The output for each point could be sent directly to
each speaker or Distance-Based Amplitude Panning could
be used[28]. Finally there is potential in exploring systems
such as reaction-diffusion due to the richness of behavior
that can be extracted from a comparatively small amount
of parameters.
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ABSTRACT
The Institute for Music and Acoustics is a production and
research facility of the ZKM | Center for Art and Media Karlsruhe. It is well known for the ”Klangdom”, a
multi-loudspeaker facility for spatial sound diffusion with
the aim to provide artists and composers with new possibilities. In this paper we present the overall revised and
extended software solution for controlling the Klangdom,
the Zirkonium MK2. Its origins in the previous version
are briefly outlined and the advances are thoroughly described. Due to a very flexible client-server architecture, a
hybrid spatial rendering engine and a very gestural trajectory editor it is already a useful toolkit for the institute’s
guest composers.
1. INTRODUCTION
In his utopian text ”New Atlantis”, published in 1627, Francis Bacon describes the prototype of a research institute
and museum which comprises a department occupied with
the processing and display of sound: ”We have also soundhouses, where we practise and demonstrate all sounds, and
their generation. [...] We represent small sounds as great
and deep; likewise great sounds extenuate and sharp; we
make divers tremblings and warblings of sounds, which in
their original are entire. [...] We have certain helps which
set to the ear do further the hearing greatly. We have also
divers strange and artificial echos [...]. We have also means
to convey sounds in trunks and pipes, in strange lines and
distances.” [1]
However, it was not before the 1950s that the technical
means for the creative use of virtual sonic space in music were actively developed, with Pierre Henry and Jaques
Poullin’s ”Potentiomètre d’Espace”, the Poème Electronique of Le Corbusier, Edgar Varse and Iannis Xenakis, Jordan Belson and Henry Jacob’s Vortex concerts from 19571959, and Stockhausen’s premiere of Gesang der Jünglinge
in 1956, which in a 1958 speech he conceived of as the attempt to include sound direction and movement as a new
dimension of musical experience [2]. In this historically
Copyright: c 2014 First author et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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prominent speech, Stockhausen likewise expressed the vision of spherically shaped music venues specifically designed for the presentation of spatial music, all around
equipped with loudspeakers for an immersive presentation
of sound. This conception was actually put into practice
about ten years later as part of the German pavilion at
the Expo ’70 in Osaka, Japan. The ”Kugelauditorium”
spherical concert hall featured 50 loudspeakers together
with equipment for the spatial positioning and movement
of sound sources: a tape recorder carrying a control signal,
and the so-called ”rotary mill”, a device for the live routing
of a source signal along up to ten channels by the turning
of a crank.
The immersive approach of the Kugelauditorium remained relevant for the further development of performance venues for spatial music, when in the early 2000s
Ludger Brümmer and his research group at the Institute
for Music and Acoustics (IMA) at the ZKM | Center for
Art and Media conceived and implemented their Klangdom [3], extending the IMA performance and production
space within the prominent ZKM Cube. This dome-shaped
setup of 43 loudspeakers and four subwoofers however enables the direct positioning and movement of virtual sound
sources by way of its dedicated software Zirkonium, making the Klangdom an advanced concert and production instrument for spatial music.
Moreover, the Klangdom and Zirkonium have been designed following an open strategy, bearing a number of
practical issues in mind. Particular emphasis has been put
upon basic functionality to enable both adaptability and extendability, but also to facilitate the creative process for
users that aren’t at the same time programmers. In particular, a fusion of the levels of sound and spatial composition
should be scaffolded.
This general strategy has been further developed in the
new, revised and extended version of Zirkonium, Zirkonium MK2, which is the subject of the remainder of this
paper. For a recent overview of the Klangdom, see also
[4].
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which can be easily modified by a programmer or the composer himself. This can be achieved by a more immediate
access to the logical components of the software which in
turn encourages the use of creative performance techniques
including mobile devices, controllers and sensors.

Figure 1. The Klangdom in the ZKM Cube concert hall,
with 43 loudspeakers and 4 subwoofers ( c ZKM | Zentrum für Kunst und Medientechnologie Karlsruhe, Photo:
Fabry)
2. ZIRKONIUM
For controlling the ZKM Klangdom the IMA is developing
the free software Zirkonium since 2004. Its central aim is
to simplify the use of space as a compositional parameter. Therefore positions and movements of sounds can be
created and arranged in an event-based timeline or remote
controlled using Open Sound Control (OSC). It is designed
as a standalone application for Apple OS X and handles
multichannel sound files or live audio. For the spatial rendering of virtual sound sources it uses Vector Base Amplitude Panning (VBAP) within a user-defined loudspeaker
setup, or binaural filtering for headphones. When working
with real speakers it is moreover possible to modify the
size of a sound source by using a technique called Sound
Surface Panning [3]. To avoid comb-filter effects a source
can optionally be snapped to the nearest speaker. Zirkonium has been a reliable tool in a wide variety of productions and performances. It has been constantly enhanced
with different developers involved which to a certain extend results in a patch-like source package.
2.1 Zirkonium MK2
In 2012 the IMA started reengineering the system taking
into account the experience of the staff and guest composers. The result is a more stringent modular client-server
based toolkit which comes along as a bundle of several applications and plugins, an extensive text and video documentation as well as a steadily growing collection of example patches and code snippets for creating custom control
units in programming environments like Max or SuperCollider.
2.1.1 Motivation
The general necessity of a flexible system in composing
spatial music is thoroughly discussed in [5] and [6]. The
following text highlights certain aspects that coincide with
experiences made with the original Zirkonium serving as a
background for a description of new modules and features.
The variety of compositional and technical needs, especially in the area of computer music, requires a system
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These either permanent or project-based extensions of
the software can cause a huge effort when being forced to
break into someone else’s code and understand the internal
infrastructure. The client-server paradigm provides a remedy for this by enabling new ZKM or third party developers to write extending modules in their familiar programming languages and development environments which access the core functionality of the remaining system by networking communication. This was already considered in
the original Zirkonium by means of the possibility to receive and send OSC messages for a fully externalized control of the spatialization. In Zirkonium MK2 this rather
distributed approach is pursued even more severe which results in an isolated entity: the Spatialization Server (section
4). It is a Max-based standalone application which does all
the audio related tasks like the handling of live inputs /
soundfiles and the spatial rendering according to a desired
speaker setup. When working with Max, which to a certain extent is a modular framework itself, it is much easier
to re-use already existing software and libraries since its
community is built on sharing. This also encouraged the
development of a hybrid spatial rendering engine by use of
modified versions of current VBAP and Higher Order Ambisonics (HOA) implementations. Simultaneous combinations of these techniques can be chosen according to their
aesthetic properties. Furthermore it is optimized for the
integration of several third party clients like the ZirkOSC
plugin [7] or the Spatium interfaces ([5]). New projectbased extensions can easily be linked with the system due
to its distributed and open architecture. Another positive
side effect is the simplified maintainability. The audio engine and spatial rendering system in the original Zirkonium is implemented with a version of the Apple Core
Audio library that is becoming more and more outdated.
To remain compatible with contemporary OS X updates it
would be necessary to constantly revise a set of rather lowlevel functions. By using Max the audio functionality can
be easily accessed with a few clicks while the respective
bindings to the operating system and hardware updates are
maintained by the creators of Max.
The original Zirkonium breakpoint editor pursues a relatively rudimentary approach for the positioning and movement of virtual sound sources: in an event-based timeline one can create spherical rotations with a fixed speed.
Zirkonium MK2 contains a graphical Trajectory Editor (section 5) which uses quadratic Bézier splines for the definition of movements around the speaker setup but also for
a modification of speed and acceleration along time. Furthermore it is capable of recording live panning instructions in the underlying representation. This has been a
strongly demanded feature by many guest composers since
it is a very intuitive and natural way of describing movements which can also be exported as compositional patterns. By maintaining the event-based data structure from
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the classic Zirkonium old pieces can easily be imported by
applying a resampling of the text-based rotational figures
as Bézier splines which can be extended or modified just
like newly created paths.
2.1.2 Architecture
Figure 2 shows the elementary architecture of the system
and the possible combinations of the individual components that are represented by rectangular boxes. Each box
is subdivided into two sections: the In and Out section.
The different entities that are listed in the Out section of
one component can be sent to another component if they
are contained in the respective In section. Since the specific combinations strongly depend on the composer’s intention and workflow the following text gives a more general overview of how the components are usually applied.
The Spatialization Server (section 4) receives live audio
streams delivered by another software like a DAW by using Jack or Soundflower or an external source through the
hardware audio interface or the network by services like
netJack and the streaming audio project [8]. Furthermore it
can be instructed to play back certain sound files by a custom controller client or the Trajectory Editor (section 5).
The real-time spatialization is done with respect to specified loudspeaker setup (section 3) while the Server’s output goes directly to the audio interface. The instructions of
how to position and move certain sound sources can also be
transmitted from an external client, from the featured Trajectory Editor or forwarded and exchanged between them
to complement each other’s functionality (section 8). A
time stamp that keeps track of the ongoing piece can be exchanged between all clients to fire up certain spatial events
or update positions according to a timeline.

sounds, their positions and movements is decoded in regard to a desired speaker setup which can be exchanged by
one click. Thus the composer can present his piece in a
different studio without having to prepare a new mixdown.
Certain aspects like the individual dimensioning and room
acoustics of a studio can make a piece sound different from
the initial composing space (see [9] for a more detailed
consideration) and should always be kept in mind when
intending to relocate the presentation.
Speaker Setup (Figure 3) provides both a threedimensional interface for a free-handed positioning of
speakers as well as numerical tables to register either
spherical or rectangular coordinates. By default it contains
several sets of loudspeaker coordinates for basic layouts
like a quad or octophonic and the studios in the ZKM including the Klangdom. These presets can either be modified or a new one can be started from scratch. The tool
also maintains output patching presets which are associated with one or several speaker setups. Once a setup has
been successfully created it can be exported to XML to be
re-used in the previously mentioned Spatialization Server
or the Trajectory Editor. Such a setup can also be created
with a regular text editor since the XML-Scheme is also
part of the documentation.

Trajectory Editor
DAW / Max / SC
Sensor /
Controller Data
Source Positions
Timing
Live Audio

IN

Soundfile Paths
Timing
Spline Templates
Zirkonium Pieces
Speaker Coordinates

Source Positions
Soundfile Paths
Timing
Live Audio
Spline Templates

IN

Source Positions
Soundfile Paths
Timing
Spline Templates

Figure 3. User Interface of the Speaker Setup application

OUT

OUT

4. SPATIALIZATION SERVER

Spatialization Server
Source Positions
Soundfile Paths
Timing
Speaker Coordinates
Live Audio

Source Positions
Timing
Live Audio

IN

OUT

Figure 2. Possible combinations in a Zirkonium MK2
Setup

3. SPEAKER SETUP
The Speaker Setup application emerged from the original
Zirkonium where it existed in a subwindow for explicit internal use. It enables the user to create and maintain different loudspeaker configurations which are corresponding to
the studios where one is planning to work. At this point the
advantage of an object-oriented encoding based on spherical coordinates becomes clear which is employed both in
VBAP and Ambisonics. The spatial score which implies
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The Spatialization Server is a standalone application based
on the Max runtime that can be considered as the core of
the MK2 system. It is responsible for every realtime-audio
related task such as soundfile playback or recording, handling live audio streams and applying the spatial rendering
of virtual sound sources. It is designed to be remote controlled by means of the MIDI-, OSC or TCP/IP protocols
and provides an adjustable threedimensional visualization
of the ongoing piece.
4.1 Everything at a glance
The front end to the Spatialization Server (see Figure 4)
enables the user to organize the entire infrastructure of
the respective piece in one window. A tweakable 3Dvisualization in a secondary window can be used to monitor the moving sound sources in relation to the used
speaker setup. The main window is subdivided into three
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sections providing level meters for all incoming and outgoing audio signals concluding with a collection of buttons and fields which provide access to every configurable
feature of the Spatialization Server.

Marije A.J. Baalman in [13] where she applies Ambisonics for giving the recording a rather ”spatial and diffuse
impression” or Wave Field Synthesis (WFS) for projecting
sound inside the listening area and thus creating ”a very
intimate effect”.
Advances have also been made in the sound quality of
the binaural filtering for headphone use. It applies the
FFT-based fast convolution with impulse responses from
the CIPIC HRTF database [14] as proposed in [15].
4.3.1 Performance

Figure 4. Main window of the Spatialization Server
4.2 Generic Presets
The User Interface design of the Server including the overall color scheme and types of the respective buttons, sliders and level meters is inspired by the very appealing set
of spatium renderers which are thoroughly introduced in
[5] and can be accessed in the open source domain [10].
These renderers consist of different OSC- or MIDI controllable standalone applications for Ambisonics rendering
or Amplitude-Panning of live inputs, sound field recordings or stereo sound files respectively. The spatium·ambi
renderer for instance provides configurable soundfile- and
Ambisonics related settings and a fixed amount of 16 live
inputs and different pre-declared exchangeable loudspeaker
setups.
To extend this limitation of pre-defined in- and outputs
the Spatialization Server makes use of the JavaScript capabilities of Max which are provided by the js object. Thus
the amount of inputs can be freely chosen without any logical limit. Depending on the power capacity of the user’s
computer this maximum supported number is limited physically and can vary in each scenario. The amount of outputs is determined by the created speaker setup and thus
is also assigned dynamically. The same counts for direct
outs. This in- and output configuration as well as the spatial rendering assignment can be saved into a preset which
might refer to one or several pieces.
4.3 Hybrid Spatial Rendering
One of the key features of the Server is the possibility to
simultaneously process incoming sound sources with different spatial rendering algorithms. Each channel of the
Input section can be spatialized with VBAP according to
[11] with the Sound Surface Panning extension described
in [12], a mixed order Ambisonics proposed in [5] or sent
to a dedicated direct out right next to the Output section.
Furthermore a channel can be declared as one of the four
B-format channels coming from a soundfield microphone
recording. The idea behind this mixed approach is to enable the composer to use the desired rendering algorithm
and its acoustic properties as a stylistic device. Concrete
aesthetic qualities of spatial technologies are described by
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Pieces for the Klangdom typically comprise about 16-32
sound sources. Of course this number strongly depends on
the composer’s intention, workflow and base material. For
our eight core Mac Pro model from early 2008 a number
of 50 sound sources is a realistic upper limit for VBAP /
Ambisonics rendering.
Before actually working with the system composers tend
to be worried about the performance limitation of the spatial rendering although it rarely remains an issue further on.
Experience has shown that an increased amount of different sound sources can not only complicate the composer’s
work but also make it harder for the listener to perceive and
distinguish individual sound sources and spatial gestures.
The binaural filtering is more demanding in this regard
with a maximum of about 10-12 simultaneous sources. For
efficiently deploying the available CPU power an arbitrary
number of input channels can be excluded from the binaural processing.
4.3.2 Scalability
The system is not primarily designed to pursue a distributed
processing approach. However, due to its network oriented
communication and synchronization the performance limitations can be exceeded by deploying the software on separate computers. The outgoing audio signals which represent the real-time result of the spatial rendering merely
have to be joined before going to the speakers. This can
be achieved on the hardware side by means of an appropriate mixing interface or on the software side by applying a
networked audio streaming.
5. TRAJECTORY EDITOR
The Trajectory Editor is a document-based application
client which provides a very intuitive and gestural user interface for the spatial distribution of sound along time. It
can either be for the live recording or construction of automations as cubic Bézier splines with a set of graphical
tools. It provides a very powerful remote access to the the
Spatialization Server and can be used in numerous scenarios (also see section 8).
5.1 Terminology
The underlying data structure and the corresponding terminology was mostly inherited from the original Zirkonium. Virtual sound sources are considered as IDs which
can be gathered in Groups. Both can be the target of spatial Events which are arranged in a timeline and determine
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movements or modifications of a parameter called Span
which describes the extension of a sound source along the
surface of the underlying speaker setup.
Keeping this data structure simplifies the import of original Zirkonium pieces which can be extended with the new
set of tools or partially re-used in a new context.

progress and acceleration within the current event along
the time axis.

5.2 The Loudspeaker Canvas
Figure 5 shows the user interface of a Trajectory Editor
document. On the right side the previously mentioned data
entities and their relationships are configured in text-based
table entries while on the left side the user mainly operates on an interactive canvas while creating a spatial score.
This canvas is a two-dimensional plain with a desired loudspeaker configuration as its background. It shows the speakers from above which enables the user to access every point
of the semispherical surface of the dome. This view can
also be altered between a spherical or planar representation while the first one implies a spherical distortion of
a camera which would be positioned directly in front of
the uppermost speaker. The second representation shows
the speakers as if they were flattened in one plain which
keeps more realistic proportions of the distances between
the speakers.

Figure 5. User Interface of a Trajectory Editor document

5.3 Global vs. local Event Context
The canvas view is subdivided into three different tabs
which also set the lower timing representation into an individual context. The Initial tab is a more global overview
of the entire piece - each ID and group can be monitored
and highlighted while the individual splines of the actually
processing events are hidden. It is also used to define the
intitial position for each ID or freely play with a certain
target. If this tab is active the lower timing view is scaled
onto the length of the entire piece and can be used to observe the progress which is represented by a running cursor
or step into a certain point in time.
The Trajectory as well as the Span- Tab are both associated with a selected Event. They display the corresponding
splines and the target as shown in Figure 6. The lower timing view switches to a local timing mode - it displays the

- 827 -

Figure 6. A Trajectory Editor document in the Eventbased context
5.4 Create and modify Automations
For each time-based automation the Trajectory Editor uses
cubic Bézier-Splines which can easily be created and modified with the toolbar on the lower right side of the document. These tools are inspired by contemporary software
solutions for scalable vector graphics like Adobe Illustrator or Inkscape. The resulting graphical lines can freely
be modified by accessing the individual spline elements
or globally transformed by operations like shifting, x/yscaling and rotation of all elements. By default each spline
has a linear timing which means a constant speed determined by the duration of the event and its own length.
This timing can be modified in the timing view right below the canvas. The x-axis of this view represents the duration of the event while the y-axis represents the amount
of the spline which has been passed. Each automation can
also be looped by an arbitrary percentage referring to the
overall path. A further loop mode specifies the direction
of the loop and the way its acceleration curve is considered. Hereby the acceleration can be applied for each loop
segment or once across the entire looped event. Loops are
a very easy and effective way of giving the piece a subtle
vividness without the necessity of programming many individual movements. Besides constructing or painting trajectories it is also possible to record incoming live data into
an underlying spline representation. The resulting trajectory including its acceleration curve can also be modified
by the graphical tools described above. Splines can be exand imported as Templates by a given XML interface.
5.5 External Synchronization
The Trajectory Editor has its own internal master timing
which gets controlled by the transport section in the lower
right corner of the User Interface. This timing however is
only relevant if the Trajectory Editor is used to spatialize
the playback of audio source files. If it is used for live audio streams it is possible to synchronize its timing to MIDI
Time Code (MTC) and OSC-based timing messages.
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6. PLUGINS AND CONTROLLERS
A very convenient and more and more established way of
recording spatial movements in a direct relation to sounds
and an underlying waveform representation is by the use
of a DAW and the respective plugin interface ([5], [7], [16]
and [17]). This way the variation of spatial coordinates
either in spherical or rectangular representation can easily
be recorded and played as an internal automation curve.
Hereby each dimension of the coordinate (X, Y and Z vs.
Azimuth, Elevation and Radius) gets its own parameter in
the plugin and therefore its own curve which is corresponding to the desired track’s timeline while the resolution of
these curves and their type of interpolation strongly depend
on the individual DAW. The advantage of this approach is
that the spatial movements can be arranged just like the
equivalent sound snippets and become part of the typical
workflow in a DAW-based composition. A disadvantage
lies in the fact that most DAWs and their respective plugin SDKs don’t provide a time-independent access to the
automation data which can only be modified with the internal tools curve- and parameter wise. Another disadvantage
refers to the archiving of the piece - each piece and its possibilities of further modifications and access to the spatial
score is tied to the specific DAW it was created in. Using the Trajectory Editor with external MTC synchronization provides a workaround for keeping the typical DAW
workflow for the soundwise composition and having a full
DAW-independent dataset for the spatialization. To remain
flexible the open source Audio Unit plugin introduced in
[7] is included in the Zirkonium MK2 bundle or can be
downloaded under the given url. Other contents are example patches for Max, SupperCollider, the Lemur and TouchOSC as well as an Audio Unit / VST Plugin that hands
the DAW’s current timestamp to the Server if it doesn’t
support MTC sending.
7. EXCURSION: OPTIMIZING SOUNDS FOR
SPATIAL PERCEPTION
A critical point in the field of spatial audio can be found in
the complex interaction between sound qualities and spatial appeareance in terms of ambiguity, localisation and
distance. Our perceptive system is used to work with indifferent cues in the way that it creates an ambiguous impression. We are used to accept these ambiguities in real
life, but composers seem, when working with spatial audio, to be obsessed with the fact that every sound should
have a clear position in space. Especially when using low
frequency signals it is important to learn that the spatialization technique in use cannot deliver a more distinguished
outcome than we are able to perceive. Extending this observation it becomes clear that other qualities of sounds
might influence their spatial perception. A sound without
a percussive timbre envelope will allways spread in space
ass opposed to sounds containing one or more high frequency impulses. The latter will clearly be perceived as
point sources. The impression of distance is influenced
by the amount and loudness of higher partials. Sounds
with loud high frequency partials seem to be closer to the
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listener than sounds with fewer high frequency partials.
Listeners and composers seem to accept these facts when
sounds with a real reference are used. But using artificial
sound information these perceptive strategies of the ear
and brain interact unintentionally with the different timbres and create an interpretation of a spatial scenery sometimes contradicting the initial intention of the composer.
As a conclusion composers should know whether to blame
the spatial reproduction system for those artefacts or the
regularities of how our perceptual system localizes sounds
differently based on their physical characteristics.
8. EXAMPLES
The field of application for MK2 reaches from tape music
to interactive live performances. Within this context both
the audio as well as the spatialization can either be prepared files or generatively created data streams. This leads
to a variety of combinations which are benefitting from the
flexibility of the system.
In context of the 50 year anniversary of the Elektronmusikstudion in Stockholm five Swedish musicians and
composers Helene Hedsund, Lars Åkerlund, Lise-Lotte
Norelius, Jens Hedmann and Eva Sidén played a concert
in the ZKM Kubus in March 2014 which was also part of a
live broadcast for a Swedish radio station. The pieces were
prepared and played with the MK2 system, each in a different context. Hedsund pursued the pure tapemachine approach and worked on a Pro Tools session sending the audio streams to the Spatialization Server with Soundflower.
The entire spatialization was done in the Trajectory Editor
which was synchronized to Pro Tools by MTC. Åkerlund
worked in a similar way with the difference that he also
included a live electronics performance in the setup. As
well as the IDs for the tape part the live inputs had representations in the Trajectory Editor and were included in
the previously programmed spatial score. Hedmann and
Sidén did the same thing with microphone inputs which
were capturing sound from a piano and several metal objects. For an easier handling of the different sessions during the concert the Pro Tools tracks were consolidated and
deployed as mutlichannel soundfiles which were played by
the Spatialization Server. The pieces consisted from 12 up
to 44 individual sound sources. Norelius used MK2 in her
residency in a different way. A Max patch is generating
live audio which is handed to the Spatialization Server by
Soundflower. A part of the spatialization is created from
pre-recorded data of movement sensors while the other part
is created in the Trajectory Editor. The timing is also generated in the patch and sent to the Spatialization Server
by OSC which synchronizes the Trajectory Editor with the
progress of the patch. Norelius’ piece will be presented at
a concert in June 2014.
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9. CONCLUSIONS
The MK2 system emerged from a rather conceptual state
towards a set of tools that are actually used to play concerts on a regular basis in the ZKM Kubus. Since the
software is free to use many composers take it along after their residency at the IMA and apply it in their private
studios or institutions. Upcoming developments will focus on improving the current spatial rendering techniques
and also incorperate an external Wave Field Synthesis rendering module. Thus the composers will be enabled to
combine the rather surface-oriented VBAP and Ambisonics spatialization techniques with the aesthetics of sounds
that are physically departing from the surface of the dome.
One major challenge will be the revision of the compositional tools in regard to a distance encoding that also conforms with the actual acoustical domain. In context of the
”European Art-Science-Technology Network” project new
strategies to generate spatial gestures with the help of physical modelling systems like ”Genesis” or ”Mimesis” [18]
will be implemented in the near future. Other efforts will
lie in building synergies with other non-commercial parties
in the field of spatial audio. By establishing compatibilities to environments with a different focus like Matthias
Kronlachner’s Ambisonics Plugin Suite [16] and its nonrealtime capabilities a different workflow and set of aesthetics can be proposed to the guest composer without loosing the advantages of the flexibility in the Zirkonium MK2.
This will also be encouraged by taking into account established interchange formats for the description of spatial
audio scenes like the SpatDif described in [19].
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Orchestrating wall reflections in space by icosahedral loudspeaker:
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ABSTRACT
Can we orchestrate the acoustic reflections in a room within
an electroacoustic composition? Doing so appears promising by using the twenty-channel IEM icosahedral loudspeaker (ICO) and its beamforming algorithms. Based on
two musical pieces, we present initial results from an investigation about the perceived auditory objects. By means
of explorative listening experiments, we bring evidence
that the ICO orchestrates wall reflections. Moreover we
can roughly explain the responses by a wall reflection model
with echo thresholds or by a binaural lateralization model.
1. INTRODUCTION
Holophony [1] can be used to replicate natural sound generators or to excite paths of sound reflection. In particular, the notion of employing sound sources with adjustable
acoustic radiation in electroacoustic music was introduced
in Paris in the late 1980s by a research group at IRCAM.
For this renowned concept study they built ”la timée” [2], a
cube-shaped loudspeaker with six separately driven channels for the production of freely controllable sound radiation directions. In 2006, a technical in-depth investigation
started at the authors’ institute. The result was a twentychannel icosahedral loudspeaker system [3], see Fig. 1.
The 20-channel IEM icosahedral loudspeaker (ICO) emits
sound whose strength is adjustable for different spatial directions. It is capable of providing a correct and powerful
simulation of musical instruments in their lower registers
in all their 360◦ directional transmission range. The device
is also suitable for the application of new room acoustic
measurements in which controllable directivity is used to
obtain a refined spatial characterization.
Currently there exist only few comparable systems in the
world: a 120-channel system at CNMAT, Berkeley [4],
a 12-channel system at ITA, RWTH-Aachen, Germany, a
12-channel system at the Acoustics Lab, Ben-Gurion University of the Negev, Israel, cubical 6-channel systems at
IRCAM, France, hemi-dodecahedral 6-channel systems at
the Princeton and Stanford Laptop orchestras [5], and experimental systems in works of Curtis Bahn, Perry Cook,
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Figure 1. ICO playing spatial music for a dummy
listener for the systematic investigation. Exemplary
binaural recordings of stimulus 2 are available at:
http://iaem.at/Members/zotter/KK_2.wav

and Dan Trueman [6]. Except for the systems in Berkeley,
Princeton, and Stanford, most systems employing spherical beamforming are primarily used for measurement purposes.
The application of the beamforming algorithm developed
in [3] allows strongly focused sound beams to be projected
onto floors, ceilings, and walls. Thanks to the increased
number of loudspeakers, it achieves sound beams that are
three times narrower than early prototypes. The beamforming allows to attenuate sounds from the ICO itself
while sounds from acoustic reflections can be emphasized.
Beams are not only freely adjustable in terms of their radiation angle, also different ones can be blended, or their
beam width can be increased. A loose idea behind employing such sound beams in music is to orchestrate reflecting
surfaces, maybe yielding useful effects in the perceived impression.
It came as a big surprise that the ICO permits to form
three-dimensional auditory objects in space including a useful gradation of depth that was not only noticed by the
composer, but also noticed in statements of fellow artists.
These three-dimensional auditory objects, although more
general, are extensively discussed and pursued in the recent artistic research, e.g. [7].
This contribution is arranged as follows: Section 2 introduces the main questions induced during early performances of the ICO. The subsequent section presents a first
step in answering these questions in terms of an exploratory
auditory evaluation. The results of the evaluation can partly
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ϕ = 270◦

Figure 2. Layouts of the pieces grrawe (left) and firniss (middle) in terms of beams (see numbers) to which the composition
routes and amplitude-pans its signal objects. The image on the right shows the mirror sources representing wall reflections
of the ICO, cf. Tab. 1, including an examplary beam pattern pointing at the back-wall reflection.
sound path
direct
(di)
front
(fr)
left
(le)
back
(ba)
right
(ri)
ceiling (ce)
floor
(fl)

be explained by simple geometrical considerations. The
more elaborated binaural model in section 4 provides more
insight into the localization of the auditory objects. Exemplary for a single object, section 5 merges the results of the
verbal evaluation, the geometrical considerations, as well
as the binaural model. Finally, the last section summarizes
our contribution and sketches further steps in understanding the orchestration of space by the ICO.
2. EARLY PERFORMANCES AND INQUIRIES
In the exploratory works 1 grrawe 2010 (10’26”) and firniss 2012 (11’23”), the authors explored how to employ
the ICO technically and aesthetically for electroacoustic
music, using beam/track layouts of Fig. 2. As part of this
collaboration, the ICO has been tested since 2009 following the requirements of an artistic work in progress. The
results of these ”inquiries” were in turn integrated into both
the development of the composition and the development
of the instrument ICO.
The main questions emerging from early performances
and shared experiences were: Can the choreography of
electroacoustic auditory objects be reproduced in a composition and in different spaces (e.g. physical, imaginary, social, language)? Or does the choreography mostly develop
in the (acoustic) imagination of the composer — hence are
they to be seen more as metaphorical and programmatic
settings that serve the composer primarily as aids in dealing with the technical equipment? How can one stage the
auditory-object choreography and make it tangible for an
audience? What spatial conditions are required to do so?
How can one describe and verbalize these objects for intraand interdisciplinary exchange of ideas? In the case of
many musical effects that emerge and which are being reinforced by the ICO, the question remains: why and how?
1 grrawe was presented at the Forum Alpbach 2010 and formed part of
the concert programme at the Digital Audio Effects Conference DAFx10,
as well as at the 2011 next generation Festival at the Centre for Art and
Media Technology ZKM Karlsruhe. Zotter and Sharmas work with the
icosahedral loudspeaker was the only Austrian contribution presented
in the music category within the framework of the ELIA-Art Schools
NEU/NOW Festivals 2011. The icosahedral loudspeaker and grrawe were
presented to a specialist audience of composers and sound engineers at the
International Conference for Spatial Audio ICSA 2011. grrawe and firniss
were invited to the International Computermusic Conference ICMC 2012
and the Internationale Ferienkurse für Neue Musik Darmstadt 2014.
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T/ms
0
12
15
28
30
11
2

φ/◦
42
18
65
169
-67
47
42

ϑ/◦
88
89
89
89
89
27
124

Table 1. Sound paths arriving at the listening position from
azimuth and zenith angles φ/◦ and ϑ/◦ with a time delay
T relative to the direct sound.
Object
clicks
rays
melody
bass
squeaks

Time in s
9-59
0-56
30-42 & 49-55
5-60
29-33 & 55-59

Beams
Panning 5/6
1+2+4+7 + Panning 5/6
Panning 9/10
Panning 7/8
5+6

Table 2. Appearance times/beam numbers in stimulus 2.

3. EXPLORATORY EVALUATION WITH 7
LISTENERS
Listener-based research is not totally new within this field.
Nevertheless, its importance needs to be strongly enforced:
Any objective evidence about the qualities of perceived
sound objects can only be accessed systematically through
listening tests, but still they are only seldom utilized [8]. In
this contribution we want to show some initial evidence by
a first, small evaluation through listeners. Starting with this
kind of research one stops immediately at the first obstacle:
How can one ask detailed questions if there is no widely
accepted vocabulary for relatively new sonic emergences?
However, present terminology still offers only insufficient
classification that is relevant in spatial sound-based music. Despite the importance of musicological analysis and
its comparability, still researchers have to develop suitable
vocabularies on their own, e.g., in [9, 10, 11, 12]. Even
more so, the exploration of auditory objects in our study
faces the absence of any commonly accepted terminology.
To still provide initial results, we used an open questionnaire for the exploratory study below.
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clicks
rays
bass
squeaks
melody
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How listeners characterized the object’s sound
clicks, waterdrops, pulse
sound sphere, drone like, bell like, static sound
bass, deep, deep drone
high pitchy squeak, high tv-like whistling, high frequency sound: pitch stable, high feedback like sound
phrase, iu, low mid sound: moving pitch going
up and down, more smooth than the one before

Where listeners perceived sound object
at the ico slightly left, some from behind the ico
proceed out of the ico, invade space from the side
beginning in front, towards the end from behind
from the right behind me, above my head
middle of the wall, from behind the ico, jumps

Table 3. Synopsis of how listeners described sound objects in stimulus 2.
rays clicks

A. How many distinguishable auditory objects are heard?
B. What characterizes the sounds of these objects?
C. Which object is heard where (including movement)?

bass

melody

squeaks

16k
8k
4k
2k
frequency/Hz

In an exploratory auditory evaluation in October 2012, 7
subjects were presented 8 stimuli, excerpts of the compositions grrawe and firniss, with the ICO in the IEM-CUBE.
The length of the stimuli was between 10 and 60 seconds.
Each subject was alone in the room when filling a questionnaire with the following three questions for every stimulus:

1k
500
250
125

Statements and descriptions were transcribed from the paper questionnaires and compared for parallels and significant discrepancies. The terms used by the listeners for
characterizing the auditory objects varied, of course, but
were surprisingly congruent for some stimuli. For this case
study we used the terms that had been similarily used by
the listeners. Tab. 2 shows the objects of stimulus 2, exemplarily. The verbalization results for this stimulus are
summarized in Tab. 3.
Given the congruence of where listeners perceived sound
objects, the question remains whether location and extent
can be understood in terms of simple geometric considerations, or are they estimated by psychoacoustic binaural
localization models.
4. MODELING AUDITORY OBJECTS
Recent work on the sound spatialization technique Ambisonics [14, 15] brought forward new expertise on spatial
perception of auditory objects created by multiple active
surrounding loudspeakers. This is in contrast to former
work on triplet or pairwise stereophony that only uses two
or three active loudspeakers per auditory object [16, 17,
18, 19]. The investigations in [20, 21, 22, 23, 24] indicate
how to model such phantom sources in terms of direction,
width, and coloration.
For auditory events created by the ICO, additional complications, e.g. unequal acoustic delays, need to be considered. Fig. 4 shows that the directivity of the ICO controls
the magnitude of each sound propagation path (direct or
reflected), of which each one is associated with a direction
and time of arrival at the location of the listener. So far,
there is only one brief work about the topic [25]. A basic understanding of the perception of reflected sound is
given in the work of Hartmann [26, 27, 28, 29] and Morimoto [30, 31, 32], which underlines that sounds, directions, amplitudes, delays, and kind of sounds arriving at
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Figure 3. Spectrogram of stimulus 2 based on transformation with logarithmic frequency resolution (shortterm constant Q transform, ST-CQT [13]). Sound objects
of Tab. 2 largely cover distinct frequency bands (colored
boxes).

the listener determine what is being perceived. What is
more, the −0.25dB/ms echo threshold given by Rakerd et
al. [33] predicts whether sound arriving delayed with regard to preceding sound still affects auditory localization.
For instance, the wall reflection ri excited by the beam in
Fig. 4 lies above this threshold, and accordingly it is expected to strongly determine the perceived auditory object.
However, also thresholds discussed in newer works, e.g. by
Goupell et al. [34] or Donovan et al. [35], did either only
investigate two instances of a sound with varying amplitudes, or more instances of a sound of the same amplitude.
For this reason, there has been doubt concerning the applicability of these threshold models during the work on this
paper. Only after finishing, our noise burst and speech experiments in [36] could verify the −0.25dB/ms threshold
model as a suitable predictor. This has been achieved by
combining the echo threshold with the so-called energyvector [23, 37] but couldn’t be included here, anymore.
In addition to the experimental exploration here, all stimuli
excerpts were recorded with a B&K 4128C dummy head
at the listening position, cf. Fig. 1. We fed the recordings
into a binaural localization after Lindemann [38, 39] which
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Figure 5. Predicted directions for each object of stimulus 2, calculated by the Lindemann binaural localization
model.
sion from the geometrical and echo threshold-based evaluation in Fig. 4, the binaural localization model in Fig. 5,
as well as the exploratory verbal evaluation by listeners in
Tab. 3.
Most distinctively, the sound object squeaks shows a consistent trend:
• Tab. 3: ”from the right behind me, above my head”,
• Fig. 4: 15dB stronger right-wall reflection (ri) than
front-wall reflection, while sound from other directions is negligible; ri clearly lies 12dB above the
−0.25dB/ms echo threshold,
• Fig. 5: squeaks exhibit a lateralization contour that
moves from the center to the right.

5. EXEMPLARY DISCUSSION: SQUEAKS
Despite we presently lack evaluation and modeling methods covering dynamical auditory object extent and location description in 3D, it is possible to merge the abovementioned results, exemplarily. We can gather a conclu2

40
30

left

is part of the Auditory Modeling Toolbox 2 . The model
divides the binaural recording into 40 bands with a spacing of 1ERB (equivalent rectangular bandwidth) [40] and
center frequencies between 26 Hz and 16.9 kHz. The auditory nerve is modeled by a half-wave rectifier and a lowpass filter at 800 Hz. In each band, the inter-aural leveldifference (ILD) is considered by monaural detectors and
contra-lateral inhibition that yield a shift of the peaks in
the inter-aural cross correlation function. The inter-aural
time-difference (ITD) is then computed as the centroid of
the inter-aural cross correlation function [41], which delivers one ITD value for each frequency band and each time
step of 6 ms.
Exceeding the original model implementation, for each
band and time step, our model considers the composite
sound pressure level, which is calculated by energetic superposition of both ear signals. The model only keeps ITDs
whenever the sound pressure level within the respective
bands and time step lies above a certain threshold; note
that the model does not use any advanced object identification, except for this manually adjusted level threshold.
Moreover, the spectrogram in Fig. 3 shows that the previously named auditory objects mainly cover distinct bandwidths/time segments. To get a single composite ITD value
for each object per time instant, the model calculates the
level-weighted mean ITD of the frequency bands belonging to the respective object. Finally, to obtain direction
estimates from the ITD values, the angle of the binaural
impulse response pair (BRIR) with the most similar ITD
is selected from a dataset of BRIRs at each frequency; the
BRIR dataset is a set of horizontal semicircular measurements taken from the same dummy head that was used to
take the binaural stimuli recordings. Fig. 5 shows the resulting directional evolution of each object over time.

right

Figure 4. Reflection paths as they are excited by the stimulus example squeaks through the ICO are shown in the polar top
view (left). Time sequence of arriving reflections at the listener and their echo thresholds are shown in the middle. The
polar top view on the listener (right) shows from where reflections arrive with which propagation decay.

freely available on amtoolbox.sourceforge.net/
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Notwithstanding, also the other sound objects are largely
consistent with the verbally given localization of Tab. 3 and
Fig. 5. The lateralization of clicks and bass matches the
verbal description well. However, more accurate models
are desirable.
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6. CONCLUSION AND OUTLOOK
Our work using the ICO aims at producing stable auditory
objects utilizing the reflections of its surrounding space.
This contribution exemplarily reveals that individual listeners perceive these objects similarly, although using different verbal descriptions for characterizing the objects and
their spatialization. The spatial character of these objects
can partly be explained by geometrical, threshold-based
models, as well as a binaural lateralization model. However, these models cannot explain all auditory aspects, e.g.
three-dimensional localization, extent, and shape.
Steps towards verbalization should be taken in the future to form a consistent and common vocabulary powerful
enough to describe the emerging auditory objects. Suitable methods, e.g. repertory grid [42], can help establishing this vocabulary. Additionally, pointing methods [43]
can be employed to obtain quantitative localization results.
Careful design of experimental environments and stimuli
is required for accurate and effective evaluation and should
bridge psychoacoustic evaluation and musical composition
practice in electroacoustic music. Hence, not only may the
stimuli cover typical psychoacoustic test signals, such as
pure tones or noise, but also they need to consider simple
musical miniatures and complex pieces.
Obviously, psychoacoustic understanding and modeling
need to be further developed by new experiments in order
to inform the compositional process of new pieces. In turn,
these pieces and the new questions they raise inform a further psychoacoustic refinement.
In the future, the interdisciplinary cooperation of the areas of perception, psychoacoustics, cognition, music psychology, and semiotics will enable to better utilize the ICO
as a mobile instrument that orchestrates the various spatial
environments in which it is played.
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ABSTRACT
In the last years an increasing interest can be observed for
developments in game engine technologies as a versatile
creative tool. In particular, the possibility to visualize and
simulate real-time complex physical behaviors facilitates
the design and implementation of 3D virtual music
instruments and the exploration of sound gesture as a
result of their kinematic and spatial properties. This paper
describes two case examples in the form of linear
compositions based on non-conventional instrumental
designs where audio is procedurally generated using
custom-built APIs in the game engine scripting language
(Unity3D-Javascript/C#). Sound events are also
organized as a sequence of flexible code instructions,
resulting in a quasi-fixed piece duration with subtle
timbral variations over multiple playbacks. In both cases,
the model presented shows inherit spatial characteristics,
which are useful in order to build spatialization patterns
in a multichannel loudspeakers configuration and
emphasize the strong causal connection between the
visual and sonic aspects of these works.

1. INTRODUCTION
1.1 Game Engines as Multidisciplinary Creative
Environments.
The need for rich development environments, especially
in the field of sound art and interactive media, has led to
the incorporation of new tools [1] [2] which, although
originally devised for the video game industry, have
proven to be an extremely convenient and affordable
solution for many sound artists.
This is easily understandable as video games
development often requires similar software and
hardware capabilities as many of the interactive works
proposed by sound artists, including graphics rendering,
time management methods, an audio playback engine,
input interfaces, etc.
In some occasions, this type of software can also be
used for prototyping complex art installations where an
Copyright: © 2014 Ignacio Pecino. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.

impact assessment is required [3], yet the usage of game
engine technologies goes far beyond real-world
simulation models, allowing for innovative and original
approaches to instrumental design and composition where
virtual tridimensional space can be considered as the
main structural variable that shapes the musical output.
Notable examples of compositional applications of a
game engine [4] can be found in the works of Robert
Hamilton [5], Ricardo Climent [6] or Andrew Dolphin
[7] [8], whose “sound toys” are a very interesting
demonstration of interactive tools with a focus on space
and real time synthesis (in MAX/MSP) using control data
from a 3D engine (Unity). However, it is possible to
appreciate how most of these and other works using game
engine technologies are essentially interactive in nature,
as they need some sort of live user input in order to
produce sound, whether it is coming from a member of
the audience (e.g. a sound installation) or the artist
himself (during a performance or at the studio).
In contrast, the two cases described later in this paper
are an attempt to reconcile the more traditional approach
of fixed-media and acousmatic composition with the
emerging trends and procedural techniques that these new
development environments have to offer. In particular,
the potential for 3D objects manipulation, integrated
physics (collisions detection, gravity, etc.), along with the
built-in scripting languages, are exceptionally helpful
when mapping dynamically generated spatial and
kinematic data into the audio engine of our choice (e.g.
SuperCollider [9]), while sound events can be
programmatically sequenced over time from a custom
script, analogously to how we organize sound materials
or MIDI events in a DAW (e.g. Protools).
1.2 Procedural Audio
Given the real-time nature of most processes running in a
game engine, a procedural approach to sound generation
is possible and desirable, even in a non-interactive
compositional context. An audio sample playback engine
is generally provided in every game engine, but these are
usually very limited in their functionality, permitting only
basic volume and pitch controls. Consequently, it is often
advisable to replace the default internal audio engine with
a more specific and powerful software for real time audio
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processing such as Supercollider or MAX/MSP. Both
sides of the system (game engine and external audio
software) are then interconnected using a standard
communication protocol such as OSC [10].
Procedural audio [11], as opposed to recorded sound, is
created in real time according to a set of rules or
algorithms (sound as a process), reducing the amount of
raw audio data needed to play a music piece although
considerably more demanding in terms of CPU usage.
1.3 Live Coding vs. Sequenced Code.
The use of live coding (on-the-fly programming) as a
form of musical expression is an increasingly popular
practice within the music community. Supercollider and
Chunk [12] are well-known examples of object-oriented
programming languages that allow live interaction with
code and improvisation.
On the other hand, the scripting languages that most
game engines include (JavaScript and C# in Unity,
Python in Blender, etc.) do not permit code modifications
at runtime but, in most situations, they are still capable of
managing time efficiently, as long as we do not require
sample accurate audio processing.
In the two case examples proposed here, the scripting
programming language is utilized in three different ways,
corresponding to the three stages of the proposed
compositional method.
First, it is required to implement the basic structural
design of our virtual instrument, including the
characteristic variables and components of the system.
Secondly, it allows us to define a set of functions or
subroutines describing what our virtual instrument is able
to perform (instrumental techniques) as result of the
manipulation of the previous variables and objects.
Thirdly, as we mentioned earlier, all these functions
(API) can be called as an organized sequence of events to
create the temporal structure of the final musical piece
(specific examples will be presented later in this paper).
Across all these three stages, minor random elements
are introduced into the instrumental design and related
algorithms, so the final output will be a piece with an
approximate total duration that exhibits a macroscopic
deterministic behavior while presenting interesting small
variations at a microscopic level which are not directly
determined by the composer (in contrast with
conventional fixed-media pieces).

2. VIRTUAL 3D INSTRUMENT
IMPLEMENTATION
Efforts to build virtual 3d instruments for musical
interaction can be found prior to the emergence of game
engines technologies [13], but the workflow involved in
this process and the quality of the final output has
benefited from the general features present in this
accessible and “ready-to-use” development framework.

2.1 Space as the starting point
The two pieces we are about to discuss next, make
extensive use of these virtual 3D environments,
proposing non-conventional instrumental models with
strong spatial attributes. The first piece (“Singularity”)
uses a sonification of cellular automata to explore the
growth and dissemination patterns of its cells as a motif
generator for spatial concatenative synthesis. On the
other hand, the second piece studies the kinematic
behavior and sonic potential of a set of virtual rings,
organized as a fractal geometric construct known as
Apollonian Gasket 1, which is recursively generated from
triples of circles where each circle is tangent to the other
two. Given the elements involved—materials/physical
objects, sound and movement—this second piece
displays manifest similarities with generic sound
sculpture works [14].
Nevertheless, none of the instruments employed in
these pieces imitate any real-world conventional
instrumental design, but suggest more abstract prototypes
based on mathematical models. Thus, the focus is not on
simulation but on the use of space and the possibility of
composing original pieces using bespoke experimental
instruments that might otherwise be difficult and
expensive to implement in a real-world situation.
2.2 The Audiovisual Dilemma
It seems to be clear that the possibility of real-time
visualization and manipulation of 3D objects within a
game engine is certainly helpful when designing and
implementing 3D virtual instruments, as we are
establishing direct causal relationships between the
operation/behavior of the simulated physical system and
the following sonic output. However, since the main goal
of the proposed method is to deliver a non-interactive
music composition, it is not so clear what the nature of
the final piece should be: acousmatic or audiovisual,
especially when the music language used resembles that
of the electroacoustic acousmatic tradition. In other
words, should the audience be presented with a
visualization of the virtual instrument performing the
piece?
In principle, both points of views are equally valid
(with their pros and cons) but, given the spatial attributes
of the pieces being discussed, I tend to believe that the
sonic gesture is better explained when we are able to see
the object and movement involved, in the same way as a
performer and his instrument can be observed in a
traditional concert situation. Yet categorizing the piece as
“audiovisual” might not always be correct, as the visual
side of it does not necessarily have an aesthetic intention,
in the way the musical output does.
Furthermore, the visuals of the mentioned pieces have
deliberately been kept simple and minimalistic, avoiding

1
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unnecessary elements not related with the sonic
mechanisms and reinforcing the original musical concept.
2.3 Audio Sources and Spatialization
One of the advantages of using game engines to play
sound materials is that the number of final audio channels
is not fixed, not even needs to be considered during the
compositional process. Consequently, spatialization is
mostly based on the movement and positions of virtual
objects (audio-sources) in the 3D virtual environment.
Therefore, sounds are automatically panned by the builtin spatial audio engine according to the current
loudspeaker setup and the audio-listener object position
(also included in the scene). Once the piece is completed,
we are able to switch the desired multichannel output
configuration from a list of available options, usually
including stereo, quadraphonic, 5.1 and 7.1 surround.
Alternatively, if we decide to integrate an external
audio engine, such as one of the previously discussed,
this spatial functionality is lost and needs to be reimplemented. The solution considered in one the
mentioned examples (Apollonian Gasket) is to translate
Unity’s Vector3 positions (x,y,z) into angular positions
(r, θ) and send this data to Supercollider where sounds
can be panned into any speakers array using VBAP [15].
The downside of this approach is that our piece will no
longer work as a single standalone application but it will
depend on external software to play our sounds. This is,
however, a distribution issue and not a compositional
one.

A sonic implementation of a cellular automaton is
presented along this piece2, consisting in an orthogonal
grid of square cells (represented as cubes) that “live or
die” according to a given set of rules known as Game of
Life [16].

In order to translate the successive cells states into sonic
gestures, an array of very short audio samples (<100ms)
dissected from original recordings at the Museum of Science and Industry of Manchester, was used. Then, a piece
of JavaScript code selects a random sample and plays it
whenever a new cell comes to live. This sound is played
at the cell’s position, contributing to the surround sonic
image perceived from the point of view of the audiolistener object at the center of the scene.
The rapid concatenation of micro-samples across a bidimensional space produces a macroscopic textural effect
that can be categorized as a form of spatial concatenative
synthesis, as long as the evolution rate is fast enough;
although sometimes this rate is also kept relatively low
and variable, favoring the apparition of distinct rhythmic
patterns.

A number of variables are defined in the automaton’s
code, so we can modify its properties and state; for example: size (number of cells in the grid), initial density
(how many cells are likely to be alive on start), initial
area (size of the sub-grid where cells can be initially instantiated), pitch-shift (option to slightly detune audio
samples), random-volume, random-rate, etc.
All the cells are initially disabled (dead state) but we can
activate them from the main sequence script using the
cell “state” property as follows:
var automaton_A: GameObject;
function Awake(){
//Reference to the control script in the A automaton
a = automaton_A.GetComponent(Automata);
}
function Start(){
a.rate=0.1;
a.state[10,12]=true;
a.state[11,13]=true;
a.state[9,13]=true;
}

Figure 1. Screenshot of cellular automata in Singularity

The rules are quite simple but powerful enough to
originate complex emergent phenomena. The originated
shapes and patterns depend on the initial configuration of

Recording of the piece available at http://vimeo.com/79344883

3.1 Sonification of the Cellular Automaton

3.2 Software Control Interface

3. SINGULARITY: SONIC AUTOMATA

2

the automaton and evolve over time (using discrete time
intervals/ steps) spreading across the different areas of the
grid (see Figure 1). This behavior is particularly
interesting from a compositional point of view, since it
exhibits “life form” characteristics: growth, decline,
chaos-order alternation, etc., which are structurally
suitable for a musical discourse.
Also, the dynamic spatial dissemination of the living
cells can be used to generate spatialization motifs within
a surround loudspeakers configuration. In this case all
sounds are played within Unity using the default audio
engine.

The previous example would initiate a particular
automaton configuration, which would evolve under the
given rules (on a separate script) until a stationary state is
achieved or all the cells are dead. As we can observe, the
reference to the corresponding cell is provided by its (x,y)
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position in the grid (bi-dimensional array) while other
properties can also be modified here.
In addition, specific functions are also created as
methods to control the automaton’s behavior,
particularly, tempo related functions such as
Accelerando, Ritardando, etc. The evolution rate (time
between consecutive steps) can be fixed or randomly
selected between a minimum and maximum rate. The
next example shows a routine that progressively changes
these values over a given period of time:
function ChangeRate(targetMin:float,targetMax:float,seconds:float){
var t = 0.0;
var currMin= minRate;
var currMax= maxRate;
while (t <= 1.0) {
t += Time.deltaTime/seconds;
minRate = Mathf.Lerp(currMin,targetMin, Mathf.Lerp(0.0, 1.0, t));
maxRate = Mathf.Lerp(currMax,targetMax, Mathf.Lerp(0.0, 1.0, t));
yield;
}
}

4. APOLLONIAN GASKET: A VIRTUAL
SOUND SCULPTURE
As we mentioned earlier, this second case example
explores the kinematics of a set of rings geometrically
arranged as an Apollonian Gasket. This mathematical
object was chosen not just because of its spatial
characteristics, but also because of its simplicity and
recursive elegance. Moreover, the kinematic model of the
rings movement has multiple similarities with a popular
sound toy known as Euler’s Disk3 and also resembles the
natural behavior of a spinning coin.

3.3 Creating the final sequence
Once the instrument with its custom control interface is
ready, we need to select a number of automata
configurations as possible candidates for the final
sequence, taking in consideration their musical potential
and functionality within our piece. This process is
analogous to the act of selecting sound materials for an
acousmatic piece, although we are now working with
shorts space-timbre motifs generated by virtue of the fast
concatenative action of our cellular automata.
The sequence is possible thanks to several time related
instructions such as the yield instruction of the Unity
scripting language. For instance, if we need to wait 1.5s
before a new motif is generated, it is just a matter of
typing the following line:

Figure 2. Spatial distribution of the Apollonian Gasket

The original Gasket is a bi-dimensional object as we can
see in Figure 2, but it has been extended for this piece 4
into a third vertical dimension, in order to allow a richer
kinematic experience (see Figure 3).

yield WaitForSeconds(1.5);

Using a while statement, it is also possible to link two
events so the second one will only take place once a
certain condition involving the first event is met. For
example:
//automaton A is ritardando
//Wait until its minimum rate is above 0.85
while (a.minRate<0.85){
yield; //Wait 1 frame
}
//Play motif in automaton B
automata_B.SetActive(true);
b.state[1,1]=true;
b.state[1,2]=true
b.state[3,2]=true;
//etc.

Figure 3. Screenshot of the 3D Apollonian Gasket
Virtual Instrument.

Other subroutines are also created when multiple code
threads need to run in parallel, facilitating the operation
of simultaneous automata within our scene from a single
master script (sequencer).
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Given that the curvatures of the component rings are being used as a variable to feed sound parameters, I opted
for an asymmetric shape given by the initial values 18, 23
and 27, thus avoiding excessive regularity and repetition.

However, before any energy is introduced into the
system, the multiple rings need to be initialized, both in
Unity and SuperCollider. For example (Unity code):
public void StartRotor(){
arcTan = Mathf.Atan(transform.position.x/transform.position.z);

4.1 Sonification of Kinematic Data
Audio is generated procedurally, in real time, using
synthesis techniques that respond to specific changes in
physical variables in the virtual objects (rings).
These objects are animated using a custom Unity script
and the consequent kinematic data is sent to an external
audio engine (Supercollider) via OSC5 messages. Again,
this approach permits a tight interconnection between the
visual and sonic elements of the piece, since audio-video
synchrony is nearly perfect and the movement/gesture of
the virtual object can be effectively translated into sound.
The algorithms used in Supercollider include different
types of synthesis such as Physical Modelling, FM/AM
or Granular Synthesis and the input variables used to feed
these generators include: ring curvature, tilt, rotation
speed, precesion speed, collision strength, horizontal
angular position (azimuth), etc.
One of the advantages of this kind of procedural sound
generation is, for instance, the high number of sound
variations that can be achieved with very light
algorithms. For example, the .scd file used by
SuperCollider to generate all the sounds in this piece,
despite it contains more than 1500 lines of code, it only
weights 30Kb (plus another 30Kb on the Unity scripting
side). Also, these sonic variations are responsive and
necessarily linked to the virtual object’s kinematic
variables, while a similar complex response using raw
recorded audio would take a considerably larger amount
of data.

//Surround Panning
if(transform.position.z>=0){
azimut = (arcTan*180/Mathf.PI);
}else{
if(transform.position.x>=0){
azimut = 180 + (arcTan*180/Mathf.PI);
}else{
azimut = (arcTan*180/Mathf.PI)-180;
}
}
//Send OSC Messages
List<object> values = new List<object>();
values.AddRange(new object[]{curvature, azimut});
OSCHandler.Instance.SendMessageToClient("SuperCollider",
"start"+curvature.ToString(),values);
rotorSynth=true;
}

The previous functions can obviously be reused as many
times as needed from the master sequence script:
aro18.GetComponent<Precesion>().StartRotor();
StartCoroutine(ChangeEnergy(aro18,10.0F,5.0F));

These are just two example of the Apollonian Gasket API
functionality, but a number of other methods can also be
called to easily modify any required property.
4.3 Instrumental Techniques
The Apollonian Gasket instrument presents at least three
distinctive timbres, depending on the characteristic
movements/behaviour of the rings in 3D space, namely:

4.2 Control Interface
Similarly to how we did in the first case example
(Singularity), we need some kind of software interface to
regulate the mechanics of the proposed instrument.
The system suggested is now based on an “energy”
variable that determines the kinematic state of the rings.
Then, we can introduce energy variations by calling the
following function (C#):
IEnumerator ChangeEnergy (GameObject ring, float targetEnergy,
float seconds){
float t = 0.0F;
var precesion = ring.GetComponent<Precesion>();
float currentEnergy = precesion.energy;
while (t <= 1.0F) {
t += Time.deltaTime/seconds;
precesion.energy=
Mathf.Lerp(currentEnergy,targetEnergy,
Mathf.Lerp(0.0F, 1.0F, t));
yield return 0;
}
}

5

a) Rotation. Circular movement around the ring's
main symmetry axis (Figure 3).

Figure 3. Rotation movement

Using UnityOSC (https://github.com/jorgegarcia/UnityOSC)
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b) Precesion. Changes in the orientation of the
rotational axis around a vertical axis (secondary
rotation). Rotation and precesion speeds are
often related (Figure 4) and the consequent
movement is translated into sound using realtime noise filtering and recursive modulation
techniques in SuperCollider.

Figure 4. Precesion movement
c)

on the Front-Left, Front-Right and Rear-Center (see
Figure 6). The audio listener is then placed at the
approximate centre of the set (ring146), providing an
optimal listening position that can later be reproduced in
the concert hall when playing the piece in a multichannel
speakers setup (e.g. MANTIS6 system). Every sound
event is panned in Supercollider using the VBAP object,
allowing for azimuth and elevation data on any array of
speakers. This approach reinforces the original idea of
channel independent composition where sound objects
are spatialized in virtual space, regardless of the final
number of output channels.
Furthermore, the Apollonian Gasket presents a sort of
inside-outside separation given by the three original
tangent circles, as all remaining circles will either be
inside or outside of these three circles. The inner set is
considerably smaller in size but has the same number of
rings and similar spatial distribution as the outer set. This
in/out characteristic can be easily used to create two
separate multichannel buffers or stems (e.g. 4+4) and
send them to different groups of speakers in the sound
diffusion system (close vs. distant speakers) allowing for
further exploration and manipulation of the piece during
the live concert performance [17].

Collision. A small percussive element is
sometimes attached to the ring in a way that it
will hit the floor at intervals, producing a
collision sound as a consequence of the
rotation/precesion movement (see Figure 5). In
that case, the ring’s tilt angle and the relative
velocity of the collision can be used to feed
several input parameters of an associated
physical modelling synthesizer (Karplus-Strong
UGen). Furthermore, the contact points
generated by the physics engine provide the
necessary vector data to position our collision
sound using VBAP (see Section 2.3).

Figure 6. Spatial distribution of the Apollonian Gasket

5. CONCLUSIONS
Subsequent analysis of the ideas and techniques proposed
in these two works seem to suggest that all the usual
phases
of
music
creation
(e.g.
instrument
design/implementation, exploration of instrumental
techniques, performance and composition) are also
present within a game-engine environment and can be
formalized using a programming language. This is indeed
one more example of the existing virtualization trend that
can be observed in many other disciplines; usually driven

Figure 5. Collision gesture
4.4 Spatialization and Sound Diffusion
The geometrical distribution of the rings, according to the
mathematical fractal structure, provides a quasisymmetric layout with three main groups of rings placed
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by economic factors, but focused here on extending the
limits of musical expression.
We can also appreciate how real-time procedural sound
generation is not necessarily linked to interactive media
but may also be adopted for compositional purposes, for
example, when a fixed macroscopic output is pursued
while maintaining a certain degree of microscopic
randomness or organic behaviour. Using code to organize
our sound-generating processes (in contrast with
traditional DAW timelines) has proven to be an effective
way to achieve this goal, as it permits a flexible
implementation and reinterpretation (playback) of these
functions.
On the other hand, by extending our notion of space to
the virtual domain, we have been able to explore sonic
gesture as a result of simulated physical actions and
spatial distribution/dissemination models that can be
consolidated as viable 3D virtual musical instruments.
The complexity and level of detail of the processes
involved are only limited by the actual processing speed
of our CPU/GPU, but it is also possible to use separate
networked machines for specific tasks (e.g. physics
engine vs. audio engine) when the proposed model
requires more processing power.

6. FUTURE WORK
By the time of writing this paper, all live performances of
these pieces have been carried out in a concert hall using
multiple loudspeakers and a conventional projection
system (large screen at the stage). The most important
limitation of this approach is that it requires some effort
from the audience in order to apprehend the proposed
correspondence between the visual on-screen space and
the aural concert hall space. For example, for the
perspective view displayed in Figure 1 and 3, objects
rendered at the top of the screen would normally be
played from the front loudspeakers, while objects at the
bottom of the screen would be played from the rear ones
(anything in-between is panned accordingly). Therefore,
we find a physical separation between both spaces which
is only overcome thanks to the listener’s intuition and
imagination.
As an optimal future solution, a fully immersive visual
system such as Oculus Rift7 could be adopted. The
transition to this new technology should be quite straight
forward given that the game engine used for these pieces
(Unity) has already been tested with this kind of
hardware. Such an approach would be compatible with
the current system using loudspeakers and VBAP
panning, but alternative audio rendering methods based
on binaural or Ambisonics techniques might also be
considered.
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ABSTRACT
Issues of musically consonant and dissonant sonorities
have defined compositional practices for centuries. Contributing to our understanding of consonant and dissonant
sonorities is the quantification of sensory dissonance.
There has been much research done in developing a
method to quantify the sensory dissonance between two
tones. All methods consider the physical and psychoacoustical aspects of sonic perception. However, these
models typically ignore the dimension of physical space.
This paper aims to develop a model for representing sensory dissonance in three-dimensional space. In
doing so, the proposed method accounts for factors that
impact the spatialization of sound and, in turn, sensory
dissonance. These factors include the inverse-square law,
atmospheric absorption, and phase. The implementation
of these factors will be discussed in detail, ultimately
resulting in a method to model the sensory dissonance of
sound in space.
Once the method is established, dissonance
fields will be calculated, displaying the contours of dissonance that occur in a given space with multiple sound
sources. It will then present how such dissonance fields
and contours can be utilized to create atmospheric sculptures resulting from the sonic arrangement of a given
space.

1. INTRODUCTION
Sensory dissonance is of a highly physical nature, as at its
core it is caused by the activity of actual atmospheric
vibrations occurring at a particular point in space. If we
imagine all the points in a particular space being shaped
by the forces generated from sound sources, it is as if the
atmosphere itself has been sculpted by the sound. Furthermore, if we consider an instant of music, it is precisely a snapshot of a particular state of the expansion/rarefaction occurring in the air. An entire piece of
music then, listened to from beginning to end, is a sequence of these snapshots, a film yielding a dynamic
sculpture of the atmosphere. If the atmosphere is essentially a sonic sculpture, what does it look like? Is there a
meaningful visual representation of it, or is it limited to
Copyright: © 2014 Brian Hansen. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.

an auditory and psychoacoustic experience?
A work highly influential to this line of thought
is La Monte Young's Dream House. Dream House, located in lower Manhattan, is a sound and light installation, where the sound was designed by Young and the
lighting by artist Marian Zazeela. The installation is set as
a monochromatic room, sounding a single chord that has
remained unchanged since 1993. The sustained chord
encompasses a large portion of the acoustic spectrum
ranging from extremely high to extremely low frequencies. The chord is spatially separated, as the different
sinusoids of the chord emanate from multiple positions
throughout the room. The overall effect is a completely
immersive drone the listener can enter and explore. As
the visitor navigates the room, the mix of sound changes
based on their position and orientation. Certain tones are
reinforced or attenuated, causing a morphology of harmony and melody for the visitor. The visitor is thus allowed to shape their own experience and form their own
composition by how they choose to explore the space, or
by how they subtly shift their orientation, simply tilting
their head from side to side.
Works like Young's Dream House inspire questions about how a listener experiences spatialized sound.
Although the space taken in its entirety consists of only
the sound of a droning chord with each component remaining constant in frequency and amplitude, the listener
has a dramatically different experience when entering the
space. As the visitor navigates Dream House, they experience the reinforcement and attenuation of particular
tones, causing the formation of unique sonic spectra particular to the visitor's perception. Such spectra are continuously changing as the visitor moves about, and each
one yields a unique level of sensory dissonance. The visitor is immersed in a sonic field, where the listener experiences its contour largely by sensory dissonance.
We can use sensory dissonance as a tool to help
generate atmospheres like Young's Dream House. Sensory dissonance could reveal to us where the various locations are more or less rough in a given space. However,
in order to obtain this perspective, we need to extend the
core calculation of sensory dissonance to incorporate
spatialization factors. These factors would include the
locations of each sound source and how the sound occupies and traverses a given space. Once we incorporate
such factors into a sensory dissonance model, we have
the potential to design immersive sonic environments like
Dream House.
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2. CORE CALCULATION
There have been essentially two methods of approach in
quantifying sensory dissonance. The first was put forth
by Kameoka and Kuriyagawa in 1969 which acknowledged the role of the critical band but did not utilize it.
The second was implemented by Hutchinson and
Knopoff in 1978 which fully utilized results from Plomp
and Levelt’s tonal consonance and critical bandwith research reported in 1965 [15]. Their calculation is thus
based on the distance measured in terms of critical band
(barks) between tones. A bark refers to the bark scale, a
psychoacoustic-based scale ranging from 1 to 24 which
corresponds to the first 24 critical bands of hearing.
Between the two approaches, the Hutchinson
Knopoff approach has been more widely utilized, as it
has been shown to yield comparatively better results. The
Hutchinson & Knopoff model calculates the dissonance
of all combinations of dyads according to the Plomp &
Levelt curve. Upon calculating the dissonance, it weights
each dyad's contribution to a given spectrum's dissonance
by computing the product of the two amplitudes of the
dyad and dividing it by the sum squared of all amplitudes.
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sonance field, where there will be different levels of dissonance dispersed throughout the space.
To accomplish this, we need to consider the
proximity of a listener with relation to sound sources.
Proximity factors include the inverse-square law, atmospheric absorption, and phase. In addition to this, psychoacoustic factors will be considered to more accurately
represent a listener's perception of sound. These factors
include masking, equal-loudness contours, and the critical
bandwidth. Each of these factors, their impact on sensory
dissonance, and their incorporation into the model will be
detailed below.
3.1 Inverse-Square Law
The first factor our model accounts for is the sound’s
decrease in energy per unit area as a result of the distance
it travels. For this, the inverse-square law is applied to
adjust loudness levels in the spectrum of each sound
source in the space.
As the sound travels radially from a point source
in a free field, its energy is dispersed in a spherical pattern. The inverse-square law is an idealization because it
assumes that sound propagates equally in all directions.
In reality, there are reflective surfaces and structures that,
depending on how the sound encounters such objects,
have additive and subtractive effects to sound intensity.
Nevertheless, our model assumes an anechoic environment, so a direct application of the inverse-square law is
applied.
2
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of a given dyad based on the critical bandwidth between
€their frequencies.
where I1 and I2 are the sound source intensities and r1
€ dissonance input into the
The critical bandwidth
and r2 are the sound source distances.
Hutchinson & Knopoff
approach is calculated here by
€
€
using Richard Parncutt's approximation of Plomp and
3.2 Atmospheric Absorption
Levelt's dissonance curve, yielding the dissonance for the
€
€
€
dyad [9].
After adjusting the loudness level in the spectrum of each
€
2
sound source for the inverse-square law, we make further
g(b) = 4b⋅ e −4 b
(2)
adjustments for the effects of atmospheric absorption.
Essentially, the atmosphere acts as a low-pass filter, since
where b is the critical bandwidth distance as determined
high frequencies become more dissipated than low ones
by the distance in barks between two tones.
as the sound travels through the air. In order to quantify
this effect, ISO standard 9613-1: 1993 was used. This
€
ISO standard gives an analytical method for calculating
3. DISSONANCE IN PHYSICAL SPACE
€
the attenuation of sound pressure given certain atmosIn developing a spatialization method, we begin by utlizpheric conditions. The main inputs required for atmosing the sensory dissonance calculation from Hutchinson
pheric conditions are temperature in degrees Kelvin, at& Knopoff as our foundation. We then build on this
mospheric pressure in kilopascals, and the percentage of
foundation by accounting for multiple sound sources
relative humidity. The method works for pure-tone
emanating from multiple locations. When only one sound
sounds ranging from 50 Hz to 10 kHz, with temperatures
source is considered outside of space or time, there is
between -20C and 50C, relative humidity 10% to 100%,
only one spectrum that results with a unique level of senand the pressure of air equal to 101.325 kPa.
sory dissonance. However, when multiple sound sources
Because our model assumes an anechoic setting,
exist, at each point in the space there is a unique sound
the effects of atmospheric absorption apply, since like the
spectrum present. Each spectrum, with its unique pairings
inverse-square law, reflective surfaces nullify its effects
of frequencies and corresponding amplitudes yields a
indoors. Our model also will assume atmospheric condiunique level of sensory dissonance. Because of this, we
tions with a temperature of 20 degrees Celsius, relative
can compute a unique value of sensory dissonance at any
humidity of 50%, and an ambient atmospheric pressure of
point in a given space. As a result, we will produce a dis101.325 kilopascals. Given these assumptions, we can

(

)
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directly input the frequencies present in a given sound
source's spectrum and the distance from that source.
What results is the attenuated spectrum of our sound
source after undergoing effects of atmospheric absorption.
3.3 Phase
We must also consider the phase differences in the
sounds emanating from various source locations. If the
sound sources are at different locations, then the frequency is out of phase. This must be accounted for when
combining amplitudes for our dissonance calculation.
In prior works utilizing the sensory dissonance
model of Hutchinson & Knopoff, it has been assumed
that all partials of a spectrum are in phase. Thus, when
computing the dissonance between two complex tones, it
requires only simple arithmetic to combine the amplitudes of two coinciding partials. Because our model is
considering spatialization, we can no longer make the
assumption of a zero phase spectrum.
Our model does make the assumption that all
partials emanating from the same sound source have a
relative phase shift of zero. However, with multiple
sound sources, since each sound source traverses a
unique distance to reach the listener's location, we must
consider the phase perceived by the listener at that point.
For most cases, our approach holds because phase only
impacts the combination of amplitudes when the difference in frequencies is extremely small. Further, in our
case, we do not consider the time domain and its effects
of phase on very small differences in frequency. Thus, for €
our model, we only consider the effects of phase when
combining partials of the same frequency.
When combining the amplitudes of two equal €
frequencies, we need to know the relative phase between
two partials before the combined amplitude can be calcu€
lated. First, calculate the distance between each sound
source and the listener. Given this information and the
frequency, we can calculate the phase shift present in
each sinusoid. Then, simply subtract the phase shifts present in each sinusoid to get the relative phase between the
sinusoids. Finally, knowing the relative phase between
the partials, the formula below is utilized to determine the
combined amplitude of the partials.

Acombined = A12 + A22 + 2A1 A2 cos(φ )

€

(4)

where A1 and A2 are the amplitudes for two partials with
a given frequency, and φ is the relative phase between
the two frequencies.

€ 3.4 €Auditory Masking

€ for proximity factors of spatialization,
After accounting
the next step is to adjust loudness levels for psychoacoustic properties of the listener. The first factor accounted for
in this regard is auditory masking.
There are essentially two types of auditory
masking, simultaneous masking and temporal masking.
Simultaneous masking occurs when both sounds are pre-

sent at the same time. In addition to simultaneous masking, temporal masking occurs when the masking effect
extends outside the period when the masker is present.
This type of masking can occur prior to and after the
presence of the masker.
Auditory masking is very important to the calculation of sensory dissonance. Any given spectrum could
have loud partials that drown out the sound of softer
ones. If a given partial is masked, and thus not perceptible to the listener, then we assume it cannot contribute
dissonance to the spectrum. Without the consideration of
masking, our calculations would depict a dissonance level
higher than is actually perceived, and the results could
easily be skewed.
Our model assumes a continuous emanation of
tones, eliminating the need to consider time. Thus, our
model accounts only for simultaneous masking. The
masking effect is modeled by utilizing a triangular spread
function [2]. The spread function is written in terms of
the bark scale difference between the maskee and masker
frequencies:
(5)

dbrk = brkmaskee − brkmasker

The bark difference is then input into our triangle function and a masking threshold T is calculated

€

(

)

T = LM − −27 + 0.37MAX {LM − 40,0}θ ( dbrk ) dbrk

(6)

where LM is the maskers sound pressure level and θ ( dbrk )
is the step function equal to zero for negative values of
dbrk and one for positive values. If the sound pressure
level of a given partial is less than the masking threshold,
€
as computed by the triangle function above, then that
particular partial is considered masked and is eliminated
from the dissonance calculation.
3.5 Equal-Loudness Contours
After applying the spectral adjustments of auditory masking, the sound-pressure level of each partial is converted
to sones in order to account for perceived loudness. When
calculating sensory dissonance, prior models rarely take
into account psychoacoustic effects of perceived loudness
when weighting dyad amplitudes within a spectrum. This
approach can lead to inaccurate results because there are
drastic differences between a given frequency's sound
pressure level and how its loudness is perceived. Thus,
when weighting together the dissonance of dyads in a
spectrum, our model follows the approach of Clarence
Barlow by accounting for perceived loudness via representing amplitude loudness in sones rather than decibels
[1]. This is accomplished by utilizing equal-loudness
contours.
The equal-loudness contours used in our model
are from the current international standard ISO226:2003
[12]. Given a frequency and its sound pressure level, our
model uses the equal-loudness contours to convert soundpressure level to phons. The phons are then converted to
sones, which is a linearized unit of measurement for perceived loudness. The sones are then used when weighting
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together the dissonance of dyads in a spectrum. Using
sones rather than sound-pressure level is a more accurate
depiction of how the listener perceives partials in the
spectrum. The sone based weighting reflects which partials are perceptually more prominent and in turn contribute the most to the sensory dissonance of a spectrum.
Converting decibel levels to sones marks the
final adjustment required to calculate the sensory dissonance of a spectrum with consideration for the spatialization of sound sources. Thus, after completing the conversion from decibels to sones, we calculate the sensory dissonance of the spectrum utilizing the modified
Hutchinson & Knopoff approach explained above.

4. CREATING AND VISUALIZING A
DISSONANCE FIELD
Upon implementing all physical and psychoacoustic impacts into our spatialized dissonance model, we are able
to produce a dissonance field. The dissonance field gives
us a “topographical” representation of where different
levels of dissonance occur in a given space. This is a very
powerful result, as it gives us a vivid perspective on how
sensory dissonance can occupy a space in the presence of
multiple sound sources.
To construct the field, we first devise a spectrum
and three-dimensional location for each sound source.
With the sources in place, we then calculate the sensory
dissonance at an equally distributed grid of locations in
the space. The calculated dissonance field is then visualized via the technique of isosurfacing. This technique
allows us to scan the dissonance field, revealing the contours and concentrations of dissonance throughout the
space.
In constructing the dissonance field we make
some key assumptions. First, we assume the space is an
anechoic environment. Thus, we do not account for any
impacts reflective surfaces may have on the sound. Our
model then has its closest practical application in an outdoors setting. Secondly, we assume that the emissions of
all sound sources are omnidirectional. Finally, we ignore
the impacts of head-related transfer functions because we
want to reveal a more objective perspective of the dissonance field.
Following suit with the modeling above, we can
simulate an example of a dissonance field. To begin, we
construct four tones consisting of band-limited saw tooth
waves. The tones are then uniquely positioned in a virtual
space of 40 cubic meters. Table 6 below displays the
tones constructed and their positions in the space.

Figure 1. Notes constituting the dissonance field

The tones were constructed and positioned based on their
musical implications. A fundamental of 440 Hz was
placed in the center of the space because of its foundational relationship as tonic to the other tones. Relative to
this, the third and fifth scale degrees were placed on the
floor because they form a major triad with the fundamental. Placing them here allows for the illumination of the
dissonance relationship in the triad. The second scale
degree was placed at the ceiling.
With the tones constructed and positioned, we
calculated the sensory dissonance throughout the space at
increments of 2.5 meters in all directions. Thus, we generated a 16 cubed matrix housing a total number of 4,096
measurements of dissonance. The image below in figure
2 displays our results.

Figure 2. A dissonance field in virtual space as represented by isosurfacing.
The image displays the topography of the dissonance
formed by the sound sources and its placement in the
space. The contour displayed is a snapshot of where a
particular level of sensory dissonance is present in the
space. This representation gives us a unique insight into
the relationships between the tones present and how the
sonic field permeates the space.

5. IMMERSIVE ENVIRONMENTS AND
SONIC SCULPTURE
The construction of a dissonance field is an informative
result in modeling the spatialization of sensory dissonance. The field provides a unique perspective on how
different sound sources relate to each other and how they
are experienced in a space. Exploring the contours of
different sonic arrangements in a space can be not only of
practical use, but it also yields enormous artistic potential.
Recalling Lamonte Young's Dream House, the
calculation of a dissonance field allows us to achieve a
similar result. We can design immersive sonic environments yielding dissonance contours lush with sonic sensations that a visitor can explore. However, as opposed to
Dream House, we have the added element of visualiza-
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tion, allowing us to more vividly design the sound space
and visitor experience.
In addition, considering the purely physical nature of sound as the vibration of air, we are essentially
creating sonic sculptures. We are using sound to position
the vibration of air in highly specific ways. With this
idea, the physicality of the sound itself is experienced as
the artistic focus, rather than the sound having secondary
significance as a metaphorical representation. This approach is analogous to the work of James Turrell, whose
work involves creating immersive environments and
sculptures utilizing light. Turrell creates visual art by
flooding spaces or sculpting objects with light. In the
environments he constructs, visitors are able to experience the purity of light's affect. In addition, Turrell
"sculpts" objects that appear concretely physical in nature, but in actuality are comprised entirely of light. With
his approach, it is not the illumination of a particular object that is the focus, but the light itself.
Utilizing our sensory dissonance spatialization
model, we were able to simulate the sonic sculptures displayed in Figure 6 below, Curl and Arch. Curl is a sonic
sculpture based on a justly tuned major triad with fundamental frequency of 100 Hz. The root of the triad is
placed in the lower left of the space, while the third and
fifth of the chord emanate from sound sources located
above and to each side. The overall effect of the sonority
is that the dissonance closes in on the fundamental in the
curl like shape displayed.
Arch was simulated with six sound sources,
where each sound source was placed in the center of one
of the six sides constituting the border of the cubical
space. Each sound source emanates a sine tone, and each
tone is separated in frequency by 0.25 barks (the point of
maximum roughness, i. e. sensory dissonance, in a given
critical band). The setup results in the arch like dissonance field caused by the convergence of the sounding
tones.

Figure 4. Sonic sculpture: Arch.

6.

CONCLUSION

The method outlined above gives us enormous compositional potential for utilizing the concept and calculation
of sensory dissonance. By calculating sonic roughness at
various points throughout a three-dimensional space, dissonance fields are revealed to us through isosurfacing.
We can use these fields to help design the sonic permeation of a given space, and they can help us shape the
sound into sonic sculptures that visitors can explore with
their ears rather than eyes.
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ABSTRACT
Composing computer music for large numbers of speakers is a daunting process, but it is becoming increasingly
practicable. This paper argues for increased attention to
the possibilities for this mode of computer music on the
part of both creative artists and institutions that support
advanced aesthetic research. We first consider the large
role that timbre composition has played in computer music, and posit that this research direction may be showing
signs of diminishing returns. We next propose spatial
computer music for large numbers of speakers as a relatively unexplored area with significant potential, considering reasons for the relative preponderance of timbre
composition over spatial composition. We present a case
study of a computer music composition that focuses on
the orchestration of spatial effects. Finally we propose
some steps to be taken in order to promote exploration of
the full potential of spatial computer music.

1. INTRODUCTION
The creation and manipulation of sound, and the performance of sound into space constitute two fundamental
areas of interest that bridge the transition from instrumental music, through analog electronic music, to most recently, computer music. Early interest in the manipulation of musical spatial experience in Classical music is
attested to by the antiphonal music of Giovanni Gabrieli
and Adrian Willaert, the practice of cor spezzati, and
Thomas Tallis’s famous 40-part antiphonal motet “Spem
in Alum.” Interest in spatialization continues in instrumental practice with offstage instruments, in such works
as Beethoven’s “Leonore Overture No. 2,” and Charles
Ives’s “The Unanswered Question.” Charts indicating
precise spatial placement of instruments in the symphony
orchestra may be found in the music of Bela Bartok,
Elliott Carter, Karlheinz Stockhausen, and Henry Brandt,
all with the intention of creating striking spatial musical
effects.
With the advent of electronic reproduction of sound, the
spatial aspect was exploited in short order, with spatial
distribution of speakers for the Telharmonium, hidden
behind ferns [1], multichannel performances by Theremin
in the 1920s [2], and famously with the projection of
Xenakis’s “Concret PH” and Varese’s “Poème Électronique” through the hundreds of speakers in the Philips
Pavilion at the 1958 World Fair [3]. Other notable 20th
century examples include Osaka Expo 1970 [4], and the
Copyright: © 2014 Eric Lyon. This is an open-access article distributed
under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.

still-active Audium performance space [5]. Spatial deployment of sound is often an important aspect of sound
art in works such as Janet Cardiff’s “The Forty Voice
Motet,” a reworking of Tallis’s “Spem in Alium” for
forty loudspeakers. It is evident that sound in space remains a potent research area for contemporary composers
and sound artists. Audiences often grasp the special nature of spatial music as compared to more standard stereo
or proscenium presentations of music. Music for large
numbers of speakers also commands a social presence
that stereo music does not require, since spatial electroacoustic music must be performed in special venues with
appropriate multichannel sound systems, whereas much
stereo electroacoustic music could be fairly appreciated at
home on a good stereo system.

2. TIMBRE ABOVE SPACE
Despite continued interest in creating and theorizing
about striking spatial experiences as part of digital music
as evidenced by such writing as Denis Smalley’s “Spaceform and the Acousmatic Image” [6], interest and energy
directed toward sound synthesis and processing (referred
to here as timbre composition) has remained widely predominant over spatial concerns in contemporary computer music practice. There are many reasons for the emphasis of timbre composition over spatial composition.
Both analog and digital timbre design techniques
achieved striking triumphs early on, with the musical and
theoretical works of the competing schools of Elektronische Musik and Musique Concrète. The push into
digital music in the late 1950s quickly produced the Music 5 model allowing for broad timbre experimentation,
Frequency Modulation, LPC, and the numerous sound
transformations made possible through applications of the
Fast Fourier Transform. Timbre composition retains considerable momentum from these early successes.

3. TIMBRE TOOLS ARE UBIQUITOUS
When fixed-media electronic music first emerged as an
area for compositional research in the late 1940s, opportunities for composers to work in this field were severely
limited by the paucity of electronic music studios such as
WDR, ORTF, and the Milan Studio di Fonologia. Over
the course of the next two decades, analog electronic music studios proliferated to a growing number of university
music departments and other institutions throughout the
world, such as Columbia, Princeton, University of Illinois
at Urbana-Champaign, and Goldsmiths, University of
London. Equally important was the development of inde-
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pendent studios, such as The Cooperative Studio for
Electronic Music in Ann Arbor, and the San Francisco
Tape Music Studio. From the 1960s forward, commercial
manufacturers such as Moog and Buchla enabled individuals to purchase electronic music equipment for experimentation in private studios.
The development of computer music facilities followed
a similar trajectory, with computer music systems originally developed at Bell Labs migrating to such institutions as Princeton, Stanford, UC San Diego, and IRCAM.
By the late 1980s, it was possible, if still alarmingly expensive, for individuals to purchase personal computers
with built-in DACs and ADCs, such as the NeXT Cube,
and SGI Indigo. By the end of the 20th century, it was
quite common for composers to own notebook computers
vastly more powerful than the mainframes to which they
would have been tethered at institutions only 15 years
prior. Today in much of the world, it is rare to find a
composer who does not own a computer.

4. TIMBRE INNOVATION MAY BE
NEARING SATURATION
The ubiquity of hardware and software tools for sound
synthesis and processing is reflected in the music heard at
ICMC since its inception in 1974. The prevalence of a
concern with timbre in the computer music community is
such that as early as 1994, Agostino Di Scipio could propose a two-category model for computer music consisting
of algorithmic composition, and timbre composition. [7]
Indeed the concern with timbre composition extends well
beyond the domain of computer music into the areas of
popular music and sound design for cinema, among many
others. However, I would suggest that we now have a
timbre problem. Innovations in the tools and techniques
for timbre composition have been slowing for some time
now. No new computer music technique in the last 20
years has had nearly the impact of Frequency Modulation
in the 1970s or FFT-based processing in the 1980s. And
our recent computer music seems to reflect this fact. I
have heard many fine computer music pieces in the last
few years, all of which sounded to me as if they could
have been composed using timbre tools available 20
years ago. If this seems like a bold assertion, consider
the aggregate evolution in the sound/timbre world of
computer music between 1965-1985 as compared with
1994-2014. A slow down of innovation in timbre composition seems evident. This is not necessarily a bad thing.
The stabilization of the constitution of the modern orchestra by the early 20th century left room for decades of
fruitful musical creation in that medium. The same may
hold true for timbre composition. But practice-based
computer music researchers may need to look elsewhere
than timbre composition for the kinds of fundamental
breakthroughs heard in Chowning’s early FM pieces,
Paul Lansky’s LPC composition “Six Fantasies on a
Poem of Thomas Campion,” Barry Truax’s granular synthesis composition “Riverrun,” or Christopher Penrose’s
spectral processing composition “Fraud.” Spatial compo-

sition is a domain of computer music where such fundamental advances may still be possible. At the same time,
spatial research requires sounds to spatialize, and the remarkably rich timbre palette of digital sound developed
over the last half century presents a wholly adequate basis for grounding the coming developments in spatial
computer music.

5. WHAT IS HOLDING SPATIAL COMPUTER MUSIC BACK?
If spatial composition is so promising, why do we still
hear relatively little of it? There is certainly no shortage
of papers on spatialization in recent years. And it is significant that the call for music in this ICMC specified an
opportunity to perform pieces with as many as 24 channels. In fact we do hear a fair number of pieces for eight
channels, which has become something like a new standard at electronic music conferences. But spatial music
for large numbers of speakers is still relatively rare.
There are significant obstacles that might explain the
current situation. Composers are faced with quite limited
access to performance spaces providing installed multichannel systems with large numbers of speakers. There
are still relatively few such studios and performance
spaces in the world that support composition of computer
music for 24 or more speakers. If a composer is not fortunate enough to work at an institution that provides such
a space, access can be very difficult indeed. Some institutions that support large multichannel systems do not have
a dedicated space for them, such that their speakers must
be rigged for every performance (of which there are few,
because of the exhausting setup and teardown efforts required), and otherwise remain in storage. Compared to
the huge variety of software tools available for timbre
composition, the tools for spatial composition are few,
and relatively undeveloped. Commercial DAWs like
ProTools have very little to offer composers who wish to
work in larger multichannel formats than 7.1. And more
progressive acoustic compilers like Csound and SuperCollider can present hard-coded limits on channel numbers for reading and writing sound files. Such software
obstacles can be overcome, but the solutions require coding skills that not every computer music composer possesses. And finally, composing for large numbers of
speakers is considerably more difficult than composing in
stereo.

6. HEDGING SPATIAL BETS
In the face of the above-mentioned obstacles, composers
often add their own forms of resistance to full spatial
practice. When faced with an opportunity to present a
piece in a multichannel space with a large number of
speakers, a commonly accepted solution is to compose
for a smaller number of channels that are available at
one’s local institution or studio, and then perform a live
diffusion into the multichannel space. While not an unreasonable solution, this does limit the ability to make
full use of the multichannel space since, as Natasha Barrett, an expert electroacoustic composer and diffusion
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artist, has pointed out, there remain spatial effects that
require more degrees of control than our hands can produce in real-time performance [8]. But even composers
who are fortunate enough to enjoy a significant amount
of direct access to multichannel performance spaces often
wonder if it makes sense to compose a piece that can only
be heard in one performance space in the entire world. A
piece that settles on the lowest common denominator of
what several multichannel spaces have to offer would
seem to have more performance opportunities than a
piece that takes full advantage of the capabilities of a
single performance space. Indeed it must seem a singularly perilous endeavor to compose music for large numbers of speakers at the present time. But the riskiness of
the undertaking can hardly be considered an objection in
the context of experimental music. Experimentalism is
embedded deeply in the DNA of computer music. And as
argued above, timbre composition may be a domain
showing diminishing returns for experimentation. By
contrast, computer music composition for large numbers
of speakers is an area ripe for experimentation and discovery. All the elements that make spatial composition
such a difficult prospect might well make the pursuit all
the more attractive to the most daring composers.

7. SPIRITS: A CASE STUDY

since the DiskIn unit generator of SC, as recently as version 3.6, has an undocumented, hard-coded limit of 32
channels, and fails silently when attempting to read sound
files with 33 or more channels. [9] At that point, I wrote a
small utility in C with libsndfile in order to demultiplex
sound files with an arbitrary number of channels to sets
of mono sound files. [10] This added an unwelcome additional layer of complexity, but allowed me to mix freely
in SC, using groups of 43 mono files for each sound
source.
I mention all of this not to criticize SuperCollider,
which is an excellent and unique acoustic compiler, but to
make a larger point about the current state of affairs in
audio software for spatial composition, where unnecessary channel limitations are still common. At a certain
point in time when the DiskIn ugen was written, 32 channels must have seemed like a perfectly reasonable limit,
but that’s the problem with hardcoded limits. They seem
reasonable, until they don’t. The surprising limitations for
spatial composition of even highly progressive computer
music tools like SuperCollider indicate how much room
there remains for spatial exploration. Lacunae in computer music software are de facto markers of areas that
have not yet been extensively explored.
7.2 The Music

In 2011 I was awarded a Giga-Hertz prize from ZKM,
which brought with it an opportunity to compose a piece
in the ZKM Klangdom, a multichannel space with 47
installed speakers: 43 suspended speakers and four subwoofers. The Giga-Hertz residency afforded me a total of
five weeks in two separate visits of nearly uninterrupted
time in the Klangdom in April and August 2012, during
which I composed a work for 43 speakers, 30 minutes in
duration, entitled “Spirits,” which was premiered at the
IMATRONIC extended Festival of Electronic Music at
ZKM on November 22, 2012.
7.1 The Technical Setup
The first few days of the residency were devoted to selecting an appropriate software environment to compose
with. I first decided not to use the four subs, and to work
with only the 43 suspended speakers, which would provide the clearest point source localization. ProTools was
immediately rejected as inadequate to the intricate mixing
schemes I had in mind. I reviewed Zirconium, an inhouse ZKM tool that is quite useful for automating spatial trajectories. However I decided not to use Zirconium
either, as I wanted to work with incoherent, as well as
coherent spatial images. Csound was tempting, but I was
planning to mix multiple multichannel files with 43
channels each, and the Csound disk file reader Soundin
had a documented hard-coded limit of 24 channels of
input, later increased to a still-inadequate 40 channels.
SuperCollider was then chosen as the primary compositional platform. The algorithmic capabilities of SC, along
with its flexible audio bus routing scheme were ideal as a
compositional environment. My initial plan was to create
smaller sections as 43-channel interleaved CAF files and
mix them down in SC. This plan soon ran into a snag,

In order to focus on spatial composition over timbre, a set
of sampled piano notes from the University of Iowa Musical Instrument Sample distribution was used as the exclusive sound source for the composition. [11] From the
very first experiments, the aesthetic power of spatialization with large numbers of speakers was evident. The
work starts with the lowest piano notes, convolved with
40-second duration trapezoidal noise impulse responses,
to smooth off the attacks. Different notes are assigned to
different speakers, which then pan across the room. The
effect of multiple notes panning in parallel in a plane is
strikingly different from a stereo pan in front of the listener. In stereo panning there is a sense of distance, as the
listener observes from outside the area of virtual motion.
In the multi-speaker panning, the listener feels as if inside
a slowly moving wave of sound.
Elevation worked well too. The Klangdom speakers are
hung at five different elevation levels, counting a single
central speaker mounted on the ceiling. Panning melodies
at different speeds and elevation levels in a contrapuntal
texture produced envelopment and enhanced intelligibility for the counterpoint. An even more striking use of
elevation was a dense granular texture of piano notes that
were assigned to speakers according to pitch, with higher
pitches assigned to higher speakers. With eyes closed this
passage is capable of producing a sensation of levitation
in the listener. Other uses of elevation included patterns
panning in circles up and down opposite walls, and tremolo groups panning from the front, up, and over the audience to the back of the hall. All of these spatial patterns
were clearly audible from numerous listening locations in
the Klangdom.
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7.3 Spatial Re-orchestrations
The first version of Spirits, for ZKM, was completed on
August 19, 2012. The work was subsequently reorchestrated for the Sonic Lab at SARC, and the iCAST
system at Louisiana State University. Both systems provided different spatial affordances, while lacking some
spatial features that I made use of in the ZKM version of
the piece. The SARC version made use of 42 available
speakers. Unlike the Klangdom, in the SARC Sonic Lab,
the lowest speaker ring is situated below the audience,
who are seated atop a metal grid. Placing the low opening
tones underneath the audience was an obvious change to
make for SARC. In SARC the rings contain at least eight
speakers, whereas in ZKM, the number of speakers per
ring varies, from 14 on the lowest level to six on the level
just below the single ceiling mounted speaker. Point
source panning configurations that relied on the number
of speakers per ring at ZKM needed to be reconceived for
SARC. In every case, assigned speaker numbers were
different, so the entire piece needed to be recompiled for
the SARC version, which was premiered on December
13, 2012 in the Sonic Lab. This SARC re-orchestration
took a week to achieve. A binaural recording of the
SARC spatial re-orchestration of Spirits may be heard
online [12]. This recording was produced with a Neumann KU 100 Dummy Head microphone, situated on the
ground floor in the middle of the Sonic Lab. While headphone listening is vastly inferior to being in a multichannel space with the ability to move around and hear the
piece from multiple perspectives, nonetheless a significant amount of spatiality is captured on the binaural recording, including elevation cues.
The LSU iCAST system consists of 24 main speakers
and 24 addition discrete sources on four centrally located
hexaphonic speaker arrays on the floor. These speakers,
although relatively low in output power, enabled the possibility of moving sounds through the hall on the floor.
My spatial orchestration for LSU took advantage of that
capability. Following the experience of spatial orchestration for SARC, preparing a new 48-channel version for
LSU took one full day. The striking decrease in the time
required to prepare a new spatial orchestration indicates
that, although still labor-intensive, the process of spatially
re-orchestration a multichannel work for large numbers
of speakers will become more streamlined and efficient
with practice.

8. FUTURE WORK
In order to consider the future of spatial computer music,
it is worth recalling what the prospects of electronic art
music looked like in the early 1950s: a very small handful
of studios in the world, with cumbersome tools, but exciting theories about a new kind of music. At that stage,
predicting that electronic music would become ubiquitous
would have seemed wildly optimistic. If we today maintain some of that optimism, we might speculate that we
are currently in the 1950s with respect to spatial computer music. There are relatively few spaces that support
projection of sound over large numbers of speakers for
experimental computer music. Most were built in the 21st

century: SARC Sonic Lab (2004), iCAST (2005), ZKM
Klangdom (2006). And more are being built. Cube at the
Moss Arts Center of Virginia Tech will be active in late
2014, with upwards of 132 installed speakers.
At this stage, the role of institutions is crucial, and it is
possible to glean some general tips from the most successful early electronic music studios, such as WDR and
ORTF. These institutions had serious production values
that were reflected in generous access policies for composers and state-of-the-art equipment. Musical research
was supported by theoretical research that was disseminated alongside the music produced. Without carefully
designed policies, there is always the danger that institutions housing facilities with unique spatial audio capabilities will nonetheless fail to turn potential into actual
achievement. And of course artists will also need to take
some risks by composing works that at present will have
very limited opportunities for performance, as a price for
aspiring to share remarkable spatial-sonic experiences
with their audiences. For all the negatives and risks mentioned here, which in any case will only act as a stimulus
for the most adventurous composers, general audiences
often respond positively to electroacoustic music with a
strong spatial aspect, whether in the Philips Pavilion, or
in more recent spatially-focused sonic art such as Cardiff’s “The Forty Voice Motet” as staged at The Cloisters
of the Metropolitan Museum, or the multiple sold-out
performances of Karlheinz Stockhausen’s Oktophonie at
the Park Avenue Armory in 2013. [13] A major advantage that music for large numbers of speakers will continue to hold over stereo music is that it is inherently social in nature, requiring an audience to come to a space,
rather than be able to consume the music privately at
home.

9. CONCLUSIONS
We have proposed that spatial computer music is at an
important historical moment in which spatial aesthetic
and research initiatives strongly suggest themselves to
both institutions and creative individuals. It is hoped and
expected that we will witness dramatic aesthetic advances
and experiences in spatial computer music from these
quarters in the coming decades.
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ABSTRACT
In this paper, we present the HOA Library, an open
source high order ambisonic spatialisation tools collection programmed in C++. We expose the objectives and
characteristics of the project, which treat the potential of
high order Ambisonics in a musical perspective, based on
the practice and the creativity of the electronic musicians.
We clarify the context of use, the choice of optimization
and decoding. We review the implementations of the
library in various environments, such Max, Pure Data,
and Faust. We discuss the use of feedback from musicians and members of especially Max and Pure Data
community. Finally, we advance the prospects of the
HOA library in its current developments in threedimensions.
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2.1 The approaches of sound field synthesis and
transformation
In Ambisonics, the processing of circular harmonics
involves basically straightforward gain operations that
allow simulation of the position of point sources or the
application of transformations across the sound field –
such as rotation. In our framework, however, we consider
the possibility of manipulating these harmonics in an
experimental way by using well-known treatments in
order to use sound space as an expressive dimension of
music and sonic design.

1. INTRODUCTION
Initiated in 2012 by the CICM, Centre for research in
Computer Science and Musical Creation of the University Paris 81, within the framework of the LABEX arts
H2H2, the HOA library project aims to provide to musicians access to immersive spatialized sound through the
techniques of high order Ambisonics using accessible
technologies and devices within the medium of computer
music. The HOA library is free and open source, and is
available for Max, Pure Data and FAUST on multiple
platforms3. In the following article, we will discuss the
HOA library approach, its specific treatments, its implementations, the uses and the prospects of 3-D spatialisation.

2. THE GOAL AND THE SPECIFICITIES
OF THE PROJECT
The HOA project aims to provide spatialisation tools
based on high order Ambisonics to musicians and composers. This artistic domain approach has driven our
research around two axes: the development of new functions of sound and space manipulation relevant to composition and musical context, and the adaptation of the spatialisation tools to many uses and various restitution systems such as quadraphonic, 5.1 surround or binaural.

1

Figure 1. Representation of an ambisonic DSP chain in
the Max implementation of the HOA library.

2.1.1 Circular harmonics synthesis
Beyond the “classical” approach of the point source synthesis attainable with standard ambisonic encoding, we
focus to extend the diffuse sound field4 synthesis techniques [1, 2] by implementing audio processing to directly synthesize circular harmonics. We therefore offer implementation of granular synthesis, ring modulation,
time-delay or frequency filtering as new encoding tools.
This approach combines the characteristics of the particular representation of space found in Ambisonics with the

http://cicm.mshparisnord.org/
4
http://www.labex-arts-h2h.fr/
A diffuse sound field is, for the listener, a space where sounds seem to
3
http://www.mshparisnord.fr/hoalibrary/
arrive from all directions, like the late reflections of a reverberation.
Copyright: © 2014 Sèdes et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution License 3.0 Unported, which permits unrestricted use, distribution, and reproduction in any
medium, provided the original author and source are credited.
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characteristics of the synthesis techniques used, resulting
in original and creative sound fields. As an essential element of this implementation lies in the combined control
of sound and spatial qualities, we explored several techniques, trying to find parameters capable of managing
both of these aspects. For example, the delay implementation allows controlling a diffusion variable that defines
the delay-time of each harmonic according to its index
and the decomposition order. The variation of this parameter clearly affects the sound quality, but also the
distribution of sound within the space that could vary
from almost directional to extremely chaotic. Another
example with granular synthesis, the decay and the size
of the grains can be managed according to the index and
the order of the harmonics to give the sensation that small
grains are far away and persist in time in opposition to
the larger grains that seems close, nearly omnidirectional,
and that have a fast decay time. These examples contribute to demonstrate how spatialisation can be a constitutive dimension of musical sound.
2.1.2 Circular harmonics transformation
In a similar way, we assert that a lot of musical techniques can be explored to change the qualities of a sound
field. We experimented with several treatments like reverberation5, fractional order simulation, spectral filtering
or delay lines, controlling the sound field diffusion in
order to offer new sound field manipulation parameters.
Another important point is the ability to project the sound
field in the plane waves domain to access a new processing domain and new treatments and then to recompose it to the circular harmonics domain. The projection
allows applying local changes. The spatial filtering, for
example, reduces or increments the sound level of a part
of the sound field. Again, we offer the possibility to implement many other forms of processing that bring completely different renderings than their implementation in
the circular harmonics domain (time-delay, frequency
filtering or shifting, etc.). Furthermore, re-composition of
the circular harmonics domain provides specific operations, in particular, sound field distortion that compresses
or expands the sound field and that can be compared to
the visual fisheye effect [4]. Thereby, the HOA project
provides new musical perspectives of sound spatialisation
by exploring Ambisonics from a more artistic point of
view, freed from a realistic approach to sound space.
2.2 The adaptation to several uses and various restitution systems
High order Ambisonics has often been complicated to
use, due to the necessity of a large and optimal loudspeakers system. Consequently, in the last couple of
years, the decoding and the optimization of ambisonic
sound fields were among of the main subjects of research.
Nevertheless, the solutions offered until now only work
5

The reverberations use the Freeverb algorithm developed by “Jezar at
Dreampoint” or the Gardner’s zero latency convolution [3].
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for specific loudspeaker configurations and for a fixed
decomposition order. Within the framework of the HOA
project, we want to provide the possibility to use Ambisonics with many different loudspeakers configurations
and for any order of decomposition. This approach is
essential in order to ensure that composers and musicians
will be able to use these techniques in multiple situations
– given the fact that most loudspeaker systems are not
optimal for Ambisonics – and in various audience arrangements.
2.2.1 Optimization
The principal constraint of our approach is the fact that
we don’t only synthesize point source but also diffuse
sound fields, and these techniques do not require the
same restitution processing. Indeed, the most commonly
used optimizations are efficient for point source synthesis
but deteriorate the diffuse sound fields. Thus, we needed
to propose tools corresponding to our restrictions. We
decided to give to the user the choice to apply or not two
optimizations, “max-re” [5] and “in-phase” [6], before
decoding. Theses possibilities allow the sound field restitution to adapt to several configurations – a listener ideally placed at the center of the loudspeaker arrangement, an
audience confined to the center of the restitution area or
an audience that covers all of the restitution area. Furthermore, this approach is adapted to the sound field
characteristics, diffused or composed by point sources.
2.2.2 Decoding
The decoding operation has been considered for three
cases. First, we offer a decoder for an optimal restitution
system, a set of loudspeakers equally spaced on a circle.
Binaural decoding has been implemented to enable headphone restitution. For this technique we take advantage of
Ambisonics to optimize the processing that allows reaching up to high orders, even on a personal computer [4]. It
can be very useful during the composition process where
the user doesn’t have access to a large set of loudspeakers, or for a musical installation. The last decoding tries
to make up the artifacts due to an irregular array of loudspeakers. The most common choice is to use fractional
order simulation [7], but here again, this processing greatly degrades the restitution of the diffuse sound field.
Thus, we implement an algorithm that combines ambisonic decoding and standard panning to offset the missing
loudspeakers [8]. With this technique we can go up to
any high order and adapt the decoding to many loudspeaker configurations. We made tests for stereophonics,
quadraphonic, 5.1 and 7.1 loudspeaker systems and other
more eclectic configurations at several decomposition
orders with good perceptual results6.

6

As the possibilities of the systems are infinite it is difficult to quantify
the results objectively.
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the Pure Data implementations in parallel9.

3. THE IMPLEMENTATIONS
HOA library is primarily a set of C++ modular classes
created to allow for portability and deployment on multiple platforms within several software environments. The
processing classes inherit from two main classes, Ambisonic and Planewaves, depending on the domain for
which they are destined. For example, the Encoder class
belongs to the ambisonic domain and the Decoder classes
belong to both of the ambisonic and the plane waves
domains. Moreover, the library provides classes, independent of any software platform, managing the behaviors of graphical user interfaces and helping to their creation.
Providing a set of easily portable code functions across
multiple operating systems poses some technical problems. Indeed, higher order Ambisonics requires a large
amount of parallel processing that necessitates optimizations in order to work on most personal computers. We
therefore use the free and open multiplatform library
cBlas7, particularly suitable for digital signal processing
in our context. An obvious example of this use is the
implementation of the binaural decoding, impossible to
achieve for personal computers without optimization of
the matrix calculations [4]. The deployments are currently available for Max and Pure Data. We are also working
on the implementation of Csound opcodes and a VST
plugin. In parallel, we carried out a version the library in
the Faust language that offers many advantages [9].

Concretely these implementations include a set of external boxes for ambisonic digital processing. The three
main objects allow encoding a signal in the circular harmonics domain with or without distance compensation,
and decoding the ambisonic sound field for several loudspeaker configurations as well as for headphones
(hoa.encoder~, hoa.map~ and hoa.decoder~). Then we
offer externals for sound field transformation such as
rotation (hoa.rotate~), optimization (hoa.optim~), and
simulation of fractional order (hoa.wider~). Finally, the
library contains externals to project the sound field in the
plane waves domain and to recompose it in the circular
harmonics domain leaving room for many treatments
(hoa.projector~ and hoa.recomposer~).

3.1 Deployment for Max and Pure Data

3.1.3 GUI objects

The first implementation of the HOA library was made
for the Max environment and then for Pure Data. Besides
the fact that these programs are used by a large community of musicians and composers, this choice was motivated
by their modular approaches that offer ideal realms for
prototyping, experimentation and creation of new treatments during the development phase of the library.

Another important part of the HOA library involves facilitating the comprehension and the appropriation of the
processing by use of original graphical interfaces.
The scope (hoa.scope~) is a kind of ambisonic phase
meter that provides a representation of the sound field as
the sum of the circular harmonics, see Figure 2. It is a
useful tool to understand the circular harmonics decomposition and the effects of the several treatments applied
to the sound field. We also offer a circular multichannel
meter (hoa.meter~) that is very useful to visualize the
sound field restitution and to quantify the degradation
thanks to the representation of the velocity and energy
vector, see Figure 2.
As manipulation of the sound field in the ambisonics
domain can induce complexity due the great number of
parameters to control, we provide a graphical user interface that represents the field as set of points on a plane
that can be useful to manage the gains of a spatial filter
(hoa.space), see Figure 3. In a similar way, another interface that displays virtual microphones can be used in
combination with the recomposition external to set up
effects like sound field expansion and retraction

3.1.1 The CICM Wrapper for PD
While our first implementation for Max software was
relatively easy, thanks to an API very well suited to our
needs, both for the development of multichannel processing and for the creation of graphical interfaces, many
complications appeared during implementations for Pure
Data. These difficulties required us to rethink the structure and the overall functioning of graphical objects and
signal processing objects in Pure Data. Thus, these particularities led us to the creation of an API in C and Tcl /
Tk: the CICM Wrapper8 [10]. This set of codes that provides new features and facilitates the implementation of
objects, now offers the possibility to develop the Max and
7

http://www.netlib.org/blas/
The CICM Wrapper is available at
https://github.com/CICM/CicmWrapper.

8

Figure 2. From left to right: hoa.scope~ object and
hoa.meter~ object in Pure Data.

3.1.2 DSP objects

9

the

online

repository:
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(hoa.recomposer), see Figure 3. To conclude the GUI
part, the HOA library integrates an editor of trajectories,
that should be used in association with the encoder external with distance compensation and that allows temporal
management of spatial positions of a set of point sources
in a two-dimensional space (hoa.map), see Figure 3.

Figure 3. Graphical user interfaces in Max implementation. From left to right: hoa.space, hoa.recomposer,
hoa.map.

3.1.4 Utility tools
The HOA library also integrates a set of tools to facilitate
the creation of multichannel treatments and improve the
ergonomics of the software environment, such as an ability to automatically connect HOA objects together
(hoa.connect), and an object that allows multiple instantiations of the same treatment in the circular harmonics
domain depending on the order of decomposition, or in
the plane waves domain depending on the number of
channels (hoa.process~). Such objects are very useful to
factorize the set up of the parameters and have enabled us
to produce and to test relevant sound processing in the
field of circular harmonics such as granulation, amplitude
modulation or the micro-temporal decorrelation that
would have been far more laborious to implement without it.
3.2 Deployment for FAUST
Following the first version of the HOA library, the research team of GRAME10 and CICM studied the possibility of porting the C++ library to FAUST language11. This
undertaking was successful and resulted in the HOA
library in FAUST language, which is already available in
the public distribution. Thus, it is possible to perform all
basic treatments such as encoding, decoding, fractional
order simulation, distance compensation and optimiza10

http://www.grame.fr/
http://faust.grame.fr/

11
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tions of the sound field in this language that offers many
advantages. FAUST language and its compiler are free
and open and used to compile codes for a diverse range
of operating systems such as Windows, Mac OS, Linux,
Android or Raspberry [11]. It offers, in addition, the
possibility of compiling treatments for a large number of
software platforms such as Supercollider, Csound or as
standalone applications such as JackAudio or Qt.
The functional syntax of FAUST produces a clear and
concise code highlighting the mathematical operations
underlying the Ambisonics. With this particular syntax,
the sequence of treatments is facilitated; a few words are
enough to create a complete chain of processing. The
compiler generates further diagrams [12] and a mathematical documentation of transactions, providing a degree of continuity in understanding the treatments implemented [13]. More, through the compiler and compiler
interfaces, treatments become highly portable for many
software environments and operating systems. Through
the simplicity of compilation, we can take advantage of
applications where the processing chain and order decomposition are fixed. With this feature, the compiler
associated with the FAUST language optimizes the code
and provides much more efficient applications in many
implementations [14].
The HOA FAUST library also offers the possibility of
producing stereo decoding and rotation of the sound field.
We can consider leveraging new implementations including many treatments already available in this language, as
Freeverb or summaries of STK library FAUST [15],
adapting to ambisonic fields. Note however that the
FAUST language is not suitable for some operations such
as file upload or Fourier transforms, preventing some
implementations such as convolution reverb or binaural
decoding.

4. ASSESSMENT
Since 2012, the HOA library has been used in the framework of musical creation projects in live electronic composition workshops at the music department of university
of Paris 8 and for several demonstrations. These tests in
creation contexts have allowed us to receive user feedback about this new library. These applications, that have
mainly employed a 3rd to 7th ambisonic order for 8 to 16
loudspeakers, proved the adequacy of the library to the
needs and the creativity of the composers and the practical production constraints. Furthermore, the Max and the
Pure Data communities also provided useful feedback
that drove our research. After two years, we can now
consider the library and its uses in a more objective view.
During the project, we discovered and created new
sound field treatments, such as granulation, time-delay or
spatial filtering, that seem to be one of the main attractive
features of the HOA library. Of course, the treatments
included in the distributions are mainly examples and we
invite the users to invent and create their own. We know
that synthesis and transformation in the circular harmonics domain become very complex notions for the musician. It could have been straightforward to provide a
system where the complexity of the processing is hidden.
Nevertheless, we would have lost in flexibility and the
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operations in play would have been opaque. Furthermore,
the graphical user interfaces, the ergonomic tools and
utilities that allow an easy management of the treatments,
has made the key concepts and audio processing of Ambisonics understandable for users; contributing to the
accessibility of the library. Another important point is the
optimization of the audio processing that permits the
library to be accessible for a large community of composers and musicians. Indeed, the optimization allows
setting up complex and expensive processing, like binaural rendering, with the use of high order decomposition
on many computers and for various digital signal processing systems.

the space, as a set of bi-dimensional cross-sections or
with depth representation.

5. THE 3D VERSION
The other direction that we are investigating is the adaptation of the library for three-dimensional restitution. In
the framework of this new objective, we keep on performing our research in a creation field with the goal of
providing a library that will work with heterogeneous
loudspeaker systems with high order Ambisonics. This
undertaking involves several aspects.
5.1 Technical aspects of the audio processing
The main aspect is the adaptation of the audio processing
available in the current version of the library for a threedimensional representation of the sound field. The implementation of the mathematical algorithms used in
Ambisonics is relatively straightforward, especially for
the encoding and the regular decoding, but some difficulties lie in the adaptation for concrete situations. Indeed,
the spherical harmonics projection requires a perfect
discretization of the sphere; but this is only possible with
the platonic solids12. Thus, these particularities constrain
the order of decomposition to a maximum of three and
cause difficulties in establishing loudspeaker arrangements in common situations. Concretely, this prevents a
lot of processing such as an optimal projection in the
plane waves domain, binaural rendering or irregular decoding. In this way, it becomes necessary to find an algorithm to discretize a sphere that matches our needs and
doesn’t generate too many artifacts. Another important
point in adapting the audio processing is to find the normalization of the spherical harmonics for our musical
approach. Indeed, our uses of harmonics, especially
through multiple forms of synthesis and transformation
specific to the project, necessitate signals normalized
between -1 and 1 – different from the usual implementations.
5.2 The graphical representations and interactions
The three-dimensional context brings up several issues
about the graphical representation of the space and how
to interact with it. There are mainly two ways to display

Figure 4. Three-dimensional representation of the encoding of a Dirac.

For the interfaces that allow visualization of the sound
field as either a sum of spherical harmonics, see Figure
4, or as a set of peak level meters of loudspeakers, it
seems preferable to choose this last solution because it
offers a much better way to comprehend threedimensional space. For the interaction and control interfaces, such as the editor of sources trajectories, the first
solution seems, for the moment, to be the better way to
proceed. Actually, a set of bi-dimensional cross-sections
allows an easy access to each dimension and is preferable
for use with common interfaces like the computer mouse
and tactile tablets.
5.3 Tests and material aspect
As we already noticed, the minimal configuration for
three-dimensional rendering is less attainable due to the
important space necessities and the difficulties of realizing a coherent loudspeaker arrangement. Within the walls
of the CICM and the University Paris 8, all the tests are
made with a cube of loudspeakers that allows us only the
first order of decomposition and with an irregular 16
loudspeakers configuration. Nevertheless, we also take
advantage of the binaural rendering to investigate the
possibilities of the third dimension and its use with high
orders. A first version of the library in 3D is available
since july 2014.
Finally, thanks to partnership with the ZKM13, and the
faculty of music of the University of Montréal14, we will
be able to test the implementations with other loudspeaker configurations, a hemisphere of forty-three loudspeakers at the ZKM and a hemisphere of thirty-two loudspeakers at the University of Montréal, and thus reach
13

12

There are only five platonic solids (tetrahedron, cube, octahedron,
dodecahedron, icosahedron).
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http://www.musique.umontreal.ca/.
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high orders of decomposition.

[6] D. Malham, “Experience with large area 3-D
ambisonic sound system”, in Proc. Institute of
Acoustics, vol. 14, part. 5, 1992, pp.209-216.

6. CONCLUSIONS
In this paper, we presented the HOA Library, the objectives and characteristics of the project, which treat the
potential of high order Ambisonics in a sharp musical
perspective, based on the practice and the creativity of the
electronic musicians. We have clarified the context of
use, the choice of optimization and decoding. We reviewed the implementations of the library in C++ in various environments, such Max, Pure Data, and Faust, involving the use of CICM Wrapper for Pd. We discussed
the use of feedback from musicians and members of
especially Max and Pure Data community. Finally, we
have advanced the advances and the prospects of the
HOA library in its current developments in threedimensions. To conclude, we could say that one of the
best features of the HOA library consists in its open
source code in C++ and all of its online documentation15,
in order to ensure a long-term accessibility by the community of the users, musicians and programmers interested in such an approach of spatialisation.
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ABSTRACT
The development of SpatDIF, the Spatial Sound Description Interchange Format, continues with the implementation of concrete software tools. In order to make SpatDIF
usable in audio workflows, two types of code implementations are developed. The first is the C/C++ software library ‘libspatdif’, whose purpose is to provide a reference
implementation of SpatDIF. The class structure of this library and its main components embodies the principles derived from the concepts and specification of SpatDIF. The
second type of tool are specific implementations in audio
programming environments, which demonstrate the methods and best-use practices for working with SpatDIF. Two
practical scenarios demonstrates the use of an external in
MaxMSP and Pure Data as well as the implementation of
the same example in a C++ environment. A short-term
goal is the complete implementation of the existing specification within the library. A long-term perspective is to
develop additional extensions that will further increase the
utility of the SpatDIF format.

1

Introduction

The Spatial Sound Description Interchange Format (SpatDIF) presents a structured syntax for describing spatial audio information, addressing the different tasks involved in
creating and performing spatial sound scenes. The goal of
this approach is to simplify and enhance the methods of
creating spatial sound content and to enable the exchange
of scene descriptions between otherwise incompatible software. SpatDIF proposes a simple and extensible format
as well as best-practice examples for storing and transmitting information about spatial sound scenes. It encourages portability and the exchange of compositions between
venues with different surround audio infrastructures. SpatDIF also fosters collaboration between artists such as composers, musicians, sound installation artists as well as researchers in the fields of acoustics, musicology, and sound
engineering. SpatDIF was developed in a collaborative effort and has evolved over a number of years.
The completion of a first usable version of the specification [9] defining the core descriptors and a few indis-

pensable additional descriptors was achieved in 2012 and
is published in the Computer Music Journal [8]. The community pages as well as all the related information can be
found at: http://www.spatdif.org. 1
The SpatDIF specification was informally presented to
the spatial sound community at the ICMC in Huddersfield
in August 2011 and at a workshop at the TU-Berlin in
September 2011. The responses in these meetings suggested the urgent need for a lightweight and easy to implement spatial sound scene standard, which could contrast the complex MPEG-4 scene description specification
[12]. In addition, several functions necessary to make this
lightweight standard become functional, such as the capability of dealing with temporal interpolation of scene descriptors as described, were introduced. For a complete
overview of the state-of-the art in audio spatialisation tools,
please refer to the 2013 article in Computer Music Journal
[8], which also functions as a sort of white paper for the
specifications 0.3 [9].
Since then, one mayor development in surround audio workflows has been the introduction of the proprietary Dolby Atmos format, which mixes concepts such
as sound-beds and channel-based traditional panning with
object based real-time panning. Dolby Atmos authoring is achieved using ProTools and the Dolby Rendering
and Mastering Unit (RMU). RMU provides the rendering
engine for the mix stage, and integrates with Pro Tools
through the Dolby Atmos Panner plug-in over Ethernet for
metadata communication and monitoring. The metadata
is stored in the Pro Tools session as plug-in automation
[2]. Dolby Atmos was initially developed for cinema, and
more recently consumer appliances have been announced
as well.
Finally, one toolset deserves mention because it resembles in many ways what the development process described
in this paper is aiming at. The SoundScape Renderer
by Geier et al. [4] and its XML-based storage format
ASDF [3] were developed in the opposite direction, going
from concrete software-implementations to format definitions. This has as a consequence that some of the ASDFdescriptors are implementation-driven, which makes it less
portable than SpatDIF aspires to be.
1.1

Copyright: c 2014 Jan C. Schacher et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
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strated in an external for MaxMSP 2 and PureData 3 as
well as in an application written entirely in C++ in OpenFrameworks. 4
2.1

Figure 1: Tasks and Data flow between client application
and the SpatDIF library

rent or future structured mark-up languages or messaging
systems. It describes the aspects required for the storage
and transmission of scene descriptions. Because a complete work typically contains aspects that are outside the
realm of spatial sound scenes, SpatDIF provides descriptors to link these aspects to the spatial dimensions.
A central principle for SpatDIF is the separation of authoring and rendering of spatial sound scenes or pieces.
These processes may use the same or different infrastructure. They may occur at separate times or at separate
places. They may be executed either simultaneously or
with a long time between the two, and the may finally combine all of these factors in a specific way. The exact modality of these processes should not have to be determined at
the outset.
In addition, two principal use-cases can be distinguished.
The first scenario is focusing on storing spatial audio scene
descriptions for future playback. The second scenario
deals with streamed audio content and scene description
information in real-time and quasi real-time. For these applications SpatDIF formulates a concise semantic structure
that is capable of carrying all the information relevant for
preserving a sound scene, without being tied to a specific
implementation or technical method.

2

Library Concepts

After establishing a coherent specification with example
use-cases in textual form only, the next development step is
the implementation of software, which embodies the specified concepts and should serve as a reference for future
work.
In this article we present the development and implementation of software tools aimed at easy integration of SpatDIF into existing software and workflows. The concepts
and guidelines laid down in the SpatDIF specification are
implemented in a platform-independent software library
written in C/C++ [5]. The library is in charge of holding one or more spatial audio scenes and provides ways to
read and write elements to and from this scenes, either directly from native code or via OSC-formatted messages,
that may originate from within the application or arrive
from an external source via the network. By providing
a software library rather than a complete software application, implementations in many different software environments are facilitated, which is one of the goals of the
project.
In section 3.1 the application of the library will be demon-
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Library Tasks

In order to facilitate implementations in many different environments without making any assumptions about their
capabilities, the types of tasks given to the library are carefully selected. There is a deliberate division of labour between the library and the client application (see Fig. 1).
On the one hand, the library builds and maintains in memory the SpatDIF scene, either obtained from an already existing description stored in a file, or on-the-fly in real time
from elements received via OSC-formatted commands or
native code calls. It provides an application programming
interface (API) for accessing the scene that hides most of
the complexity of handling the scene data. Through this
interface all the information is queried or written.
The client application, on the other hand, is in charge of
connecting to the file-system, managing the networking interfaces as well as running the audio-system. All timebased operations are done in the client-application, since
they may be driven by audio-rate, a control-rate scheduler
or even an external sync source. The client application
deals with all audio-related processes, such as loading audio files, playing them back, configuring the audio-system,
and rendering the audio to generate an immersive experience.
2.2

Library Class Structure

The class diagram of the SpatDIF software library (see
Fig. 2) illustrates the relationship between the scene and
its contents, as well as their hierarchical dependencies.
An instance of sdScene class represents a SpatDIF scene
and maintains instances of sdEntityCore. Core classes
cover the elements mandated by SpatDF while extension
classes introduce additional and optional descriptions.
The functionalities of sdEntityCore may thus be extended
by the descendants of sdEntityExtension. The activation
and deactivation of the extensions is managed globally
within a scene, therefore sdScene is responsible for
all extension handling. Each instance of sdEntityCore
maintains instances of sdEvent, which represent all the
events of the entity as they unfold within the scene over
time.
The most important classes are described in the following
section.
sdScene
An instance of sdScene maintains all data associated with
a SpatDIF scene. This class offers clients the addition,
deletion and modification of entities in the scene, the addition and modification of the meta data associated with the
scene, and finally the activation and deactivation of extensions in the scene.
2

www.cycling74.com
puredata.info
4 www.openframeworks.cc
3
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sdEntity

sdEntityCore

sdEvent

sdEventCore

sdSaver

sdInfo
sdRedirector

sdEntity
Extension

sdEntityExtension sdEntityExtension sdEntityExtension
Interpolation
Reverb
Media
sdEventExtension sdEventExtension sdEventExtension
Media
Interpolation
Reverb

Figure 2: Simplified class hierarchy of the SpatDIF software library. The top row shows the three main classes, below are
the derived subclasses coloured according to their parents. The interfacing and utility classes are located on the left and
future extensions on the right are marked in grey.
Once the client activates an extension in a scene, sdScene
automatically adds extended functionalities and allocates
extra memory to all existing and newly created instances of
sdEntityCore. Symmetrically, when deactivating an extension, sdScene removes all extended functionalities and previously allocated memory from all existing sdEntitieCores,
leading to the deletion of all data stored in the extensions.
sdEntity

sdLoader/sdSaver
These two utility classes enable clients to create or store
an instance of sdScene to or from a XML string. In order
to maintain platform independence and to achieve maximum flexibility, the library does not handle files directly,
the client software is responsible for the file management.
At the time of this writing the functions use the external library TinyXML-2 5 for parsing of markup formatted
strings.

This class defines entities in SpatDIF scenes as a pure abstract class. It implements basic functionalities, such as
addition, deletion, and modification of events.
sdEvent
This is a pure abstract class holding events, storing the absolute time of the event, a descriptor of the type of event,
and the actual data as a value.
sdEntityCore
An instance of sdEntityCore maintains all events belonging
to that entity and a vector storing instances of SpatDIF extensions. This class replies to queries from the client about
events. The client is able to query about multiple events
within a certain time frame and filter events by descriptors.
sdEventCore
Each instance of sdEventCore maintains one SpatDIF core
event, consisting of the time of the event, a SpatDIF core
descriptor, and associated value(s). Any event in the scene
that is tied to a core descriptor is stored in an sdEntityCore.
sdEntityExtension
This is a pure abstract class of extensions, and the descendants of this class. e.g., sdEntityExtensionMedia, handle
the events with extended descriptors. If a client activates
an extension in a scene, each existing instance of sdEntityCore instantiates the designated subclass of sdEntityExtension and registers it.
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3

Practical Implementations

The SpatDIF syntax is an implementation-independent
specification. However, the actual value of using it only
becomes evident in real applications. Although SpatDIF
was developed with a number of different scenarios in
mind, the use-case most closely associated with the authors’ practices are electro-acoustic surround audio compositions for concerts and installations or real-time spatialisation in computer music performances. Therefore, the
first code implementations of the SpatDIF library are made
with tools for real-time audio software.
In order to explore the methods and actual handling of
the ‘libspatdif’ in a real situation, a dual testbed was implemented as an external for both MaxMSP and Pure Data,
named ‘spatdif’. Apart from small differences in the two
environments the two implementations are identical. In addition, an example application with a limited feature-set
was written in openFrameworks, in order to establish and
test a workflow done entirely in the C++ language.
There are a number of concepts that need to be taken into
account when using the library, informing the design of the
implementations shown here. The library serves as a datastorage for audio scenes that needs to be queried for its
information in specific ways. It does not provide a scheduling mechanism of its own, rather, the client application is
responsible for executing all time-related functions. This
design choice is explicitly geared towards temporal flexi5

www.grinninglizard.com/tinyxml
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bility, e.g., slowing down or speeding up playback, jumping and cueing, which are features that can only properly
be implemented by the client application.
There are two main interfaces for the library, the native
command and the OSC-command, as will be discussed in
section 3.3. The native commands call functions of the
library within C/C++ code whereas the OSC-commands
get handed to the library as messages conforming to the
OSC syntax. In addition there is a wrapper in development for embedding the library a pure C library. This
wrapper reflects the API of the OSC interface, but adds a
few language-specific elements, such as hierarchical datastructures. The library does not implement network socket
handling functionalities itself, this is the responsibility of
the client environment. In order to input and output information directly to and from the scene, the name-space
is described with hierarchical addresses that must conform
to the SpatDIF specification. In the implementation of the
external, the input of elements into the scene adhere to the
OSC-style with a slash delimited format, whereas for the
outputs from the external, the addresses are converted to
a space-delimited format in order to avoid the dependency
on an additional OSC-parser.
Additional commands that directly address functions of
the library have a different syntax, which is not part of the
SpatDIF specification, but instead are specific to the implementation of the library. These /spatdifcmd messages
concern the querying of information from the library and
the setting and getting of variables necessary for the executing the queries.
File operations are not functions of the library itself. The
external in MaxMSP and PureData implements the required file loading and saving methods, which are specific
to their own environment.
3.1

Example Scene

For the following examples we use the canonical piece
‘Turenas’ by John Chowning [1] (for a detailed discussion
of this piece in context, see also [8]). The beginning of
the SpatDIF scene, including only the ‘insect’ trajectory at
second 0:44, contains the following elements in an XML
file format:
<?xml version="1.0" encoding="UTF-8" standalone="yes"?>
<spatdif version="0.3">
<meta>
<info>
<annotation>turenas insect trajectory</annotation>
</info>
<extensions>media</extensions>
<ordering>time</ordering>
</meta>
<time>44.0</time>
<source>
<name>insect</name>
<position>0.0 8.0 0.0</position>
<media>
<type>file</type>
<location>/sound/insect.wav</location>
</media>
</source>
<time>44.078</time>
<source>
<name>insect</name>
<position>1.359056 7.757522 0.0</position>
</source>

The corresponding sound files have to be stored and
transported alongside the SpatDIF file. It is therefore important to think in terms of SpatDIF bundles or projects
rather than single files. We deliberately choose not to propose a container that combines sound files and scene descriptors in a binary format, since human-readability without additional software tools would be lost.
3.2

Playback

The first example deals with file-handling and the playback
of a SpatDIF scene in a multichannel loudspeaker setup.
Figure 3 shows a simple MaxMSP patch where a monophonic audio file is spatialised to eight loudspeakers via
the ICST Ambipanning external [6]. This workflow makes
a few assumptions which are not limitations of ‘libspatdif’
as such, but reductions that help to clarify the concepts.
The program demonstrates the rendering of the ‘Turenas’
scene excerpt. The scene is stored on disk in a SpatDIFformatted XML-file together with the audio content as a
sound file. After reading the scene from disk, the meta
section can be parsed in order to obtain annotation information, as shown in the lower right.
In a fully dynamic system, additional information is required to set up the rendering algorithm. For this purpose queries are made to the library to gather information
about the number of entities present in the scene and the
names of the entities as well as the extensions that are
present. 6 This allows to determine the number of playback voices needed, so that hierarchical message routing
can be set up according to the names of entities. In the
example this step is omitted and only one playback voice
is implemented with a hard-coded message-routing set to
the entity-type of source and the entity-name called insect.
Subsequently, the messages are routed to obtain the position core-descriptor required for the spatialisation process as well as the media extension with the location descriptor necessary to load files for playback. The soundfile player, visualisation, and spatialisation algorithms [11]
shown here represent the minimal case and would normally
be more fully implemented.
As mentioned earlier, the scheduling of events in time is
a task of the client application. In the present example this
functionality becomes necessary and therefore a method
for time-based playback is demonstrated. The spatdifcmds
necessary to run iteratively through the scene can be seen
in the right half of the example patch. The basic action is to
ask with getDeltaTimeToNextEvent for the delta times between subsequent events. Since a scene can contain sparse
data at no fixed intervals, it is crucial to have a dynamic
timing mechanism for playback. The command setQueryTimeToNextEvent sets the query-time variable to the next
event, then the library gets queried for all the events at
that point in time with getEventSetsFromAllEntities, and
finally the time to wait until the next event is retrieved
again. These commands form a loop that steps through the
scene, something which is visualised through the orange
connection going back to the ‘spatdif’ external. The tim6 For more specific information about the concept of extensions in
SpatDIF, please refer to [7, 8, 9].

- 864 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

Figure 3: Implementation of SpatDIF in a MaxMSP external (marked in yellow), demonstrating the playback of the
Lissajous trajectory from John Chowning’s ‘Turenas’.
ing is executed by a delay which waits for the appropriate
amount of time to the next event before re-triggering the
same sequence. These commands are global to the scene,
so that all events associated with any entity in the scene
are retrieved. If only events from selected entities are desired, this can be achieved by filtering in the message routing system, or as will be shown below with more specific
commands to the library.
3.3

Recording

The example shown in Figure 4, records spatialisation information originating from real-time input via a physical
controller into a SpatDIF scene. Four joysticks are set up
to control the playback and spatialisation of four monophonic point-source entities in a scene. As in the previous
case, this example is a simplification of a real application,
yet still represents a fully functional implementation. The
patch is divided into two processes that run in parallel, the
recording on the right side depending on the realtime processing on the left.
In the left half of the Figure 4, the real-time process starts
from the controller-input and leads to sound spatialisation
and multichannel output. The controller-input at the top
feeds into a visualisation-tool before reaching directly the
spatialisation-module. Underneath, keyboard-commanded
start/stop switches and file-selection menus control four
sound file playback modules.
On the right hand side of Figure 4 are the parts necessary
to record the key-events into a SpatDIF-scene. The large
message-box in the right shows the initialisations neces-
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sary to set up the scene.
In this example, each voice independently activates the
recording of position information in synchrony with its
file-playback. This mechanism is shown in the ‘p voice’
sub-window. Here, the setPosition ‘spatdif’ command is
formatted with the correct entity-name and combined with
the real-time position data arriving from the visualisation
tool. Further ‘spatdif’ commands to set media events are
/media/setType and /media/setLocation. These commands
are tied to specific entities, and therefore need to be formatted with the entity-name and combined with the file-type
and file-path of the media resources.
Once the media- and position-commands are formatted,
they are sent directly to the ‘spatdif’ external for storage
with a time-stamp obtained from the system. This timestamp is calculated as relative time since the beginning of
the recording and is represented in seconds.
The setWriteTime commands sets the writing ‘cursor’ in
the scene, which will apply to all messages that arrive until
a new value for the ‘writeTime’ variable is set. Grouping all incoming events in this way may be regarded as
a type of ‘frame-based’ time-stamping and is defined in
the SpatDIF-specification as a scene ordered according to
time.
A ‘track-based’ ordering of the events is also possible
with this method, as is demonstrated in this example. All
events belonging to each entity may be recorded separately,
and their time can be reset by setting the ‘writeTime’ variable to zero when starting the recording of a new entity’s
events. This ‘overdubbing’ method works without prob-
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Figure 4: MaxMSP implementation, demonstrating the recording of four manually generated trajectories obtained from
joysticks. The upper right shows the ‘voice’ section responsible for formatting the media and position inputs.
lems when different entities are concerned (entities here
are synonymous for voices or tracks). When overdubbing events of the same entity, however, is it only possible to directly overwrite events if the time-stamps correspond exactly to the ones already stored, as could be the
case for example for points in time generated by an algorithmic processes. In a real-time case this is difficult, if
not impossible, to guarantee, therefore it is advisable to
clear an entity’s entire content with a call to the commands
/removeEntity followed by /addEntity before re-recording
events.
In general, all interaction with ‘libspatdif’ occurs through
the spatdifcmds-syntax. In a future version, input of pure
SpatDIF-formatted OSC-messages will be implemented,
eliminating the need to reformat the information to the
spatdifcmd syntax.
3.4

C++ Implementation

The C++ example application implements the entire workflow for the playback of a SpatDIF scene. The application
is called a ‘renderer’ in analogy to visual tools, because it
renders audible, in a surround setup, the information contained in a SpatDIF ‘bundle’.
The implementation has to solve all the tasks relating
to file-handling, handling OSC-streams, instantiating the
voices of the playback engine, panning, distance cues, and
handling other descriptors present in the SpatDIF specification version 0.3 [9].
In order to provide a relevant example for the application
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of the ‘libspatdif’, the scope of the application has been
limited deliberately. Again, the panning algorithm used
is the spatial windowing algorithms named ‘ambipanning’
[6] that is highly flexible, easy to implement, not tied to
a specific number of speakers and usable without modification both in two and three dimensional spatialisation
situations. The application provides a stand-alone implementation, with a basic 3D visualisation of the scene, and
the possibility to play the scene in a stereo speaker setup.
It allows to load a SpatDIF file with associated sound files
and play it through a few predefined multichannel speaker
layouts.
This application is implemented in OpenFrameworks,
which provides a powerful C++ toolset and has a thriving
and helpful community. It produces both a sonic and visual rendering of the scene. In analogy to the external for
MaxMSP and Pure Data, this implementation encapsulates
all the functionalities concerning calls to the library in its
own class or ‘addon’ named ‘ofxSpatDIF’. This ‘addon’
reflects the interface found in the external.
Since OpenFrameworks is not particularly oriented towards audio, the classes provided for sound processing are
somewhat rudimentary. However, and that is its strength,
many extensions exist and it is simple to add new functionalities and tie in external libraries. ‘libsndfile’ 7 is such an
external library. It provides a powerful audio file handling
toolset and is linked in as a dynamic library, as is stipulated
by its license.
7

http://www.mega-nerd.com/libsndfile
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Figure 5: OpenFrameworks implementation of SpatDIF, demonstrating again the playback of the ‘Insect’ trajectory from
‘Turenas’
The visual representation is a bare-bones wireframe
drawing of the scene in OpenGL as seen in Figure 5.
The sound playback is processed through the sound-stream
interface provided by the environment. The process is
straightforward, even if its implementation is a bit delicate.
The audio samples in OpenFrameworks are calculated in
blocks, as in most sound processing applications. After
retrieving samples from the sound files via ‘libsndfile’, the
panning and distance corrections that were calculated from
the current scene information for each speaker position are
applied to the sound signals before each block of samples
is output. The signal processing chain for this example is
deliberately kept simple, to provide a clearer view of the
implementation of such a process.

4

Conclusions and Outlook

In this article we show concrete implementations of SpatDIF in two types of software. The software library’s purpose is to provide a reference implementation of the specification. It also to serves as a pre-built and tested tool
that facilitates the use of SpatDIF in many environments.
The external for MaxMSP and Pure Data represents the
first application of this idea, while the C++ implementation in OpenFrameworks provides an additional point of
reference.
Both the software library and the external and C++ application are work-in-progress and will be developed and
enhanced further as the project progresses. It is important
to keep in mind that the examples presented in this article only demonstrate limited use-cases, which need to be
worked out more fully for a real-life applications. By providing software components both on a low and an intermediated level, the intention is to make available an accessible
method for working with SpatDIF in audio and processing
environments, which should be flexible enough to handle
all layers of a spatial audio workflow [10]. A greater challenge in the future will be the application of these tools in
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commercial hosts, in particular within DAWs that only expose a small part of their structure to external access, for
example by plug-ins.
A short-term goal of this project is to finish the implementation of the existing specification version 0.3 [9]
within the library. One such implementation that is currently in the works is the ‘Interpolation’ extension, which
permits to query the scene at arbitrary points in time and
returns interpolated values from descriptors, where this
makes sense. In addition, the methods for purely OSCdriven input and output have to be completed as well as
loading and saving of scenes in other markup languages
such as JSON. A long-term perspective is to develop additional extensions that will further increase the utility of
the SpatDIF format. In addition, the introduction of new
entities and extensions should extend the palette of spatial
audio scene descriptors. For instance a ‘room’ entity type
would enable the description of room acoustics in a reverb
extension.
The next iteration of the specification will be shaped by
the experiences gathered while implementing SpatDIF
into the presented tools, and will be addressing mostly
technical issues that have become apparent. This will take
less effort to integrate into the library, external and ‘addon’ thanks to the consistent and open design of the library.
The source code for ‘libspatdif’ is licensed under the
‘FreeBSD’ license 8 and can be obtained through:
git clone http://code.zhdk.ch/git/spatdiflib.git

The ‘spatdif’ external’s source code and the SpatDIFRenderer’s C++ implementation are under the ‘FreeBSD’
license and can be obtained through: git clone
http://code.zhdk.ch/git/spatdifrenderer.git

A preliminary version of the external and help file for Pure
Data and MaxMSP can be downloaded here: http://www.
icst.net/research/downloads/spatdif-external/
8

http://opensource.org/licenses/BSD-2-Clause

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

Acknowledgments

[7]

Nils Peters, Trond Lossius, and Jan C. Schacher.
“SpatDIF: Principles, Specification, and Examples”. In: Proc. of the 9th Sound and Music Computing Conference. Copenhagen, DK, 2012, pp. 500–
505.

[8]

Nils Peters, Trond Lossius, and Jan C. Schacher.
“The Spatial Sound Description Interchange Format: Principles, Specification, and Examples”. In:
Computer Music Journal 37.1 (2013), pp. 11–22.

[9]

Nils Peters, Jan C. Schacher, and Trond Lossius. “SpatDIF specification Version 0.3, draft version”. http : / / redmine . spatdif . org /
projects/spatdif/files, last accessed Oct.
2012. 2010–2012.

[10]

Nils Peters et al. “A stratified approach for sound
spatialization”. In: Proc. of the 6th Sound and Music
Computing Conference. Porto, PT, 2009, pp. 219–
224.

[11]

Jan C. Schacher and Phillippe Kocher. “Ambisonics Spatialization Tools for Max/MSP”. In: Proc. of
the International Computer Music Conference. New
Orleans, USA, 2006, pp. 274–277.

[12]

E.D. Scheirer, R. Vaananen, and J. Huopaniemi.
“AudioBIFS: Describing audio scenes with the
MPEG-4 multimedia standard”. In: IEEE Transactions on Multimedia 1.3 (1999), pp. 237–250.

These software developments for the SpatDIF project are
funded by the Institute for Computer Music and Sound
Technology of the Zurich University of the Arts.

References
[1]

J. Chowning. “Turenas: the realization of a dream”.
In: Proc. of the 17es Journées d’Informatique Musicale. Saint-Etienne, France, 2011.

[2]

Dolby. Dolby Atmos: Next-Generation Audio for
Cinema. white paper. Dolby Laboratories, Inc.,
2012.

[3]

M. Geier and S. Spors. “ASDF: Audio Scene Description Format.” In: Proceedings of the International Computer Music Conference. 2008.

[4]

[5]

[6]

Matthias Geier and Sascha Spors. “Spatial Audio with the SoundScape Renderer”. In: 27th
TONMEISTERTAGUNG – VDT INTERNATIONAL
CONVENTION. Nov. 2012.
Chikashi Miyama, Jan C. Schacher, and Nils Peters.
“Spatdif Library – Implementing the Spatial Sound
Descriptor Interchange Format”. In: Journal of the
Japanese Society for Sonic Arts 5.3 (2013), pp. 1–5.
Martin Neukom and Jan C. Schacher. “Ambisonics
equivalent panning”. In: Proc. of the International
Computer Music Conference. Belfast, UK, 2008,
pp. 592–595.

- 868 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

- 869 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

- 870 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

- 871 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

- 872 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

- 873 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

- 874 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

- 875 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

- 876 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

B.6 Μusic and Sound
Perception

- 877 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

A Paradigm Shift for Modelling Sound Sensation
John N. Mourjopoulos
Audio and Acoustic Technology Group
Electrical & Computer Engineering Dept.
University of Patras, 26500 Patras, Greece
mourjop@upatras.gr

ABSTRACT
How do we describe the exemplary acuity of humans to
analyze and respond to sounds, particularly to music? Is
our current knowledge sufficient to produce working
computational models for such sensations? Has our perspective for the conceptual structure of such models
changed and why is this important?
This work attempts to provide brief answers to these
questions, focusing on a recent comprehensive model of
binaural listening which is directed towards engineering
applications in audio and acoustics [1]. It is also discussed how such model can formally approach the concepts of quality and fidelity in sounds and how it may be
employed to demystify experienced listener and audiophile perception. A brief discussion of the conceptual and
philosophical implications of such a model is also given.

1. INTRODUCTION
The auditory system has amazing capability in performing a wide range of functions. For a long time this performance challenges established knowledge in physics,
psychophysics and cognitive science. In his unfinished
1866 essay “The Mechanism of the Ear”, the great
mathematician Bernhard Riemann wrote that one of the
more intriguing problems to be understood is the ear's
ability to perceive sound waves, the energy levels and
physical displacements of which are so small that they
cannot even be measured directly [2]. It is now known
that the human ear's sensitivity is such that it can detect
motions of atomic dimensions, that is, at the threshold
level of 0 dB SPL, hearing can perceive tones generated
by air particle displacement of approx. 1/10 the diameter
of hydrogen molecule in which the energy transmission
to the eardrum is on the order of 10-18 Joules. Nevertheless, to start explaining this hearing paradox, Riemann
introduced the concept of analogies derived from an analytic abstraction of audition − a concept that, as it will be
shown, is currently adopted by state-of-the-art computational auditory models, nearly 150 years after Riemann’s
death whilst he was working for this essay.
AABBA (Aural Assessment by Means of Binaural Algorithms), is a benchmark grouping of researchers, active in
auditory modelling, with results recorded in a recent
collective volume [1]. AABBA is revisited here in order
Copyright: © 2014 First author et al. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.

to evaluate the principles behind current understanding of
the sensations of sounds, at least as far as this can be
implemented via computational models. For this, we shall
review the methods and their underlying conceptual and
philosophical implications for such auditory models,
particularly, considering the principles behind a recent
paradigm shift in their structure.
Over many decades, such hearing models have evolved
facing the challenge of how to accommodate via analogies the extreme processing capabilities of the ear
mechanism and the still largely unknown processes of
brain cognition. Up to date, auditory modelling has been
mostly based on the synthetic principle of interconnecting
modules forming the auditory architecture, first described
by Helmholtz [3], a contemporary of Riemann.
More recently, digital signal processing has allowed efficient modelling of signals, stimuli and transformations in
a bottom-up abstraction of this synthetic auditory architecture. Significantly, the Auditory Scene Analysis (ASA)
approach introduced by Bregman in the ‘90s [22] and its
extensions into machine perception (Computational Auditory Scene Analysis, CASA) has proposed models of perception for complex auditory tasks via bottom-up and
top-down concepts. Nevertheless, as will be shown there
is a need to revise and enhance such traditional modelling
approach in order to accommodate mechanisms and operations which cannot be accounted for by the synthetic
approach.
The current article will examine the emergence, potential
applications and consequences of recent proposals for a
model based on the analytic abstraction, proposed by
Blauert et al. [4], which can also address issues of auditory cognition. Any such computational analogy of cognitive analysis for the aural scenery must at first establish
the primal reasons of humans to employ such a sensory
channel. According to Blauert et al. [1], these are:
Listening for awareness about the environment
Listening for communication purposes
Listening for pleasure
Here, we shall mostly consider auditory modelling for the
pleasure-listening scenario. The paper is organised as
following: Section 2 considers some of the current challenges facing binaural auditory modelling. Section 3
analyses the proposed structure for such models, which
introduces the computational model of higher level perception. Section 4 discusses the conceptual implications
from these recent developments and draws some final
conclusions.
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2. A PARADOX AND A MISSING LINK
2.1 Uncertainty and hearing
A recent publication [5] presents results indicating that
the human hearing performance is superior to the absolute theoretical time-frequency accuracy limit for signals,
as given by the Fourier uncertainty principle:
Δf∙Δt ≥ 1/4π

(1)

In practice, this limit states that for signals such as
sounds, the accurate observation for short signal durations results in low accuracy for the definition of frequencies representing their spectrum. Conversely, sound
signals with well-defined frequency spectrum require
observation over longer durations, hence being inaccurately defined in time. Therefore, the uncertainty principle imposes the absolute theoretical limit for the precision
of the simultaneous physical measurement or observation
of the duration and frequency of any signal such as the
acoustic waves. The comparable Heisenberg uncertainty
principle for the trade-off between momentum and position in particles applies to quantum mechanics and relates
to phenomena having many orders of magnitude lower
energy and higher frequency than audible sounds.
During the tests reported in [5], 12 human assessors were
evaluated on how well they could simultaneously identify
the duration and frequency of a sound via a series of
2−down−1−up listening procedures. They were asked to
discriminate simultaneously whether a test note, having
either Gaussian or transient-like amplitude envelope, was
higher or lower in frequency than a leading note that was
played before it, and whether the test note appeared before or after a third note, which was discernible due to its
much higher frequency. The top score, achieved by a
professional musician, violated the uncertainty principle
of eq.(1) by a factor of about 13, displaying equally high
precision in frequency and timing acuity. The score with
the top timing acuity of 3 ms was achieved by an electronic musician working in precision sound editing. Such
performance of the auditory cognition is superior to most
known systems and can only result from processing via a
non-linear (or under certain conditions, a chaotic) system.
This result can be partially attributed to the highly nonlinear properties of the auditory periphery. There is little
evidence for other known non-linear systems that can
even reach the uncertainty limit without introducing distortions that hinder observed responses. In contrast, audition acuity seems to be enhanced by such non-linear
signal processing. However, such impressive performance in time-frequency identification may be also related
to higher level cognitive auditory functions or to a yet
unknown principle of combining lower auditory periphery processing with higher level cognitive adaptation.
Note that the enhanced time-frequency acuity and, specifically, the performance accuracy in temporal detection
tasks can be associated with recent findings relating to
the selective temporal processing functionality of the
neural transduction mechanisms associated with the onset
neurons located at the cochlear nucleus [6].

However, the study of models that convert the signals
into binary nerve action potentials (spike trains from the
auditory nerve fibers, ANFs), presents significant difficulties since these must be treated as stochastic processes
and require laborious statistical analysis. The principle of
coding sound signals into spike trains has as yet an only
partial systematic mathematical description framework
[4,7] and, hence, traditional signal processing methods
cannot easily be applied. Amongst other aspects, research
in signal processing analysis of neural coding attempts to
describe:
(a) Neuron identification, i.e. to identify neurons that
encode certain signal features of interest, and
(b) Neural encoding, i.e. to establish functional relationship between feature and spike trains of identified
neurons [7].
Here it must be noted that binaural audition apart from
enabling spatial detection and localisation, provides significant advantages for most listening tasks compared to
the monaural case, especially under adverse acoustic
conditions. At the auditory-periphery level, there are
established signal-processing models and mapping operations which can represent the binaural activity resulting
from the combination of the separate monaural signals
travelling through the Auditory Nerves (ANs). The binaural co-processing and encoding is realised at the Superior
Olivary complex (SO) and the Inferior Colliculus (IC) of
the binaural auditory architecture, as is shown in Fig. 1.
The auditory signals activate the primary Auditory Cortex (CX) areas and ultimately other areas in the Brain
Lobes (BL). Note that, as was previously explained, most
such models rely on deterministic signal processing,
omitting the binary coding into spike trains. This applies
to the majority of models described in Section 3.

BL

Figure 1. Schematic of the binaural system showing the
relevant components (from [1], reprinted by permission)
2.2 A missing link in sound activation maps
Today, it is indeed widely accepted that most neurophysiological mechanisms beyond the auditory periphery
are not properly understood. The binaural auditory system consists of pathways of connected modules, nerves
and interfaces, where transductions, transformations and
local processing are applied to the stimulus signal before
main processing is undertaken higher up this path,
namely, at the cortical level. Although the first synthetic
view of this complex system unifying medical science,
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physiology, anatomy, physics and music theory was developed by Helmholtz more than 150 years ago [3], until
recently, there is a lack of integrating framework for the
analysis and computational modelling of audition from
stimulus up to perception stage. It is accepted that the
current integrative paradigms that simplify the auditory
system’s complexity (as shown in Fig.1) into manageable
computational modules1, follow the general bottom-up
architecture shown in Fig. 2 [8].
This paradigm illustrates the established view of the auditory perception including some anatomical abstractions
for the various subsystems involved, that is, decomposition of various phases in the transduction of auditory
information from the periphery to the brain, some simple
description of the organization of neural information
along the auditory pathway including a final stage which
attempts to include perceptual inference in order to combine the psychophysical and the physiological knowledge
[8].
Based on such bottom-up, signal-driven paradigm, for
some time now, binaural activity maps have been produced via signal processing models, displaying the combined effect of the two ear cues (ILD, ITD, IACC, etc),
which were successfully employed for many applications
and for modelling localization, detection and interpretation of acoustics spaces [1].

Auditory Cortex

(CX)

Pathways

Medial Geniculate Body (MGB)
Inferior Colliculus

Neural

Superior Olivary Complex (SO)
Cochlear Nucleus

Periphery

(IC)

cognition

(BL)

Binaural Encoding

Brain

Brain Lobes

Function

Neural Processing

Transduction

Anatomy

servations of the regional cerebral activities displayed via
fMRI and the signal analogues of the physiological excitatory or inhibitory responses at the cellular level is still
far from being understood.
The missing link here results from the difficulty in assigning specific regional brain patches to cognitive auditory tasks especially for complex stimuli (such as speech
and music). Such tasks appear to activate multiple regions in the brain beyond the known neuron-anatomical
and topographically specialized regions for the auditory
function. This is so possibly because auditory perception
involves active cognitive functions such as association
with previous experience (memory and learning) and
depends on the adaptation to the significance of the observed auditory event in relationship to expected and
known percepts. Hence, memory, learning and anticipation appear to introduce a dynamic and time-varying
environment that restructures the interconnection of the
brain’s processing units, leading to currently unknown
organisation and mapping beyond the obvious static,
hierarchical, and sensory-specific topology. It is also
evident that besides the specific problem of auditory
perception, a still unknown brain organisation model
based on ontology may hold the key to a better understanding of all perceptual processes [8].

Stage
Inference

Neural
Processing

(CL)

Inner Ear
Middle Ear
Outer Ear

Mechanical
Sensory
Acoustical

sound

Figure 2. Decomposition paradigm of the various mechanisms of auditory perception (adapted from [8]).
In another parallel development, current brain-imaging
technology via functional Magnetic Resonance Imaging
(fMRI) and Positron Emission Tomography (PET) has
provided displays for activation patterns of the human
brain during auditory tasks [8]. The possibility of combining brain-imaging with the above model and with
auditory-nerve level binaural maps, appears very promising: However the relationship between macroscopic ob1

Figure 3. Schematic of the architecture of the comprehensive model of binaural listening proposed by Blauert
et al. (from [4], reprinted by permission).

It is referred to as “constructionist’s” model in [8].
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3. THE PARADIGM SHIFT
3.1 A model for binaural listening and perception
To bridge the missing link between the perceived sound
and the general synthetic representation requires a modification of the established methodology that considers it
as a set of interacting components.
This can be realised via an additional level of abstraction:
one that considers the system as a functioning unit [2].
This approach was also proposed by Riemann and introduces a level of abstraction which describes the auditory
system as a black box and studies its overall behaviour −
i.e. what it does or accomplishes.
The conceptual implications of such a paradigm shift will
be further discussed in Section 4 and has been recently
addressed by Blauert et. al via computational models of
binaural hearing, suitable for engineering applications [4,
1].2 For such models, the adoption of top-down, hypothesis-driven functionality can be viewed as enabling
the interaction between “black box” cognitive functions
of experience, memory and adaptation with the sensory
binaural data. These “black box” cognitive functionalities
are trained via supervised or unsupervised procedures
usually based on transformations from signal to symbolic
features and utilizing machine learning and AI classification methods.
The general architecture of such a binaural model proposed within the AABBA consortium [4] and shown in
Fig. 3, attempts to simulate bottom-up signal processing
in the subcortical monaural and binaural pathways as well
as hypothesis-driven processing as attributed to the cognitive parts of the central nervous system – the latter at
least as far as needed in the specific application areas. In
this figure, (a) illustrates the head-and-torso mobility, (b)
the signal processing in the lower auditory system, (c) the
internal representation of the binaural activity, (d) the
rule-and/or data-driven identification and annotation of
the perceptually-salient (primitive) features, (e) the ruleand/or data-driven recognition, classification and labeling
of proto-events, (f) the scene-and-task representation,
knowledge-based hypothesis generation, assessment,
decision taking and assignment of meaning.[5]. Note that
the output of the model can be either a scene description
and/or a quality judgment of the acoustic input. Quality
judgments with respect to audio events will be discussed
in the following section. The model accommodates multimodal inputs, for example, from visual or haptic signals
that may moderate assessment and decisions at the expert
stage (f). Such multi-modality interaction of the model
will be discussed further in Section 4. Note also that
operations in the stages (d) – (f) may lead to active exploration of the aural scene via the mobility function of stage
(a).
Hence it is proposed that, by applying these ideas, the
current architecture of binaural audition (e.g. see Fig. 2)
may be able to accommodate in a comprehensive manner
the important stages of perceptual inference and
knowledge and to set up hypotheses based on this
knowledge. The enhanced binaural model of Fig. 3 con2

An earlier version of such a model by Blauert has appeared in [9].

tains a “brain”, that is, expert components which “interpret” the output of the lower, signal-driven sections of the
model. At some cases, this signal-driven (bottom-up) and
hypothesis driven (top-down) processing can proceed in
an interleaved manner focusing on states which make
sense in a given specific situation. [4]
This approach may allow the concept that the listener
model (“artificial listener”) actively explores its aural
world and develops it further in an autonomous way.
Such autonomous sensory perception, adaptation and
self-awareness form the basis of audition for robotic
applications [10].
3.2 A general model of the perceived quality of sound
As was the case with the test discussed in Section 2.1,
experienced listeners can discriminate features and detect
qualitative aspects of audio signals of systems, of music
performances, and of acoustic spaces, that are not often
measurable from these signals via objective means. Listeners judging sound quality utilize auditory abilities
worth mimicking by engineering applications and for
some time now, controlled methods have evolved allowing some degree of prediction of some limited perceptually-inspired quantities, mostly audible distortions appearing in speech (e.g., PESQ) and audio signals (e.g.,
PEAQ) [11].

Figure 4. The “product” sound quality-assignment process (from Blauert and Jekosch, [12]).
However, in order to accommodate fully the impressive
hearing system performance via a model following the
paradigm shift discussed above, we have to consider the
general architecture for quality-assignment introduced by
Blauert & Jekosch [12, 13]. This architecture, shown in
Fig. 4, accommodates the combined bottom-up and topdown abstraction discussed in the previous section and is
mainly geared towards audio / acoustic engineering applications.
Quality is here regarded as the degree to which any auditory percept fulfills expectations and such comparison
needs to be performed against a set of features and symbols provided by an internal reference or possibly via an
external audio reference assigned as such by the listener.
Such reference can be the manifestation of top-down sets
of prior knowledge (i.e. subjective) features. Ideally,
mainly due to the short-term duration of auditory memory
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employed for comparison, any valid judgment of auditory
quality may improve via a direct comparison to a reference template – as is the case with controlled listening
experiments (e.g. ABX or MUSHRA tests [11]). However, for practical reasons, very seldom this is the case during a less formal listening scenario. In such cases, the
listener will resort to abstract and possibly unreliable
reference formed from past experience feature precepts.
Additional biasing in the reference set may be due to
multimodal stimuli, emotion and other referencemoderating factors [13, 14]. Also, depending on the application, the listener may judge an individual sound
object or multiple sound objects composing an aural
scene. The reference sets used for quality judgments fall
under different levels of complexity according to the
amount of intellectual abstraction involved [13]. In accenting order of abstraction, these levels may reflect
basic psycho-acoustic features, (L1)
physical acoustic features, (L2)
aural-gestalt features, (L3) and
symbolic or semiotic features (L4)
We may apply this analysis to the example of sound quality judgments made by experienced listeners, such as
musicians or audio-mixing and mastering engineers [13].
Such listeners are able to identify primitive features in
sound objects and scenes and can isolate them with the
remarkable accuracy, often defying known theoretical
laws as was described in Section 2.1. An active performing musician, a composer, or even an audiophile with
genuine “golden ears” may utilize audition at the highest
abstraction level, such as to consider relationships between sound features (see L4, in the list above) and semiotic or aesthetic features of the content (music), hence
judging the fidelity of sound object or scenes with reference to such pure cognitive percepts (internal references).
This clearly calls for a different level of perception than
for a more casual listener of music who, at the audio
scene analysis level, judges the plausibility, immersion or
illusionary functionality of audio reproduction (e.g., see
L3 in the list above).
The above proposal for a layered model of audio quality
may also accommodate the ambiguous case of audiophile
listeners, who often claim to perceive qualitative aspects
of audio systems and system components that may or
may not correspond to instrumentally (“objective”)
measurable features, hence representing a practical manifestation of cognitive indeterminacy in audio technology.
In a general sense, the audiophile dilemma concerning
any qualitative judgment upon any audio system/component under consideration may correspond to
any of the combinations in Table 1.
Assuming that an audio system/component has been
properly calibrated and is objectively transparent (i.e.
meeting measured specification standards), then it should
conform to listener judgments falling at the two lower
levels of abstraction (L1 and L2, in the list above) and
must result to unambiguous classification under class C1.
However, this is not often the case.

instrumentally
measurable
perceptually
measurable

C1
yes

C2
yes

C3
no

C4
no

yes

no

yes

no

Table 1 Possible combinations of perceptual (“objective”) and instrumental (“subjective”) judgments of audio
quality.
Dismissing case C4 as self-evident of an “audio fraud”, it
can be argued that both cases C2 and C3 may be attributed either to: (a) response moderating factors such as emotional status (placebo, confirmation bias, buyer’s remorse, expectation bias, etc., [14]), or, (b) hypothesisdriven and reference-biased listening acuity utilised by an
experienced audiophile listener. Such cases of experienced listeners and audiophiles illustrate that the cognitive functions activate references at the highest abstraction level of sound quality assessment which appear to
overrule judgments based on lower levels. Therefore,
such listeners can disregard evidence from psychoacoustic attributes, physical acoustic properties and aural gestalt features. Significantly, as it appears from the discussion in Section 2.1, such a procedure can provide judgments with far more accuracy than it is allowed by pure
bottom-up, signal-driven approach. Furthermore, it shows
that the proposed model can accommodate listening selectively at any level of abstraction or cases where the
attributes and features from different abstraction levels
are combined to form a comprehensive quality judgment.
Significantly, the proposed model of sound quality is not
bound to signal processing principles and, thus, can accommodate ambiguous and paradoxical cases in sound
sensation as mentioned above.

4. DISCUSSION AND CONCLUSIONS
4.1 Challenges for models of auditory periphery
The human hearing mechanism has a performance superior to any single man-made instrument for similar applications. It is accurate in detecting, analysing and recognising acoustic events covering a 103/1 range of frequencies, a (32x1012)/1 range of power ratios, and this is
achieved over all spatial directions with a few degrees
azimuth angle discrimination (down to 1° for frontal
sound incidence). Considering everyday speech communication, which approximately requires a range of frequencies with a ratio of 10:1 and a power ratio of 104/1,
such specifications appear to be highly over-engineered.
However, for speech recognition tasks, audition achieves
exemplary performance especially under adverse acoustic
conditions: It can isolate and recognise a preferred
speaker under competing speech and maintains intelligibility in noisy and reverberant environments. It is also
remarkable that such functionality is implemented via
highly non-linear processes, starting at the inner ear stage
which compresses the stimuli dynamic range into a 10 4/1
ratio. However, it is not evident how such impressive
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acuity is reflected on the spike train features which code
the sound stimuli.
In contrast to the well identifiable time and frequency
domain properties of sound signals, the coded spike train
responses have indeterminate and often chaotic features
that cannot be fully described via known principles or
analogies hence leading to a possible conclusion that
information and acuity is lost via coding at the auditory
periphery. For example, with respect to timing accuracy,
such spike trains can be only considered as stochastic
processes with temporal uncertainty due to Gaussian
distribution timing jitter [6]. Furthermore, auditory nerve
fiber coding exhibits selective temporal firing by progressive saturation of the transmitted information for steady
state sounds (e.g., speech vowels) once locking to their
pitch frequency has been established [6]. However such
selective coding of onset signal features results to an
impressive temporal resolution (20 μsec approx.). Such
accuracy enables the previously mentioned horizontal
plane sound localisation accuracy and the joint timefrequency discrimination which defies the mathematical
theory (see Section 2.1). This is only a short list of paradoxes and missing links in our current knowledge of the
auditory mechanisms, even at subcortical level, where the
performance of the auditory system already challenges
current knowledge in many scientific fields: physical
acoustics with respect to the covered power range,
mathematics and signal processing with respect to neural
coding, and engineering with respect to ear transduction
principles.
Nevertheless, over the last decades, besides partial
knowledge of such principles, a number of perceptual
mechanisms have been translated into computational
models and into applications via digital signal processing
analogies. For example, auditory masking models have
been successfully utilised in convincing and gamechanging digital audio technology applications such as
the mp3 coding format [15]. Similarly, successful models
were developed utilising binaural activity features and
mappings and have initiated significant developments in
many applications in spatial audio reproduction [16].
Such established signal-processing models have paved
the path for successful engineering application motivated
by human hearing. Applications of this kind are now
reaching a stage of maturity that requires addressing more
important issues relating to sound sensation.

memory, learning and anticipation via the generation of
hypotheses. Especially when listening to music, (listed as
“listening for pleasure” function in the classification in
[1], see also Introduction), there is evidence that apart
from activation of the primal auditory cortex, which identifies the simple features of pitch and loudness, other
areas in the brain lobes are also activated responding to
more structured aspects such as harmony, melody or
rhythm, together with areas responsible for the emotional
state. Significantly, listener enjoyment appears to activate
those regions of the brain usually associated with sexual
and food pleasure, that is, the reward of such biological
actions. There is also evidence that trained musicians
activate correspondingly larger areas in the brain lobes
[17].
Additionally, at such higher stages of cognition, different
sensory modalities appear to strongly interact and humans identify objects, events, scenes and qualitative
aspects often combining sensory modalities. Hence, auditory or visual events / objects are not only activating the
corresponding areas of auditory or visual cortices but
generate cross-modal activations and, according to recent
results [18], the bottom-up processing of sensory stimuli
is often accompanied by the top-down reconstruction of
associated patterns in different modalities. Such crossmodal and multi-modal aspects appear to play a significant role in cognition and require yet unknown organisation of stimuli and responses with dynamic and adaptable
interconnection structures in the brain and peripheral
processing units. Therefore, any comprehensive model
for sound sensation needs to address sound cognition in
conjunction to other sensory modalities, especially with
vision. Furthermore, as has been established in neuroscience [18], neuron ensembles in higher-order association
cortices register associations among perceptual representations from multiple sensory modalities. It has been also
suggested that information from different sensory channels converges somewhere in the brain to form modalityinvariant representations, i.e. representations that reflect
an object / event / scene independently of the modality
through which it has been received. Such modalityinvariant representations may be a first stage for identification of the neural process that allows recognition and
response to supramodal sensory stimuli, i.e. functioning
at a pure conceptual level [18].
4.3 Implications of the model paradigm shift

4.2 Challenges for models of auditory perception
It is accepted that beyond the auditory periphery, which is
usually addressed by current models, higher level cognitive processes are even less understood and, hence, present an open challenge not only to engineers but to many
interdisciplinary scientific fields. Although current brainimaging technologies via fMRI and PET produce images
of activation patterns in the human brain during auditory
tasks, it is not yet known how to relate such maps to
cognition or to perceptual features. Our knowledge is
obscure regarding cognitive functions which associate
and adapt stimuli to previous experience, that is, to the
significance of the observed auditory event in relationship to expected and known percepts by way of utilising

The recent paradigm shift in engineering model for binaural listening can accommodate many of the challenges,
paradoxes and missing links identified previously and
addresses limitations of the conventional models based
on the bottom-up signal processing analogy. The model
architecture described in Section 3.1 contains a complementary top-down, hypothesis-driven functionality that
can enable interaction between the yet somehow obscure
“black box” of cognitive functions of experience, memory, adaptation and multimodality to the bottom-up binaural cues and features extracted from the acoustic signals. Currently, machine learning, artificial intelligence
and pattern recognition methods are employed to annotate and label signal features selected from well-defined
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rules and auditory “scenes”. Hence, for a given scenario
or application, expert components trained by typical features, may “interpret” the output of the lower, signaldriven sections of the model. Significantly, as was also
shown in Section 3.2, such architecture can also accommodate multi-layer judgments of sound quality, addressing functionalities often observed in experienced listeners
that otherwise defy current signal processing or psychophysical conventions.
The implications of such paradigm shift extend to the
conceptual and philosophical principles related to the
relationship between perception, knowledge and reality.
At a first level, this new approach indicates a divergence
from the dominant “objectivistic or realistic” approach
favoured by most engineering methods. Such approach is
associated with the synthetic principle of the modelling
the observer as carrier of subjective sensations derived
via a bottom-up procedure from stimuli from an objective
reality.
The model described in Section 3.1 via its top-down
structure can accommodate the approach of “perceptionism”, according to which the consciously perceived percepts represent essentially the real world [19]. Such concepts can be traced to the principles defined by Kant [20],
according to which, all human experience can be related
to quantity, quality, relation, and modality, modified by
perceptual thresholds, various forms of comparative
judgment, magnitude estimation, emotional response and
scaling, as described by cognitive psychophysics which
relates the physical world with its mental interpretation.
Kant also divided all scientific propositions according to
their logical form into analytic and synthetic. Facing the
problem of the hearing mechanism, Riemann reexamined the interplay between such classical concepts
of synthesis (the anatomist`s approach which builds up
the knowledge by investigating the individual components) as was at the time established by Helmholtz, and
of analysis (the hypothesis-driven approach which examines the tasks accomplished by the organ). He concluded
that for the case of hearing, the analogy employed via the
analytic abstraction has to do with some sort of associative thinking which is free and disciplined [2]. Analogy
also allows a formal association between seemingly different types of phenomena, often related to creativity in
arts and science, and was thus called "the poetry of hypothesis" by Riemann. Analogy is at best used to formulate hypotheses about such fundamental principles and
the acceptable conditions that a system must satisfy in
order to achieve its functionality without specifying the
manner in which its components function and interrelate
with each other. These crucial elements seem at last to be
adopted into models of binaural hearing.
The analytic / synthetic logical distinction has been also
divided by Kant according into their a priori or a posteriori validity, i.e. according to whether their claim to truth
or falsehood was in no need of empirical backing (a priori − analytic) or was so in need after the synthetic process (a posteriori) [21, 20].
Nevertheless, from an engineering modelling perspective,
any such new analogy of the largely unknown cognitive
operations of the brain must be open for scientific scrutiny, and its specific implementation must be tested and

verified. According to Popper [21], “...Scientific knowledge proceeds from old problems to new problems by
means of conjectures and refutations”.
Consequently, testable cases of sound sensation need now
to be investigated with respect to the proposed paradigm
shift, hopefully resulting in solutions to the burning problems and envisaged applications to binaural listening as
discussed in audio technology.
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About the Different Types of Listeners for Rating the Overall Listening
Experience
Michael Schoeffler
International Audio Laboratories Erlangen*
michael.schoeffler@audiolabs-erlangen.de

ABSTRACT
When the overall listening experience is rated, listeners are
asked to take every aspect into account which seems important to them, including song, lyrics, mood and audio
quality. The results of two previously conducted experiments revealed a significant influence of the signal bandwidth and the spatial reproduction format on the overall
listening experience. In this work, a systematic analysis is
applied to the results of these two experiments with the
purpose to investigate listeners in more detail. Regarding rating the overall listening experience, the results show
that listeners can rather be described by continuous variables which reflect their preferences than clear categorizations of different listener types. Furthermore, a regression
model for predicting ratings was significantly improved by
describing the listeners with such continuous variables.
1. INTRODUCTION AND RELATED WORK
The enjoyment while listening to music has been a subject
of interest to many researchers from different fields. In
1972, Prince published a paradigm which describes a music listening process from the listener’s point of view [1].
Prince assumes that listeners differ widely in their response
to music depending on many characteristics including personality, maturation, musical training and experience, musical aptitude, and musical memory.
Several researchers have confirmed that responses to
music are in fact significantly influenced by characteristics which were described by Prince. When measuring
the influence of personality on responses to music, many
researchers use Jungian types as basis for their work.
Jungian types describe psychological types of humans
and were introduced by Jung [2]. Based on Jung’s
theory, the Myers Briggs Type Indicator (MBTI) sorts
psychological differences in four different preferences:
Extraversion–Introversion, Sensing–Intuition, Thinking–
Feeling, and Judging–Perception [3]. Pearson et al.
investigated whether Jungian types have a correlation with
*A joint institution between the Friedrich-Alexander-University
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music preferences [4]. They found out that the Sensing–
Intuition MBTI dimension correlates with enjoyment in
musical listening. Similarly, Lewis and Schmidt also used
the MBTI to examine listeners’ responses to music as
a function of the personality variables measured by the
MBTI [5]. Undergraduate non-music majors indicated
characteristic responses to music on the Music Listener
Response Scale (MLRS). The MLRS is a questionnaire
which contains statements with responses to music (see
Hedden [6]). Lewis and Schmidt found significant effects
of personality types based on the MBTI on the responses
given by the MLRS.
Related to the characteristic of musical training, Woody
and Burns carried out a study in which they investigated
how non-musicians respond to pieces of classical music
that are considered highly expressive among musically sophisticated listeners [7]. The results of their study indicate
that young adults who have had past emotional experience
with classical music are more responsive to the expressive
qualities of classical music and are more willing to listen
to this style of music in their leisure time. Experiments by
Stöter et al. and Schoeffler et al. indicated that musicians
are able to correctly estimate the number of instruments
of music excerpts more likely than non-musicians [8, 9].
However, it is not known whether the enjoyment of music
listening is influenced by an awareness of the instrumentation.
Regarding the listening experience, researchers often distinguish between expert listeners and naı̈ve listeners (or
trained and untrained listeners). Expert listeners are considered to be trained in listening, familiar with audio degradation artifacts and have taken part in many listening tests.
Schinkel-Bielefeld et al. investigated the differences between expert and naı̈ve listeners while taking part in listening tests about audio quality degradations [10]. Their
results showed that expert and naı̈ve listeners have different strategies for participating in listening tests. Expert
and naı̈ve listeners differently use the rating scale and expert listeners tend to give lower ratings. Furthermore, the
ratings from experts listeners are more reliable than ratings from naı̈ve listeners. Rumsey et al. examined the relationship between expert listener ratings of multichannel
audio quality and naı̈ve listeners preferences [11]. They
found out that naı̈ve listener preferences can be predicted
from expert listener ratings. However, their results also
showed that naı̈ve listeners and expert listeners are not similar groups in every aspect of audio quality evaluation. In
contrast to the expert listeners, naı̈ve listeners paid almost
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no attention to frontal spatial audio fidelity. Also surround
spatial fidelity was much more important for naı̈ve listeners than for expert listeners. Although listening experience
had an influence on the results of these studies related to
audio quality, no influence on the overall listening experience was found in three studies carried out by Schoeffler et
al. [12–14]. The term overall listening experience is used
to describe the degree of enjoyment while listening to music [13]. Contrary to rating the audio quality, listeners take
everything into account when rating the overall listening
experience. Factors of influence might include the song,
lyrics, audio quality, listener’s mood, the listening room
and the reproduction systems.
This paper is concerned with the question whether listeners can be precisely categorized according to how much
their individually-perceived overall listening experience
depends on the technical sound quality. In this paper, the
technical sound quality representations are bandwidthlimitations of played-back music and different spatial
reproduction format which are used for play back music.
We measured the influence of the signal bandwidth on
the overall listening experience by a previously conducted
experiment [13]. The results of the experiment are used in
the analysis for the listener categorization.
Hypothesis 1a: Listeners can be categorized
according to how much their individuallyperceived overall listening experience is influenced by the signal bandwidth of the played
back music excerpt.
In the first experiment, participants were asked whether audio quality had been important for their ratings. The question arises if their answers corresponds to their actual ratings.
Hypothesis 1b: Listeners can reliably selfreport how important the audio quality is for
their individual overall listening experience.
How much the enjoyment of listeners is influenced by
the single-/multi-channel system was measured by another
previously conducted experiment whose results are also
used in the analysis [14]. In addition to the two hypotheses of the first experiment, we define two hypotheses of the
second experiment which have not been addressed so far.
Hypothesis 2a: Listeners can be categorized
according to how much their individually
perceived overall listening experience is influenced by the spatial reproduction format.
Hypothesis 2b: Listeners can reliably selfreport how important the single-/multichannel
system is for their individual overall listening
experience.

Hypothesis 3: If a listener’s overall listening
experience is influenced by the bandwidth,
his or her overall listening experience is influenced by the single-/multi-channel system in
the same way.
The two experiments are briefly described in Section 2,
Section 3 and Section 4, including a statistical verification
of the five hypotheses. The results are discussed in Section 5.
2. TYPES OF LISTENERS FOR BANDWIDTH
(EXPERIMENT I)
2.1 Experiment Procedure
In the first experiment, 34 participants rated bandwidthlimited music according to the overall listening experience.
The experiment was divided into one registration session
and twelve listening session.
In the registration session the participants were asked by
a questionnaire whether they are professionals in audio
and to which age group they belong. After filling out
the questionnaire, the participants rated nine songs according to how much they like them (“How much do you
like this item?”). It was emphasized on the instructions
that participants should take everything into account what
they would do in a real world scenario (e. g. including
their taste in music). The participants rated the songs
by using a five-star Likert scale. The stars were labeled
with “Very Bad”, “Bad”, “Average”, “Good” and “Very
Good”. The ratings, retrieved from the first session, are
called basic item ratings. A maximum of eight out of
nine songs were individually selected from the registration
session and bandwidth-limited by six levels (Cut-off frequencies: 1080 Hz, 2320 Hz, 4400 Hz, 7700 Hz, 12000 Hz
and 15500 Hz) for the listening sessions. A maximum
of eight songs had to be rated in each listening session
since the same song did only occur once. As in the registration session, the participants were instructed to rate
each bandwidth-limited item according to how they like
it and they should take everything into account what they
would do in a real world scenario. After listening to all
bandwidth-limited music items, listeners had to fill out a
questionnaire in each session. It was asked how important
had been audio quality, the song and their mood for their
ratings. The answers were given by a Likert scale with the
values “Strongly Agree”, “Agree”, “Neutral”, “Disagree”
and “Strongly Disagree”. The ratings retrieved from the
listening sessions are called item ratings.
A detailed description of the experiment procedure and
a basic analysis of the results has already been published
[13].
2.2 Result Analysis

An additional research question is whether listeners,
whose overall listening experience is influenced by the
signal bandwidth, are influenced by the single-/multichannel system in the same way when the overall listening
experience is rated.
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The Hypotheses 1a and 1b are verified on the basis of a
pair of values which reflects how much a listener was influenced by the bandwidth-limitations and the song. Such
a pair of values is derived by the following equations and
then used for the hypotheses verification.
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IRE1 (i, j, k),

Kendall’s τ Basic Item Rating

An item rating of the first experiment is defined as:
(1)

where i denotes the participant, j denotes the song and k
denotes the cut-off frequency level.
A vector with all items ratings which were given by a
participant is defined as:

 E1
IR (i, 1, 1)



 E1 · · ·
E1

(2)
IR (i) =  IR (i, 1, K) 
,


···
IRE1 (i, J, K)]
where J is the number of songs that were selected for participant i and K is the number of all cut-off frequency levels. Vectors are indicated by bold letters.
The corresponding cut-off frequency of an item rating is
defined as:
FE1 (i, j, k).
(3)
A vector with all cut-off frequencies that corresponds to
all items ratings which were given by a participant is defined as:

 E1
F (i, 1, 1)



 E1 · · ·
E1

(4)
F (i) =  F (i, 1, K) 
.


···
FE1 (i, J, K)]
The corresponding basic item rating of an item rating is
defined as:
BIRE1 (i, j, k).
(5)
A vector with basic item ratings that corresponds to all
items ratings which were given by a participant is defined
as:


BIRE1 (i, 1, 1)


···


E1
.
(6)
BIRE1 (i) = 
BIR
(i,
1,
K)




···
BIRE1 (i, J, K)]
The influence of the cut-off frequency on the item ratings
is measured by Kendall’s tau coefficient which is a measure of rank correlation between two vectors [15]. Values of Kendall’s tau range from -1 to +1. Negative values indicate negative associations and positive values indicate positive associations. A value of zero indicates the
absence of any association between two variables. A pair
of two Kendall’s tau values are calculated for each participant. The first value is Kendall’s tau of the item ratings
and the cut-off frequencies:
E1
τIR,F
(i) = corτ (IRE1 (i), FE1 (i)),

(7)

where corτ denotes the function of Kendall’s tau. How
much the ratings a participant were influenced by the
bandwidth-limitation of the stimulus is reflected by
E1
τIR,F
(i). The second value is Kendall’s tau of the item
ratings and the basic item ratings:
E1
τIR,BIR
(i) = corτ (IRE1 (i), BIRE1 (i)).

(8)
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Figure 1. Kendall’s rank correlation between item rating
and the two variables “basic item ratings” and “cut-off frequency” for each participant. Correlations which are significant for basic item ratings, single-/multi-channel system, none or both are marked differently.
E1
τIR,BIR
(i) reflects to which degree the ratings of a participant were influenced by the song. A pair of Kendall’s tau
values of the first experiment is defined as:
E1
E1
τ E1 (i) = {τIR,F
(i), τIR,BIR
(i)}.

(9)

The pairs of Kendall’s tau values are depicted in Figure 1
as scatter plot.
In the lower left corner of the scatter plot is a data point
which can be considered as outlier, since its corresponding
item ratings have neither a significant 1 correlation with
the cut-off frequencies nor the basic item ratings. The Chisquared plot method (see Garrett for details [16]) is applied to confirm that the data point is an outlier. The Chisquared plot in Figure 2 clearly shows one outlier which
is the non-significant data point. The identified outlier is
excluded from further analysis.
Hypothesis 1a is verified by applying a cluster analysis on
the data set. The number of components found by the clustering algorithm can be seen as categorizations of listeners.
An Expectation Maximization (EM) clustering algorithm
was chosen [17] (an introduction into the EM method is
given by Couvreur [18]). The EM algorithm works well
with small sample sizes and does not require a training
phase which are the main reasons for choosing the EM algorithm. Since the number of components is not estimated
by the EM algorithm itself, an implementation of the EM
algorithm by Fraley and Raftery is used [19]. Furthermore,
the implementation takes several cluster models into account. The method of Fraley and Raftery uses a modified
version of the Bayesian Information Criterion for choosing
the number of clusters and to select the cluster model. By
applying the EM algorithm, an ellipsoidal model with one
component was found to be the best model (see Figure 3).
1

The significance level α is defined as 0.05 in this paper.
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Figure 2. Chi-square plot of the Kendall’s tau pairs. The
detected outlier is depicted as a red square.

Figure 3. Clustering of the pairs of correlation values by
ellipsoidal model with one components.

Based on this result, listeners can not be clearly categorized into types of listeners when rating bandwidth-limited
music.
The responses of the questionnaire after each listening
session are used to verify Hypothesis 1b. The correlation
E1
between the participants’ τIR,F
(i) and their responses to
the question – how important was the audio quality for participants’ ratings – are investigated. Spearman’s rho 2 (r =
0.67, p = .000) and Kendall’s tau (r = 0.56, p = .000)
show a significant correlation. Based on these results, it
can be concluded that participants can reliably self-report
how much they are influenced by the audio quality. The
E1
(i) and the responses to the
same is applied for τIR,BIR
question of how important was the song for participants’
ratings. Again, Spearman’s rho (r = 0.56, p = .001) and
Kendall’s tau (r = 0.46, p = .000) show a significant correlation which indicates that participants can also reliably
self-report how much they are influenced by the song.

are called basic item ratings. In the second session, participants rated an individual selection of the music excerpts
while listening through a single-/multi-channel system
(mono, stereo or surround). The ratings of the second
session are called item ratings. At the end of the second
session, the participants had to fill out a questionnaire,
where they were asked how important had been audio
quality, the song and their mood for their ratings. The
answers were given by a Likert scale with the values
“Strongly Agree”, “Agree”, “Neutral”, “Disagree” and
“Strongly Disagree”.
A detailed description of the experiment procedure and
a basic analysis of the results has already been published
in [14].

3. TYPES OF LISTENERS FOR
SINGLE-/MULTI-CHANNEL SYSTEMS
(EXPERIMENT II)

3.2 Result Analysis
Almost the same procedure as for Hypotheses 1a and 1b is
applied to verify the Hypotheses 2a and 2b. A pair of values is calculated which reflects how much a listener was influenced by the single-/multi-channel system and the song.
An item rating of the second experiment is defined as:
IRE2 (i, j, l),

(10)

3.1 Experiment Procedure
In the second experiment, 30 participants rated music excerpts according to the overall listening experience. The
ratings were given by a Five-star Likert scale. The stars
were labeled with “Not at all”, “Not a lot”, “Neutral”,
“Much” and “Very Much”.
The experiment was divided into two sessions. In the
first session, 30 participants rated fifteen music excerpts
by a multi-stimulus comparison while listening through
headphones. The ratings retrieved from the first session

where i denotes the participant, j denotes the song and l
denotes the single-/multi-channel system.
A vector with all items ratings which were given by a
participant is defined as:
 E2

IR (i, 1, 1)


 E2 · · ·

E2

IR (i) =  IR (i, 1, L) 
(11)
,


···
IRE2 (i, J, L)]

2 Spearman’s rho and Kendall’s tau correlation coefficients are used for
measuring the correlation between ordinal variables. Pearson’s productmoment correlation is applied for measuring the correlation between continuous variables.

where J is the number of songs that were selected for participant i and L is the number of all single-/multi-channel
systems.
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The corresponding single-/multi-channel system of an
item rating is defined as:
SE2 (i, j, l).

(12)

A vector with all single-/multi-channel systems that corresponds to all items ratings which were given by a participant is defined as:

 E2
S (i, 1, 1)



 E2 · · ·
.
(13)
SE2 (i) = 
S
(i,
1,
L)




···
SE2 (i, J, L)]

The corresponding basic item rating of an item rating is
defined as:
BIRE2 (i, j, l).
(14)
A vector with basic item ratings that corresponds to all
items ratings which were given by a participant is defined
as:


BIRE2 (i, 1, 1)


···


E2
E2

(15)
BIR (i) =  BIR (i, 1, L) 
.


···
BIRE2 (i, J, L)]
Almost the same analysis procedure as for Experiment I
is applied. Pairs of correlation values for each participant
are created by calculating Kendall’s tau values. The first
value is Kendall’s tau of the item ratings and the single/multi-channel system:
E2
τIR,S
(i) = corτ (IRE2 (i), SE2 (i)),

(16)

where corτ is the function of Kendall’s tau. The second
value is Kendall’s tau of the item ratings and the basic item
ratings:
E2
τIR,BIR
(i) = corτ (IRE2 (i), BIRE2 (i)).

(17)

A pair of Kendall’s tau values of the second experiment is
defined as:
E2
E2
τ E2 (i) = {τIR,S
(i), τIR,BIR
(i)}.

(18)

The pairs of Kendall’s tau values for all participants are
depicted in Figure 4 as scatter plot.
As for Experiment I, the EM clustering method is applied
to identify categories of listeners. An ellipsoidal model
with one component was found to be the best model by
the clustering method (see Figure 5). Such a results indicates that there is no clear categorization into types of listeners when the single-/multi-channel system is taken into
account while rating the overall listening experience.
The responses, which were given by the questionnaire
of the second session, are used to verify Hypothesis 2b.
E2
The correlation between τIR,S
(i) and the participants’ responses to the question of how important was audio quality for their ratings. Spearman’s rho (r = 0.56, p = .001)
and Kendall’s tau (r = 0.46, p = .001) show a significant
E2
correlation. The same is applied for τIR,BIR
(i) and the
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Figure 4. Kendall’s rank correlation between item rating and the two variables “basic item ratings” and “single/multi-channel system” for each participant. Correlations
which are significant for basic item ratings, single-/multichannel system, none or both are marked differently.
responses to the question of how important was the song
for the participants’ ratings. Again, Spearman’s rho (r =
0.54, p = .001) and Kendall’s tau (r = 0.46, p = .002)
show a significant correlation. Based on these results, participants seem to reliably self-report how much they are
influenced by the audio quality and the song.
4. INTERACTION BETWEEN BANDWIDTH AND
SINGLE-/MULTI-CHANNEL SYSTEM
Ten participants attended both experiments. Hypothesis
3 is verified by comparing their responses of both experiments. τ E1 (i) and τ E2 (i) are taken as a basis for further
E1
(i)
analysis. By calculating the correlation between τIR,F
E2
and τIR,S (i) we measure whether a participant, whose
ratings were dominated by the cut-off frequency in the first
experiment, took also the single-/multi-channel system
strongly into account in the second experiment. Pearson’s
product-moment correlation indicates a significant correE1
E2
lation between τIR,F
(i) and τIR,S
(i) (r = 0.69, p = .023).
E1
In addition, a significant correlation between τIR,BIR
(i)
E2
and τIR,BIR (i) is indicated by Pearson’s product-moment
correlation (r = 0.68, p = .032). The significant correlation between τ E1 (i) and τ E2 (i) indicates that a listeners,
who strongly takes the bandwidth-limitation into account,
is also strongly influenced by the single-/multi-channel
system while rating the overall experience.
To confirm the relationship between τ E1 (i) and τ E2 (i),
the values of τ E2 (i) are used to predict the responses of
the first experiment. The responses of the first experiment
are predicted by a cumulative link model without interactions (an introduction into regression models with ordinal data is given by McCullagh [20]). The cumulative
link model predicts the item ratings by the predictor variables: “basic item rating” and “cut-off frequency”. How
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well the cumulative link model predicts the item ratings
is measured by Cragg and Uhler’s Pseudo-R2 (see Cragg
and Uhler [21]). If the cumulative link model correctly
predicts all item ratings, Cragg and Uhler’s Pseudo-R2 of
the cumulative link model is 1.0. The basic cumulative
link model without any data from τ E2 (i) has a PseudoR2 of 0.60. In the next step, the model is modified by
data from the second experiment. The predictor variable
E2
(i) and the
“basic item ratings” is interacted with τIR,BIR
predictor variable “cut-off frequency” is interacted with
E2
(i). By modifying the model, the Pseudo-R2 is inτIR,S
creased to 0.65. All interactions effects of the modified
model are significant at a significance level of α = 0.05 exE2
cept for [basic item rating = “Neutral”] with τIR,BIR
(i)
2
(β = 0.431, p = .090). By having R increased, a significant relationship between τ E1 (i) and τ E2 (i) is confirmed.

sponses to the question of how important audio quality was
for their ratings. That participants can reliably self-report
how important the audio quality is for their individual overall listening experience is also confirmed by the significant
E1
correlation between τIR,BIR
(i) and the responses to the
question of how important was the song for participants’
ratings.
Verifying Hypothesis 2a resulted in almost the same outcome as the verification of Hypothesis 1a. No clearly distinguishable types of listeners in Experiment II were found
by the cluster analysis. This indicates that there exists also
a continuum which describes to which degree the listener
is influenced by the single-/multi-channel system.
Hypothesis 2b was also positively verified. Based on
the significant correlation, listeners can reliably self-report
how important the single-/multichannel system is for their
individually perceived overall listening experience.
The positive verification of Hypothesis 1b and 2b shows
that the prediction of the overall listening experience can
be improved by responses of a post-questionnaire. This
confirms the results of previous research in the field of psychology, where the perception of music was investigated
according to responses of questionnaires [4, 5].
Hypothesis 3 turned out to be true since a positive correlation between the influence of the bandwidth-limitation
and the influence of the single-/multi-channel system was
found. Such a correlation was not fully expected since
limiting the bandwidth of a music excerpt and reproducing
the music excerpt over a different single-/multi-channel
system are two different types of “audio degradation”. The
question arises whether an individual listener could be
roughly described with a single attribute that reflects his or
her influence of all types of audio degradation. By improving the cumulative link model of Experiment I with the
values of τ E2 (i) which were only retrieved from Experiment II, we showed that such a single attribute might exist.
Further research could deal with finding approaches to
retrieve such a single attribute by questioning the listener
or conduct a short listening test.

5. DISCUSSION

6. CONCLUSION

The verification of Hypothesis 1a by a systematic cluster analysis indicates that there exists no clearly distinguishable types of listeners when the overall listening
experience of bandwidth-limited music excerpts is rated.
These results imply that there exists a continuum which
describes to which degree the listener is influenced by
bandwidth-limitations. Furthermore, the results confirm
our previously made assumption based on a different experiment that there exists a continuum rather than clearly
distinguishable types of listeners [12]. In this work, the
influence of bandwidth-limitation on the overall listening experience for each participant is only measured by
Kendall’s tau correlation coefficient. Further research
could confirm these results by applying other approaches
to measure the influence of bandwidth-limitation on the
overall listening experience.
Hypothesis 1b was positively verified based on the sigE1
nificant correlation between τIR,F
(i) and participants’ re-

A systematic analysis on the results of two experiments
was applied to identify types of listeners based on ratings
of the overall listening experience. The results show that
no clearly distinguishable types of listeners exist for the
investigated factors of bandwidth-limitation and single/multi-channel system. Instead, the influence of audio
quality degradation on the perceived overall listening experience of a listener can be described by two continuous
correlation values. These correlation values retrieved from
the second experiment have been successfully used to
improve the prediction by of the first experiment’s result. Furthermore, the results indicate that listeners whose
overall listening experience ratings are influenced by the
signal bandwidth, also take the single-/multi-channel system much into account when rating. In both experiments,
listeners could reliably self-report how much an audio
quality degradation influenced their individually perceived
overall listening experience.

Kendall’s τ Basic Item Rating

0.8
0.6
0.4
0.2
0.0

0.0

0.2
0.4
Kendall’s τ System

0.6

0.8

Figure 5. Clustering of the pairs of correlation values by
ellipsoidal model with one component.
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[8] F.-R. Stöter, M. Schoeffler, B. Edler, and J. Herre,
“Human ability of counting the number of instruments
in polyphonic music,” in Proceedings of Meetings on
Acoustics Vol. 19. Montreal, Canada: Acoustical Society of America, 2013.
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ABSTRACT
This article outlines the salient phases, goals, and
results of alarm/will/sound, a multidisciplinary musical
research project carried out in the context of the
IRCAM IRC (Interface Recherche-Création) Musical
Residency Research program.1 After the rationale for
and motivations behind the project are presented, the
following research and production milestones are
described: 1) the elaboration and characterization of the
sound corpus intended for the modified car alarm
prototypes; 2) a sound perception experiment testing
source typicality of a sub-category of sounds within the
corpus; 3) an acoustic descriptor space in which a
subset of the stimuli employed in the typicality
experiment were situated; 4) the construction of
synthetic auditory warnings from sound-sources within
the descriptor space, prototypical environmental sound
envelopes, and inter-onset intervals (IOI's) derived from
extant car alarms; and 5) the design of a second
experiment pertaining to levels of repulsion vs.
attraction to the synthetic auditory warnings. Finally,
short-, mid-, and long-term objectives and directions for
the project are discussed.

1. INTRODUCTION
alarm/will/sound is a tripartite collaboration between
composer Alexander Sigman, IRCAM Sound
Perception and Design (SPD) team researcher Nicolas
Misdariis, and Stuttgart based product designer/visual
artist. This project was begun in January 2013 under the
IRCAM IRC (Interface Recherche-Création) Musical
Research Residency program, and is still in progress at
present (March 2014).
Taking as a point of departure the proven
ineffectiveness of current audible car alarm systems as
deterrents [1] and the relative lack of research into and
development of audible car alarm design compared to
other sound-emitting components of vehicles (e.g., the
audio system, engine, horn, turn signal, or door), we
have sought to produce innovative modified car alarm
prototypes. The design of these prototypes would be
informed by musical, artistic, scientific, and industry

Nicolas Misdariis
Sound Perception and Design
Research and Development
STMS IRCAM-CNRS-UPMC,
France
nicolas.misdariis@ircam.fr

expertise, as well as sound perception research and
acoustic modeling.
As an often-ignored and predictable source of noise
pollution, the car alarm as an auditory warning device
raises a host of intriguing questions of a sociological
nature. How may the essential functionality of the
audible car alarm be defined? To whom is the alarm
directed: the potential perpetrator, the car owner, or the
public? Studies summarized in the report cited above
have indicated that even the most high-end audible
alarms require a maximum of ten minutes for
professional car thieves to disable, and in most
instances fail to prevent break-ins. The owner may or
may not be within earshot of his/her respective car
alarm when it is activated. However, given the
homogeneity of car alarm emissions, the alarm may not
be detected in time for the car owner to intervene. As a
result of the sheer number of false alarms, as well as the
aforementioned element of aural annoyance (among
other factors), members of the more public have a
greater documented tendency to flee from or simply
ignore an activated alarm than to proceed towards the
source.
In the presence of a car alarm, wherein lies the
boundary between the public space of the vehicle's
physical environment and the private territory of car?
An audible alarm designates a boundary beyond the
car's physical perimeter—a "grey zone" that is often
creatively explored, as is made evident by the countless
videos of car alarm dance routines posted to Youtube.2
Our approach to audible car alarm system design
has been guided and constrained by a fundamental
question: wherein lies the alarm's identity? Does it
consist in the hardware components and context (i.e.,
embedded in the automobile), or in the sounds that it
emits and the interaction protocol by which it operates?
If the latter, is it possible to transform the alarm system
from a mechanism of (ineffective) deterrence into one
of engagement? That is to say: through the expansion
and customization of its sonic vocabulary and potential
modes of human-machine interaction, could this device
be repurposed as a sort of virtual instrument that the
passerby (or car owner) learns to manipulate, with the
2

1

This project was partially supported by the IRCAM Musical Residency Research program.

Here is a particularly well-choreographed example:
http://www.youtube.com/watch?v=1Li3mNl2-EM
(accessed 17
March 2014).

Copyright: © 2014 Alexander Sigman and Nicolas Misdariis. This is an open-access article distributed under the terms of the Creative Commons
Atttribution License 3.0 Unported, which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and
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help of audio-visual feedback? By the same token:
could the alarm gain sensitivity to more physical
parameters than simply physical proximity? Could
temporal variation in these physical parameters trigger
time-varying sonic responses? At this point, it is worth
mentioning that the aim of the study is not!at least, in
the short term!to address mnemonic and learning
issues attached to auditory warning stimuli. Even if
these mechanisms could radically change the way
people react to alarms, our investigation do not pertain
directly to how people integrate over time the
information induced by an alarm. This is a question that
would require a long-term experimental paradigm to
accurately and rigorously investigate.
Indeed, it was not our intent purely to focus upon
enhancing the car alarm's deterrence effectiveness.
Non-audible devices such as the Lojack system3 have
been associated with a high documented vehicle
recovery rate. Rather than entirely replacing an existing
system in service of security enhancement, the focus
has been placed on expanding and enhancing this
system's functionality and sonic potential. Despite the
seemingly unique nature of the project and the
collaborative model underlying it, aspects of
alarm/will/sound are in fact extensions of Matthias
Megyeri's work on domestic security systems4 and
Alexander Sigman's compositional interests in the
influence of sonic phenomena in physical environments
on the aesthetics of the composer/sound artist and the
impact that a composer/sound artist may have on
transforming the physical environment (and by
extension, the human behaviors therein).5 The IRCAM
Sound Design and Perception research team's
involvement with the automobile industry has assumed
the form of a partnership with Renault on sound design
for electric vehicles (in collaboration with composer
Andrea Cera), a follow-up study on electric vehicle
detectabilty in urban environments [2], and an earlier
study on car horn sound quality [3]. Research topics in
the domain of human-machine interaction has included
the influence of audio features on perceived urgency
and its application to car interior Human-Machine
Interfaces [4] and the influence of naturalness of
auditory feedback of an interface on perceived usability
and pleasantness [5]. In addition, Sigman's background
in Cognitive Science and timbre perception has been
relevant to the project's collaborative model. It is thus
hoped that both the artistic and research outcomes
alarm/will/sound will contribute not only to the
understanding and development of vehicle alarm
systems specifically, but also to the design and
classification of auditory warnings in general.
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2. PROJECT PHASES AND GOALS
For practical purposes, the project was divided into four
primary phases: three research and production phases
(see Figure 1) and one presentation and user experience
documentation phase. The first phase was devoted to
the production and characterization of a corpus of
potential alarm sounds.
Subsequently, a sound
perception experiment in sound source identifiability
was designed and conducted on a significant portion of
the corpus, in order to focus on acoustic properties,
rather than exclusively to sound causality. A subset of
the stimuli used in this experiment was then placed
within an acoustic features descriptor space. Phase III
has consisted of constructing synthetic auditory
warnings via the integration of the source-sounds within
the descriptor space, prototypical auditory warning
temporal morphologies, and the inter-onset intervals
(IOI's) of real car alarm sounds. These synthetic
warnings will then be tested for their respective
capacities for repulsion vs. attraction in a second
experiment. Concurrently, Matthias Megyeri is
developing hardware designs for the eventual
prototypes, which will be exhibited as interactive
installations in public and gallery spaces during the
final phase of the project.
Given the breadth of alarm/will/sound, we have
decide to focus in the present article on the sound
corpus elaboration and characterization process of
Phase I, the source typicality experiment and acoustic
feature modeling completed during Phase II, and the
synthetic auditory warning construction and deterrence
vs. engagement experiment of the third phase. All of
these project achievements pertain to the creation of
semantic and acoustic classification of the alarm
prototype sounds. The classification methodologies
employed will be critical to both subsequent research
and to exhibiting the prototypes in an interactive art
installation context.

3

http://www.lojack.com/Home (accessed 17 March 2014).
E.g., Sweet Dreams Security, a commercial line of security products
developed
and
distributed
by
Megyeri:
http://www.sweetdreamssecurity.com/sweetdreamssecurity.html
(accessed 17 March 2014).
5
Sigman's VURTRUVURT (2011) for prepared violin and live electronics and down the bottle (2012) for bass flute, installation, and live
electronics—both members of the VURT cycle—reflect these interests. Scores and recordings to both works may be found on the composer's website: http://lxsigman.com/media/audio.htm (accessed 17
March 2014).
4

Figure 1. The three primary project phases. "XP1"
and "XP2" refer to "Experiment 1" and "Experiment
2," respectively.

Copyright: © 2014 Alexander Sigman and Nicolas Misdariis. This is an open-access article distributed under the terms of the Creative Commons
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3. BACKGROUND
Besides the IRCAM Sound Perception and Design team
studies mentioned above, several important researches
have informed each stage of the project. Initially, a
survey of historical audible alarm patents and current
standards was made. Sound corpus construction was
guided both by classic twentieth century approaches to
timbral classification (e.g., Pierre Schaeffer's Traité des
objets musicaux [6]), as well as more recent studies in
environmental sound categories (e.g., Houix et al, 2012
[7]). Formal components were also extracted from Olivier
Claude's 2006 thesis La recherche intelligente des sons
[8], where taxonomies of natural, animal, human, and
object/machine sounds are proposed, such that sounds
within these taxonomies are organized into limited sets of
morphological, causal (physical), and semantic subcategories.
In Ballas (1993) [9], acoustic, ecological, perceptual,
and cognitive factors that influence the identification of
current environmental sounds were evaluated. As is
explained in Section 5.2, this study was particularly
relevant to the sound causality confidence rating protocol
utilized in Experiment 1.
The acoustic modeling step was largely informed by
several studies done on the definition of an exhaustive set
of acoustic features—at first dedicated to musical sounds
(Peeters et al, 2002 [10]) and the identification of some of
these features that are best suitable for describing
similarities and differences of environmental sounds.
The auditory warning construction was grounded on
the standard template defined by Patterson (1990) [12]
and, among others, the direction taken by Edworthy
(2011) [13] to extend the conception of the inner
structure of such signals was considered. Moreover, our
own auditory warning design process was also based on
prototypes of morphological profiles found out by
Minard et al. (2010) [14] from an environmental sound
corpus.
Finally, existing auditory design in automobiles
(Yamauchi et al, 2004 [15], Kuwano et al 2007 [16]), and
approaches to the synthesis of new auditory warnings in
military helicopters (Patterson 1999 [17]) and intensive
care units (Stanton & Edworthy, 1998 [18]) were also
taken into account in this process.

4. SOUND CORPUS TAXONOMY AND
SOURCES
The first phase of the project entailed the elaboration and
characterization of a sound corpus to apply to the
modified car alarm prototypes. As is presented in Figure
2, the sound corpus taxonomy consists of three primary
categories: individual sounds, "auditory scenes," or sound
complexes, and real car alarm sounds (i.e., the standard
repertoire of six auditory warnings typical of audible car
alarm systems). The Individual Sound category is further
divided into 1) Synthetic/Electroacoustic; 2) Vocal; 3)
Film Danger Icons; and 4) Industrial/Mechanical Sounds.
Further
subdivisions
were
made
along
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semantic/contextual and—particular at the lowest levels
of the taxonomy—acoustic lines.
Among the non-synthetic sounds in all three primary
categories, the majority were mined from existing sound
databases (e.g., SoundIdeas, Blue Box, Auditory Lab6,
and freesound.org). Under the Auditory Scenes rubric, a
series of field recordings of public spaces in Paris—
streets, the Forum Les Halles shopping concourse, the
Centre Pompidou, metro stations, and train car
interiors—were compiled in February 2013 by Alexander
Sigman and Matthias Megyeri. It is intended that the
collection of field recordings be expanded over time to
include further site-specific entries.
Synthetic individual sounds were generated and
edited using such synthesis software as AudioSculpt7,
Pure Data (Pd)8, SuperCollider9, and the Python-based
concatenative synthesis program Audioguide.10

5. EXPERIMENT 1: SOURCE
IDENTIFIABILITY OF
INDUSTRIAL/MECHANICAL
SOUNDS
5.1 Experimental Objectives
The first sound perception experiment was designed in
the interest of determining levels of source identifiability
of sounds within the corpus. Based upon the results of the
experiment, it would be possible to construct an
abstractness-iconicity scale across the corpus, as well as
to determine the salient semantic and acoustic attributes
of the sounds using empirical data. However, given the
size and scope of the catalogue, the selected stimuli were
limited to a subset of the Industrial/Mechanical category.
This category was chosen due to a) the number of subcategories and entries; and b) the range of source
abstractness and ecological context relative to other
Individual Sound categories.
5.2 Methods and Materials
In order to obtain data from a broad range of subjects
over a relatively short period of time (ca. one month), the
experiment was conducted in an online, crowd-sourced
format.11 Subjects were asked to listen to each stimulus,
provide a brief description of sound causality, and
indicate a confidence rating of sound causality
identification on a 1-5 Likert scale (see Figure 3).12 The
6

http://www.psy.cmu.edu/~auditorylab/website/index/home.html (accessed 17 March 2014).
http://anasynth.ircam.fr/home/english/software/audiosculpt
8
http://puredata.info/
9
http://supercollider.sourceforge.net/
10
AudioGuide was developed by composer Ben Hackbarth, and is obtainable
from
his
website:
http://www.benhackbarth.com/audioGuide/doc.html
(accessed
15
March 2014).
11
The experiment may be found at the following URL:
http://recherche.ircam.fr/equipes/pds/projects/asigman/causality/src/Eva
luationStartTrial.php (accessed 15 March 2014).
12
This experimental protocol was based on Ballas (1993), who found a
correlation between the measure of confidence of sound causality and
the more laborious causal uncertainty measure (Heu). [9]
7

Copyright: © 2014 Alexander Sigman and Nicolas Misdariis. This is an open-access article distributed under the terms of the Creative Commons
Atttribution License 3.0 Unported, which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and
source are credited.
- 895 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

stimuli were presented via an embedded Dewplayer.13
The stimuli could be played back any number of times,
but could not be paused and resumed mid-file. Thirtynine stimuli were presented in MPEG-3 format. Every
sub-category of the Industrial/Mechanical category was
represented by at least one stimulus.
All subjects were required to complete a trial session
consisting of three practice trials prior to being directed
to the experiment, in order to determine judgment

Figure 2. Sound corpus taxonomy, constructed in
January-February 2014.

13
http://www.alsacreations.fr/dewplayer.html (accessed 15 March
2014).
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stability for each participant. Subjects could not advance
to the next trial until the "Sound Source Description"
field was filled out. Once the experiment was completed,
subjects were requested to submit a questionnaire
pertaining to the subjects' professional and educational
backgrounds, audio equipment used during the
experiment, and acoustics of physical environment in
which the subjects were located at the time of
participating in the experiment. In addition, feedback
regarding the experiment was solicited. The whole
listening test lasted approximately thirty minutes.
Subjects were not paid for their participation.
From an objective point of view, the use of an online
procedure can appear to be either a blessing or a curse: as
mentioned above, it allows a large number of participants
representing a broad range of professional backgrounds
and geographic locations to complete the experiment in a
limited period of time. On the other hand, it may induce
"noisy," unreliable data mainly due the inability to
directly manage listener fatigue or lack of concentration
within this protocol. The results presented below in
section 5.3 should be examined in light of these
limitations.

Figure 3. Experiment 1 user interface.
5.3 Results
Of the ca. 100 visitors to the experiment website, twentyfour subjects began the experiment. Of this subject pool,
only fifteen subjects completed all trials. Data collected
from the nine subjects who did not reach the end of the
experiment was excluded from the analysis.
Figure 4 indicates the confidence ratings of the
fifteen subjects across the thirty-nine stimuli. The stimuli
are indicated on the x-axis from left to right in order of
confidence rating (from low to high). A significant
difference t-test was applied to the lowest and highest
mean confidence ratings in order to locate the threshold
between iconic (strongly identifiable) and non-iconic
sounds. Stimuli and their respective mean confidence
ratings are listed (alphabetically) in Figure 5.
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Figure 4. Confidence rating means () and standard
deviations () for 39 stimuli indicated from low (left)
to high (right).
Stimulus
Mean Confidence Rating
1 airco_off
2.80
2 airco_on
3.73
3 airplane_beginning
4.60
4 airplane_end
3.00
5 alarm_clock_bell
4.67
6 ball_ricochet
3.60
7 boat_motor_edited
2.80
8 can_crushed_edited
3.00
9 can_knocked_over
3.20
10 cannon_shot
4.13
11 circular_saw
3.67
12 corkscrew
4.87
13 electric_screwdriver
3.33
14 fog_horn
4.33
15 food_processor_off
2.00
16 grandfather_clock_bells 4.87
17 grenade_blast
2.93
18 hand_mixer_off
3.20
19 helicopter_hovering
4.47
20 helicopter_passing
5.00
21 machine_gun_3_iteration
4.33
22 marbles_in_vase
2.67
23 med_clock_ticks
2.83
24 metronome
3.60
25 microwave_oven_begin 3.07
26 microwave_oven_end
3.80
27 milling_machine_on
2.13
28 rachet
3.93
29 sander_off
3.27
30 sander_on
3.73
31 saw_cutting_pipe
4.47
32 shaver_middle
4.13
33 stopwatch_beep
4.67
34 train_antique
4.53
35 train_rail_noise
4.60
36 vaccuum_end
3.60
37 vacuum_begin
3.93
38 vacuum_cleaner_in_motion
2.33
39 wooden_gears_excerpt 2.00
Figure 5. The thirty-nine stimuli (listed alphabetically)
and their respective mean confidence ratings.
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Amongst the sound source descriptions provided by
the subjects (in the field below the confidence scale on
the experiment interface), the responses ranged in
confidence and specificity. (In one case, for instance, a
subject identified the brand of metronome of one of the
stimuli.)
5.4. Discussion
The relatively high attrition rate amongst potential
subjects (100 to twenty-four to fifteen) suggests two
factors that discouraged participants from continuing with
the experiment: 1) the duration required to complete the
task (30-45 minutes) and 2) the fatiguing nature of the
sounds presented. There was also no available "Save and
Continue" option, so the experiment had to be conducted
in one sitting. Experiment 2 will require a shorter
completion time (ca. fifteen minutes), and will consist of
stimuli of shorter durations.
The individual differences in confidence ratings and
specificity of responses may be attributed in part to
differences in experience with mechanical/electrical tools
and industrial equipment. The sounds that caused the
most confusion either had contextually-obscure sources
(e.g., wooden gears or milling machine), impulsive (e.g.,
grenade blast, marbles in vase, or a ball-ricochet) or were
steady-state and drone-like in nature, with motor sources
(e.g., air conditioner, microwave oven, boat motor, or
food processor). The iconic sounds were quite contextspecific (e.g., grandfather clock bells, antique train, or
machine gun), time-varying (e.g. helicopter, airplane, or
train passing), or common (e.g., corkscrew opening a
bottle or alarm clock). Interestingly, a few sounds that
were segmented into two stimuli produced different
confidence scale ratings for each segment. The sound
"airco-off" (air conditioner off) had a mean confidence
rating of 2.8, while "airco-on" was correlated with a mean
rating of 3.73. Similarly, "airplane-end" had a mean
rating of 3.0, while the rating "airplane-beginning" fell to
the right of the iconicity threshold, at 4.6. As otherwise
drone-like, steady-state, motor-produced sounds, the
onsets of "airco-on" and "airplane-beginning," as well as
"sander-on," may have provided more spectral cues than
the respective offsets. By contrast, the termination of
"microwave-oven-end" (confidence rating = 3.8) seems to
have given more cues than "microwave-oven-begin"
(confidence rating = 3.07).
Despite the lower levels of participation than
expected, these results did enable us to construct an
abstraction-iconicity scale and to determine salient
semantic characteristics of the sounds tested. It was
concluded that the sounds falling to the right of the
iconicity threshold would not function effectively in the
car alarm context, as they were too closely associated
with specific sources, which may very well exist within a
vehicle's
immediate
environment
(e.g.,
trains/airplanes/helicopters and clock chimes).
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6. ACOUSTIC MODELING: PSC-HNR
DESCRIPTOR SPACE
The next step in the corpus characterization process was
to compute perceptually relevant acoustic descriptors.
The objective was to construct an acoustic descriptor
space in which to situate the corpus sounds, thereby
enabling us to trace relative distances between constituent
sounds, as well as between extant sounds and new
entries.
Several approaches were considered, including Mel
Frequency Cepstral Coefficient (MFCC) attached to a
Gaussian Mixture Model (GMM) and a MultiDimensional Scaling (MDS) analysis. It was ultimately
decided that weighted-mean Perceptual Spectral Centroid
(PSC) and Harmonicity-to-Noise Ratio (HNR)—two
acoustic parameters included in the IrcamDescriptor 2.7
toolbox [19]—would be employed based upon a 2010
study by Misdariis et al. on metadescription and
modeling of environmental sounds such as interior car
sounds, air conditioners, car horns, and car doors [11].
This choice of descriptors was made due to the fact that,
in the Misdariis et al. study, it has been shown that these
two features appear to be significant in the perceptual
description of environmental sounds. Moreover, this
study also indicated that, in a first-level description,
considering the mean value of the features!even if
sounds are objectively non-stationary!corresponds to a
perceptually relevant process (see correlation values
between acoustic features and perceptual dimensions in
[11]). That is the primary reason that we chose in the
present study to remain on this first level and construct
our “Acoustic Features Space” upon mean values of the
features.
A two-dimensional PSC-HNR space was calculated
and populated by the thirty-one Industrial/Mechanical
sounds tested in Experiment 1 that fell below the
iconicity threshold. Moreover, in order to fill empty or
underrepresented zones of the space, hybrid sounds were
constructed via the constant cross-synthesis of pairs of
one-second samples of extant sounds in AudioSculpt. The
resulting acoustic features space is illustrated in Figure 6.

Figure 6. Perceptual Spectral Centroid (PSC)Harmonicity-to-Noise Ratio (HNR) acoustic features
Copyright: © 2014 Alexander Sigman and Nicolas Misdariis. This is an open-access article distributed under the terms of the Creative Commons
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space containing industrial/mechanical source sounds
(black dots), actual car alarm sounds (red dots), and
hybrid sounds (blue dots).

7. SYNTHETIC AUDITORY WARNING
CONSTRUCTION
Synthetic auditory warnings were constructed by
combining: a) selected industrial/mechanical source
sounds and hybrids placed within the acoustic descriptor
space described above; b) five typical environmental
sound envelopes; and c) the inter-onset intervals (IOI's)
of the six alarms comprising a standard car alarm
repertoire.
Of the set of stimuli shown in Figure 6, six original
sounds and three cross-synthesized hybrids that lie at the
extremes and center of the descriptor space were selected.
In the Minard, et al. study [14] mentioned previously, six
perceptually distinct environmental sound morphologies
were devised and tested: 1) stable; 2) decreasing; 3)
increasing; 4) pulse-train; 5) single impulse; and 6)
rolling (see Figure 7). Given the iterative nature of these
alarms, the "stable" category was excluded, as this
inhibits recognition of new iterations in an ecological or
experimental context.
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the patch, the six environmental sound envelopes are
rendered as breakpoint functions (BPF's), as is indicated
in Figure 7. The user first chooses from amongst the nine
possible source sounds mentioned above. This sound is
modulated with one of the six BPF's, selected from a
drop-down
menu.
The
BPF
duration
and
triggering/looping rate may be altered by clicking on one
of nine IOI durations: six corresponding to the IOI's of
the standard car alarms, the three others corresponding to
the aforementioned averaged inter-onset intervals (300,
536, and 2082 ms., respectively). In addition, it is
possible to trigger a Morphology Sequencer, which
cycles through the six BPF's at the current IOI rate. The
Morphology Sequencer loops until it is deactivated.

Figure 8. Six car alarm inter-onset intervals (IOI's).
For each profile, the blue line represents the whole
profile and the red line represents the elementary
profile used for computing standard values of IOI's.
Figure 7. Six environmental sound envelopes, rendered
as breakpoint functions (BPF's) in Max/MSP.
As is presented in Figure 8, the inter-onset intervals of
six standard car alarms were calculated (in Matlab14).
Given the similarity in IOI of alarms 1 and 2, 3 and 5,
and 4 and 6 (respectively) to each other, each pair of IOI's
was averaged, producing three distinct IOI durations: 300
ms. (short), 536 ms. (medium), and 2082 ms. (long).
Since the combination of nine sources times five
envelopes times three IOI's would still produce too many
stimuli to be realistically tested in a sound perception
experiment, and several combinations would create
contradictions among the parameters (and by extension,
lose perceptual salience in an auditory warning context),
further exclusions were made on an intuitive (but
empirical) basis. For instance, new onsets of sounds with
a decreasing envelope and a short IOI were deemed
imperceptible. On the opposite end of the scale, singleimpulse envelopes with long IOI's would lose the
qualities of an auditory warning, given the latency
between onsets. Similarly, impulsive and granular sourcesounds (e.g., wooden gears, or a toppled tin can) would
not effectively be paired with long IOI's.
Once these restrictions were applied, it was possible to
generate an array of contrasting stimuli to be employed in
Experiment 2. This was achieved via the Max 6 patch. In
14

8. EXPERIMENT 2: ATTRACTION VS.
REPULSION TO SYNTHETIC AUDITORY
WARNINGS
As was the case for Experiment 1, Experiment 2 will be
conducted via an online, crowd-sourced format on the
IRCAM Sound Perception and Design research team site.
Subjects will be presented with synthetic auditory
warning stimuli, and asked to rate the level of attraction
or repulsion to the sound on a three-point scale
(attraction/indifference/repulsion). In order to facilitate
this task, the instructions to the experiment will include
metaphors to other sensory modalities (e.g., attraction vs.
repulsion to odors). In addition, the subjects will be
presented with the following ecological scenario: one is
confronted with a box emitting a given synthetic auditory
warning. Does one feel compelled to pick up and open
the box, ignore it, or to run away? With this scenario in
mind, subjects will complete a brief listening test/practice
trial prior to being directed to the experiment.
In the interest of limiting the required completion
time for the experiment to fifteen minutes, a subset of the
synthetic auditory warnings described above will be
employed as stimuli. These stimuli will be selected on the
basis of contrast of spectral and temporal characteristics.
It is hoped that the results of this experiment will enable
us to determine which synthetic auditory warnings would

http://www.mathworks.com/products/matlab/
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be more effective as deterrents, and which could be
utilized as auditory feedback in the context of user
interaction with the alarm prototypes.

9. FUTURE WORK
Goals for the short-term include completing Experiment
2 and analyzing the results. Thereafter, we will focus on
the interactivity component of the project, and determine
the optimal hardware and software development
environments in which to pursue this. Once our alarm
prototypes have reached a sufficient stage of
development, they will be exhibited primarily in sitespecific public-space contexts, but also in gallery spaces.
The establishment of collaborative relationships with
industry partners is in progress, and should be confirmed
within the next year or so.
When the prototypes are presented to the public, the
interaction models described previously will be featured.
Exhibition visitors will be able to trigger alarm sounds
remotely via control stations or mobile devices, in a
searchable catalog organized and characterized based
upon the results obtained from the two experiments and
the constructed acoustic descriptor space.
User
experiences with the various modes of interaction will be
documented via video/camera images, data collected
from user input at control stations, and survey responses.
Ultimately, it is intended that users will be able to upload
their own recordings, which may then be edited and
indexed according to criteria derived from the
experiments.
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ABSTRACT
Recent studies have shown correlations between perceived
colors and aspects of a musical piece such as tonality, tempo
and musical articulation. Other studies have demonstrated
that major and minor tonalities of music trigger people to
perceived a different hue of colors. The purpose of this
study is to investigate the correlation between musical aspects and the attribution of colors and emotions, as well
as to observe if a specific correlation exists in the population tested. Furthermore, the results of this experiment will
be considered for a therapeutic application. We conducted
an Internet-based experiment evaluating whether musical
stimuli would be consistently linked to perceived emotions
and colors. The stimuli consisted of short sound excerpts
containing a variety of musical phrases played in different
styles and on different instruments. Thus, we were able to
gather more data than that obtained by similar past studies,
because we tested with a larger variety of music. The result
analysis shows that the combination of sound and ascribed
emotion forms a more reliable prediction of color perception than emotion alone or sound alone. In addition, we
found a number of correlations between perceived emotions and the spectrum of selected colors; however, these
results have shown to be insufficient for a precise prediction.
1. INTRODUCTION
The purpose of this research is to find a correlation between musical parameters, color, and emotion. This correlation could be beneficial to the development of mixed
reality technologies. In particular, the study will help the
design of E-mocomu prototype. E-mocomu stands for EMOtion, COlor and MUsic; it is a technology in development for a therapeutic application in Music Therapy. So
far, different theories have been designed in order to establish an association scale between color and sound. These
have mainly been based upon the correspondence between
the respective physical properties of color and sound. In
1704 Newton elaborated, in his treatise Opticks, analogies between sound waves and light, the latter of which
Copyright: c 2014 Elena Partesotti et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

- 901 -

causes the perception of colors. Munsell in 1907 [1] observed that, by analogy with musical systems such as intervals and harmony, the artistic field also needed to elaborate its structures based on colors characteristics (hue, saturation, and lightness). In 1971 Vernon [2] elaborated a
theory of color-sound based on the parameter of of pleasure/displeasure; in particular, she discerned that Western
society has its own preference of colors, and the scale of
preference starts from blue. She also observed that since
primitive civilization, colors have usually been associated
with emotions derived from daily life, and for this reason
are remembered easily. Today the perception of and emotional response to colors is thought to be affected by cultural traditions and the work environment. Another study
[3] approached the color-sound association by linking the
chromatic circle in visual images to the cycle of fifths in
music. Sebba [4] agreed in the existence of a common
relation between expressing music and color; that was evident, for instance, in “a common denominator in the selection and organization response to the composition of
sounds bearing a clear emotional message”. In this perspective the language of color is connected to psychology
and understood as something that is mediated by the physiological effects of music. This study paves the way for a
theory in which emotion, sound, and color are correlated.
In the artistic field, so-called synesthetes have long experienced correspondences between sound and color. In fact,
many notable figures in the history of Western music reported sound-to-color synesthesia, also known as chromesthesia, in which sounds consistently evoke experiences of
color. Synesthesia is a condition in which the five senses
are intertwined, that is, there is a particular cross-activation
between brain regions involved in conceptual and perceptual processes; the regions implicated depend on the type
of synesthesia. In chromesthesia for example, the parts
of the brain activated are related to the auditory cortex
and fusiform gyrus. Kandinsky, Scriabin, and Messiaen
have elaborated theories based on synesthesia-induced correlation. Kandinsky in 1971 [5] wrote a treatise in which
he provided new insights into the emotional dimension of
sound-color correlation. Unfortunately, it was not able to
establish a valid sound-color correlation based on chromesthesia, which is why we aimed to identify the correlation
that exists between color and sound as one that is mediated by emotion. Juslin [6] outlined the importance of
musicians efforts to convey certain emotions in their performances, which contribute to the association of specific
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musical characteristics with particular emotions. More recently, this emotional dimension of musical perception has
been taken into account in diverse experiments that consider the relation between music and color. A previous experiment [7], that considered all three variables, linked basic emotions to different parameters of tempo and musical
writing to set emotional coloring of performances, while
other studies [8, 9], shown that minor and major tonalities are related to darker and lighter colors and associated
with negative and positive emotions, respectively. Yet another experiment that involved music, emotion and color
found a significant correlation between emotional characteristics and color components (hue, saturation, and brightness). The author proposes an interface called ExpressinBall, for a graphic visualization of music performances
[10]. A different study [11] examined the correlation between color and emotion following the theory of ecological valence. In this study, peoples color preferences was
shown to be affected by their preferences for material objects. A previous experiment [12] shown the importance
of considering the affective response in order to grasp the
association of color and music. A more recent experiment
from 2013 [13] revealed that tempo in music is a crucial
variable to be considered in sound-color association. In
addition, other studies [14, 15] of color preferences proposed a two-level theory of color-emotion and urge us to
consider responses across cultures in order to assess associations between emotion and hue; as well as concepts of
harmonic-disharmonic in music. In our study, we detailed
the preferences of the listeners in an attempt to establish
a more solid correlation between musical properties, emotional experiences, and color perception. We performed
an Internet-based experiment, in which users were asked
to access a website, listen to musical stimuli, and answer
what emotions (from six predefined choices) were triggered, as well as what color (from a color wheel with millions of choices available) was perceived as most related to
those stimuli. The participants chose the colors by dragging a cursor and clicking on the appropriate one. Using
the website, we were able to gather 981 data points, which
is significantly more than previous individual experiments.
Hence we verified that there is evidence of correlation between the stimuli and the perceived emotion; however, no
correlation with color was found.

2. METHODOLOGY

2.2 Structure
We proposed six different emotional states: anger, happiness, melancholy, arouse, relaxation, and apprehension.
Each listener could choose more than one emotion for each
stimulus. Also, listeners could choose colors from a color
wheel with millions of different hue, saturation, and lightness shades available. The stimuli could be listened to as
many times as the user wanted. The audio excerpts used
were taken from popular music, such as jazz and rock, solos by unaccompanied instruments, and the Ode of Joy.
While we offered audio excerpts that ranged from classical
to popular music, we also introduced a different set of emotions to the listener, to maintain this diversity across variables, because one excerpt of music may stimulate more
than one emotion per time.
2.3 Procedure
The experiment was executed using a website which could
be accessed from any location. Figure 1 shows the design
of the website page.

Figure 1: Screenshot of website.
The system was easy to use, so that participants would
not need more than one minute to respond to each musical
excerpt. Each subject was asked to listen to an excerpt of
music that was selected at random from a total of 20 excerpts. The excerpts varied from 4 to 30 seconds. Next,
subjects were asked to rate this excerpt in terms of emotion and colors. Listeners had the opportunity to redo the
experiment as many times as he or she wanted; however,
each time they would hear a different, randomly selected
excerpt. This way, we were able to gather a large number
of data points, which allowed for different kinds of analyses.

2.1 Participants

2.4 Data Analysis

Our online questionnaire with musical stimuli could be accessed and completed anonymously. We advertised our experiment through online communities at the University of
Campinas and in a social network. The participants, therefore, presented diverse cultural backgrounds, age and gender. Each participant was assigned a random audio excerpt
and asked which emotions and what color he or she would
attribute to that excerpt.

Our data analysis was aimed at extracting useful information from the estimated histograms of P (e|s) (probability
of emotion e being triggered by sound s, considering the
frequency over all data), P (c|s) (probability of color c being triggered by sound s, considering the frequency over
all data), P (c|e) (probability of color c being triggered by
emotion e, considering the frequency over all data) and
P (c|e, s) (probability of color c being triggered by emotion
e and sound s, considering the frequency over all data).

- 902 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

These histograms were calculated independently for hue,
saturation, and value of the color responses. It was possible to observe some general trends regarding P (c|s). In
fact, as shown in Table 1 , for the unaccompanied Alto Sax
excerpt we retrieved a high value, with the hue either red
or yellow; for Flute, a high value; for Violin Tremolo, dark
shades of gray; for Piano, average shades of gray; and finally, for the Ode to Joy, mainly red or green.
Audio content
Gipsy Alto Sax
Violin Tremolo
Piano
Ode to Joy

Color polarization
High value, hue either red or yellow
Dark shades of gray
Mid shades of gray
Mainly red or green

(a) Distribution of value.

Table 1: Few polarizations for color with a given sound.
After identifying the above trends, we made similar observations for P (c|e). Again, we revealed a number of general tendencies among the respondents, which are shown in
Table 2.
Emotion
Angry
Happy
Melancholic
Apprehensive
Aroused
Relaxed

Hue
Red
Orange, Red
Any
Red
Red
Orange, Red

Saturation
Low
Any
Mid
Low
Low
Low

Value
Mid
High
High
Low
Mid
High

(b) Distribution of hue.

Table 2: Remarking characteristics of P (c|e).
Figure 2 provides histograms that show the respective
distributions of value, hue, and saturation for chosen colors
for each emotion.
From here, our analytical procedure consisted of two contrasting approaches, which corresponded to two separate
hypotheses. First, we aimed to find whether audio stimuli would be consistently correlated to one or a group of
perceived emotions. Second, we tried to detect whether
the emotions triggered by the musical stimuli could help
predict color perception. In the first analysis, we calculated the probability P (e|s) that a certain emotion would
be triggered by a stimulus. This probability was calculated
based on the frequency that each emotion e was selected
by users, divided by the total number of responses to each
stimulus s. After that, Wilsons interval of confidence was
used to give a lower bound for P (e|s) with a certainty of
95%.
We verified that, for many of our stimuli, P (e|s) is significantly high, reaching levels of 80%, which means there is
a high chance that a particular emotion is triggered by musical excerpt. However, there are many stimuli that do not
consistently trigger a limited number of emotions in random individuals. Both these findings are useful for therapy purposes, even if predictions are not reliable enough
to substitute an individual assessment of the emotion, as
all subjects do not share the same response. In the second analysis, we used the hue, saturation, and value of the
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(c) Distribution of saturation.

Figure 2: Result histogram.

colors attributed to each stimulus to generate six-level histograms, estimating the probabilities P (c|s), P (c|e) and
P (c|e, s). If emotion is relevant to the prediction of color,
then the entropy of P (c|e, s) will be much lower than that
of P (c|s) and P (c|e). Hence, we calculated the entropy of
all spectrograms and verified the significance of the difference between averages using a t-test.
We have verified that, indeed, P (c|e, s) has much lower
entropy than P (c|s) and P (c|e) (p < 0.5%). This means
that knowing that a particular sound triggers some emotion
in an individual allows a better prediction of the related
color. However, we have also verified that the estimated
colors are not exact, as the results show as areas in the
color spectrum.
3. CONCLUSION
We presented an Internet-based experiment that aimed at
detecting whether auditory stimuli would trigger particular emotions or color in a comparatively large number of
respondents. Our results show that sound and emotion,
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jointly, are capable of a better prediction of the perceived
color than sound alone or emotion alone. Although general
trends in color perception are visible, it is still not possible
to estimate a unique response that is valid for all individuals. This means that there is still need for calibration in
therapeutic applications. We can conclude that, while emotional responses are informed by cultural norms, the correlation between sound and emotion is more consistent than
the correlation color-sound; and this may depend on the
different cultural heritage of each listener. Furthermore,
our results contradict an earlier study of colors and emotions [13]. This probably occurs because we retrieved data
from participants from a diversified cultural background,
while the study in question relied on only 10 participants.
This also confirms the hypothesis that there is a valid correlation of color-sound for small groups of people, that cannot be verified for large groups; however, the correlation
of a small group cannot be generalized and applied to others small groups. Moreover, our experiment also finds that
for the population tested, the predominance of red and orange was significant. This leads us to consider the possibility that previous studies, conducted predominantly with
Western participants, have found different kinds of predominance of hue due to differences in respondents cultural heritage. In conclusion from this study, it appears
that there is no exact correspondence between color-sound
and color-emotion in the population tested; however, there
is some level of consistency in the chosen colors. From
a therapeutic perspective, this research shows that some
characteristics of colors connected to music (such as hue
and saturation) can reflect emotional states; thus, the color
preferences (including the absence of colors) may be used
to evaluate emotional states in subjects with particular psychological disorders and needs. From this perspective, we
propose the application of a technology that correlates the
three dimensions of color, sound, and emotion for therapeutic purposes. Indeed, the results of our experiment will
be considered in the design of E-mocomu technology. Finally, we observed that instrumental solos of shorter length
lead to polarizations (this did not hold true for our only
classical music excerpt, from the Ode of Joy, which lasted
37 seconds). This may be caused by the minor tonality
used in the excerpt, therefore being linked to the underlying cultural perspective. From this point of view, the classical piece and the instrumental solos (popular music) represented cultural bias. Nevertheless, differences in cultural
backgrounds may be a factor in the differences between
our results and those obtained in previous studies and must
therefore be carefully assessed. This consideration provides a clear direction for future research.
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ABSTRACT
Research evaluating perceptual responses to music has
identified many structural features as correlates that
might be incorporated in computer music systems for
affectively charged algorithmic composition and/or expressive music performance. In order to investigate the
possible integration of isolated musical features to such a
system, a discrete feature known to correlate some with
emotional responses – rhythmic density – was selected
from a literature review and incorporated into a prototype
system. This system produces variation in rhythm density
via a transformative process. A stimulus set created using
this system was then subjected to a perceptual evaluation.
Pairwise comparisons were used to scale differences between 48 stimuli. Listener responses were analysed with
Multidimensional scaling (MDS). The 2-Dimensional
solution was then rotated to place the stimuli with the
largest range of variation across the horizontal plane.
Stimuli with variation in rhythmic density were placed
further from the source material than stimuli that were
generated by random permutation. This, combined with
the striking similarity between the MDS scaling and that
of the 2-dimensional emotional model used by some affective algorithmic composition systems, suggests that
isolated musical feature manipulation can now be used to
parametrically control affectively charged automated
composition in a larger system.

1. INTRODUCTION
Computer music systems for algorithmic composition can
use both musical feature-sets and specifications for isolated musical features as input rules. Whilst many such
systems exist, research documenting the precise affective
correlation of isolated musical features is sparse. In the
future, affective correlations to these musical features
might be exploited by systems for emotionally-driven
algorithmic composition. However, perceptual evaluations of discrete musical features in the context of these
affective correlations are not readily available. This paper
presents work towards this goal by implementing an isolated musical feature in a prototype system and subjecting
the generated output to a perceptual evaluation.
When considering the selection of an appropriate musical feature to implement, previous research discussing
affective performance algorithms confirmed that feature

choice is a complex issue [1]. Therefore, a survey of
affective responses to musical features in literature was
carried out in order to determine likely correlates for affective algorithmic composition. Interested readers can
find more exhaustive reviews on the link between music
and emotion in [2] and the recent special issue in Musciae
Scientiae [3].
1.1 Musical features as perceptual vectors
Whilst some musical features have well-defined acoustic
cues, others have more complicated, even overlapping
cues. Pitch, for example, is well correlated acoustically
with fundamental frequency, whilst tremolo is well correlated with amplitude envelope. Meter, on the other hand,
which has been found to be correlated with some emotions by Kratus [4], correlates with both frequency and
time-derived acoustic cues [5] as a combination of duration, accent, and repetition. Therefore an awareness of
listeners’ methods for perceiving such features, and any
hierarchical interaction between such features becomes
important when selecting an isolated musical feature for
experimentation.
A literature review of existing systems for affectively
driven algorithmic composition suggested that modality,
rhythm, and melody had been most commonly implemented, with 29, 29, and 28 instances respectively in the
literature [6]. Other major features that had been implemented by systems surveyed in the literature included
timbre, dynamics, tempo, and articulation. Of the two
most popular features, modality and rhythm, modality
included 9 direct references and 20 references to subfeatures (register, key, tonality etc). Rhythm included 11
direct references and 18 references to sub-features (meter,
duration, time-signature etc). Therefore, rhythm appeared
to be the most universally agreed upon feature-set included in existing systems for affective algorithmic composition. However, for the purposes of this prototype system
and its evaluation, rhythm would be a difficult selection
as an isolated feature for perceptual evaluation due to the
complex interaction of many of the sub-features and contributory acoustic cues involved. Therefore, the most
common sub-feature of rhythm was chosen for the prototype system in this experiment, in order to minimize unwanted interaction from other musical features.
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2. PROTOTYPE DESIGN
Rowe [7] describes three methodological approaches to
algorithmic composition: generative, sequenced, or transformative. Transformative systems use existing material
as the source – one or more transformations are applied to
the input material in order to yield related material at the
output stage. A simple inversion might be considered an
example of a transformative process. Given the successful implementation of previous transformative systems
(see for example, the Experiments in Musical Intelligence
work of Cope [8]–[10]), the prototype system was designed to use a transformation algorithm in order to manipulate the selected, isolated musical feature (rhythmic
density – a temporal aspect of music derived from pulses
or beats, tempo, and meter). Transformative systems have
the advantage over generative systems of an ‘in-built’
limiting rule-set, established by the seed material. With a
transformative system, for example, there is no necessity
to specify a large body of additional structural rules outside of those affected by the chosen feature. If such a
system can be shown to achieve perceptual variation with
a limited musical rule set, then in the future it should be
adaptable to generative operation by the addition of appropriate structural rules (that need not be based on musical feature selection or perceptual correlation). This
would also facilitate work towards a larger system for
affective algorithmic composition based on the selective
manipulation of a broader range of musical features with
underlying emotional correlations.
2.1 Transformative algorithm
The prototype system was developed using OpenMusic
[11] and Common Lisp. The system functions offline and
currently works with monophonic data only. The system
has three phases; a learning phase, a transformation
phase, and a generation phase. At the learning phase, the
system takes a seed input and separates the musical structure into measures, deriving a two-order transition matrix
of pitch and rhythm tree information (a hierarchical list
representing rhythmic structures with probability values
for the transitions between these structures). These values
are stored as an array. A statistical analysis of rhythmic
density is then carried out on the array by searching for
the number of pulses in each measure via note onset and
duration values. Each measure is then assigned a density
value. At the transformation phase, the density value is
used as an index in order to create new permutations from
a Markov chain of pitch and rhythm tree information via
the transition matrix. Permutations can be created solely
from measures with high-density index values, lowdensity index values, or a combination (assuming that
there is enough variation in the original seed material).
The permutations are used by the generation phase to
allow the output to be saved as a MIDI format file for
subsequent editing and playback. A signal flow of the
prototype system is shown in Figure 1. If successful, the
prototype system could be expanded by increasing the
nth-order of the Markov chain to include more complex
transitions, other musical features and higher level musi-

cal structures, once the relevant perceptual correlations
have been determined.

3. PERCEPTUAL EVALUATION
The construction of a ‘perceptual space’ using Multidimensional Scaling Analysis (MDS) from a set of listener
evaluations has previously been shown to be a useful way
to construct statistically meaningful dimensional models
from listener perceptions of music [12]–[15]. Confidence
in the model can be evaluated by statistical measures
from the analysis in order to firstly determine the best-fit
dimensionality for the model, and secondly to create a
plot of the stimuli showing respective and relative similarities in the model. With all MDS analysis, dimensional
labels cannot be established by this kind of evaluation.
This experiment therefore represents the first of a twostage validation of the prototype system – with the expectation that, if successful, a second stage will include a
verbal elicitation experiment to provide labels for the
scaled data. Stimuli should be presented to the listeners in
the second experiment in the order that they are arranged
in the best-fit perceptual space from this experiment, with
the aim being to provide meaningful emotional (or at
least perceptual) labels for the movement in each of the
resulting dimensions.
3.1 Stimulus set generation/selection
Stimuli for the experiment were created using the prototype system and 4 seed inputs from a study evaluating
affective responses and neurophysical correlations in
electroencephalogram (EEG) to western classical music
[16]. These seed inputs were selected with the partial
intention of adapting a BCMI system to the control of an
affective algorithmic composition system using EEG in
future. Thus, seed material which had already been perceptually evaluated with EEG seemed to be a useful starting point. The sources from [16] were Peter and the Wolf
(Prokofiev), Brandenburg Concerto No. 5 (J.S. Bach),
Four Seasons: Spring (Vivaldi), and Adagio for Strings
(Barber). This seed material was edited to produce short
excerpts of 30s in duration, in order to facilitate timely
comparisons in the experiment itself, and reduce listener
fatigue.
With MDS analysis, a minimum of 4 stimuli per dimension to be revealed in the final analysis is required. In
order to allow for up to 4 dimensions of variation in the
stimuli generated by the prototype system, 16 stimuli
were prepared from the 4 seed inputs:
• 1-4: original material, edited in duration only
• 5-8: lower density rhythmic transformations applied to seed material
• 9-12: higher density rhythmic transformations
applied to seed material
• 13-16: permutation only (Markov shuffling)
with no rhythmic transformations
All stimulus material was limited to the same duration
and condensed to monophonic playback via a piano timbre (Type 0 MIDI file).
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Render/
Output
transformed
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Figure 1. Signal flow of prototype system. Various permutations are possible, including the generation of a permuted set of
measures using existing rhythm trees, a permuted set of measures with increased density (number of pulses extracted from other measures), and a permuted set of measures with decreased density.

- 907 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

Figure 2 shows an excerpt from the seed material before
it has been separated by the system into measures. Figure
3 shows a lower density excerpt generated from the same
seed by the prototype system. The seed in this case was
an excerpt from J.S. Bach’s Brandenburg Concerto No.
5, which mainly consists of 1/16th notes, with the exception of the material in the latter half of the sample. When
the density transformation seeks to find material with
lower density than the current measure, it uses the rhythmic tree suggested by this lower density material as a
template from which to create new permutations of the
material in the ‘lower density’ output. The score itself is
not optimised by the routine and could be edited by hand
for ease of reading.
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of approximately 35 minutes in duration. Listeners were
asked to compare and rate the similarity between each
pair on a hidden 100-point scale with end-points labeled
‘not at all similar’ and ‘the same’.

4. RESULTS
Listener responses were collated to produce a dissimilarity matrix which was then subjected to an Individual Differences Scaling (INDSCAL) MDS analysis. The statistical ‘measures-of-fit’ determined by the analysis (dimensionality, RSQ or square of the correlation coefficient,
and Kruskal stress) are shown in Table 1.
Dimensionality

RSQ

RSQ improvement in
next increase
in dimensionality

Stress
(Kruskal
stress
formula
1)

1-D

0.99914

0.00067

0.574
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Figure 2. Excerpt of seed material, condensed to a
monophonic piano arrangement of taken from J.S.
Bach’s Brandenburg Concerto No. 5
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Table 1. Statistical ‘measures-of-fit’ determined by
MDS INDSCAL analysis of listener responses.
Measures in bold indicate a quality criterion has been
met. The maximum possible RSQ improvement at 4Dimensions is given by 1-(4-D RSQ).

Figure 3. ‘Lower density’ excerpt created by markov
permutation of measures from seed material, with a
lower density index used as the basis for selection of
rhythm trees. Note the algorithm has made use of triplets to emulate the pattern from the latter half of the
seed material.

3.2 Experiment procedure and listening panel
Twenty two listeners participated in the experiment. Each
participant had some experience of critical listening (all
participants were in the third and final year of undergraduate study in music technology). Ethical approval for the
experiment was granted by the Humanities and Performing Arts research committee of Plymouth University. All
participants were aged between 22-35 and received no
financial incentive to take part in the experiment. Two of
the participants were female. The experiment was conducted near-simultaneously (participants broadly began
the experiment at the same time, in the same room) via 22
iterations of a Max/MSP graphical user interface on desktop computers. The same brand and model of circumaural
headphones was used by all participants. Participants
were allowed to adjust volume levels according to their
own preference during a familiarization exercise. The
familiarization exercise also allowed listeners to hear the
full range of stimuli in a non-linear fashion before undertaking the main experiment.
In the main experiment, listeners were presented with
136 randomly ordered pairs of stimuli, split over two tests

As with any MDS analysis, increasing the number of
dimensions will decrease the amount of stress on the solution, hence determining the optimum solution is not
simply a matter of looking for the lowest stress. Hence,
the statistical measures in Table 1 were then examined to
determine the ‘correct’ dimensionality (the number of
dimensions which best represented the perceived variation in the stimulus set). Criteria which can be used as
indicators of statistical quality in such analysis include
RSQ greater than 0.95 [17], stress greater than 0.20 and
optimally as low as 0.05 [18], and a negligible improvement in RSQ at the next increase in dimensionality. Table
1 shows that RSQ was greater than 0.95 in all dimensionalities, suggesting that each gave a confident solution.
The RSQ improvement at each additional dimension was
also low, though the lowest improvement is found between the 2 and 3-Dimensional solutions. Stress was
highest in the 1-Dimensional solution, but was below the
threshold of <0.20 in all other solutions. Examination of a
scree plot showing stress against dimensionality showed
a significant knee (which can also be interpreted as an
indicator of ‘correct’ dimensionality), at 2-Dimensions,
shown in Figure 4. Together, these results strongly suggested a 2-D solution. The spread in a Shepard diagram at
2-Dimensions, as shown in Figure 5, was also examined,
with a low spread in the data confirming a statistically
good fit.
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be explained by the significantly lower density found in
the Adagio seed material – a slow, sparse piece of music
in comparison to the other seed sources. Similarly, the
‘Brand’ group (from Brandenburg Concerto No. 5 by J.S.
Bach) also exhibits some unusual placing in the perceptual space. In this group, although the permutation remains
the closest stimulus to the original seed, the density transformations are positioned atypically. The seed material
for this group is considered to be the ‘most dense’ by the
prototype system, with the largest number of onsets and
shortest durations. This might explain why the ‘Brand’
group is presented approximately opposite the ‘Adagio’
group, and also why the listeners perceived the variation
in this unexpected manner. However, if the angle of the
configuration is rotated whilst still maintaining the direction of perceived density in other seed groups from left to
right, but with low to high instead of high to low in dimension 2, the stimuli in question then appear to be ordered BrandLD, BrandP, BrandE, and BrandHD, as
would be expected according to the general trends observed above.

Figure 4. Scree plot showing a significant knee at 2-D,
with stress at 0.200.

Figure 5. Shepard diagram showing a low spread between similarities and distances in the 2-D solution with
stress at 0.200.

Figure 6. Perceptual space in 2-Dimensions after MDS
INDSCAL analysis. Movement can be seen from low to
high density stimuli. Coloured annotations show grouping of stimuli based on seed material. Stimuli appended
-E are original edited seed excerpts. Stimuli appended P are permutations with no intended change in rhythmic
density. Stimuli appended -LD are the low density
transformations, and stimuli appended -HD are the high
density transformations.

With a confident solution at 2-Dimensions, the perceptual
space could then be plotted.

5. DISCUSSION
The permuted stimuli, as shown in Figure 6, are generally
plotted closer to the respective seeds than the density
transformations, suggesting that a permutation in overall
musical structure has less perceptual significance to listeners than a variation in rhythmic density. This is somewhat surprising as it suggests that even when the output is
modified significantly by this process of random permutation, the output retains more perceptual similarity to the
seed material than the output generated by selectively and
deliberately manipulating rhythmic density.
Two anomalies are present in the 2-Dimensional perceptual space. The ‘Adagio’ group (from Adagio for
Strings by Barber) appears to show the placing of the
seed stimulus and the high density transformation in positions which do not follow the general trend. This might

The perceptual space shows that transformed stimuli
are loosely grouped near to their seed material, with a
general trend that low density transformations are found
in the upper left of their seed group, and high density
transformations in the lower right of their seed group.
Overall there is a tendency for an increase in density to
be plotted across the perceptual space from the upper left
of the space to the lower right. This spacing bears a similarity to some existing work using the circumplex model
of affect [19], a 2-Dimensional emotional space with dimensions based on arousal and valence, which has been
adapted to music and to affectively-charged algorithmic
composition in some systems [20], [21]. Whilst such ob-

- 909 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

servations can only be casually drawn, Barber’s adagio
seems to be a ‘sadder’, more somber piece, whilst the
Brandenburg concerto is faster, more lively, higher energy and subjectively ‘happier’, found at the opposite end
of the 2-D space. This strongly suggests that isolated musical feature manipulation is compatible with this method
of parameterizing affect in such systems, and that in the
future, a larger system, incorporating several such isolated features as part of an affective control system, should
be possible. A larger system would have the advantage of
being able to generate affectively charged music automatically, and reactively, responding to the user’s emotional
state.
However, as MDS analysis cannot reveal the
names of dimensions given by this analysis, a subsidiary
verbal elicitation experiment should now be undertaken
before rhythmic density could be included in such a system. Furthermore, the degree of control over the perceptual unidimensionality in the correlations noted above is
to some extent dependent on the initial density of the seed
material, which was itself limited to a small range from
the western classical repertoire.

[7]

6. CONCLUSIONS

[8]

In order to determine whether isolated musical features
could be used in a larger affective algorithmic composition system, a prototype for generating new musical
structures from seed material with varying levels of
rhythmic density was developed and evaluated by means
of a pairwise dissimilarity experiment.
The pairwise dissimilarity experiment concluded that
listener responses could be plotted to a 2-Dimensional
solution with reasonable statistical confidence. A subsequent verbal elicitation experiment could now be used to
label these dimensions. Within the 2-Dimensional space,
randomly permuted stimuli were found to be perceptually
more similar to the seed material than stimuli created
with deliberate variation in rhythmic density. This is a
surprising finding and has implications for the incorporation of a larger range of isolated musical features in an
affective algorithmic composition system.
The 2-Dimensional MDS scaling also showed a marked
similarity to the 2-Dimensional model of affect which
some algorithmic composition systems have adopted in
order to automatically generate emotionally charged music. This further suggests that additional isolated feature
manipulation could contribute to a larger system for affectively charged algorithmic composition in the future.
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ABSTRACT
The aim of this work is providing a quantitative description of the evolution from a hi-fi to a lo-fi soundscape in
a metropolis, according to the definition given by R. Murray Schafer. Our theoretical approach has a statistical mechanical foundation and is based on order/disorder transitions. We will show that a system formed by C citizens
and by the sound sources related to the K neighborhoods
of the metropolis is thermodynamically equivalent to the
fully connected network of interacting citizens described
by the Hamiltonian of the Hopfield model. The application of statistical-mechanics models to the soundscape will
confer an original interpretation to the concepts of ferromagnetic and spin-glass phases: such phases will be associated to different models of society (ordered vs. frustrated
system). Transitions will be regulated by the variation of
the control parameter, here defined as the ratio between the
number of sound sources and the number of citizens.
1. INTRODUCTION
Soundscape can be defined as the overall sonic environment of an area. Soundscape does not need to be considered either natural or artificial, since artificial and natural
sounds often coexist in the same environment and sometimes become indistinguishable. For example, in a urban
context most sound sources come from human activities;
anyway, even in a city, sounds produced by non-human
species or natural phenomena can be easily found.
Over the centuries, the soundscape has undergone a continuous and rapid evolution. The acoustic universe where
contemporary man lives is radically different from any other
that preceded it. Some sounds that characterized everyday
life in a typical village of the pre-industrial era (ringing
bells, craft-work tools, etc.) nowadays have almost disappeared even from rural areas. Investigating the many
reasons why this happened go beyond the purpose of this
work.
c 2014
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Many scientific works suggest that urban residents have
low levels of awareness of soundscape and that the experience of modern urban life involves a high degree of sensory
deprivation [1]. Meanwhile, many Countries are subscribing directives and policy intentions to preserve and manage
quiet areas [2].
In our society, which is losing the capability to distinguish and preserve sounds, a number of initiatives aim at
recording characteristic soundscapes. Many project started
building huge databases of sound documents with different
goals, ranging from the constitution of stations for permanent listening of artificial as well as natural sounds [3] to
the preservation of Chinese classical garden’s soundscape
[4].
After the phase of recording and organizing digital data,
a number of scientific works and initiatives addressed the
problem of efficiently and effectively representing them.
For example, [5] describes the key specifications of an information system for urban soundscapes. This work refines an earlier proposal of a 2D cartography for the auditory environment concerning urban areas. The visualisation of urban soundscape is realized through dynamic
auditory maps enriched by graphic semiology especially
dedicated to sounds. An animated version is proposed in
[6].
A different approach is discussed in [7], where an XMLbased format is employed to provide a multi-layer experience of environmental sounds. The adoption of the IEEE
1599 standard allows to encode within a unique document
both visual and audio descriptions of paths and scenarios
of the urban life, enabling features such as the comparison
of a given soundscape at different hours of the day.
The importance of this matter is reflected also by the attention that architects and urban planners are recently paying to soundscape design. For instance, [8] addresses the
problem of sound environment improvement in cities by
comparing acousticians’, city-users’ and planners’ categorizations of urban soundscapes. As regards the quality and
variability of soundscapes in public and open spaces, it is
worth citing - among many others - [9], [10], and [11].
The soundscape we live in can deeply influence the activity of our brain and our emotional response. For instance,
the Positive Soundscape Project [12] is a large interdisciplinary study that provides a conceptual framework to
link the key soundscape components to the response of the
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brain, subjected to both affective and neutral soundscapes.
Scientific research has been conducted through qualitative
fieldwork, lab-based listening tests, and physiological validation. As a result, a number of metrics have been suggested for some perceptual scales.
An interesting experience about audio-visual interaction
is described in [13], where the analysis of preferences for
combinations of four sounds and eight visual landscapes
revealed an interesting result: it is the sound and not the
visual component which seems to influence the patterns of
preference. This aspect stresses the affective role of sound
in combination with the visual setting.
The soundscape also produces an effect on the sound perception by people, influencing the daily activities and even
the social interaction within a community. In fact, the evolution of the soundscape goes hand in hand with the transformation of people’s lifestyle. The acoustic environment
is an effective indicator of the social conditions that produced it, and it provides information on the development
lines of a given society [14].
2. HI-FI VS. LO-FI SOUNDSCAPES
The key concept of acoustic community has been introduced by B. Truax in [15]. In his opinion, when a sound
is clearly heard within a given area and reflects the community, it creates a unifying relationship with the environment. In particular, acoustic cues and signals can help to
define an area from a spatial, temporal, social and cultural
perspective.
Thus, an acoustic community is linked and defined by
those sounds that identify not only daily and seasonal cycles, but also shared activities, rituals and dominant institutions of the area. A community with a good acoustic
definition can easily recognize, identify and derive meaning from the soundscape. According to [16], the acoustic
features that uniquely characterize a specific soundscape
are: sound signals, keynotes, and soundmarks. Through
years of listening, these sounds provide strong associations
among members of the community and thereby create a
continuity with the past.
In the Sixties, R. Murray Schafer caught the essential
point of the problem by noting an increasing loss of acoustic identity of human settlements, which consequently reflects on the loss of social identity.
The background noise, predominant almost everywhere,
leads to the disappearance of acoustic forms, as well as
of the aesthetic plurality and the various depth degrees related to the sounds. Before industrialization the acoustic
sphere around the subject could be divided into a foreground zone, an intermediate zone and a background zone.
For instance, the sound of a conversation we are engaged
in would belong to the foreground, the birds of the garden
around us to the intermediate, and the church bells that resonate throughout the city to the background zone. The risk
underlined by Schafer is the disappearing in modern cities
of heterogeneity and the appearance of an identical and homogeneous sound. At this regard, the key step is the transition from pre-industrial to post-industrial society, that corresponds to the transition from a hi-fi to a lo-fi soundscape
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respectively.
According to Schafer, in a hi-fi soundscape we can clearly
perceive sounds and their orientation (i.e. location and distance) within the acoustic space. A hi-fi soundscape is an
environment where “sounds overlap less frequently; there
is perspective - foreground and background”. In the atmosphere of a silent hi-fi soundscape, even the most negligible disturbance can communicate important information of
vital interest.
On the contrary, in a lo-fi soundscape the sonic space
is confused, individual sounds lose their identity within a
superabundant sonic presence, and masking is common.
There is interference in all channels and even the most ordinary sounds must be amplified in order to be heard. As
a consequence of amplification, the community becomes
noisier and noisier and this adds further difficulty in identifying sound sources.
The lo-fi soundscape comes from congestion. It dates
back to the industrial revolution, when new sounds appeared and many natural and archetypal sounds ended up
being blacked out. A further development was due to the
electric revolution, which introduced new effects and mechanisms able to package sound and transmit in a schizophrenic way through time and space. Today the world is
suffering a superabundance of sound and media information in general, so that only a small part can be clearly
perceived.
During the transition from pre-industrial to post-industrial
society, i.e. from a hi-fi to a low-fi soundscape, the community gets in touch with new sounds and noises having different quality and intensity with respect to the past. Noise
was born as a consequence of the invention of machines
and nowadays it is present not only in the roaring atmosphere of big cities but also in rural areas.
The main sources of urban noise are due to transport (cars,
motorcycles, buses, ambulances, vehicles on rails) and loud
work activities (industries, workshops, clubs, construction
sites, entertainment venues, concert or outdoor events). Domestic noise is caused by household appliances (vacuum
cleaner, hair dryer, washing machine, etc.), technological
home devices (television, hi-fi stereo, home entertainment,
etc.) and commercial activities close to our houses (shopping centers, restaurants, pubs, etc.).
The evolution of society due to technological discoveries - and the consequent introduction of new sound and
noise sources - involves changes in the keynote sounds of
the original soundscape. Nowadays, machines have created such sonic variety that pure sound no longer arouses
emotion. Overwhelming sounds are so deeply impressed
in the soul of people that they influence generalized behavior and lifestyle.
3. PERCEPTION OF THE SOUNDSCAPE: A
THERMODYNAMIC APPROACH
The goal of this paper is giving an interpretation to the
main effects of soundscape changes on human perception
in order to understand the sociological differences associated with such variations. The novelty of our approach
consists in using concepts from statistical mechanics and
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the phenomenology of neural networks, considering the
system from a macroscopic (i.e. thermodynamic) perspective. The process can be summarized as follows:
1. Describing the interaction between C citizens and
the soundscape related to K neighborhoods belonging to a metropolis through a Hamiltonian function.
The model is made of one layer of C units (where
ci is the soundscape perception of the i-th citizen)
and K disconnected layers (each one representing
the soundscape of a specific neighborhood), respec(i)
tively composed of S1 , . . . , SK units (where sµ is
the µ-th sound source listened by the i-th citizen);
2. Proving the thermodynamic equivalence, i.e. the equality of the Hamiltonian functions respectively, between
the interacting model described above and a Hopfield model where the Hebbian kernel is the sum of
the K Hebbian kernels related to the K neighborhoods.
Basic notions about statistical mechanics will be provided
in Section 3.1, whereas a brief introduction to Hopfield networks will be presented in Section 3.2.
3.1 Fundamentals of Statistical Mechanics and Neural
Networks
Statistical mechanics adopts a probabilistic approach in order to study the average and global behavior of a mechanical system made of a large number of particles, focusing
the attention on how the relationships and the interactions
among parts influence such a collective behavior. The task
of describing a system with many degrees of freedom in a
deterministic way - namely by studying the motion of each
particle - would be very hard. This problem is solved by
describing the system from a macroscopic point of view by
means of thermodynamic quantities such as free energy,
entropy, pressure, and so on. In other words, the goal is
finding the phenomenological laws governing the global
behavior of a given system, which is not easily deducible
from the analysis of the microscopic laws that control each
individual constituent.
Among many statistical mechanics models, we are particularly interested in those describing disordered complex
systems. In this context, an important concept is the one
of spin glass, which can be defined [17, 18] as a spin 1
system whose low temperature state appears as a disordered one. A spin glass is a disordered magnet with frustrated interactions, augmented by stochastic positions of
the spins, where conflicting interactions are randomly distributed with comparable frequency. Figure 1 provides a
schematic representation of the random spin structure of a
spin glass (top) and the ordered one of a ferromagnet (bottom).
Frustration [19] is a key characteristic of a spin glass system, and it is generally a consequence of randomness. It
represents the property for which the Hamiltonian, i.e. the
cost function related to a given system, depends not only
1

Spin is the intrinsic angular momentum of an elementary particle.
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Figure 1. Schematic representation of a spin glass structure versus a ferromagnet one.

on the configuration of the system and on the strength of
the external fields acting on it, but also on random parameters such as the couplings between the spins.
Thanks to particular assumptions, it is possible to find
analogies between neural networks theory and the statistical mechanics of frustrated disordered systems.
3.2 Hopfield Networks
One of the most popular models describing disordered complex systems is the Hopfield model [20], representing a
neural network acting as an associative memory. Such a
model updates the synaptic weights between neurons according to a specific learning rule, depending on the neural
activity driven by a given set of observations. After learning, the network is able to generate a sequence of states
whose probabilities match those of the observations.
A Hopfield network has a fully connected structure composed by N neurons (with N large), to which we associate
a generic configuration

σ = (σ1 , . . . , σN )

∈

S N = {−1, +1}N ,

(1)

where σi for i = 1, . . . , N are the neuronal binary states
(i.e. spin variables) indicating quiescent or spiking neurons.
A stored pattern ξ = (ξ1 , . . . , ξN ) is naturally described
as a N -bit vector (that is an element of the set S N ). Each
bit, both for the σ and for the ξ vector’s values, is chosen
randomly and independently with equal probability, i.e.
P (ρi ) =

1
1
δ(ρi − 1) + δ(ρi + 1)
2
2

(2)

with ρ = σ and ρ = ξ respectively, and where δ is the
Dirac measure.
When we say that the patterns are learned or stored by
the net, we mean that
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(3)

Equation 3 indicates that each one of the network configurations, for each one of the P patterns ξ (1) . . . ξ (P ) , is a
fixed point of the dynamics, i.e. an absolute minimum for
the free energy.
Taking into account a neural network where synapses fully
connect its neurons, we can define the symmetric synaptic
matrix Ji,j , which represents the way a specific neural network stores information, as
Ji,j =

P
1 X (µ) (µ)
ξ ξ
N µ=1 i j

• Paramagnetic phase P, where order - and consequently
pattern retrieval - are destroyed by the high temperature T , regardless of the α values.
The corresponding phase diagram is shown in Figure 2,
where temperature T represents the noise level of the network.
In the next section we will contextualize such a model to
the soundscape studies, generalizing the model described
above to the case of multiple sets of stored patterns.
P

∀i, j = 1, . . . , N.

(4)
1
.
0

SG

Equation 4 represents the Hebbian kernel of a Hopfield
network.
Since in a Hopfield network there are no self connections,
namely neurons do not connect directly to themselves, we
can say that
Ji,i = 0 ∀i = 1, . . . , N,

T
0
.
5

F

M

(5)

which is compatible with the model of connected citizens
that will be detailed in Section 4.
Usually, when we study a generic physical system the
main goal is to understand its different behaviors with respect to the variation of a specific parameter. Such different behaviors are the transition phases of the model, which
are transformations of a thermodynamic system from a state
of matter to another one due to an abrupt change of one or
more physical properties [21].
Thanks to rigorous computations, in the Hopfield network case four phases have been discovered [22], depending on the variation of the control parameter defined as
P
.
(6)
N
In the Hopfield model, in order to study phase transitions,
we assume that the number of patterns P increases linearly
with the number of the neurons N . Once again, this condition is compatible with our application to the case study
of soundscapes.
In the Hopfield model, phases are:
α=

0
.
0
5

0

• Spin glass phase SG (for high values of α), where
the network is not able to recall the stored patterns
because the system is frustrated.
2 In Thermodynamics, free energy is a macroscopic quantity depending on the Hamiltonian function.
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5

Figure 2. T - α phase diagram.

4. THE MODEL
Let us consider a contemporary metropolis made of C citizens and call
ci ∈ {−1, +1} for i = 1, . . . , C
a dichotomous variable representing the soundscape perception of the i-th citizen during his/her everyday listening.
In [23] this locution indicates the process through which
people extract information about surrounding events by listening the sound they produce. Please note that everyday
listening can be influenced not only by physical conditions
but also by cultural, educational and social aspects.

• Ferromagnetic phase F (for small values of α), where
the network is able to recall the stored patterns because they are global free energy minima 2 ;
• Mixed phase M (for intermediate values of α), where
pattern recognition is more difficult because of the
increase of the α parameter (as a consequence of
the increase of the number of patterns P ); here, the
stored patterns are metastable, i.e. the global free energy minima are spin-glass states;

α

C

S1

S2

SK

Figure 3. Schematic representation of the interaction between the set C of citizens and the soundscape related to K
city’s neighborhoods. We assume that there is no connections between the layers representing the neighborhoods.

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

The variable ci is set to +1 if the surrounding soundscape
causes a feeling of wellness and to −1 if a sense of discomfort is felt. We can assume the occurrence of such values
is equiprobable, in accordance to (2).
We stress that sound events in the environment can provide information about hazards or risk situations, as well as
reassuring episodes and this obviously has a psychological
impact on the individual. In other words, the surrounding
soundscape is able to raise emotions in the audience.
Now we suppose that citizens, during their daily life, come
in contact with a multitude of sounds and noises when they
move across a metropolis to go home, to go to work, to
reach entertainment venues, etc.
In order to model this aspect, we introduce K different
neighborhoods, each one with its own soundscape reflecting specific socio-economic features. The K neighborhoodrelated soundscapes are K sets of sound sources
{s(1) }µ1
for µ1 = 1, . . . , S1
..
.

Please note that we are considering a restricted version of
a Hybrid Boltzmann Machine (rHBM) as we suppose that
each neighborhood has its own soundscape which does not
influence the other ones, as shown in Figure 3.

C

Figure 4. Schematic representation of the equivalent Hopfield neural network built upon the visible units ci only,
with an internal fully connected structure.

{s(K )}µK for µK = 1, . . . , SK
that a priori we can assume to be distributed on the whole
territory according to a Normal distribution, i.e.
h (s(i) )2 i
1
µ
√
exp
−
.
(7)
P (s(i)
)
=
µ
2
2π
Finally, we have to introduce the interactions among people and surrounding sounds ξ (µ1 ) , . . . , ξ (µK ) by representing them as dichotomous variables. As regards their value:
(µ)

• ξi = +1 when such interaction is positive, in the
sense that the i-th citizen feels a positive emotion
listening to the sound produced by the µ-th source;
(µ)

• ξi

5. THERMODYNAMIC EQUIVALENCE
This section will demonstrate that a rHBM made of one
layer of visible units and K disconnected layers of hidden
units (see Section 4) is thermodynamically equivalent to a
Hopfield model, namely a fully connected network of only
visible units.
First, we introduce the partition function related to the
Hamiltonian 8, which is

= −1 if the interaction is negative.

The Hamiltonian of our system can be defined as:

ZC,S (β; ξ) =

S1
XZ Y
µ1 =1

{c}
S1
C
1 hX X
(µ )
ci
HC,S (c, s; ξ) = − √
ξi 1 s(i)
µ1 +
C i=1 µ1 =1

+

S2
X
µ2 =1

(µ2 ) (i)
sµ2

ξi

+ ... +

SK
X

(µK ) (i)
sµK

ξi

Z
...

SK
Y

ds(1)
µ1 . . .

p
ds(K)
µK exp [− βHC,S (c, s; ξ)]. (9)

µK =1

i

(8)

Now, by applying the Gaussian integral represented by

µK =1

where β = 1/T , namely it is the reciprocal of the network’s noise level T . Parameter β is the strength of the
interactions depending on a number of factors: for example, on the distance between citizen and sound sources, on
the frequency emitted by a given source, etc.
It is worth underlining that, in accordance with the Hamiltonian defined above, we are adopting a simplified model
where all citizens are exposed to all city sounds. In mathematical terms, we are using a mean field approximation.
Equation 8 represents the Hamiltonian of a Hybrid Boltzmann Machine [24] containing one layer of visible units
{ci }C
i=1 and K non interacting layers of hidden units. Since
we are interested in the perception of the soundscape by
the citizens, in our approach the citizens’ perceptions constitute the visible layer of the neural network, whereas the
soundscape sources are modeled through the hidden layers.
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 2

 2
√
z
a
dz exp −β
− az
= 2π exp
2
2
−∞
(10)
we obtain the partition function
Z

+∞

ZC (β, ξ) ∝

X

exp(−βHC (c; ξ)),

(11)

c

where
C
1 X
HC (c; ξ) = −
Ji,j ci cj
C i<j

and

(12)
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As a result:
Ji,j =

S1
X

(µ1 ) (µ1 )
ξj

ξi

µ1 =1

+

S2
X

(µ2 ) (µ2 )
ξj

ξi

• For high level of noise T no retrieval is possible;
+ ...+

µ2 =1

+

SK
X

(µK ) (µK )
ξj
.

ξi

(13)

µK =1

Equation 12 represents the Hamiltonian of a Hopfield model
where the Hebbian kernel is the sum of the K Hebbian kernels related to K different sets of patterns, where
Ji,i = 0, ∀i = 1, . . . , C

(14)

because, as we briefly mentioned in the previous section,
we assume that citizens do not communicate with themselves.
We can infer that the system described by the Hamiltonian in Equation 8 can be mapped into that one described
by the Hamiltonian in Equation 12, where ξ (µ1 ) , . . . , ξ (µK ) ,
i.e. the interactions among citizens and the sounds composing the soundscape, are in the latter case the patterns stored
by the citizens network. In this case, patterns correspond
to the emotions felt by citizens.
As a consequence, we can discover the main phase transitions of the aforementioned Hopfield model and associate
to them different global behaviors of the network from a
social and psychological point of view.
First, we define K control parameters denoting the ratio
between the number of sound sources S1 , . . . , SK in each
neighborhood and number of the citizens C respectively:
S1
S2
SK
, α2 =
, . . . αK =
.
(15)
C
C
C
The thermodynamic properties of the Hopfield model, in
terms of memory, depend on how the numbers S1 , . . . , SK
of stored patterns scale with the size C of the system, i.e.
on the choice of the parameters α1 , . . . , αK . We can assume that S1 , . . . , SK , i.e. the number of sound and noise
sources, increases linearly with the number of citizens. Consequently, adopting the ratio between such quantities as a
control parameter is plausible.
Needless to say, an increasing number of citizens implies
only a greater number of artificial sounds (due to transport, technologies, industries etc.), whereas the number of
natural sounds remain fixed. However, the latter quantity
is negligible with respect to the former one. Moreover,
in a metropolis soundscape, also the relevance in terms of
loudness of natural sounds with respect to artificial ones
becomes negligible as well.
The aforementioned process leads to detect the main transition phases of the model (see Section 3.2). At this purpose, the parameter T plays an important role: in fact, we
recall that T (the reciprocal of the β parameter), represents
the temperature of the system, to which we associate the
communication level of the citizens’ network.
Besides, let us define
α1 =

α = α1 + . . . + αK ,

(16)

which comes from Equation 13.
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• For T at an intermediate value of noise retrieval is
possible, provided that the number of sound sources
is not too large, i.e. α ≤ 0.05;
• For T low, the Hopfield network can retrieve a number of patterns near its maximum, namely α = 0.14.
6. CONCLUSIONS
As explained in Section 3.2, four phases can be observed
in a Hopfield network. In our opinion, each phase can be
associated with a different type of society.
The ferromagnetic phase corresponds to an ordered society, where citizens can recall the memorized patterns,
namely the emotions related to the sounds heard during
their everyday life. The reason is that sound sources are
few and distinguishable: keynote sounds, sound signals,
and soundmarks are clearly preserved. In the theoretical
works by Schafer, this situation - typical of pre-industrial
society - is defined as a hi-fi soundscape.
On the contrary, the spin glass phase corresponds to a
chaotic society, where the community is no more able to
distinguish sounds because of the dominant presence of
noise. In Schafer’s works, this situation is defined as a lo-fi
soundscape, typical of post-industrial society. This kind of
community loses its own reference points with respect to
the surrounding soundscape because of masking, distraction, disorientation, etc. The social and cultural identity of
the community within the specific environment is lost. In
such a context, individuals tend to isolate themselves, even
when they try to recover the mentioned reference points. In
this sense, a clue is the habit of listening to music through
headphones. The transition from a hi-fi to a lo-fi soundscape can be described in the Hopfield model through the
transition from the ferromagnetic phase to the spin glass
phase.
The model includes two other phases. The mixed phase
is halfway between the ferromagnetic phase and the spin
glass one. Even if Schafer’s theories do not explicitly define intermediate states, from a social and sociological point
of view this “nuance in meaning” can represent many realworld situations: e.g., the transformation of a pre-industrial
into a post-industrial society, a process that took several
decades during which natural and artificial sounds slowly
lost their identity and became more and more indistinguishable. Another example is provided by low-technology societies and communities, where the transformation of a hifi soundscape into a lo-fi one is not complete.
Finally, we can identify the paramagnetic phase with the
case in which community is so noisy that, regardless of the
number of surrounding sound sources, the retrieval is not
possible because of the confusion created by the citizens’
network itself.
As shown in our work, these considerations about soundscapes can be modeled in terms of statistical mechanics.
When the sound and noise sources increase in number, it
is no longer possible to simultaneously minimize all the
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Hamiltonian components. As a consequence, we get a
frustrated system representing the inability to recall objects
to mind as well as the inability to perceive distinct sounds
having a specific meaning for the citizen.
Moreover, we stress that the network noise T grows together with the increase of sound sources since the confusion of the surrounding soundscape leads people to communicate louder. As a consequence, today community is
much more noisy than in the past. This fact contributes to
produce even a more congested soundscape for a contemporary city.
We deduce from Equation 13 that, if hidden layers are
disconnected (i.e. K neighborhoods have their own soundscapes which do not interfere with the other ones), the corresponding patterns (i.e. the emotions stored by the citizens) contribute linearly to the capacity of the Hopfield
network. The linear additivity property for the Hebbian
kernel holds in the case of uncorrelated experiences (i.e.
uncorrelated patterns). As a consequence, the sum of the
control parameters defined in Equation 15 and referred to
different neighborhoods implies the impossibility to distinguish among patterns related to neighborhoods. The control parameter is unique, as shown in Equation 16. In this
homogeneous environment, citizens can still recall sounds
and consequently feel emotions, but they are no more able
to associate them to specific places: now the sound of the
metropolis is indiscernible.
Currently, the nature of the present work is exquisitely
theoretical and it lacks in experimentation. On one hand, it
would be very difficult to recreate a pre-industrial soundscape in order to either verify or confute our theory. On
the other hand, some tests can be conducted in populations
where technology level is quite low, and future work will
focus on this aspect.
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ABSTRACT
Loudness normalisation has been heralded as a tonic for
the loudness wars. In this paper we propose that a side
effect of its implementation may be a greater awareness
of sound quality. This side effect is explored through an
analysis of the manner in which music is listened to
under this new paradigm. It is concluded that the
conditions necessary for sound quality judgments have
been provided but that the existing preference for hypercompression may affect the de-escalation of its use in the
pop music industry. The aesthetic concerns of hypercompression are examined in order to determine the
sonic trade-offs or perceived benefits inherent in the
application of hyper-compression. Factors considered
include: (i) loss of excitement or emotion, (ii) audition
bias in listening environments, (iii) hyper-compression
as an aesthetic preference, (iv) the increased cognitive
load of hyper-compression, and (v) the ability of
loudness variation to define musical structures. The
findings suggest that while loudness normalisation may
help de-escalate the loudness wars, listener preference
for hyper-compressed music may be more complex than
simply a competitive advantage relating to loudness bias.
1.

INTRODUCTION

Loudness wars have been pursued to varying degrees in
many reproduction formats including vinyl, radio and
digital storage mediums [1], [2] resulting in a negative
impact on the perceived sound quality of these formats by
industry experts [1], [3]. The paradigm of loudness
maximization is primarily attributed to the
psychoacoustic phenomenon where two identical tracks
played back at differing amplitudes will result in the
louder signal being perceived as better [4]. This quality
judgment is primarily due to the non-linear response of
the ear [5] in which louder reproductions result in more
frequencies being audible at low and high frequencies [1].
This loudness bias has led to reports of enhanced
perception of spaciousness and depth in signals differing
Copyright: © 2014 Malachy Ronan et al. This is an open-access
article dis- tributed under the terms of the Creative Commons
Attribution License 3.0 Unported, which permits unrestricted use,
distribution, and reproduction in any medium, provided the original
author and source are credited.

by as little as 0.2dB by expert listeners (Katz in [2]). It is
this association with sound quality that has led to the

widely held belief that music with a reduced dynamic
range, resulting in a louder average signal when presented
using peak normalization, will sell better [4]. However,
this belief was questioned in [4] where it was concluded
that listeners are more sensitive to changes in the musical
content focusing on melody, harmony, instrumentation,
lyrical content, texture and emotion rather than loudness
changes when choosing what music to buy. Though this
is contrary to popular belief among record company
executives in the ‘pop music industry’, the difficulty and
expense associated with carrying out a full scale
quantitative experiment ensures that this belief may be
difficult to overcome [4]. However, while listener
preference is based on the musical content, sound quality
judgments are biased by loudness differences. For this
reason loudness variance is strictly controlled in
perceptual listening experiments [6], [7].
Given the sound quality bias resulting from loudness
differences, some mastering engineers, whose primary
function is to verify or enhance the sound quality of
music prior to release [3], have been advocating a fixed
monitoring level for a number of years [3], [8]. This fixed
monitoring level led Katz to propose a new metering
system based on a reference level of 83dB SPL. The
argument for a fixed monitoring level suggests that
auditioning music at a fixed level facilitates an awareness
of sound quality issues between songs and allows the
mastering engineer to determine the amount of dynamic
range compression (DRC) to be applied prior to
auditioning [3]. A fixed monitoring level solution has
been made available to the general public in the form of
loudness normalization software [9], [10]
The introduction of loudness normalization across the
broadcasting industry in Europe [11] and the television
broadcast industry in America [12] coupled with the
inclusion of the ‘Sound Check’ loudness normalization
software on iTunes [10] and open source solutions such
as ‘ReplayGain’ [9] implemented on streaming services
like Spotify [13], removes the competitive advantage
previously afforded to aggressively compressed masters.
Loudness normalisation in software audio players
operates by accessing the metadata of digital storage files
to extract the average level of a track across its entire
length using loudness algorithms such as the ITU-R
BS.1770 loudness algorithm [11]. This number is then
compared against the reference target level and the file
playback level is scaled up or down by the audio player in
order to match this target output level. This results in all
files being perceived at an equally loud level by the
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listener thereby removing the competitive advantage
created by extreme dynamic range compression.
The widespread implementation of this solution has led
some commentators to declare that the loudness wars are
over [14], [15]. However, this may be an over
simplification of the issue in which additional aesthetic
factors which contributed to the loudness wars are
ignored. Indeed, some engineers have provided anecdotal
evidence that the introduction of loudness normalization
in Europe has begun to change the way music is being
produced and engineered [16]. This would imply that the
introduction of loudness normalization has affected the
ability of producers and engineers to judge sound quality.
However, during the loudness wars, there were frequent
calls for an end to the war by numerous authors and
music industry professionals, on the grounds that they
could perceive a detrimental effect on the quality of
music which they attributed to the over compression of
dynamic range [3]. This sentiment was not echoed by all
involved in music production and music deemed to be of
compromised dynamic range is still being produced today
[17]
The temptation to over compress the dynamic range led
some engineers to compare the use of compression to
drug addiction [18]. This addictive nature of compression
and its subsequent abuse, has led to the creation of the
term ‘hyper-compression’ [2] to describe the over-use of
compression in order to achieve a perceptually louder
sound recording [1], [2]. Whilst defining compression as
an addiction may be inflammatory, it implies that
continued exposure to hyper-compressed music may alter
the internal quality meter of the music listener, biasing
them towards hyper-compression. In this respect, the
definition of a ‘normal’ amount of DRC is a perpetually
moving target dictated by the production processes of the
day. However, as loudness normalisation may allow the
listener to isolate the subjective quality aspects of the
music, in a similar manner to a mastering engineer, the
listener may become more aware of sound quality.
This paper examines how loudness normalisation may
change the way we listen to music by exploring the issues
affecting sound quality judgments in domestic listening
environments. An investigation of the aesthetic concerns
of hyper-compression is conducted to understand the
sensory and cognitive issues underlining the proliferation
of hyper-compression during the loudness wars. By
understanding the aesthetic motivations for the recent
loudness war, we may gain an understanding of the sonic
fingerprint of the internal reference of popular music
listeners for sound quality in the 21st century.
2.

MUSIC LISTENING IN THE AGE OF
LOUDNESS NORMALISATION

One of the factors credited with facilitating the loudness
wars was the perceived unwillingness of the listener to
adjust the level dial when one track was marginally
louder than another thereby conceding better sound
quality to the louder track [1]. In order to determine the
intensity change threshold at which listeners will adjust
level, Riedmiller et al. conducted an experiment to
examine the ‘comfort zone’ of listeners which was

described as the range within which loudness changes
from preferred listening level are considered acceptable
[19]. Listeners reported that an increase of 2 or 3dB
brought them out of their ‘comfort zone’ resulting in an
increased likelihood of the audio being reduced in level
[19]. However, a decrease in level of 6dB was required to
prompt listener action. Another experiment conducted by
Benjamin in a domestic listening environment sought to
gauge the range of levels around the preferred listening
level that are accepted as matching the preferred listening
level [20]. These domestic listening environments had
little background noise and Benjamin found that a +2.91/3.78dB level change was enough to prompt listeners to
describe the level as noticeably louder/quieter while
+6.22/-9.22dB results in the level being perceived as too
loud or too quiet [20]. However, Norcross et al. found
that listeners were much more sensitive to level changes
with subjects on average detecting JNDs of 1.24dB
between different programs and JNDs of 0.5dB in the
same program [21]. Given that loudness normalisation in
broadcast is allowed to deviate +/- 2 LU in America [12]
and +/- 1 LU in Europe [22], it can be surmised that
under a loudness normalisation paradigm, listeners will
be using their level control primarily to set their preferred
listening level.
While it may be speculative to suggest that listeners
utilising loudness normalisation software in domestic
listening environments will be capable of judging sound
quality to a comparable degree as that of a mastering
engineer with specialized equipment, sound quality
judgments are relative measures. Therefore, the playback
system that the listener uses, regardless of its perceived
quality or cost, becomes the reference by which sound
quality is judged. Berger conducted an experiment to
determine the preference for the different reproduction
formats available [23]. The findings concluded an
increasing preference with each additional year for the
sound of MP3s over vinyl and other digital formats of
higher quality [24]. Berger concluded that students that
regularly download music from the internet and have
grown up with the iPod as their main music player, prefer
the sound of MP3s [23]. These results suggest that over
an extended period of time the reproduction format will
be absorbed into long-term memory and act as a sound
quality reference.
In contrast to recording studio environments, the
reference signal in domestic listening environments must
compete with other signals for the listener’s attention.
Blauert defines noise as sounds which give rise to
unwanted auditory events [25] which, in this context,
may constitute any signal that interferes with the listeners
perception of music from their playback system. The
findings of Pearsons et al. indicate that preferred listening
levels increase as background noise increases [26].
Furthermore, Bradley found that for every 1dB of
background noise, listeners raised the level by 0.7dB to
remain at the preferred listening level [27]. These
preferred listening levels, were found to be an average of
61dB Leq [27]. Coincidentally, Ventry et al. in [20]
found that in a hearing test booth designed to have low
background noise, the most comfortable loudness level
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for speech was found to be 49.3dB(A) but the task may
also involve a different level of attention to a domestic
listening environment. This illustrates that the preference
for listening level is highly dependent on background
noise and the listener’s task.
It is proposed that the ability to listen to music at
consistent preferred loudness levels in a domestic
environment may act as a method of auditory training
facilitating a greater awareness of sound quality between
different artists auditioned contiguously. While sound
quality judgments have traditionally been conducted
under experimental conditions or in recording studios, it
is proposed that this new music listening paradigm may
alter listeners’ perception of ‘good’ sound quality. It is
further proposed that this may lead to a more active
interest in sound quality in much the same manner as hi-fi
enthusiasts in the 1950s pursued the notion of ‘presence’
[1].
Given that loudness normalisation has created the
conditions necessary to facilitate a greater awareness of
sound quality, it is important to understand how music
listeners will be assessing the sound quality of their
music collection. Figure 1 illustrates the process involved
in product sound quality judgments where subsequent to
the perception of the event, the process is affected by
non-auditory modalities, cognition, action and emotional
factors until we arrive at an auditory event sound [28].
This mental representation of the acoustic event is
referred to as a stream and this stream must compete with
other streams for the attention of the listener [29]. These
additional streams are outside of the control of the music
producer and provide the reason for the low correlation
between what we actually hear and the acoustic event
[25]. However, while the listener is absorbing input from
external factors in a domestic listening environment, the
resulting judgment is compared against a reference held
in the long-term memory (Figure 1). In this manner, if
presented with two versions of the same track, the
listener’s internal reference may bias the resulting sound
quality assessment in favour of the sonic characteristics
of their music collection [22]. If their music collection
contains primarily hyper-compressed material then it has
been suggested that the listener may be biased towards
the sonic traits associated with the resulting sound quality
[30]. The factors influencing listener preference for
dynamic range compression have been proposed to
include: prolonged exposure to hyper-compressed music,
musical genre preference, perceptually salient sound
quality attributes resulting from hyper-compression and
the education and training of the listener [30].

Figure 1 product sound quality judgments adapted from
[28]

3. INVESTIGATING THE AESTHETIC
CONCERNS OF HYPER-COMPRESSION
Taking into account the improved listening conditions of
domestic listeners as a result of loudness normalisation,
what follows is a discussion of the aesthetic concerns of
hyper-compression highlighting the possible sonic tradeoffs or perceived benefits inherent in the application of
hyper-compression.
3.1. Loss of excitement and emotion
One of the concerns about hyper-compressed music is
that it reduces the emotional and dramatic impact of
music, resulting in less active listening which may
prevent listeners from bonding with music [2]. This raises
the issue of whether variation in loudness is a primary
mechanism used to perceive emotion in music. There are
numerous theories outlining how emotion relates to
cognitive processes and a good summary is available in
[31].
One theory proposes that emotions and cognitive
processes are integrated through the use of somatic
markers where visual images are marked with an
emotional association, which helps to increase the speed
with which decisions can be made [32]. Some of the
mechanisms connecting music and emotion may be
automatic and some may require cognitive processing.
The varying loudness levels lead to an automatic
emotional response and unexpected events provide a
heightened sense of arousal followed by a cognitive
appraisal [32]. This heightened sense of arousal has been
attributed to a physiological response correlated with the
approach of a sound source towards the listener [33]. At
high intensities, loudness sensitivity increases providing
more acute arousal cues for sources closer to the listener
[33]. It is these defensive systems that Bradley and Lang
believe determine our expression of emotion through
sound [34]. Schubert found that 60% of variation in
arousal response can be attributed to the musical features
of loudness and tempo [35] both of which relate to the
awareness of the speed of approaching objects. Juslin and
Västfjäll also attribute psychophysical cues such as loud
and sudden events to increased arousal which aids the
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perception of emotion [36]. Hyper-compression will
reduce ‘loud sudden’ events through the restriction of
dynamic range implying that listeners will not receive the
priming cues required to perceive emotion in music.
Dean et al. sought to determine if changes in listeners
perception of arousal correlated with changes in
intensity/loudness [34]. The intensity profiles of a
number of recordings of varying genre were reversed and
both versions presented to the listeners. The results
showed that intensity had a direct impact on perceived
arousal. This suggests that intensity profiles are a major
source of continued perceived arousal in music and while
arousal is but one component of emotional response to
music, it is considered an important one. Furthermore, the
reduction of dynamic range was shown to have an
adverse effect on the emotional impact of music [37]. In
this manner, we can deduce that varying intensity does
provide emotional cues to the listener and restricting the
dynamic range may affect the emotional cues available to
the listener. It seems plausible then to suggest that when
we restrict dynamic range through hyper-compression,
we are removing one of the composer’s tools for
conveying emotion.
Further evidence of the connection between emotion
and dynamic range is presented in [38] in which it is
proposed that melody and rhythm contain few emotional
cues for the listener. Instead, it is proposed that music
reflects the dynamic patterns of emotion including
tension and release, motion and rest, preparation and
fulfillment, and sudden change among others. All of these
parameters are lost in hyper-compressed music, which
includes little variation of loud and quiet with the
presentation remaining at a similar level for the duration.
A further theory states that emotion is created through the
subtle deviation from our expectations [39]. Mandler
concurs, attributing emotion to the creation of
expectations in the listener and then the violation of these
expectations in subtle ways [40]. Cabrera states that
building tension and expectation involves increasing the
overall ‘size’ of the sound by increasing the intensity of
the sound and Huron states that an augmentation of sound
sources further helps to achieve this [41]. In this manner,
the ability to create tension and expectation without
audible artifacts in hyper-compressed music is
diminished due to the proximity of the RMS level to the
0dBFs peak level, leaving little headroom for intensity
changes with the introduction of additional
instrumentation. However, the findings of Bishop et al.
suggest that listeners of classical music have the ability to
imagine loudness variation in the absence of
corresponding environmental input [42]. This indicates
that in the absence of intensity differences through hypercompression, the listener may imagine the required cues
in order to derive the emotional response intended by the
composer. However, further research is required to
determine the effect of hyper-compression on the
perception of emotional cues.

3.2. Audition bias in listening environments
The listening environment used to audition music may
have a profound effect on a listener’s preference for
DRC. In an environment, the signal carries the desired
information (the music) and all other signals present are
considered undesired information or ‘noise’ [25].
Environmental noise in locations such as shops, factories,
cars and noisy city apartments consists of broadband
noise composed of a number of signals from varying
sources fused into a single perceptual construct.
Broadband environmental noise is a much more efficient
method of masking sounds than tonal masking at each of
the critical bands [43]. Therefore, in order for music to be
accurately perceived, it may need to provide a consistent
average level in order to remain above the noise floor at
all times. This is due to frequency or simultaneous
masking, in which loud signals mask other signals at
nearby frequencies creating a masking threshold within
which the quieter signals will become inaudible [40].
Given the correlation between preferred listening level
and background noise outlined in section 2 and the ability
of loudness normalisation to match program loudness, a
hyper-compressed master with a narrow dynamic range
may be preferred in environments with greater levels of
noise.
Wagenaars presented subjects with an uncompressed
stimuli followed by the compressed stimuli and asked
subjects to rate the sound quality [44]. It was found that
the compressed signal was moderately preferred to the
uncompressed, only under noisy conditions. Another
experiment in [44] examined the effect of compression in
a normal living environment where only the degree of
compression (ratio) and the sound level were adjusted.
This experiment confirmed that only under noisy
conditions was compression preferred and there is a
perceived decrease in sound quality when compression
increases. It is worth noting that this experiment was
conducted in 1986 when the loudness wars had not yet
begun [45]. A repeat of this experiment with listeners that
have lived through the loudness wars may provide an
indication of the effect of the loudness wars on the
preference for DRC. This preference for DRC in noisy
environments may impact the growing number of
listeners using portable media players as their primary
means of listening to music [46].
Lund found that listeners have a well-defined dynamic
range tolerance (DRT) that varies with environmental
noise level. DRT is a continuum containing the preferred
average window plus some peak headroom [46]. Within
this environment specific DRT continuum, the listener
can understand speakers, instruments are heard clearly
and there are no sudden loud sounds. However, if the
level regularly fluctuates outside this range the listener
becomes annoyed. Therefore material with a wide
dynamic range may prove unsuitable to communicate the
desired information to the listener in noisy environments
due to the risk of causing damage to the listener’s ears.
Given the increasingly noisy environments in which we
live, and the preference for a 5-10dB louder level when
listening on headphones rather than loudspeakers [46],
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listeners may prefer the consistent level associated with
hyper-compression in order to prevent hearing damage
from loud sudden events in wide dynamic range material.
In this manner, the varying environmental noise levels
that accompany portability coupled with in-ear
headphones that provide little or no isolation from noise
may have facilitated a trend for hyper-compressed music
during the loudness wars.
Wolters et al. suggested that consumers want their
content on portable media players to be presented in a
form that matches their listening environment [47]. In an
effort to address this issue, Vickers suggested that
manufacturers provide playback compression options
particularly for devices that operate in noisy
environments such as car radios. A DRC option on
listening devices would likely remove any competitive
pressure to make ‘louder’ masters and provide a more
user-oriented listening experience.
3.3. Hyper-compression as aesthetic preference
As previously discussed in section 2, hyper-compression
may be an aesthetic preference due to extended exposure
to the attributes associated with this type of processing. It
has also been linked to genres such as grunge, heavy
metal, glitch and shred in which hyper-compression,
clipping, aliasing and distortion are the tools used to
achieve this aesthetic [2]. Mastering engineers in these
genres may intentionally clip the A/D converters in order
to increase loudness and add distortion to the signal [48].
Furthermore, while the output of analogue distortion is
driven by the frequency of the input and therefore
harmonically related, digital distortion such as aliasing is
related to the sampling frequency resulting in sum and
difference signals un-correlated to the original signal
being introduced [49]. The introduction of these
inharmonic components may lead to the enhanced
perception of dissonance, a desirable component of these
genres. This genre specific preference for digital
distortion contrasts with the industry wide call for a
reduction of the peak level read from a peak program
meter (PPM) to -1dBFs in order to avoid clipping when
creating a lossy codec, performing sample rate
conversion and when playing through a DAC [16]. Given
the bias for dissonance created by digital distortion, the
promotion of loudness normalisation may not remove
hyper-compression from the aesthetic of these genres.
The introduction of the Solid State Logic console
heralded a revolutionary design approach in which a
compressor was available on every channel [1]. This
console has been credited with changing the sound of
popular music [1] but it was the console’s bus
compressor that earned the moniker the ‘good’ button
[18] highlighting an aesthetic preference for DRC among
musicians and engineers. Mix bus compression was
alleged to make the recording sound like a ‘record’ or
akin to the songs heard on the radio and to please the
artists, the engineers added the compression at the mixing
stage [18]. This positive association with DRC has been
suggested to have been learned in the long-term memory
[30] and associated with a preference for hyper-

compression. Producers such as Rick Rubin, who
produced Metallica’s hyper-compressed album ‘Death
Magnetic’, are associated with a sound quality that is
lively, loud, exciting and perceived as ‘jumping out of the
speakers’ [50]. However, Rick Rubin is not the first
producer to use compression in order to obtain a sound
that jumps out of the speakers. Joe Meek famously
applied what was considered outrageous amounts of
compression (for the 1960s) in order to create this effect
[1].
Given that Electronic Dance Music (EDM) has no
direct natural reference in the real world, the reference for
judging the amount of compression to use is provided by
other professionals working in the genre. As EDM is a
relatively new genre associated with digital audio, which
is linked to hyper-compression [1], practitioners most
likely learned their craft and how to use compression
during the loudness wars. This may have affected their
preference for DRC and as there is no real world
equivalent to many EDM instruments, the music released
becomes the reference. If this music is hyper-compressed,
then it is likely that other artists emulating this sound will
employ similar levels of DRC.
The effect of recording on the globalisation of
performance in classical music has been well documented
[51] and given the ubiquitous access to the same
technology, a globalisation of sound among genres is
likely. Furthermore, the trends in classical music
performance over the twentieth century are clearly
preserved on recordings [51] which provokes the question
of how the aesthetic preference for hyper-compression in
this era will be perceived by future generations?
3.4. Increased cognitive load of hyper-compression
A side effect of using DRC to balance relative levels is
the creation of what has been termed a more coherent
result due to the ability of compression to fuse individual
sound sources together [52]. Moore reported that a
number of studies found that coherent amplitude changes
tend to perceptually fuse sounds together whereas uncorrelated changes segregate the sounds [53]. When the
components are amplitude modulated in the same way,
they become fused together into a single percept and they
are listened to as a whole [53]. This can also lead to
difficulty in perceiving individual sound sources within a
complex signal, presented to the listener as a reproduced
scene. This relates to the brain’s ability to use the
common modulation of sources as a means of grouping
them together or, conversely, the lack of common
modulation as a means of identifying them as individual
sources. When this process is interrupted by the
compression of a group of sources, a common
modulation envelope is applied to all of the instruments
in the reproduced scene. The type of common modulation
applied to the signal is determined by the time constants
selected on the compressor and may be largely
responsible for the widely acknowledged ‘gluing effect’
when applied to a group of sources.
When using analogue compressors or digital processors
with non-linear distortion modeling such as dynamic
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convolution [54], the processor will apply harmonics to
the signal determined by its topology or modeling. This
application of harmonics of fixed relative power to a
group of instruments may provide a coherent coloring to
the sound scene. However, there is currently no research
to support the notion that harmonic modulation will
support perceptual grouping when both sources are
modulated coherently [53]. Differences in timbre support
stream segregation [55]. When two melodies are played
together using different timbres, listeners find it easier to
identify changes in the melody than when both timbres
are similar. It seems possible then that the application of
fixed harmonics to a group of instruments may make it
more difficult to perceptually segregate sources. Further
research on this point is needed. This proposed trade-off
between DRC and stream segregation resembles the
trade-off between pitch and timbre when determining the
perceptual organisation of a sequence of notes [56]. This
trade-off states that when listeners are presented with a
sequence played by two instruments, with a large
difference in timbre and a small difference in pitch, the
percept heard will be that of grouping by timbre. The
opposite is also true.
This fusing together of individual sound sources
through the use of compression elicits a varying
preference response among listeners and engineers [18].
These subjective responses may be related to the manner
in which the listener engages with the material. Critical
listeners, such as musicians and engineers, often
complain about hyper-compression [3], [16] as they may
need to be able to hear all of the instruments separately
and the heavy application of compression may obscure
the individual stream segregation of these sources. On the
other hand, listeners relegating music to background
sound may prefer the music to fuse together perceptually
into a single source as the role of the individual
instruments may be of less concern and wide dynamic
range may draw too much attention to the music. These
application specific listening modes may dictate the
degree of compression preferred by different listeners.

of necessity. Engineers began to use the frequency range
as a method of defining musical structure where choruses
are signified by an expanding of the frequency bandwidth
of the music at the low and high frequencies and a
widening of the sound stage in contrast to the verses [59].
In this regard, the legacy of the loudness wars on music
production processes has yet to be discussed and future
research is needed.

4. CONCLUSION
This paper examined the factors affecting music listening
under the loudness normalization paradigm, highlighting
the manner in which loudness normalisation may
facilitate a renewed interest in sound quality. Given that
loudness normalisation has been associated with an end
to the loudness wars, the aesthetic concerns of hypercompression were discussed in order to further
understand the reasoning for the use of hypercompression beyond simply increasing loudness. In this
manner, this paper explored whether the application of
hyper-compression can truly be eradicated through the
proliferation of loudness normalisation. The findings
suggest that while loudness normalisation may help in
this regard, listener preference for hyper-compressed
music may be a more complex issue than simply relating
to loudness bias. Further research is needed concerning
the aesthetic factors contributing to listener preference
for hyper-compression and the music production
techniques created as a direct result of the loudness wars.
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ABSTRACT
Timbre and emotion are two of the most important aspects of musical sounds. Both are complex and multidimensional, and strongly interrelated. Previous research
has identified many different timbral attributes, and shown
that spectral centroid and attack time are the two most important dimensions of timbre. However, a consensus has
not emerged about other dimensions. This study will attempt to identify the most perceptually relevant timbral
attributes after spectral centroid and attack time. To do
this, we will consider various sustained musical instrument
tones where spectral centroid and attack time have been
equalized. While most previous timbre studies have used
discrimination and dissimilarity tests to understand timbre,
researchers have begun using emotion tests recently. Previous studies have shown that attack and spectral centroid
play an essential role in emotion perception, and they can
be so strong that listeners do not notice other spectral features very much. Therefore, in this paper, to isolate the
third most important timbre feature, we designed a subjective listening test using emotion responses for tones equalized in attack, decay, and spectral centroid. The results
showed that the even/odd harmonic ratio is the most salient
timbral feature after attack time and spectral centroid.
1. INTRODUCTION
Timbre is one of the most important aspects of musical
sounds, yet it is also the least understood. It is often simply defined by what it is not: not pitch, not loudness, and
not duration. For example, if a trumpet and clarinet both
played A440Hz tones for 1s at the same loudness level,
timbre is what would distinguish the two sounds. Timbre
is known to be multidimensional, with attributes such as
attack time, decay time, spectral centroid (i.e., brightness),
and spectral irregularity to name a few.
Several previous timbre perception studies have shown
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spectral centroid and attack time to be highly correlated
with the two principal perceptual dimensions of timbre.
Spectral centroid has been shown to be strongly correlated
with one of the most prominent dimensions of timbre as
derived by multidimensional scaling (MDS) experiments
[1, 2, 3, 4, 5, 6, 7, 8].
Grey and Gordon [1, 9] derived three dimensions corresponding to spectral energy distribution, temporal synchronicity in the rise and decay of upper harmonics, and
spectral fluctuation in the signal envelope. Iverson and
Krumhansl [4] found spectral centroid and critical dynamic
cues throughout the sound duration to be the salient dimensions. Krimphoff [10] found three dimensional correlates:
(1) spectral centroid, (2) rise time, and (3) spectral flux corresponding to the standard deviation of the time-averaged
spectral envelopes. More recently, Caclin et al. [8] found
attack time, spectral centroid, and spectrum fine structure
to be the major determinates of timbre through dissimilarity rating experiments. Spectral flux was found to be a less
salient timbral attribute in this case.
While most researchers agree spectral centroid and attack
time are the two most important timbral dimensions, no
consensus has emerged about the best physical correlate
for a third dimension of timbre. Lakatos and Beauchamp
[7, 11, 12] suggested that if additional timbre dimensions
exist, one strategy would be to first create stimuli with
identical pitch, loudness, duration, spectral centroid, and
rise time, but which are otherwise perceptually dissimilar.
Then, potentially multidimensional scaling of listener dissimilarity data can reveal additional perceptual dimensions
with strong correlations to particular physical measures.
Following up this suggestion is the main focus of this paper.
While most previous timbre studies have used discrimination and dissimilarity to understand timbre, researchers
have recently begun using emotion. Some previous studies have shown that emotion is closely related to timbre.
Scherer and Oshinsky found that timbre is a salient factor
in the rating of synthetic tones [13]. Peretz et al. showed
that timbre speeds up discrimination of emotion categories
[14]. Bigand et al. reported similar results in their study of
emotion similarities between one-second musical excerpts
[15]. It was also found that timbre is essential to musical
genre recognition and discrimination [16, 17, 18]. Eerola
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[19] carried out listening tests to investigate the correlation of emotion with temporal and spectral sound features.
The study confirmed strong correlations between features
such as attack time and brightness and the emotion dimensions valence and arousal for one-second isolated instrument tones. Valence and arousal are measures of how
positive and energetic the music sounds [20]. Despite the
widespread use of valence and arousal in music research,
composers may find them rather vague and difficult to interpret for composition and arrangement, and limited in
emotional nuance. Using a different approach than Eerola,
Ellermeier et al. investigated the unpleasantness of environmental sounds using paired comparisons [21]. Emotion
categories have been shown to be generally congruent with
valence and arousal in music emotion research [22].
In our own previous study on emotion and timbre [23],
to make the results intuitive and detailed for composers,
listening test subjects compared tones in terms of emotion
categories such as Happy and Sad. We also equalized the
stimuli attacks and decays so that temporal features would
not be factors. This modification allowed us to isolate the
effects of spectral features such as spectral centroid. Average spectral centroid significantly correlated for all emotions, and a bigger surprise was that spectral centroid deviation significantly correlated for all emotions. This correlation was even stronger than average spectral centroid
for most emotions. The only other correlation was spectral
incoherence for two emotions.
Since average spectral centroid and spectral centroid deviation were so strong, listeners did not notice other spectral features much. This made us wonder: if we equalized
average spectral centroid in the tones, would spectral incoherence be more significant? Would other spectral characteristics emerge as significant? To answer these questions,
we conducted the follow-up experiment described in this
paper using emotion responses for tones equalized in attack, decay, and spectral centroid.
2. LISTENING TEST
In our listening test, listeners compared pairs of eight instruments for eight emotions, using the tones that were
equalized for attack, decay, and spectral centroid.
2.1 Stimuli
2.1.1 Prototype instrument sounds
The stimuli consisted of eight sustained wind and bowed
string instrument tones: bassoon (Bs), clarinet (Cl), flute
(Fl), horn (Hn), oboe (Ob), saxophone (Sx), trumpet (Tp),
and violin (Vn). They were obtained from the McGill and
Prosonus sample libraries, except for the trumpet, which
had been recorded at the University of Illinois at UrbanaChampaign School of Music. All the tones were used in a
discrimination test carried out by Horner et al. [24], six of
them were also used by McAdams et al. [25], and all of
them used our previous emotion-timbre test [23].
The tones were presented in their entirety. The tones were
nearly harmonic and had fundamental frequencies close to
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311.1 Hz (Eb4). The original fundamental frequencies deviated by up to 1 Hz (6 cents), and were synthesized by
additive synthesis at 311.1 Hz.
Since loudness is potential factor in emotion, amplitude
multipliers were determined by the Moore-Glasberg loudness program [26] to equalize loudness. Starting from a
value of 1.0, an iterative procedure adjusted an amplitude
multiplier until a standard loudness of 87.3 ± 0.1 phons
was achieved.
2.2 Stimuli Analysis and Synthesis
2.2.1 Spectral Analysis Method
Instrument tones were analyzed using a phase-vocoder algorithm, which is different from most in that bin frequencies are aligned with the signal’s harmonics (to obtain accurate harmonic amplitudes and optimize time resolution)
[27]. The analysis method yields frequency deviations between harmonics of the analysis frequency and the corresponding frequencies of the input signal. The deviations
are approximately harmonic relative to the fundamental
and within ± 2% of the corresponding harmonics of the
analysis frequency. More details on the analysis process
are given by Beauchamp [27].
2.2.2 Temporal Equalization
Temporal equalization was done in the frequency domain.
Attacks and decays were first identified by inspection of
the time-domain amplitude-vs.-time envelopes, and then
harmonic amplitude envelopes corresponding to the attack,
sustain, and decay were reinterpolated to achieve an attack
time of 0.05s, a sustain time of 1.9s, and a decay time of
0.05s, for a total duration of 2.0s.
2.2.3 Spectral Centroid Equalization
Different from our previous study [23], we equalized the
average spectral centroid of the the stimuli to see whether
other significant features would emerge. Average spectral
centroid was equalized for all eight instruments. The spectra of each instrument was modified to an average spectral centroid of 3.7, which was the mean average spectral
centroid of the eight tones. This modification was accomplished by scaling each harmonic amplitude by its harmonic number raised to a to-be-determined power:
Ak (t) ← k p Ak (t)

(1)

For each tone, starting with p = 0, p was iterated using
Newton’s method until an average spectral centroid was
obtained within ±0.1 of the 3.7 target value.
2.2.4 Resynthesis Method
Stimuli were resynthesized from the time-varying harmonic data using the well-known method of time-varying
additive sinewave synthesis (oscillator method) [27] with
frequency deviations set to zero.
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2.3 Subjects
32 subjects without hearing problems were hired to take
the listening test. They were undergraduate students and
ranged in age from 19 to 24. Half of them had music training (that is, at least five years of practice on an instrument).
2.4 Emotion Categories
As in our previous study [23], the subjects compared the
stimuli in terms of eight emotion categories: Happy, Sad,
Heroic, Scary, Comic, Shy, Joyful, and Depressed. These
terms were selected because we considered them the most
salient and frequently expressed emotions in music, though
there are certainly other important emotion categories in
music (e.g., Romantic). In picking these eight emotion categories, we particularly had dramatic musical genres such
as opera and musicals in mind, where there are typically
heroes, villians, and comic-relief characters with music
specifically representing each. Their ratings according to
the Affective Norms for English Words [28] are shown in
Figure 1 using the Valence-Arousal model. Happy, Joyful, Comic, and Heroic form one cluster and Sad and Depressed another.

10
8

Arousal

Scary

Happy
HeroicJoyful
Comic

6
4

Depressed
Sad

Shy

2
0
0

2

4

6

8

10

Valence

Figure 1. Russel’s Valence-Arousal emotion model. Valence is how positive an emotion is. Arousal is how energetic an emotion is.

2.5 Listening Test Design
Every subject made pairwise comparisons of all eight instruments. During each trial, subjects heard a pair of tones
from different instruments and were prompted to choose
which tone more strongly aroused a given emotion. Each
combination of two different instruments was presented in
four trials for each emotion, and the listening test totaled
C28 × 4 × 8 = 896 trials. For each emotion, the overall
trial presentation order was randomized (i.e., all the Happy
comparisons were first in a random order, then all the Sad
comparisons were second, ...).
Before the first trial, the subjects read online definitions
of the emotion categories from the Cambridge Academic
Content Dictionary [29]. The listening test took about 1.5
hours, with breaks every 30 minutes.
The subjects were seated in a “quiet room” with less than
40 dB SPL background noise level. Residual noise was
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mostly due to computers and air conditioning. The noise
level was further reduced with headphones. Sound signals
were converted to analog by a Sound Blaster X-Fi Xtreme
Audio sound card, and then presented through Sony MDR7506 headphones at a level of approximately 78 dB SPL,
as measured with a sound-level meter. The Sound Blaster
DAC utilized 24 bits with a maximum sampling rate of 96
kHz and a 108 dB S/N ratio.
3. RESULTS
3.1 Quality of Responses
The subjects’ responses were first screened for inconsistencies, and two outliers were filtered out. Consistency
was defined based on the four comparisons of a pair of instruments A and B for a particular emotion as follows:
consistencyA,B =

max(vA , vB )
4

(2)

where vA and vB are the number of votes a subject gave
to each of the two instruments. A consistency of 1 represents perfect consistency, whereas 0.5 represents approximately random guessing. The mean average consistency
of all subjects was 0.76.
Predictably subjects were only fairly consistent because
of the emotional ambiguities in the stimuli. We assessed
the quality of responses further using a probabilistic approach which has been successful in image labeling [30].
We defined the probability of each subject being an outlier based on Whitehill’s outlier coefficient. Whitehill et
al. [30] used an expectation maximization algorithm to estimate each subject’s outlier coefficient and the difficulty
of evaluating each instance, as well as the labeling of each
instance. Higher outlier coefficients mean that the subject
is more likely an outlier, which consequently reduces the
contribution of their vote toward the label. In our study,
we verified that the two least consistent subjects had the
highest outlier coefficients. Therefore, they were excluded
from the results.
We measured the level of agreement among the remaining subjects with an overall Fleiss’ Kappa statistic [31].
Fleiss’ Kappa was 0.043, indicating a slight but statistically significant agreement among subjects. From this, we
observed that subjects were self-consistent but less agreed
in their responses than in our previous study [23] since the
tones sounded more similar after spectral centroid equalization.
We also performed a χ2 test [32] to evaluate whether the
number of circular triads significantly deviated from the
number to be expected by chance alone. This turned out
to be insignificant for all subjects. The approximate likelihood ratio test [32] for significance of weak stochastic
transitivity violations [33] was tested and showed no sigificance for all emotions.
3.2 Emotion Results
We ranked the spectral centroid equalized instrument tones
by the number of positive votes they received for each
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Figure 2. Bradley-Terry-Luce scale values of the spectral centroid equalized tones for each emotion.

emotion, and derived scale values using the Bradley-TerryLuce (BTL) model [32, 34] as shown in Figure 2. The
likelihood-ratio test showed that the BTL model describes
the paired-comparisons well for all emotions. We observe
that: 1) In general, the BTL scales of the spectral centroid
equalized tones were much closer to one another compared
to the original tones. The range of the scale considerably
narrowed to between 0.07 and 0.23 (in the original tones it
was 0.02 to 0.35). The narrower distribution of instruments
indicates an increase in difficulty for listeners to make
emotional distinctions between the spectral centroid equalized tones. 2) The ranking of the instruments was different
than for the original tones. For example, the clarinet and
flute were often highly ranked for sad emotions. Also, the
horn and the violin were more neutral instruments, which
contrasts with their distinctive Sad and Happy rankings respectively for the original tones. And surprisingly, the horn
was the least Sad instrument. 3) At the same time, some
instruments ranked similarly in both experiments. For example, the trumpet and saxophone were still among the
most Happy and Joyful instruments, and the oboe was still
ranked in the middle.
Figure 3 shows BTL scale values and the corresponding
95% confidence intervals of the instruments for each emotion. The confidence intervals cluster near the line of indifference since it was difficult for listeners to make emotional distinctions. Table 1 shows the spectral characteristics of the eight spectral centroid equalized tones (since
average spectral centroid is equalized to 3.7 for all tones, it
is omitted). Spectral centroid deviation was more uniform
than in our previous study and near 1.0. This is a sideeffect of spectral centroid equalization since deviations are
all around the same equalized value of 3.7.
Table 2 shows Pearson correlation between emotion
and the spectral features for spectral centroid equalized
tones. Even/odd harmonic ratio significantly correlated
with Happy, Sad, Joyful, and Depressed. Instruments that
had extreme even/odd harmonic ratios exhibited clear patterns in the rankings. For example, the clarinet had the
lowest even/odd harmonic ratios and the saxophone the
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highest. The two instruments were consistently outliers
in Figure 2 with opposite patterns. Table 2 also indicates
that listeners found the trumpet and violin less shy than
other instruments (i.e., their spectral centroid deviations
were more than the other instruments).

4. DISCUSSION
These results and the results in our previous study [23]
are consistent with Eerola’s Valence-Arousal results [19].
Both indicate that musical instrument timbres carry cues
about emotional expression that are easily and consistently recognized by listeners. Both show that spectral
centroid/brightness is a significant component in music
emotion. Beyond Eerola’s findings, we have found that
even/odd harmonic ratio is the most salient timbral feature
after attack time and brightness.
For future work, it will be fascinating to see how emotion varies with pitch, dynamic level, brightness, and articulation. Do these parameters change emotion in a consistent way, or does it vary from instrument to instrument?
We know that increased brightness makes a tone more dramatic (more happy or more angry), but is the effect more
pronounced in some instruments than others? For example, if a happy instrument such as the violin is played softly
with less brightness, is it still happier than a sad instrument
such as the horn played loudly with maximum brightness?
At what point are they equally happy? Can we equalize the
instruments to equal happiness by simply adjusting brightness or other attributes? How do the happy spaces of the
violin overlap with other instruments in terms of pitch, dynamic level, brightness, and articulation? In general, how
does timbre space relate to emotional space?
Emotion gives us a fresh perspective on timbre, helping
us to get a handle on its perceived dimensions. It gives
us a focus for exploring its many aspects. Just as timbre
is a multidimensional perceived space, emotion is an even
higher-level multidimensional perceived space deeper inside the listener.
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```
``` Emotion
```
Features
`

Spectral Centroid Deviation
Spectral Incoherence
Spectral Irregularity
Even/odd ratio

Bs

Cl

Fl

Hn

Ob

Sx

Tp

Vn

0.9954
0.0817
0.0967
1.3246

1.0176
0.0399
0.1817
0.177

1.0614
0.1341
0.1448
0.9541

1.0132
0.0345
0.0635
0.9685

1.0178
0.0531
0.1206
0.456

1.018
0.0979
0.1947
1.7591

1.1069
0.0979
0.0228
0.81

1.1408
0.1099
0.1206
0.9566

Table 1. Spectral characteristics of the spectral centroid equalized tones.
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```
``` Emotion
```
Features
`

Spectral Centroid Deviation
Spectral Incoherence
Spectral Irregularity
Even-odd ratio

Happy
-0.2203
0.1083
-0.13
0.8596∗∗

Sad
-0.3516
-0.298
0.499
-0.6686∗
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Heroic
0.5243
0.31
-0.5082
0.3785

Scary
0.4562
0.4081
0.2697
-0.018

Comic
0.5386
0.5046
-0.3124
0.4869

Shy
∗∗

-0.7834
-0.2665
0.3419
-0.0963

Joyful

Depressed

0.1824
0.3025
-0.2543
0.6879∗

-0.3149
-0.2373
0.4877
-0.6575∗

Table 2. Pearson correlation between emotion and spectral characteristics for spectral centroid equalized tones.
0.05; ∗ : 0.05 < p < 0.1.
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ABSTRACT
We have conducted an experiment with the intent to determine and quantify what properties of monophonic melodies humans perceive as appealing. This was done in an
evolutionary setting: a population of melodies was subjected to Darwinian selection with popular human vote serving as the basis for the fitness function. We describe the
experimental procedure, measures to avoid or minimise
possible experimental biases, and address the problem of
extracting maximum fitness information from sparse measurements.
We have rigorously analysed the course of the resulting
evolutionary process and have identified several important
trends. In particular, we have observed a decline in complexity of melodies over time, increase in diatonicity, consonance, and rhythmic variety, well-defined principal directions of evolution, and even rudimentary evidence of
speciation and genre-forming. We discuss the relevance
of these effects to the question of what is perceived as a
pleasant melody.
Such analysis has not been done before and hence the
novel contribution of this paper is the study of the psychological biases and preferences when popular vote is used
as the fitness function in an evolutionary process.

1. INTRODUCTION
Evolutionary approach to music composition is well described in the literature: whether the fitness information is
provided by human evaluation [1, 2] or otherwise [3, 4].
Recently, the importance of consumers’ preference in driving the evolution of music was demonstrated in [2]. While
their conclusions were criticised (especially as to the role
of biases in selection [5]), the experiment of [2] was the
first large-scale attempt at music evolution with popular
vote serving as the fitness function. Further, [5, 6, 7] argue
that recombination and transformation of information according to psychological biases of individuals are the crucial element of cultural evolution.
In contrast to [2], where the process of evolution itself
was examined, this work concentrates on and attempts to
measure the above-mentioned psychological and cultural
Copyright: c 2014 Kirill Sidorov et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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biases that guide the evolution of music, and hence attempts to quantify what aspects of music the respondents
find appealing.
2. EXPERIMENTAL SETUP
In this experiment, we maintain and evolve a population of
melodies. To minimise the model bias, we have adopted
the simplest representation of the population in which the
phenotypes and genotypes of individuals are identically
equivalent. Each individual is represented by two lists: a
list of intervals (in semitones) between successive notes in
the melody, and a list of note durations (as integer multiplies of the time quantum, in this case ∆t = 1/16th note).
The total duration of each melody is capped at 64×1/16th,
which is equivalent to four bars in 4/4.
At the start of evolution, the population is initialised with
randomly generated melodies in which the intervals are
drawn from integer Gaussian distribution with µ = 0 and
σ = 7 semitones (middle C is chosen for the first note in
all melodies). Gaussian sampling is done to avoid biasing
the respondents towards diatonicity. The note durations in
the initial population are chosen equal (crotchets).
Thus, the initial melodies are results of Gaussian random
walks, in which the expected root-mean-square
deviation
√
of the last note after n = 15 steps is σ n ≈ 27 semitones.
The melodies were then confined (by taking the modulo)
to the range of ±1 octave from the starting note.
The population size is kept constant at every generation
(N = 100 exemplars), with the entire evolutionary history
being recorded for future analysis. The choice of the population size depends on two factors. First, the population
size should ideally be large enough for emergent phenomena, such as speciation, to be observed. Second, too large
a population would not allow us to observe a substantial
number of generations: indeed, if ranking the population
involves O(N log N ) comparisons, then given a budget of
C comparisons the number of generations we could observe is at most bC/O(N log N )c.
To sample popular opinion, we set up a website 1 which
offers the visitors two melodies from the current population. The visitors are prompted to play back the melodies
and select the one which they prefer. Their response is
recorded and serves to update the population rank.
In contrast to [2], where respondents choose between five
categories, in our experiment they were presented with two
options (select the best from two melodies). The reason for
1

http://ontario.cs.cf.ac.uk/mutunes
The name “µTunes” is pronounced to rhyme with “mutants”.
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So far into the experiment, we have registered ≈ 7, 000
comparisons which resulted in 45 generations of evolution.
We have also carried out a control experiment in which
the evolution proceeded under the same conditions (and
the same initial population) except the responses were replaced with random Bernoulli-distributed values (p = 1/2,
fair coin).
Below we describe the various features of the population
that we measured over time as the evolution progresses:
entropy of melody and rhythm, repetitiveness, properties
of melodic contour, and pitch distribution.
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Figure 1. Change in average entropy of melody (above)
and rhythm (below).
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3. ANALYSIS AND RESULTS
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this is twofold. First, the problem of optimal ranking using expensive pairwise comparisons is well-studied in the
literature [8, 9]. This is a non-trivial task, since we need to
find the best estimate of the population rank given the limited number of pairwise comparisons which, in addition,
may be noisy (contradictory). In [9] an efficient ranking
algorithm is described which by adaptive pairwise queries
efficiently ranks the population. Due to its robustness under noise this is the algorithm we used in our experiment.
After each comparison, with probability N γ log(N γ) a
new generation is produced. Above, N = 100 is the population size and γ = 0.5 is a parameter controlling the rate
of evolution. This is equivalent to triggering a new generation on average every O(N log N ) comparisons which are
required to rank N individuals.
When a new generation is triggered, the highest ranked
α = 20% of the individuals take part in sexual reproduction. Pairs are formed by uniform random sampling from
the top α = 20% of the population. Breeding involves
a one-point crossover operation: a time tf in the female
melody is selected uniformly randomly (at any point, including in the middle of notes), with tf being quantised to
1/16th notes; similarly tm is selected for the male individual. The melodies (intervals and note durations) are sliced
at tf and tm .
Breeding produces two offsprings: one shares a beginning with the female parent, and an end with the male parent, and vice-versa for the other offspring. Such crossover
can result in a note being broken in two, as slicing time
t is not guaranteed to coincide with the note boundaries.
When this occurs, with probability β = 50% the notes
at the cut-point are fused. This way, we ensure that the
rhythmic granularity does not unnecessarily increase due
to crossover. A better approach would be to estimate β dynamically to explicitly ensure that the crossover operation
does not affect the average granularity in the population.
Finally, mutation occurs in one of the offspring. The offspring to be mutated is chosen uniformly randomly. Mutation affects only the intervals. One interval, selected again
uniformly at random, is incremented or decremented by
one. The bottom α = 20% of the population are removed
from the population and replaced with the newly generated
offspring. The rhythm was not explicitly subjected to mutation to simplify the experiment; however, variability in
rhythm naturally arises as the result of the crossover operation, which splices the melodies as described above.

Avg. number of repeats
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Figure 2. Average number of consecutive repetitions of
pitches (above) and rhythmic values (below).
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H(X) = −

X

P (xi ) log2 P (xi ),

(1)

i

where X is a string of intervals (or durations), P (xi ) is
the probability of occurrence of symbol xi (estimated from
frequency).
Figure 1 shows the average population entropy over time
(in this and other figures the bold blue line indicates the
difference between the experiment and control). We observe that the melodic entropy is noticeably decreasing.
This indicates that the respondents tend to select simpler
melodies. This is in line with predictions of [10, 11].
Remarkably, the opposite result is observed for rhythm:
the entropy is noticeably increasing, which suggests the
preference for more rhythmically varied melodies. (The
rhythm entropy in the control experiment is not constant
due to a defect in the crossover operator: it does not ensure
that the average granularity remains the same. However,
the difference from the control shows significant increase
of rhythm entropy over time.)
R EPETITIVENESS . We also investigated whether the repetitiveness is selected for. To measure repetitiveness, we
count the number of adjacent identical intervals (and note
durations) and normalise by the length of the melodies.
Figure 2 illustrates the trend in thus computed average repetitiveness. Again, we observe increase in melodic and
decrease in rhythmic repetitiveness.
We note that higher repetitiveness implies lower entropy,
but not the other way round: a repeated alternation between
two notes (e.g. trill) will have low entropy, but not high
repetitiveness.
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a finite alphabet. The entropy is simply
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Figure 6. Embedding of the melodies in R2 over time. The generation numbers are shown in the corner. Pale gray dots
represent all melodies ever alive, large white dots — melodies alive in the current generation. Background colour shows
the estimated density (using KDE [15]).
M ELODIC C ONTOUR . To investigate whether the shape
of the melodic contour is significant in respondents’ selection, we use a simple measure of monotonicity: we compute the number of local extrema in a melody and normalise by the length of the melody. High number of extrema would be indicative of oscillating melodic contours,
low number would indicate more monotonously ascending
or descending contours. Figure 3 shows the change in average monotonicity over time and illustrates a noticeable decline in this parameter, indicating negative preference for
complex, undulating melodies.
P ITCH AND I NTERVAL D ISTRIBUTION . At each generation, we measured the distribution of intervals in the melodies and the resulting pitch classes. Figure 4 (top) shows
the evolution of the interval histogram over time. The intervals in Figure 4 are shown modulo 12, and inversions of
intervals are placed in the same bin (e.g. perfect fourth and
perfect fifth, denoted 5/7 in Figure 4, are in the same bin,
and similarly for other intervals). We observe a marked
preference for consonant, diatonic intervals, and the semitone (0, 1/11, 5/7); the augmented fourth is actively selected agaist (bottom row, 6); interestingly, the prevalence
of the major 3rd (4/8) is smaller than that of the major
2nd (2/10) and the minor 3rd (3/9). Figure 4 (bottom)
compares the distribution of intervals to that in the control
group as well as to that in a corpus of Western classical music [13] and English folk music [14]. We show the correlation matrix for these distributions in Table 1. We observe
that the resulting distribution of pitch classes appears to
be more characteristic of the Western classical music than
of folk music. Figure 5 shows the evolving histogram of
pitch classes (top row corresponds to C, second to D-flat
etc.) Again we observe a marked tendency towards diatonicity: note, for example, the high values in the F-minor
triad (F-Ab-C).
E UCLIDEAN E MBEDDING AND C LUSTERING . We regard the space of all melodies as a metric space with the
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Exp.
W.C.
E.F.

Exp.

W.C.

E.F.

0.0532
0.0497

0.0532
0.7787

0.0497
0.7787
-

Table 1. Correlation between the difference from control
in interval class distribution in this experiment vs. that of
Western classical music vs. English folk music.
Levenshtein distance [16] (edit distance) applied to strings
of intervals forming the melodies (and strings of note durations) as the metric. Having computed pairwise distances
between all melodies in the population, we can compute
the embedding of the melodies into Euclidean Rn space.
Multidimensional Scaling [17] delivers such embedding,
as well as optimal (in the least-squares sense) embeddings
into reduced dimensionality spaces Rm , m < n. In particular, for visualisation it is convenient to embed the melodies into R2 . Figure 6 shows such embedding. All melodies that ever lived are shown (pale gray), the ones currently alive are marked by large white circles. To illustrate
the tendency, in the background we show the distribution
density obtained using kernel density estimator [15]. We
remark that having started from the initial cluster (Figure 6
top left) the evolution diverges into well-defined directions
(downwards and to the right in Figure 6), and new mutually dissimilar stable clusters of melodies are formed. We
speculate that this phenomenon is analogous to speciation
in biological evolution. Admittedly, a larger scale experiment is required to more accurately study this effect. To
illustrate the principal modes in which the evolution progresses, we have clustered all the melodies by similarity
(using classic k-means algorithm [18] on the melodies embedded in Rn ). Figure 7 show the resulting clusters together with the melodies nearest to the cluster centroids.
These correspond to relatively stable melodic “species” in
our experiment.
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tionary setting is a useful tool for studying psychological
perceptual biases and æsthetic preferences in humans.
A larger scale experiment would merit more accurate analysis of socio-cultural background of the respondents. It
could potentially reveal interesting correlations between
the background and musical preferences. It would be also
very interesting to conduct a similar experiment with other
musical systems, for example those not based on 12-tone
scale. Further work would also include a more extensive
analysis of the emergent phenomena related to tonality,
mode, and key.
Although this experiment is ongoing, and the corpus of
data is continuously growing, we believe our preliminary
findings may be of interest to the computational music community.
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ABSTRACT
Byzantine chants constitute a form of monophonic vocal
music characterized by lengthy phrases and by musical
scales with intervals smaller than the western music semitones. Byzantine churches have extremely long Reverberation Time and their acoustics is dominated by the
contributions of the diffuse sound field. Thus, the sound
character of Byzantine chanting is closely linked to the
acoustic reverberation. In this work we examine the perceived preference for the various features of reverberation
imposed on excerpts of Byzantine psalms. This is
achieved by simulations of typical churches with varying
internal volume, reverberation time and source / receiver
distance, utilizing chants from the DAMASKINOS corpus. The simulation (auralization) results were evaluated
via statistical preference method using a group of 15 listeners. The results of such controlled experiments illustrate the listener preferences and acceptability of various
parameters or combinations of parameters related to reverberation, e.g. of the Reverberation Time value in relation to church dimensions and listener position inside the
church.

1. INTRODUCTION
Byzantine chants represent the earliest form of Christian
music that follows the tradition of the Eastern Orthodox
Church. Byzantine music is purely vocal and monophonic
and is performed by chanters (psaltes) [1-3]. Byzantine
music scales (diatomic, enharmonic, chromatic and
tetrachord) have intervals that are often smaller than the
typical Western semitone and the musical result is characterized by a very distinct pronunciation and prolonged
phonemes [1]. As is the case with most religious music
genres, acoustic reverberation complements the sound of
the human voice and plays an important role in the aesthetic and presentation of such signals [4]. Byzantine
chants are thus directly associated with acoustic reverberCopyright: © 2014 Mourjopoulos et al. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.

ation generated within churches adding distinct acoustic
characteristics and usually associated with long Reverberation Time (RT). Furthermore, due to significant distances from the source, Byzantine chants are usually perceived or recorded in highly diffuse fields where late reverberation dominates the signal.
Via the accepted scientific principles and depending
on the application, acoustic reverberation is considered
either as an essential element of the overall sound quality
or as harmful sound distortion. From the signal processing point of view, a reverberant signal r(n) captured
by the microphone or arriving at the ears of the listener is
represented via the filtering effect (convolution) of the
source (anechoic) signal s(n) and the room impulse response (RIR) h(n). It is also well known that the RIR of
any reverberant space can be separated in two parts: the
early reflections and the late reverberation. The early
reflections produce a spectral degradation which is perceived as spectral coloration, while late reverberation
relates to the diffuse field and mainly generates the distinctive reverberant tails [5]. An analysis of acoustic reverberation from the perspective of different applications,
cultural disciplines and traditions is given in [4] while the
properties of perceptually compliant late reverberation
were investigated in [6] whereas other studies consider
the perceived level of reverberation [7]. Most of these
studies concluded that perceived late reverberation is
strongly dependent on the source signal and the shape of
the reverberation decay.
However, the effect of acoustic reverberation on Byzantine church music cannot be directly accessed via such
scientific approach which is usually adopted for the evaluation of the quality and intelligibility of music or speech
signals. It is likely that the aim of ritual music and specifically Byzantine music is not to preserve intelligibility,
spectral integrity or temporal signal features, but instead
to blur and dissolve the features and the semantic aspects
of the signal into an immersive acoustic experience which
transcends sound features and enhances other multisensory stimuli of vision and scent [8]. In this respect, reverberation may be considered as a mechanism for introducing an appropriate level of acoustic abstraction to the
perceived spatial sound sensation in accordance to the
spirituality imposed by the Byzantine icons, the architectural elements of space, the light and shadows and the

- 941 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

scent of incenses. The intermingling of these elements
may be considered to lead towards the “…representation
(eikon) as enactment, an in-spiriting or empsychosis of
pneuma (spirit) in matter…” [8].
Given the importance of reverberation (especially via
such late, diffuse field effects), in the Byzantine chanting,
it is likely that the evolution of the musical form of these
chants has been also influenced by the acoustics of the
Byzantine churches. This aspect has been discussed in [8]
pointing out the construction of Hagia Sophia church
with its excessive reverberation (estimated RT ≈ 10 sec),
has lead to the evolution of different types of music
which were incorporated into the Byzantine liturgical
tradition: the kontakion of Romanos Melodos (around
555), a chanted sermon and the Cheroubikon, a special
hymn performed at the offertory procession. Following
such developments, the asmatike akolouthia emerged as a
combination and sequence of solo, choir and congregation parts.
To assess the perceived effects of the Byzantine
chants, an earlier paper by the authors [9] has investigated the significance of reverberation and suppression of it
(dereverberation) for extreme RT conditions, such as the
ones found in big churches especially on excerpts from
Byzantine chants. Two subjective tests were conducted
one for evaluating the perceived reverberation on excerpts of Byzantine chants and the second to assess the
effect of adding artificial reverberation in already reverberant recordings as well as in dereverberating such recordings. The results had shown that reverberation discrimination is possible, especially when listeners have the
option to focus in certain signal components that reveal
the inherent characteristics of the reverberation processing. On the other hand, the identification of
dereverberation processing was not as easy, since in most
cases the addition of artificial reverberation probably
masked the dereverberation effect. Furthermore, listeners
were able to discriminate between different RT conditions.
To complement this study, the current work focuses
on more detailed aspects of reverberation. Here, typical
Byzantine church spaces have been simulated via acoustic software [10], where specific parameters (church size,
reverberance, source-receiver position, etc.) were varied.
Excerpts corresponding to two chants were extracted
from the DAMASKINOS corpus [3, 11], reverberant
signals were created and listeners were asked for their
preference for each reverberation scenario. The reason for
the choice of listener preference test can be deduced by
the previous discussion where it was stressed that the
analysis of acoustic parameters themselves via the usual
methodology could not necessarily correlate with the
functional role and subjective preference of reverberation
characteristics for supporting Byzantine chanting.
This work is organized as follows: Section 2 discusses
the methodology for simulating, auralising the church
reverberation on the chants and assessing listener preference, Section 3 presents the results of the analysis of these listening tests and Section 4 presents the conclusions
drawn from this work.

2. METHOD
2.1 Auralisation
For the purposes of this paper, excerpts from the
DAMASKINOS database are used [3, 11] this being a
corpus of Byzantine chants, developed by the University
of Athens. It contains samples derived from selected representative professional chanters, recordings under controlled conditions in low-reverberation (semi-anechoic)
conditions. These sample recordings were then convolved
with the binaural room impulse response (BRIR) obtained via acoustic simulations of different churches and
source / receiver configurations (explained in the following section). Let s(n) represent the source signal (in the
discrete time domain), rAx0x(n) the reverberant signal received at position 0x of the virtual listener and for position Ax of the virtual source within the church (any of the
2 binaural channels) and hAx0x(n) being the corresponding
BRIR response evaluated by the acoustic simulation program for position 0x of the virtual listener and for position Ax of the virtual source within the church (any of the
2 binaural channels). Then:
M

rAx 0 x (n)   hAx 0 x (n  m) s(m)
m 1

2.2 Simulation of church acoustics
Probably the most famous of the Byzantine cathedrals
was St. Sophia (Hagia Sophia) in Constantinople, built
between 532 and 537 and being considered as the epitome of the Byzantine architecture. The church has a volume larger than 260,000 m3, with reverberation time RT
around 10 sec (at 1 kHz) [8, 12] and speech intelligibility
is significantly low [12]. Although, this is a unique example of Byzantine church architecture, from the acoustics point of view it presents several important and general characteristics of Christian churches: (i) extremely
diffuse field with minimal early reflections, (ii) very long
RT and (iii) long distances between the source and the
receiver, resulting in long delays and low direct to reverberation ratios. To simulate such acoustic properties, a
3D acoustic model of a “generic” Byzantine was implemented using a commercially available, geometric acoustic-based program [10].
The program uses 3 different algorithms to derive
echogramsand acoustic parameters:
(1) Standard ray-tracing with a spherical receiver which
estimates sound pressure level, lateral energy fraction, and most known acoustic parameters,
(2) Image Source Model (ISM), for detailed early reflection calculations, based on first order images of the
main source in all the reflecting planes and second
order sources created by calculating new images in
all reflecting planes (except of the previously calculated). This procedure is repeated until the specified
maximum arrival-time is reached.
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(3) Randomised Tail-corrected Cone-tracing (RTC) for
the full response, but handling deterministically the
direct sound and first order specular and diffuse reflections. With this approach, echograms (BRIRs)
for auralisation were generated.
Figure 1 shows the shape of this generic church. From
this shape, 3 different versions were developed having
“Small”, “Medium” and “Large” acoustic features and
Reverberation Time between 2.5 and 6 seconds. The geometric and acoustic properties of these models are given
in Table.1.
Within each of these church models, sources were
placed in positions A0 (representing the position of the
priest at the altar) and positions A1 representing typical
positions of the psaltes (chanters).
For each of these source positions, listener positions
were at 01 (position at the back of the church), 02 at the
vicinity of the psaltes (position A1x02 representing the
self listening condition), 03 (a close side position) and 04
(a side medium distance position), as is shown in Figure
2. The distance of each source / receiver configuration is
also given in Table 1.
2.3 Preference tests
To assess the subjective preference of reverberation on
Byzantine chants, a variation of the standard MUSHRA
test was conducted [13] and the listeners were asked to
rate the preferred amount of reverberation (the “suitability of reverberation for the specific signal”) on a scale of
0-100. In such a preference test, no hidden anchor was
included, but a separate reference-button allowed listeners to hear the unprocessed signal was available on the
interface which is shown in Figure 3. This reference signal in this case was the original excerpt of the psalm from
the DAMASKINOS database without any additional reverberation. Using the above experimental protocol, a
score of 100 indicates that the subject considered the reverberant signal as being highly preferable than the original semi-anechoic; conversely a score of 0 indicates that
the subject considered the reverberant test signal was
totally inappropriate. The 48 different test samples produced from 2 Byzantine chant excerpts, 3 RT conditions
and 8 positions were presented through headphones (SLogic, Ultrasone AG) to the listeners.
In each experimental condition, the listener rated 3
samples (i.e one sound excerpt for 3 different RT conditions). The subjects were able to switch with their mouse
between different stimuli, via a computer interface. A
training session preceded the formal experiment, and the
subjects were allowed to complete the test at their own
pace without any interruptions from the experimenter.
The experiments were conducted with 15 male and female (self-reported) normal-hearing experienced listeners. The collected data were subjected to an analysis of
variance (ANOVA) to reveal whether the differences
presented above are statistically significant.

3. RESULTS
3.1 Analysis method
The collected data from the preference test were subjected to an analysis of variance (ANOVA) to reveal whether:
(a) there was any systematic trend in the recorded
preferences
(b) the recorded differences are statistically significant
(c) a significant interaction exists between different
tested parameters.
Note that in order to justify statistically significant
differences the result of the p-factor of the ANOVA test
must be p < 0.05.
From this analysis, and with respect to points (b) and
(c) above, it was found that:
 The Reverberation Time of the church was the
most significant factor in the preference
(p<0.000). This is somehow obvious given that
this parameter was assessed by the test.
 The type of psalm was also found to affect the
preference of the listeners (p<0.001)
 The source-receiver configuration and listener
position also affects the preference of the listeners (p<0.011).
 There is significant interaction between the listening position and Reverberation Time
(p<0.038).
3.2 Reverberation Time
With respect to the statistically significant preferences
now, as is shown in Figure 4, all listeners had a clear
preference for the reverberant signal within the medium
and small sized churches, compared to the original semianechoic. The preference results for the large church are
marginally negative, i.e. there was a marginal (statistically insignificant) preference for the original signal.
Furthermore, most listeners had a clear preference
(mean value 74.087%) for the medium sized church having a Reverberation Time of 4 seconds. Next, the listeners (mean value 53.996%) had a preference for the small
sized church with a Reverberation Time of 2.5 seconds.
Last, , the listeners (mean value 46.296%) had a preference for the large sized church with a Reverberation Time
of 6 seconds. In this and other figures, the error bars indicate the 95% confidence intervals for these results.
3.3 Type of chant
This preference was found also to depend on the type of
psalm. As is shown in Figure 5, listeners appeared to
have a stronger preference for the reverberation effect for
Chant01 (a psalm sang by a choir) with a mean score of
60.66% than Chant 01 (sang with solo voice) which had a
mean preference score of 55.592%.
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Figure 1. Side, top and 3-D views of the generic Byzantine church acoustical model.

Dimensions LxWxH (m)
Volume (m3)
Reverberation Time (s)

Source (Ax) _ Receiver (0x)

Distance (m)

Small

Medium

Large

50x40x17
34000
2,5
A0_01 = 33
A0_02 = 11.6
A0_03 = 14.3
A0_04 = 31.6
A1_01 = 31.6
A1_02=self-listening
A1_03 = 26
A1_04 = 24

60x52x31
96720
4
A0_01 = 43
A0_02 = 11.6
A0_03 = 12.8
A0_04 = 39.3
A1_01 = 38.3
A1_02=self-listening
A1_03 = 18
A1_04 = 32

78x71x42
232596
6
A0_01 = 63
A0_02 = 13
A0_03 = 20
A0_04 = 55.1
A1_01=69
A1_02=self-listening
A1_03 = 8.5 m
A1_04 = 48 m

Table 1. Geometric, acoustic properties of different churches and simulated source / receiver distances.

Figure 2. Top view of the generic church acoustic model indicating source (Ax) and listener (0x) positions.
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3.4 Listening position

Figure 3. Listening test interface and user-controlled functions.

With respect to the source / receiver configuration, the
mean results (over all churches) are shown in Figure 6,
noting with reference to Figure 2 and Table 1, that notation A0 indicates the source being located in the entrance
of the bema, in front of the altar i.e. the typical position
for the priest and A1 indicates positions where the
chanters (psaltes) are located, at the analogia. In all listening positions, the preference for the reverberant chants
was significant, but it appeared that listening at positions
03, a near side position (see Figure 2), produced the
stronger preferences with a mean score of 63.5%. It is
also significant to note the self-listening effect for the
chanters, indicated by the configuration A1_02, where
there seems also to be a strong preference for the reverberation effect. Overall, distant listening positions
(A0_01, A0_04, A1_01 and A1_04) did not receive favorable preference ratings.

Figure 4. Mean rating of reverberation preference, as function
of different church size and RT value
Figure 6. Mean rating of reverberation preference, as function
of different source / receiver position.

Figure 5. Mean rating of reverberation preference, as function
of different chant.

From these average results, it is also useful to consider in
more detail the results for listening position in each
church type, shown in Figure 7. As was discussed in Section 3.2, there is a strong preference for the reverberation
generated by the medium sized church and for the position 03, but also significantly for position 02, i.e. for the
close positions to the priest or chanters. In general, preference for the close listening positions (02,03) appeared
to be rather similar, assuming that these were in the small
or large church which had lower preference. However, as
was also discussed previously, the self-listening effect for
the chanters can be also very positive for such church
reverberation. From this figure, it is also evident that for
the large and highly reverberant church, the signal arriving at the more distance positions 01 and 04, appears to
be less preferred than the original signal.
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Figure 7. Rating of reverberation preference, as function of different source / receiver position and church size.

4. CONLUSIONS
The current work generated realistic 3-dimensional reverberation from exact geometric shapes representing
generic Byzantine churches. In those virtual acoustic environments, excerpts of Byzantine chants were reproduced, simulating different positions for binaural listening of the generated sound. Under such controlled experimental conditions, the preference for the generated
reverberance for a sufficiently large sample of listeners
was assessed via standardized statistical procedure.
The results of this work have reaffirmed the significant and positive effect of reverberation on the appreciation of Byzantine chants. As was also found before, listeners were able to discriminate the different reverberation characteristics on such chants and overall had a preference for the added reverberant character in comparison
to the original semi-anechoic source. Furthermore, statistically significant differences were found for their preference for the Reverberation Time and church size, where
most listeners had a clear preference with a mean value
74.087% for the medium sized church having a Reverberation Time of 4 seconds. Next in their preference with
a mean value of 53.996% was for the small sized church
with a Reverberation Time of 2.5 seconds. Last, the listeners (with mean value 46.296%) had expressed mixed

opinions for the large sized church with a Reverberation
Time of 6 seconds. In such case it appears that excessive
reverberation has a detrimental effect on the clarity of the
reproduced chant which has been assessed as less positive
by the majority of listeners.
However, the results have also shown some difference
in preference ratings with respect to the musical form of
each psalm, with the one based on choral chanting to be
considered to be more benefited by the added reverberation.
The results have also shown a strong preference of the
chanters themselves (psaltes) for the added reverberation
which in practice would assist their performance. For
such self-listening case, the preference for the added reverberation from the medium-sized church appeared to be
over 77%, dropping to 55% for the reverberation of the
large church and to 48% in the case of the small church.
This indicates that the amount of reverberation added
should be significant in order to be beneficial to the
chanter when he is listening to his own voice in the
church. Note that for the case of the small church, the
chanter will mostly perceive amplified the spectral coloration imposed by early reflections since in this case small
amount of late reverberation is generated due to the
small-sized church.
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Overall, for all different sized churches and reverberation values, the highest listener preferences (63.5%) were
for positions close to the priest or opposite to the
chanters, at distances ranging from 12.8 up to 20 m (depending on the church size).
The less favorable positions were for the more distant
listening positions, at distances ranging from 31.6 up to
69 m (depending on the church size). Under such conditions late reverberation is dominating the signal and the
direct to reverberant signal ratio is very poor.
For the listening position preference results for each
specific church, it was found that for the most preferred
medium sized church, most positions, except the very
distant ones, received ratings above 70%. Even those
distant positions had a sufficient clear preference with
rating above 65%. In contrast, distant positions in the
large church were considered to have so much excess
reverberation that the chants appeared to have deteriorating quality with respect to their original condition prior to
adding reverberation.
It has to be added, that the above study was by no
means extensive and clearly there are further aspects related to the interaction between Christian Orthodox liturgy and church acoustics that require investigation in the
future.
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ABSTRACT
An experiment has been conducted, measuring pianists’
sensitivity to piano key vibrations at the fingers while playing an upright or a grand Yamaha Disklavier piano. At
each trial, which consisted in playing loud and long A
notes across the whole keyboard, vibrations were either
present or absent through setting the Disklavier pianos to
normal or quiet mode. Sound feedback was always provided by a MIDI controlled piano synthesizer via isolating
ear/headphones, which masked the acoustic sound in normal mode. In partial disagreement with the existing literature, our results suggest that significant vibrotactile cues
are produced in the lower range of the piano keyboard, with
perceptual cut-off around the middle octave. Possible psychophysical mechanisms supporting the existence of such
cues are additionally discussed.
1. INTRODUCTION
As the importance of multisensory perception of musical
instruments by the performers is progressively being uncovered [1], specific research is investigating the role of
haptic feedback in conveying additional cues representative of the instrument to the performing musician. Such
research covers quantitative aspects, with special regard
to the vibrations transmitted to pianists and violin players [2, 3] by their instruments, until spanning the emotional [4] and affective [5] correlates coming from feeling
vibrotactile cues while being engaged in a musical performance.
Specifically concerning the piano, keyboard makers have
long since given empirical evidence of the importance of
haptic cues in defining the quality of an instrument. First
of all touch, mostly depending on the keys’ material along
Copyright:
an

open-access

c 2014

Federico

article

Fontana

distributed

under

Creative Commons Attribution 3.0 Unported License,

et

al.
the
which

terms

This

is

of

the

permits

unre-

stricted use, distribution, and reproduction in any medium, provided the original
author and source are credited.

- 948 -

with their dynamic response due to the connection mechanism with the strings, confers a unique haptic signature to
a piano [6]. For instance, Galembo and Askenfelt showed
that a blindfolded group of expert pianists easily recognized three previously played different pianos by randomly
performing over them. Conversely they lost much of their
own recognition ability when just listening to the same pianos [7]. Haptic-enabled keyboard prototypes have been
described in e.g. [8, 9, 10], in which the authors highlighted
that the haptic response at the fingers carries valuable information for the pianist. More recently, Yamaha Corp. has
equipped its flagship AvantGrand digital piano line with vibrational transducers, aiming to reproduce the vibrotactile
feedback that pianists experience while playing the real instrument [11].
Nevertheless, currently the relationships between the perceived quality of a piano and the haptic signature of its
keyboard have been understood only to a limited extent. It
is generally acknowledged that the use of a simplified keyboard mechanics along with keys made of plastic material,
such as those found in consumer digital pianos, inevitably
translate to a less rewarding experience for the pianist. Yet,
the subjective effects of an impoverished keyboard on the
perceived sound quality have not been quantified to date.
Even less is known about if and how the same quality is
influenced by vibrotactile feedback arriving at the pianist’s
fingers once the more prominent somatosensory experience of striking the keys has ceased, leaving space to the
vibrations traversing the instrument until the keys are released. In a related study [12], some of the present authors
conducted a pilot experiment on a digital piano modified
with the addition of vibrotactile feedback. The experiment
tested the perceived sound quality in different settings: i)
original digital piano; ii) use of a physics-based piano synthesizer for external audio feedback; iii) use of the same
synthesizer for both audio and vibrotactile feedback. The
subjects preferred the combination of audio and vibrotactile feedback provided by the piano synthesizer when playing key sequences, whereas they promoted the quality of
the original digital instrument when performing freely. Al-
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though preliminary, these results were in good accordance
with the development stage of the synthesis software at
the time of the experiment. They suggest that vibrotactile feedback modifies, and potentially improves the performer’s experience when playing on a digital piano keyboard.
On the other hand, while investigating the perception of
vibrations on a grand piano, Askenfelt and Jansson [2]
provided quantitative evidence that even ff notes generate partial components whose magnitude hardly exceeds
the known vibrotactile thresholds at the fingers [13]. This
is true even when those partials fall within the frequency
range where this sensitivity is highest [14]. Their measurements, hence, support the claim that neither a piano
keyboard nor the keybed or the pedals should be able to
convey prominent vibrotactile cues to the pianist.
Nevertheless, the above mentioned thresholds were measured with sinusoidal vibratory signals, while lower thresholds may be expected for more spectrally rich signals.
Moreover, pianos convey to the performers sensations going beyond the perception of steady vibrotactile signals.
The pianist is in fact engaged in an enactive experience
where every key depression produces a distinct audiohaptic contact event, immediately followed by the transmission of vibrotactile cues from the keyboard, caused by
the vibrating strings and resonating body of the instrument.
Such cues are subjected to disparate temporal, spatial and
spectral summation or interference effects, depending on
the sequence of played notes and chords, as well as on the
position of the hands on the keyboard. For all such effects
the literature provides only sparse data, furthermore measured in non-musical, especially laboratory setups [15]. Indeed, Keane and Dodd [6] assumed that pianists perceive
vibrations while playing, and studied how professional pianists rated different upright pianos according to the perceived vibration intensity. The model offering less vibration (i.e. the one with a stiffer keybed) was preferred. The
authors however noted that the players generally did not
pay conscious attention to touch and key vibrations.
In this study we hypothesize that performers perceive vibrotactile cues of musical notes through their fingers while
playing. In our experiment, two independent groups of pianists have been exposed to vibrations from the keyboard
while playing notes respectively on a grand and an upright
piano, both giving the possibility to switch the vibrotactile feedback on and off across trials, meanwhile keeping
the auditory feedback constant. The results from the tests
suggest the existence of significant differences between the
condition with and without vibrations, for both setups.
2. TECHNICAL SETUP
The experiment made use of two Yamaha Disklavier pianos, a grand model DC3 M4 (setup in Padova, “PD” hereafter) and a upright model DU1A with control unit DKC850 (setup in Zurich, “ZH” hereafter), offering a switchable “quiet mode” that allows their use as silent MIDI keyboards. In this configuration the hammers are prevented
from hitting the strings, and therefore the piano does not
resound nor vibrate, while the keyboard mechanics is left
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Figure 1: Setup for loudness estimation on the grand piano
(PD) using a KEMAR mannequin.

unaltered.
Since the experiment aimed to investigate the perception of vibrotactile cues at the keyboard while playing,
we took advantage of the switchable quiet mode to either provide vibrations or not. In order to uniform these
two experimental conditions (vibration ON/OFF), subjects
had to be prevented from hearing the acoustic sound of
the Disklavier when set to normal configuration (i.e. the
“vibration ON” condition). Therefore, the MIDI data provided by the Disklavier pianos were used to control a
high quality software piano synthesizer 1 that was configured to simulate a grand (PD) or a upright (ZH) piano.
The synthesized sound was provided by means of isolating headphones Sennheiser HDA-200 (PD) or earphones
Shure SE425 (ZH). In the latter case, earmuffs 3M Peltor X5A were worn on top of the earphones to maximize
sound isolation.
The loudness of the acoustic pianos at the performer’s ear
was estimated by recording with a KEMAR mannequin all
the A keys played at various velocities (Figure 1 shows the
PD setup). Then, the dynamic response of the piano synthesizer was matched to those of the corresponding acoustic piano, by performing similar measures on the KEMAR
mannequin equipped with the corresponding headphones.
Informal testing proved that in this configuration the acoustic sound of the piano was fully masked, and no difference
could be perceived in the heard sound in the two conditions.
The pedals were made inaccessible and were not used in
the experiment. The wheels of the pianos (instrument-floor
contact points) were placed on stacks of rubber-foam layers, while the stools and pianists’ feet were isolated from
the floor by means of thick rubber panels, in this way preventing the subjects to feel vibrations via anything but the
fingers. The two setups are shown in Figure 2.
The software piano synthesizer ran on a laptop computer,
and a RME Fireface 800 audio interface was used to collect MIDI data from the Disklavier pianos and provide audio feedback. The experiment was run under human con1

Modartt Pianoteq 4.5. See www.pianoteq.com.
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Figure 2: Disklavier setups. Top: Yamaha DC3 M4 (PD).
Bottom Yamaha DU1A (ZH).

trol with the help of a software developed in the Pure Data
environment. The program allowed to read playlists describing the series of randomized trials (e.g. A4, vibration
OFF), and record answers for each subject. The quiet mode
of the Disklavier pianos was remotely switched at need via
automatic software control. At each trial, a correctness test
was performed to check on the played note and velocity
(see Section 3 for more details).

up of 16 occurrences of each A key. Half of the trials
were in the “vibration OFF” condition, corresponding to
the Disklavier set to quiet mode.
The participants were asked to sit at the piano and instructed on the procedure. They were explicitly told to
pay attention to the keys vibrations while playing, and not
to take into consideration any tactile cue until a key had
reached the keybed.
Before starting, the subjects wore the provided isolating
headphones (PD), or earphones and earmuffs (ZH). As reported in Section 2, in this configuration they could only
hear the piano synthesizer sound, while the original sound
form the Disklavier (if present, i.e. only in normal mode)
was masked.
At each trial, a voice prompt signaled which A key to play
(numbers 1-8), and right after a metronome started.
The MIDI velocity provided by the Disklavier was
checked against the velocity range 73-127 2 by our data
acquisition software: when playing with insufficient
strength, the participants were required to repeat the trial.
The software also checked whether the right key had been
played.
After giving their judgment, the participants had to remove their hands from the keyboard, in this way preventing them to feel the mechanics switching the Disklavier
from/to quiet mode between the trials. The total duration
of the experiment was about 20 minutes per participant.
Two distinct groups of nine subjects participated in the
grand (PD) and upright (ZH) piano experiments, respectively. The participants in the PD experiment were males,
average age 32 years. In the ZH experiment, the average
age of the participants was 37 years and three of the subjects were females. Most had at least intermediate piano
skills, one at professional level, while three subjects had
practically none.
4. RESULTS
Proportions of correct responses, given by

3. EXPERIMENTAL PROCEDURE

p(c) =

The test was a yes-no experiment. The task was to play a
loud, long note (mf to fff dynamics, lasting 4 metronome
beats at 60 BPM) and then to report whether vibrations
were present or not, respectively by saying aloud “yes” or
“no”. The subjects were instructed to focus on the feeling
at the flesh of the fingertip during the steady-state part of
the sound. They were also told that the vibrations could be
turned on and off and therefore saying ”yes” to everything
would lead to an increased number of incorrect responses.
Only the A keys across the whole keyboard were considered, in this way reducing the experiment’s duration while
maximizing the investigated pitch range, from the leftmost
key of the piano keyboard to near its right end. The 8 A
keys were labeled with numbers (1=A0 .. 8=A7) in order
to minimize the chance of execution errors. Keys 1-4 (A0A3) were played with the left index finger, and keys 5-8
(A4-A8) with the right index finger.
A randomized sequence of 128 trials was provided, made
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hits + correct rejections
,
total trials

where hit = ”yes” response when vibrations were present,
and correct rejection = ”no” response when vibrations were
not present, were calculated for each participant individually for each A key. Average results for the upright
and grand configurations are presented respectively in Figures 3a and 3b, showing a similar trend. For the lowest
three pitches (A0 to A2), the subjects could easily discriminate between the trials with and without vibrations. In
the middle register the proportion of correct responses was
still over 60%, while it finally dropped to chance level at
A5 (f0 = 880 Hz).
A sensitivity measure of detection theory d0 [17], estimating the strength of a signal given the separation and spread
of the distributions of inner responses when the signal (vibrations) is either present or not, was computed for the up2

Approximately corresponding to dynamics from mf to fff.
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Figure 3: Mean proportions correct for the upright (a) and
grand (b) piano configurations. Chance performance given
by dashed line. Error bars present within-subjects confidence intervals according to [16].
right piano and for each individual separately according to
d0 = z(hits) − z(false alarms),
where z signifies Gaussian z transformation and hits =
proportion of ”yes” responses with vibrations present and
false alarms = proportion of ”yes” responses with vibrations absent. The individual d0 estimates, however, suffer
from increasing statistical bias with low numbers of vibrations present and absent trials (8 each). Furthermore, the
frequent occurrence of 0 and 1 proportions at low pitches,
where the task was easy, calls for adaptations of the proportions in order to avoid infinite d0 . Therefore, individual proportions were pooled within groups of subjects who
shared a reasonably similar individual sensitivity d0 and decision criterion c, given by [18]
c = −1/2 ∗ [z(hits) + z(false alarms)]
A group d0 was estimated for each pitch as an average of
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2-3 such groups in order to achieve a measure less biased
than a simple average of all individual d0 s. The subjects
could be roughly divided into two main groups according
to their behavior. One group of subjects had a tendency
to say “no” in the low range, where discrimination was
easy, and to say “yes” more likely in the high range where
discrimination was practically impossible. They seemed to
aim at a more even rate of positive and negative responses
over the whole pitch range, while the second group had
an opposite strategy. The subjects from the second group
had a tendency to say “yes” in the low range and “no” in
the high range, as if they had drawn the conclusion that
there were no “yes” cases available in the high range and,
to compensate, lowered their criterion in the low range.
The estimated d0 is presented as a function of pitch in
Figure 4. Similarly to the proportions correct, the group
d0 drops to chance level at A5 and is about 0.5 at A4.
From A0 to A3 d0 drops from high to moderate sensitivity (d0 = 1 corresponds to 69% correct). The criteria and
sensitivities were more varied in the grand piano configuration and individuals were not easily grouped for pooling proportions to estimate a group d0 . Further analysis is
therefore based on proportions correct.
The cut-off point for perception of key vibrations seems
thus to be somewhere above A4 (f0 = 440 Hz). The
distributions of individual proportions correct for grand
and upright pianos were statistically tested at that pitch.
The Kolmogorov-Smirnov test supports the hypothesis that
both distributions share a same location (D = 0.111, p =
1), so the distributions were combined. The resulting distribution (sample µ = 0.615 and σ 2 = 0.032) was tested
for normality by the Shapiro test (W = 0.926, p = 0.164),
indicating that the joint distribution could be roughly normal. The 95% confidence interval for the joint mean was
found by a t-test to be [0.525, 0.704]. Since chance level
(p(c) = 0.50) is just outside the confidence interval, it was
concluded that key vibrations are still perceivable at A4.
At that pitch, exactly 50% of the subjects were successful
at discriminating between the vibration ON and OFF trials,
with a minimum p(c) = 0.69 and mean p(c) = 0.771. At
A5, only one subject exceeded chance level (p(c) = 0.62).
Finding a more precise cut-off point is left for a future experiment.
5. DISCUSSION
Askenfelt and Jansson measured piano key vibrations [2]
and concluded that they exceed the detection threshold
(measured by Verrillo [13, 14]) only in a narrow range
around 200 Hz, where the human sensitivity to vibrotactile stimulation is highest. Our findings contradict those
results especially in the low range up to 110 Hz, where
detection was clearly easier than in the range of highest
sensitivity, where only two thirds of the subjects were successful at detecting key vibrations. This may be explained
by the nature of the vibratory signal which was not sinusoidal, unlike in the threshold measurements by Verrillo.
Generally lower thresholds have been reported for complex
than sinusoidal signals in the palm area for stimuli above
250 Hz [15]. Other measurements have also revealed that
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sensory vibratory noise applied to the soles of the feet reduces gait variability and falls in elderly participants [25].
Such studies have also shown that, although not significantly, young participants improved their balance as well
when their locomotion was supported by subsensory noise
underfoot. The physical phenomenon at the base of these
results is called stochastic resonance: noise makes weak
signals occasionally achieve amplitude peaks that exceed
the somatosensory system thresholds. At that point, the resulting vibrotactile sensation triggers the appropriate motor function [26]. Unfortunately, similar results have not
been investigated in motor tasks involving the arms, hands
and fingers. Nevertheless, each time a pianist strikes the
keys (s)he receives a strong, broadband vibrotactile attack
signal that progressively focuses, during decay, around the
partial components of the played notes. In a suggestive hypothesis that our study cannot confirm, we speculate that
not only does the attack component enable pianists to perceive otherwise sub-threshold vibrotactile stimuli – similarly to what stochastic resonance allows for – it may also
help the performer increase her control over the hand motor task, and for this reason even influence the perceived
quality of the instrument as a by-product of the consequent
improvement in the musical performance.
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Figure 4: Group d0 for the upright configuration. Chance
performance given by dashed line.

vibrotactile signals carry loudness, timbre and even pitch
information [19, 20], so the vibration spectrum has obvious
perceptual importance.
Human vibrotactile perception combines information
from four psychophysical channels [21], the Pacinian
channel (P) and three non-Pacinian channels (NP I, II, and
III), whose frequency response overlaps partially. Thus
vibrotactile thresholds depend on the sensitivity of each
channel at a given frequency, and suprathreshold vibrations may activate two or more channels at the same time.
The P channel is most sensitive around 250 Hz, while the
NP I and NP II channels mediate lower frequency bands.
The higher sensitivity in the lowest pitch range observed
in the present study, could be caused by either relatively
high energy in the frequency range of the P channel, or
high vibration levels in the lower range, which clearly exceed the threshold of the NP channels. Moreover, in the
frequency range for the P channel, spatial summation is
known to lower thresholds. Verrillo showed that thresholds decrease by 3 dB by doubling of contact area in the
range around 250 Hz but not in the lowest bands [13]. He
however considered smaller contact areas as compared to
our case, where areas could vary from the very tip of the
finger, to the whole fingertip.
Cross-modal interactions between auditory and vibrotactile perception are a possible source of threshold changes,
however contradictory results are found in the literature.
For instance, Verrillo [22] reported that vibrotactile thresholds increase slightly in presence of a matching (and therefore masking) auditory stimulus, while Ro et al. [23]
showed that sounds matching the frequency content of vibrotactile stimuli enhanced their perception.
Our study concerns active pressing, and the forces normally exerted by pianists over the keyboard range from 1
N (soft legato) to 50 N (fff staccato) [2]. The effects of active pressing force on vibrotactile perception are not thoroughly known, but there is evidence that vibrotactile magnitude sensation increases under a passive static force [24].
Motor locomotion studies have demonstrated that sub-

6. CONCLUSIONS
Contradictory research results exist concerning the vibrotactile perception of notes from a piano keyboard. In fact,
the related literature either assumes the existence of salient
cues of vibration coming from the instrument, or is conversely skeptical about the ability of pianists to perceive
such cues during playing. The experiment reported in this
paper supports the former conclusion, limited to the lower
part of the keyboard, for both upright and grand pianos.
Future experimental activities will be targeted at 1) investigating perception of vibrotactile cues under more general conditions (particularly exploring different dynamic
ranges and different tone durations, as well as using a
larger set of piano keys), and 2) understanding the role
of vibrations in subjective assessments of perceived piano
quality.
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ABSTRACT
In this paper we present a study we conducted to assess
physical and perceptual properties of a tactile display for a
tactile notification system within the CIRMMT Live Electronics Framework (CLEF), a Max-based 1 modular environment for composition and performance of live electronic
music. Our tactile display is composed of two rotating eccentric mass actuators driven by a PWM signal generated
from an Arduino microcontroller. We conducted physical
measurements using an accelerometer and two user-based
studies in order to evaluate: vibrotactile absolute perception threshold, differential threshold and vibration spectral
peaks. Results, obtained through the use of a logit regression model, provide us with precise design guidelines.
These guidelines will enable us to ensure robust perceptual
discrimination between vibrotactile stimuli at different intensities. Among with other characterizations presented in
this study, these guidelines will allow us to better design
tactile cues for our notification system for live-electronics
performance.
1. INTRODUCTION
In a preliminary study by Schumacher et al. [1] we presented a prototype system for tactile notifications within
CLEF (the CIRMMT Live Electronics Framework) 2 composed of two vibrating actuators and a software control
module seamlessly integrated into the Max 3 environment.
The haptic display was designed to allow performers and
composers to take advantage of haptic feedback in the context of live-electronics music performance.
The purpose of the current study is to investigate physical
characteristics and perceptial correlates such as threshold
and perceived intensity for the vibrating disk motors used
in the tactile display mentioned above. The final goal is to
1

develop a more coherent and meaningful vibrotactile notification system; for this reason we designed two experiments to investigate the perceptual saliency of different
vibrotactile stimuli.
Since several factors, e.g. experimental design, contact
area, choice of actuator and body locus may affect threshold levels obtained in perceptual tactile experiments (see
[2], [3], [4], [5]) we designed our experiment with the explicit aim of characterizing only the specific set-up for our
vibrotactile application.
Subsequently we present guidelines for design of a set of
Tactons [6] that can be used to encode and transmit information to performers via the vibrotactile notification module in CLEF. 4
2. PREVIOUS WORK
The use of live electronics, i.e. real-time processing of
sound during a performance, is common practice in mixed
music. In this context, facilitating the interaction between
the performer and the live-electronics system has become
a key concern for both musicians and system designers [7].
In interactive electronics, performers are often left without
feedback regarding the internal state of the live-electronics
system. This issue is commonly addressed by adding assistive visual or auditory displays, such as on-stage screens
or auditory click tracks. Unfortunately, such solutions may
often be intrusive and distracting for the performer.
In our previous work [1] we presented a possible solution
to this problem by introducing a modular system for tactile
notifications within CLEF, a Max-based live-electronics
environment developed by the third author. Results indicated that the haptic modality might be a promising alteranative communication channel for conveying musically
relevant information.
2.1 Tactile Feedback in Live-Electronics

www.cycling74.com
http://clef.sf.net
3 See footnote 1.
2

Copyright: c 2014 Emma Frid et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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The role of haptic, and especially tactile, cues in the context of musical interaction has been thoroughly investigated through the past decades. Researchers have identified tactile cues which can be sensed by performers while
4 Tactons are tactile structural messages that can be used to communicate information.
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playing a traditional musical instrument, and tactile actuation technology has been extensively adopted in the design
of Digital Musical Instruments (DMIs).
Tactile feedback, especially in the form of tactile notification [8] has already been used in the context of liveelectronics performance to convey information regarding
the performer’s direct action and effect on a system [9];
the performer could for example receive a tactile confirmation after successfully triggering various effects via a foot
pedal. Furthermore, tactile feedback has also been used to
coordinate musicians in free-improvisation performances
with live-electronics [10].
In our previous work [1] we aimed at generalizing and
expanding these concepts. We provided CLEF performers
and composers with a tool capable of displaying not only
control-data, i.e. specific commands from user to the system which the system can espond to, but also more abstract
parameters that are not directly linked to the user-system
control flow, e.g. score-related information such as musical tempo. Our tactile display consisted of two vibrating
actuators (rotating eccentric masses) placed on the back of
the performer. The tactile display was controlled via an
Arduino Nano Microcontroller.
3. PERCEPTUAL AND PHYSICAL
CHARACTERIZATION OF THE TACTILE
DISPLAY
One limitation of our previous work was the lack of characterization of the vibrating actuators used to display the
tactile stimuli. This may cause uncertainty when designing tactile cues, as one could not be sure of, for example,
the perceived intensity and discrimination of a number of
buzzes marking tempo changes in a complex passage in a
piece.
To overcome these type of limitations, we carried out several measurements and perceptual tests to assess the properties of the vibrating actuators used in the display. These
data could provide a solid foundation for the development
of a library of preset Tactons and Tacton editors in CLEF.
3.1 Accelerometer Measurements
The actuators used in this project are two VPM2 flat rotating eccentric masses from Solarbotics Ltd 5 . These vibrating disks do not provide separate control of the frequency
and amplitude parameters. The only control parameter in
the context is the duty-cycle of the PWM wave driving the
eccentric masses, which can be considered as indirectly
linked to the intensity of the vibration. [11] The actuators
were driven using a ULN2803A 6 IC unit as motor driver.
This was connected to an Arduino Uno board generating a
PWM signal. The PWM duty cycle (with values ranging
from 0 to 1) is the only parameter that can be continuously
controlled by the user.
5 https://solarbotics.com/download.php?file=
159e
6 http://pdf.datasheetcatalog.com/datasheet/
SGSThomsonMicroelectronics/mXssxrt.pdf

Figure 1. A VPM2 actuator next to a 10 cent coin.

Figure 2. PCB 352C23 1-axis accelerometer fixed to the
actuator.
We fixed a PCB 352C23 7 1-axis accelerometer on the top
face of the actuator using a small piece of wax and measured the actuator vibration for ten discrete PWM duty cycle values (0.1 to 1.0) to assess the actual amplitude of vibration and peak frequency at each step. Moreover, the
ramp-up (i.e. the time in ms to reach the peak vibration
amplitude) and ramp-down (i.e. the time to return to the
steady state after activation) times were measured.

Figure 3. A test subject wearing our tactile display.
Printed with permission.

3.2 Perceptual Experiments
Two vibrating disk motors driven via PWM output from an
Arduino Uno board were placed on the back of the torso
of the subject using a Velcro R band. The actuators were
placed symmetrically about the spine of the user and participants wore the display directly on the skin. The software used in the experiments was coded in Max and the
communication between the host computer and Arduino
board was handled using the Firmata protocol.
With the specifics of musical performance in mind, loci
were chosen to be as unobtrusive while still effective as
possible. Although sensory perception is more sensitive
on the fingertips, such loci is not suitable in the context of
instrumental performance, as the hands often are preoccupied in the context of a musical performance. A locus on
the back of the torso was therefore chosen, since this position is expected to interfere little with the movements of
the performer. Furthermore, the large area of the back of
7
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the torso introduces spatial locus as an additional parameter for information display [12]. Sensory perception on the
back has previously been investigated in [13, 14] and the
back has proficiently been used to convey information via
vibration in numerous studies (e.g. [15, 16]).
Two perceptual experiments were carried out in order to
investigate vibrotactile absolute threshold (1) and vibrotactile differential threshold (2). A total of 8 subjects (4 men
and 4 women, 21-31 yrs) participated in experiment (1)
and a total of 10 subjects (5 men and 5 women, 21-31 yrs)
in experiment (2).
Vibrotactile stimuli had a length of 500 ms and were
switched on and off immediately; the PWM duty cycle was
set to go immediately from 0 to 1 for the attack and 1 to
0 for the release respectively. The only difference between
stimuli presented in the perceptual experiments were intensity (which, in turn, affected ramp-down time, see results
presented in Table 1).
In order to prevent the risk of biased responses caused by
auditory cues, subjects wore headphones with a low level
of pink noise during the experiment. The level of the noise
was adjusted so as to mask the sound produced by the vibrating motors for the highest duty cycle level.
3.2.1 Vibrotactile Absolute Threshold
A standard method of constant stimuli was used in order
to estimate vibrotactile absolute threshold (from here on
referred to as VAT). A set of 5 equally spaced stimulus intensities, corresponding to duty-cycles of the PWM ranging from 0.1 to 0.5, was chosen. Each stimulus level was
repeated six times in a randomized order, thereby giving a
total of 30 stimuli. The length of each stimulus was set to
500 ms.
In order to prevent adaptation effects, i.e. that subjects
experience a decrease in sensory magnitude of a stimulus
due to continuous vibrations over extended periods of time
[17] [18]), a number of 5 stimuli was presented on the left
actuator, whereafter 5 were presented on the right actuator. As noted in [19], the time to recover from a decrease
in sensory magnitude (the recovery time) is about half the
time required for adaptation. A pause of the same length as
the vibrational pattern was thus introduced after each shift
of actuator in order to prevent adaption effects.
Participants were asked to press the space-bar of an external keyboard every time (s)he could perceive a stimulus.
The proportion of detected stimuli was annotated for each
stimulus intensity. VAT was defined as the point where the
proportion of detected stimuli was above 50 %.
3.2.2 Vibrotactile Differential Threshold
The vibrotactile differential threshold (or Just Noticeable
Difference, JND) corresponds to the change in duty-cycle
at which a an difference in a detected stimulus can be detected. A two-alternative forced-choice experiment (2AFC)
for “same” or “different” discrimination was adopted in
order to approximate the difference in vibrotactile stimulus intensity level (corresponing to the PWM duty cycle)
required for two stimuli as being different in terms of intensity.
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A total of 81 stimuli pairs of various intensity levels were
presented in randomized order. Each stimulus pair consisted of two vibrotactile pulses of a length of 500 ms length,
separated by a pause of randomized length (750 to 1500
ms). The 81 stimuli pairs consisted of all combinations
of duty cycles within the perceptual threshold, i.e. 0.21.0 (lower threshold determined via the VAT experiment),
quantized in steps of 0.1. This resulted in 81 (92 ) stimuli
pairs, where 9 pairs were combinations of the same intensity, and 72 were pairs with different intensities.
A total of 5 stimuli pairs were presented on the left actuator, whereafter a pause for recovery was introduced in
order to prevent adaptation effects. The active actuator,
i.e. the actuator presenting the tactile stimuli, then changed
from left to the right side and the pattern of 5 stimuli continued. The vibrotactile pattern of 5 stimuli was approximated to last about 15 seconds in average. A pause of 15
seconds was thus introduced between each switch of actuator, enabling a total recovery time of 30 seconds.
The subject was asked wether (s)he could detect a difference in stimulus intesity between the two vibrotactile
pulses by pressing one of two assigned keys labeled “same”
or “different” on an external keyboard. The subject had 4.5
seconds to answer before next stimulus was presented. If
no answer was recorded for one stimuli pair the answer
was set automatically to “same”, since it was assumed that
a too long response time would suggest that it was hard to
decide wether the stimuli were actually different, thereby
indicating that stimuli were perceived as being similar.
4. RESULTS
4.1 Accelerometer Measurements
The data collected using the accelerometer attached to the
actuator allowed us to investigate several characteristics of
the specific vibrating motors chosen for the project.
Ramp-up time required for the motor to go from zero to
full amplitude was lower than 15 ms for discrete duty cycle levels ranging from 0.1 to 1.0. The ramp-down time
required for a decrease from full amplitude to zero ranged
from 400 to 610 ms for duty cycles of 0.2-1.0 (the time for
a duty cycle of 0.1 could not be consistently measured due
to low signal-to-noise ratio). The ramp-down time was defined as the time from full amplitude of the PWM signal
to the moment where the noise floor in the accelerometer
signal was reached. A summary of ramp-down times can
be found in Table 1.
As seen in the table, a duty cycle of 0.2 resulted in a 400
ms ramp-down. However, since results from the VAT experiment suggested that duty cycles below 0.2 are below
perceptual threshold, we can consider the longest relevant
ramp-down time for the actuators to be approximately 200
ms (ideally you can subtract the 400 ms of ramp-down time
corresponding to 0.2 amplitude from all measured rampdown times, since what happens in those 400 ms is not
perceivable). It has to be remarked that these values might
be influenced by our experimental set-up where the actuator was placed on a table, and that results might change
when the actuator is in contact with a user’s skin.
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Duty cycle X0
t (ms)

0.2
400

0.3
490

0.4
540

0.5
580

0.6
580

0.7
600

0.8
600

0.9
610
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1.0
610

Table 1. Ramp-down times for different duty cycles.
Fig. 4 clearly shows that amplitude and frequency are both
correlated with the PWM duty cycle and thus cannot be directly controlled with this specific type of actuator. Moreover, the relationship is also not linear, with a clear tendency to stabilize in the higher end of the duty cycle range.

each difference in duty cycle (i.e. for each X1 ) by collapsing the data over subjects. . Correctness was defined
as the percentage of the observations where a stimuli-pair
was rated as“different” where there was actually a physical difference in duty cycle, i.e. a X1 of 0.1 or more. The
average percentage of correctness was in other words computed for each of the 72 stimuli pairs that were different in
terms of intensity. Results can be seen in Table 2.
Duty cycle X1
Percentage %

0.1
26

0.2
38

0.3
55

0.4
63

0.5
81

0.6
83

0.7
90

0.8
95

Peak Frequency

Frequency (Hz)

400

Table 2. Correctness for different duty cycles.

350

300

250

200
0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

PWM duty cycle
Average Power
Average Power (dB)

−35

β0
X0
X1
Observations

β
-0.67***
-2.09***
7.75
810

σ
0.39
0.61
1.09

−40

−45

Table 3. Regression coefficients with standard deviation.
∗ ∗ ∗p < 0.001

−50

−55
0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

PWM duty cycle

Figure 4. Peak frequency (top) and RMS Amplitude (bottom) at each discrete PWM duty cycle step from 0.2 to 1.
These properties, and how they are perceived by final
users when applied to their skin, have to be taken into account when designing tactile effects to be used with our
tactile display.
4.2 Vibrotactile Absolute Threshold
Surprisingly, all of the subjects were able to detect all stimuli ranging from 0.2 to 0.5. As for stimuli with a duty cycle
below 0.2, only 4.2 % of the presented stimuli were detected. Duty cycles below 0.2 could thus be considered to
be below threshold. We can therefore conclude that duty
cycles below 0.2 should not be used when designing Tactons in this particular set-up, i.e. with an actuator configuration with actuator locus on the back of the torso.
4.3 Vibrotactile Differential Threshold
The overall aim of the differential threshold experiment
was to investigate which difference in duty cycle (X0 ) that
was required in order to ensure robust discrimination between vibrotactile stimuli. It has previously been found
that a difference of at least 20-30 % in amplitude is necessary for such robust discrimination between vibrotactile
stimuli [5]. An assumption before carrying out the differential test was that not only the difference between two
vibrotactile stimuli but also the order of the presented stimuli would affect vibrotactile perception (i.e. that the results
would depend on whether the lowest or highest PWM duty
cycle was presented in a stimuli pair).
From the 810 observations collected from the perceptual
experiment an average correctness could be calculated for

- 957 -

X0
0.2
0.3
0.4
0.5
0.6
0.7
0.8
0.9
1.0

Xr
0.32
0.35
0.37
0.40
0.43
0.45
0.48
0.51
0.53

%
39.90
43.26
46.63
49.99
53.35
56.72
60.09
63.45
66.81

Table 4. Required duty cycle differences (Xr ) in order to
obtain robust discrimination between vibrotactile stimuli.
By dividing the 72 stimuli pairs in two subgroups depending on whether a low stimulus level was presented first or
secondly, two groups of 36 pairs each were obtained. In
order to investigate if the order of the stimuli influenced
the vibrotactile differential threshold, a two-sample t-test
for comparing means was performed on the two samples
(since n > 30). For a 95 % confidence interval a p-value
of 0.97 was obtained, hence the null hypothesis of that the
two distribution’s true difference in means is equal to zero
could not be rejected. We could thus conclude that the average correctness of a rating of a specific stimuli pair is not
affected by the order in which the stimuli are presented.
Consequently, a logistic regression analysis was performed
on the data set. Logistic regression [20] has the advantage
of predicting the probability of an event outcome from a
set of predictors (in our case: start value of the duty cycle
and difference in duty cycle between two stimuli).
The proposed model for probability of a perceived difference was defined as follows:
logitP = xβ =
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( X0 ) at this specific probability level. The obtained values
can be found in Table 4. As seen in the table, the required
duty cycles range from 0.32 to 0.53, corresponding to a difference in percentage of approximately 40 to 67 % (if the
total range is set to a duty cycle of 1 − 0.2 = 0.8). The obtained percentage values can be compared to the confirmed
results of 20 to 30 % in amplitude difference, as suggested
in [5]. The fact that this study had strict constraints (the
80 % predicted probability) might be the reason for this
increases the required intensity difference.

Probability vs. difference in duty cycle
1.00

0.75
Start duty cycle (X0)

Predicted Probability

0.2
0.3
0.4
0.5
0.6

0.50

0.7
0.8
0.9
1

0.25

0.00

0.25

0.50

0.75

1.00

DutyCycleDifferenceX1

Figure 5. Predicted probability versus difference in duty
cycle X1 plotted for different start values X0 (“pwm02”
corresponds to the duty cycle 0.2).
= β0 + β1 X0 + β1 X1 + [β2 ...β10 ][X2 ...X10 ] + 
Where βn corresponds to the regression coefficients, X0
and X1 are the explanatory variables (start value of duty
cycle and difference in duty cycle, respectively), [X2 ...X10 ]
a vector of dummy variables with corresponding coefficients [β2 ...β10 ] and  is a an error term. Dummy variables are incorporated in the regression model in order to
account for effects caused by individual differences in sensory perception among the subjects, i.e. that some subjects perceived the stimuli as consistently being stronger
or weaker. Subject 10 was set as reference for the dummy
variables and clustered robust standard errors were used in
order to correct standard errors for model specification.
The obtained β estimates, i.e. the resulting regression
coefficients, can be found in Table 3. According to the
results, both difference in duty cycle and start value of the
duty cycle were significant predictors of the probability of
a response equal to “different” (p < 0.001).
The logit function was transformed back to the probability scale according to the formula specified below. The
resultant probabilities for X0 from 0.2 to 1.0 and X1 ranging from 0.2 to 0.8 were subsequently computed. Results
are visualized in Figure 5 and 6.
P different =

1
1 + e−xβ

(1)

Where xβ is the resulting model:
xβ = −0.67 − 2.09X0 + 7.75X1

(2)

In order to ensure robust discrimination between vibrotactile stimuli of different start-values X0 we opted for a predicted probability of P = 0.8 and computed the required
difference in PWM duty cycle ( Xr ) for a fixed start value
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Figure 6. Predicted probability versus difference in duty
cycle X1 plotted for different start values X0 . Red intensity is a measure of how low the predicted probability is;
coupligns in the white area should be opted for in order to
ensure robust discrimination.

5. SUGGESTIONS FOR TACTON DESIGN
It has previously been found that it is possible to encode
information by using different intensity levels of tactile
stimuli [21]. Based on our findings presented above, we
can conclude that subjects are able to discriminate between
certain intensity levels presented using the actuator set-up
in our tactile display. This indicates that the intensity parameter can be used to convey information to the musician
while using our vibrotactile display for CLEF. Based on
our findings, we can draw a number of conclusions that
may serve as general guidelines for the design of a preset
library of Tactons and arbitrary tactile notification cues in
CLEF:
1. From the absolute threshold experiment we can conclude that duty cycles below 0.2 should not be used
to encode information in our vibrotactile tool.
2. Results from the differential threshold experiment
indicate that the order of stimulus intensity does not
affect intensity discrimination and therefore does not
need to be taken into account.
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3. The logistic regression model provides useful guidelines for selection of duty cycles. As shown in Figure 5 and Table 4, the difference in duty cycle between two stimuli is a function of the absolute values with reference to the intensity scale (0.2 − 1.0):
a lower duty cycle will require a smaller difference
between the two stimuli than a higher duty cycle, in
order to ensure the same probability of them being
perceived as “different”.
4. Considering temporal aspects related to the physical characteristics of the vibrating disk motors, we
can conclude that ramp-up times are almost negligible and need not to be taken into consideration
upon Tacton design. However, the relevant rampdown times are significantly longer, ranging up to
200 ms. This assymmetry in the envelope should
be considered when designing, for instance, Tactons
with fixed decay time or pulse-train-like Tactons for
the tactile display.
5. No successive pulses with inter-onset-times less than
200 ms can be transmitted with this particular actuator set-up.
After analysis of the values introduced in Table 4 we propose information encoding in terms of the intensity parameter consisting of any combination of the following couplings of discrete duty cycle values. Presented together
with their Weber fractions (the ratio of the difference threshold to a reference level) [22, 5] in Table 5, these couplings
are likely to ensure robust intensity discrimination and thus
effective information display. In contrast to the findings in
[5], the Weber fractions are not clustered around 10 to 30
% difference.

a message and vibrotactile intensity level. Low level intensities (duty cycles of 0.2) could be used for less urgent messages; e.g. low-intensity click-tracks providing
vibrotactile information, similar to the auditory feedback
of a standard metronome. Higher intensities could be used
in order to convey notifications or alerts of great importance or higher urgency, for example in situations where
the performer needs to be informed about an important future event in a score.
If temporal factors such as ramp-down time is an important factor for the design of vibrotactile stimuli, one solution is the use of a different motor driver circuit. The
motor driver circuit could use, for instance, a full h-bridge
driver with switch capabilities. Such a driver allows an
almost-instantaneous stop of the motor by rapidly inverting the plus and minus terminals. However, changing the
hardware in such a manner might require a drastic redesign
of tactons.
Finally the results from the measurements of peak frequencies of the disk motors show frequencies ranging from
200 to approximately 380 Hz. This information is useful
for the selection of loci for the vibrating disk motors, since
different parts of the human body have different sensitivity to certain frequency ranges. In this context it is worth
noting that the sensitivity peaks, i.e. the best frequency
to lower threshold of perception, can be found around 250
Hz for the human tactile perception [18]. According to the
results presented in Figure 4, a frequency of 250 Hz can
be found somewhere between the duty cycles 0.2 and 0.3.
This goes in line with the low values of duty cycle difference Xr required for robust discrimination of vibrotactile
intensity, as presented in Table 4.

6. CONCLUSIONS
Stimulus 1
Stimulus 2
Wfraction

0.2
0.5
2.5

0.2
0.6
3.0

0.3
0.7
2.3

0.3
0.8
2.7

0.4
0.8
2.0

0.4
0.9
2.3

0.5
0.9
1.8

0.5
1.0
2.0

0.6
1.0
1.7

Table 5. Suggested intensity couplings for effective information display.
As suggested in [19], not more than four different intensity levels between the detection versus comfort-pain
threshold should be used when designing vibrotactile stimuli. Selecting couples from Table 5, we may propose three
different intensity levels for information coding in our tactile display (e.g. 0.2, 0.5 and 0.9). Such a choice of intensity levels would, according to the predicted model, be
perceived as different from each other for the probability
value of P = 0.8.
The selection of three intensity levels for information encoding are furthermore in line with previous findings presented in [23], where it was found that intensity can be successfully used as a parameter in Tactons when three levels
of intensity are presented using a standard mobile phone
vibration motor.
Possible information coding of these three intensity levels could for example be mappings between urgency of
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In this paper we presented quantitative measurements and
perceptual test data for the characterization of a tactile display used for encoding and transmission of haptic notifications in CLEF, a live-electronics composition environment. Our work is motivated by the fact that vibrotactile
thresholds are highly depending on the context of use. In
order to guarantee design transparency and to provide a
robust platform for design of tactile events, we evaluated
both physical and perceptual characteristics of our specific
set-up.
The results of our tests indicate that duty cycles below 0.2
should not be used for information display. Furthermore
we provide a table of possible couplings of intensities that
enable robust (i.e. more that 80% success rate) discrimination of vibrotactile stimuli, in the case where stimuli of 500
ms such as those described in 3.2.1 are used. Ultimately,
we listed a number of guidelines for the design of Tactons
and their potential for mappings to specific musical parameters.
Although the work on our Tacton library design is CLEF
specific, the results obtained from this study can be used as
a perceptual base to build tactons in other musical contexts
as well.
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7. FUTURE WORK
As a continuation of this study, we aim at investigating the
temporal JND between two vibrotactile stimuli which are
otherwise identical. This will allow us to define more complex Tactons, i.e. tactile structural messages, which are
better suited to transmit different types of information (e.g.
immediate interaction feedback, cues in a score, symbolic
parameters). It should be stated that our study was carried
out in a lab-scenario. It would be interesting to expand
the current study to tests involving musicians. Moreover,
our hypothesis that three different intensity levels should
be used in tactile information encoding may be verified in
future perceptual experiments.
Once the characterization of the display, and the building
blocks for the Tactons will be completed, we will create
a library of tactile notification presets ready available for
mapping to musical cues or control parameters to be loaded
into CLEF. This will be combined with a Tacton editor for
customized design of tactile cues.
CLEF is freely available for Mac OS and Windows platforms at: www.clef.sf.net.
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ABSTRACT
Octave dual-tone is one of the most difficult patterns to
identify in multipitch estimation (MPE), as the spectrum of
the upper note is almost masked by the lower one. This paper investigates the potential for a supervised binary classification framework to address this issue, and whether such
a framework is adequate for diverse real-world signals. To
this end, a new dataset comprising of 3,493 real single
notes and octaves recorded by two pianists and guitarists
are constructed to facilitate an in-depth analysis of this
problem. The dataset is available to the research community. Performance of synthetic and real-world octave dualtones using various spectral-, cepstral- and phase-based
features are studied systematically. Our experiments show
that the instantaneous frequency deviation (IFD) represents
the most reliable feature representation in discriminating
octave dual-tones from single notes. Based on this new
dataset and the RWC dataset, we present a series of experiments to offer insights into the performance difference between synthetic and real octaves, piano and guitar notes, as
well as studio recordings and home recordings. As the proposed method holds the promise of resolving octave dualtone, we envision that it can be an important module of a
multipitch estimation system.
1. INTRODUCTION
Consonant intervals are a very common part of music in
our everyday lives. With frequencies of simple integer ratio, consonances have more coincident partials (overlapping harmonics) than dissonances. From a signal processing perspective, this makes it more difficult to specify all
the pitch occurrences from the spectrum [1]. Accordingly,
resolving overlapping harmonics poses a great challenge
in multipitch estimation (MPE) tasks for multi-source music signals [1, 2, 3, 4, 5, 6, 7, 8, 9, 10, 11, 12]. Among
the basic music intervals, the most challenging one might
be the octave dual-tone (perfect 8th intervals), as the fundamental frequency (f0) of the upper note is exactly twice
of the lower note. For instance, the spectrum of an octave
dual-tone A4+A5 would be much similar to that of a single note A4, as Fig. 1 shows. While the lower note A4 can
usually be identified by MPE algorithms, identifying the
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Figure 1. Spectra of a lower single note (A4, f0=440
Hz), an upper single note (A5) and an octave dual-tone
(A4+A5). All three samples are played by the same musician and with the same piano. Upper: 0 to 4 kHz; lower:
4 to 8 kHz.
presence of the co-occurring A5 is challenging. We refer
to this confusion between a single note and its corresponding octave dual-tone (usually with its upper octave) as the
octave detection error (instead of the confusion between a
single note and the other single note an octave higher or
lower to it).
To circumvent this issue, a number of solutions have been
proposed, encompassing those based on smoothness approximation [1, 3, 2], linear or non-linear interpolation from
non-overlapping harmonics [5, 7, 6], and probabilistic models for spectral envelope (SE) modeling [3, 4], amongst
others. Recently, matrix decomposition-based MPE algorithms have also been proposed, such as non-negative matrix factorization (NMF) or sparse coding (SC) [7, 3, 8, 9].
However, the performance of many prior arts is limited by
the linear superposition assumption of the magnitude spectra and the requirement of obtaining non-overlapping harmonics as a reference. Moreover, oftentimes the evaluation of existing methods is performed on synthesized data
alone, whose acoustic properties can be largely different
from real-world signals.
There might not be feasible non-overlapping peaks for
the masked, higher notes (e.g., A5) in real-world signals.
As Fig. 1 exemplifies, although the second harmonic of
A4 and the f0 of A5 coincide at position ‘A’, the amplitude of A4+A5 at ‘A’ is smaller than A4 and A5, possibly
due to destructive interference or nonlinear effects. At po-
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Figure 2. The scheme for octave classification — discriminating a single note from the corresponding octave dualtone.
sition ‘B’, the peak amplitude of A4+A5 is larger than the
sum of A4 and A5, which might also be a nonlinear phenomenon. Due to inharmonicity [13, 14] and longitudinal
string modes [15, 14], the harmonic series in higher frequency start to deviate from the integer multiples and get
irregular. Peak pairs ‘C, D’ and ‘E, F’ of A4+A5 are concerned by such effects. The additivity assumption of the
magnitude spectra turns out to be too strong, in view of the
interference with phase or nonlinear effects accompanying
an octave dual-tone.
Since most MPE algorithms have stronger ability in recalling the lower note of an octave dual-tone, the octave
ambiguity problem may be posted in an alternative way:
how to distinguish between a single note and its corresponding octave dual-tone? As a preliminary attempt, we
formulate this as a binary classification problem and experiment with a variety of spectral-, cepstral- and phase- derived features in the context of such an octave classification
problem. In addition, a new real-world octave dataset of
piano and guitar sounds with various dynamics and playing styles is collected for a systematic evaluation. Both
real and synthesized signals are considered on a singlenote level. Although we understand that it is important to
evaluate the effect of the proposed octave classifier directly
in the context of MPE, we opt for leaving this as a future
work and concentrate on the issue of octave classification
in this paper.
We carefully design six different experiments to gain insights from this study. In what follows, we describe the
proposed system and evaluation framework in Sections 2
and 3, the experiment results in Section 4, and we draw
conclusions in Section 5.
2. APPROACH
Octave classification can be understood either in the context of timbre classification or as a special case of classification based MPE [16]. The basic idea is to learn a audiobased binary classifier that discriminates a single note and
its octave dual-note counterpart. As depicted in Figure 2,
the system mainly contains a feature extraction step and a
classification step. We use linear support-vector machine
(SVM) [17] for classifier training here.
In particular, we assume that in a practical MPE system
octave classification can be used as a refining and calibration procedure after a set of note candidates has been
selected [5, 6]. For example, after an A4 has been de-
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tected, octave classification further verifies the presence of
the upper note A5 in the signal. Therefore, in the proposed
scheme we assume that the f0 of the lower note is known
a priori, and train a binary classifier for each pair of single note (with a specific f0) and the corresponding octave
dual-tone.
To identify audio features relevant to the proposed task,
we evaluate the following features. The most fundamental
one is the spectrogram (SG) kMhx k2 , which is the squared
magnitude of the short-time Fourier transform (STFT):
h

Shx (t, ω) = Mhx (t, ω) ejΦx (t,ω) ,

(1)

where x and h denote the time domain signal and the window function, respectively. We use the dB-scaled discrete
spectrogram X (n, k) ∈ RN ×K , where n is the time index,
k is the frequency index, N is the number of short-time
frames, and K is the number of frequency bin. In addition, we consider two variants of spectral-based features
— the frame-level autocorrelation function of the magnitude spectrum (SG-ACF):
ACF (n, k) =

K−l
X

X (n, l) X (n, k + l) ,

(2)

l=0

and the second harmonic difference (SG-D):
D (n, k) = X (n, k) − X (n, 2k) ,

(3)

where 1 ≤ k ≤ bK/2c. The latter is a new feature we
design for this task; it tries to capture the behaviors of the
components which frequencies differ by two. We also consider the Mel-frequency cepstral coefficients (MFCC), a
classic feature in instrument timbre classification [5]. The
last feature of interest is the instantaneous frequency deviation (IFD), defined as the temporal derivative of the phase
angle Φhx of STFT:
 Dh

Sx (t, ω)
∂Φhx (t, ω)
= Im
(4)
IFDhx (t, ω) =
∂t
Shx (t, ω)
where Dh (t) = h0 (t). In discrete implementation, IFD
in Eq. (4) indicates the deviation of frequency component
from the discrete bin to the actual value. Therefore, IFD
provides a good calibration under either low spectral resolution or high spectral leakage. Please refer to [18, 19] for
more discussions and detailed derivation of IFD.
While ACF and IFD have been regularly applied in MIR
problems such as onset detection and tempo estimation, the
SG-D feature is relatively novel and can be viewed as a feature that is designed for octave classification. On the other
hand, in our empirical evaluation we consider well-known
features such as ACF and MFCC as the task of supervised
octave classification has not been well studied before.
3. DATASETS
In view of the possible difference between real-world octaves and synthesized ones, a rich set of six different datasets
featuring different characteristics is employed in this study.
As Table 1 shows, we take two different piano subsets
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Table 2. Experimental settings and the accuracy for each feature, with the best two highlighted for each experiment
EXP #1
EXP #2
EXP #3
EXP #4
EXP #5
EXP #6
Training set Piano 1 (Syn) Piano 3 (Syn) Piano 3 (Real) Piano 3 (Syn) Piano 1 (Syn) Guitar 1 (Real)
Test set
Piano 2 (Syn) Piano 4 (Syn) Piano 4 (Real) Piano 4 (Real) Piano 4 (Real) Guitar 2 (Real)
SG
0.740
0.595
0.612
0.566
0.450
0.722
SG-ACF
0.630
0.428
0.633
0.429
0.453
0.687
SG-D
0.756
0.650
0.663
0.629
0.625
0.719
MFCC
0.686
0.637
0.645
0.636
0.561
0.768
IFD
0.684
0.686
0.658
0.651
0.645
0.832
SONIC [21]
0.693
0.593
0.578
0.578
0.578
—

Table 1.
datasets

Description and number of notes of the six

Name

Record

Piano 1
Piano 2
Piano 3
Piano 4
Guitar 1
Guitar 2

studio
(RWC [20])
home
studio
home

#single
notes
792
792
525
788
264
249

#synthetic
octaves
684
684
453
680
-

#real
octaves
684
683
177
122

with different brands, referred to as ‘Piano 1 and 2,’ from
the RWC instrument dataset [20]. RWC contains studiorecorded single notes of over 50 instruments with various
brands, playing techniques, pitches and dynamics.
For other four remaining datasets we use in this study,
four musicians with different professional levels are paid,
and asked to play single notes and octave dual-tones in
all possible pitch ranges of piano and guitar, with different musical dynamic levels (forte, mezzo forte and piano)
and playing techniques (normal, pedal and staccato for piano and normal for guitar). Except for ‘Guitar 1,’ all these
sound samples are home-recorded, meaning more noises,
reverberation and other possible defects prevalent in realworld recordings. Because we are also interested in comparing real octaves and synthetic ones, we also synthesize
octave dual-tones by additively mixing the single notes of
the four piano datasets.
For piano, the pitches of single-note data range from A0
to C8, while octave data range from A0+A1 to C7+C8.
The pitch range of guitar is narrower, ranging from E2 to
D6 for single notes, with some duplicated pitches played
on different strings, and E2+E3 to D5+D6 for octave data.
Not surprisingly, we have less guitar data than piano data.
In the course of this study, we have compiled a new dataset
of 1,313 piano single notes, 1,367 piano octaves, 513 guitar single notes, and 299 guitar octaves contributed by four
musicians. For reproduciblity and for calling more attention to this problem, the audio files of the sound recordings
are publicly available online. 1
1

http://mac.citi.sinica.edu.tw/PitchOctave
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4. EXPERIMENTS
The music signals are sampled at 44.1 kHz. As described
in Section 2, five features are adopted: spectrogram (SG),
SG-ACF, SG-D, MFCC and IFD. We use a Hanning window h of 2,048 samples and 20% hopping for STFT, normalize all the considered frame-level features by l2 -norm,
and aggregate frame-level features to song-level ones by
taking sum-pooling across time, before using the songlevel features as input to SVM. We use the linear SVM
implemented in the LIBLINEAR library [17]. Moreover,
we optimize the SVM parameter C from a search range of
{2−10 , 2−9 , . . . , 210 } through a validation set and then fix
the value to 2−2 . The features are processed by a sum-toone normalization after aggregation. As pitch information
is assumed to be known, we train a binary octave classifier
for each pitch.
We conduct six experiments in a cross-dataset scheme by
using different datasets for training and testing. The baseline accuracies of all experiments are all 0.5. The result is
summarized in Table 2 with details discussed below.
4.1 Average behaviors
4.1.1 Comparison of features
By comparing the features across the experiments, we see
that SG-D and IFD are the most reliable features for octave classification; the former obtains the best accuracy for
EXP #1 and #3, while the latter represents the best one for
the other four. SG-D consistently outperforms SG and SGACF for most cases, which is expected as it is designed
specifically for this task. On the other hand, IFD represents a competitive alternative for both piano and guitar
sounds, showing that phase-based feature can also be effective. Lastly, the performance of MFCC appears to be
moderate.
4.1.2 Studio recording versus home recording
We can study the effect of recording environment by comparing the result for EXP #1 and #3. Table 2 shows severe
accuracy degradation for SG and SG-D (> 10%), but not
severely so for IDF and MFCC (< 5%). This shows the
performance of spectral features is more sensitive to noises
and other defects in a room environment. It also shows that
only using studio recordings in an evaluation could lead to
overly optimistic result. This justifies the use of the last
four datasets.

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

4.1.3 Synthetic octaves versus real octaves
The effect of synthetic versus real octaves can be studied
by comparing EXP #2 and #3, both of which use Piano 3
for training and Piano 4 for testing. We see that the performance difference between the two experiments seems
to be mild (< 3%), except for SG-ACF (> 20%). EXP #4
and #5 further evaluate the result of using synthetic data to
predict real-world data. Comparing these results with that
of EXP #3 (i.e., using real-world data to predict real-world
data), we observe that the accuracies of SG and SG-ACF
drop severely (5–20%), whereas the result of SG-D and
IFD does not alter much (< 4% and < 2%, respectively).
This result demonstrates the effect of dataset mismatch (in
terms of synthetic versus real octaves) and shows that IFD
stands for the best choice if we are only given synthetic
data for training the octave classifier.

(a)

4.1.4 Piano versus guitar
By comparing EXP #3 and #6, octave classification is found
easier for guitar than for piano, possibly due to less nonlinear effects as a result of narrower pitch and dynamic ranges
for guitar. For example, the accuracy of IFD attains 0.658
in EXP #3 but 0.832 for EXP #6. Interestingly, we also
find that SG-D does not work so well for guitar as for piano, possibly because the inharmonicity of guitar string is
generally smaller than that of piano string, as reported before [14, 22].
4.1.5 Comparison with an MPE algorithm — SONIC
Finally, we compare the result of the proposed classificationbased approach against ‘SONIC,’ a state-of-the-art, publiclyavailable MPE algorithm specialized in piano music transcription [21]. Although it is virtually impossible to compare the performance absolutely fair, a prediction of SONIC
is considered correct if it returns an octave combination
(regardless of the number of notes returned) for an octave
dual-note, and if it returns only one note (regardless of its
pitch estimate) for an single note. As SONIC is designed
for piano, we do not use it for EXP #6. As Table 2 shows,
the performance of SONIC is generally inferior, especially
when SG-D or IFD is used. The performance gap is more
pronounced for real octaves (i.e., EXP #3–#5).
4.2 Pitchwise behaviors
Figures 3(a) and 3(b) show the average accuracy for each
pitch (in MIDI number) of piano (EXP #3) and guitar (EXP
#6), respectively. Here the pitch number denotes the actual
pitch of a single note or the lower pitch of an octave dualtone. The pitch information is provided in the upper and
lower margins of the figures, with the range corresponding to the available notes for piano and guitar, respectively.
We see non-smooth trends going from low to high pitches,
but generally a bell-shape is observed for both instruments.
This can be due to the insufficient frequency resolution for
low-pitched signal and limited amount of harmonic information for high-pitched signal. The performance variation
seems to be larger for guitar, which can be due to the nature
of the instrument or the less amount of available data.
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(b)

Figure 3. Pitchwise accuracies of (a) cross-dataset octave
classification for piano (EXP #3) and (b) for guitar (EXP
#6).

5. CONCLUSIONS
In this paper, we have presented a novel classification-based
system for distinguishing between single notes and the corresponding octave dual-tones. A systematic performance
study that investigates different audio features and test cases
in a cross-dataset setting validates the effectiveness of the
proposed approach for either synthetic or real-world signals. The best accuracy of octave classification for piano
ranges from 64.5% to 75.6% across experiment settings,
whereas the accuracy for guitar attains 83.2%. Relatively
more reliable estimate is observed by using either the second harmonic difference of spectrogram or the instantaneous frequency deviation as features. For future work, we
are interested in incorporating the idea to MPE, perhaps using more advanced features that are designed for this task.
A study on other intervals (e.g., twelfths and double octaves) is also underway.
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ABSTRACT
This research integrates sensory and scientific instruments
to analyze the relationship between subjective evaluations
of digitally restored audio and its computer extracted perceptual descriptors. Statistical methods have been used
to compare the displacement of three types of remediated
content in subspaces obtained by data expressed both by
individuals and by feature extraction algorithms.
Qualitative demands in audio restoration are tightly connected to the information embedded in remediated content:
it is crucial the awareness that every choice is re-balancing
it and affecting its reception. Listeners in their turn don’t
do an acousmatic reduction of auditory information but recode it interleaving contextual and aesthetic approaches,
according to their sensitivity and being influenced by their
cultural background.
Thanks to the analysis of the displacement in subspaces
related to the descriptive characteristics with greater variability, the semantic divergence resulting from the operations of improving the quality of sound was interpreted
and a predictive model aimed at their optimization was assumed.
1. RESTORATION BETWEEN ARCHIVE,
CONSERVATION AND REMEDIATION
The practice of audio restoration grounds on a solid methodological basis derived mostly from cultural heritage maintenance. Audio restoration concerns firstly the production
of a conservative digitized copy and the implicated technical and cultural issues. In this view its object is the overall
audio content, which embodies several layers of information about the mediated content, the acoustic context, the
techniques of the recording and the history of the carrier
where the audio is stored in. Guidelines on how to handle
the digitization procedure are issued mostly from archive
science [1, 2] and should be as neutral as possible in respect to its intrinsic complexity.
The digitization of degraded or degradable audio documents is surrounded by a whole set of opportunities related
to dissemination, once the digitized medium becomes the
subject of conservation of cultural heritage. In this context
Copyright: c 2014 Sonia Cenceschi et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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the study of the complexity of information regressively influence the strategy of restoration, leading to categories of
approach like documental, recovery, sociological, and aesthetic, which scruple to lose the information which are respectively considered as ancillary [3, 4, 5, 6].
The practices of audio restoration have been finally considered in the view of the theory of mediation [7]. Referring to the concept of remediation as the representation of
one medium in another [8], restoration techniques may be
conceived as the key to unleash the potential of audio as a
medium, in a framework where the conservation of cultural
heritage has to face with increasing functional demands 1 .
1.1 Re-evaluating the Aesthetic Content
Despite maintaining substantial theoretical similarities with
restoration in general, the role of auditory perception, coupled with the substitution of a tangible object with the digitized copy, makes audio restoration very prone to subjective assessments: if on the one hand restoration aims at
recovering and enhancing the medium by acting on certain
features, on the other hand this does not necessarily imply
optimal improvements in terms of psychology of auditory
perception.
Different restoration approaches fear not only the loss of
information, but even the mismatch between purposes and
aesthetic judgement. This is implicit in the use of restoration algorithms in order to emphasize the qualities of the
medium, which have the collateral effect of projecting it in
a listening dimension which is divorced from history.
From the point of view of audio restoration, one may argue that the applying of techniques should anyway take
care of aesthetic considerations 2 . Rather, the categories
of modern audio restoration may benefit from the correlation of computational analyses of the audio medium both
from an object-oriented and a listener-centered approach.
The need to determine aesthetic appreciation preventing
this to remain an issue of hermeneutics led audio restoration being finally addressed with object-oriented methods
of systematic musicology which tries to explain musical
1 It should be pointed out that a rigid division between a truly archival
perspective and several functional, or even commercial approaches in audio restoration is somehow unrealistic: the common practice admits the
intervention on local as well as global flaws as later described, albeit in
different proportions, and every approach benefits from the same research
results in digital signal processing. Recent developments in the creation
of conservative copies through optical digitization [9, 10, 11], once regularly implemented, may help revealing goals and needs of the different
individuals and groups making decision rules.
2 This question should not be confused, whether the specialized restorer may be an artist besides a technical expert or a scientist, which is
not a debate among scholars and practitioners.
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information and its processing by humans, formalizing computational paradigms.
Research in music information retrieval oriented to the
analysis of digitally processed audio is very robust. It largely
relies on theories and techniques of numerical and statistical analysis and is easily expandable to different genres,
virtually covering any audio document.
When related to remediated content, music information
retrieval is mainly aimed at cataloguing, or indexing the
emotional potential of music. Literature addressing the
correlation of the specific processing of restoration with
subjective assessments is conversely sparse. If the validation of the techniques of noise reduction lies on a solid
experimental basis, the study of the resulting perceptual
qualities remains limited to liking [12].
This may be due to the segregation of competencies between scientists and the actors of audio restoration, though
notable exceptions are known. Moreover, a predictive model
as regards the subjective evaluation of audio restoration is
not yet felt as urgent. Furthermore, there is no shared view
about what subjective assessments should be categorized.
Believing that audio restoration may benefit from research
in qualitative issues, even retrospectively, an exploratory
study is proposed.
The ultimate purposes of the study, which would deserve
more in-depth case studies on singular issues, are firstly to
detect the possible correlation between global operations
in digital audio restoration and relevant global effects in
auditory perception; secondly, to understand which set of
qualitative subjective assessments about the audible content and which set of low-level perceptual features for the
computational description may be pertinent; third, if the
implementation of multivariate statistics may be the lattice for linking subjective and objective domain in order to
single out factors characterizing possible audio restoration
strategies from a qualitative point of view.

over the entire audible spectrum caused by mechanical agents
such as dust, scratches, cuts, or electronic like digital syncloss. Increasing in importance these flaws are renamed
scratches, crackle or pop. Models for their removal are
the additive ones, suitable for defects of minimal duration
and consisting of the local removal of samples and adjacent interpolation; the replacement methods, which span
some samples more and implement a reconstructive process. The correction of local flaws is performed before
acting on global flaws.
2.2 Global Flaws
Global flaws are divided into background noise, pitch variations and non-linear distortions. The first category is a
constant problem being related to any device and has various and complex etiology: the acoustic environment of
acquisition, physical degradation, noise of electric motors,
and device electrical circuitry. The result is often a stationary noise spread over the entire audible spectrum, so
particular subtractive techniques must be applied, considering the phenomenon of masking so as to minimize the
spectral area of intervention.
Pitch variations can occur in a long-term form (wow) or
a short-term one (flutter). Wow is caused e.g. by nonperfectly concentric grooves engraved into the disk, and
relative speed changes due to eccentricity. In this case
dynamic resampling is applied, after modelization of the
mechanical process generating the error. Non-linear distortions of the signal are caused by more factors and are
particularly difficult to correct. Examples are saturation
(clipping), harmonic distortion, aliasing, and quantization
error. The only way to mitigate these effects is reverse engineering.
3. DOCUMENTS
The mediated contents chosen in this study belong to different categories: mixed vocal, instrumental and electronic
music. Criteria were the belonging to a specific set of rare
editions of the early twentieth century; a medium degree of
physical degradation; a moderate presence of ancillary information; the heterogeneity of emotive potential; the heterogeneity of sound capturing method bound to the musical performance.
For the experimentation one excerpt lasting about one
minute was taken from three single-channel digitized media:

2. SOME TECHNIQUES IN DIGITAL AUDIO
RESTORATION
Particular attention in audio restoration is devoted to the
historical context and the technological acquisition and production processes. It is central to discern fingerprints of
the original acoustic environment from those due to technical choices and mechanical alterations occurred over time.
The purpose is to act on intentional factors firstly, such
as ancient and non-neutral noise reduction techniques, and
on unintentional factors secondly, caused by technical deficiencies or objective lack of capabilities by humans. An
additional level is carrier-dependent and related to its physical degradation: considering that the A/D conversion is
the main factor paying in the degradation of the content,
the conservative approach tends to operate on the so-called
‘original’ materials.
2.1 Local Flaws
Sound defects are divided into two categories, temporally
localized and affecting the document in its entirety [13,
14]. Localized flaws are impulsive noises (clicks) extended

guit 01 Solo instrumental music. Medium: digitization of
“Goodbye Juna” played by guitarist Cosimo di Ceglie,
Columbia (CQ1530)
tale 01 Musical tale - italian spoken voice alternating with
instrumental ensemble. Medium: digitization of “La
rana ambiziosa” (The Ambitious Frog), Durium The voice of the empire (Milan 1936-37, AC 583
P007)
elec 01 Analog electroacoustic music. Medium: digitization
of a magnetic tape containing the mix of a 40-minute
improvisation by the group ArkeSinth (G. De Poli,
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M. Sambin, A. Vidolin), unpublished, DEI/CSC, University of Padua, 1972
The choice of media elec 01 here described has therefore
additional counter-proof purposes 3 .
Two different restoration interventions were done using
a well-known professional software implementing highquality algorithms according to audio restoration best practice 4 . The first step for restoration starting from media
tale 01 and guit 01 was:
02/03 impulsive noise removal (declipper, threshold -2.8
dB) 5
02/03 analog recordings periodic impulsive noise removal
(multiband declicker) 6
Following algorithms were performed:
02 background noise removal resulting in -4 dB noise
level (1.5 sec learning time, 100 ms window, 6 iterations) 7
03 background noise removal resulting in -6.5 dB noise
level (manual selection of 2 sec background noise,
50 ms window, 10 iterations) 8
Media 02 and 03 resulted with an increase of the tonal
signal of +2 dB. For medium tale 03 an additional tonal
gain was performed 9 .
The final step was the equalization performed by listening, looking for a clearer sound. In media 02 this step
was barely audible, whereas in media 03 this resulted in
an increase of brilliance.
Background noise removal in media elec 02 and elec 03
was instead very light due to the quality of the recording (manual selection of background noise, 3 iterations
in elec 02 and 1 in elec 03). In the equalization of media elec the low frequency range was slightly boosted (+2
dB); in medium elec 03 the mid range was boosted too.
No final normalization and further processing were performed.
Media 02 should represent a moderate restoration with
a slight enhancement of intrinsic audio qualities, whereas
media 03 represent a less accurate restoration for an average level of attention. The procedure highlighted very well
3 No DSP was applied during or after digitization. Media were digitized using dedicated equipment consisting of a restored CESA gramophone (1934), a Nordmende preamplifier and a Tascam 24 bit converter
at a 24 kHz sampling rate. Medium elec 01 was already digitized by
the “Sound and Music Computing Lab” at the University of Padua with
professional equipment.
4 The
audio restoration processing was done using the
software iZotope RX 3.
Algorithms are described at
http://help.izotope.com/docs/izotope-rx3-help.pdf
5 This algorithm repairs both digital and analog clipping artifacts resulting when A/D converters are pushed too hard or magnetic tape is
over-saturated.
6 Multiband declicker is an impulsive noise removal RX command. It
is suited to remove noises due to imperfections in the rotating support.
7 The learning time option in RX denoiser is an adaptative model
which allows the denoise module to adjust its noise profile based on
changes in the incoming audio windowing. This option works better when
the noise is constantly evolving. The algorithm was applied to the full
spectrum.
8 Noise was reselected at each iteration.
9 The de-construct RX command is specifically designed for the tonal
and noise audio adjustments. RX recognizes the harmonic part of a portion of audio with a predetermined sensitivity, and allows the user to act
on the gain of this or of the remaining noisy part.
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the different features of the media and made versions 01,
02 and 03 easily distinguishable.
One more version 04 was done averaging the parameters
used in 02 and 03 and finalizing with a minimal equalization boosting the mid-frequency range. Media 04 had the
only purpose of the listeners getting accustomed at the beginning of the auditory test, as later described.
4. PROCEDURE
The characterization of the media subjected to audio restoration algorithms was investigated by confronting the maps
obtained through multivariate statistical procedures applied
to two sets of data got from direct subjective assessments
and from computer extracted perceptual descriptors, respectively.
The subjective assessments expressed by a population of
listeners have been predefined as concepts related to auditory sensations arising from the audio features themselves
and from possible implicit ancillary information.
The audio was analyzed by extracting spectral-based low
level perceptual features according to music information
retrieval best practice.
A classical metric multidimensional scaling was performed
on the similarity matrices derived from both fields of data.
This allowed to interpret the displacements of the media as
effects of restoration both in respect to subjective judgement and their audible content as an object.
This exploratory study concerned three types of mediated
content and three levels of restoration - thus 9 objects considering this as an appropriate set compared to the size
of the interviewed population, the size of the descriptors
and the use of classic metric MDS.
4.1 Subjective Assessments
4.1.1 Population
Where the semantics of the mediated audio content plays
a fair degree of importance, the reliability of the verbal
behaviour in the interviewed population becomes indispensable for the purpose of qualitative assessment accuracy [15]. For this reason, rather than a faithful representation of the universe of listeners, the population descended
by non-probabilistic choices based on explicit criteria of
the researchers.
The population was defined as a set of experienced musicians in the field of electroacoustic music and sound engineering. The population was equally divided between
undergraduate students, graduate students and professionals/academics and consisted of 41 subjects with an age between 30 and 40 years 10 .
4.1.2 Questionnaire
The questionnaire concerned ten complex concepts related
to: terms and metaphors used in sound engineering; metaphors
of groupings of perceptual features; terms emerging as issues in audio restoration.
10

The subjects spoke italian language as their mother tongue.
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These concepts were chosen as independent from each
other as possible.
Though assessments change according to the set of operations performed in restoring, since the purpose was enhancing the quality of the mediated content some of them
became in fact interdependent.
The subjects gave a numerical rating (0-10), being provided with a verbal description of the range as follows.
- Depth: sonic perspective, from flat (0) to immersive (10)
- Brightness: from dark (0) to overexposed (10)
- Softness: from gross/rigid (0) to harmonious and smooth
(10)
- Historical context, from divorced from history (0) to totally coincident with the historical context (10)
- Figures and lead lines: from totally texture-integrated
(0) to totally background-detached (10)
- Assumed performance environment: from very small
(0) to very large (10)
- Sharpness of detail: from confused (0) to excessively
rich in detail (10)
- Bandwidth: from closed and narrow (0) to open and
wide (10)
- Background cleanliness: from dirt and unintelligible (0)
to focused with no background at all (10)
- Liking: from no liking (0) to complete liking (10)
4.1.3 Data Collection
Each media 01, 02 and 03 was presented 10 times during a test lasting 90-120 minutes, allowing the subjects to
do one different assessment at a time. During the test the
media were presented in random order preventing consecutive runs of the same audio. Also the assessments were
prescribed in random order.
The test was introduced by the media 04, for which no
assessment was required. Pauses during the test were allowed. For the high reliability of the subjects, ear fatigue
was considered as a uniform error.
The test was done onto an open source CMS accessible
through http. The subjects listened to the media through
their private studio equipment, with the recommendation
of using professional closed monitoring headphones.
Media were encoded in mp3 format (384 kbps, LAME).
Due to bandwidth limitations, compression was chosen after verifying the minimal difference between perceptual
descriptors extracted from uncompressed and compressed
audio and observing quite no difference in MDS displacements. Mp3 encoding was therefore considered a negligible factor as the specific listener’s equipment.
The collected data were then arranged and averaged, getting ten mean scores for each medium.
4.2 Perceptual Features
For the computerized analysis of audio content the following FFT-based perceptual features were extracted. The set
comprises generic descriptors used in music information
retrieval with a stress on restoration-related features 11 .
11 The algorithms used are developed by the community supporting the
open-source scsynth software. The literature which the algorithms are
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This had also the purpose of verifying the descriptors
against the three types of mediated content in the specific
context of restoration, in the view of a research on this particular issue.
-

Mel-frequency cepstral coefficients (13 values)
Chromagram (mean of 12 values)
Pitch (Hz) [16]
Confidence in pitch estimation (0-1)
Roughness [17]
Brightness (50. spectral percentile, Hz)
Loudness (sone) [18]
Spectral flatness 12
Spectral ripple (three values: total bandwidth, 0-2kHz,
2-10kHz) 13
Spectral variance 14
Spectral curve 15
Spectral roll-off (80. and 95. spectral percentile, Hz)
Attack proximity 16

The data were globally normalized according to the quantity expressed by each listed descriptor, and averaged in
time (arithmetic mean) to obtain a set of 27 values for each
medium.
The purpose of comparing computer-extracted perceptual features with the mean subjective assessments led to
averaging them in time, because of their highly homogeneous behaviour. Considering that the subjects expressed
an overall assessment for each medium, the averaging of
the features’ course was regarded as an approximation of
the coding done by mind by the listeners.
4.3 MDS Comparison
Though multivariate statistical procedures are widely implemented in the field of music informatics and notably in
music information retrieval, using multidimensional scaling as a primary tool for creating maps in the specific context of audio restoration is not so widespread.
MDS is known as a method of representing subjective
assessments in respect to synthesized and processed musical sounds since a long time [20] and is now widely used
in music information retrieval to correlate perceptual features and qualitative phenomena, notably emotional content [21].
Choosing an appropriate model for the purpose of this
study, the mutual interdependence of perceptual features
and qualitative assessments was considered as a good premise
to visualize the structure of the relationships between objective and subjective world, implementing among the several existing MDS algorithms the simple classic metric [22].
based on is cited in the SuperCollider class documentation (MFCC, Chromagram, Tartini, SensoryDissonance, Brightness, SpecCentroid, Loudness, SpecFlatness, FFTCrest, FFTSpread, FFTSlope, SpecPcile, Onsets). The algorithms were performed with standard settings and window
size of 2048 samples.
12 Ratio between power spectrum geometric mean and its arithmetic
mean.
13 Ratio between the peak of the power spectrum and a list of squared
magnitudes in the spectral band.
14 Power-weighted deviation with respect to the centroid.
15 Slope of the linear correlation line derived from the spectral magnitudes.
16 Low-pass filtered onset detection. Onset detection algorithm in [19].
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MDS was applied from both the similarity matrices computing the euclidean distance of the 9 media in the 10dimensional subjective assessment space and in the 27dimensional perceptual feature space in order to single out
possible matches in the displacements caused by the restoration processes.
The significance of the dimensions of these maps was deduced by analyzing the variance of the data from which
the similarity matrices were obtained. By interpreting the
meaningfulness of the dimensions and correlating the media displacements in the subjective and the objective world,
some hypotheses were drawn about audio restoration conveniences.

clarity

guit_02
elec_02
elec_03
guit_03
elec_01

guit_01
tale_01

tale_03
tale_02

5. RESULTS
Through the application of classic MDS to subjective and
objective descriptors, two separate subspaces were obtained.
In the subjective subspace the first eigenvalue reflected the
80% of total variance while the second was already down
to 13%. In the objective subspace the first eigenvalue reflected 65% of variance and the second 14%. So MDS gave
two main eigenvalues for both the sets of data.
Some residual variance is reflected by eigenvectors 3 and
4 in the objective subspace. This value is however very
low and the two-dimensional representation adequately describes the data and allows their interpretation 17 .
As regards the map obtained from perceptual features
(Figure 1), spectral curve, loudness, spectral ripple in the
low frequency range and confidence in pitch estimation
contribute to the most variance reflected by the first eigenvalue. The estimated pitch is instead of the least importance. The first dimension was called tone.
The variance reflected by the second eigenvalue is bound
to the spectral ripple particularly in the high frequency range,
the highest percentile and onset detection. The second dimension was defined as clarity.
Analyzing the map in Figure 2, background cleanliness
and the sharpness of detail are the most correlated determinations in the first dimension, which has been named
neatness. Confronting the displacements of the media in
the two maps, quality seems to decrease with lower loudness, emphasized spectral curve and increase of spectral
ripple in the low-mid range.
The second dimension is determined particularly by subjective assessments on historical context, brightness, and
overall liking. Correlated with features such as attack proximity, spectral roll-off and spectral ripple in the high frequency range, gloomy media seem to be associated with
the idea of old-fashioned and result in a lower liking, whereas
brighter media appear to please especially if they are not
historically determined. The second dimension has been
named abstraction.
17 A metric MDS algorithm was also applied, showing an acceptable
stress for a two-dimensional representation as well (stress in the subjective subspace was much lower). The maps of metric MDS confirmed
tha considerations here given, but the second dimension of the objective
subspace was more difficult to interpret and to confront with that of the
subjective subspace. The use of metric MDS seemed to make the balance
of subjective assessments with perceptual features more urgent.
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Figure 1. Map obtained from perceptual features.
abstraction

elec_03

guit_02

guit_01

guit_03

tale_03

elec_02

elec_01
tale_02

tale_01

neatness

Figure 2. Map obtained from subjective assessments.
6. DISCUSSION
The maps obtained from the subjective and objective sets
of data are comparable. Both maps show a clear division
by type though medium guit 01 is located among the media tale , and though the media guit are more spread in
the subjective subspace.
The restoration seems to cause a spread of media 02 and
03 in respect to media 01; the orientation is globally the
same in the two dimensions, almost without exceptions.
The position of medium guit 01 close to the media tale
is justified by the same type of physical degradation. Conversely, the group of electronic music media are clearly
separated and characterized by a greater degree of neatness and abstraction (subjective subspace), and tone and
clarity (objective subspace).
In detail, the spread of media 02 and 03 shows divergences for each mediated content although almost the same
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restoration algorithms were applied.
In the case of the media guit restorations seem to equally
satisfy the listener’s expectation, though in the objective
subspace they are clearly separated. Conversely, media
tale 02 and tale 03 as an object are not so different as in
the listener’s subjective point of view.
The position of guit 02 and guit 03 in the subjective subspace may point out that particularly in instrumental music
the level of intervention should be moderate.
tale 03 is very close to tale 02 and moved slightly upwards along the dimension abstraction. The reason lies
in the greater liking by listeners, which contributes to the
variance and results particularly high for this medium. The
increasing of the tonal signal in tale 03 had no significant
result for the listeners; it is rather the brilliant equalization
that, enhancing the intelligibility of the speech, concurs to
remove the medium from its historical connotation.
In the case of elec media, restored versions are considered as ‘better’ than the original, even though the electronic
music excerpt is regarded as having much higher quality
than the others. The appreciation of electronic music is
certainly not assimilable to the traditional and instrumental [23]. The better displacement of elec in both subjective
and objective subspaces may point out that electronic music media require specific digital restoration procedures,
for which several case studies exist [24], and maybe that
the media were over-processed and therefore transformed,
rather than restored.
Merging the considerations and observing the displacements of all media, one may suppose that a moderate and
detailed intervention represents the best compromise between the listener’s qualitative demands and the need to
affect the mediated contents as lightly as possible. It remains an open question, therefore, what is the applicable
limit for the considered content, and whether this limit is
related to cultural conditioning.

researcher, may help to establish operational paradigms, to
be confronted to existing guidelines.
Further study to ensure scientific consistency is implied.
Particularly, from a larger set of case studies could finally
ensue a set of constraints characterizing operations belonging to specialized users and a general framework concerning a set of ‘sensitive’ audio restoration principles, finally
leading to predictive models, in the view of combining
both functional demands and conservative.
Improvements in the procedure here presented will consist primarily in the isolation of the issues related to cultural factors, using several known and unknown spoken/sung
languages, several instruments and musical excerpts belonging to mixed instrumental-electroacoustic repertoire.
One more improvement is the identification, through several statistical procedures, of the subjective assessments
which could determine a match in the variance expressed
by MDS dimensions in both the subjective and objective
field.
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ABSTRACT

IMS practitioners know that a crash or misbehavior of an
IMS can jeopardize a mixed instrumental-electronic performance. In order to avoid unforeseen errors of an IMS at
runtime, and meet listeners’ expectations, it is important to
be able to explore, statically, its reactions to possible musician’s interpretations, and check that they conform to the
behavior specified in the given mixed score. This difficult
task is complicated by high unpredictability of musicians’
inputs and hard temporal constraints (due in particular to
the strong requirements of audio computing platforms).
A traditional and manual approach is to rehearse with musicians. However time is precious during a rehearsal, and
its purpose is usually more to solve musical questions than
to fix bugs. It is also possible to listen to an IMS playing with some recordings of musicians, checking that the
system is not crashing and that the result sounds in a satisfiable way. The problem with this approach is that, on the
one hand, the test input is not complete (it just represents
one or a few particular performances), and on the other
hand the verification of the outcome is not rigorous.

Score-Based Interactive Music Systems (SBIMS) are involved in live performances with human musicians, reacting in realtime to audio signals and asynchronous incoming events according to a pre-specified timed scenario
called a mixed score. This implies strong requirements of
reliability and robustness to unforeseen errors in input.
In this paper, we present the application of formal methods for black-box conformance testing of embedded systems to SBIMS’s. We describe how we have handled the
3 main problems in automatic testing reactive and realtime
software like SBIMS: (i) the generation of relevant input
data for testing, including delay values, with the sake of
exhaustiveness, (ii) the computation of the corresponding
expected output, according to a given mixed score, (iii) the
test execution on input and verdict.
Our approach is based on formal models compiled from
mixed scores. Using a symbolic checker, such a model is
used both for (i), by a systematic exploration of the state
space of the model, and for (ii) by simulation on a given
test input. Moreover, we have implemented several scenarios for (iii), corresponding to different boundaries for
the implementation under test (black box). The results obtained from this formal test method have permitted to identify bugs in the SBIMS Antescofo.

generation
Model (M)

execution

Input trace (tin )

Real output trace (t0out )

Expected output trace (tout )

Compare
Verdict

1. INTRODUCTION
Figure 1: Principles of Model Based Testing

Interactive music systems (IMS) presented in [1] are involved in live music performances with human musicians.
They work by coupling functionalities of artificial listening, in particular score following and tempo detection, and
of reactive systems, for synchronizing their outputs to musician inputs. In the case of SBIMS, all these activities
are performed in realtime following a pre-specified timed
scenario called a mixed score, written in a domain specific
language (DSL).
During an instrumental performance, when a musician
does a mistake, the piece must and will continue. However,

Several formal methods have been developed for automatic conformance testing of critical embedded software,
see e.g. [2]. The principle (Figure 1) is to execute a real
implementation under test (IUT) in a testing framework.
When the source code of the IUT is not known and only
its input and output are observed, we call it black-box testing. In conformance model-based testing (MBT), a formal specification, or model M of the system is written
(in general manually) and used to generate automatically
some test data. This comprises input test data tin , sent to
the IUT, and theoretically expected output test data tout ,
computed from tin using M. The latter tout is then compared to the real output test data t0out , obtained from the
IUT when it receives tin , in order to produce a test verdict.
This procedure is iterated on a large base of pairs htin , tout i,
which is generated, for exhaustiveness purposes, according to a user specified covering criteria, expressed as a
formula referring to elements of M. This provides a rig-
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orous mathematical framework, increasing the confidence
in the tested systems and reducing test costs. For realtime
systems such as communication protocols, transportation
control etc, like for IMS, time is a semantical issue (not
just a measure of performance), and it must be included in
test data, which become timed traces.
This paper presents a study of the application of MBT
methods to the SBIMS Antescofo, developed at Ircam and
used regularly in concerts. This system shares several characteristics of the reactive and realtime systems usually targeted by MBT, but also has its own specificities. In particular, the formal specification of the IO behavior of the system is produced automatically from a given mixed score,
using a front-end compiler into an ad hoc intermediate representation (IR). This is in contrast with usual MBT case
studies where the specification has to be written manually
by an expert in formal methods. After a brief presentation
of Antescofo and its score DSL (Sections 2.1 and 2.2), the
test data is presented in Section 2.3. Then we describe
some test scenarios that we have used for Antescofo (Section 2.4). Some are running in real time, some running in
a fast forward mode thanks to implementation of virtual
clocks in Antescofo. The automatic construction of formal
model, using IR, is presented in Section 3. In particular,
we show how we used the symbolic model checker Uppaal [3] based on timed automata model, and its extension
CoVer [4] for the production of test input data with covering criteria.
The test outcome permits us to prepare concerts, by simulation of covering sets of fake musician performances (the
test input tin ) derived from a given mixed score. Moreover,
it increases the guarantee on the reliability on the system,
with a systematic analysis of test outcome, exploited for
debugging.

audio
stream
or MIDI

Antescofo
pos.
Reactive
Listening
Engine
Machine
tempo

messages

Figure 2: Architecture of Antescofo
strong timing constraints; the output messages must indeed
be emitted at the right moment, not too late but also not too
early. Figure 2 shows the Antescofo architecture. Our electronic musician is composed of two units. A listening machine (LM) receives an audio or midi stream from a musician and detects in realtime his position in the mixed score.
This score following feature is coupled with a function of
tempo inference based on Large’s algorithm [6]. The positions and instantaneous tempo detected by the LM are sent
to a reactive engine (RE) which schedules the electronic
actions to be played and emits on time messages to the audio environment. Note that the information exchange between LM and RE is discrete, as well as the output of the
system (messages sent).
2.2 Mixed Scores DSL
The mixed scores of Antescofo are written in a textual reactive synchronous language describing the electronic accompaniment as reaction to the detected instrumental events.
A simplified extract of the score of Einspielung I 2 by Emmanuel Nunes is presented in Figure 3. This piece for violin and electronics will be used as a running example in
this paper.
We give here an abstract syntax corresponding to a small
part of this language, following our needs for presenting
2

http://brahms.ircam.fr/works/work/32409/

2. TEST FRAMEWORK FOR A SBIMS
We present in this part the principles of a testing framework that we have developed for the SBIMS Antescofo 1 ,
following the approach depicted in Figure 1.

bpm 144
note D4 1/7 event1
0 a0
group 0 g1 @loose @global
{
0
a1
1/7 a2
1/7 a3
1/7 a4
1/7 a5
1/7 a6
1/7 a7
}
chord ( B3b D4 ) 1/7 event2
chord ( E4 D4 ) 1/7 event3
chord ( D5# D4 ) 1/7 event4
chord ( A4 D4 ) 1/7 event5
chord ( C4b D4 ) 1/7 event6
chord ( G4 D4 ) 1/7 event7

2.1 Antescofo
Collective music performance involves several complex and
sometimes implicit activities. The system Antescofo aims
at acting as an electronic musician interacting with human
musicians, implementing these behaviours. For this purpose, the system takes as input a mixed score which describes in the same file some musician and electronic parts.
During a performance, the system synchronizes the electronic parts to the musician’s ones: it aligns in realtime the
performance of human musicians to the score, handling
possible errors, detects the current tempo, and plays the
electronic part, following the detected tempo. Playing is
done by passing by messages to an external audio environment such as MAX or PureData. A popular particular case
of this behavior is automatic accompaniment [5].
Antescofo is therefore a reactive embedded system, interacting with the outside environment (the musicians), under
1

Figure 3: Simplified extract of Einspielung in Antescofo

http://repmus.ircam.fr/antescofo
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our test framework. The reader can find more complete
descriptions in [7, 8].
Formally, an Antescofo mixed score is a finite sequence
of input events e1 , . . ., each event being bound to a finite
sequence of triggered actions called act(ei ). In the following, a finite sequence of actions is called group, and
act(ei ) is called top-level group triggered by ei .
An event ei is a tuple hi , c, d, gi made of the unique identifier i (event number), some event data c, the event’s duration d (also denoted dur (ei )), expressed either in number
of beats of tempo or milliseconds (ms), and group g triggered by ei . The event data contains information such as
the event kind (note, chord, trill...), and pitch values. An
important point here is that on detection of an event, the
LM will return the id i to the RE (and not simply the pitch).
Note that all values in Antescofo, including durations, are
expressions which can possibly contain variables (global
or local to groups) and functions.
An action is a pair a = hd, gi where d is a delay (in beats
or ms) and g can be either an atom or a group. An atom is a
control message sent to an external audio system – MAX or
PureData or a computation of the form x := exp where x is
a variable and exp an expression. Note that with the above
recursive definition, the groups can be nested arbitrarily, in
order to reflect some musical intention. Moreover, every
action is contained in a group, called its container.
The delay d in a = hd, gi is the time to wait before starting to play g, after the trigger of a has been detected (if it
is an event) or started (if it is an action). The trigger of an
action a with container g 0 is defined as follows. If a is not
the first action of g 0 , then its trigger is the action preceding
a in g 0 . Otherwise, either g 0 is a top-level group act(ei )
and the trigger of a is ei , or g 0 is in an action a0 = hd0 , g 0 i
called parent of a and the trigger of a is the trigger of a0 .
Some high-level attributes can be added to groups to express an expected behavior for musician-electronic synchronization and error handling, corresponding to a particular musical situations [5]. In this paper, we shall consider,
for illustration purposes, a small sub-set of attributes : two
synchronisation attributes:

Figure 4: Attribute specification (e1 and e4 missed)
various compositions of attributes for the group in the extract of mixed score of Figure 3. Note that in the score, the
attributes loose and global have been chosen.
2.3 Test Input and Output Data
What is the form of the input data send to the SBIMS for
testing its behavior, as well as the output data collected for
analyzing the results of tests?
Basically, a test input is a trace of events representing
a musician performance and an output is a trace of actions representing the electronic accompaniment generated
in reaction to the input. For reactive and realtime IMS, time
is a semantics property, and the dates at which events and
actions are played must be included in test input and output
data (timestamps). This is in contrast with functional programs, computing output from the given input, for which
it is sufficient to consider, for testing, untimed data values.
A grand challenge for the design and implementation realtime embedded systems (including IMS) is to reconciliate two time units [9]: the time of the environment and
the time of the platform. The first is the physical time, expressed in milli-seconds. The second is a logical time used
by the system in its computations. For IMS, the logical
time unit is the number of beats, it is called relative time in
the rest of the paper. Hence, in IMS, reconciliation of the
times of environment and platform is done through tempo.
A test input trace tin is a finite sequence of triples hi, d, T i
made of an event identifier i (pointing to an event ei in a
given mixed score), a duration value d expressed in relative
time (like in the score), and the instant tempo T between
ei and the next event in the trace, expressed in beat per
minute. Note that missing events can be specified, by absence, in tin : the event ei is missing in a tin of the form
. . . , hi − 1, di−1 , ti−1 i, hi + 1, di+1 , ti+1 i, . . .
As an example, from a mixed score e1 , e2 , . . . we can directly generated the so called ideal trace h1, dur (e1 ), T i,
. . ., where T is the tempo specified in the score 3 (see Figure 5). This trace corresponds to the performance of a
robot, playing exactly the notes and durations specified.
An expected output trace tout (resp. real output trace t0out )
is a finite sequence of pairs ha, di made of an atom (as defined in Section 2.2) and its date d expressed in relative

loose: Synchronization on tempo. Only the tempo is
used to compute the delays of the group’s actions.
tight: Synchronization on events. Every action in the
group is bound to the closest event.
and two error management attributes. In Antescofo, an error is a missing event (note), either because the musician
did not play it or else because the LM did not detect it (e.g.
because it is not well tuned).
local: Skip. If the triggering event is missing, the actions
of the group are skipped.
global: Immediately. The actions are started immediately
at the detection that the triggering event is missing.
Roughly, the synchronisation attribute expresses how smoothly (for loose) or not (for tight) the electronic part should
be played. The error management specifies the importance
of the actions. Figure 4 illustrates Antescofo’s behavior for

3 If the tempo changes in the score, then it is changed accordingly in
the ideal trace.
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h1, 1/7, 144i · h2, 1/7, 144i · h3, 1/7, 144i · ... · h7, 1/7, 144i
ha0 ,0i · ha1 , 0i · ha2 , 1/7i · ha3 , 2/7i · ... · ha7 , 6/7i

Event
trace tin

Figure 5: Ideal input and expected output for Fig. 3

tempo R.pos

Antescofo Standalone
Expected
output tout

Internal
adapter

time (resp. in physical time).
A test case (see Figure 1) is a pair made of an input trace
tin and the corresponding expected output trace tout .

Reactive
Engine

Listening x
Machine x

Related models of performances
Time-warps [10], Time-Maps (Jaffe 1985), Time-deformations (Anderson and Kuivila 1990), are continuous and monotonically increasing functions used to define either variations of tempo or variations of the duration of individual
notes (time-shift). Some models of performance [10, 11]
are defined by combination of these two transformations,
defined independently. Our input test trace format is a discrete version of such models, where the tempo variations
and time-shifts are defined respectively in the third and
second component of entries hi, d, T i. An important difference with [10,11] is the possibility to have missed notes
in input traces.

compare

pos.

tempo

Real
output t0out

Figure 6: Testing scenario of Section 2.4.1.
adapter iteratively reads one element hi, d, T i of a file con4
taining tin , converts d into a physical time value d0 = d.6.10
T
(remember that delays are expressed in relative time in tin ),
and waits d0 ms before sending i and T to the RE. More
precisely, it does not physically wait, but instead notifies
a virtual clock in the RE that the time has flown of d0 ms.
This way the test does not need to be executed in realtime
but can be done in fast-fordward mode. This is very important for batch execution of huge lists of test cases.
The messages sent by RE are traced in t0out , with timestamps in physical time (this functionality is built in the current RE). Finally, the timestamps in tout are converted from
relative time to physical time using the tempo values in tin ,
in order to be comparable to t0out .
In this scenario, the IUT is the RE (the LM is idle).

Input trace fuzzing and generation
Thanks to these models, generating input traces scripting
musical performances is not difficult. One can start with
the ideal trace, generate arbitrary tempo values (e.g. defined by a tempo curve) and add some fuzz to events durations (time shifts) and missing events. The obtained traces
are well suited for testing in the preparation of concerts.
Another method for generating more exhaustive sets of
input traces, suitable for debugging, is presented in Section 3.4.
Generating the corresponding expected output traces tout
is a more difficult problem: it wouldn’t make sense to use
the system under test for this purpose, and we need instead
a formal reference of the timed behavior expected for the
system. As explained in introduction, we follow a modelbased approach (MBT) to tackle this problem, where a
model M is used to compute tout from tin (M is also used
to generate tin ); this is detailed in Section 3.

2.4.2 Testing the RE with tempo detection
Event
trace tin
R.pos

Antescofo Standalone
Expected
output tout

Internal
adapter
pos.
Listening x
Machine
tempo

2.4 Test Execution

Reactive
Engine

compare
Real
output t0out

Figure 7: Testing scenario of Section 2.4.2.

How can we execute given test cases on the SBIMS?
The execution of a test case htin , tout i is somehow a monitored simulation of a performance. It consists in sending
the events in the input trace tin to the SBIMS, with their durations, and collect a real output trace t0out by monitoring
and time-stamping (in physical time) all output emissions
of the SBIMS during the execution. The latter is then
automatically compared to tout to produce a test verdict.
The problem is more tricky that it seems due to the data
flow in Antescofo, its modular nature (Figure 2) and the
relative time unit used in test cases. We present below several scenarios for testing different parts of the system.

In this second scenario the tempo values T are not read
in tin by the adapter but instead inferred by the LM (the
adapter is calling an appropriate method in LM). The rest
of the scenario is similar to Section 2.4.1. The values of
detected tempo are stored by the adapter and used later to
convert the dates in the expected trace tout from relative to
physical time. In this case, the IUT is somehow the RE
plus the part of the LM in charge of tempo inference.
2.4.3 Testing the whole SBIMS as a Blackbox
This scenario is the most general. It is executed in a version of Antescofo embedded into MAX (as a MAX patch),
using an adapter which is another MAX patch. The adapter
iteratively reads triples hi, d, T i in a file containing tin , and

2.4.1 Testing the RE
This scenario is performed on a standalone version of Antescofo equipped with an internal test adapter module. The
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definition of the set of all possible tin , i.e. all the potential
interpretations of musicians to be tested.
Note that since IMS are realtime systems, we need to express time in E and S, like in: ”one message m has to be
emitted one beat after the first event e1 of the musician”.

Expected
output tout

(MAX patch)

audio stream
pos.
Reactive
Listening
Engine
Machine
tempo

compare
Real output t0out

Figure 8: Testing scenarios of Section 2.4.3.

plays them as MIDI events, using the duration d converted
to physical time with T . The audio stream generated is
then sent to the LM, and the output of the RE is traced in
t0out as before.
Note that here, the RE uses the tempo values detected
by the LM, which will differ from the tempo values in
tin [6]. Therefore, the former are saved by the adapter (in
MAX the detected tempo is available as an outlet of the
antescofo˜ patch), and used later to convert the dates in
tout from relative to physical time like in Section 2.4.2. In
this realistic scenario, the IUT is the whole SBIMS.
In an alternative scenario, the adapter ignores the tempo
values in tin and uses tempo detected by the LM, similarly
to Section 2.4.2. Note that in these scenarios, the tests are
executed in realtime and not in a fast-forward mode like in
Sections 2.4.1, 2.4.1.

The conformance of the IUT to the specification S wrt E
is defined as the inclusion of the set of real output traces
t0out , obtained by the execution of all tin ∈ E against the
IUT, into the set of expected output traces tout = S(tin )
with tin ∈ E. As time values are included in the traces,
conformance ensures the time safety of the IUT on the test
cases.
3.2 Antescofo Intermediate Representation
How can we write formal specifications E and S for testing the SBIMS Antescofo on a given mixed score s? Actually, this is the exact purpose of the score! Therefore, in
our test framework we generate automatically from a score
two formal specifications E and S of the expected behavior of the musicians and Antescofo, exploitable by testing
tools. This prevents us opportunistically from the burden
of an initial phase of manual specification by experts, generally needed for the testing and verification of embedded
systems. Hence the automatic production of E and S is a
convenient feature, typical of IMS testing.
We use a front-end compiler transforming an Antescofo
mixed score s into a medium level executable intermediate representation IR(s). The model IR(s) will be furthermore translated into the timed automata formalism in
order to use tools dealing with such models (Sections 3.3,
3.4). This approach is similar to the use of Ecode for the
Giotto language [12] in order to ensure portability and predictability (determinism), both in timings and functionality. We present here a simplified graphical version of the
IR designed for Antescofo [13].
An IR is a finite set (called network) of finite state machines extended with variables and durations (EFSM), communicating synchronously with some symbols taken from
a finite alphabet Σ. Some example of EFSMs can be found
in Figures 10 and 13. We let Σ = Σin ] Σout ] Σsig where
Σin and Σout are respectively the sets of the event ids and
atomic messages of s (as described in Section 2.2), and
Σsig contains internal signals presented below. Every transitions of the EFSMs is labelled by one of σ! (emission of
a symbol σ ∈ Σ), σ? (reception of a symbol), a computation x = exp or a delay d (in relative or physical time).
The communication with the external environment are represented by σ? with σ ∈ Σin (reception of events) and σ!

2.5 Test Verdict
How can we check that the real output trace t0out is correct?
When tout is not known, we are left to listen the execution
of the IMS on tin , in extenso, for instance using the framework presented in Section 2.4.3, and decide subjectively
whether we are satisfied with it. This manual solution is
not rigorous and also tedious when one need to consider
many different tin for covering purposes.
When tout is known, we just need to compare pointwise
the conversion of tout to physical dates to t0out , with a fixed
error bound δ to dealing with latency, and report differences. This raises the following important question: How
can we systematically compute the expected tout from tin ?
This is going to be answered in the next part of the paper.
3. MODEL BASED CONFORMANCE TESTING
We report here the use of state-of-the art MBT models,
techniques and tools for testing the SBIMS Antescofo in
the framework presented in previous Section 2.
3.1 Generalities on Model Based Testing

input
IU T

RealEN V

Figure 9 depicts in its higher half a reactive system’s IUT
interacting with an environment RealENV, and in its lower
half, two formal specifications of the latter, resp. S and E.
The behavioral specification S of the system is a formal
description of its reactions to the outside environment. In
our case, it is the function producing tout given tin .
The environment model E is a formal description of what
can be expected from the environment. In our case, it is the

output
tin
E

S
tout

Figure 9: Specification : reality (top) and models (down)
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The EFSM network IR(s) is produced from a given score
s by traversing the hierarchical structure of s. Intuitively, it
contains one EFSM for each group in s and a fixed number
of auxiliary EFSMs.
An EFSM called error proxy defines the notion of errors
in the flow of musician events. To each i ∈ Σin we associate a unique new signal ı̄ ∈ Σsig , meaning that the event
of id i (in the score s) is missing. The transitions of the error proxy are labeled by i? (the event i has been detected)
or ı̄! (to signal that the event i is missing). Various definitions of the notion of missing events are allowed, and
specified using parameters of the compilation command.
Next, we generate one EFSM for each group in the score.
To a group g we associate 2 symbols denoted ǧ and ḡ. If g
is a toplevel group, triggered by ei , then ǧ = i ∈ Σin and
ḡ = ı̄ ∈ Σsig . Otherwise, ǧ and ḡ are new signals of Σsig .
The generic form of the EFSM of group g is depicted in
Figure 12, where init is the initial state and the sub-EFSMs

mfsm(g)

ei+1 ?

s4

3.3 Timed Automata and Uppaal
Timed automata (TA) [14] are finite state automata extended with a finite set of real-valued variables called clocks.
Every TA transition is labeled by a symbol (in a finite alphabet), and a linear constraint (guard) on the clock values: the transition can be fired only if the current values
of the clocks satisfy the associated constraint. Moreover,
every clock can be independently reset to 0 during a transition and keeps track of the elapsed time since the last reset.
Some linear constraints (guard) on the clock values called
invariants can also be attached to states, such constraint
must be satisfied as long as the control stays in the state.
In a TA, all the clock values are expressed in a unique
abstract time unit, the model time unit (mtu), i.e. all the
clocks evolve at the same rate. The IR of a score s can be
converted into an equivalent TA, under the restriction that:
(i) all the delays are expressed in relative time in the score
(like in all traditional scores) and (ii) the score contains no
variables or all the variables can be evaluated statically.

IR can also contain conditional branchs that we do not describe here.

ḡ?

s2

fsm(g), mfsm(g) are defined according to the strategies
for g (see examples in Figures 10 and 13).
Additionally, an EFSM E modeling the environment is
constructed, in order to bound the space of possible interpretations of musicians considered for testing and avoid
explosion during test input generation.

Compiling Scores into IR (construction of the models)

fsm(g)

α!

Figure 13: IR of the beginning of a tight and global
group with a unique action hd, αi. We have 4 execution modes, corresponding to the 4 lines: normal, earlier,
missed-earlier and missed. In states s0 , s3 and s2 , the automaton is waiting for an event or group symbol. If this
symbol is missed, it switches to the missed mode (resp.
states s1 , s4 ). In normal mode (state s1 ), the automaton
waits for a delay d before sending the action α. In missed
mode (state s1 ), the automaton sends α without waiting.
Moreover, in state s1 , the automaton waits concurrently for
a delay d and for the detection of the next event ei+1 (at the
current score position). If ei+1 , respectively ei+1 , arrives
before the expiration of d, then the automaton switches to
mode earlier (state u2 ), resp. missed-earlier (state u2 ). In
both cases, the action α bound to the previous event ei is
sent without delay and then the automaton switches to nor
mal or missed mode (s4 or s4 ).

one of the delays di , 1 ≤ i ≤ n has expired (i.e. the time
spent in r is di ) or one symbol σj , 1 ≤ j ≤ m is received.
We consider a synchronous model of time (following [8]):
The time can flow only in source states of branchings. The
other transitions, labeled by σ! or x = exp are instantaneous (i.e. a logical time 0 is spend in the source state).
The EFSMs composing a network are run concurrently:
at each instant, every EFSM is in one control state. Initially, every EFSM starts in its initial state, which is unique.

ǧ?

α!

α!

Figure 11: Generic IR branching

4

s4

u2

with σ ∈ Σout (emission of messages).
Moreover, all branching (multiple outgoing transitions
from a single state) must have the form depicted in Figure 11 4 : A transition is fired from the state r as soon as
..
.

ei+1 ?

s0

s1

d1
dn

s3

?

ei

Figure 10: IR of a loose and local group. In the initial
state s0 , the automaton is waiting for the trigger symbol ǧ.
Once this symbol is read, it waits (in state s1 ) for a delay
d1 , and sends action α1 . Then it continues from state s2
with the rest of the group.
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e i+

d
ei
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ei
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Uppaal 5 is a symbolic model checker which permits users
to write, simulate and verify timed automaton networks.
The set of configurations of a TA A is infinite (it is the

init

Figure 12: EFSM associated to group g

5
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Cartesian product of the finite set of states of A and the
infinite set of valuations of the clocks of A). However, it
is possible to transform a TA into a finite state automaton
recognizing the same (untimed) sequences of symbols, using a finite equivalence on configurations (region construction) [14]. This fundamental technique gives a PSPACE algorithm for deciding reachability properties, implemented
efficiently in Uppaal.

tin : h3, 0.27, 60i · h4, 0.4, 114i

tout : ha0 , 0i · ha1 , 0i · ha2 , 0.14i·
ha3 , 0.28i · ha4 , 0.42i · ha5 , 0.56i · ha6 , 0.7i · ha7 , 0.84i

Figure 15: Test input generation for the running example

Given an input trace tin for testing and a TA model S of
a score, it is possible to compute the corresponding output
tout , according to S. A deterministic environment model E
is first computed from tin as in Figure 14. Then, a simulation is performed with Uppaal, on the automata network
E∪S, and tout is obtained by tracing output during this simulation. The environment can be modified slightly in this
process (from E presented in Figure 14), by introducing
intervals on delays in transition’s guards, in order to prevent state-space explosion in the generation of test cases
(Section 3.4).

Let us consider the generation of a test case on our running
example (Figure 15). First, CoVer returns a couple of notes
e3 (E\) and e4 (D]), with respective durations 0.27 (a little
less than 27 ) and 0.4 (a little less than 37 ) beats. They represent time-shifts over the durations in the score. The other
notes are assumed missing. Next, some arbitrary tempo
values are generated: 60 bpm for e3 and 114 bpm for e4 ,
completing an input trace tin . The output trace tout associated to tin is then computed by Uppaal.
3.5 Execution and Verdicts
To summarize, based on an environment model E and a
specification S compiled from an mixed score s, CoVer
provides us with a covering suite of input traces t1in , . . . , tkin
and the corresponding output traces t1out , . . . , tkout . An execution with Antescofo on tjin , 1 ≤ j ≤ k, following one
of the scenarii of Section 2.4, will return real output traces
j
0j
t0j
out . A step by step comparison of the tout and tout will
permit to draw a test verdict (see Section 2.5). A fixed error bound (approx. 0.1ms) is applied when comparing the
delays, for dealing with latency.
The crucial point here is that when observers express that
we cover all the edges of E and S, then success on all the
test cases generated by CoVer guarantees the conformance
of the IUT to the model S of the score, wrt E. This completeness result is obtained thanks to the use of the region
construction in CoVer.

e2 !
s0

e1 !

s1
a1 ?

e2 !

s2

e3 !

s3

sn

a2 ?

Figure 14: An environment automaton

3.4 Test Suite Generation with CoVer
Testing does not prove that Antescofo is crash-free, but the
more test-case we have checked, the bigger guarantee we
have. As we cannot test exhaustively for all possible performances on a given mixed score, a strategy is to consider
a relevant set of test-cases (including extreme ones!) that
covers in some sense the possible behavior of the IUT on
the score. It is possible to generate automatically such sets
of test-cases based on the formal specification of the system, and this problem has been extensively studied [15].
For this purpose, we use an Uppaal extension called CoVer [4], which has been used for testing Ericsson’s industrial size networking systems [16]. It allows to generate
test cases sets according to a user-written coverage criteria,
defined as a finite state automaton called observer monitoring the execution of S. The transitions of observers are
labeled by Boolean predicates validated when some states
or transitions in the TA model S have been reached. The
model checker Uppaal is used to generate the input traces
tin enabling to reach a final state of a given observer for S.
This modular approach permits to target a specific group,
or a specific problem such as error handling for testing,
with a focus on Antescofo debugging.
Note that the traces tin generated by CoVer do not contain
tempo values, but only durations in relative time. They refer to a clock in the TA model which is not yet specified,
and can be instantiated using an arbitrary time-map (for execution scenario of Section 2.4.1 or 2.4.3, first case), or by
the detected tempo (Section 2.4.2 or 2.4.3, second case).

4. CONCLUSION
We have presented model based conformance testing approaches and their application to the SBIMS Antescofo.
The generation of test input data and computation of the
corresponding expected output is based on a formal model
compiled from a mixed score, and done with the help of
the symbolic model checker Uppaal.
The results obtained with these approaches, with real scores or small case studies, have permitted to identify and fix
bugs in Antescofo. For instance, an erroneous cast of Antescofo’s detected tempo caused the computation of wrong
values of action delays. The small variation was detected
when comparing t0out against tout .
The generation of input can be done automatically with
CoVer, following covering criteria expressed as observers.
This approach is oriented towards software engineering and
debugging. Alternatively, the input can be produced manually by adding some fuzz to an ideal trace (using timemaps describing tempo variations and time shifts) as described at the end of Section 2.3. This gives no guaranty of
coveredness but the input produced is musically more relevant (it corresponds to a performance). This approach is
7
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more oriented towards the preparation of concerts and can
be helpful at composition time.
Another possible application of our framework is nonregression testing: An expected trace tout can be simply
recorded by monitoring an execution on a given tin with a
former reliable version of the SBIMS. Then one can compare with the trace t0out produced on tin by the new version under test. Of course, unlike model based approaches,
this technique gives no guarantees that the execution tout is
correct, it only permits to check automatically whether the
new version behaves like the old one on tin .
One limit of the approach is related to the input test data
generated by CoVer, which tends to chose shortest delays
for tin inside regions. As a consequence, the tempo computed on this input can increase exponentially (since delays
in tin are expressed in relative time, refering to the current
tempo). To avoid this problem, some other input delays
(not the shortest) should be chosen in regions.
A second limitation is due to the expressiveness of TA. TA
can have several clocks but they all run at the same frequency (the mtu). Hence, multirate is not supported in TA
models whereas it is possible in Antescofo DSL. Moreover, in Antescofo DSL and IR, delays can be expressions
with variables which cannot always be evaluated statically
(e.g. when they depend on input). Some extensions of TA
with variables are supported by Uppaal and remain to be
studied in the context of IMS model-based testing.
The approach presented in Section 3 generates the test
cases offline: the whole traces tin and tout are generated before test execution, which can be space consuming. Equivalent online approaches exist, with ’on the fly’ generation
and execution of traces. This is developed as Uppaal extension and named TRON. However it could not be used
in our case due to a technical issue in the conversion from
relative to physical time values. An interesting alternative
could be to follow an approach similar to [17] combining
fuzz testing and a white box approach. It consists in executing an online test loop, with on the fly random generation of test input from the code and, in parallel, the incremental developpement a propositional constraint (checked
for satisfiability with a SAT solver), ensuring a form of
coveredness.
Finally, a visualization of the output traces, with a graphical representation e.g. in Ascograph 6 would greatly benefit Antescofo’s users, for composition assistance purposes.
It would be useful e.g. to compare respective temporal positions of groups for different performances.
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ABSTRACT
Music conveys emotions by means of pitch, rhythm, loudness, and many other musical qualities. It was recently
confirmed that timbre also has direct association with emotion, for example, that a horn is perceived as sad and a
trumpet heroic in even isolated instrument tones. As previous work has mainly focused on sustaining instruments
such as bowed strings and winds, this paper presents an
experiment with non-sustaining instruments, using a similar approach with pairwise comparisons of tones for emotion categories. Plucked string, mallet percussion, and keyboard instrument tones were investigated for eight emotions: Happy, Sad, Heroic, Scary, Comic, Shy, Joyful, and
Depressed. We found that plucked string tones tended to be
Sad and Depressed, while harpsichord and mallet percussion tones induced positive emotions such as Happy and
Heroic. The piano was emotionally neutral. Beyond spectral centroid and its deviation, which are important features
in sustaining tones, decay slope was also significantly correlated with emotion in non-sustaining tones.
1. INTRODUCTION
As one of the oldest art forms, music was developed to
convey emotion. All kinds of music from ceremonial to
casual incorporate emotional messages. Much work has
been done on music emotion recognition using melody [1],
harmony [2], rhythm [3, 4], lyrics [5], and localization
cues [6].
Different musical instruments produce varied timbres,
and timbre is an important feature that shapes the emotional character of an instrument. Previous research has
shown that emotion is also associated with timbre. Scherer
and Oshinsky [7] found that timbre is a salient factor in
the rating of synthetic sounds. Peretz et al. [8] showed
that timbre speeds up discrimination of emotion categories.
Bigand et al. [9] reported similar results in their study of
emotion similarities between one-second musical excerpts.
Timbre has also been found to be essential to music genre
recognition and discrimination [10, 11, 12].
Copyright: c 2014 Chuck-jee Chau et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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Eerola et al. [13] worked on the direct connection between emotion and timbre, and confirmed strong correlation between features such as attack time and brightness
and the emotion dimensions valence and arousal for onesecond isolated instrument sounds. These two dimensions
refer to how positive and energetic a music stimulus sounds
respectively [14]. Asutay et al. [15] also studied the valence and arousal responses from subjects on 18 environmental sounds. Using a different approach than Eerola,
Ellermeier et al. [16] investigated the unpleasantness of environmental sounds using paired comparisons.
Wu et al. [17] studied pairwise emotional correlation
among sustaining instruments, such as the clarinet and violin. It was found that emotion correlated significantly with
spectral centroid, spectral centroid deviation, and even/odd
harmonic ratio.
But, what about sounds that decay immediately after the
attack, and do not sustain, such as the piano? This study
considers the comparison of naturally decaying sounds and
the correlation of spectral features and emotional categories. Eight plucked string, mallet percussion, and keyboard instrument sounds were investigated for eight emotions: Happy, Sad, Heroic, Scary, Comic, Shy, Joyful, and
Depressed.
2. SIGNAL REPRESENTATION
The stimuli were analyzed and represented as a sum of sinusoids, with time-varying amplitudes and frequencies:

s(t) =

K
X
k=1

t

 Z
Ak (t) cos 2π


(kfa + ∆fk (τ )) dτ + θk (0) ,

0

(1)

where
s(t) = sound signal,
t = time in s,
τ = integrand dummy variable representing time,
k = harmonic number,
K = number of harmonics,
Ak (t) = amplitude of the kth harmonic at time t,
fa = analysis frequency and approximate fundamental frequency (349.2 Hz for our tones),
∆fk (t) = frequency deviation of the kth harmonic, so that
fk (t) = kfa + ∆fk (t) is the total instantaneous frequency
of the kth harmonic, and
θk (0) = initial phase of the kth harmonic.
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where Āk is the time-averaged amplitude of the kth harmonic. Then, spectral incoherence of the original spectrum
is defined as:

3. SPECTRAL CORRELATION MEASURES
3.1 Frequency Domain Features
In the study by Wu [17], it was found that emotion was affected by spectral variations in the instrument tones. Different measures of spectral variations are possible, and the
following are used in this study.
First of all, the instantaneous rms amplitude is given by:
v
uK
uX
Arms (tn ) = t
A2k (tn ),
(2)
k=1

where tn is the analysis frame number. N in the following
equations represents the total number of analysis frames
for the entire tone (or a portion of the tone for the feature
decay slope).
3.1.1 Spectral Centroid
Spectral centroid is a popular spectral measure, closely related to perceptual brightness. Normalized spectral centroid (NSC ) is defined as [18]:
PK
kAk (tn )
.
NSC (tn ) = Pk=1
K
k=1 Ak (tn )

v
uP

2
u N −1 PK
u n=0 k=1 Ak (tn ) − Âk (tn )
SI = t
.
PN −1
2
n=0 (Arms (tn ))

(6)

Spectral incoherence (SI ) varies between 0 and 1 with
higher values indicating more incoherence (a more dynamic spectrum).
3.1.4 Spectral Irregularity
Krimphoff [20] introduced the concept of spectral irregularity to measure the jaggedness of a spectrum. Spectral
irregularity was redefined by Beauchamp and Lakatos [21]
as:

SIR =

N −1 PK−1
1 X k=2 Ak (tn ) |Ak (tn ) − Ã (tn )|
, (7)
PK−1
N n=0
Arms (tn ) k=2 Ak (tn )

(3)

3.1.2 Spectral Centroid Deviation

where

Spectral centroid deviation was qualitatively described by
Krumhansl [19] as the temporal evolution of the spectral
components. Krimphoff [20] defined spectral centroid deviation as the root-mean-squared deviation of the normalized spectral centroid (NSC ) over time given by:
v
u N −1
u1 X
2
SCD = t
(NSC (tn ) − NSC xx ) ,
(4)
N n=0

Ã (tn ) = (Ak−1 (tn ) + Ak (tn ) + Ak−1 (tn )) /3.
This formula defines the difference between a spectrum
and a spectrally smoothed version of itself, averaged over
both harmonics and time and normalized by rms amplitude.
3.1.5 Even/odd Harmonic Ratio

where NSC xx could be the average, rms, or maximum
value of NSC . A time-average value is used in this study.
Note that Krimphoff used the term “spectral flux” in his
original presentation, but other researchers have used the
term spectral centroid deviation instead since it is more
specific.

Even/odd harmonic ratio [22] is another measure of spectral irregularity and jaggedness, and is based on the ratio
of even and odd harmonics:

3.1.3 Spectral Incoherence

This measure is especially important for clarinet tones,
which have strong odd harmonics in the lower register.
Though a low E /O (e.g., for low clarinet tones) will usually result in a relatively high SIR, the reverse is not necessarily true.

Beauchamp and Lakatos [21] measured spectral fluctuation in terms of spectral incoherence, a measure of how
much a spectrum differs from a coherent version of itself.
Larger incoherence values indicate a more dynamic spectrum, and smaller values indicate a more static spectrum.
A perfectly static spectrum has an incoherence of zero.
A perfectly coherent spectrum is defined to be the average spectrum of the original, but unlike the original, all
harmonic amplitudes vary in time proportional to the rms
amplitude and, therefore, in fixed ratios to each other. Put
another way, the harmonic amplitudes are fixed. The coherent version of the kth harmonic amplitude is defined by:
Āk Arms (tn )
,
Âk (tn ) = qP
K
2
Ā
k=1 k

(5)
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PN −1 PK/2

n=0
j=1 A2j (tn )
E /O = PN −1 P(K+1)/2
,
A2j−1 (tn )
n=0
j=1

(8)

3.2 Time Domain Features
Since overall amplitude changes are vital to non-sustaining
tones, several time-domain features are included in this
study.
3.2.1 Attack Time
Instead of measuring the time to reach the peak rms amplitude, the term attack time here measures the time to reach
the first local maximum in rms amplitude from the beginning of the tone.
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3.2.2 Decay Ratio
We use the term decay ratio to define the ratio between the
rms amplitude 30 ms before the tone ends against the peak
rms amplitude:
DR =

Arms (tend−30ms )
.
Arms (tpeakRms )

(9)

The numerator time point was chosen since a linear fadeout was applied over 30 ms from 0.97 s to 1.0 s to the
tones in this study. A fast decaying instrument such as the
plucked violin had a decay ratio of 0 since it had already
decayed to zero by 0.97 s.
3.2.3 Decay Slope
All tones used in this study had natural decays, and there
was no sustain. Decay slope is the average difference
in rms amplitude between adjacent analysis frames. The
slope was averaged from the peak rms amplitude until the
rms amplitude reached zero.

DS =

1
N

N
X

(Arms (tn ) − Arms (tn−1 ))

(10)

n=1

3.3 Local Spectral Features
Many spectral features are more relevant to sustaining
tones than decaying tones. Therefore, an amplitude
weighting was also tested on the spectral features based on
the instantaneous rms amplitude, as defined in Eq. 2. This
helped emphasize high-amplitude parts of the tone near the
end of the attack and beginning of the decay, and thus deemphasized the noisy transients. The amplitude-weighted
features are denoted by “AW” in our feature tables.
4. EXPERIMENT
Our experiment consisted of a listening test where subjects
compared pairs of instrument tones for different emotions.

The loudness of the eight tones was equalized by a twostep process to avoid loudness affecting emotion. The initial equalization was by peak rms amplitude. It was further
refined manually until the tones were judged of equal loudness by the authors.
4.1.2 Duration of Tones
The original recorded tones were of various lengths, with
some as long as 5.6 s including room reverberation, and
some as short as 0.9 s. They were processed so that the
tones were of the same duration.
First, silence before each tone was removed. The tone durations were then truncated to 1 second, and a 30 ms linear
fade-out was introduced before the end of each tone. Some
of the original tones were less than 1 second long (e.g., the
plucked violin and the xylophone), and were padded with
silence.
4.1.3 Method for Spectral Analysis
A phase-vocoder algorithm was used in the analysis of the
instrument tones. Unlike normal Fourier analysis, the window size was chosen according to the fundamental frequency so that frequency bins aligned with the harmonics
of the input signal. Beauchamp gives more details of the
phase-vocoder analysis process [25].
4.2 Subjects
There were 34 subjects hired for the listening test, aged
from 19 to 26. All subjects were undergraduate students at
the Hong Kong University of Science and Technology.
4.2.1 Consistency
Subject responses were first screened for inconsistencies.
Consistency was defined based on the four comparisons of
a pair of instruments A and B for a particular emotion as
follows:
consistency A,B =

4.1 Stimuli
4.1.1 Prototype Instrument Tones
The stimuli used in the listening test were tones of nonsustaining instruments (i.e., decaying tones). There were
eight instruments in three categories:
• Plucked string instruments: guitar (Gt), harp (Hp),
plucked violin (Vn)
• Mallet percussion instruments: marimba (Ma), vibraphone (Vb), xylophone (Xy)
• Keyboard instruments: harpsichord (Hd), piano (Pn)
The tones were from the McGill [23], and RWC [24]
sample libraries. All tones had fundamental frequencies
(f0 ) close to 349.2 Hz (F4) except the harp, which was
329.6 Hz (E4). The harp tone was pitch-shifted to 349.2 Hz
using the software Audacity. All tones used a 44,100 Hz
sampling rate.

- 984 -

max (vA , vB )
4

(11)

where vA and vB are the number of votes a subject gave
to each of the two instruments. A consistency of 1 represents perfect consistency, whereas 0.5 represents random
guessing. The mean average consistency of all subjects
was 0.755.
Predictably subjects were only fairly consistent because
of the emotional ambiguities in the stimuli. We assessed
the quality of responses further using a probabilistic approach. A probabilistic model [26], successful in image
labelling, was adapted for our purposes. The model takes
the difficulty of labelling and the ambiguities in image categories into account, and estimates annotators’ expertise
and the quality of their responses. Those making lowquality responses are unable to discriminate between image categories and are considered random pickers. In our
study, we verified that the three least consistent subjects
made responses of the lowest quality. They were excluded
from the results, leaving 31 subjects.
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4.3 Emotion Categories
The subjects compared the stimuli in terms of eight emotion categories: Happy, Sad, Heroic, Scary, Comic, Shy,
Joyful, and Depressed. These terms were selected by the
authors for their relevance to composition and arrangement. Their ratings according to the Affective Norms
for English Words [27] are shown in Figure 1 using
the Valence-Arousal model. Happy, Joyful, Comic, and
Heroic form one cluster, and Sad and Depressed another.

each instrument received, compared the other instruments.
The lighter the cell color, the more positive votes the “row
instrument” received when compared against the “column
instrument”. Taking the Heroic emotion as an example,
the harpsichord was judged to be more Heroic than all the
other instruments.
Happy

Sad

Gt Hp Hd Ma Pn Vb Vn Xy
Gt
Hp
Hd
Ma

10

Pn
Vb

8

Vn

Arousal

Scary
6
4

Depressed
Sad

Xy

Happy
HeroicJoyful
Comic

0.8

Pn
0.4
Vb
0.2
Vn

0.4

Gt
Hd

6

8

10

Ma

Valence

Pn
Vb

Figure 1. Russel’s Valence-Arousal emotion model. Valence is how positive an emotion is. Arousal is how energetic an emotion is.

Vn
Xy

0

Every subject made pairwise comparisons of all eight instruments. During each trial, subjects heard a pair of tones
from different instruments and were prompted to choose
the tone arousing a given emotion more strongly. Each
combination of two different instruments was presented in
four
 trials for each emotion, and the listening test totaled
8
2 × 4 × 8 = 896 trials. For each emotion, the overall
trial presentation order was randomized (i.e., all the Happy
comparisons were first in a random order, then all the Sad
comparisons were second, and so on).
Before the first trial, the subjects read online definitions
of the emotion categories from the Cambridge Academic
Content Dictionary [28]. The listening test took about 1
hour, with a short break of 5 minutes after 30 minutes.
The subjects were seated in a “quiet room” with less
than 40 dB SPL background noise level. Residual noise
was mostly due to computers and air conditioning. The
noise level was reduced further with headphones. Sound
signals were converted to analog with a Sound Blaster XFi Xtreme Audio sound card, and then presented through
Sony MDR-7506 headphones at a level of approximately
78 dB SPL, as measured with a sound-level meter. The
Sound Blaster DAC utilized 24-bit depth with a maximum
sampling rate of 96 kHz and a 108 dB S/N ratio.

Ma

Hd

5.1 Voting Results
The raw results were pairwise votes for each instrument
pair and each emotion, and are illustrated in Figure 2 in
greyscale. The rows show the percentage of positive votes
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5. EXPERIMENT RESULTS

1
Gt

Comic

4.4 Listening Test
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Xy
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0.6
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0.2
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Figure 2. Comparison between instrument pairs. Lighter
color indicates more positive votes for the “row instrument” compared to the “column instrument”.
The greyscale charts give a basic idea of the emotionaldistinctiveness of an instrument. Most emotions were distinctive with a mix of lighter and darker blocks, but Comic,
Scary, and Joyful were more difficult to distinguish as
shown by the nearly uniform grey color.
Figure 3 displays the ranking of instruments derived using the Bradley-Terry-Luce (BTL) model [29, 16]. The
rankings are based on the number of positive votes each
instrument received for each emotion. The values represent the scale value of each instrument compared to the
base instrument (i.e., the one with the lowest ranking). For
example, for Happy, the ranking of the harpsichord was
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Figure 3. Bradley-Terry-Luce scale values of the instruments for each emotion
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Figure 4. BTL scale values and the corresponding 95% confidence intervals. The dotted line represents no preference.
3.5 times that of the violin. The figure presents a more
effective comparison of the magnitude of the differences
between instruments. The wider the spread of the instruments along the y-axis, the more divergent and distinguishable they are.
The harpsichord stood out as the most Heroic and Happy
instrument, and was ranked highly for other high-valence
emotions such as Comic and Joyful. The mallet percussion (marimba, xylophone, and vibraphone) also ranked
highly for the same emotions. The harp stood out for Sad
and Depressed, with the guitar second. The harp was also
top-ranked instrument for Shy, and perhaps surprisingly
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Scary. The mallet percussion were collectively ranked second Shy.
The plucked violin was at or near the bottom for
Happy, Heroic, and Joyful (through on the top for the
other high-valence emotion Comic). This is opposite the
bowed violin, which was highly-ranked for Happy in Wu’s
study [17].
The ranges for Comic and Scary were rather compressed,
representing listeners’ difficulty in differentiating instruments for these emotions.
The instruments were often in clusters by instrument
type. The plucked string instruments including harp, gui-
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Spectral Centroid Deviation

0.954

0.927

2.066

1.687

1.089

0.824

17.656

8.919

Spectral Centroid Deviation (AW)

1.826

1.093

5.887

1.461

1.987

1.504

2.603

2.335

Spectral Incoherence

0.142

0.020

0.283

0.258

0.072

0.165

0.205

0.177

Spectral Incoherence (AW)

0.223

0.024

0.310

0.318

0.083

0.200

0.226

0.186

Spectral Irregularity

0.160

0.283

0.084

0.223

0.135

0.254

0.129

0.233

Spectral Irregularity (AW)

0.137

0.283

0.067

0.217

0.122

0.263

0.164

0.242

Even/odd Harmonic Ratio

0.170

0.038

0.968

0.215

0.301

0.749

0.927

0.046

Even/odd Harmonic Ratio (AW)

0.208

0.033

0.864

0.328

0.340

0.832

1.079

0.035

Features

Table 1. Features of the instrument tones. AW indicates amplitude-weighted features (see Section 3.3).
hhhh
h
Features

Emotion
hhhh
hhh Happy

Sad

Heroic

Scary

Comic

Shy

Joyful

Depressed

Number of
emotions with
significant
correlation

Attack Time

0.86∗∗

-0.69∗

0.59

-0.52

0.62∗

-0.41

0.78∗∗

-0.70∗

5

Decay Ratio

0.19

-0.06

0.33

0.21

-0.50

-0.04

0.16

-0.12

0

∗∗

0.78

Spectral Centroid

-0.50

-0.14

Spectral Centroid (AW)

0.60

-0.81∗∗

Spectral Centroid Deviation

-0.53

-0.04

-0.49

Spectral Centroid Deviation
(AW)

0.45

-0.71

∗

Spectral Incoherence

0.50

-0.65∗

Spectral Irregularity

0.47
-0.10

-0.53

0.76

∗∗

Decay Slope

Spectral Incoherence (AW)

-0.89

∗∗

-0.35

-0.03

0.62

0.04

-0.28

-0.06

0

0.81∗∗

-0.69∗

0.50

-0.81∗∗

0.62∗

-0.76∗∗

6

0.10

0.56

0.20

-0.30

0.03

0

0.72

∗∗

-0.77

∗∗

0.57

0.40

-0.62∗

0.88∗∗

0.38

∗

∗∗

0.53

-0.58
∗

0.51

-0.69

Even/odd Harmonic Ratio

0.03

-0.53

0.39

-0.45

5

0.28

-0.23

-0.08

-0.92

∗∗

-0.34

Spectral Irregularity (AW)

Even/odd Harmonic Ratio
(AW)

0.90

-0.83

∗∗

-0.48

∗

0.46

-0.66

5

0.53

-0.73∗∗

4

∗

0.48

-0.67

3

0.84

∗∗

-0.20

0.52

2

-0.31

0.92

∗∗

-0.28

0.53

3

-0.37

0.63∗

-0.46

0.09

-0.52

1

-0.28

∗

-0.34

0.00

-0.45

1

-0.65

0.26

-0.48

∗∗

0.83

∗∗

0.90

∗∗

0.76

-0.44

0.64

-0.49

Table 2. Pearson correlation between emotion and features of the instrument tones.

∗∗

: p ≤ 0.05; ∗ : 0.05 < p < 0.1.

tar, and plucked violin were similarly ranked. The mallet
percussion including marimba, xylophone, and vibraphone
were another similarly ranked group. On the other hand,
the piano was the most neutral instrument in the rankings,
while the harpsichord was consistently an outlier.

using the method proposed by Bradley [29]. The dotted
line for each emotion represents the line of indifference.
The confidence intervals are generally uniformly small.

The BTL scale values and 95% confidence intervals of
the instruments for each emotion are shown in Figure 4,

The features of the instrument tones are given in Table 1.
Pearson correlation between these features and the emo-
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tions are given in Table 2. Amplitude-weighted spectral
centroid was significantly correlated with six of the eight
emotions, and amplitude-weighted spectral centroid deviation with five emotions. Both spectral centroid features
significantly correlated for all four low-valence emotions.
By contrast, the same features without amplitude weighting were not correlated with any emotion. Emphasizing
the high-amplitude parts of the tone made a big difference.
Decay slope was also significantly correlated to most
emotions, but not the more ambiguous emotions Comic,
Scary, and Shy. Tones with more negative slopes (i.e.,
faster decays) were considered more Sad and Depressed.
Tones with slower decays were considered more Happy,
Heroic, and Joyful.
Our results of decaying tones agreed with results in
Eerola [13], where attack time and spectral centroid deviation showed strong correlation with emotion. However, unlike the results in Wu [17], even/odd harmonic ratio
was not significantly correlated with emotion for decaying
tones.

ticated metric will likely increase the robustness of decay
slope, though it is obviously relatively effective already.
We only considered one representative tone for each instrument in our study. Of course, in practice percussionists use many types of mallets and striking techniques to
make different sounds. Similarly, string players produce
different timbres with different plucking positions and finger gestures. It would be great to determine the range of
emotion that an instrument can produce using different performance methods.
Our instrument tones were deliberately cut short to allow
a uniform-duration comparison in this study. However, in
our preliminary preparations some of the instrument tones
seemed to give a different emotional impression for different lengths. It would be interesting to re-run the same
experiment with shorter tones (e.g., 0.25 s tones or 0.5 s
tones). This will reveal even more information about the
relationship between emotion and the perception of decaying musical tones of different durations. Our emotional
impression of decaying tones may change with time, depending on when the performer stops the note.

6. DISCUSSION

Acknowledgments

Similar to sustaining tones [17], we found spectral centroid
and spectral centroid deviation to have a strong impact on
emotion perception. In addition, we observed that attack
time and decay slope had a strong correlation with many
emotions for decaying tones.
Our stimuli included decaying musical instruments of
different types. The guitar, violin, and harp are plucked
strings, while the mallet percussion are struck wood or
metal. The vibrations are resonated by a cavity or tube
respectively. The different acoustic structures contribute to
evoking different emotions. Our experiment showed that
decay slope affects emotion, and decay slope depends in
part on the material of the instrument.
The harpsichord makes its sound by plucking multiple
strings of the same pitch using a plectrum. It had the opposite emotional effect as other plucked string instruments.
While the spectra of the harp and guitar had very few harmonics in a fast decay, the harpsichord had a much more
brilliant spectrum and decayed slower. Though the piano is also a keyboard instrument like the harpsichord, the
strings are struck by hammers instead of plucked. The piano was emotionally-neutral. Perhaps this is why the piano
is so versatile at playing arrangements of orchestral scores,
since it can let the emotion of the music shine through its
emotionally-neutral timbre.
These findings give music composers and arrangers a
basic reference for emotion in decaying tones. Performers, audio engineers, and designers can manipulate these
sounds to tweak the emotional effects of the music. Of
course, timbre is only one aspect that contributes to the
overall drama of the music.
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ists between our experience of music and the
rationalizations we use to specify it.

Thus far, we have been automatizing the time-span analysis of Jackendoff and Lehrdahl’s Generative Theory of
Tonal Music (GTTM). We have also introduced the distance between two time-span trees and verified by an experiment that the distance was properly supported by the
psychological similarity. In this paper, we synthesize a
new piece of music using the algebraic operations on timespan trees, with this notion of distance. For this process,
we need an operation to retain a certain number of pitch
events as well as reduction, then we employ join operation on two input pieces of music. But, the result of the
join operation is not obvious as two or more pitch events
may occupy the same position on a score in a conflicting
way. Therefore, in this research, we distinguish the tree
representation from actual music written on a score and
define join and meet in the domain of the tree representation in the algebraic manner. Then, to demonstrate the
validity of our approach, we compose artificial variations
of K.265/300e by Wolfgang Amadeus Mozart by a morphing technique using join and meet. We examine the results
with human intuitive similarity and show that algebraic operations such as join and meet suffices to produce viable
Mozartoid variations.
1. INTRODUCTION
The main aim of conventional music theories is analyzing
and understanding music, not composing. Although there
have been various attempts at applying conventional music
theories to composition [7], Roads pointed out the difficulty in these attempts as follows [9, p.909]:
The surface of any music can be encoded
into such rules. But no one would mistake
the logic of a style template as anything resembling the actual process of human composition. · · · Emotional involvement is inseparable from musical behavior of all kinds, yet
there have been only a few attempts to consider affect as part of a model of compositional thought · · · A model that relates musical
structure to its emotional significance, however crude, may lessen the disparity that exc
Copyright: ⃝2014
Keiji Hirata et al. This is an open-access article distributed

We have been investigating the algebraic framework for
manipulating music pieces under the principle that reduction corresponds to the partial order. Among music theories that have been proposed so far, we think that the timespan tree introduced by Lerdahl and Jackendoff’s Generative Theory of Tonal Music (GTTM; hereafter) [5] is suitable for the domain in which we formalize reduction. Let
us consider the time-span tree and reduction. The timespan analysis in GTTM assigns structural importance to
each pitch events, derived by the grouping analysis, in which
a sequence of notes forms a short phrase called a group,
and by the metrical analysis, where strong and weak beats
are properly assigned to each pitch event. As neighboring notes can be compared by this structural importance in
the bottom-up way, the hierarchy forms a time-span tree,
where a branch from a less important event is absorbed
into that from a more important event. We illustrate this
process in Fig. 1. This theory, therefore, includes the reduction hypothesis; in the sequence of reduction of pitch
events, the original piece is simplified and is abstracted,
and thus, we can retrieve a basic skeleton [6] of the original music piece 1 .
Thus far, we have automatized the process of time-span
analysis [1], and proposed various applications [2]. In [11],
we defined a notion of distance among the time-span trees,
and then we compared the tree distance with human cognitive similarity, among 12 variations of Ah vous dirai-je,
maman, K. 265/300e by Wolfgang Amadeus Mozart [4].
In this paper, we propose a technique for creating a music piece based on our algebraic framework which is both
mathematically and cognitively well-grounded. As an application of the technique, we demonstrate the composition
of new variations from two existing variations, combining
the two time-span trees of the variations in the algebraic
manner with the join and meet operations. For meet as an
operation to reduce uncommon pitch events, the meet operation is rather naturally defined as the intersection part
of two music pieces. Thus, if we restrict our interest in
the calculation of distance, meet may sufficiently serve as
an edit distance such as earth mover’s distance (EMD) or
Rizo-Valero’s [8]. For join as an operation to increase pitch
events, in contrast, it is problematic because the join operation does not always function, when the two music scores
contain unmatched pitch events. Here, our idea is to intro-

under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

- 991 -

1 Although a pitch event means a single note or a chord, in this paper,
we restrict our interest to monophonic analysis as the method of chord
recognition is not included in the original theory.
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tures. σ2 subsumes σ1 , that is, σ1 ⊑ σ2 if and only if for
any branch in σ1 there is a corresponding branch in σ2 .
Let σA and σB be tree structures for two music pieces A
and B, respectively.

6

join If we can fix the least upper bound of σA and σB ,
that is, the least y such that σA ⊑ y and σB ⊑ y
is unique, we call such y the join of σA and σB ,
denoted as σA ⊔ σB .
meet If we can fix the greatest lower bound of σA and σB ,
that is, the greatest x such that x ⊑ σA and x ⊑ σB
is unique, we call such x the meet of σA and σB ,
denoted as σA ⊓ σB .

Surface structure
Reduction

We can define σA ⊔ σB and σA ⊓ σB by recursive functions. Thus, the partially ordered set of time-span trees
becomes a lattice, where σA ⊔ x = σA and σA ⊓ x = x if
x ⊑ σA . Moreover, if σA ⊑ σB , x ⊔ σA ⊑ x ⊔ σB and
x ⊓ σA ⊑ x ⊓ σB for any x.
2.2 Maximal Time-Span and Reduction Distance

?

Figure 1. Reduction hierarchy of chorale ‘O Haupt voll
Blut und Wunden’ in St. Matthew’s Passion by J. S. Bach
[5, p.115]
duce an algebraic domain in which a virtual representation
of a join-ed time-span tree is allowed.
This paper is organized as follows. In Section 2, we provide basic algebraic operations for time-span trees, and the
notion of distance, as a background theory. In Section
3, we propose a new notion of abstract join by which we
would represent a virtual tree, and clarify the morphing algorithm in Section 4. Next in Section 5, we actually show
new variations generated by our method, and evaluate the
pieces from a human psychological viewpoint. Finally, in
Section 6, we mention the limitations of our method, and
discuss the possibility of further development.
2. JOIN REVISITED AS A SYNTHESIS
OPERATION
To provide a prerequisite for the following sections, we
explain our approach, excerpting necessary definitions and
properties from our previous works [4, 11].
2.1 Subsumption, join, and meet
Hereafter, we identify the reduction in trees with the subsumption relation, which is the most fundamental relation
in knowledge representation. Let σ1 and σ2 be tree struc-
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The head pitch event of a tree is the most salient event in
the tree; i.e., the saliency is extended to the whole tree.
As the situation is the same in each subtree, we consider
that each pitch event has its maximal length of saliency,
called maximal time-span. We hypothesize that if a branch
with a single pitch event is reduced, the amount of information corresponding to the length of its maximal time-span
is lost.
In Fig. 2 (a), there are four contiguous pitch events, e1,
e2, e3, and e4; each has its own temporal span (duration on
surface), s1, s2, s3, and s4, denoted by thin lines. Fig. 2 (b)
depicts time-span trees and corresponding maximal timespan hierarchies, denoted thick gray lines. The relationships between spans in (a) and maximal time-spans in (b)
are as follows. At the lowest level in the hierarchy, the
length of a span is equal to that of a maximal time-span;
mt2 = s2, mt3 = s3. At the higher levels, mt1 = s1 + mt2,
and mt4 = mt1 + mt3 + s4 = s1 + s2 + s3 + s4. That is, every span extends itself by concatenating the span at a lower
level along the configuration of a time-span tree. When all
subordinate spans are concatenated up into a span, the span
reaches the maximal time-span.
The distance d⊑ of two time-span trees such that σA ⊑
σB in a reduction path is defined by
∑
d⊑ (σA , σB ) = e∈ς(σB )\ς(σA ) se .
For example in Fig. 2, the distance between σ1 and σ4
becomes mt1 + mt2 + mt3. Note that if e3 is first reduced
and e2 is subsequently reduced, the distance is the same.
Although the distance appears at a glance to be a simple
summation of maximal time-spans, there is a latent order
in the addition, for the reducible branches are different in
each reduction step. In order to give a constructive procedure to this summation, we introduce the notion of total
sum of maximal time-spans as:
∑
tmts(σ) = e∈ς(σ) se .
When σA ⊑ σB , d⊑ (σA , σB ) = tmts(σB ) − tmts(σA ).
As a special case of the above, d⊑ (⊥, σ) = tmts(σ).
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q
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mt2 mt3

(a) Sequence of pitch events
and their spans

q

σ3

q

q
mt4

mt3

mt1

σ4

q

q
mt4

mt4

(b) Reduction proceeds by removing reducible maximal time-spans

Figure 2. Reduction of time-span tree and maximal time-span hierarchy; thick gray lines denote maximal time-spans while
thin ones denote pitch durations.
2.3 Requirement on Distance

join

As there is a reduction path between σA ⊓σB and σA ⊔σB ,
and σA ⊓ σB ⊑ σA ⊔ σB , d⊑ (σA ⊓ σB , σA ⊔ σB ) is unique.
Here let us define two distance metrics.
d⊓ (σA , σB ) ≡ d⊑ (σA ⊓ σB , σA ) + d⊑ (σA ⊓ σB , σB )
d⊔ (σA , σB ) ≡ d⊑ (σA , σA ⊔ σB ) + d⊑ (σB , σA ⊔ σB )

reduction meet

GTTM
Analysis
Time-Span Tree

Music Score
Rendering

Algebraic domain

We immediately obtain d⊔ (σA , σB ) = d⊓ (σA , σB ) by the
uniqueness of reduction distance.
Hereafter, we omit {⊓, ⊔} from d{⊓,⊔} , simply expressing it as ‘d’. Here, d(σA , σB ) is unique among the shortest
paths between σA and σB . Finally, we obtain

Music domain

Figure 3. The Proposed Framework For Music Synthesis
Absorption Law (σA ⊔ σB ) ⊓ σA = σA and (σA ⊓ σB ) ⊔
σA = σA .
Parallelism of distance d⊔ (σA , σB ) = d⊓ (σA , σB )

d(σA , σB ) + d(σB , σC ) ≥ d(σA , σC ),
which is the triangle inequality. For more details on the
theoretical background, see [11].

We can easily confirm that these two conditions ensure the
uniqueness of join.
3. REPRESENTATION OF TIME-SPAN TREE

2.4 Framework for Music Synthesis
To synthesize a new piece of music, one may plan to use
meet to reduce and join to increase the number of pitch
events from two concrete music scores. In actual fact, meet
mostly works well, while the result of join is, however, often not obvious as two or more pitch events may occupy
the same position on a score in a conflicting way. Therefore we propose to provide a virtual join representation, not
for concrete music score, but for time-span trees, to apply
it to the morphing, as described in the following section.
Here, we state that the time-span tree representation
should be strictly distinguished from the actual music represented on scores (Figure 3). The left-hand image in Figure 3 refers to the algebraic domain which we mentioned
in preceding subsections. On the contrary, the right-hand
side of the figure refers to the domain of actual music. To
go from a tree representation to a concrete music score,
we need another process of music rendering, which is independent of the process of analysis from music scores to
trees [1]. At the same time, however, this implies that we
do not need to concern ourselves with the actual image of
music in these algebraic operations.
Instead of an algebraic lattice where meet and join exist uniquely, we need to specify the requirements for the
tree representation of join; we should summarize this as
follows:
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In this and the following sections, we present new contributions of the paper.
Thus far, join and meet have only been applicable to unifiable pairs of trees, in the sense of branch configuration.
If we could amend the definitions of these, preserving the
two requirements mentioned in Section 2.4, the applicability would be greatly improved. If we could provide the join
and meet operations satisfying the absortption law and the
parallelism of distance in the previous section, the applicability of the operations would greatly increase, and we
could design more varieties of musical application. Thus,
we propose a new time-span tree representation and improved join and meet operations for it.
3.1 Ternary Branching Representation
In Section 3, we have proposed the framework in which a
time-span tree is distinguished from a written score. Now,
disregarding join of two melodies on a score, we introduce a ternary-branching tree, which represents the superimposition of the left-branching and right-branching binary trees. A new representation for a time-span tree is
introduced, shown in BNF as follows:
⟨n⟩
⟨t⟩

::= p | c(⟨n⟩, ⟨t⟩, ⟨t⟩)
::= ⊥ | p | c(⟨n⟩, ⟨t⟩, ⟨t⟩)

Proceedings ICMC|SMC|2014

c(〈n〉, 〈t〉, ⊥)

〈t〉

c(〈n〉, ⊥, 〈t〉 )

〈n〉
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c(〈n〉, 〈t〉, 〈t〉)

〈t〉

〈t〉 〈n〉 〈t〉

Figure 4. Three Node Forms in Novel Representation of
Time-Span Tree
Symbol p means a pitch event as a terminal symbol, and ⊥
the bottom which means the identify element for the join
operation. Pitch event p contains the information of pitch,
maximal time span, and correspoding note on a score. ⟨n⟩
and ⟨t⟩ stand for a time-span tree; ⟨t⟩ can be ⊥, while ⟨n⟩
is not. ⊥ may occur only at the second or third place, not at
the first. Term c(⟨n⟩, ⟨t⟩, ⟨t⟩) represents a node of a timespan tree; the first place of the term ⟨n⟩ represents a primary branch, the second place (first ⟨t⟩) a secondary left
branch, and the third place (second ⟨t⟩) a secondary right
branch (Fig. 4).
The idea here is that node c(⟨n⟩, ⟨t⟩, ⟨t⟩) may be synthesized by the joining of unmatched-branching trees and
joining with fully-instantiated tree c(⟨n⟩, ⟨t⟩, ⟨t⟩). The new
tree representation enables the join operation to yield a
proper result for those cases which have thus far not been
unifiable. The joining of unmatched-branching trees comprises cases such as join(c(⟨n⟩, ⟨t⟩, ⊥), c(⟨n⟩, ⊥, ⟨t⟩)) (the
upper part of Fig. 5) and join(c(⟨n⟩, ⟨t⟩, ⟨t⟩), c(⟨n⟩, ⊥, ⊥));
joining with fully-instantiated tree c(⟨n⟩, ⟨t⟩, ⟨t⟩) comprises cases such as join(c(⟨n⟩, ⟨t⟩, ⟨t⟩), c(⟨n⟩, ⟨t⟩, ⟨t⟩))
and join(c(⟨n⟩, ⟨t⟩, ⟨t⟩), c(⟨n⟩, ⊥, ⟨t⟩)). Simply, the join

operation recursively computes the argument-wise join. The
ternary branching representation can be regarded as the superposition, abstracting the distinction of left-/right- branching, of a binary tree, not as a node having three branches.
Moreover, the lower part of Fig. 5 shows the calculation
of meet in one of the formerly-nonviable cases. Similarly,
the meet operation recursively computes the argument-wise
meet. Thus, in this case, the meet operation takes into account only the primary branches, ignoring secondary branches, which is equivalent to the treatment in the previous research [4].
Note that the ternary-branching tree representation introduced here is distinguished from a ternary branching timespan tree which may occur in ternary meter 2 . The ternarybranching appears only when we calculate join operation
tentatively. There is still the necessary condition that we
are able to calculate the join operation, which is a joined
maximal time-span being concatenated, otherwise the result is undefined. Let [b, e] be a time-span beginning at b
and ending at e; we may assume the join of [1, 3] and [2, 4]
would be the connected interval of [1, 4] while that of [1, 2]
and [3, 4] would remain as two separated intervals. Incidentally, the meet of [1, 3] and [2, 4] is [2, 3], and that of
[1, 2] and [3, 4] is undefined, not as ⊥.
3.2 Theoretical Properties
To introduce the proper join, we assume some useful concepts of the time-span tree beforehand.
Definition 1 (Structural Equivalence) Given a node c in
a time-span tree representation,
c(p, ⊥, ⊥) ≡ p
where p is atomic, either a pitch event or ⊥

join(

=

Subtree
A

Subtree
A

meet(

Subtree
A

=
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B

join(
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B
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B
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,

Subtree
C

,

,

Subtree
B

Subtree
C

Subtree
C

,

Subtree
D

)

)

)

Subtree
D

Subtree
D

Subtree
C

It follows that ⊥ is equivalent to c(⊥, ⊥, ⊥),
c(c(⊥, ⊥, ⊥), ⊥, ⊥), c(⊥, c(⊥, ⊥, ⊥), ⊥), and so on. As a
result, there are an infinite number of such trees equivalent
to ⊥. For example in the lower part of Fig. 5, let t be a tree,
then c(t, ⊥, ⊥) cannot be rewritten to t if t is not atomic.
Suppose pi means a pitch event, then c(c(p1 , ⊥, ⊥), ⊥, p2 )
can be rewritten to c(p1 , ⊥, p2 ).
As we have extended the new representation of time-span
tree with ternery branching node c and the structural equivalence rule, we can similarly extend all the definitions on
reduction path, reduction distance, total maximal time-span,
and the lemmas on uniqueness of reduction distance that
we have developed in Sections 2.1, 2.2 and 2.3. Finally,
we can prove the theorem on triangle inequality of distance
with the new representation of time-span tree, although we
would like to omit the details of the definitions and the
proofs of the lemma and the theorem.
We show an example in which given two pieces, the join
and meet are calculated (Fig. 6). The two pieces are taken
from the Mozart’s variations K.265/300e ‘Ah, vous diraije, maman’, the variations No.2 and No.5. Actually, in
the process of calculating the join and meet operations of

)

⊥

2 Since GTTM restricts a time-span tree to a binary tree, a ternary
branching time-span tree is not allowed [5, pp.326-330].

Figure 5. Join and Meet of Unmatched-Branching Trees
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Figure 6. Parallelogram Composed of Variations No.2 and No5, join and meet. The values in the parentheses are total
maximal time-spans.
these two time-span trees, join and meet of unmatchedbranching ones occur nine times, respectively, and the distances via join and meet, d⊔ and d⊓ , are the same. The
value in the parenthesis shows the total maximal time-span
of each time-span tree; according to the definition of distance, we obtain d⊔ = (822 − 744) + (822 − 654) = 246
and d⊓ = (744 − 576) + (654 − 576) = 246. Notice that
the four time-span trees form a parallelogram because the
lengths of the opposite sides are equal respectively. Then,
we have confirmed the lemma on uniquness of reduction
distance in the proposed framework.

join(α, β)
N

:

M

σB
σA
M
β

:
N

N

α

:
M

meet(σA, σB)
Figure 7. Morphing Algorithm

4. MORPHING ALGORITHM
Morphing is an algorithm to find an intermediate graphical
image, given two images. We provide a similar methodology to compose an intermediate piece of music, given two
music pieces; especially given two existing variations with
a common theme as in the paper [4]. Let σA and σB be
two pieces of music, and σC be an expected result of morphing; we require that σC should reside at an internally
dividing point of σA and σB by N : M . The ratio M : N
means the one in terms of the total sum of maximal timespans (denoted as tmts in Section 2.2). Notice that there
are infinitely many σC ’s such that the ratio of the distance
between σA and σC to that between σC and σB is M : N
because σC resides on so-called Apollonian circles. Thus,
we should restrict σC to the one that resides at the shortest
distances from σA and σB , respectively.
Our morphing algorithm is shown in Fig. 7, consisting of:
1. Find such a reduction α of σA that divides σA and
meet(σA , σB ) by the ratio of N : M in terms of the
given distance.
2. Find such a reduction β of σB that divides σB and
meet(σA , σB ) with the ratio of M : N .
3. join α and β.
We see that four time-span trees α, β, meet(σA , σB ), and
join(α, β) also form a parallelogram as in Fig. 6. Apparently, in terms of the distance between σA and σB , we
have d(σA , σB ) = d(σA , join(α, β)) + d(join(α, β), σB ).
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Moreover, tmts(σA ) ≤ tmts(join(σA , σB )) ≤ tmts(σB )
holds if tmts(σA ) ≤ tmts(σB ).
We mention three points in implementing the morphing
algorithm. The first is related to the fact that our current
framework disregards matching of pitch events; the reduction operation takes only the information of the configuration of time-spans. Although we omit the technical details,
for obtaining the appropriate values of α and β, we prefer
to avoid the ratio N : M near to 1 : 0 or 0 : 1.
The second is related to rendering of the fully-instantiated
node c(⟨n⟩, ⟨t⟩, ⟨t⟩), which can be regarded as the superimposition of the differently-branching nodes of two binary trees, not as a node having three branches. In the
current implementation, a fully-instantiated node is simply rendered as a chord of two notes, that is, sounding
both at the same time. Otherwise, for instance, it could
be rendered as a transformation of the superimposed timespans 3 .
The third is rendering itself. In the present rendering algorthm, a maximal time-span is basically considered as a
line segment in a piano roll score, and the time-spans at a
lower level (closer to leaves) overwrites those at a higher
level. Thus, it may occur that the entirety of the maximal
time-span is overwritten by the lower-level pitch events;
that is, even though a pitch event is quite salient, that pitch
event may become inaudible, or its duration assigned on a
real score may be very short.
3

It is like a transformation head [5, p.155].
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Figure 9. Relative Distance Among Variations and Morphed Melodies According to the Impression of Human Listeners

œ

Figure 8. Variations No.1, No2, and No.5, and morphed
melodies between them
5. EXPERIMENT AND RESULTS
The morphing algorithm is implemented in SWI-Prolog
[10]. The set piece is Mozart’s variations K.265/300e ‘Ah,
vous dirai-je, maman’. The piece consists of the famous
theme and twelve variations of it. In our experiment, we
take variations No.1, 2, and 5 as the sources for morphing,
and excerpt the first eight bars (Fig. 8). We have chosen
these three variations because for every pair of these two
we can calculate the result of join, that is, joined maximal time-spans are all concatenated. To make comparison
easy, the morphed melodies generated by the improved algorithm are shown between the variations. For example, in
the figure, “No.2&No5” means the morphed melody at the
midpoint of variations No.2 and 5.
For the similarity assessment of the morphed melodies by
human listeners, six university students (2 females and 4
males) participated in our study, four of whom have experience of playing music instruments for five years or more.
We use the method similar to the previous research[4]. An
examinee listens to all pairs ⟨m1 , m2 ⟩ in random order
without duplication, where m{1,2} is either variations No.1,
No.2, No.5 and the morphed melodies between them, such
as No.1&No.2. Every time he/she listens to it, he/she is
asked “how similar is m1 to m2 ?”, and rates it using one
of following five grades: quite similar = 2, similar = 1,
neutral = 0, not similar = −1, and quite different = −2.
At the very beginning, for cancelling the cold start bias, every examinee hears the theme and twelve variations (eight
bars long) without rating them. In addition, when an examinee listens to and rates pair ⟨m1 , m2 ⟩, he/she should
try the same pair later to avoid the order effect. Finally, the
average ratings of each examinee are calculated and then
the average for all the examinees is determined.
The experimental results are obtained in the distance-ma-
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trix between variations No.1, No.2, No.5 and the morphed
melodies between them at first. Since it is difficult to examine the results as they are, we employ multidimensional
scaling (MDS) [12] to visualize the results (Fig. 9). To explain briefly, MDS plots items on a coordinate plane so that
the more similar items are, the closer they are.
In terms of Nos. 1 and 2 pair and Nos. 1 and 5 pair,
the morphed melodies are plotted at the midpoint of their
source variations almost as expected. In contrast, the position of No.2&No.5 is problematic. As can be seen in
Fig. 8, No.2&No.5 is the internally dividing point of No.2
and No.5 by 1: 1, and the number of notes of No.2&No.5
is approximately the average of No.2 and No.5. However,
No.2&No.5 is almost entirely made of eighth notes, and as
the result of join, many of the notes which have the same
pitch or which sound at the same time. Consequently, it
can be thought that the human impression of No.2&No.5
is closer to that of No.5.
6. CONCLUSIONS
In this paper, we have proposed the time-span tree representation and the join operation, applied to two time-span
trees. In general, the result of the join operation on two
arbitrary input pieces of music is not obvious. That is, it
is not straightforward to construct the valid join satisfying
the basic properties such as the absorption law that is consistent with the notion of reduction provided by GTTM.
We explained that we strictly distinguished the tree representation from the actual music represented on scores.
By use of the join and meet operations, we implemented
an automatic morphing system in Prolog, and composed
virtual variations of K.265/300e by Wolfgang Amadeus
Mozart from existing variations. Since the distance between time-span trees defined in the paper satisfies the properties desired for morphing, we can identify the internal
dividing point of time-span trees σA and σB by N : M
as if we draw a figure using a triangle ruler and a compass (Fig. 7). We have evaluated these synthesized variations according to the impression of human listeners, and
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found an interesting correspondence between the theoretical distance and psychological distance. As a result, we
have shown that the use of join and meet operations in
our algebraic framework could suffice to produce viable
Mozartoid variations.
We think the tree distance proposed should be only applied to short pieces, for instance, consisting of eight to
sixteen bars; otherwise, we need to consider whether or
not a single tree exists for a longer piece of music. In
effect, our definition of distance strongly depends on the
strength of heads, and if these heads are changed it affects
the distance inadequately. Investigating the relationships
between the adequacy of the distance versus the length of
music piece should be our immediate future work.
We can imagine many possible algorithms for rerendering besides the current one as we discussed in Section 4.
For example, a rendering algorithm may take into account
the original notes from which the relevant time-spans are
derived. Another one may employ the technique of casebased reasoning with a database consisting of the melody
/ time-span tree pairs. On the other hand, rendering can
be viewed as the inverse process of the GTTM analysis as
shown in Fig. 3. Here let us consider the piece obtained
by the following two steps: the GTTM analysis builds a
time-span tree from an original piece, and a rendering algorithm synthesizes the resulting piece from a time-span
tree. Then, a pair of the GTTM analysis and a rendering
algorithm that restores the original piece may be proper.
Therefore, we think that a rendering algorithm should always be investigated with GTTM analysis.
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ABSTRACT
This paper discusses the circumstances and the results in
automating rhythmical derangement of popular music in
order to render an odd-meter version of a tune. The
resulting pieces will be performed in a late night concert
of the International Computer Music Conference
resembling a typical DJ performance setting. Created
remixes often use two widely known tunes in parallel to
bear the title of a cross-mix. The cross-mixes are made
by firstly synchronising the tracks in their original timeflow by using audio stretching techniques. Secondly, the
probabilistic splicing algorithms and further timestretching are employed to render the tracks within a
different metric structure. Finally, DJ production and
performance techniques provide appropriate ways of
mastering and presenting the pieces in a club-type
environment.
The paper will further deal with the intentions behind
using popular tunes, odd-meters and algorithms in the
light of the motivation that yielded the currently
presented system. The designed software plug-in will
be briefly documented and made public as open-source
development.
1.

INTRODUCTION

The idea of rhythmical derangement was born from
author’s interest in odd meters and his general
dissatisfaction with the widespread use of 4/4 timing.
The construction of comprehensible yet admittedly more
complex, asymmetric rhythms is the main artistic
objective of the documented work and the resulting
performance. The origins of these rhythms in dance
music are believed to stem from Bulgaria and the
surrounding Balkan countries [10] [14] [15].

[1] is likely to support an increase in application of these
techniques. The current study explores one such specific
technique developed to allow complex rhythmic
manipulation of recorded music.
2.

RHYTHMIC DERANGEMENT

Initially, the author used audio splicing to remix popular
music as a way of investigating the easy to apprehend
harmonic and melodic structures in a mutilated metric
context. The familiarity of the musical flow aids its
preservation within a distorted metric structure and
thereby makes the comprehension easier for listeners
not trained in folklore dance music that traditionally
employs odd meters in fast tempi.
Mutation of the musical time-flow by displacing certain
note onsets produces an alternative rhythmic
arrangement that is referred to as derangement. This
practice was first made possible by the recording
technology that allowed studio-based manual operation
on audio material – tape splicing. Software emulations
of splicing and time stretching accelerated this process
and allowed further development of derangement
techniques. The basic splicing in this context may
produce gaps in the audio as seen in Figure 1., where a
displacement of a single percussive attack is displayed.
Other than yielding a silent gap this transformation also
erases an equally long portion of the audio creating two
audible discontinuities.

The use of computer algorithms is meant to challenge
the perception and stimulate creativity in order to
synthesise a unique musical style rather than emulate an
existing one, a distinction well defined by David Cope
[5]. It is notable, that attempts to algorithmically
synthesise popular music have gained stage in the recent
years [4] [12]. The availability of a software framework
aimed at dance music production, which can be easily
expanded to utilize a variety of generative procedures
Copyright: © 2014 Zlatko Baracskai et al. This is an open-access article
dis- tributed under the terms of the Creative Commons Attribution
License 3.0 Unported, which permits unrestricted use, distribution, and
reproduction in any medium, provided the original author and source are
credited.

Figure 1. The waveform of a recorded drum sequence
and the splicing based rhythmic derangement.

As the software based time-stretching techniques
developed, they now support seamless displacement of
the transients. This can be done by marking musical
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moments and dragging them to a new metric position.
The displaced transient will thereby induce a different
time-stretching factor for the segments encompassed
with the previous and with the next marked transient, as
can be observed in Figure 2. Other than reducing the
discontinuity, this allows for quicker and more flexible
rhythmic derangement facilitated by the arbitrary metric
grid imposed on the original sound file.
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embody the flow, as the subdivision of fast asymmetric
rhythms cannot be perceived [2]. Instead, it is a
sequence of shorter and longer pulses with a clearly
repeating pattern that stands out from texturally
complex rhythmical background. Research into
perceptual and performative aspects of these rhythms
shows the great timing irregularities inherent in this
tradition [13]. In the beginning of the previous century,
analytical musicology has managed to approximate
these timing peculiarities thereby standardizing and
classifying the repertoire [10].
The resulting repetitive sequence of weak and strong
beats was initially referred to in asymmetric rhythmical
traditions by the name of the accompanying dance [15].
By assuring reliable recursion of the strong beats the
complexity of the rhythm is reduced. In fusing these
influences with contemporary dance genres, the
produced music is fully quantized to the temporal grid.
A listener should sense the recurring period but might
not understand the subdivision if one lacks attention or
acquaintance with such rhythms.
This strategy, hereby produces a steady yet complex
pulsation that can act as the rhythmically innovative
basis for a new musical sub-genre called folk step.
4.

Figure 2. The waveform of a drum-beat and the
displacement of a transient using markers.

The employed software framework [1] that enables easy
rhythmic displacement within audio files can be
furthered to allow algorithmic derangement by building
custom API and audio processing effects. This study
deals with an implementation of an audio effect that
uses probabilistic generative techniques for rhythmical
derangement. Having such applications at hand allows
the composer to easily investigate rhythmical
manipulation and challenge his own understanding of
articulation within an odd time signature.
3.

ASSYMETRICAL TIME SIGNATURES

The objective of preserving musical flow in
transformations targeting complex metric structures is
greatly determined by the admiration of folk music from
the Balkan Peninsula. In this tradition the musical
phrases are combined in sequence regardless of binary
duration subdivision. Such rhythmic patterns are
repeated to define a staggered musical flow.
In literature these rhythms are mainly referred to by
their Turkish name aksak, meaning lame, stumbling or
limping [8]. Often their fast pace allows the dancers to

CROSS-MIXING

Although Egnes [7] argues that the remix has a larger
significance than a phenomenon uniquely placed at this
period in our history, the remixing of music could also
be considered remote from true authorship. However, a
majority of musical elements that create any musical
piece, in general, have their precedents in the past
thereby highlighting a considerable difficulty in
producing a truly original work. Almost every musical
piece is based on certain developments prior to the
composition, be it the development of an instrument,
rhythmic pattern, musical scale or an electro-acoustic
component. A standpoint can be maintained that the
borderline between authorship and artistic recycling is
rather blurred due to the exponential growth of cultural
artefacts [11].
In this exploring of asymmetrical rhythms the steadily
recurring, bar-marking pulse is crucial to maintain. This
strategy distances the music from the often patternphasing, floating character of these meters in
contemporary music. Successful anticipation of major
accents in music has a facilitating effect on attention [9].
It is proposed that this type of metric transformation
yields best results when separate musical stems undergo
the processing with different parameters tuned to
preserve the musical flow of each stem in a distinct
fashion. Hereby, having the discontinuities within
different stems occur at different metric positions,
superior preservation of musical flow is achieved
compared to the previously described splicing
operations.
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METRIC STUMBLING

The current generative system employs solely design
algorithms [16], the criticism and selection is left to the
composer, making this a tool, rather than an autonomous
musical machine. The introduced rhythmic derangement
audio effect – zb.metricStumble [20] - operates by
increasing the delay time in sync with the original, often
quantized tempo. Allowing the composer to interact
with the parameters of this probabilistic process, yields
an active instrument [3] for transmutation of musical
recordings.

listener are being constantly addressed as each bar of
known music is rhythmically transformed. This erratic
process appears inconclusive but reveals its regularities
soon after. As the metric recurrence becomes apparent it
only takes focus and determination to catch up with the
beat.

This audio effect operates on a time-grid specified by
the grid parameter as in Figure 3. The tabSize setting
fixes the duration of a metric cycle and thereby the
amount of vertical sliders representing the stumbling
probability. During each cycle there will occur a fixed
number of ‘stumblings’ – sudden delay time jumps specified by the cuts parameter. As the cycle progresses
each grid point is represented by the next slider, which
determines the likelihood of stumbling at that point
time. Each ‘stumble’ cumulatively increases the delay
time by the cut back duration, specifed using rhythmical
duration units. If the cut back duration equals the grid
and the original time signature relates to the tabSize –
cuts difference, then the audio effect will repeatedly
transform the rhythm into a meter related to the tab size.
Using two delay lines, the stumbling can be made
seamless using the attack and decay parameters to
control the cross-fade between the cuts. The transport
latency control allows offsetting the splices back in time
to assure a cleaner transient response.

7.
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ABSTRACT
In this paper we focus on issues of harmonic representation and computational analysis. A new idiomindependent representation is proposed of chord types
that is appropriate for encoding tone simultaneities in any
harmonic context (such as tonal, modal, jazz, octatonic,
atonal). The General Chord Type (GCT) representation,
allows the re-arrangement of the notes of a harmonic
simultaneity such that abstract idiom-specific types of
chords may be derived; this encoding is inspired by the
standard roman numeral chord type labeling, but is more
general and flexible. Given a consonance-dissonance
classification of intervals (that reflects culturallydependent notions of consonance/dissonance), and a
scale, the GCT algorithm finds the maximal subset of
notes of a given note simultaneity that contains only consonant intervals; this maximal subset forms the base upon
which the chord type is built. The proposed representation is ideal for hierarchic harmonic systems such as the
tonal system and its many variations, but adjusts to any
other harmonic system such as post-tonal, atonal music,
or traditional polyphonic systems. The GCT representation is applied to a small set of examples from diverse
musical idioms, and its output is illustrated and analysed
showing its potential, especially, for computational music
analysis & music information retrieval.

1. INTRODUCTION
There exist different typologies for encoding note simultaneities that embody different levels of harmonic information/abstraction and cover different harmonic idioms.
For instance, for tonal musics, chord notations such as the
following are commonly used: figured bass (pitch classes
denoted above a bass note – no concept of ‘chord’),
popular music guitar style notation or jazz notation (absolute chord), roman numeral encoding (relative to a key)
[1]. For atonal and other non-tonal systems, pc-set theoretic encodings [2] may be employed.
A question arises: is it possible to devise a ‘universal’
chord representation that adapts to different harmonic
idioms? Is it possible to determine a mechanism that,
Copyright: © 2014 XXXXXXXXXXXXXXXXXXXXX et al. This is an
open-access article distributed under the terms of the Creative Commons Attribution License 3.0 Unported, which permits unrestricted use,
distribution, and reproduction in any medium, provided the original
author and source are credited.

Third Author
Affiliation3
author3@smcnetwork.org

given some fundamental idiom features, such as pitch
hierarchy and consonance/dissonance classification, can
automatically encode pitch simultaneities in a pertinent
manner for the idiom at hand?
Before attempting to answer the above question one
could ask: What might such a ‘universal’ encoding system be useful for? Apart from music-theoretic interest
and cognitive considerations/implications, a general
chord encoding representation may allow developing
generic harmonic systems that may be adaptable to diverse harmonic idioms, rather than designing ad hoc systems for individual harmonic spaces. This was the primary aim for devising the General Chord Type (GCT) representation. In the case of the project C-------T (name concealed for peer reviewing) [3], a creative melodic harmonisation system is required that relies on conceptual
blending between diverse harmonic spaces in order to
generate novel harmonic constructions; mapping between such different spaces is facilitated when the shared
generic space is defined with clarity, its generic concepts
are expressed in a general and idiom-independent manner, and a common general representation is available.
In recent years, many melodic harmonisation systems
have been developed, some rule-based [4,5] or evolutionary approaches that utilize rule based fitness evaluation
[6, 7] others relying on machine learning techniques like
probabilistic approaches [8,9] and neural networks [10],
grammars [11] or hybrid systems (e.g. [12]). Almost all
of these systems model aspects of tonal harmony: from
“standard” Bach–like chorale harmonisation [4,10]
among many others) to tonal systems such as “classic”
jazz or pop ([9,11] among others). These systems aim to
produce harmonizations of melodies that reflect the style
of the discussed idiom, which is pursued by utilising
chords and chord annotations that are characteristic of the
idiom. For instance, the chord representation for studies
in the Bach chorales include usually standard Roman
numeral symbols, while jazz approaches encompass additional information about extensions in the guitar style
encoding.
For tonal computational models, Harte’s representation [13] provides a systematic, context-independent syntax for representing chord symbols which can easily be
written and understood by musicians , and, at the same
time, is simple and unambiguous to parse with computer
programs. This chord representation is very useful for
annotating manually tonal music - mostly genres such as
pop, rock, jazz that use guitar-style notation. However, it
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cannot be automatically extracted from chord reductions
and is not designed to be used in non-tonal musics.
In this paper, firstly, we present the main concepts
behind the General Chord Type representation and give
an overall description, then, we describe the GCT algorithm that automatically computes chord types for each
chord, then, we present examples form diverse music
idioms that show the potential of the representation and
give some examples of applying statistical learning on
such a representation, and, finally, we will discuss problems and future improvements.

2. REPRESENTING CHORDS
Harmonic analysis focuses on describing the harmonic
content of pitch collections/patterns within a given music
context in terms of harmonic labels, classes, functions
and so on. Harmonic analysis is a rather complex musical task that involves not only finding roots and labelling
chords within a key, but also segmentation (points of
harmonic change), identification of non-chord notes, metric information and more generally musical context [14].
In this paper, we focus on the core problem of labelling
chords within a given pitch hierarchy (e.g. key); thus we
assume that a full harmonic reduction is available as input to the model (manually constructed harmonic reductions).
Our intention is to create an analytic system that may
label any pitch collection, based on a set of user-defined
criteria rather than on standard tonal music theoretic
models or fixed psychoacoustic properties of harmonic
tones. We intend our representation to be able to cope
with chords not only in the tonal system, but any harmonic system (e.g. octatonic, whole-tone, atonal, traditional
harmonic systems, etc.).
Root-finding is a core harmonic problem addressed
primarily following two approaches: the standard stackof-thirds approach and the virtual pitch approach. The
first attempts to re-order chord notes such that they are
separated by (major or minor) third intervals preserving
the most compact ordering of the chord; these stacks of
thirds can then be used to identify the possible root of a
chord (see, for instance, recent advanced proposal by
[15]). The second approach, is based on Terhard’s virtual
pitch theory [16] and Parncutt’s psychoacoustic model of
harmony [17]; it maintains that the root of a chord is the
pitch most strongly implied by the combined harmonics
of all its constituent notes (intervals derived from the first
members of the harmonic series are considered as ‘root
supporting intervals’).
Both of these approaches rely on a fixed theory of
consonance and a fixed set of intervals that are considered as building blocks of chords. In the culture-sensitive
stack-of-thirds approach, the smallest consonant intervals
in tonal music, i.e. the major and minor thirds, are the
basis of the system. In the second ‘universal’ psychoacoustic approach, the following intervals, in decreasing
order of importance, are employed: unison, perfect fifth,
major third, minor seventh, and major second. Both of
these approaches are geared towards tonal harmony, each
with its strengths and weaknesses (for instance, the second approach has an inherent difficulty with minor har-

monies). Neither of them can be readily extended to other
idiosyncratic harmonic systems.
Harmonic consonance/dissonance has two major
components: Sensory-based dissonance (psychoacoustic
component) and music-idiom-based dissonance (cultural
component)[18]. Due to the music-idiom dependency
component, it is not possible to have a fixed universal
model of harmonic consonance/dissonance. A classification of intervals into categories across the dissonanceconsonance continuum can be made only for a specific
idiom. The most elementary classification is into two
basic categories: consonant and dissonant. For instance,
in the common-practice tonal system, unisons, octaves,
perfect fifths/fourths (perfect consonances) and thirds and
sixths (imperfect consonances) are considered to be consonances, whereas the rest of the intervals (seconds, sevenths, tritone) are considered to be dissonances; in polyphonic singing from Epirus, major seconds and minor
sevenths may additionally be considered ‘consonant’ as
they appear in metrically strong positions and require no
resolution; in atonal music, all intervals may be considered equally ‘consonant’.
Let’s examine the case of tonal and atonal harmony;
these are probably as different as two harmonic spaces
may be. In the case of tonal and atonal harmony, some
basic concepts are shared; however, actual systematic
descriptions of chord-types and categories are drastically
different (if not incompatible), rendering any attempt to
‘align’ two input spaces challenging and possibly misleading (Figure 1). On one hand, tonal harmony uses a
limited set of basic chord types (major, minor, diminished, augmented) with extensions (7ths, 9ths etc.) that
have roots positioned in relation to scale degrees and the
tonic, reflecting the hierarchic nature of tonal harmony;
on the other hand, atonal harmony employs a flat mathematical formalism that encodes pitches as pitch-class sets
leaving aside any notion of pitch hierarchy, tone centres
or more abstract chord categories and functions. It seems
as if it is two worlds apart having as the only meeting
point the fact that tones sound together (physically sounding together or sounding close to one another allowing
implied harmony to emerge).

Figure 1. Is mapping between ‘opposing’ harmonic
spaces possible?

Pc-set theory of course, being a general mathematical
formalism, can be applied to tonal music, but, then its
descriptive potential is mutilated and most interesting
tonal harmonic relations and functions are lost. For in-

- 1003 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

stance, the distinction between major and minor chords is
lost if Forte’s prime form is used (037 for both - these
two chord have identical interval content), or a dominant
seventh chord is confused with half-diminished seventh
(prime form 0258); even, if normal order is used, that is
less general, for the dominant seventh (0368), the root of
the chord is not the 0 on the left of this ordering (pc 8 is
the root). Pitch-class set theory is not adequate for tonal
music. At the same time, the roman-numeral formalism is
inadequate for atonal music as major/minor chords and
tonal hierarchies are hardly relevant for atonal music.
In trying to tackle issues of tonal hierarchy, we have
devised a novel chord type representation, namely the
General Chord Type (GCT) representation, that takes as
its starting point the common-practice tonal chord representation (for a tonal context, it is equivalent to the standard roman-numeral harmonic encoding), but is more general as it can be applied to other non-standard tonal systems such as modal harmony and, even, atonal harmony.
This representation draws on knowledge from the domain
of psychoacoustics and music cognition, and, at the same
time, ‘adjusts’ to any context of scales, tonal hierarchies
and categories of consonance/dissonance.
At the heart of the GCT representation is the idea that
the ‘base’ of a note simultaneity should be consonant.
The GCT algorithm tries to find a maximal subset that is
consonant; the rest of the notes that create dissonant intervals to one or notes of the chord ‘base’ form the chord
‘extension’. The GCT representation has common characteristics with the stack-of-thirds and the virtual pitch
root finding methods for tonal music, but has differences
as well (see section 4.3). Moreover, the user can define
which intervals are considered ‘consonant’ giving thus
rise to different encodings. As will be shown in the next
sections, the GCT representation encapsulates naturally
the structure of tonal chords and at the same time is very
flexible and can readily be adapted to different harmonic
systems.

3. THE GENERAL CHORD TYPE REPRESENTATION
3.1 Description of the GCT Algorithm
Given a classification of intervals into consonant/dissonant (binary values) and an appropriate scale
background (i.e. scale with tonic), the GCT algorithm
computes, for a given multi-tone simultaneity, the ‘optimal’ ordering of pitches such that a maximal subset of
consonant intervals appears at the ‘base’ of the ordering
(left-hand side) in the most compact form. Since a tonal
centre (key) is given, the position within the given scale
is automatically calculated.
Input to the algorithm is the following:
• Consonance vector: The user defines which intervals
are consonant/dissonant. A 12-point vector is
employed where each vector entry corresponds to a
pitch interval from 0 to 11 - in the current version of
the algorithm, Boolean values are used (i.e.,
consonant=1, dissonant=0). For instance, the vector
[1,0,0,1,1,1,0,1,1,1,0,0] means that the unison, minor

and major third, perfect fourth and fifth, minor and
major sixth intervals are consonant – dissonant
intervals are the seconds, sevenths and the tritone; this
specific vector is referred to in this text as the
common-practice consonance vector.
• Pitch Scale Hierarchy: The pitch hierarchy (if any) is
given in the form of scale tones and a tonic. For
instance, a D maj scale is given as: 2, [0,2,4,5,7,9,11],
or an A minor pentatonic scale as: 9, [0,3,5,7,10].
• Input chord: list of MIDI pitch numbers (converted to
pc-set).
GCT Algorithm (core) - computational pseudocode
Input: (i) the pitch scale (tonality), (ii) a vector of the
intervals considered consonant, (iii) the pitch class set
(pc-set) of a note simultaneity
Output: The roots and types of the possible chords describing the simultaneity
1. find all maximal subsets of pairwise consonant
tones
2. select maximal subsets of maximum length
3. for all selected maximal subsets do
4.
order the pitch classes of each maximal subset in
the most compact form (chord ‘base’)
5.
add the remaining pitch classes (chord ‘extensions’) above the highest of the chosen maximal
subset's (if necessary, add octave - pitches may
exceed the octave range)
6.
the lowest tone of the chord is the ‘root’
7.
transpose the tones of the chord so that the lowest becomes 0
8.
find position of the ‘root’ in regards to the given
tonal centre (pitch scale)
9. endfor
The GCT algorithm encodes most chord types ‘correctly’
in the standard tonal system. In example 1, Table 1 the
note simultaneity [C,D,F#,A] or [0,2,6,9] in a G major
key is interpreted as [7,[0,4,7,10]], i.e. as a dominant seventh chord (see similar example in Section 3.3).
However, the algorithm is undecided in some cases,
and even makes ‘mistakes’ in other cases. In most instances of multiple encodings, it is suggested that these
ideally should be resolved by taking into account other
harmonic factors (e.g., bass line, harmonic functions,
tonal context, etc.). For instance, the algorithm gives two
possible encodings for a [0,2,5,9] pc-set, namely minor
seventh chord or major chord with sixth (see Table1, example 2); such ambiguity may be resolved if tonal context is taken into account. For the [0,3,4,7] pc-set with
root 0, the algorithm produces two answers, namely, a
major chord with extension [0,[0,4,7,15]] and a minor
chord with extension [0,[0,3,7,16]]; this ambiguity may
be resolved if key context is taken into account: for instance, [0,4,7,15] would be selected in a C major or G
major context and [0,3,7,16] in a C minor or F minor
context. Symmetric chords, such as the augmented chord
or the diminished seventh chord, are inherently ambiguous; the algorithm suggests multiple encodings which can
be resolved only by taking into account the broader harmonic context (see Table1, example 3).
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Tonality - key
Cons. Vector
Input
pc-set
Maximal subsets
Narrowest range
Add extensions
Lowest is root
Chord in root position
Relative to key
Extra
Subset overap
steps:
Base in scale

Example 1
G: [7, [0, 2, 4, 5, 7, 9, 11]]
[1, 0, 0, 1, 1, 1, 0, 1, 1, 1, 0,
0]
[60, 62, 66, 69, 74]
[0, 2, 6, 9]
[2, 6, 9]
[2, 6, 9]
[2, 6, 9, 12]
2 (note D)
[2, [0, 4, 7, 10]]
[7, [0, 4, 7, 10]]

Example 2
C: [0, [0, 2, 4, 5, 7, 9, 11]]
[1, 0, 0, 1, 1, 1, 0, 1, 1, 1, 0, 0]
[50, 60, 62, 65, 69]
[0, 2, 5, 9]

Example 3
C: [0, [0, 2, 4, 5, 7, 9, 11]]
[1, 0, 0, 1, 1, 1, 0, 1, 1, 1, 0, 0]
[62, 68, 77, 71]
[2, 5, 8, 11]

[2, 5, 9] and [5, 9, 0]
[2, 5, 9] and [5, 9, 0]
[2, 5, 9, 12] and [5, 9, 0, 14]
2 and 5 (notes D & F)
[2, [0, 3, 7, 10]] & [5, [0, 4, 7, 9]]
[2, [0, 3, 7, 10]] & [5, [0, 4, 7, 9]]
[2, [0, 3, 7, 10]]

[2, 5], [5, 8], [8, 11], [2, 11]
[2, 5], [5, 8], [8, 11], [2, 11]
all rotations of [2,5,8,11]
2,5,8,11 (resp. for each rotation)
[X,[0,3,6,9]], where X∈{2,5,8,11}
[X,[0,3,6,9]], where X∈{2,5,8,11}
[11,[0,3,6,9]]

Table 1. Examples of applying the GCT algorithm.

Since the aim of this algorithm is not to perform sophisticated harmonic analysis, but rather to find a practical and
efficient encoding for tone simultaneities (to be used, for
instance, in statistical learning and automatic harmonic
generation – see end of Section 4), we decided to extend
the algorithm so as to reach in every case a single chord
type for each simultaneity (no ambiguity).
	
  
GCT Algorithm (additional steps) - for unique encoding
If more than one maximal subsets exist:
• Overlapping of maximal subsets: create a sequence of
maximal subsets by ordering them so as to have maximal overlapping between them and keep the maximal
subset that appears first in the sequence (chord's base)
• Chord base notes are scale notes: prefer maximal subset
that contains only pcs that appear in the given scale (tonal context) – i.e. avoid non-scale notes in the chord
base (this rule is rather arbitrary and is under consideration)
• if neither of the above give a unique solution, chose one
encoding at random

ple input simultaneity. Suppose that the input set of notes
results in the pc-set [0, 2, 6, 9], which could be described
as a D major chord with minor seventh regarding the tonal music environment – described by the υ = [1, 0, 0, 1,
1, 1, 0, 1, 1, 1, 0, 0] consonance vector. Therefore, the
algorithm should produce an output in the form: [r, [b],
[e]] = [2, [0, 4, 7], [10]].
By utilising the input pc-set and given a consonance
vector that represents a selected music idiom (in this example the consonance vector is υ = [1, 0, 0, 1, 1, 1, 0, 1,
1, 1, 0, 0]), a binary matrix is constructed that is denoted
as B. Each row and column of B represents a pitch class
of the input chord, while a matrix entry is 1 or 0, signifying whether the pair of row and column pcs are consonant
or dissonant respectively – according to the current consonance vector. Strictly, if the consonance vector is denoted as υ and the input pcset as p, then	
  ∀	
  i, j	
  ∈	
  {1, 2, . . .,
length(p)}
(1)

	
  

where the function length(x) return the length of vector x.
The B matrix in the discussed example, where p = [0, 2,
6, 9], is the following:

Additional adjustment: for dyads, in a tonal context, prefer perfect fifth over perfect fourth, and prefer seventh to
second intervals
	
  
The additional steps select chord type [2, [0,3,7,10]] in
example 2, Table1 (maximal overlapping between two
maximal subsets), and [11, [0,3,6,9]] in example 3, Table
1 (last pitch-class is Ab that is a non-scale degree in C
major).
3.2 Formal description of the Core GCT Algorithm
The proposed algorithm for extracting the computation of
GCT receives a simultaneity of pitches that are transformed into pitch classes and produces a chord type relative to a key, namely the root, the base and the extension,
which specify qualitative information about the chord
that more precisely describes this simultaneity. A detailed
description of the algorithm follows, based on an exam-

	
  
(2)

	
  
Afterwards, a tree is constructed for each of the rows of
B. The root node of these trees is the pitch class that corresponds to the respective row, while their branches from
leaves to nodes include pitch classes that are pairwise
consonant (according to υ). The construction of the tree
that corresponds to the i–th element of p, is implemented
by recursively traversing B in a depth–first–search (DFS)
fashion, beginning from the i–th row and following the
paths ‘circumscribed’ by the occurrences of units. Such a
traversal is exhibited in Table 2 for the second row of the
current example’s B matrix. This step’s outcome is a collection of trees, each of which corresponds to a row of B.
The trees of the current example are shown in Table 3.
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Τable 2. The steps of the algorithm when scanning the path of the second row.

	
  

Table 3. All the trees for the current example. The maximal path is highlighted with boldface typesetting.
After the application of the above procedure, the paths
from root to leaves with maximal length are kept either as
the output chord candidates, or for further processing in
the steps described in the remaining of this section. In the
current example there is a single maximal path ([2, 6, 9]),
which is highlighted with boldface typesetting (Table 3).
After the longest path has been extracted, the pitch classes that constitute it, are recombined in their most compact form, which in the current example is [2, 6, 9] (unaltered). The pitch class 0 of the initial [2, 6, 9] pc-set is
considered as an extension. Thereby, the simultaneity [0,
2, 6, 9] is circularly shifted to [2, 6, 9, 12], disregarding
the fact that pitch classes can take integer values between
0 and 11. In turn, [2, 6, 9, 12] is transformed to the following [r, [b], [e]] denotation: [2, [0, 4, 7], [10]]. This
denotation clarifies that the simultaneity [0, 2, 6, 9] is
actually a major chord (base [0, 4, 7]) with a minor seventh (extension [10]) and fundamental pitch class 2, (i.e.
D7). As the tonal context is given as input, for instance G
major key, the absolute chord type [2, [0,4,7,10]] (i.e. D7
chord) is converted to relative chord type, i.e.,
[7,[0,4,7,10]] which means dominant seventh in G major.
This is equivalent to the roman numeral analytic types.
3.3 An example analysis with GCT
An example harmonic analysis of a Bach Chorale phrase
illustrates the proposed GCT chord representation (Figure
2). For a tonal context, chord types are optimised such
that pcs at the left hand side of chords contain only consonant intervals (i.e. 3rds & 6ths, and Perfect 4ths & 5ths).
For instance, the major 7th chord is written as [0,4,7,10]
since set [0,4,7] contains only consonant intervals whereas 10 that introduces dissonances is placed on the righthand side – this way the relationship between major
chords and major seventh chords remains rather transparent and is easily detectable. Within the given D major
key context it is simple to determine the position of a
chord type in respect to the tonic – e.g. [7,[0,4,7,10]]
means a major seventh chord whose root is 7 semitones
above the tonic, amounting to a dominant seventh. This

way we have an encoding that is analogous to the standard roman numeral encoding (Figure 2, top row). If the
tonal context is changed, and we have a chromatic scale
context (arbitrary ‘tonic’ is 0, i.e. note C) and we consider all intervals equally ‘consonant’, we get the second
GCT analysis in Figure 1 which amounts to normal orders (not prime forms) in a standard pc-set analysis – for
tonal music this pc-set analysis is weak as it misses out
important tonal hierarchical relationships (notice that the
relation of the dominant seventh chord type to the plain
dominant chord is obscured). Note that relative ‘roots’ to
the ‘tonic’ 0 are preserved as they can be used in harmonic generation tasks.

	
  
Figure 2 Chord analysis of a Bach Chorale phrase by
means of traditional roman numeral analysis, pc-sets
and two versions of the GCT algorithm.	
  

For practical reasons of space in the musical illustrations,
the form [r,[b],[e]] is not preserved: the base and extension is concatenated and brackets are omitted. For instance: [7,[0,4,7],[10]] may be depicted as 7,[0,4,7,10] or
even as 7.04710.

4. HARMONIC ENCODING & ANALYSIS
WITH THE GCT
The GCT algorithm has been applied to tonal extracts
from standard tonal pieces, such as Bach Chorales, but
additionally it has been tested out on harmonic structures
from diverse harmonic idioms. Some examples are presented below to give an idea of the potential of the GCT
representation. Strong points of the encoding are given
along with weaknesses. Some aspects of the analysis are
difficult to judge in some idioms and further study in
required.
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4.1 GCT Encoding Examples
In common-practice tonal music, GCT works very
well. Mistakes are sometimes made in case of symmetric
chords such as the diminished seventh chord or the augmented triad. In the case of the half diminished seventh
chord GCT ‘prefers’ to label it as a minor chord with
added sixth instead of a diminished chord with minor
seventh. Chords that include chromatic notes such as the
German sixth, Italian sixth, Neapolitan sixth are encoded
consistently even though not necessarily coinciding with
analytic interpretations by theorists (the French sixth is
more tricky as it is a symmetric chord and GCT finds two
equally prominent ‘roots’).
Below, a number of examples are presented that illustrate the application of the GCT algorithm on diverse
harmonic textures. The first example (Figure 3) is taken
from the first measures of Beethoven’s Moonlight Sonata. In this example, GCT encodes classical harmony in a
straightforward manner. All instances of the tonic chord
inverted or not (i.e., C# minor) are tagged as 0,[0,3,7] and
[10] is added when the 7th is present; the dominant seventh is 7,[0,4,7,10] and it appears once without the fifth
[7]; the fourth chord is a Neapolitan sixth and it is encoded as 1,[0,4,7] which means major chord on lowered second degree (Db major chord in the C# minor key).

Figure 3 Beethoven, Sonata 14, op.27-2 (reduction of
first five measures). Top row: roman numeral harmonic
analysis; bottom row: GCT analysis. GCT successfully
encodes all chords, including the Neapolitan sixth chord
(fourth chord).

Figure 5. G. Dufay’s Kyrie (reduction) - first phrase in
A phrygian mode that exemplifies parallel motion in
fauxbourdon and a phrygian cadence (early Renaissance). GCT correctly identifies and labels the open
fifths as well as the triadic chords.

In Figure 6 an example from the polyphonic singing tradition of Epirus is presented. This very old 2-voice to 4voice polyphonic singing tradition is based on the anhemitonic pentatonic pitch collection and more specifically
the pentatonic minor scale that functions as source for
both the melodic and harmonic content of the music. A
unique harmonic aspect of these songs is the unresolved
dissonances (major second and minor seventh intervals)
at structurally stable positions of the pieces (e.g. cadences). In the example two GCT versions are presented: the
first (top row) depicts the encoding for the standard consonance vector and the second (bottom row) presents the
GCT labelling that considers additionally major seconds
and minor sevenths as ‘consonant’ (it is the same as for
the ‘atonal’ consonance vector as no minor seconds and
major sevenths exist in the idiom). It is interesting to note
that for the standard consonance vector almost all chords
have the drone tone as their root. On the other hand, in
the second encoding different relations between chords
become apparent (e.g. 10,[0,2,5] and 10,[0,2,5,7]) and
also an oscillation of the chord ‘root’ between the tonic
and a note a tone lower is highlighted. Polyphonic songs
from Epirus are the focus of a different study [19].

In the example of Figure 4 a tonal chord progression by
G. Gershwin is presented. Chromaticism is apparent in
this passage. The GCT ‘agrees’ with the roman numeral
analysis of the excerpt including the Italian sixth chord
that is labelled as 8,[0,4,10], and it even labels the chord
that was left without a roman numeral tag by the analyst
(see question mark) encoding it as a minor chord with
sixth on the flattened sixth degree (Gb-Bbb-Db-Eb)
(Note: actually it could be even encoded as a halfdiminished 7th on the fourth degree Eb-Gb-Bbb-Db).

	
  
Figure 6 Excerpt from a traditional polyphonic song
from Epirus. Top row: GCT encoding for standard
common-practice consonance vector; bottom row: GCT
encoding for atonal harmony – all intervals ‘consonant’
(this amounts to pc-set ‘normal orders’)

4.2 Learning and generation with GCT
Figure 4. G. Gershwin, Rhapsody in Blue (reduction of
first five measures). Top row: roman numeral harmonic
analysis; bottom row: GCT analysis. GCT successfully
identifies all chords (see text).

Figure 5 illustrates an Early Renaissance example of
fauxbourdon by G. Dufay. Parallel motion of voices is
typical in this idiom. The GCT labels correctly all dyads
and triads, taking into account musica ficta that produces
rather unusual chord progressions in regards to standard
tonal harmony.

In a current study, the GCT representation has been utilised in automatically analysing and encoding scores (actually, harmonic reductions of scores) from diverse idioms, and then employing this extracted information for
melodic harmonisation. In [20] the authors discuss the
utilization of a well–studied probabilistic methodology,
namely, the hidden Markov model (HMM) methodology,
in combination with constraints that incorporate fixed
beginning and ending chords and intermediate anchor
chords; to this end, a constrained HMM (CHMM) is developed. This work is motivated by the fact that the be-
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ginning and the cadence of a phrase/piece is characteristic
of its structural identity; such characteristic structural
points in pieces can be modelled using higher-level hierarchical models (e.g. probabilistic grammars). Additionally, the CHMM methodology allows for the manual insertion of intermediate chords, providing alternative harmonisations that comply with specific constraints.
The reported results indicate that the CHMM method,
harnessed with the novel General Chord Type (GCT)
algorithm, functions effectively towards convincing melodic harmonisations in diverse idioms. In Figures 7 & 8,
two examples of melodic harmonisation are illustrated for
a Bach chorale melody and for a traditional melody from
Epirus. In both cases, the system has been trained on a
corpus of harmonic reductions of pieces in the idiom,
and, then, used to generate new melodic harmonisations.
The results are very good: the Bach chorale harmonisation is typical of the style and at the same time not trivial
(uses secondary dominants that enrich the harmonisation); the Epirus melody harmonisation is close to the
style of polyphonic singing (if additional melodic and
rhythmic elements were added the phrase would become
rather typical of the idiom).

Figure 7. Automatically generated GCTs for a Bach
Chorale melody employing a HMM for fixed boundaries (first and last chords are given). Voice leading has
been arranged manually.

Figure 8. Automatically generated GCTs for an Epirus
melody (reduced version) employing a HMM for fixed
boundaries. Voice leading has been arranged manually.

4.3 Discussion and future development
The current version of GCT encodes only the chord type
and the relative position of its ‘root’ to the local tonic of a
given scale. However, it can readily be extended to incorporate explicit information on chord inversions (i.e.
bass note position), on scale degrees (chromatic notes
that do not belong to the current scale can be tagged so
that indirectly scale degrees are indicated), and, even, on
voice-leading (for instance, motion of bass, or even for
note extensions that may require resolution by downwards step-wise motion). A rich chord representation
should embody such information.
The organisation of tones by GCT for the ‘standard’
consonance vector gives results quite close to those produced by the stack-of-thirds technique, as implicit in the

latter is consonance of thirds and fifths (as two thirds sum
up to a fifth). Some difference are:
• the stack-of-thirds approach usually requires
traditional note names (that allow enharmonic
spellings) whereas the GCT is based on pitch classes
(no direct explicit link to a scale). For instance, GCT
considers the chord CEG# or CEAb ([0,4,8]) as
consonant since its intervals are pairwise consonant1,
i.e. two 4 semitone intervals (major thirds) and one 8
semitone interval (minor sixth or augmented fifth)
with root any one of the three tones; stack-of-thirds
determines C as the root in the first case and Ab in the
second case. The GCT algorithm misses out on
sophisticated tonal scale information but is still
informative at the same time being simpler, and easier
to implement.
• in the standard consonance vector version of GCT,
diminished fifths are not allowed whereas in the
stack-of-thirds approach all fifths are allowed. For
instance, the root of the half-diminished chord BDFA
is B according to the stack-of-thirds whereas GCT
considers D as the root and B as a sixth above the root
(DFAB), i.e. diminished triads are not consonant
chords according to CGT. Of course, the consonance
vector in GCT may be altered so that the tritone is
also consonant in which case the two approaches are
closer.
• the stack-of-thirds method allows empty third
positions in the lower part of the stack whereas GCT
always prefers to have a compact consonant set of
pitches at the bottom. For instance, a chord
comprising of notes: CEFG ([0,4,5,7]) will be
arranged as FCEG by the stack-of-thirds technique
and CEGF ([0,4,7,17]) by GCT.
In relation to the virtual pitch root finding method, the
proposed approach differs in that minor thirds are equally
consonant to major thirds allowing equal treatment of
major and minor chord (as opposed to the virtual pitch
approach that is biased towards major thirds due to the
structure of the harmonic series).
It is also possible to redesign the GCT algorithm altogether so as to make use of non-binary consonance/dissonance values allowing thus a more refined
consonance vector. Instead of filling in the consonance
vector with 0s and 1s, it can be filled with fractional values that reflect degrees of consonance derived from perceptual experiments (e.g., [21]) or values that reflect culturally-specific preferences. Such may improve the algorithm’s performance and resolve ambiguities in certain
cases (future work).

5. CONCLUSIONS
In this paper a new representation of chord types has been
presented that adapts to diverse harmonic idioms allowing the analysis and labelling of tone simultaneities in
any harmonic context. The General Chord Type (GCT)
1

Question: why is the augmented triad considered dissonant
when all its tones are pairwise consonant?
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representation, allows the re-arrangement of the notes of
a harmonic simultaneity such that idiom-specific types of
chords may be derived. Given a consonance/dissonance
classification of intervals (that reflects culturallydependent notions of consonance/dissonance), and a (set
of) scales, the GCT algorithm finds the maximal subset of
notes of a given note simultaneity that contains only consonant intervals; this maximal subset forms the basis upon which the chord type is built. The proposed representation is ideal for hierarchic harmonic systems such as the
tonal system and its many variations, but adjusts to any
other harmonic system such as post-tonal, atonal music,
or traditional polyphonic systems.
The GCT representation was applied to a small set of
examples from diverse musical idioms, and its output was
presented and analysed showing its potential use, especially, for computational music analysis and music information retrieval tasks. The encoding provided by GCT
is not always correct according to the interpretation given
by music theorists, but, at least, it is consistent (i.e. a certain chord will always be encoded the same way) rendering it adequate for machine learning and generation (e.g.
melodic harmonisation) where music theoretical correctness is not so important. Sometimes GCT ‘uncovers’
chordal relations that are obscured by notation and enharmonic spellings, and may assist a musician in harmonic analysis. Overall, the proposed encoding seems to be
promising and potentially useful in computational music
applications.
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ABSTRACT
The paper analyzes different right-hand guitar techniques,
such as the use of block chords, the balance between independent musical voices and layers, and global rhythmic
control. Three well-known musical excerpts were chosen
from the twentieth-century repertoire for guitar and were
played in three different renditions: the beginning of Rodrigo’s Entre Olivares, Brouwer’s Étude II and a phrase
from Villa-Lobos’s Étude 8. The audio was recorded by
means of an acoustic guitar with hexaphonic pickups, and
data extraction was programmed in Max. Finer timing
adjustments—down to 1 ms—were made manually. At this
scale, we found that block chords are rarely played simultaneously; for the description of this quasi-simultaneity, we
introduced the concepts of spread interval and spread pattern. The excerpts were analyzed also on the note/chord
level and in terms of general rhythmic phrasing. Using
these combined parameters enabled us to explore the technical difficulties and expressive choices in each rendition.
1. INTRODUCTION
There is no novelty or merit in saying that the guitar is able
to deliver more than one sound at the same time. However, taken in isolation, this fact is unable to reveal the
real possibilities the instrument offers for exploring harmony, counterpoint, and other types of polyphony. The
most straightforward approach, the playing of 3- to 6-note
chords, arpeggiated or not, may easily be found in a large
variety of methods of teaching/learning, well known to every beginner. Counterpoint writing and performing is much
more challenging, and everyone minimally acquainted with
keyboard technique will soon discover the drawbacks of
such an exploration on the guitar, mainly when playing
three or more voices. We refer to another type of polyphony
as a ”counterpoint of layers” in order to differentiate it
from the regular, baroque-like counterpoint, in which every
voice has a similar status. This type is also very common
on guitar, leading to bass-melody-chords textures, which
present their own demands for players. Extended techCopyright: c 2014 Sérgio Freire et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

Anderson dos Reis
School of Music
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andersaosao@hotmail.com

niques also bring into play new possibilities, such as new
sound typologies and percussive resources.
The guitar affords two distinguishing features: the first
is the set of six strings, with its tuning and its spatial distribution over the fretboard. The second, not completely
independent from the first, is that the right and left hands
have quite distinct functions in producing sound. Typically, the left hand is responsible for changing the length
(tuning) of the strings while the right hand supplies the initial conditions and the energy to the vibrations, both factors
being directly linked to sound quality. Most of the characteristic guitar sound comes from these features.
Musical scores give precise indications for fingering: the
letters p (thumb, from the Spanish pulgar), i (index), m
(middle) and a (ring or annulary) are used for the right
hand fingers. Numbers 1 to 4 are used for the left hand
fingers; numbers 1 to 6 inside a circle indicate the string,
moving from high to low strings; and a zero indicates an
open string.
Until now, systematic approaches to playing polyphony
on the guitar have not been very common. The piano has
a richer literature, owing to the manufacture of the Disklavier by Yamaha since 1987, in different models and degrees of precision [1, 2]. Loı̈c Reboursière and his group
have issued related works for guitar in Belgium [3] with
hexaphonic pickups, although they are not currently concerned with simultaneity and polyphony. The experimental setup used in the present analysis has already been described in 2013 [4]: hardware items, software, algorithms
for extraction of note onsets, offsets, and amplitudes. Briefly, we developed a real-time procedure for the detection of
onsets, amplitudes, and offsets, using an adaptive comparator of peak and RMS signals, which uses 11 parameters for
each string, and works within an error margin of 10 ms. In
this previous study, we focused on a specific right-hand
technique that is difficult to master, the tremolo, in which
we showed that regularity was never really achieved for all
the parameters analyzed. We now tackle a broader variety
of techniques: block chords, voic-ing control, legato, and
rhythmic phrasing. In this way, we are able to compare not
only technical capacities, but also the musical interpretations the musicians offer in the chosen excerpts.
The excerpts come from twentieth-century guitar literature that is very well known by both professionals and amateurs. The first excerpt, the beginning of Rodrigo’s Entre
Olivares [5], which is devoted to block chords, is a techni-

- 1010 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

cal challenge for every player; thus, it is a good example
for looking at how simultaneously the four notes in each
chord are played, along with observations about voice balance, pulse and time keeping, and silence between chords.
The following excerpt, the second study in the first series
of Brouwer’s Études Simples [6] for guitar, written as a
”coral” (choir) , gives the opportunity to observe voice
conduction, the general dynamic curve and also the way
chords are extinguished. The last musical excerpt, bars 16
to 27 from Villa-Lobos’s Étude 8 [7] for guitar, has the typical bass-melody-chords texture wherein some rhythmic
flexibility is expected. In this case, the variations found
in both rhythmic and layer phrasing arise mainly from individual expressive options.
For each excerpt, we have chosen three different renditions played by seven different guitarists: two of them are
graduate students, and the remaining five are advanced undergraduate students from our music school. The guitarists were asked to play every excerpt as it is, the only limits being their technical expertise and musical intentions.
The fingering used by both hands was kept the same for
each of the excerpts. We identify each piece by two capital
letters (JR for Rodrigo, LB for Brouwer and VL for VillaLobos), followed by a number from 1 to 3. Thus, LB2 indicates the second rendition of the second study from Leo
Brouwer 1 .

time resolution of 1 ms, meaning that notes inside this interval are considered synchronous. In the following text,
the delay between the first and last note played in each
chord is called a ”spread interval”, and a ”spread pattern”
is one of the 73 possible combinations just described. Although these choices are neither consciously made nor easily distinguished by listening, for they all fall within the
30-ms, quasi-simultaneous threshold described by Shirado
and Yanagida [11], they nevertheless are influenced by the
degree of technical expertise of the players, and they do
influence the sonorities of both chords and phrases. In the
excerpt, strings 6 to 3 are used and are played by the right
hand fingers p, i, m, and a. Figure 2 shows a typical spread
pattern.
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Figure 1. Initial bars of Rodrigo’s Entre Olivares (from
Ediciones Musicales Madrid, 1958).

2. PLAYING BLOCK CHORDS IN RODRIGO’S
ENTRE OLIVARES (1956)
The first recording sessions made about three years ago,
using a hexaphonic pickup for the guitar, had already shown
that simultaneity could not be taken for granted in chord
playing; thus, it deserved more detailed attention. The plan
for a controlled experiment focusing on the perception of
block chords was aborted owing to the large number of
variables: number and register of notes, types of attack,
dynamic levels, shape of dynamic envelopes, harmony, use
of open strings, etc. Furthermore, how perception is influenced by the individual capacity of resolving independent
notes inside a chord introduces further difficulties. However, the revision of related topics in the psychoacoustical
literature revealed some important elements to be analyzed
in this technique, mainly the concepts of temporal resolution [8, 9], perception of the precedence of stimuli [10, 11],
stream segregation [12], and masking [13].
Rodrigo excerpt can be seen in Figure 1. Before delving
into some of the technical and interpretative aspects, we
should note that the number of combinations for the righthand fingers in attacking a 4-note chord—simultaneously
or quasi—are considerable: total synchronicity (1 possibility), total asynchronicity (24), one 2-note synchronicity
(36), 2 times 2-note synchronicities (6), 3-note synchronicity (6). Because of this amazing quantity, the predominance of any pattern will probably not be a coincidence;
rather, it would indicate a well-incorporated way of handling this technique. In the present case, our analysis has a
1 Recordings of these examples may be requested to the authors at
www.musica.ufmg.br/sfreire.

Figure 2. Waveforms of the notes of a chord played in
rendition JR1. The window size is 30 ms. Note the spread
pattern, m, i, a, p. The spread interval of this chord is 7 ms.
Figure 3 displays the amplitudes for the separate strings
(voices) for each rendition. (In this and in the next section
we will use the mixed-choir terms for voices: soprano, alto,
tenor, and bass.) The average pulse for each example can
be seen in Table 1. JR1 shows the most regular amplitude
pattern, not only in the relative balance among the strings,
but also in the expression of the pulse, with a peak at every
three chords. JR3, although the only one played according
to the demanded tempo, shows very irregular amplitude
curves, and a noticeably weaker dynamic global level in
the tenor line (on the fifth string). Its audio track has more
noise than the others: for example, it seems that the finger
scratches the string during a great deal of the preparation
phase, occasionally making difficult the task of identifying
the onset and offset points. Rendition JR2 shows some regularity on the dynamic control but, in general, the playing
is softer than that of the others (note that the score specifies
forte at the start).
Table 1 and Table 2 show additional features related to
the performance of block chords: mean values for pulse,
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spread intervals, gaps between chords and the duration/IOI
proportions, and spread patterns, as well as the proportion
of chords with simultaneous notes. With the spread pattern indicated by the letters p, i, m, a, when two letters
come together, as in im, p, a, this means that the index
and middle fingers attacked simultaneously (inside the 1
ms threshold). In the analyzed examples, it is possible to
note the prominence of the index and middle fingers taking first place for the majority of the attacks. Although this
may seem natural—given that these fingers are in the middle position and would thus be more adequate for guiding
the fast movement required by the piece—we need more
data to generalize this statement.
Renditon

Pulse (BPM)

Gap (ms)

JR1
JR2
JR3

124.5
124.5
132

127
130
126

Duration
/IOI (%)
78
81
83

Table 1. Data extracted from the three renditions of the beginning of Rodrigo’s Entre Olivares. The values for pulse,
gap, and duration/IOI are mean values for the whole excerpt.
Renditon

JR1

Spread
interval
(ms)
8±2

JR2

5±3

JR3

18 ± 8

Prominent
patterns
im a p (38%)
1st finger i or
m (100%)
1st finger i or
m (70%)
i m a p (43%)
1st fing. m (57%)

Figure 3. Amplitude curves for each string in (a) JR1, (b)
JR2, and (c) JR3.
work that out to tempo” [14]. Abel Carlevaro also dedicates the sixth chapter of his guitar method to this technique [15].

Chords with
2 or more
sync. notes
40 (%)

2.1 Offset-onset Interval on Guitar

50 (%)
30 (%)

Table 2. Block chord features from three renditions of
the beginning of Rodrigo’s Entre Olivares. The values for
spread intervals are mean values.
We also measured the gaps between two successive chords,
in both absolute and relative terms. This will not be called
”legato index”, owing to the occurrence of transient offsets,
a quite common feature in the fast playing of block chords.
The effective duration is the time interval of the free vibrations; the rest of the IOI (inter-onset interval) is occupied by the preparation phase: stopping and re-attacking
the notes.
This analysis points out the different technical challenges
present in this excerpt: fast pulse, balance between the
4 notes in each chord, dynamic level, metric expression,
and technical coherence in the spread interval and patterns.
None of the renditions showed a high level of behavior
in all these features. Besides the fact that the players are
not really professionals, they had less than a month to prepare, whereas proper preparation takes much longer. Professional guitarist Scott Tennant observed in an interview
about this excerpt, ”It took the better part of the year to

An extremely smooth legato is not practically achievable
on guitar. With the exception of the vibrato or bending
within the limits of two frets, all other note transitions
present, in different degrees, some kind of transient. These
transitions are glissandos, hammering-on or pulling-off the
strings (called legato in the guitar literature), changing the
pitch on the same or in different strings, and repetition of
notes. Some features of legato playing will be discussed in
the next section. Here, we concentrate on the simplest situation: re-attacking a note on the same string. Informal experiments with one of the main types of right finger articulation (free stroke without planting, trying to play legato as
much as possible) shows that there is always an unintended
gap between the notes; in other words, before a new note
is attacked, the string stops vibrating for a time just before
the onset transient. This pause is necessary to reshape the
initial conditions of the next vibration, which, in the case
of the plucked string, comes from the initial transverse displacement of the string [9].
The duration of this gap varies between 18 and 50 ms.
In practical terms, these preliminary results show that the
preparation of a new legato note must always be fast, and
the musician must simultaneously avoid perceptible offset
transients, regardless of the actual pulse. This fact may
contribute to the common notion among guitarists that is
more difficult to play legato in slow movements than in
faster ones. (In fact, psychoacoustical factors also come
into play because guitar notes have quite a fast decay.) In
the excerpt under examination, we can note that the aver-
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age duration of the gaps is about 128 ms, a value much
higher than the ones found in the situation of a 1-note free
stroke. As we can be quite sure that each re-attack in these
renditions is made as fast as possible, it is not difficult
to imagine that the preparation of a 4-note chord is much
more complex than that of a single note.
3. VOICING CONTROL IN BROUWER’S
ÉTUDE II (1973)
Jim Ferguson, in the preface to Tanenbaum’s book [16]
on Brouwer’s studies, says, ”Brouwer’s 20 ’simple studies’ have come to enjoy an important position in the guitar
repertoire for a number of reasons. Since they concentrate
on the lower position fingerboard region, they are accessible to students. At the same time, their high degree of
musicality has made them suitable for concert programming. And because they comprise an extraordinary array
of contemporary compositional practices—including pop
rhythmic and tonal elements—they are as relevant as they
are ingenious.” As indicated by the subtitle, second study
(Figure 4) is conceived as a choir, and one of the main
concerns of the players must be to bring out the individual
voices. Bass and tenor voices are played by the thumb (p),
alto by the index (i) and soprano by the medium finger (m).
Figure 5 shows the amplitude curves for each voice.

Figure 5. Amplitude curves for each voice in examples (a)
LB1, (b) LB2 and (c) LB3.
tal number of possible combinations is 13. The player of
LB3 seems to perform the chords in a very consistent and
planned way. A prominent spread pattern is present, with
the largest spread interval of the group and a low number
of simultaneous notes. The more prominent soprano line
is correlated with the spread pattern, being the first to be
attacked in more than 80% of the chords. Rendition LB1,
the longest one, also has a quite consistent spread pattern,
with the thumb preferred as the last finger to attack in each
chord. LB2 shows no prominent pattern, but there is a considerable proportion of simultaneous notes.
Renditon
Total duration (s)
Pulse (BPM)
Spread interval (ms)
Prominent patterns

Figure 4. Brouwer’s Étude II, from Études Simples pour
guitar (1ere Série), Max Eschig, 1973. Note the lack of a
bar line between measures 8 and 9.
For this study, the LB1 rendition shows the less nuanced
amplitude curves. The soprano line is the most prominent
throughout the performance, whereas the remaining voices
present very similar amplitude curves. In LB2, the dynamic curves are more accentuated, following the marks
in the score. In bars 8-11, the bass line exhibits a more
independent curve, playing a crescendo till the indication
p meno sonoro. LB3 also reveals accentuated curves, but
they are more independent than those in LB2. Also here,
the soprano is the most detached voice.
Tempo is also a concern here. Tanenbaum [16] comments
on the duration given in this score, stating ”in his Berkeley
master class, Brouwer demonstrated a relatively fast tempo
for this study, and he said that the timings for the set are
generally wrong.” The total duration and mean BPM value
of each rendition is given in Table 3. Additional data concerning spread intervals and patterns for the 3-note block
chords are also shown in this table. In the present case,
the block chords are played with three fingers, and the to-

Chords with 2
sync. notes (%)

LB1
78.5
41
9±4
i, m, p (41%)
m, i, p (35%)
9

LB2
59
51
5±3
none
33

LB3
73.5
43
11 ± 6
m, i, p
(83%)
6.5

Table 3. Data extracted from three renditions of Brouwer’s
Étude II. Pulse and spread interval are mean values.
The control of dynamic levels is usually closely connected
with the control of timbre. Although this feature is one of
the most important in the expressive intentions of the performers, we have not yet developed tools for this task. The
mixing of the individual tracks sounds quite different from
the global acoustical impression owing to the lack of resonance from the guitar body. The use of the centroid/f0
ratio may be helpful in determining the relative brightness
of the notes, but the overall sound quality analysis continues to remain an open issue.
In this Brouwer excerpt, we did not discuss the gap be-
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tween chords because of the bass line, which is attacked in
different moments and remains sounding over the chords,
thus helping the legato expression. Another feature that
contribute to the overall sound quality of the choral texture on the guitar is the chord offset. Extinguishing a note
can be accomplished several ways on the guitar. Besides
the natural decay of the vibrations, actions of the right
or left hand can be involved, sometimes in combination.
The right hand preparation for a new attack has already
been discussed in the last section. In addition to that, the
preparation of a new note (by the stopping or releasing of
one string with a left-hand finger) may cause the offset,
sometimes with an undesirable, though hardly avoidable,
transient. Commonly, the simultaneous extinguishment of
multiple notes does not happen exactly at the same instant,
being highly dependent on the fingering of both hands. The
possible combinations of all these factors provide a set of
typical sonorities to the offset of chords, which, in its turn,
poses additional technical challenges for a balanced voice
leading.
4. LAYERING AND RHYTHMIC PHRASING IN
VILLA-LOBOS’S ÉTUDE 8 (1928/1953)
4.1 Beat Determination
The excerpt chosen from Villa-Lobos can be seen in Figure 6. It shows a typical guitar texture, consisting of a
melody accompanied by a bass line and an intermediate
layer with chords, arpeggiated or played as a block. Its
rhythmic structure is quite straightforward: each 2/4 bar in
the chosen interval (bars 16-25) has one of these two basic patterns: 1 ˇ “( + 2 ˇ “) + 2 ˇ “( , or 4 ˇ “) + 2 ˇ “( . Nevertheless,
we observe, in practice, not only that block chords may be
played with some spread (as seen in the previous sections)
but also that the bass and melody notes are not commonly
simultaneous. Therefore, it is necessary to explain and justify the chosen methods for analyzing the layers and for the
rhythmic phrasing of this excerpt.
Villa-Lobos
˙ œ œ ˙nœ œ
##2˙ œ œ ˙
œ œ nœ œ œ œ œœ
œ
œ
œ ‰̇ œ œ œ œœœ
& # # 4 ‰˙ œ œ œœ ‰ œ œ œ œœœ ‰ #œ
˙
˙
˙
˙

a tempo

œ
## œ
œ
˙
& # # ≈ œ œ œ œ œœœ ‰̇ œ œ œ œœœ ≈ œ œ œ œœ œœ ≈ nœ#œ œ œ œœ #˙≈ #œ œ œœ
œ
˙
œ
˙
˙nœ
˙
˙

Figure 6. Bars 16-27 from Villa-Lobos Étude 8 (from Max
Eschig, 1953).
The amplitude of a block chord was calculated by adding
the RMS values for each of its notes, regardless of possible mask-ing or loudness corrections. This was done
even if the chord was clearly arpeggiated. Although this
value may not be strictly correlated to the perceived intensity, it cer-tainly is to the player’s intention. The highest
pitch played in the chord was chosen as its rhythmic activity, a choice—derived from a common-sense hypothesis among guitarists—that was confirmed by the analysis.
For the bass-melody attack, the timing of the high pitched
note also showed itself as the best choice for analyzing the

rhythmic phrasing. Two of the players performed these
bass-melody bichords as two non-simultaneous events (the
average delay is about 188 ms for VL2 and 80 ms for VL3);
even in this case, the beat tracking showed that this situation is better interpreted as an anticipation of the bass note,
and not as a delayed melodic line.
4.2 Rhythmic Phrasing and Layering
Figure 7 shows the IOIs present in each rendition. It is
quite easy to visualize two different regions, one related to
the eighth notes played (above 400 ms) and the lower related to the sixteenth notes. VL1 and VL2 make a noticeable decelerando in bar 19 (corresponding to the fourth
peak in the graphic). In VL2 we also find a kind of fermata on the first chord of bar 19 (16th value in the graphic),
followed by three fast sixteenth notes. In all the renditions,
consistent accelerando and decelerando can be found in every sequence of four sixteenth notes. VL3 is the slowest
rendition, with a medium value of 53 BPM. The other two
are played around 60 BPM. VL2 shows a sharper contrast
between the theoretical ratio of 50% between sixteenth and
eighth notes. This is not only graphically visible but also is
expressed by the global average. While this ratio is about
37% for VL2, it is 46% for VL1 and 47% for VL3.

Figure 7. Inter-onset intervals in the three renditions of the
Villa-Lobos excerpt.
Another point of interest is the balance among the different layers present in this excerpt, shown in Figure 8. The
more undulating pattern of the chord curve rises from the
changing of density in this layer: one event can be either a
single note or a 3-note chord. Nonetheless, we can see that
the curve is not split in two clearly distinct regions. In all
examples, the bass line is played with amplitudes considerably lower than that of the melody. In VL1, the bass is
even softer than the middle layer. It is possible also to note
higher values for the chords amplitudes in bars where the
melody is not being played. The loudest melodic point is
repeated in two of the samples, but the player of VL3 has
chosen a different moment.
5. FINAL REMARKS
The limited number of renditions for each of the musical
excerpts does not allow for any statistical inference; nevertheless, they illustrate the typical technical and expressive
capacities of guitar players. Based on the previous discussion, it is easy to figure out how schematic a musical
score is, when compared to the sonic richness of any of
its performances. Investigating a combination of low-level
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ABSTRACT
This paper describes AutoChorusCreator(ACC), a system capable of producing, in real-time, a variety of fourpart harmonies from lead sheet music. Current algorithms
for generating four-part harmony have established a high
standard in producing results following rules of harmony
theories. However, it is still a challenging task to increase
variation in the output. Detailed constraints for describing
musical variation tend to complicate the rules and methods used to search for a solution. Reducing constraints to
gain degrees of freedom in variation often lead to generating outputs which do not follow the rules of harmony
theories. Our system ACC is based on a novel approach
of generating four-part harmony with variations by incorporating two algorithms, statistical rule application and
dynamic programming. This dual implementation enables
the system to gain the positive aspects of both algorithms.
Evaluations indicate that ACC is capable of generating
four-part harmony arrangements of lead-music in realtime. We also confirmed that ACC achieved generating
outputs with variations without neglecting to fulfil rules
of harmony theories.

1. INTRODUCTION
Automatic composition has captivated the minds of both
musicians and scientists for decades and many approaches have already been attempted in the field of information
science [1, 2, 3]. Some of these include constraint satisfaction [4, 5, 6], example based approaches [7], genetic
algorithms [8, 9], probabilistic modelling [10, 11] and
rule based applications [12]. Recently, technologies originally from the field of music information retrieval (MIR)
are also being used to support people who create musical
works [13, 14].
Harmony is an important element in many music styles,
especially in those of classical music. Emura describes an
academic process of musical composition as 1) choosing
a simple cadence of chords, 2) deciding a melody line
which follows the structure of the sequence of chords, 3)
Copyright: © 2014 Benjamin Evans et al. This is an open-access article
distributed under the terms of the Creative Commons Attribution License
3.0 Unported, which permits unrestricted use, distribution, and
reproduction in any medium, provided the original author and source are
credited.

Figure 1. System Overview.

replacing some of those chords with other replaceable
chords and 4) adding harmonic interest to the piece by
adding non-harmonic tones [15]. Harmonisation and reharmonisation are important aspects in each of these steps.
This fact makes the appropriate implementation of harmony theories crucial in developing automatic composition systems that incorporate aspects of tonality as those
found in classical music.
A particular task often dealt with in the study of automatic harmonisation is that of harmonising a classical
four-part chorale from a single melody line. Allan used a
data set of chorale harmonisations to train Hidden Markov Models to create four-part harmony [16]. Suzuki also
used probabilistic models for automatic four-part harmonisation [17], comparing system outputs for when chord
data was and was not used.
Rule-based approaches have also been exploited for
four-part harmonisation. Ebcioğlu developed a rule-based
system with over 270 rules and used a logic programming
language for harmonising four-part chorales [12]. PhonAmnuaisuk also created a rule-based system and compared it with a genetic algorithm system which had the
same explicit rules of harmonisation implemented in it
[8]. Biles used genetic algorithms in creating jazz improvisations [9]. MacCallum also used genetic algorithms
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and incorporated mass consumer evaluations to investigate the composition of music through Darwinian processes [18].
While many four-part harmonisation systems acquire a
high level of musical quality, it is still a challenging task
to produce a variety of outputs from a single input. Harmonisation systems produce chorales that fulfil many
rules of music theory. Statistical models have been reported to learn different rules of the theory of harmony as
implicit representations in the system itself, while rulebase systems are successfully producing complicated
arrangements that follow specific styles. However, the
variation in output of these systems is often limited, leaving us an area within the field of automatic harmonisation
with potential still to be exploited.
When aiming to gain diversity in harmonisation, we
find neither increasing nor decreasing rules is the optimal
solution. If a system extends its set of rules to incorporate
rules that describe new styles of music, rule formats and
search methods can become complicated. This will result
in the system becoming less efficient than it originally
was, often extending the execution time also. Reducing
rules to gain extra degrees of freedom will result in a reduction of musical quality in the output when held up to
scrutiny against theories of harmony. Both extending and
reducing rule sets are still a challenging solution to adding diversity to automatic harmonisation. A new mechanism is needed if the system is to produce diverse harmonisations effectively.
The rest of this paper explains how we achieved that
diversity through the combined implementation of a rulebased application and dynamic programming. In section 2,
we describe some characteristics of a practical automatic
harmonisation system and the technology requirements to
produce its characteristics. We also explain the details of
the system we implemented, listing some examples of the
rules used in each algorithm. In section 3, we note the
evaluations we made of the system before concluding in
section 4 with a summary of this work and a discussion
on areas that need future development.

2. METHOD
2.1 System Concept
A robust harmonisation system with practical applications would have to include the following characteristics.
1.

Is able to produce a variety of outputs, preferably according to user-specified styles or characteristics.

2.

Is able to be executed in real-time.

3.

Is able to produce “good quality” harmony –
harmony that follows basic principles of
style/structure or that can be musically understood uniformly by a general audience.

These are some fundamental aspects a system must
simultaneously achieve if it is going to be used in practi-

cal applications of musical composition. While it is relatively easy to achieve one or two of these characteristics
in a harmonisation system, we have found the simultaneous attainment of all three to be more difficult. One reason for this would be that a typical harmonisation system
will usually apply only a single algorithm (e.g. rule application, algorithmic search, pattern matching) to complete
a given task. Implementing a single algorithm leads to a
system which is an expert for one task, but less effective
for another.
We have developed “AutoChorusCreator (ACC),” a
harmonisation system that incorporates multiple algorithms into the harmonisation process. By implementing
multiple algorithms, ACC benefits from the positive aspects of each algorithm while covering their weaknesses
with another. ACC simultaneously achieves all three requirements listed above, thus providing a robust yet flexible harmoniser that can be used in practical contexts of
music composition.
2.2 System Overview
ACC is an automatic four-part choral music harmoniser.
Users input data of lead music (sheet music with one
melody line and chord notations) from which the system
creates a score designed for a four-part voice ensemble.
ACC is implemented in Java and uses MusicXML for
input and output data format.
ACC consists of two modules, each using different algorithms. The first module creates an initial arrangement
from the input data using statistical applications of a heuristic rule set. This initial arrangement is then passed on
to the second module, which uses dynamic programming
to search for the optimal output out of those similar to the
initial arrangement. Each rule in the heuristic rule set in
the first module is applied to the input music according to
a probabilistic model with parameters alterable by the
user.
The evaluation functions in the second module mostly
consist of rules derived from classical theories of harmony, but also include functions to evaluate other features of
music that do not relate to harmony. Each function is
weighted by a parameter and is applied to a piece of music to produce a cumulated evaluation score which is then
used in the search process. By altering the parameters in
each module, ACC is able of producing multiple arrangements of chorale music from a given input data. We
have listed a diagram of the system overview in Figure 1.
Below we will describe in detail how we have integrated these two algorithms to produce a composition system
that meets the three criteria we discussed in the section
above.
2.2.1 Output Diversity
Users have diverse preferences regarding music even
within the same music genre, and so a practical harmonisation system must also incorporate diversity into its system output. Harmonic variety not only makes a system
interesting, but also creates a system potentially acceptable by a wider range of users.
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Harmonisation systems often focus on finding optimal
chord progressions that match a given melody, but spend
little effort finding the best combination of notes within
each chord. Although the decision of chord progressions
is an important procedure, it is only a small part of the
harmonisation process and a limited aspect of output diversity. Chord progressions determine the space from
which the note in each part must be chosen for, but it is
other musical qualities (e.g. movement in a single part,
reflection of musical intensity in the melody to other
parts, technical interest matching each performer’s physical ability) that determine the final output. These musical
qualities we will call “musical features.”
The two algorithms implemented in ACC assist each
other in achieving diverse musical features in output arrangements. As will be discussed in section 2.2.3, dynamic programming was incorporated as the second module
to assist in finding an optimal output within a reasonable
amount of time. Although dynamic programming is an
efficient search algorithm, it will only find one output
from a given input. To create various outputs from even
the same input, ACC first creates an initial arrangement
using statistical rule application and then passes this on as
the seed for the search algorithm in the dynamic programming phase. Each heuristic rule is applied to portions of the song at random, producing a different initial
arrangement for the dynamic programming module to
work on each time the programme is executed.
We compiled a set of heuristic rules from observations
of pre-composed pieces of music to use in the first algorithm. The compiled set of ten rules was far from being a
complete implementation of musical arrangement procedures. We did find, however, that this limited set of rules
was still adequate in examining whether the twoalgorithm implementation of the harmonisation process
could produce various arrangements from the same piece
of music.
The rules were implemented so that they conducted
simple structural alterations in each accompaniment part.
ACC first chooses for each part a note contained in the
chord listed in each measure. If there are no chord notations in a given measure, then the previous chord notation
is used. Once the first note for each measure has been
chosen, ACC applies rules such as those listed below to
produce more notes to fill each measure.


If two consecutive notes in the same part have
the same pitch, move the later note to another
pitch within the same chord (Figure 2.)



If the distance between two consecutive notes
in a part is a third, then halve the length of the
first note and add a second note of the same
length. The second, new note is raised to the
next note in the key creating a “stepping” effect (Figure 3.)

Figure 2. Example of Heuristic Rule (1).

Figure 3. Example of Heuristic Rule (2).

Each rule n is only applied to an applicable passage of
music at the probability pn (0 ≤ pn ≤ 1). This allows for a
diverse range of initial arrangements which are then
passed on to the dynamic programming module. Notice
these rules are designed to produce structural diversity
only and do not directly represent any particular music
theory.
2.2.2 Search Area Reduction
The computational time of harmonisation systems increase exponentially with the length of the music given as
input. This makes search area reductions essential in
keeping system execution time minimal. Search area reductions can be implemented as computational techniques borrowed from studies of search algorithms, or as
active search area reductions in the algorithm itself using
knowledge of the music being composed. This musical
knowledge can be constructed manually from music theories or learned automatically from corpuses of preexisting compositions through machine learning.
The second module of ACC consists of a dynamic programming algorithm. Dynamic programming is a computational algorithm which can be applied to problems
where the main problem is subdivided into multiple subproblems, and the accumulation of optimal solutions from
each sub-problem composes the optimal solution for the
main problem [19]. Dynamic programming has been used
in other music composition systems also, such as Fukayam’s system Orpheus [20]. In our system, we have taken the task of harmonising the whole song and broken it
down into a group of the subtask “finding the optimal
combination of notes played simultaneously across four
parts at each point in the song.” By finding the optimal
combination of notes at each moment of the song, our
system will find a desirable solution to the harmonisation
task.
To evaluate each set of four notes, we have chosen to
include the theory of harmony of classical music as will
be discussed in section 2.2.3. The classical theory of
harmony does not only evaluate each group of notes on
their own, though. Harmony theories classify groups of
pitches into “chords.” Evaluation is conducted on the
structure of each individual chord and also its relation to
the chords surrounding it. In the current version of ACC,
we have implemented the rules which look at the structure of each chord and the relation to its preceding chord
only.
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Figure 4. Examples of continuous evaluation functions based on classical rules of harmony from [21], used in the dynamic programming module.

The dynamic programming module takes the initial arrangement composed in the rule-based module and conducts a search by altering each note by d semitones in
either direction. The distance d therefore is the key factor
in determining the extent to which dynamic programming
conducts its search. The number of possible combinations
of notes for an entire song can be annotated as
(

)

(1)

where denotes the number of semitones a note can be
moved in one direction and is the number of chords
(combination of four notes) to be analysed in a song.
As can be seen from equation 1, the computational time
will increase exponentially as the length of the song increases. This is why we have limited the search to those
songs similar to the initial song composed by the first
module.
2.2.3 Evaluation Using Music Theory and Musical Features
In one way or another, every harmonisation system includes an evaluation module. This could be implemented
in the search process so that the system makes an implicit
evaluation at every decision. It could also be implemented at the end of the composition cycle as an explicit evaluation function. The former would evaluate local combinations of note while the latter could take into account the
global structure of the entire musical piece. The evaluation process could also be excluded from the programmed
system and given to the user as a manual operation. This
evaluation would reflect the user impressions of the composed harmony. In general, the evaluation, and therefore
the definition of “good harmony,” will contain three aspects; local structure, global structure and user impression. We have added the evaluation procedure into our
system as weighted functions used in the search algorithm of the second module.
Having formulated theories of musical structure is a
particular characteristic of classical and popular Western
music. While many theories for each of the individual
elements of these music, such as melody, harmony and

rhythm, have been formulated over time, the theory of
harmony is the most refined and formalised of them all.
A difficulty found with applying rules of harmonisation
in a computer programme is that some combinations of
notes can only be attained if there is a correct sequence of
notes leading up to, and after, that point in the music. By
unintentionally choosing one different note combination
somewhere in the song, a system could limit itself from
ever reaching a particular combination of notes elsewhere
in the music. One must keep in mind search algorithms
need flexibility to search multiple combinations of notes
throughout the whole song to find various output note
sequences.
We have implemented both functions made from rules
of harmony and functions that describe musical structure
(musical features) in the search algorithm of the second
module. The list of functions regarding the theory of
harmony was compiled from Geidai Wasei [21], the text
book on the theory of harmony of classical music most
used by educational institutes in Japan [22]. Geidai Wasei,
like other formalised theories of harmony, consists of a
set of rules prohibiting specific combinations of pitches
(e.g. seventh notes of a chord must not be doubled in a
chord) and chord progressions (e.g. no parallel fifths).
The easiest implementation of this type of rule is in the
form of a Boolean function which determines whether the
rule is broken at a certain point in the music or not. This,
however, does not allow for discrimination between two
songs which both break a certain rule but in different
ways (e.g. two songs may have a doubled seventh note,
but in fact one song may have the seventh note tripled,
not just doubled). Therefore, when possible, we have
implemented the rules with a continuous evaluation function to give a more discriminative preference ordering to
any two pieces of music. See Figure 4 for examples of
these functions. A total of 13 rules (A1-A5, B1-B3 and
C1-C5) from Geidai Wasei were implemented as evaluation functions in the second algorithm of ACC.
Along with rules of formal musical theory, we have also incorporated rules regarding other musical features,
such as the structure of each part and the number of notes
in each bar of music. Many rules from the theory of har-
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mony exclude specific combination of notes from the
final output. However, there are very few rules which
recommend a preferable combination of notes. We incorporated functions that evaluate musical features, not just
harmony, so that we could manipulate the final output
through explicit knowledge, rather than allowing the system to make random decisions from arrangements with
similar harmonic evaluations.
Musical features evaluated in the dynamic programming algorithm included those such as “amount of pitch
movement in each part” and “vocal range”. Users input
their preferred amount of each musical feature, such as
“minimal pitch movement” or “vocal range no larger than
one and a half octaves, starting from middle C.” Each
function then evaluates how different a musical arrangement differs from the user’s preference, and gives a corresponding score. The evaluation result of each function
is weighted and added to provide one final score which
represents that arrangement. That score is then used in
searching for an optimal arrangement as the final output.
Altering the weights on each function affects the amount
of influence each represented musical feature has on the
search process. Adjusting these weights gives the user
some control over the ultimate output produced from a
given input.

3. RESULT

implemented explicitly in the rule base. Only using this
module limits the diversity of output arrangements as
they are solely dependant on the set of rules provided in
the system. The amount of explicit knowledge
represented in the rule set alone determines the variety in
the output.

Figure 6. System output made using the rule-base application module only.

As seen in Figure 7, a combined application of both the
heuristic rule-base module and dynamic programming
module produces an arrangement of music not attainable
by just either of the algorithms. Each voice is altered to
better fulfil rules of harmony and other features implemented in the dynamic programming module. The consistent movement observed in the tenor and bass parts of
Figure 5 (dynamic programming only) has been altered to
a more varied arrangement.

3.1 System Performance
In this section, we describe the performance of our system when using the two system modules individually and
combined. We have used a popular children’s song “If
You’re Happy and You Know It” as the example input,
as shown in each of the figures below.
In Figure 5, we show an example output when using
dynamic programming only. Each part tends to move in a
monotonous way, as can be seen in the up-down movements of the tenor and bass parts. This is because when
using dynamic programming only, each part starts with
the same note right through the measure. The same rules
of harmony are applied to every set of chord, forming
similar movements through each measure.

Figure 7. System output using both rule-base application and dynamic programming modules.

Figure 8 shows another example of using both modules
but with some of the parameters altered. Compared to the
output of Figure 7, this output has less movement in the
accompaniment parts, providing an easier arrangement
for amateur performers to use. Notice, though, how there
is still movement in the tenor and bass parts at the end of
measure two. The system has not simply allocated the
same note to each part throughout the measure. This
small variation in arrangement is caused by the movement in the melody line and dynamic programming
searching for the best combination of notes in the last two
chords of that measure, yet with as minimal movement as
possible.

Figure 5. System output made using the dynamic programming module only.

Figure 6 shows an arrangement composed using the
rule-base module only. Music made using heuristic rules
only are prone to go against basic rules of harmony (e.g.
parallel movements between parts) as they are not
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Figure 8. System output using both rule-base application and dynamic programming modules with function
parameters adjusted from those used in Figure 7.

As shown above, our system can produce a variety of
different arrangements from the same input, based on the
parameter settings of the dynamic programming module.
Currently, the tuning of parameters is done manually by
users. In future, these could be learned through machine
learning and applied based on different composer/genre
style etc. to reflect user preferences.
We excluded the usage of non-harmonic tones in the
above examples to better show the differences between
different outputs. The usage of non-harmonic tones is
also supported in ACC, allowing for passing notes and
further arrangement diversity as shown in Figure 9. However, there are not many rules implemented in the current
version of the system regarding the placement of nonharmonic tones, resulting in relatively poor arrangement
quality. This we plan on improving in future versions of
ACC.

The system execution time is reasonable for real-time
applications. In this song’s case, ACC took roughly 60
seconds to compose the accompaniment parts and create
the output data. This is much shorter than the total duration of the original song, which is 4 minutes and 49 seconds. ACC is capable of composing choral arrangements
much faster than the speed a song is played at. As the
search only looks at the relation of chords with those proceeding it, the output could be produced a bar at a time,
or even in time to the music. This indicates our algorithm
enables real-time accompaniment composition that could
be played simultaneously with the original input. This
could be used for situations such as impromptu ensemble
sessions where the appropriate sheet music cannot be
made ready on time, where members of the ensemble are
not confidant with arranging their own music or where
each member wants a different level/style of accompaniment to each other but still perform together.
ACC could be applied as a learning tool for composers
and performers to use when learning how to compose
musical arrangements themselves. Simple compositions
produced by ACC could be used as a starting block for
these musicians whom are not used to arranging music
themselves. ACC would provide a musical arrangement
with specified features for musicians to then work off
when composing their own music. As the musician gains
composition skills and confidence, parameters in ACC
could be tuned to produce less ornamented compositions
for the musician to work off, or even more ornamented
compositions for the musician to learn from.
As the example in Figure 10 shows, ACC is capable of
producing choral arrangements which both follows basic
rules of classical music theory and also sounds interesting
to the listener, even with the many different types of
chord symbols. Musical features can be adjusted individually for each player in the group of musicians, and yet a
uniformed sound can be maintained in the ensemble as a
whole.

4. CONCLUSIONS

Figure 9. System output made using rule-base application and dynamic programming, with usage of nonharmonic tones.

3.2 Application
Although we have implemented rules from theories of
classical music in ACC, we do not limit the scope of its
application to the genre of classical music only. In fact,
one of the reasons we chose lead music, not classical
melodies or choral music, as the input data format, was
because we recognise this type of sheet music is fairly
easy to obtain for many popular and traditional genres of
songs through online stores etc.
In Figure 10, we show an excerpt from a completed arrangement of music made using our system. ACC was
used on a pop song found in the RWC Music Database
[23, 24]. The sheet music used for input consisted of 104
measures of melody and chord signatures. Dynamic
search was conducted using the distance d=4 for neighbouring pitch distance.

In this paper, we have presented a novel four-part choral
music harmoniser capable of producing, in real-time,
multiple outputs from the same input, with different musical features. The AutoChorusCreator utilises the benefits of using both heuristic rule-base application and dynamic programming. ACC produces harmonised choral
music from lead music which both follows principals of
harmony and sounds interesting. ACC works well with
popular music, indicating potential for future implementation in practical applications.
Combining multiple algorithms in one system has enabled producing various outputs from a given input. In
future, we plan on expanding this combined application
from just harmonisation to the other processes of composition also. Manipulation of rhythm, non-harmonic tones,
melodic structure etc. could all be carried out through a
combination of multiple algorithms, producing an even
richer diversity of compositions than we have listed in
this research.
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Figure 10. Example of system output using popular music as input, from “I Think of You” by Jeff Manning (RWC-MDB-P-2001 No. 87).

Though the dynamic search is fast enough for simple
applications, advanced techniques of the search algorithm
could be implemented to enlarge the search space and
maintain the minimal execution time. Also, parameters
used in the two modules can be learned from corpuses
using machine learning techniques. This will enable ACC
to arrange music in specific musical styles observed in
the music of other composers and genres.
In this research, we included chord symbols in the input
music so that we could focus on obtaining diversity within a single chord progression. Diversity of chord progressions themselves can be easily obtained, though, by implementing common chord replacement techniques already used in practical compositions. Furthermore, the
system can be developed to incorporate automatic chord
estimation techniques from other research such as [25,
26], so that only a melody line need be given as input.
Automating a wider portion of the composition process
will allow users to manipulate the outcome further to
better meet their preferences.
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ABSTRACT
Musical meter is described as an abstract temporal template for the timing of concrete musical events. The essential structural properties of meter are specified to prepare
the development of an analytic method for the formalisation of meter in terms of numeric structures. An elaborated
notion of the hierarchic architecture of meter supports an
integrated numerical description of multiplicative and additive meters which may serve as a consistent resource for
advanced computer-aided research on meter and for algorithmic composition. Likewise aiming at theoretic validity
and implementability a set of underlying formal principles
is suggested to guide the method of description. It is supposed as one possible axiomatic approach in order to avoid
limitations on systematic flexibility and expandability as
well as on artistic usability.

meters which can serve as a basis for further formalisation of the mentioned aspects of rhythm and meter. The system of description is based on an upgradeable set of formal
principles. It is supposed as one (but not the only) possible
axiomatic approach in order to first achieve a consistent resource for further studies and secondly to avoid any kind
of limitation. As there could be different opinions on the
formal implications of musical meter the system might be
flexible and expandable to include further advanced concepts. For composers and musicologists an open system
might as well be more suitable to use in different contexts
and environments.
For an easy introduction on the matter the first examples are shown in common musical notation. The following
numerical examples should be regarded in a flexible relation to possible ways of notation. They show the essential
formal properties as they can be implemented in advanced
research or applications.

1. INTRODUCTION

2. A GENERIC DESCRIPTION OF METER

The composition of temporal structures as an aspect of a
compositional process can involve the usage of meter as
an abstract temporal template or pattern to time concrete
rhythms and musical figures. In this sense meter underlies
the musical surface as a temporal context which influences
our musical understanding: there are complex interdependencies between the sounding surface and metric interpretation which is the mapping of sound events on a cognitive
temporal pattern.
Certain theoretical and psychological aspects of meter
have been taken into account to support research on these interdependencies: amongst others an integrated notion of meter and tempo (see e.g. [1],[2]) and metrical cues
in rhythmical patterns (see e.g. [3],[4]). The incorporation
of those specific ideas by a common theoretical but implementable model could be useful for the integration in
systems for algorithmic composition. As its structures and
descriptions are generated algorithmically they require a
thorough formal examination and a common formalisation.
In this paper a generic analytic method to describe meter
in terms of hierarchical numeric structures is suggested.
It integrates the description of multiplicative and additive
Copyright: c 2014 Bernd Härpfer et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided the

Meter will be described here as a cyclic sequence of metrical periods. They are vertically superposed as a multiple
and theoretically infinite stratification of metric levels with
fixed period ratios (e.g. 2 : 1, see Figure 1) between adjacent levels. This leads to a simple, but hierarchic grouping
structure 1 .

Figure 1. Metric levels and hierarchic grouping structure
If the grouping structure of a level is contradicted e.g. by
a rhythmic cue on the musical surface (see Figure 2, next
page), syncopation arises.
As the notion of meter described here is cyclic, it is possible to establish metrically what has been a syncopation before. Then it would be more accurate to write the grouping
structure – or as it will be called here, the layer structure –
right into the time signature (see Figure 3, next page).
1

original author and source are credited.

- 1024 -

see e.g. [5] page 13 et seqq.

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

sizes like a subdivided group of four elements the grouping
and the resulting meter will be called multiplicative (2 x 2).
Cases like a subdivided group of five elements where the
resulting groups have different sizes will be called additive
(e.g. 2 + 3 or 3 + 2).
The more or less complex alternation of stronger and weaker metrical periods as a result of a metric hierarchy is a
common property of meter. Nevertheless there may be musical meters refusing this dynamics and may contradict the
assumption like a five-period-meter with a cycle of a strong
period and four equal weak periods. This should be kept in
mind but they will not be discussed in this paper.

Figure 2. Rhythmic contradiction of metric grouping

2.2 Multiplicative meters

Figure 3. Layer structure and time signature
A layer will be defined as a non-isochronous stratum in
a metric hierarchy. The durations of its metric periods are
regularly changing. In the case of Figure 3 it is the first
(and only) layer on level n. It can also correspond to a
perceived beat if the tempo of this layer is moderate. As
a consequence we now have an eight-to-one-relation between two adjacent levels. In this terminology the ratio of
two levels is always fixed but there is no fixed ratio between a level and a layer. Due to its additive structure the
resulting meter cannot be mirrored in time without changing it. The metric hierarchy of additive meters generally
has a sandwich-like structure with alternating isochronous
and non-isochronous strata (respectively levels and layers).
As a numerical formalisation 1 0 0 1 0 0 1 0 is suggested for the layer structure in Figure 3. There is one layer
between the two adjacent levels. The level itself can be regarded as a zero-layer.

The possibilities of pure multiplicative meters up to 24 periods per full metric cycle are listed in Table 1. The numeric notation shows the relations of period durations of
adjacent levels. For example the only possible meter with
four pulses has three levels with two periods of level 0 (the
pulse-level) combined in level 1 and two periods of level
1 combined in level 2. It has to be made clear in which
order the multiplicators relate to the indices of the levels.
Here the order is from lower/faster levels to higher/slower
levels. Hence, in the first example of the two six-periodmeters level 1 contains three periods of level 0 and level 2
combines two periods of level 1.
periods

multiplicative
meters

4

2x2

2
4

( 81 pulse)

6

3x2
2x3

6
8
3
4

( 81 pulse)
( 81 pulse)

8

2x2x2

4
4

( 81 pulse)

9

3x3

9
8

( 81 pulse)

12

3x2x2
2x3x2
2x2x3

16

2x2x2x2

18

3x3x2
3x2x3
2x3x3

24

3x2x2x2
2x3x2x2
2x2x3x2
2x2x2x3

2.1 Assumtion: metrical groupings contain two or
three elements
The assumtion that metrical groupings contain two or three
elements is supported by the following experience: as soon
as there are four beats or pulses 2 they tend to group into
two groups of two, or a group with five elements tends to
fall apart into two and three or vice versa 3 . This is also
related to the phenomenon called subjective grouping or
subjective rhythmisation which is already well researched
in music psychology 4 . If the resulting groups have equal
2 In this paper a pulse is defined as the shortest or fastest metric period.
The pulse-level is defined as the fastest or lowest level in a metric hierarchy (level 0) and is always isochronous. A beat can be subdivided into
faster or shorter metric periods. The beat-level or beat-layer is the most
salient metric level or layer and could be isochronous or non-isochronous.
3 This is similar to simple versus compound subdivision, but not the
same because the different subdivisions form groups of the same size ( 22
vs. 33 ) while five elements divide into two groups of different sizes ( 21 vs.
3
)
1
4 see e.g. [2] page 418 et seqq.

time signature
example

12 1
(
8 8
6 1
(
8 16
3 1
(
4 16
4
4
6
4
3
2

4
4

pulse)
pulse)
pulse)

1
( 16
pulse)

( 81 triplet pulse)
( 81 triplet pulse)
9 1
( pulse)
4 8
1
( 16
triplet pulse)
12 1
(
pulse)
8 16
6 1
( pulse)
4 16
3 1
( pulse)
2 16

Table 1. Multiplicative meters up to 24 periods per metric
cycle
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a certain meter to a possible musical notation. Taking other
musical context into account there could be different solutions. A meter with only four pulses in a full cycle could
also be notated in 28 time signature and the pulse duration
1
would then be 16
.
2.3 Additive meters – an exploration of possible layer
structures
The number of periods in a layer structure is always corresponding to the ratio between two adjacent metric levels.
In Table 2 all possible additive groupings, their permutations and the resulting layer structures are listed for n < 10
periods fitting in one superlevel 5 period.
periods

possible additive
groupings by the
first layer

possible layer
structures

5

23
32

10100
10010

7

223
232
322

1010100
1010010
1001010

8

233
323
332

10100100
10010100
10010010

9

2223
2232
2322
3222

201020100
201020010
201002010
200102010

Table 2.
Five is the smallest number of metric periods to divide into additive groups of two or three. Six periods are omitted
because the possible groupings are (like with four periods)
all multiplicative. A level with nine periods per superlevel
period is the first case with more than one layer: according
to the assumption the groups formed by the first layer become elements of a second order grouping which can be
regarded as a second layer. This layer can contain metrical
groupings with more complex ratios: in the case of nine
periods per superlevel period 4 : 5 and 5 : 4 ratios will
occur among period durations of the second layer:
2223
| |
4 5

2232
| |
4 5

2322
| |
5 4

3222
| |
5 4

5

2332
| |
5 5

layer 1
a level?

the level n + 1 will be called the superlevel of level n

periods

10

possible additive groupings
by the first layer

layer 1
layer 2

2233
2332
3223
3322

possible layer structures

2010200100
2001002010

possible layer structures
with an intermediate level

2010020010
2001020100

Table 3.

In additive groupings of ten periods yet another interference is introduced. There are cases of second order groups
containing additive first order groupings but having equal
sizes:
2323
| |
5 5

According to the definitions these groups are not formed
by a layer. Elements with the same size or duration form
an isochronous stratum which has to be distinguished from
a layer shaping non-isochronous groups by definition.
Nevertheless this leads to two different types of symmetry. The grouping 2 + 3 + 2 + 3 holds a translational symmetry between the second order groups while in the case
of 2 + 3 + 3 + 2 these groups mirror each other. The former
can be broken down to two periods of a level each with five
periods and a layer structure 1 0 1 0 0, hence it is not a case
of a valid layer structure with ten periods. If we assume the
same for the latter, the layer structure would change from
the first to the second period of the five-period-level (from
1 0 1 0 0 to 1 0 0 1 0).
In terms of musical notation this could be a change of
3+2
time signature e.g. from 2+3
8 to 8 . As soon as this metrical structure would be repeated a couple of times it would
make more sense to combine the structure into one time
3+2
signature 2+3
8 + 8 than to notate an alternating time signature every bar or measure. This would better reflect the
structure of the full metrical cycle. The five-period-level
would then be the half-measure level.
Generally a measure in this context can be defined as a
period of a level n containing a metric structure with at
least one lower level which is exactly repeated in the next
period of level n. In other words metrical groupings within different periods of a measure are always translational
symmetric to each other. The mentioned half-measure level can be regarded as a case of an intermediate level whose successive periods contain different, alternating metric
structures. Additive meters with mirror symmetries within
a measure period like in Figure 7 b) are of certain speciality as they have a property in common with multiplicative
meters: they do not change when they are mirrored in time
i.e. played backwards. They are not the only cases where
intermediate levels occur, as we will see later.

With ten periods per superlevel period both of the two
possible structures with an intermediate level contain mirror symmetries (Table 3). In terms of their inherent metrical structure the periods of the intermediate levels are
alternating mirrors of each other.
From eleven periods upwards alternative second order
groupings lead to a steeper exponential growth of the number of possible layer structures. With eleven periods the-
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re are nine alternative additive groupings by the first layer
but already 14 possible layer structures with second order
groupings upon the first layer (Table 4). Layer structures
with intermediate levels are not possible because eleven is
a prime number.
periods

11

possible additive groupings
by the first layer

22223
22232
22322
23222
32222
2333
3233
3323
3332

possible layer structures

20102010100
20101020100
20102010010
20101020010
20102001010
20101002010
20100201010
20100102010
20010201010
20010102010
20100200100
20010200100
20010020100
20010020010

The possible additive substructures of a level with twelve periods show two different examples of intermediate levels. In these cases there are no mirror symmetries but characteristic changes of the period durations of the first layer
(Table 5). The number of first-layer-periods alternates in
both cases between two and three every period of the intermediate level. The resultung meters could be notated as
3
6
6
3
4 + 8 and 8 + 4 .
periods

12

possible layer structures
with an intermediate level

201020100100
201020010100
201010020100
201020010010
201010020010
201002010100
201001020100
201002010010
201001020010
201002001010
201001002010
200102010100
200101020100
200102010010
200101020010
200102001010
200101002010
200100102010
201010200100
200100201010

Table 5.

periods

possible layer structures
with an intermediate level

combinations of
the two possible
five-period layer
structures

15

201002010020010
201002001020100
201002001020010
200102010020100
200102010020010
200102001020100

aab
aba
abb
baa
bab
bba

Table 6.

Table 4.

possible layer structures

Generally intermediate levels divide and shape oscillating
metric substructures which are combined in a period of a
superlevel. A look e.g. at the six possible layer structures of
a 15-period-meter containing an intermediate level in Table
6 reveals oscillations between the two different five-periodstructures (see Table 2). There are always three periods of
an intermediate level containing the possible combinations
with three elements of two types.

To illustrate the combinatory explosion of possibilities
with a growing number of periods, the numbers of alternative layer structures in the area between 13 and 24 periods per superlevel are listed in Table 7 (see next page).
All metric cycles with a non-prime number of periods in
this range contain layer structures with intermediate levels.
Their numbers and correspondent examples are shown in
brackets. They form a subset of all possible layer structures
the numbers of which are listed first. The rightmost column
gives information about possible depths of metric stratification in these additive structures. There could be second
and third order groupings according to the assumption in
2.1.
Additive meters with a correspondent quantity of periods
in a full metric cycle are rare and may be found only among
indian talas or in certain bulgarian meters [6]. However, a
combinatoric exploration can be regarded as a prerequisite
for subsequent filtering: an algorithmic selection process
according to a certain compositional aesthetics.
2.4 Hybrid meters
Meters made up from combined multiplicative and additive structures are suggested to be called hybrid meters.
The possible examples of these kind of meters with cycles
containing up to 24 periods are listed in Table 8 (see next
page). The second column shows the multiplicative metric
structures. As in Table 1 the numeric notation specifies the
relations of period durations of adjacent levels. The additive components can be specified with the possible layer
structures of certain levels. For example, the four possible
hybrid meters with ten periods can be described as follows.
In the first two variants level 0 contains five pulses which
can be grouped in two possible ways (see structural variants in the third column, see also Table 2). As a result there
is one layer between level 0 and level 1. In the two other
variants level 2 combines five periods of level 1. The two
possible ways of grouping constitute a layer between level
1 and level 2.

- 1027 -

Proceedings ICMC|SMC|2014

periods

possible
layer
structures
(with
intermediate
levels)

examples

13

32

2001020100100

2

14

34
(6)

20010201020100
(20101002010010)

2

57
(6)

200102010200100
(201002001020100)

2

87
(6)

2010100200100100
(2010010020010100)

2

149

30102010301020010

2 or 3

15

16

17

number
of
layers

18

201
(18)

201010201002010010
(301020010301020100)

2 or 3

19

332

2010102001001020100

2 or 3

20

21

457
(54)
709
(24)
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30102010030100102010
(30102001003010102010)
301020100301002010100
(201010020010102010010)

periods

hybrid meters

structural
variants

number of
hybrid meters

10

5x2
2x5

2
2

4

14

7x2
2x6

3
3

6

15

5x3
3x5

2
2

4

16

8x2
2x8

3
3

6

18

9x2
2x9

4
4

8

20

10 x 2
2 x 10
5x2x2
2x5x2
2x2x5

4
4
2
2
2

14

21

7x3
3x7

3
3

6

22

11 x 2
2 x 11

14
14

28

24

12 x 2
8x3
3x8
2 x 12

20
3
3
20

46

2 or 3

2 or 3

22

1046
(172)

2010102010010200100100
(3001002010030102010100)

2 or 3

23

1776

30101002001030010020010

2 or 3

24

2775
(508)

301002010010030100201010
(200101002001001020100100)

2 or 3

Table 8. Hybrid meters up to 24 period per metric cycle
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ABSTRACT
Research corpora are representative collections of data and
are essential to develop data-driven approaches in Music
Information Research (MIR). We address the problem of
building research corpora for MIR in Indian art music traditions of Hindustani and Carnatic music, considering several relevant criteria for building such corpora. We also
discuss a methodology to assess the corpora based on these
criteria and present an evaluation of the corpora in their
coverage and completeness. In addition to the corpora, we
briefly describe the test datasets that we have built for use
in many research tasks. In specific, we describe the tonic
dataset, the Carnatic rhythm dataset, the Carnatic varṇaṁ
dataset, and the Mridangam stroke dataset. The criteria and
the evaluation methodology discussed in this article can be
used to systematically build a representative and comprehensive research corpus. The corpora and the datasets are
accessible to the research community from a central online
repository.
1. INTRODUCTION
Computational approaches in Music Information Research
(MIR) need data for developing algorithms and for testing
approaches. A carefully designed data collection is critical for the success of these approaches. To develop such
MIR approaches and advance knowledge, there is a need
for research corpora that can be considered authentic and
representative of the real world.
A research corpus is an evolving collection of data that is
representative of the domain under study and can be used
for relevant research problems. A good data corpus includes data from multiple sources and can even be community driven. In the context of MIR, since its practically infeasible to work with the whole universe of music, a research corpus acts as a representative subset for research. Hence, algorithms and approaches developed and
technologies demonstrated on the research corpus can be
assumed to generalize to real world scenarios.
A test corpus or a test dataset is often a subset of the research corpus, possibly with additional metadata for use in
Copyright: ©2014 Ajay Srinivasamurthy et al.
This is an open-access article distributed under the terms of the
Creative Commons Attribution 3.0 Unported License, which permits unrestricted

a specific research task. In experiments, test corpora are
used to develop tools, and to evaluate and improve their
performance. Computational approaches are developed using these datasets and then extended to the research corpus.
Hence test corpora can even consist of synthetic data that
can be used for testing. Unlike the research corpus, a test
corpus is fixed for use in a specific experiment. A test corpus can evolve, but each version of the dataset used in a
specific experiment is retained for better reproducibility of
research results.
Building a research corpus itself is a research problem
and has been studied in many fields such as linguistics,
speech and biomedical language processing[1, 2, 3]. There
are also many central repositories of corpora such as the
Linguistic Data Consortium 1 for language resources and
PhysioBank 2 for physiological signals.
There have been efforts to compile large collections of
music related data, e.g. the Million Song Dataset [4], which
is a good research corpus for several MIR tasks on contemporary popular music. However, despite the importance of
a good research corpus in MIR, the problem of building
it has received little attention by the research community.
There have been no studies on a systematic way to compile and curate a research corpus. Recently, Peeters [5]
presented a unified way to describe annotated MIR test
datasets. Serra [6] elucidated a set of design principles
to build and compile a research corpus, based on a set of
primary considerations such as Purpose, Coverage, Completeness, Quality and Reusability. We use these primary
considerations in this article to develop a corpus for MIR
in Indian Art Music.
Musics of the world might share some basic concepts such
as melody and rhythm, but some salient aspects can be described completely only by considering the specificities of
that music culture. For such studies, in the context of the
CompMusic project [7], Serra emphasized the need for culture specific research corpora to develop approaches that
utilize the important aspects of the music culture.
The primary aim of CompMusic is to build culture specific computational methodologies for better exploration of
music collections through meaningful music concepts and
automatically extracted melody, rhythm and semantic descriptors. Working with five music traditions of the world,
the data driven methodologies in CompMusic primarily involve signal processing, machine learning and semantic
web technologies. Hence, there has been a significant ef-

use, distribution, and reproduction in any medium, provided the original author

1

and source are credited.

2
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fort towards the design and compilation of research corpora
for relevant problems in the music cultures being studied.
In this article we present the research corpora for Carnatic
and Hindustani music, the art music traditions from India.
There have also been several test datasets created from the
research corpora to develop and test algorithms for specific
research tasks. We also present some of the test datasets
and specific tasks in which they can be used.
Each of the aforementioned music cultures can be described in terms of musical concepts, music content and
the music community. The elements of the corpora can be
associated with one or more of these categories and hence
useful for computational tasks in these three aspects. Central to both the corpora is an audio music recording with its
metadata. All audio in both the corpora are stereo recordings sampled at 44.1 kHz and stored as 160 kbps mp3 files
for ease of transmission and storage.
An important concern in research is the reproducibility
of the experiments, which necessitates a corpus accessible to the research community. When possible, we emphasize the use of open repositories of information such
as MusicBrainz 3 and Wikipedia. The releases in the Carnatic 4 and Hindustani 5 corpora have been organized into
collections in MusicBrainz. For audio, since there are no
open repositories of quality audio, we use easily accessible commercial recordings. Further, the test datasets and
the derived information such as annotations and extracted
features are openly available 6 . In CompMusic, we are developing a tool for navigating through music collections
called Dunya[8], which also acts as the central permanent
online repository to store the metadata, audio, annotations
and research results. Dunya is open source and provides an
API for accessing these data.
As we described earlier, the research corpora are growing entities through continued efforts. Hence, the numbers
presented in this article are only indicative and are of secondary importance. We primarily emphasize on presenting
a scientific approach to develop a corpus and evaluate its
suitability for a particular set of research tasks. We emphasize on methodologies that can be used to evaluate a corpus
on the aspects of coverage and completeness. Apart from
the description of the corpora, a methodology for evaluation of the corpus is an important contribution of this article. We further note that in addition to the sources described in this article, there are several other sources that
can be used for computational research in Indian Art Music, and eventually could be a part of the corpus.
2. CARNATIC MUSIC RESEARCH CORPUS
The Carnatic music research corpus mainly comprises of
audio recordings, its associated editorial metadata, lyrics,
scores, contextual information on music concepts, and
community (social) information from online music forums
and other sources. Audio recordings, editorial metadata,

scores, and lyrics are the content used by signal processing and machine learning approaches. Contextual information and the forum discussions form the music concepts
and community information used for semantic analysis.
There are several considerations in collecting a corpus of
Carnatic music. A concert, called a kutcheri (Kachēri), is
the natural unit of Carnatic music and used as the main unit
of music distribution. A concert has one or more lead artists
(mainly vocal, veena, violin, or flute), melodic accompaniment (mainly violin), and one or more percussion accompaniments (mainly Mridangam). Carnatic music is predominantly composition based and most commercial releases
are concerts, comprising of several pieces that are improvised renderings of compositions. Vocal music is predominant in Carnatic music and most of the compositions are
to be sung. Even in instrumental music, the lead artist aims
to mimic vocal singing [9]. The melody and rhythm is organized based on the frameworks of rāga and tāḷa 7 . The
rāga and tāḷa are the most important metadata associated
with a composition and hence a recording of the composition. Each composition is composed in one or more rāgas
and tāḷas.
Based on these considerations, we consulted expert musicians and musicologists, such as T M Krishna 8 to arrive at a representative collection of Carnatic music audio. The main institutional reference for Carnatic music
is the Madras Music Academy (MMA) 9 , which is a premier institution dedicated to Carnatic music and organizes
the annual music conference in Chennai, India. The annual Carnatic music festival is one of the largest music festivals in the world, with a significant part of the Carnatic
music community taking part in it. The MMA has been
driving scholarly research and opinion in Carnatic music.
The MMA has a panel of experts that formulates the procedure and standards for the selection of artists for the music festival. The MMA has been recording concerts and its
archive can be considered a standard repository of Carnatic
music. However, the archive is not openly available online. We thus followed the musical criteria followed by the
MMA and procured the audio from commercially available
releases. Though Carnatic music is spread across South India, the choice of MMA as an institutional reference will
have an influence on the research corpus introducing a bias
towards the music scene in Chennai.
We wished to compile concerts over several generations
of musicians. We started with the artists that have been
performing at the MMA in the last five years, and then expanded the collections to include their teachers, and popular musicians of their era. The record label Charsur 10 specializes in Carnatic music and the core of our audio collection is from their catalog of music concerts. Hence, the corpus consists of audio from commercially available releases
from Charsur and other music labels. The corpus presently
consists of 248 releases(concerts) with 1650 audio recordings (346 hours) spanning 1068 compositions. The number

3

http://musicbrainz.org/
http://musicbrainz.org/collection/
f96e7215-b2bd-4962-b8c9-2b40c17a1ec6
5 http://musicbrainz.org/collection/
213347a9-e786-4297-8551-d61788c85c80
6 http://compmusic.upf.edu/corpora
4

7 Some
audio examples at http://compmusic.upf.edu/
examples-taala-carnatic
8 http://www.tmkrishna.com/
9 http://musicacademymadras.in/
10 http://www.charsur.com/
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of other relevant music entities in the corpus is described
in Table 1 (column 2). Though we focus on concerts with
vocalist leads, we also have instrumental music releases
(mainly with Veena, Violin, Flute, Saxophone, and Mridangam in lead). The whole audio collection is commercial and easily accessible, but is not open and distributable.
However, efforts are underway to compile a freely available open collection of Carnatic music.
The editorial metadata associated with each release has
been stored and organized in MusicBrainz. The primary
metadata associated with each concert is the name of the
release, the lead and the accompanying artists, and the musical instruments in the concert. For each audio recording
contained in the release, the relevant metadata are the artists
performed on the track, the name of the composition/s and
the composer, rāga/s, tāḷa/s, musical form/s. MusicBrainz
assigns a unique identifier (MBID) for each entity in MusicBrainz, such as the artist, composer, instrument, recording, work, and a release. This helps to organize the metadata in an effective way. All the editorial metadata was entered using Roman alphabet and a roman transliteration was
used when the language of the release was not English. The
rāga and tāḷa information was added as tags, though a recent version of MusicBrainz supports work attributes with
which this information can be stored and accessed better.
Efforts are underway to convert the existing tags into work
attributes.
Since Carnatic music is predominantly a vocal music tradition, lyrics play an important role. A significant part of
the rendition of a composition is improvised and hence the
scores associated with a composition are of limited use,
nonetheless important. The lyrics and scores, even though
not time aligned to audio recordings, are useful for computational analysis and hence we compiled them. The primary languages in which Carnatic music is composed are
Telugu, Tamil, Kannada, Sanskrit, and Malayalam. There
are several published compilations of lyrics and scores for
most of the currently performed compositions, such as the
ones of the three most popular composers in Carnatic music: Tyāgarāja, Śyāmā śāstri and Muttusvāmi dīkṣitar (e.g.
[10]). However, these compilations are not machine readable and hence not accessible for computational analysis.
There are good online open repositories for lyrics, such as
sahityam.net 11 , which is a wiki of lyrics of Carnatic compositions. Sahityam.net is our primary source for machine
readable lyrics. It uses a uniform scheme for transliteration
to Roman script and hence has minimal ambiguity. In some
cases, it provides additional commentary, references, and
example renditions. Sahityam.net currently hosts lyrics for
about 1820 compositions of Carnatic music. Machine readable scores are more difficult to access, with no comprehensive machine readable score compilations available. A
set of machine readable (HTML, Word) scores compiled
by Dr. Shivkumar Kalyanaraman 12 is the main source of
scores.
The music community and music concepts related information in the corpus form the primary source of informa11
12

Rāgas
Tāḷas
Composers
Artists

Corpus
246
18
131
233

Raaga.com Kutcheris Charsur
489 (42%)
N/A
301 (68%)
16 (100%)
N/A
21 (85%)
598 (17%)
N/A
256 (42%)
501
2978
264 (48%)

Table 1: Coverage of the Carnatic music corpus. The number in parentheses is the overlap measure in percentage.
N/A indicates data not available.
3000
Artist-Set-1
Artist-Set-2
Artist-Set-3

2500
2000

No. of artists
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Figure 1: The number of artists by the number of their performances.
tion for semantic analysis, and come from various sources
from the Internet. Kutcheris.com 13 is an up-to-date directory of artist biographies, music venues, concerts and
events. The category of Carnatic music on Wikipedia 14
is a source of contextual information including music concepts. We have added a lot of information and contributed
to Wikipedia with the help of experts. While Wikipedia
acts as an encyclopedia of music concepts providing linked
information, online music forums with discussions provide
opinions from which some of these links can be inferred.
The rasikas.org 15 Carnatic music forum is an active forum
of Carnatic music listener community with useful discussions about Carnatic music concepts, concerts, and performances. It is an important source of data useful for community profiling.
2.1 Coverage
A research corpus needs to be representative of the real
world in the concepts that are primary to the music culture. The aim of a coverage analysis is to estimate the comprehensiveness of the corpus with respect to another representative reference source. For Carnatic music, a coverage analysis is presented for artists, rāgas, tāḷas, and composers. For artist coverage, we chose to use Kutcheris.com
as the primary reference since it is up-to-date with current
artists and their performances. We use the last five years of
their concert listings. Many of the artists and the concerts
listed on Kutcheris.com are from Chennai. Charsur’s release catalog provides information about rāgas, tāḷas, composers and artists. Raaga.com 16 is an Indian music streaming service and its Carnatic channel is another reference for
13

http://www.kutcheris.com

14 http://en.wikipedia.org/wiki/Category:Carnatic_music
15 http://www.rasikas.org/

http://www.sahityam.net
http://www.shivkumar.org

16
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rāgas, tāḷas, composers and artists. However, Raaga.com
has many light music forms included in its Carnatic channel, some of which we have consciously excluded from
our corpus. Hence it is to be noted that numbers and the
analysis with Raaga.com will have an adverse influence
from these other included music forms. The data from
each of these reference sources was crawled from their online catalogues. The data from raaga.com was crawled in
March, 2012 (in the current version of raaga.com (2014),
data about some entities is missing) and from the others
in March, 2014. We observed that nearly every source
had duplicate entities mostly arising due to spelling variations (e.g. Tyagaraja, Tyaagaraaja). We merged the duplicates by matching the longest common subsequence in the
strings and by using Damerau-Levenshtein distance.
Table 1 shows the coverage of the Carnatic corpus in comparison to the references. For each music entity e, we define a coverage measure called the overlap (O) as,
Oer =

|Sec ∩ Ser |
|Ser |

1.2

0.8
0.6
0.4
0.2
0.00

50

100

150

No. of concerts

200

250

Figure 2: Coverage of Carnatic artists. The ordinate is
the overlap value of the set of artists in corpus, compared
against a set of artists in Kutcheris.com who have performed in at least as many concerts as the abscissa.
Accompanying metadata # Recordings % of total
Lead artist
1650
100
Accompanying artists
1221
74.00
Rāga
959
58.12
Tāḷa
917
55.58
Work (Composition)
989
59.94

(1)

where Oer is the overlap measure of the entity e with reference r, Sec is the set of entities in the corpus, Ser is the set
of entities in the reference, and |S| denotes the cardinality
of a set S. An overlap of 100% is achieved if all the elements in the reference set are present in the corpus. Table 1
shows the overlap measure for rāgas, tāḷas and composers
for both Raaga.com and Charsur. We can see that there is
a good coverage of tāḷas and a satisfactory coverage of rāgas in the corpus. The composer coverage with respect to
Raaga.com is poor since it includes the light music composers in its set of composers.
Among the 233 artists who have at least one recording
in the corpus, 74 are lead artists (lead vocal or lead instrumental). Further, we have 28 violin accompanying artists
and 48 unique percussion artists in the corpus. The concerts listed by Kutcheris.com span the whole year and all
through the day. However, the evening concerts are more
recognized, and we took it to be a measure of popularity of the artists. Moreover, the evening concerts during the music season lasting from November to January
are ticketed. For a coverage analysis, we thus consider
three categories of artists: Artists-Set-1 (all the artists),
Artists-Set-2 (artists who have performed in the evening
concerts, through the year) and Artists-Set-3 (artists who
have performed in evening concerts between November
and January). Of the 2978 total artists present in Set-1 on
Kutcheris.com concert listings, there are 1814 artists in Set2 and 1472 artists in Set-3.
The number of concerts performed by each artist is also
an indicator of popularity. Though there are a large number of artists in Kutcheris, we see that the distribution of
the number of concerts they have performed is exponential
(Fig. 1), e.g. there are only about 200 artists who have over
50 concerts. Hence to capture this fact, we used the set of
artists in the corpus and computed the overlap as defined in
Eq. 1 through different subsets of artists in Kutcheris.com,
sweeping over the number of concerts (at least) they have
performed.

Artist-Set-1
Artist-Set-2
Artist-Set-3

1.0

Overlap
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Table 2: Completeness of the Carnatic music corpus,
showing the number of recordings in which the corresponding metadata is available.
Fig. 2 shows the overlap, using a set of artists that have
performed at least as many concerts as the number shown
on the abscissa. The overlap is also shown for the three
categories of artists we discussed before. We can see that
the overlap increases as we consider more frequently performing artists and becomes almost constant. The artists
who have performed the most concerts are often the accompanying artists, and are few in number, which explains
why the overlap becomes a constant, when we discount the
overlap for more than 150 concerts. When we consider a
large number of concerts, the overlap values are unreliable
since the number of artists is less. In general, we can see
that the overlap is better for Artists-Set-2 than Artists-Set-1
and Artists-Set-3, showing that the corpus has more representation of artists from evening concerts round the year.
2.2 Completeness
In the context of this article, completeness of the corpus
refers mainly to the completeness of the associated metadata for each recording, primarily from MusicBrainz. Even
though carefully built, the editorial metadata associated
with a release and its recordings can be incomplete. There
are three possible reasons for incomplete metadata. Many
releases do not provide all the required metadata on the CD.
In many releases, only the lead artist is listed, without the
accompanying artists. It is seen very often that the composition information is also absent on the CD cover. The
second reason is that the editorial metadata was not completely entered into MusicBrainz. This is sometimes seen
with release and recording relationships that were left incomplete by the person who added the metadata. Further,
since all the metadata, including the rāga/tāḷa tags, are im-
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ported and linked automatically, there can be import errors
due to variations in transliterations and spelling. Multiplicity of languages used in Carnatic music further adds to these
inconsistencies. These import errors are the third reason for
incomplete metadata.
Missing metadata in MusicBrainz can only be completed
by manually adding the missing fields to MusicBrainz.
However, we are also exploring automatic metadata completion based on other relations on the release or the recording, using semantic web approaches. The missing data due
to transliteration errors have been addressed to an extent by
making curated lists of entities such as rāgas and tāḷas, and
using robust algorithms for matching and linking metadata.
Despite significant efforts, there are many recordings and
releases that have incomplete metadata.
Table 2 shows the completeness of the recordings in the
corpus, including all the three factors that result in incomplete metadata. All the recordings have a lead artist, but
about a quarter of the recordings (429/1650) do not have accompanying artist information. Rāga, tāḷa and work (composition) are listed for about half the recordings. It is to
be noted that these numbers reflect only the recordings for
which we were completely sure of the editorial metadata.
There are several recordings that have the required metadata but deemed incomplete since we could not accurately
match it to a related entity in the curated lists.
3. HINDUSTANI MUSIC RESEARCH CORPUS
Similar to Carnatic music, Rāg and tāl 17 are the fundamental music concepts in Hindustani music and hence the
main theme around which the corpus has been built. Hindustani music tradition is much more diverse and heterogeneous and thus presents a significant challenge to compile a good research corpus. Though vocal music is predominant, instrumental music in Hindustani music is also
popular. The main focus in Hindustani music is on improvisation and compositions are short. For Hindustani music corpus we focus on two important vocal music styles
- Dhrupad and Khyāl. A typical khyāl performance has
lead vocals/instrument, with a melodic accompaniment harmonium or a sāraṅgi, and a rhythmic accompaniment
- Tabla. In dhrupad style, pakhāvaj is the main rhythmic
accompaniment.
There are many institutions that have compiled huge audio archives of Hindustani music. The primary of them are
the ITC Sangeet Research Academy (ITC-SRA), Sangeet
Natak Academy, and the All India Radio (AIR). Each of
these institutions own thousands of hours of expert curated music recordings that represent the real world performance practice. ITC-SRA is a premier music academy
of Hindustani music and has taken up major efforts in the
archival of music. Sangeet Natak Academy is India’s national academy for music, drama and dance. AIR is the
largest public broadcaster in India and has a huge archive of
Hindustani music curated over many decades. AIR awards
grades to musicians and its archives can be considered as
a reference. None of these archives are publicly available
17

Some audio examples
examples-taal-hindustani

at

http://compmusic.upf.edu/

Artists
Rāgs
Tāls
Works

Corpus
360
176
32
685

ITC-SRA
240 (19%)
185 (48%)
N/A
N/A

Swarganga
629 (14%)
534 (13%)
59 (37%)
1957

Table 3: Coverage of the Hindustani music corpus. The
number in parentheses is the overlap measure in percentage. N/A indicates data not available.
Accompanying metadata # Recordings % of total
Lead Artist
1096
100
Accompanying artist
658
39.88
Rāg
960
58.18
Tāl
627
38.00
Work (Bandish)
576
34.91
Table 4: Completeness of the Hindustani music corpus
showing the number of recordings in which the corresponding metadata is available.
and we compiled the audio in our corpus using these collections as a reference. We consulted expert musicians and
musicologists, such as Dr. Suvarnalata Rao at the National
Centre for the Performing Arts (NCPA), Mumbai, India to
curate the audio collection in the corpus.
The audio collection in the corpus comprises of commercially available music releases from several music labels. It
mainly consists of khyāl and dhrupad vocal music releases,
though a significant number of instrumental music releases
are present. The corpus presently has 233 releases with a
total of 1096 recordings (300 hours). As with Carnatic music, the editorial metadata associated with each release is
stored in MusicBrainz. The metadata associated with each
release is the name of the release, the lead and the accompanying artists, and the musical instruments in the concert.
For each audio recording in the release, the relevant metadata are the artists performed on the track, the name of the
composition/s (bandish) and the composer/s (if composed),
rāg/s, tāl/s, lay/s (tempo class), form/s, and section/s. All
the editorial metadata was entered using Roman alphabet,
following a uniform transliteration scheme for a better consistency.
Hindustani music is mainly improvised and hence lyrics
and scores are not very relevant for computational analysis.
Bhatkhande [11] and Ramashray Jha [12] compiled lyrics
and scores of bandishes using a standardized notation for
Hindustani music. However, they are not available in a machine readable form. Swarganga Music Foundation 18 has
a good archive of rāgs, tāls and bandishes. The category of
Hindustani music on Wikipedia 19 is a source of contextual
information including music concepts of Hindustani music.
3.1 Coverage
The methodology followed for the coverage analysis of
Hindustani music is the same as followed for Carnatic music. We present the coverage analysis for artists, rāgs, tāls
18

http://www.swarganga.org/
http://en.wikipedia.org/wiki/Category:Hindustani_
music

- 1033 -

19

3.2 Completeness
The completeness of the editorial metadata for Hindustani
music is shown in Table 4. We see that the editorial metadata for all the recordings at least includes the lead artist,
and for more than half of the collection, the accompanying artists (658/1096). Roughly 90% of the corpora is annotated with the rāg label and more than half with the tāl
label. Work (bandish) labels are present for nearly half of
the collection (576/1096). Ālāp performances in Hindustani music are not compositional works, and hence should
be discounted while assessing the completeness of work
metadata. But due to the unavailability of such an information (ālāp labels), ālāp performances are also included
in assessment and hence work completeness is an underestimate.
4. TEST DATASETS
The test datasets were designed for specific tasks and contain additional information such as annotations and derived
data 20 . They are useful for various melody and rhythm
analysis tasks. We describe each dataset briefly emphasizing the primary research task where they can be used.
4.1 Indian Art Music Tonic Dataset
Estimating the tonic of the lead vocals/instrument is a primary task and forms the basis for many melodic analysis
tasks in both Hindustani and Carnatic Music. We built the
Indian Art Music Tonic dataset 21 for the development of
tonic identification approaches [13, 14, 15]. The dataset is
20
21

http://compmusic.upf.edu/datasets
http://compmusic.upf.edu/iam-tonic-dataset

Pieces
Hindustani
Carnatic

Total

Vocal

Male/Female

245 193 (79) 137/56 (56/23)
352 235 (67) 170/65 (48/19)
597 428 (72) 307/121 (51/21)

Instrumental

52 (21)
117 (33)
169 (28)

Table 5: The Indian Art Music Tonic dataset. Numbers in
parentheses in columns 3-5 show the values in percentage
of the value in second column.
100

220 Hz

110 Hz

80

# Vocalists

and compositions. The coverage analysis for Hindustani
music is more complex than Carnatic music. This can be attributed to the heterogenous nature of the music repertoire,
and to the lack of dedicated recording labels like Charsur
in the case of Carnatic music. For each of these entities we
choose two main references, ITC-SRA and Swarganga.
Unlike Carnatic music, the unit of music distribution in
Hindustani music is not often a concert. Further, it is geographically spread over the Indian sub-continent and hence
there is no single repository of Hindustani music performances, such as Kutcheris.com for Carnatic music. Therefore, it is challenging to do a comprehensive artist coverage
analysis like the one presented for Carnatic music.
Table 3 shows the coverage of the Hindustani corpus. We
see that the corpus and the chosen references have comparable number of entities, but the overlap is less. This is primarily because we mainly focused on recordings made in
last 20-30 years to ensure good recording quality and to reflect current performance practices. On the other hand both
the references focus primarily on archiving Hindustani music and hence consist of several generations of artists, infrequent rāgs and tāls, and a more comprehensive list of compositions. Further, the Hindustani corpus is mainly composed of vocal music recordings with a focus on only two
styles, khyāl and dhrupad. The reference archives additionally include instrumental music and several other styles of
Hindustani music.

60
40
20
0
G G# A A# B

C C# D D# E

F F# G G# A A# B

C

Tonic

Figure 3: A histogram of vocal tonic values in the dataset.
a subset of recordings in the Hindustani and the Carnatic
research corpora, each manually annotated with the tonic
of the lead artist. Table 5 shows a numerical breakdown of
the dataset.
The collection consists of recordings of both Hindustani
and Carnatic music recordings, selected such that it has a
balanced mix of vocal and instrumental music, male and female singers, old and new recordings, and different styles
within these two music traditions. Each recording can be
uniquely identified using the MBID of the recording. The
annotation for each recording in the dataset is the tonic
pitch for vocal performances and tonic pitch-class for instrumental performances, and was manually annotated and
veriﬁed by a professional Carnatic musician [13]. Fig. 3
shows the distribution of tonic (only for vocal recordings)
in the dataset. The distribution peaks around the tonic values of C# and D owing to the larger fraction of male vocalists in the dataset.
4.2 Carnatic Rhythm Dataset
The Carnatic Rhythm Dataset 22 is a rhythm annotated test
corpus for many automatic rhythm analysis tasks in Carnatic Music. The collection consists of audio excerpts
from the Carnatic research corpus, manually annotated
time aligned markers indicating the progression through the
tāḷa cycle, and the associated tāḷa related metadata. The
dataset has pieces in four popular tāḷas (Table 6) that encompass a majority of Carnatic music. The pieces include
a mix of vocal and instrumental recordings, recent and old
recordings, and span a wide variety of forms. All pieces
have percussion accompaniment, predominantly Mridangam. Of the 176 excerpts, 120 are full length pieces.
There are several annotations that accompany each excerpt in the dataset. The primary annotations are audio
synchronized time-stamps indicating the different metrical
positions in the tāḷa cycle - the sama (downbeat) and other
beats. The annotations were created using Sonic Visual22

http://compmusic.upf.edu/carnatic-rhythm-dataset
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Tāḷa
# Pieces
Ādi
50
Rūpaka
50
M. Chāpu
48
K. Chāpu
28
Total
176

LEN
4.85
4.62
6.59
4.41
5.06

Size # Samas
252.78
2882
267.45
7582
342.13
7795
134.62
4387
996.98 22646

14-20 September 2014, Athens, Greece

Table 6: The CompMusic Carnatic Music Rhythm Dataset
showing the number of pieces, median length of each piece
LEN , the total size of the dataset (in minutes), and the
number of annotations. M. Chāpu and K. Chāpu refer to
Miśra chāpu and Khaṇḍa chāpu tāḷas respectively. # Samas
is number of sama annotations, #Ann. refers to all beat
annotations (including sama).
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Rāga
Ābhōgi
Bēgaḍa
Kalyāṇi
Mōhanaṁ
Sahāna
Sāvēri
Śrī
Total

# Ann.
22793
22668
31055
13111
89627
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(d) Khaṇḍa chāpu tāḷa

Figure 4: The histogram of median tāḷa cycle length for
different tāḷas in the dataset. The abscissa is length in seconds, the ordinate is the number of recordings.

# Recordings
5
3
4
4
4
5
3
28

# Duration (min)
29
27
27
24
28
36
26
197

Table 7: The Carnatic Varṇaṁ Dataset
4.3 Carnatic Varṇaṁ Dataset
Carnatic varṇaṁ dataset 23 is a collection of 28 solo vocal
recordings, recorded for our work on intonation analysis of
Carnatic rāgas [19]. The collection has the audio recordings, tāḷa cycle annotations and music score in a machine
readable format. The dataset consists of seven different
varṇaṁs in seven rāgas sung by five young professional
Carnatic vocalists with a music training of more than 15
years. They are all set to ādi tāḷa. Since intonation analysis requires clean pitch tracks, the varṇaṁs were recorded
without any accompanying instruments, except the drone.
The dataset is described in Table 7.
The recordings were manually annotated with the sama
(downbeat) of the tāḷa cycles using Sonic Visualizer, and
each cycle was later divided into the 8 beats of ādi tāḷa. The
music scores for the seven varṇaṁs were procured from the
archive curated by Dr. Shivkumar Kalyanaraman 24 and
manually converted to a machine readable format (yaml).
The distinct advantage of this dataset is the free availability of the audio content. Along with the annotations, it can
be used for melodic analyses such as characterizing intonation, motif discovery and tonic identification. The availability of a machine readable scores allows the dataset to
be used for audio-score alignment.
4.4 Mridangam Stroke Dataset

izer [16] by tapping to music and manually correcting the
taps. Each annotation has a time-stamp and an associated
numeric label that indicates the position of the beat marker
in the tāḷa cycle. In addition, for each excerpt, the tāḷa of
the piece and eḍupu (offset of the start of the piece, relative to the sama) are recorded. The possibly time varying
tempo of a piece can be obtained using the beat and sama
annotations. The distribution of the median length of the
tāḷa cycle for each of the four tāḷas in the dataset is shown
in Fig. 4. The length of the tāḷa cycle is indicative of the
tempo of the piece. Though there is no notated tempo for a
composition and the musician is free to choose a tempo, we
empirically observe that musicians tend to choose a narrow
range of tempo.
The dataset is intended to be a test corpus for several computational rhythm analysis tasks in Carnatic music [17, 18].
Possible tasks include tāḷa, sama and beat tracking, tempo
estimation and tracking, tāḷa recognition, rhythm based
segmentation of musical audio, structural segmentation,
audio to score/lyrics alignment, and rhythmic pattern discovery.

The Mridangam Stroke dataset 25 is a collection of 7162
audio examples of individual strokes of the Mridangam in
various tonics. The dataset can be used for training models
for each Mridangam stroke [20]. The dataset comprises of
ten different strokes played on Mridangams with six different tonic values. The dataset is described in Table 8, with
stroke labels along rows and tonic values along columns.
The audio examples were recorded from a professional
Carnatic percussionist in semi-anechoic studio conditions
using SM-58 microphones and an H4n ZOOM recorder.
The audio was sampled at 44.1 kHz and stored as 16 bit
wav files.
5. SUMMARY
We presented the research corpora and the associated test
datasets for MIR in Hindustani and Carnatic music. We discussed the considerations in building such culture specific
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Bheem
Cha
Dheem
Dhin
Num
Ta
Tha
Tham
Thi
Thom
Total

B
5
57
127
48
81
145
200
88
438
136
1325

C
3
50
86
48
98
165
185
80
334
80
1129

C#
1
54
78
63
97
217
211
35
369
72
1197

D
0
67
12
12
18
180
224
29
283
91
916

D#
15
49
111
198
143
119
196
92
444
128
1495

E
25
53
54
113
60
105
160
50
345
135
1100

14-20 September 2014, Athens, Greece

Total
49
330
468
482
497
931
1176
374
2213
642
7162

Table 8: The Mridangam Stroke Dataset. The row and column headers are the stroke labels and the tonic values, respectively.

corpora and provided an evaluation of their coverage and
completeness. The corpora and the test datasets discussed
in this article would be useful to build computational algorithms and approaches for a better computational description of Indian Art Music. The methodology used for evaluation of the corpora can be extended to other research corpora. Both the corpora are available for research through
the web application Dunya.
Acknowledgments
The compilation of the corpora and the datasets presented
in this paper has been a collective effort of the members of
the CompMusic project and a number of collaborators. The
CompMusic project is funded by the European Research
Council under the European Union’s Seventh Framework
Program (ERC grant agreement 267583).
6. REFERENCES
[1] M. Wynne, Ed., Developing Linguistic Corpora: a
Guide to Good Practice.
Oxford: Oxbow Books,
2005.
[2] S. Pan and W. Weng, “Designing a speech corpus for
instance-based spoken language generation,” in Proc.
of the 2nd International Conference on Natural Language Generation, 2002, pp. 49–56.
[3] K. B. Cohen, P. V. Ogren, L. Fox, and L. Hunter, “Empirical data on corpus design and usage in biomedical
natural language processing,” in AMIA Annual Symposium Proceedings, 2005, pp. 156–160.
[4] T. Bertin-Mahieux, D. P. Ellis, B. Whitman, and
P. Lamere, “The Million Song Dataset,” in Proc. of
the 12th International Conference on Music Information Retrieval (ISMIR 2011), Miami, USA, Oct. 2011,
pp. 591–596.
[5] G. Peeters and K. Fort, “Towards a (Better) Definition of the Description of Annotated MIR Corpora,” in
Proc. of 13th International Society for Music Information Retrieval Conference (ISMIR 2012), Porto, Portugal, Oct. 2012, pp. 25 – 30.

[6] X. Serra, “Creating research corpora for the computational study of music: the case of the compmusic
project,” in Proc. of the 53rd AES International Conference on Semantic Audio, London, Jan. 2014.
[7] X. Serra, “A multicultural approach in Music Information Research,” in Proc. of 12th International Society for Music Information Retrieval Conference (ISMIR
2011), Miami, USA, Oct. 2011, pp. 151–156.
[8] A. Porter, M. Sordo, and X. Serra, “Dunya: A system for browsing audio music collections exploiting
cultural context,” in Proc. of 14th International Society for Music Information Retrieval Conference (ISMIR
2013), Curitiba, Brazil, Nov. 2013, pp. 101–106.
[9] T. Viswanathan and M. H. Allen, Music in South India.
Oxford University Press, 2004.
[10] T. K. Govinda Rao, Compositions of Tyāgarāja. Ganamandir Publications, 2009.
[11] V. N. Bhatkhande, Hindustani Sangeet Paddhati:
Kramik Pustak Maalika Vol. I-VI. Sangeet Karyalaya,
1990.
[12] R. Jha, Abhinav Geetanjali Vol. I-V. Sangeet Sadan
Prakashan, 2001.
[13] S. Gulati, “A Tonic Identification Approach for Indian Art Music,” Master’s Thesis, Universitat Pompeu
Fabra, Barcelona, Spain, 2011.
[14] J. Salamon, S. Gulati, and X. Serra, “A Multipitch Approach to Tonic Identification in Indian Classical Music,” in Proc. of the 13th International Society for Music Information Retrieval Conference (ISMIR 2012),
Porto, Portugal, Oct. 2012, pp. 499–504.
[15] S. Gulati, A. Bellur, J. Salamon, H. G. Ranjani, V. Ishwar, H. A. Murthy, and X. Serra, “Automatic Tonic
Identification in Indian Art Music: Approaches and
Evaluation,” Journal of New Music Research, vol. 43,
no. 1, pp. 55–73, 2014.
[16] C. Cannam, C. Landone, and M. Sandler, “Sonic Visualiser: An Open Source Application for Viewing,
Analysing, and Annotating Music Audio Files,” in
Proc. of the ACM Multimedia 2010 International Conference, Florence, Italy, Oct. 2010, pp. 1467–1468.
[17] A. Srinivasamurthy, A. Holzapfel, and X. Serra, “In
Search of Automatic Rhythm Analysis Methods for
Turkish and Indian Art Music,” Journal of New Music
Research, vol. 43, no. 1, pp. 97–117, 2014.
[18] A. Srinivasamurthy and X. Serra, “A supervised approach to hierarchical metrical cycle tracking from audio music recordings,” in Proc. of the 39th IEEE International Conference on Acoustics, Speech and Signal
Processing (ICASSP 2014), Florence, Italy, May 2014,
pp. 5237–5241.
[19] G. Koduri, V. Ishwar, J. Serrá, and X. Serra, “Intonation
analysis of ragas in Carnatic music,” Journal of New
Music Research, vol. 43, no. 1, pp. 73–94, 2014.
[20] A. Anantapadmanabhan, A. Bellur, and H. A. Murthy,
“Modal analysis and transcription of strokes of the
mridangam using non-negative matrix factorization,”
in Proc. of the 38th IEEE International Conference
on Acoustics, Speech and Signal Processing (ICASSP
2013), Vancouver, Canada, May 2013, pp. 181–185.

- 1036 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

Fine-tuned Control of Concatenative Synthesis with C ATA RT
Using the BACH Library for M AX
Aaron Einbond
HUSEAC
Harvard University

Christopher Trapani
CMC
Columbia University

Andrea Agostini
HES-SO
Geneva

ABSTRACT
The electronic musician’s toolkit is increasingly characterized by fluidity between software, techniques, and genres.
By combining two of the most exciting recent packages
for M AX, C ATA RT corpus-based concatenative synthesis
(CBCS) and BACH : AUTOMATED COMPOSER ’ S HELPER,
we propose a rich tool for real-time creation, storage, editing, re-synthesis, and transcription of concatenative sound.
The modular structures of both packages can be advantageously recombined to exploit the best of their real-time
and computer-assisted composition (CAC) capabilities.
After loading a sample corpus in C ATA RT, each grain, or
unit, played from C ATA RT is stored as a notehead in the
bach.roll object along with its descriptor data and granular synthesis parameters including envelope and spatialization. The data is attached to the note itself (pitch, velocity,
duration) or stored in user-defined slots than can be adjusted by hand or batch-edited using lambda-loops. Once
stored, the contents of bach.roll can be dynamically edited
and auditioned using C ATA RT for playback. The results
can be output as a sequence for synthesis, or used for CAC
score-generation through a process termed Corpus-Based
Transcription: rhythms are output with bach.quantize and
further edited in bach.roll before export as a M USIC XML
file to a notation program to produce a performer-readable
score. Together these techniques look toward a concatenative DAW with promising capabilities for composers, improvisers, installation artists, and performers.
1. INTRODUCTION
Corpus-based concatenative synthesis methods (CBCS) [1]
are more and more often used in various contexts of music composition, live performance, audio-visual sound design, and installation. They take advantage of the rich
and ever larger audio databases increasingly available today to assemble sounds by interactive real-time or off-line
content-based selection and concatenation. Fixed recordings or live-recorded audio are used to constitute the corpus, which makes the richness and fine details of the original sounds available for musical expression.
In parallel, composers have increasingly made use of
computer sketching tools not only to produce work with
Copyright: ©2014 Aaron Einbond et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

Daniele Ghisi
HES-SO
Geneva

Diemo Schwarz
IRCAM–CNRS–UPMC
Paris

an electronic component, but also work that will take an instrumental form. This includes programs designed specifically for the purpose of computer-assisted composition
(CAC) like O PEN M USIC [2], PWGL [3], or the BACH
package for M AX [4, 5]. It also includes programs designed primarily for other uses, like Digital Audio Workstations (DAWs), repurposed by composers to collage and
model instrumental samples with an acoustic score-based
goal.
However, tools taking advantage of traditional music notation, with possibilities for fine-tuned detail and editing,
have generally remained separate from tools that offer a
comparable level of control for audio synthesis. By combining concatenative synthesis with a flexible CAC package like BACH, we can propose an advanced sketching
tool for composers of both instrumental and electronic
music. Corpus-based concatenative synthesis techniques
like C ATA RT rely on audio features (or descriptors) to
control synthesis at a high level [6]. These same audio
features lend themselves to detailed music notation and
CAC possibilities. C ATA RT’s descriptor data can interact with BACH’s notation-based interface to benefit from
the best of both worlds. Like a high-powered sampler, all
of the synthesis parameters can be stored and edited dynamically. However unlike a traditional sampler, C ATA RT
offers vastly richer possibilities for the organization of a
dense sample micro-montage.
2. PREVIOUS AND RELATED WORK
Some efforts have already been made for fine control of
granular micro-montage composition and concatenative
synthesis in a sequencer-like environment.
Carlos Caires presented the granular synthesizer I RIN in
M AX with sequencing, spatialization, and micro-editing of
the generated random sequences, at each of three levels
(micro, meso, macro) [7], constructed under the supervision of composer Horacio Vaggione.
Diemo Schwarz added MIDI output of generated grain
sequences and playback capabilities to C ATA RT for the
composition of the installation soundtrack Trowel and Seal
(2008) in an external sequencer. Grains were represented
as MIDI notes, their velocities would modify gain, and all
transformation parameters were coded as control changes.
However the limitations of the MIDI standard led to abandoning this approach. For instance, the grains’ UnitID representation as notes stipulates distributing them over the
16 MIDI channels, but the resulting maximum number of
grains (128 · 16 = 2048) is still too small for working with
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large corpora. Further, the control change representation
of transformation parameters means they are dissociated
from the grains they act upon, as well as lose precision,
being mapped and quantized to 7 bit integers.
Instead the present implementation relies on two of
the most exciting packages recently developed for M AX:
C ATA RT and BACH.
2.1 C ATA RT
Corpus-based concatenative synthesis (CBCS) is based on
segmentation and description of the timbral characteristics
of the sounds in a database or corpus, and synthesis by
selection of sound segments from the database matching
sound characteristics given by the user. It allows one to
explore a corpus of sounds interactively or by composing
paths in the descriptor space, and to recreate novel timbral evolutions. CBCS can also be seen as a content-based
extension of granular synthesis, providing direct access to
specific sound characteristics.
It has been implemented in various systems and environments (see overviews of past [8] and present 1 approaches
to CBCS) and notably in the interactive sound synthesis
system C ATA RT [6].
The C ATA RT software system for M AX realizes corpusbased concatenative synthesis in real-time. It is a modular system based on the freely available FTM&C O extensions 2 [9], providing optimized data structures and operators in a real-time object system. C ATA RT is released as
free open source software. 3 There is also a standalone
application version of C ATA RT available, 4 and a new version based on the M U B U library 5 for M AX [10].
In addition to its capabilities for real-time synthesis,
C ATA RT has been used effectively for real- and deferredtime audio mosaicing and computer-assisted composition [11]. In both cases, a live or recorded audio input
target is analyzed and compared to a preloaded corpus according to descriptors chosen and weighted by the user.
This process may be termed “Corpus-Based Transcription”
and the goal is to create a mosaic of samples form the corpus that best approximates one or more audio features of
the target.
2.2

BACH

BACH is a library for M AX intended to bring CAC into
the real-time world [4, 5]. The basic idea behind BACH
is that symbolic score generation and modification is not
necessarily an out-of-time activity: it can follow the composer’s discovery process in real-time and adapt accordingly. BACH’s hierarchic representation of data is directly
inspired by the most common Lisp-based CAC environments such as O PEN M USIC [2] or PWGL [3]. BACH’s
nested lists, where hierarchies are defined via levels of
parentheses, are indeed called lllls, an acronym for Lisplike linked lists; see Figure 1 for an example. At the same
1

http://imtr.ircam.fr/imtr/Corpus-Based Sound Synthesis Survey
http://ftm.ircam.fr
3 http://ismm.ircam.fr/catart
4 http://forumnet.ircam.fr/product/catart-standalone
5 http://ismm.ircam.fr/mubu/
2

time, BACH’s approach to CAC takes direct inspiration
from a digital signal processing model and applies such
ideas to notes, chords, scores, and symbols in general.
At the center of the BACH environment are two score editors, bach.roll and bach.score, which provide flexible interfaces for the representation and modification of musical
content. bach.roll expresses time in terms of absolute temporal units (namely milliseconds), while bach.score expresses time in terms of traditional musical units, and includes notions such as rests, measures, time signature and
tempo. Each notation editor is equipped with advanced
representation features such as support for microtonal accidentals of arbitrary resolution, variable play rate, and the
possibility to associate custom meta-data to notes (see section 3.3). Moreover, editing can be performed both through
the interface and with messages, which makes bach.roll
and bach.score suitable for advanced real-time score handling.
3. ADVANCED RECOMBINATION OF MODULES
In order efficiently to implement CBCS with C ATA RT and
BACH, high-level capabilities of each system must be leveraged for the best performance.
3.1 Real-time BACH Usage
BACH is distinguished from other CAC tools by its realtime capabilities, therefore efficiency and cost are primary
concerns. However as bach.roll and bach.score also support the flexibility of a user-friendly interface, they are
not the most efficient by default. When real-time performance is a priority, several parameters can be disabled for
optimization—undo, redraw during playback, and display
of mouse-over legends—by setting the respective parameters maxundosteps, highlightplay, and legend to 0.

3.2 Lambda Loops
In computer programming it is often useful to combine two
functions, operators, or objects in order to represent a specific sub-class of a wider process. Different programming
languages offer different constructs to do this, and Lisp’s
lambda functions are probably among the most specific,
powerful, and elegant. They are particularly relevant in the
field of CAC because of the use of Lisp-based programming systems. M AX does not explicitly include such a
concept; however its underlying callback-based structure
easily allows the addition of a similar functionality to externals as well as abstractions. Several BACH modules, especially those implementing iteration-based operations, return single elements (proposals) from their rightmost outlet or outlets and expect an immediate return value for that
proposal in their rightmost inlet. For example, an object
filtering out elements from a list will propose elements one
by one, and for each of them expect a return value expressing acceptance or refusal; an object sorting a list will
propose pairs of elements, and for each pair expect a return value stating whether the pair is in the desired order
or not. Return values are not always booleans: for example, the bach.mapelem abstraction proposes list elements
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Figure 1: A simple example of a lambda loop:
bach.mapelem iterates the incoming list up to two levels
of depth, outputting elements from the right outlet one by
one, and accepting the modified elements in the right inlet. The lambda loop (formed by bach.flat and bach.length)
substitutes, for each sublist found at depth 2, its length.

Figure 2: Each note in bach.roll stores pitch in MIDIcents,
onset, duration, velocity, and a list of further synthesis data
and metadata contained in slots. The image shows an open
slot window, containing a breakpoint function.

to be substituted by their respective return values, mimicking Common Lisp’s mapcar function (see Figure 1).
The name lambda loop has been chosen to identify this
kind of conventional construct, as it is meant to provide the
BACH user with a behavior replacing Lisp’s lambda functions at least for simple cases. The portion of the patch
providing this behavior begins and ends on the same object, forming a graphical loop. The outlets and inlets meant
to be connected in a lambda loop configuration are called
respectively lambda outlets and lambda inlets. Finally, in
a well-engineered object or abstraction lambda loops never
cause stack overflows or infinite loops, as lambda inlets are
always “cold,” meaning in M AX terminology that data they
receive do not trigger subsequent callbacks.

3.3 Slots
The BACH notation objects, including bach.roll, allow a set
of meta-data to be associated with each note, organized in
containers called slots (see Figure 2). Slots are typed, covering a broad range of data structures including numbers,
text, lists, breakpoint functions, matrices, filter definitions,
and much more. Each notation object can currently support up to 30 slots per note, addressed by a numeric index
or a name. Slot types and names are global: the type and
name of the n-th slot are the same for all the notes in the
score. However, slot types and names are freely assignable,
as are most of the parameters characterizing their behavior
(such as ranges, domains, hotkeys, etc.). Slot data can be
inspected and edited both graphically and through M AX
messages. When a bach.roll object plays back the score
it contains, it outputs together with each note’s data (such
as pitch, velocity, duration) all associated slot data; this
means that bach.roll can be used as an extremely flexible
sequencer capable of driving nearly any kind of device or
process, including audio DSP processes.

4. IMPLEMENTATION
The outlines of our implementation are traced in Figure 3
and described below.

Figure 3: Flowchart for transcription, sequencing, and notation with C ATA RT and BACH.
4.1 Recording C ATA RT Synthesis with BACH
C ATA RT is stocked with a corpus of audio, and synthesis is performed through gestural control of catart.lcd
(with a mouse, tablet, or other controller), direct querying of catart.select according to a desired descriptor (like
NoteNumber) or querying by a sequence of descriptors in
time (as in an audio mosaicing task). Each C ATA RT grain
is stored in a bach.roll “score” as a notehead with its associated descriptors. The displayed pitch corresponds either to C ATA RT’s pitch estimate (NoteNumber) or to the
pitch meta-data imported from sample filename (the userdefined descriptor FilenameNoteNumber).
Further synthesis parameters are recorded directly to
bach.roll: onset, determined by the time elapsed since the
start of transcription; velocity, converted from C ATA RT’s
Loudness estimate; and duration, corresponding to the performed length of the grain (which may differ from the
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Figure 5: The dilation rectangle allows musical content to
be stretched in pitch or time.
Figure 4: A C ATA RT unit is stored as a note in bach.roll
including descriptor data contained in slots. In the first image slot contents are displayed as values attached to the
note, while the second shows a slot window open for editing, in this case a floating point slider controlling gain.

length segmented by C ATA RT on import).
On playback, the score represented by BACH is played
sequentially, and each note will trigger one grain in C ATA RT transformed according to the parameters represented
by and attached to the note using BACH slots. Grains are
spatialized according to parameters saved in slots as well.

RT units themselves, allowing for comparison of the desired values with the original sample.
4.4 Batch Editing
Beyond pitches and onsets that can be graphically edited
with the dilation rectangle, other granular synthesis parameters can be batch-edited using lambda loops. Any of the
stored playback data or slot values may be altered by either
a uniform addition or a percentage change. This is particularly useful to refine envelope shapes, gain, and spatialization parameters post-synthesis. 6
4.5 Playback

4.2 Filling Slots
We use BACH slots to store the identification and playback
parameters of each C ATA RT grain: most importantly UnitID, the grain’s unique index in the corpus, which can be
used by C ATA RT to look up any of the grain’s stored descriptor data. Further granular synthesis parameters may
also be stored in slots: as these are chosen dynamically
by the C ATA RT user during synthesis, they cannot be otherwise retrieved from C ATA RT’s stored descriptor values.
These parameters include azimuth (in degrees), attack and
release times (ms), gain (dB), and reverse flag (0 or 1).
While C ATA RT allows the user to select random granular synthesis parameters by specifying the random variation of grain length, transposition, gain, and panning, we
prefer to set these values to 0 and instead control them directly outside of C ATA RT. This allows the data recorded
from C ATA RT in bach.roll to be completely reproducible
on playback (see Figure 4).
4.3 Live Editing of bach.roll
The bach.roll object offers a range of intuitive possibilities for editing C ATA RT’s transcribed output. Notes can
be deleted, dragged vertically for transposition or horizontally to change onset times. Durations can be lengthened or
shortened by resizing the tails of each notehead. A selection of bach.roll can be shifted or stretched (in time or in
pitch) by using dilation rectangles (see Figure 5). They are
obtained by selecting a portion of bach.roll and pressing
the Command (Macintosh) or Control (Windows) key before releasing the mouse button. All of these changes take
effect on playback. Significantly, the stored and manually
edited transposition and duration are independent of the
separately stored NoteNumber and Duration of the C ATA -

Playback takes advantage of the native sequencing capabilities of the bach.roll object. As each note in the roll is triggered, its associated data is unpacked and sent to C ATA RT’s synthesis module. The recorded playback parameters
are reproduced before sending the UnitID as the final step,
triggering the playback of the corresponding grain.
5. MUSICAL RESULTS
5.1 Generating an Orchestral Score
Using C ATA RT and BACH, a full orchestral score can now
be automatically generated, subjectively edited, and efficiently exported to a music notation program for further
alteration. To this end, a corpus of orchestral samples is
imported into C ATA RT, which is then used to synthesize
a concatenative montage. The montage could be produced
using a gestural controller like a mouse or drawing tablet,
or it could be the result of an audio mosaic where audio
descriptors are compared to a target sound (Corpus-Based
Transcription, see section 2.1), for example an ambient
field recording. Whatever the source, the C ATA RT synthesis is recorded in bach.roll and saved for further manipulation.
5.1.1 Targeted Transposition
For contexts in which pitch-based sounds are favored, targeted transposition mode can be activated, in which C ATA RT transposes each unit to match a targeted NoteNumber.
As mentioned above, bach.roll stores information to retrieve both the original pitch of the sample as well as the
transposed pitch, so the user can make further adjustments.
6 A demonstration of these editing possibilities can be viewed at
https://vimeo.com/90281614.
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5.1.2 bach.score and bach.quantize
After subjectively editing the data in bach.roll,
bach.quantize is used to transcribe the sequence into
traditional rhythmic notation with bach.score. At each
stage, the roll or score can be played back in real-time
through C ATA RT, allowing immediate evaluation of the
sonic results. Individual notes or units can also be played
back one at a time (by highlighting the note and pressing
“v” for evaluate and using the Command or Control key
plus the arrow keys to navigate between adjacent notes)
for detailed listening to individual samples. Before the
quantization step, notes can be moved and distributed to
different staves, for example to divide material between
multiple instrumental parts. bach.quantize then presents
several advantages over its predecessor in O PEN M USIC,
including handling of grace notes, the possibility to define
the minimal units of the quantization adaptively depending
on the density of musical events, and accommodation of
contrapuntal tempo changes including accelerandi and
decelerandi. 7
5.1.3 M USIC XML Export
From bach.score, the message exportxml exports the data
to a M USIC XML file readable by notation programs F I NALE and S IBELIUS . Upon import further subjective editing is necessary to produce a performance-ready score,
for example by adding human-readable dynamics, performance technique text, and other indications not adequately exported through M USIC XML. However the process is much accelerated compared to export with MIDI
or by hand. This process was used to produce Aaron Einbond’s Endangered Sound, five pieces for orchestra with
field recordings (2013).
5.2 bach.roll as a Sequencer
Stored bach.roll objects also permit detailed control of
synthesis, analogous to a highly flexible sequencer with
fine control of playback and synchronization with real-time
processes.
5.2.1 SoundSet Control

Figure 6: A soundset-control module allows granular synthesis parameters for separate SoundSets to be edited and
stored for playback.

5.2.2 Spatialization
For spatialization purposes, we record for each unit an
azimuth value, corresponding to the panning position, as
well as a standard deviation value. This allows a stored
bach.roll to be compatible with multiple spatialization
modules and configurations. The multichannel synthesis
module distributed with C ATA RT (catart.synthesis.multi~)
receives for each unit a list of amplitudes for all output
channels, as output by the spatializing tool vbap, and outputs to the G ABOR overlap–add object (gabor.ola~) to control the spatial position of an arbitrary number of simultaneous grains. These tools were central to the composition
of Christopher Trapani’s Writing Against Time for two pianos, two percussionists and live electronics (2014).
With the change of a few arguments, the multichannel
output can be reconfigured to accommodate a new setup,
with the same bach.roll providing spatialization data. This
adaptability is a major advantage over performing with
multichannel soundfiles, avoiding the need to re-render in
the new speaker configuration. Further spatialization parameters, for vbap or other tools, such as distance, spread,
and elevation, could also be stored in slots.

C ATA RT is capable of dividing corpora into multiple

6. CONCLUSIONS

SoundSets, groups of units that correspond to user-defined

criteria such as instrument, source type, or source directory. The soundset-control module allows these groups
of samples to be enabled or disabled, as well as for separate synthesis parameters to be applied to each SoundSet
(see Figure 6). The possibility of altering envelope, gain,
and spatialization parameters for subsets of the corpus, as
well as for dynamic interpolations between these settings,
allows for a much more detailed control over the synthesized result. SoundSets can be automatically segregated
into separate staves in bach.roll, for a clear visualization of
C ATA RT’s output, and facilitating the independent editing
of slots corresponding to each SoundSet.
7 For a demonstration of this process from synthesis to quantization,
please see https://vimeo.com/89840740.

6.1 Advantages of Real-time
Combining tools conceived for CAC and live concatenative synthesis in a single streamlined process, the distinction between real- and deferred-time applications begins
to blur. Our results point toward a corpus-based concatenative DAW, allowing both high-level control of synthesis
and a convenient user interface. The speed with which the
user can audition, edit, and re-audition audio, from single
grains to long sequences, offers dynamic feedback for a
creative workflow where listening takes a central role.
In the context of fixed-electronic synthesis, BACH storage presents several advantages over writing the results of
C ATA RT synthesis directly to sfrecord~. The bach.roll object allows spatialization data to be easily written, stored,
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and adapted to new speaker setups without the necessity to
re-render soundfiles. Further, live concatenative synthesis
allows for a flexibility in playback of a micro-montage of
samples that cannot be achieved with bounced soundfiles.
As the attack and decay of each unit in bach.roll is controlled separately, it is possible to interrupt playback in the
middle of a sequence allowing the sounded units to decay
naturally, an effect that cannot be easily simulated with a
pre-mixed montage.
6.2 Further Directions
Several developments could improve the processes of transcription and synthesis further: first, more use could be
made of the advanced capabilities of BACH slots. For example in the case of synthesis, rather than relying upon
C ATA RT’s attack and release parameters, a fully-editable
break-point function (BPF) like that shown in Figure 2
could be used to shape the envelopes of grains for playback.
Or in the case of corpus-based transcription, better use
could be made of the contents of slots upon export to M U SIC XML: meta-data associated with grains such as filename or directory could be included, giving access to important annotations like instrumental performance technique. This meta-data could then be mapped to noteheads,
articulations, or other symbols, speeding the score editing
process once the file reaches F INALE.
To expand sequencing possibilities, the playback of
bach.roll objects could be coordinated with the M AX
transport object to join with other time-based M AX objects in a consistent way. Further, our technique could be
used with other existing score-based techniques such as
score-following. In an initial test with Antescofo comparing a pre-loaded score to a live performance, detected notes
were recorded in bach.roll along with tempo and certainty
parameters stored as slot values. In addition to providing
a recorded graphical verification of real-time score following performance, this also suggests more advanced recombination possibilities.
Finally, the powerful combination of C ATA RT and BACH
could be integrated into a more extensive Feature Modulation Synthesis framework as proposed in [12], where
not only pitch, dynamics, and spatialization, but other descriptors like SpectralCentroid could be adaptively altered
to desired targets for re-synthesis.
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[10] N. Schnell, A. Röbel, D. Schwarz, G. Peeters, and
R. Borghesi, “MuBu & friends—assembling tools for
content based real-time interactive audio processing in
Max/MSP,” in Proceedings of the International Computer Music Conference, Montreal, Canada, 2009.
[11] A. Einbond, D. Schwarz, and J. Bresson, “Corpusbased transcription as an approach to the compositional
control of timbre,” in Proceedings of the International
Computer Music Conference, Montreal, Canada, 2009.
[12] A. Einbond, C. Trapani, and D. Schwarz, “Precise
pitch control in real time corpus-based concatenative
synthesis,” in Proceedings of the International Computer Music Conference, Ljubljana, Slovenia, 2012.

7. REFERENCES
[1] D. Schwarz, “Corpus-based concatenative synthesis,”
IEEE Signal Processing Magazine, vol. 24, no. 2, pp.
92–104, 2007, special Section: Signal Processing for
Sound Synthesis.
[2] G. Assayag et al., “Computer assisted composition at

- 1042 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

FugueGenerator - Collaborative Melody Composition Based on a Generative
Approach for Conveying Emotion in Music

Technische Univeristät München
Garching, Germany
kluegel@in.tum.de

Technische Univeristät München
Garching, Germany
hagerer@in.tum.de

ABSTRACT
This paper exemplifies an approach for generative music
software. Therefore new operational principles are used,
i.e. drawing melody contours and changing their emotional
expression by making use of valence and arousal. Known
connections between music, emotions and algorithms out
of existing literature are used to deliver a software experience that augments the skills of individuals to make music
according to the emotions they want. A user-study lateron
shows the soundness of the implementation in this regard.
A comprehensive analysis of in-game statistics makes it
possible to measure the music produced by testers so that
connections between valence, arousal, melody properties
and contours and emotions will be depicted. In addition,
temporal sequences of reaction patterns between music making individuals during their creative interaction are made
visible. A questionnaire filled out by the testers puts the
results on a solid foundation and shows that the incorporated methods are appreciated by the users to apply emotions musically as well as for being creative in a free and
joyful manner.
1. INTRODUCTION
The widespread adoption of information technologies in
the last century did not only lead to an understanding of IT
systems opening possibilities for new interfaces for musical expression, but also for mediating roles to conceive and
manifest musical ideas even for musically inexperienced
users. Thus, such systems may help to mediate between
human intention and musical implementation. In this regard, it is possible to either completely generatively create
or modify music that fits to an emotion selected by users
beforehand. In consequence, this would be an augmentation of the musical scope of individuals so that they are put
in the position to implement a specific emotion they have
in mind without the necessity of being aware of the various
related musical construction parameters.
Especially in a collaborative setting such a mediating role
is important, as it can help to communicate musical intent
or to facilitate the realization of musical ideas. Furthermore, in the context of group creativity, the heterogeneity
Copyright: c 2014 et al. This is an open-access article distributed under the
terms of the Creative Commons Attribution 3.0 Unported License, which permits
unrestricted use, distribution, and reproduction in any medium, provided the original author and source are credited.
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of individuals and their overall knowledge diversity, experience, and expertise are key elements [1]. The integration
of these elements is also part of the mediating role of the
computer. The related phenomenon of Group Flow [2, p.
158] is beneficial for social creativity, it is a motivator and
means for the group to innovate in a creative task. The
personal experience of Flow itself, defined as “a holistic
sensation that people feel when they act with total involvement” [3], is an enabler for the empathical involvement
with music and stimulator for the implicit learning process
[4]. Group Flow it has been furthermore shown empirically
to lead to more valuable results [5] and to take place in
computer supported collaboration [6]. Thus, we see these
social factors as highly beneficial for musical creativity.
Although approaches to modify interpretatively existing
musical material exist [7, 8], not many efforts have been
made to specifically support the collaborative creation of
new music with respect to the desired emotional affect.
With this paper we would like to contribute to filling this
gap. A software will be presented that implements an operational concept to support users to generatively making
music by drawing melody contours and have the software
system interpret these with respect to an emotional intend.
Our generative approach is rule based inasmuch as it applies transformations that we have formulated beforehand
to modify the users’ input (cp. [9, p. 236-244] for a review of related systems). The method of drawing melody
contours is inspired by Xenakis’ work on the UPIC [10].
We will furthermore show the results of a user study that
investigates whether this concept succeeds in conveying
the emotional intend. Furthermore we will highlight what
connections come up between desired emotions and melody
lines and how users evaluate the additional benefit of the
application for this collaborative setting. Within this contribution we do not focus on experienced emotion but the
perceived emotion on structural and performative musical
features.
2. RELATED WORK
This work is primarily related to research in the interdisciplinary area between music, psychology and in particular
computer science. Emotions can be, in general, characterized in terms of valence and arousal. This model goes
back to Hevner [11] and has been elaborated upon by Russel [12] in his well known circumplex Valence/Arousal model.
In such a model any emotion can be positioned as a 2D co-
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ordinate in this valence arousal space.
Regarding recent research that applies such a view point
to music, one can decide between a transforming and a
generative approach.
The first one modifies either the score or performative
features of existing pieces of music. The KTH Performance System [13], for example, modifies mainly performative (interpretative) aspects of a piece. In the Computational Music Emotion Role System (CMERS) [14] also
structural (score) parameters of a piece are altered. Importantly, the research regarding CMERS involved comprehensive studies to inform about correlations between structural and performance features of music on the one hand
and emotions on the other. These insights were applied
in this contribution to formulate rules based on evidence
to manipulate melodies towards their inherent valence and
arousal values and their respective emotions. Complementary to this, Oliveira et al. [8] focuses on a knowledge based
system that makes use of empirical data to derive a classification model for musical segments that can be then recombined and transformed towards a desired emotion.
The latter class of environments generates music with
emotional content from scratch. In that context Wallis’ Affective Music Generator [15] takes a coordinate within the
two dimensional valence and arousal space as input parameter to produce purely generative produced music. Figure
1 shows the GUI of the Affective Music Generator. The
construction takes into account structural and performative
parameters related to rhythm, melody contour, harmony
and articulation. Further user studies revealed that users
assessed the generated music correctly [7]. Thus, one can
conclude these generative mappings to be functional. As
Wallis bases his rules on Livingstone’s work, we used his
implementation as guideline for our prototype.

by means of a metaphor for high-level musical expression
while still offering an experience that gives users joy in
musical expression.
3. CONCEPTUAL FRAMING
As previously pointed out, the main idea is to support users
to construct music based on their emotional ideas within
some representation of the valence arousal space. Straightforwardly, to move within it, users could be presented a 2D
surface to control their respective valence arousal vector
similar to Wallis’ Affective Music generator (see fig. 1).
However, the question on what basis the musical events
themselves are generated is thus far unanswered.
An important issue for collaborative creativity support
systems, especially for musical applications, is fostering
the users’ engagement in the creative endeavor [16, 17],
ideally leading to a direct connection to the musical output in form of an embodiment of music [18]. In this regard, we see value in giving the user the ability to shape
musical events in a way that directly reflects an intended
melody contour and that especially respects this melodic
intend even when transforming it in respect to the emotional one. Thus we do not focus on stochastic processes,
but rather simple means to create melodic content which is
then represented in alternative emotional contexts.
Regarding the collaborative aspects, the application is designed for two collaborators, since this allows us to perform a focused evaluation towards certain aspects such as
assessing the users’ agreement on perceived emotion or
turn taking patterns. We make use of a multi-touch table as
shared interface, as this offers means that simplify social
communication protocols [19, 20].
3.1 Implementation

Figure 1. A user interface used by Wallis in [15] to produce generative music with respect to valence and arousal
To conclude, there are robust algorithms and consolidated
knowledge to systematically elicit emotional responses in
users [15, p. 1]. Nonetheless, we see lack of applied use
cases and evaluations thereof, especially for the purpose of
creativity support, entertainment or collaboration. So the
question remains unanswered if such concepts offer a suitable approach to hide musical complexity for the end-user

In the following the implementation work for this paper
called FugueGenerator will be laid out in detail. As the
name tries to imply, the melodical basis is created by the
user. The previously discussed shaping of melody contours is realized by directly drawing it on a 2D surface.
The melody lines are continuously repeated while following a chord progression. The valence and arousal values
can be controlled manually and thus modify the underlying
scale, tempo, articulation and timbre accordingly. For collaboration, it is possible for two people to create their own
respective melody within one shared workspace in parallel for polyphony. Furthermore, controls for valence and
arousal are both part of the shared and private workspace
of the respective user: valence is a global (shared) control
and arousal is a private control for each user. This decision
will elaborated upon throughout this section.
3.1.1 GUI and Operational Principle
The graphical user interface of FugueGenerator consists
out of the following elements: surfaces for the melody contours (fig. 2,1) , controllers for the local arousal settings
(fig. 2,2) , a global valence control (fig. 2,3) , a register
control that indicates which melody is playing in a lower
register (fig. 2,4).
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changes in accordance with the global valence value as described in paragraph 3.1.3. Nevertheless, the fundamental
note always stays the same.
3.1.3 Controlling Valence

Figure 2. A screenshot showing the prototypical implementation of our application
The application is designed so that each player operates
from his own side of the screen while standing at the regarding edge of the vertical touch display. Drawing the
melody contour is done by touching and dragging within
the melody surface as illustrated in figure 3. The height
of each bar represents a note, it indicates the relative pitch
to the underlying harmonic. The set of bars forms a sequence of notes with the currently played bar (note) being
highlighted.

As previously mentioned, the valence value steers the selection of the mode. Livingstone [14] showed empirically
the correlation between valence and happy major or sad
minor modes, and Persichetti [21] suggested orderings of
modes reaching from darkest to brightest. Following this,
we implemented a correlation between valence and modes.
This was largely influenced by the work of Wallis [15].
This ordering by ascending valence or brightness is the
following: Phrygian, Aeolian, Dorian, Mixolydian, Ionian,
Lydian.
3.1.4 Controlling Arousal
We based the structural and articulation related transformations again on the work of Livingstone [14], these are
shown in table 1.
Arousal
Rhythm
Articulation
Tempo
Pitch Range

Low
simple
legato
slow
narrow

High
complex
staccato
fast
wide

Table 1. The influence of arousal on musical properties

Figure 3. Schematic illustration of the way how drawing
a melody contour on a melody surface is performed. The
blue line shows the path of a drag gesture, the red arrow
points into the direction. The bars adjust to the last touch
position within the respective row.
3.1.2 Melody Generation
The number of bars in a sequence depends on the local
arousal setting (see paragraph 3.1.4). The tempo is the
same for both melody contours, while the divisions of a
beat (the number of bars) are equivalent to note lengths;
e.g. a sequence with two bars is made of two half notes.
The tonal system of the melodies is based on the fundamental note, which lies at the center line of the surface.
The deviation upwards is equivalent to a positive deviation
in regards to pitch from the root note and vice versa (cp.
fig. 3). The amount of pitch deviation is also dependent on
the local arousal (see paragraph 3.1.4) and the global valence settings (see paragraph 3.1.3). Such relative pitches
are then steering the selection of absolute pitches as an
arpeggio of the currently playing chord. The system uses
a repeating chord progression (Tonic, Subdominant, Dominant, Tonic). The common tonal basis is a mode, which

The rhythm complexity and the tempo are influenced by
arousal as an increase of arousal also increases the number of bars (and notes) on the melody surface. Therefore,
the lowest arousal setting has two half, the greatest 16 sixteenth notes, this results in fast and agitating melodies at
a high arousal setting. However, these local arousal values
also influence the global tempo (weighted mean), such that
agreement of users in the extremes of the arousal scale can
further amplify the effect.
3.1.5 Cross-Relations between Valence and Arousal
Thus far, the transformation rules for valence and arousal
only apply for separate concerns of the shared composition. In this section we will inform about additional crossrelations that have been additionally implemented and concern the timbre of the synthesized audio and rhythmic complexity. These are shown in table 2.
The synthesis is done with a simple two operator FM synthesis and additional effects. With increasing arousal, more
harmonics are added to the synthesized sound. Valence is
used to add distortion on low settings (dark mood) when
combined with high arousal settings resulting to a timbre
similar to a distorted guitar as apparent in music genres like
Heavy Metal. Complementary, a dark mood in combination with decreasing arousal introduces more glide (slur)
between notes, emphasizing a legato effect. For a bright
mood, the timbral palette varies according to arousal between non-slurred clean sine to bright bell/chiptune-like
tones. The articulation between staccato and legato can be
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continuously varied by modifying the amplitude envelope
decay times with respect to the global tempo.
Valence
Arousal
Low

High

Low
.
Timbre: slurred &
low harmonics
Rhythm: straight
Timbre: distorted &
bright
Rhythm: straight

High
.
Timbre:
low harmonics
Rhythm: swing
Timbre: clean &
bright
Rhythm: swing

about two minutes for each emotion and had both to agree
on the result. Afterwards the participants answered the first
part of a questionnaire that asked about the users’ interagreements and the agreement to the emotive content of the
created generated music. The following free session took
ten minutes so that users had time to produce musical output that the testers liked most. Again, this part concluded
with a questionnaire, this time informing about the general
assessment of the application and the users’ demographic
data.
4.2 Logging Data

Table 2. The influence of valence on musical properties
A further implementation aspect in this context is rhythmical complexity which is related to arousal and high valence [14]. For this, we make use of a measure of rhythmic
complexity which has been shown to agree with human
perception, the Weighted Note-to-Beat Distance (WNBD)
[22]. Furthermore, we created the inverse function of this
complexity measure to modify the note durations and onsets to have control over the swing added to a melody. An
increase of the WNBD value for this inverse function leads
to an increased shift of every second or forth note onset
while reducing its duration by the same shift distance. It
was implemented so that the the local arousal positively
controls the shuffling of a melody but only for high valence
values.

Apart from the questionnaire another data source was logging data generated by the application that contained timed
information about the characteristics of the melodies (the
minimal, maximal and average heights of the melody bars
and their mean deviation) and the controls for valence and
(local) arousal values. This not only allows to compare
the valence arousal values of the first part to the specified
emotions but and to link valence and arousal to the shape of
melody contours but also to reconstruct turn taking patterns
or the emotive and melodic development within a session.
4.2.1 Emotions and Valence/Arousal
The valence and arousal positions for the specific construction of emotions in the first part of the evaluation can be
seen in figure 4. These have been gathered using the logging data.

4. EVALUATION
For the evaluation we follow two objectives: first, we would
like to know whether the devised systems help users construct simple music with a specific emotional intend. Thus,
the question is whether the transformation rules hold and
whether they overlap with the users’ (subjective) perception. Second, it is of interest to evaluate to what degree this
approach supports collaborative creativity and how collaborative turn-taking patterns manifest when a large degree
of the control steers an emotive interpretation of melodic
content.
For this we performed a user study that involved 16 people being paired into 8 groups. The age of the persons was
between 20 and 35 years. They mostly had an academic
background with varying fields of study, i.e. equal in humanities and technical subjects. They assessed their own
musical talent as well as their knowledge and experience
in music theory as being neither very advanced nor very
bad on average, while excesses on both sides of the scales
equally occurred.
4.1 Testing Procedure
We started each evaluation with a short introduction followed by two parts, where we asked the group to construct
specific moods. The second part was unrestricted, giving
users time to experiment. For the first part, users were
asked to use the application to create the following moods:
aggression, happiness, despair, being chilled, solemn, annoyed, graceful, relaxed exhilaration. Testers were given

Figure 4. A plot showing the median of the valence and
arousal coordinates gathered by user interaction during
first part of the user study
The shown emotions represent the median value for all
groups with valence being represented on the x-axis and
arousal on the y-axis. This result corresponds to Livingstone’s comprehensive outline. Emotions like aggression,
annoyedness, happiness, gracefullness and solemnity show
high degrees of similarity in their coordinates of the valence arousal space. Differences are most likely explained
by the deviation in word meaning throughout the translation (to german) of the words describing these emotions.
This was especially the case for ”Annoyed” (ambiguously
translated as ”verdriesslich”) and ”Soft Exhilaration” (translated as ”sanfter Rausch”). The latter was used as an German alternative to serene to fit better into the respective
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position within the valence arousal space. Chilled (translated as ”beschwingt”) was chosen as alternative to tender,
which worked out very well in comparison to Livingstone.
To conclude, the results on average comply with the outline of the experiments collected by Livingstone. In this
way, the transformation rules and the basic application concept is suitable for users to also construct music according
to a given emotion rather than transforming existing pieces
for an altered listening experience. Moreover, given the
musical skills of our participants in general, it can be seen
as a valid approach to augment the users’ musical skills.
4.2.2 Emotions and Melody Properties
We now turn to the analysis of the logging data for the
melody contours to see whether connections between melody
properties and the implemented emotions exist. To answer
this, it is at first necessary to define several characteristic
properties of melody contours. For this purpose Livingstone suggests properties as some of them are listed in table 3 along with their adaptions to our logging data.
Livingstone
Pitch Height
Pitch Range
Pitch Contour

Figure 5. The median values of pitch heights for each
emotion. Emotions are sorted by descending valence (see
Figure 4). The value range of the scale is just for referential
purposes.

FugueGenerator
Average Height
Maximum Height – Minimum Height
Upwards: AHD>0 & Pitch Range>0
Downwards: AHD<0 & Pitch Range>0
Oscillating: AHD==0 & Pitch Range>0
Even: AHD==0 & Pitch Range==0

Table 3. Comparison of definitions as they appear in [14]
and their adoption to our logging data from FugueGenerator. AHD means Average Height Deviation.
The definitions as shown in table 3 were applied to the
logging data in the same manner as for valence and arousal
previously, i.e. the pitch height, pitch range and pitch contour are calculated from the data setting at that time when
both team members were in agreement about the implemented emotion. Thus, it is possible to group the median
of all properties of the melodies by emotion. The pitch
heights are depicted in figure 5 and sorted by descending
valence. The pitch ranges are shown in figure 7 and sorted
by descending arousal.
For both pitch heights and pitch ranges a certain trend
can be identified. Concerning the former the pitch heights
mostly decrease with decreasing valence, with aggressive
emotion forming an exception. In contrast, the pitch ranges
are generally relatively high for low arousal and and low
for high arousal, while happiness is an exception.
Regarding the direction of the melody contour, one can
differentiate between upwards, downwards, oscillating and
even motions. For this, we used the rules given in table 3.
From figure 7 it is visible that the melodies tend to be
directed upwards for low and downwards for high valence
emotions, while oscillating or even melodies do generally
seldom occur. Compared to Livingstone [14], these results
are somewhat surprising as he stated that the melody contours are expected to have opposing directions compared
to our findings [14, p. 46, Table 1]. Nonetheless, he also

Figure 6. The median values of pitch ranges for each emotion. Emotions are sorted by descending arousal (see Figure 4). The value range of the scale is just for referential
purposes.
makes it clear that this relationship is not deemed to be
very strong because many deviations for different arousal
settings exist and the outcome of his experiments regarding
melody contours is generally ambiguous.
To summarize this, it is apparent that certain trends can be
observed in the statistics, i.e. low arousal leading to high
pitch ranges as well as high valence leading to low pitch
heights and downwards directed melody contours. Nevertheless, these figures have to be treated with caution, since
the exceptions themselves need further investigation and
the small data set is by no means representative.
4.2.3 Free Game
In the second part of the test sessions, participants were
given the opportunity to use the application freely, so observations concerning questions about if and how the collaboration and the interaction flow between the teammates
takes place and how users value the application as a tool
for expression.
First, we look again at the time series data from the logs
to see whether common interaction patterns between par-
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Figure 9. The global valence and local arousal values of
each user (y-axis) depicted over time (x-axis). A green
background indicates consecutive changes.

Figure 7. Graphical illustration of the number of how
often certain melody contours were created respective to
their intended emotions in the user study. The emotions
are sorted by valence (see fig. 4).

tion at least in terms of well-known patterns. Nonetheless,
a quantifiable analysis of mutual influences in terms of statistical dependencies of changes in time would help to gain
more reliable results by considering all test sessions in an
objective way.

ticipants of a group are apparent. In figure 8 the average heights of the melody bars are shown of an example
group. With respect to the interaction flow, we highlighted
situations in yellow, when simultaneous changes appeared
for both melodies, and green, when the changes on both
melodies occurred directly one after another.

4.3 Questionnaires
We now turn to the questionnaire. It consisted of 40 multiplechoice questions. Most answers to the questions are expressed in a five-point Likert scale. We used the arithmetic mean of the answers for the evaluation. Besides this,
some of these results are regarded with respect to two user
groups, namely the group of users that described themselves as musically talented and the others. This distinction
by self-assessment is based on their ratings of knowledge
and practice in music theory (i.e. harmonics, circle of fiths,
modes, rythmics); a user that rated himself with four or five
in the respective fields is regarded as musically talented.
4.3.1 Appreciation

Figure 8. The average height (y-axis) of the bars for the
melody surface of each user depicted over time (x-axis). A
green background indicates consecutive and a yellow one
represents two simultaneous changes of bar heights.
From this visualization it is evident, that most melody
changes stand in an strong temporal connection with each
other. The same applies to figure 9, that shows the global
valence and the arousal values from each player (for another group).
The observed temporal connections are interesting, as such
behaviors, namely prompt reactions to each other, are typical for other creative musical contexts e.g. especially jamsessions. We discovered similar patterns in the other groups’
interaction. In this regard, solely focusing on this data, it
can be said that the application supports musical collabora-

With respect to the appreciation of the application, we can
distinguish between two aspects, namely if the software
was found helpful to implement a given emotion and how
the experience felt like during the creative part of the session. These aspects are depicted in Figure 10. It is apparent
that the application was assessed as helpful. Yet, musically
talented people stated a lower consent than musically not
talented. In this context a loss of control about the musical
construction parameters can be seen as reason as described
later on. Concerning appreciation for the free and creative
part of the sessions, all testers evaluated the experience as
interesting and joyful and only marginally frustrating.
4.3.2 Collaboration
For assessing the collaboration we can again distinguish
between the two parts of the user study. For the first test
part it is not clear if interaction between two people is
helpful to perform the musical task of implementing an
emotion, since different opinions, approaches and musical
skills between two individuals could lead to discrepancies
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they and their teammates influenced the generated music
by interaction with the other person. Again, this is consistent with the observations made in section 4.2.3, where
changes in melody contours, valence and arousal values
have a strong temporal relationship. Another aspect is that
the interaction was evaluated as positive and inspiring and
thus beneficial for creativity support.

5. CONCLUSIONS

Figure 10. Results of a part of questionnaire regarding
the general assessment of the application with respect to
creativity support
that would distort the previously presented logging data regarding emotions. Figure 11 shows that in the present case
this can be ruled out, as teammates found each other to
be helpful solving the task. Furthermore, their agreement
on the emotional assessment of their music as well as their
mutual influence of their assessment were rated as positive.
In addition, users stated that they see FugueGenerator to be
suitable to fulfil the given task. These assessments indicate
that the results of the previously discussed logging data are
consistent and thus can been seen as reliable.

Figure 11. Results of a part of questionnaire regarding the
assessment of the application with respect to implementing
specific emotions
With respect to the free and creative part of the test sessions, it seems to be particularly interesting whether creative exchange between the teammates took place and how
such processes were experienced. The testers regarded the
exchange as very positive, active, meaningful and inspiring
(cp. figure 11). This is also evident in their assessment that

As the evaluations clearly showed, the implementation work
FugueGenerator delivers a creativity supporting generative
music software, which is clearly appreciated as such by
users. This can be considered as important due to the incorporation of new operational principles in this context,
i.e. drawing melodies and particularly their expressional
modification by valence and arousal. It can be claimed
that these approaches are promising to augment the creative skills in a joyful manner for not least musically not
talented individuals. Thereby collaboration was found out
to be a beneficial feature, which makes the creative experience more valuable.
Moreover, the implementation allowed to gain various
deep insights regarding the connection of emotions on the
one hand and melody lines, valence and arousal on the
other. While these relationships already were found by
existing research, these hardly refer to generative music
software. It was shown in this paper that reasonable methods exist to successfully augment the skills of individuals
to create music according to valence and arousal and respective emotions. Thereby the valence and arousal settings of many emotions as known from previous research
could be confirmed from a creative instead of passive point
of view. Additionally, solid new methods were delivered
to create, modify, measure and characterize melody lines,
which makes them quantifiable for analysis in research regarding valence and arousal. Even though connections between melody properties and emotions have been found
through user-studies, more research in terms of testing data
is necessary to deliver more reliable results.
Last but not least it appears worthwhile noting that further
logging data could be used to visualize the interaction flow
between two creatively music making individuals. Reaction patterns showed a high mutual activity, which is similarly indicated by the questionnaires, too. However, these
things were only inquired or exemplary demonstrated so
that a quantifiable analysis of reaction patterns in creative
music interaction would help gaining more reliable results.
A software like the presented FugueGenerator would allow
to do deep research concerning this and thus is advised by
the authors. Following our previous research, the source
code for the application is available online 1 .
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ABSTRACT
While recent approaches to automatic voice melody transcription of accompanied flamenco singing give promising results regarding pitch accuracy, mistakenly transcribed guitar sections represent a major limitation for the
obtained overall precision. With the aim of reducing the
amount of false positives in the voicing detection, we
propose a fundamental frequency contour estimation
method which extends the pitch-salience based predominant melody extraction [3] with a vocal detection classifier based on timbre and pitch contour characteristics. Pitch
contour segments estimated by the predominant melody
extraction algorithm containing a high percentage of
frames classified as non-vocal are rejected. After estimating the tuning frequency, the remaining pitch contour is
segmented into single note events in an iterative approach. The resulting symbolic representations are evaluated with respect to manually corrected transcriptions on
a frame-by-frame level. For two small flamenco dataset
covering a variety of singers and audio quality, we observe a significant reduction of the voicing false alarm
rate and an improved voicing F-Measure as well as an
increased overall transcription accuracy. We furthermore
demonstrate the advantage of vocal detection model
trained on genre-specific material. The presented case
study is limited to the transcription of Flamenco singing,
but the general framework can be extended to other styles
with genre-specific instrumentation.

1. INTRODUCTION
Flamenco, a music tradition with origins in Andalusia,
Southern Spain, has mainly germinated and nourished
from the singing tradition [1] and until now the voice
remains its central element, usually accompanied by the
guitar and percussive elements. As an oral tradition, performances are typically spontaneous and not score-based.
Melodic skeletons and lyrics are passed orally from generation to generation and only rare manual annotations
exist. With flamenco gaining in popularity around the
Copyright: © 2014 First author et al. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.

world and the growing interest of musicians with a formal music education in the genre, the transcription of a
large number of performances into a symbolic note representation has become of importance, not only for musicological studies but also for educational purposes. Furthermore, accurate note transcriptions can be used to
compute descriptors modeling a specific performance or
performance style. Such features are used in related music information retrieval (MIR) tasks, such as automatic
singer identification or melodic similarity [11]. Obtaining
an automatic transcription of the singing voice melody
directly from an audio file comprises two steps: First, the
estimation of the fundamental frequency of the singing
voice and second, the segmentation into single note
events. For the task of transcribing accompanied Flamenco singing, a recent approach [2] based on predominant
melody extraction gives satisfying results when comparing to manually corrected reference scores. However, the
authors report false positives in the voicing detection as a
main source of error: The polyphonic predominant melody extraction algorithm [3] estimates voiced sections
mainly based on pitch salience and continuity and consequently transcribes the instantaneous perceptually dominant melody. During the intro and short instrumental interludes, the guitar carries the main melody and is in
some cases mistakenly transcribed. In order to reduce this
type of error, it is necessary to automatically distinguish
between guitar and vocal segments. The presented approach combines predominant melody extraction with a
frame-wise vocal/non-vocal classification, rejecting contour segments with a high percentage of predicted nonvocal frames. The classifier is adapted to the case of Flamenco singing accompanied by guitar. Nevertheless, for
other styles, specially with genre-specific instrumentation, the same framework can be applied by training the
classifier on the given material.

2. SCIENTIFIC BACKGROUND
The automatic generation of a symbolic note representation of the singing voice melody from a piece of audio
represents a challenging task in MIR, gaining in complexity for polyphonic music signals and expressive singing styles. The flamenco singing voice can be described
as highly unstable in pitch, tuning and timbre and performances are characterized by a large amount of spontaneous melisma and ornamentations. These features ag-
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gravate the process of automatic transcription, specially
regarding note segmentation, as demonstrated in [4],
where significantly higher accuracies are achieved for
transcribing jazz vocal pieces compared to flamenco recordings. Nevertheless, previous approaches give promising results with overall accuracies within a tolerance of
50 cents of 70% for monophonic [4] recordings estimating the fundamental frequency from the spectrum autocorrelation and 85% for polyphonic [2] recordings using
a predominant melody extraction algorithm [3]. As mentioned above, for the case of accompanied Flamenco
singing, errors mainly originate from mistakenly transcribed guitar sections. We therefore incorporate a model-based vocal detection, which classifies on a framelevel based on timbre and pitch contour characteristics.
Vocal segment detection algorithms [5-10] using machine
learning models have previously shown to give convincing results with frame-wise accuracies of up to 87% [10]
and to improve the performance of singing voice related
MIR tasks, such as automatic singer identification [5]. In
a comparison of acoustic features for this task [9], the
Mel-frequency coefficients have given the highest accuracy. Other approaches include descriptors related to vibrato [5], harmonic content [5,6] and pitch contour characteristics [5, 6, 8, 10].

The block diagram in figure 1 gives an overview of the
process, the various stages are described below in the
further detail.
3.1 Predominant melody extraction
We apply a state-of-the-art predominant melody extraction as described in detail in [3]: After applying a perceptually-based filter, peaks are extracted from the shortterm spectrum and used to compute a salience value
based on harmonic summation for all possible fundamental frequency values within an adjustable frequency range
[fmin, fmax]. The final f0-curve is estimated by contour
tracking based on auditory streaming principles. With the
aim of rejecting contours not belonging to the melody,
the algorithm evaluates the contour mean salience CS

CS =

∑ s( f (t))

for a salience value s and a contour f(t) of length T
against a threshold τ, calculated from mean and standard
deviation of the contour mean salience CS as:

3. TRANSCRIPTION METHOD

τ = CS −v * σ (CS )

The basic framework of the transcription algorithm corresponds to the one described in [2], extended by the model-based vocal detection system.

(1)

T

(2)

The corresponding adjustable parameter, which controls
the voicing threshold is referred to as voicing tolerance v.
As shown in [2], the overall accuracy of the voicing detection can be significantly improved by optimizing both
considered frequency range and voicing tolerance for a
given song. In order to avoid manual adjustment and further improve the voicing detection accuracy, we set the
parameters
to
empirically
determined
values
(fmin=120Hz, fmax=720Hz, v=0.2) and combine the voicing detection process with a model-based approach described below.
3.2 Vocal detection
Taking advantage of prior knowledge about the limited
genre-specific instrumentation, we aim to train a classifier based on timbre, harmonic spectrum and pitch contour
characteristics in order to automatically detect vocal
segments.
3.2.1 Feature extraction
Based on the good performance reported in [9], we extract the Mel-frequency cepstral coefficients (MFCCs) 113 to model overall timbre. We furthermore calculate the
total pitch salience sTotal of all M estimated spectral peaks
frequencies in the current frame t:
M

stotal (t) = ∑ s( fm (t))
m=1

Figure 1. Singing voice transcription framework.
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Based on the observation that melodic contours of vocal
segments, specially in the case of Flamenco singing, are
characterized by fast pitch fluctuation (figure 2) originating from vocal vibrato and ornamentations, we furthermore extract the pitch standard deviation pStDev of the
current estimated predominant melody contour f(t):

pStDev (t) = σ ( f (t))

(4)

As shown in section 4, we empirically optimize this
threshold for the given dataset to th=80%.
3.3 Note segmentation and labeling
Below we provide a summary of the basic steps implemented in our transcription system to segment the estimated fundamental frequency envelope into single note
events. For a more detailed description, we refer to [4].
3.3.1 Tuning estimation

3.2.2 Attribute selection
In order to determine the most suitable features for this
task among the descriptors described above, we perform
an attribute ranking based on information gain in the
WEKA machine learning environment and chose the six
highest ranked features: pStDev, sTotal, MFCC1, MFCC3,
MFCC5 and MFCC7.
3.2.3 Classifier
We train a linear support vector classifier as described in
[13] using the liblinear [14] library. We empirically adjust the cost parameter to c=1.0 and tolerance of the termination criterion to ε=0.01.

The tuning is assumed to be constant throughout the analyzed excerpt. This assumption is considered to be valid
for accompanied Flamenco singing, since in contrary to a
cappella styles, where tuning may vary strongly, singers
tend to adjust to the tuning of the guitar. Nevertheless, the
absolute tuning frequency is not known. We therefore
compute a histogram of instantaneous pitch deviations
from the equal tempered scale with a reference tuning of
440 Hz. The maximum of the histogram corresponds to
the shift in tuning with respect to the reference and the
tuning frequency for the analyzed excerpt is computed
accordingly.
3.3.2 Note segmentation
After adjusting the tuning frequency, the fundamental
frequency contour is segmented into short notes in a dynamic programming approach by maximizing the likelihood among all possible note progressions. We define a
possible note progression path p as

p = [n0 , n1,...nN−1 ]

where each note ni contained in the path is characterized
by its start time, pitch and duration. Restrictions in pitch
result from the pitch range estimated from the fundamental frequency contour. Possible paths are furthermore
limited by a priori defined minimal and maximal note
durations as well as the excludability of temporal overlap.
For each note and each note transition, a likelihood is
computed based on duration, pitch with respect to the
instantaneous pitch estimate, low-level feature analysis
and the existence of voiced frames within a segment. The
overall likelihood L(p) of a possible path of length N is
calculated as the product of note L(ni) and note transition
likelihoods L(ni-1,ni) contained in the path:

Figure 3. Pitch contour of a guitar (top) and a voice .

3.2.4 Final contour selection

N−1

We define an adjustable threshold th as the percentage of
frames in a contour segment classified as unvoiced above
which the contour is discarded for further processing.
Consequently, a contour of length M with a frame prediction y(m)=0 for unvoiced and y(m)=1 for voiced frames
is rejected, if:
M

∑ y(m)
m=1

M

*100 > th

(6)

(5)

L( p) = L(n0 )* ∏ L(ni )* L(ni−1, ni )

(7)

i=1

3.3.3 Short note consolidation and tuning refinement
Since notes may be longer than the maximum duration
assumed for the likelihood estimation, sequences of short
notes with the same pitch are consolidated if the dynamics of low-level features do not indicate a long note instead of a series of note onsets. In an iterative approach
we repeat this process after re-estimating the tuning fre-
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quency. In this step, the tuning deviation histogram is
computed from the estimated instantaneous fundamental
frequency weighted by the assumed note duration.

4. EVALUATION
We first evaluate the frame-wise accuracy of the vocal
detection model for three small datasets in a ten-fold
cross-validation. Subsequently, we compare the framewise voicing detection accuracy of the predominant frequency estimation with and without incorporation of the
model-based classification with respect to manually annotated data. In order to investigate the advantage of
training on genre-specific material, we compare the voicing detection performance for a vocal model trained on
flamenco songs with a model trained on Western commercial music. Since the transcription process takes the
previous and subsequent note values into account, we
furthermore compare the overall accuracy of the resulting
note representations based on manually corrected transcriptions to determine in how far a reduction of false
positives influences the overall transcription performance.
4.1 Databases
The voicing detection is tested on two datasets:
FL_FULL and FA_EXC. FL_FULL contains ten full
songs with an overall duration of approximately 40
minutes and covers a variety of flamenco subgenres
FA_EXC contains 40 excerpts of accompanied Flamenco
singing of approximately one minute each. The excerpts
cover mainly the sections where the singing voice is present and do not include guitar intros or longer interludes.
All songs belong to the same style (Fandagos). Both databases cover a variety of renowned male and female
singers and guitarists. The recording quality strongly varies among the excerpts. In order to investigate the advantage of training on genre-specific material, we train a
vocal detection model on a third dataset WEST_FULL,
containing ten western commercial music recordings with
vocals and varying instrumentation. All audio files are
sampled at 44.1 kHz with a resolution of 16 Bit. As a
ground truth for evaluation purposes, the audio files contained in all three databases were manually segmented
into voiced and unvoiced frames. For the database
FA_EXC we furthermore had access to manually corrected transcriptions based on the automatic transcriptions
obtained with the algorithm described above. The correction was conducted by a trained musician without special
knowledge of Flamenco, following general guidelines
regarding transcription of ornamentation details and pitch
glides set by Flamenco experts.

F=

2 * precision * recall
precision + recall

(8)

In order to avoid over-fitting, all experiments described
below are conducted in a song-wise ten-fold crossvalidation. For each of the measures mentioned above,
we give the average value among all folds.
4.3 Results
4.3.1 Accuracy of the model-based vocal detection
In a first experiment we evaluate the performance of the
vocal detection model by means of correctly classified
instances (CCI). For all three databases, the evaluation
was conducted in a frame-based ten-fold cross-validation
process
4.3.2 Frame-wise voicing detection accuracy
We analyze the voicing detection performance with and
without the model based vocal detection (VD) with respect to manually corrected vocal/non-vocal segmentation. Table 1 gives the average performance measures
among the song-wise ten-fold cross-validation. The decision threshold for the rejection of a contour was set to
th=80%.

Precision
Recall
False alarm
F-measure

FA-EXC
Without
With
VD
VD
84%
90%
97%
95%
185
8%
0.89
0.92

FL_FULL
Without
With
VD
VD
71%
83%
95%
92%
30%
15%
0.81
0.87

Table 1. Voicing detection accuracy with and without
model-based vocal detection.
For the database FL_FULL the results show a significant
reduction of false positives of 15% as well as an improvement in precision by 12%. The small decrease in the
voicing recall 3% indicates that a number of voiced
frames has been mistakenly rejected during the vocal detection stage. Nevertheless, the overall F-measure improves from 0.81 to 0.87. We observe the same trend for
the database FA_EXC, but with a lower increase in performance. This can be explained by the fact that the excerpts mainly cover singing voice sections and therefore
the false alarm rate without the incorporation of a vocal
detection is comparatively low.

4.2 Evaluation methodology

4.3.3 Influence of the decision threshold

We evaluate the frame-wise accuracy of the voicing detection by calculating the voicing recall (% of all voiced
frames correctly estimated as voiced), voicing false alarm
(% of all unvoiced frames mistakenly estimated as
voiced), and voicing precision (% all frames classified as
voiced which actually are voiced). We furthermore compute the F-measure as follows:

In order to adjust the threshold for the rejection of a given
contour, we computed the F-measure for a single fold of
the database FA_EXC in dependency of the parameter th.
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tion of false positives does not seem to have a strong influence on the note segmentation and labeling process for
the case of the dataset containing mainly voiced frames.
A larger improvement can be expected for a dataset containing longer unvoiced sections and guitar interludes.
We therefore plan a ground truth transcription for the full
dataset FL-FULL for future work.

F-Measure
0.860
0.900
0.917
0.925
0.929
0.927
0.925

Raw pitch accuracy
Overall accuracy

Table 2. Voicing detection accuracy for varying decision
thresholds.

4.3.4 Influence of the training database
As many other genres, flamenco music is characterized
by a typical instrumentation, namely vocals, guitar and
hand-clapping. In order to investigate the advantage of
training the vocal detection model on such genre-specific
data compared to a generalized vocal detection model, we
additionally train a model on the WEST_FULL. For each
fold of the database FL_FULL we compare the performance for incorporating the genre-specific model trained
on the current fold vs. the general model trained on
WEST_FULL.

Voicing false alarm
Voicing precision
Voicing recall
F-measure

With VD
model
67.06%
90.37%

Table 4. Transcription accuracy with and without modebased vocal detection.

We accordingly adjust the decision threshold to th=80%.

Genre-specific
VD model
15%
83%
92%
0.87

Without VD
model
67.81%
88.29%

General
VD model
8%
81%
59%
0.57

Table 3. Voicing detection accuracy for different training
databases.
The results given in table 3 clearly show a significant
decrease in performance when classifying based on the
generalized model. The F-measure even drops below the
value of 0.81 without vocal detection. It becomes obvious, that at least for such small amount of training data,
the vocal detection model needs to be trained on genrespecific data.
4.3.5 Accuracy of the note transcription
For the database FA_EXC, we furthermore evaluate the
resulting note transcriptions by means of overall accuracy (% of correctly estimated frames, including voicing
detection) and raw pitch accuracy (% of voiced frames
for which the estimated pitch is within a range of 50
cents). Again, the results refer to the average measures
over a 10-fold cross-validation.
The results show an improvement in the overall accuracy
of approximately 2%. The raw pitch accuracy is slightly
lower when the vocal detection model is incorporated in
the system. This probably results from a small number of
falsely rejected voiced frames. Consequently, the reduc-

5. CONSLUSIONS
We propose the incorporation of a statistical learning
model into the automatic singing voice transcription system described in [2] in order to reduce the number of
voicing false positives. We train a classifier on a small
number of frame-wise extracted timbre, harmonic and
pitch contour descriptors and assume a genre-specific
instrumentation. A contour segment estimated by the predominant melody extraction algorithm is rejected if more
than 80% of the contour frames are classified as unvoiced. The results clearly indicate that incorporating the
model-based vocal detection significantly reduces the
percentage of voicing false positives and improves the
voicing detection F-measure. By comparing the performance for classifiers trained on genre-specific and Western commercial music databases, we confirm the advantage of the former, at least for a small number of
training instances. Furthermore, we observe a small increase in the overall transcription accuracy resulting from
the reduction of mistakenly transcribed guitar notes. A
larger improvement can be expected on a dataset containing larger unvoiced section, which will be included in
subsequent work.
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ABSTRACT
The purpose of this paper is to propose “interval scale,” a
new concept defined as a set of ordered pitch-class intervals. Unlike an ordinary scale, this concept restricts usable
intervals and doesn’t restrict pitch classes directly. This
provides possibilities that interval scales can be used in
atonal music that uses all pitch classes and can be used
to express some differences in a similar way to ordinary
scales, depending on the selection of the elements. In this
paper, we first present two existing musical pieces that can
be interpreted as being based on interval scales, and see
the possible effectiveness of this concept to express some
senses of tonality. Next, we show that an interval scale
is a generating set of a mathematical group and prove the
necessary and sufficient condition for an interval scale to
generate all pitch classes as a condition of atonality. Furthermore, the relationship between tone row and interval
scale is examined, and the necessary and sufficient condition for an interval scale to be preserved by several tonerow transformations is proved. These results will provide
a basic understanding and some criteria of selecting interval scales for composers who create music based on this
concept.
1. INTRODUCTION
In tuning systems that divide an octave into 12 notes like 12
equal temperament, pitch classes C, C#, · · · , B are identified with the set Z12 that consists of residue classes of
Z mod 12. A scale in such tuning systems can be represented as a subset of Z12 . For example, {0,2,4,5,7,9,11}
is the diatonic scale and {0,1,2,3,4,5,6,7,8,9,10,11} is the
chromatic scale, where m denotes the class represented by
an integer m(0 ≤ m ≤ 11)1 . Similarly, tuning systems
which divide an octave into n notes are represented as Zn ,
and scales in such tuning systems are subsets of Zn .
However, Zn can be interpreted in another way. The
collection of all of ordered pitch-class intervals2 in a tuning system of n notes can be also represented as Zn (i.e.,
c
Copyright: ⃝2014
Tsubasa Tanaka et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
1 In this paper, we identify a scale with another scale when they are
identical as sets. For example, we ignore the difference between Ionian
scale {0, 2, 4, 5, 7, 9, 11} and Mixolydian scale {7, 9, 11, 0, 2, 4, 5}.
2 The interval between two pitch classes is called ordered pitch-class
interval [1]. However, we use the term “interval,” if it would not cause
confusion.

= {y − x(mod n)|x, y ∈ Z}, where Z represents pitches).
The purpose of this paper is to investigate this interval system Zn and propose the concept of “Interval scale,” which
is defined as follows:
Definition 1 (interval scale3 ). An interval scale is a set of
intervals represented as a subset of the interval system Zn
(The empty set is not regarded as an interval scale).
The reason we think this concept is important is that it
may have the possibility to express some differences depending on the selection of its elements in a similar way
to the selection of ordinary scales such as major scale, minor scale, church modes, etc. The advantage of the interval
scale over an ordinary scale is that it can be used in atonal
music that uses all pitch classes, as is explained later. In
contrast, ordinary scales are not effective in atonal music
because they restrict usable pitch classes.
In this paper, we describe the properties of interval scale
in several aspects. In Section 2, we present two existing
musical pieces that can be interpreted with different interval scales, and see the possible effectiveness of this concept to express some senses of tonality. However, objective
evaluation of how different interval scales are perceived
differently is beyond the scope of this paper. Section 3 and
beyond focus on investigating the mathematical structures
of interval scales. In Sections 3 and 4, we show that the interval scale has a deep relationship with group theory and
examine the diversity of interval scales as group generators. In Section 5, the relationship between tone rows and
interval scales is investigated.
2. ROLE OF INTERVAL SCALE
In this section, we give two examples of musical pieces to
show that there are relevant existing pieces and to observe
the role of interval scales.
2.1 Ligeti’s “Étude 2: Cordes à vide”
The first example, Ligeti’s piano piece “Étude 2: Cordes
à vide (Open Strings),” was composed using many perfect
fifths, as the title shows. Thanks to the extensive use of
specific intervals, this piece has a strong sense of tonality.
The collection of all intervals between consecutive notes
from the beginning to the end of bar 2 forms an interval
scale {5, 6, 7, 8} (see Figure 1). This interval scale has a
small number of elements and consists of consecutive integers. Not only 7 and 5, which represent ascending and
3 Although we use this name, it would also be appropriate to call it
“mode of intervals” after Messiaen’s piece (or concept) “Mode de valeurs
et d’intensités (Mode of values and intensities)” [2, 3]
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Figure 1. The opening of Ligeti’s “Étude 2: Cordes à
vide.” The numbers denote intervals between consecutive
notes in unit of semitone. [4]
descending perfect fifths, respectively, but also the neighboring intervals 6 and 8 are used in this fragment. This
enables the melodies to deviate a little from the movement
of fifths and provide variety to the melodic movements.
Concerning the constitution of pitch classes (scale), however, all of 12 pitch classes appear by the end of the second
slur of the right hand part. Therefore, this fragment can be
interpreted as being based on the chromatic scale.
However, the sonority of this piece is different from ordinary pieces that use twelve tones. This specificity would
be well explained by the gap between the size of scale and
that of interval scale. We can consider that the few elements in the interval scale is associated with the large bias
of sonority, and that the interval scale plays a role to mediate atonality and a sense of tonality.
2.2 Berg’s “Violin Concerto”
The next example is the twelve-tone row of Berg’s “Violin
Concerto” (Figure 2).

11} and that the sense of tonality is excluded systematically by avoiding the bias of intervals as well as that of
pitches. This contrast indicates that there is a freedom of
selecting intervals in a tone row. We can consider that the
use of an interval scale in a tone row is to organize the character of sonority by utilizing this freedom, and that the interval scale plays a role to coordinate atonality and a sense
of tonality, which are seemingly contradictory properties.
3. ALGEBRAIC STRUCTURE
In the previous section, we presented existing musical pieces
and showed their common characteristics and the possible
effectiveness of interval scales. The next problem is how
to select appropriate interval scales to compose new pieces.
Before dealing with this problem, we examine the mathematical structure of the interval scales and Zn .
3.1 Additive Operation of Intervals
As is mentioned in Section 1, a tuning system like n-equal
temperament and its interval system are Zn = {0, 1, · · · ,
n − 1}. Zn is not just a set, but it has an algebraic structure, a group in which the additive operation of two given
elements is defined. This additive operation is naturally
understood as the addition of intervals. For example, “2 +
10 = 0” means “two semitones + ten semitone equals an
octave.” However, if the same addition is interpreted as an
addition of two pitches, the meaning can not be understood
naturally. This is the same with the time: Although we
would think “2 o’clock plus 2 o’clock equals 4 o’clock”
is meaningless, we would find meaning in “two hours plus
two hours equals four hours.” Therefore, we find more interest in the intervals system Zn than in the tuning system
Zn from the viewpoint of group theory.
3.2 Interval Scale as Group Generators

Figure 2. 12-tone row of Berg’s “Violin Concerto.” [5, 6]
The regularity of this tone row is easy to find. The major
3rd and minor 3rd appear early, and the last three intervals
are two semitones. The collection of these intervals forms
an interval scale {2, 3, 4}. These intervals are closely related to tonal music. The intervals 3 and 4 are constituent
of major and minor triads, and 2 is one of the most important melodic intervals in tonal music. In spite of his use
of twelve-tone technique, Berg is famous for pieces that
hold some sense of tonality [7]. These intervals would be
a good explanation for the sense of tonality in this piece.
Although the sonority of this tone row (or this piece) and
the selection of intervals are different from Ligeti’s example, these examples share common properties: (1) all of
12 pitch classes appear; (2) the interval scales have only a
small number of elements; and (3) the elements in the interval scales are consecutive integers. Are these occurring
accidentally or inevitably? These questions are discussed
in the later chapters.
The tone row of this piece is a significant contrast to the
“all-interval series,” which is a twelve-tone row that has all
types of intervals except for 0. All-interval series can be interpreted that its interval scale is {1, 2, 3, 4, 5, 6, 7, 8, 9, 10,

Let’s confirm the definition of group [8]:
Definition 2 (Group). Let G be a set in which an operation
“·” for all a, b ∈ G is defined and a · b is also contained in
G. G is a group if it satisfies the following three axioms:
1. Associativity: ∀a, b, c ∈ G, (a · b) · c = a · (b · c).
2. Identity element; ∃e ∈ G such that ∀a ∈ G ae =
ea = a.
3. Inverse element: ∀a ∈ G, ∃b ∈ G such that a · b =
b · a = e.
The interval system Zn with the additive operation of intervals “+” satisfies these axioms. 0 is the identity element
and n − a is the inverse element of a. This inverse element
is denoted by −a.
If H is a subset of a group G and it is also a group, H
is called a subgroup of G. The number of elements of G
is called the order of G. If a set G satisfies the definition
except for the second and third conditions, G is called a
semigroup [9]. A semigroup is not required to have an
identity element and inverse element. If H is a subset of
a semigroup G and it is also a semigroup, it is called a
subsemigroup of G.
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Definition 3 (Group Generators). Let G be a group and S
be a subset of G. The smallest subgroup of G that contains
S is called the group generated by S and it is denoted by
< S >. S is called a generating set (generators) of < S >.
Using “+” as the notation of the operation, < S > can
be also expressed by the following equation:
< S >= {ϵ1 s1 + ϵ2 s2 + · · · + ϵr sr |sj ∈ S, ϵj = ±1, r ∈ N}.
(1)

This means that every element of < S > can be expressed
as the combination of the elements of S and their inverses.
Similarly, generators of a semigroup can be defined as
follows:
Definition 4 (Generators of semigroup). Let G be a semigroup and S be a subset of G. The smallest subsemigroup
of G that contains S is called the semigroup generated by
S and it is denoted by ≪ S ≫. S is called a generating
set (generators) of ≪ S ≫.
Using “+” as the notation of the operation, ≪ S ≫ can
be also expressed by the following equation:
≪ S ≫= {s1 + s2 + · · · + sr |sj ∈ S, r ∈ N}.

(2)

This means that every element of ≪ S ≫ can be expressed
as the combination of the elements of S. The difference of
generators of a group and semigroup is whether the inverse
elements are used or not.
Creation of melodies based on interval scales is directly
related to the manner semigroups are generated without using inverse elements, as in Equation 2. Figure 3 shows the
process of creating multiple melodies using the same interval scale. In this figure, the elements of interval scale

Proposition 1. The semigroup ≪ In ≫ is identical with
the group < In >.
Proof. As is mentioned in the next section, Zn is a cyclic
group of order n. By the definition of a cyclic group, any
element of Zn s satisfies ns = e. Because (n − 1)s + s =
ns = e, (n − 1)s is the inverse of s. If s ∈ <<In >> then
(n − 1)s ∈ <<In >> because of Equation (2). Therefore,
<<In >> contains −s. Therefore, any element of < In >
can be expressed as an element of <<In >>, i.e. < In >⊆
<<In >>. Conversely, it is obvious that < In >⊇ <<In >>
because of Equation (1) and Equation (2).
From this proposition, the semigroup <<In >> can be regarded as a group, and In can be regarded as the group
generators. This also means that a melody can revisit to
any points that are already visited using inverse elements
that exist in <<In >>.
3.3 Circle of Fifth and Cyclic Group
Zn has n elements and all of these elements are expressed
by additions of a semitone 1 like 1, 1+1 = 2, 1+1+1 = 3,
· · · , 1+1+· · ·+1 = n = 0. The last one, n-times addition
of 1, returns to 0. Like this group, a group that consists of
the elements generated by only one element g is called a
cyclic group and denoted by < g >.
In general, a generator of a cyclic group is not unique. For
example, another generator of Z12 is the perfect fifth 7. It
generates all of Z12 like [0, 7, 2, 9, 4, 11, 6, 1, 8, 3, 10, 5, 0].
This sequence is the so-called circle of fifth. However, if
we take whole tone 2 as a generator, the sequence contains
only even numbers like [0, 2, 4, 6, 8, 10, 0] and only a subgroup {0, 2, 4, 6, 8, 10} is generated.
3.4 Two-Stage Extension of Circle of Fifth

Figure 3. Two melodies based on the same interval scale
{2, 6} (the red and blue paths) and the semigroup generated by it ≪ {2, 6} ≫= {0, 2, 4, 6, 8, 10} (black dots).
{2, 6} (this corresponds to S in Equation (2) ) are freely
selected and sequentially added. Equation (2) can be interpreted as the process that the collection of all pitch classes
(intervals from the reference point 0) that can appear in the
process of making all possible melodies (paths) from an interval scale forms a semigroup. The interval scale is a set
of generators of this semigroup. The examples of Ligeti
and Berg can be reinterpreted as the processes of sequentially generating Zn as a semigroup from the interval scales
{5, 6, 7, 8} and {2, 3, 4}, respectively.
From comparing Equation (1) and (2), we see that < S >
is a bigger set than or equal to ≪ S ≫ in general. However, if In is an interval scale of Zn , < In > and ≪ In ≫
are indeed the same set, as proved in the next proposition.
An interval scale of Zn is denoted by In hereafter.

Interestingly, Berg wrote a list of circles of every interval
in a letter to Schönberg [10] and these circles were used
in Berg’s Opera “Wozzeck” [7]. These circles are called
“interval cycles” by George Perle [10]. Interval cycles correspond to all of cyclic groups embedded in Z12 . Thus, a
cyclic group (interval cycle) can be regarded as an extension of the circle of fifth.
From the viewpoint of interval scale, we can extend the
interval cycle further. While an interval cycle can be generated by only one interval (generator), it generates only one
path of melody. In contrast, generators that have more than
one element can generate multiple melodies as in Figure 3.
Thus, group generation by interval scale can be regarded
as an extension of the interval cycle. This extension allows
us to select intervals freely from multiple elements just like
selecting pitches from multiple elements in a scale.
4. SELLECTION OF INTERVAL SCALE
Fortunately, every subgroup of a cyclic group is also a
cyclic group [8]. Because Zn is a cyclic group, there are
no other subgroups than cyclic groups. Then, the problem for us is the relationship between In and Zn 4 . There
4 There are already many studies relevant to groups of musical intervals. For example, Xenakis mentioned the group of pitch intervals [11].
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are cases where the group generated by an interval scale
is smaller group than whole Zn like < 2 > in Z12 , and
there are other cases where whole Zn is generated. This
depends on the selection of the interval scale. In this paper, we place interval scale as a possible system to generate atonal music. From this viewpoint, the problem to
be solved is which cyclic groups are generated depending
on the selection of interval scales and under what condition whole Zn is generated. In this section, we investigate
these problems. Solving these problems would enable us
to know how to select interval scales.
First, we define a concept “chromatic” as a criterion of
atonality:

This theorem means that < In > is completely determined and classified by d. For example, {0, 8, 10} and
{6, 8} in Z14 shares the greatest common divisor 2. Therefore, both interval scales generate the same subgroup <
2 >= {0, 2, 4, 6, 8, 10, 12}6 .

Definition 5 (Chromatic). The group generated by In is
said to be chromatic if it is identical with whole Zn .

This theorem can be used to judge whether In can generate atonal music that uses all of n pitch classes. In addition, if n is a prime number and In ̸= {0}, then < In >
is always chromatic, because d and n are co-prime. This
is highly suggestive since the nearest neighbors of 12, 11
and 13, are prime numbers. This is as if n avoids prime
numbers. Contrary to prime numbers, 12 is the number
whose number of divisors is the largest in natural numbers
less than 24. Thanks to this fact, I12 can generate relatively
large numbers of subgroups. This may have something to
do with the reason why 12 has been the standard7 .
If In contains two consecutive elements x and x + 1,
then < In > is chromatic because d = 1. This is the
case of the interval scales of Ligeti and Berg. Here, we
can guess the meaning of the selections of their interval
scales. Although the smallness of the number of elements
of an interval scale may contribute to clarify characteristics of sonority or sense of tonality, it may also prevent
the group < In > from becoming chromatic because the
smallness of the number of elements tends to increase d
(see Theorem 1). However, the use of the consecutive interval scale ensures atonality. Therefore, we can interpret
that the selections of Ligeti and Berg share a reasonable
strategy to achieve a good balance between atonality and
sense of tonality.

The following lemma, which will be used later, is an extension of the famous “Euclid’s lemma.”
Lemma 1 (Generalized Euclid’s lemma). There exists a
combination of integers a1 , a2 , · · · , ai such that a1 y1 +
a2 y2 + · · · + ai yi = d, where yk are integers (i > 0,
1 ≤ k ≤ i) and gcd(y1 , y2 , · · · , yi ) = d5 .
Proof. Mathematical induction is used to prove this statement. In the case where i = 1, either a1 = 1 or a1 = −1 is
the solution because gcd(y1 ) = |y1 |. In the case where i =
2, the statement is true, because it is the ordinary version
of Euclid’s lemma. From the prerequisite of the statement
where i = k + 1, gcd(y1 , y2 , · · · , yk , yk+1 ) = d. Let D
be gcd(y1 , y2 , · · · , yk ), then gcd(y1 , y2 , · · · , yk , yk+1 ) =
gcd(D, yk+1 ) = d. From the statement where k = 2,
we assume that there exists a combination of integers A, B
such that AD + Byk+1 = d. From the statement where
i = k, we assume that there exist a combination of integers
a1 , a2 , · · · , ak such that (a1 y1 + a2 y2 + · · · + ak yk ) = D.
In AD + Byk+1 = d, let’s substitute D, then A(a1 y1 +
a2 y2 + · · · + ak yk ) + Byk+1 = d. We see that the coefficients of yk are integers. Therefore, the statement is true
in the case where i = k + 1.
Theorem 1 (Cyclic group < d >). < In > is identical
with the cyclic group < d >, where In = {x1 , x2 , · · · , xi },
d is the greatest common divisor of {x1 , x2 , · · · , xi }, and
0 ≤ xk ≤ n − 1(1 ≤ k ≤ i, i > 0).
Proof. < In >⊆< d > is obvious, because any elements
of In are the classes of multiple numbers of d. Conversely,
if d ∈< In > is true, < In >⊇< d > is also true. Therefore, d ∈< In > is what we should verify here. From
Lemma 1, there exists a combination of integers a1 , a2 ,
· · · , ai such that a1 x1 + a2 x2 + · · · + ai xi = d. Therefore
a1 x1 +a2 x2 +· · ·+ai xi = d. Because the left-hand side is
a member of < In >, d is also a member of < In >.
In Lewin’s GIS (generalized interval system), intervals are defined on an
abstract space, and the group of intervals on this space, which is denoted
by IVLS, were studied [12, 13]. Interval system Zn is a specific case
of IVLS. Morris made detailed studies about the groups that consist of
tone-row transformations [14]. However, how groups are generated from
multiple generators hasn’t been thoroughly studied.
5 For convenience, we define gcd(y ) = |y | and gcd(0, 0, · · · , 0)
1
1
= 0.

Theorem 2 (Condition to be chromatic). < In > is chromatic iff d and n are co-prime.
Proof. < In > is chromatic. ⇐⇒ < d > = Zn (because of
Theorem 1). ⇐⇒ < d > has 1. ⇐⇒ ∃B ∈ Z s.t. Bd = 1.
⇐⇒ ∃A, B ∈ Z s.t. An + Bd = 1. ⇐⇒ n and d are
co-prime (partly because of Lemma 1).

5. TONE ROW TRANSFORMATIONS AND
INTERVAL SCALE
In this section, we investigate the relationship between tone
row transformations and the interval scale8 . Tone rows9
are usually related to their transformations such as transposition (Ti ), prime (P ), inversion (I), retrograde (R), and
retrograde inversion (RI = IR). From the viewpoint of
interval scale, one of the principal problems is how the
interval scales of tone rows are transformed accompanied
by the tone-row transformations. However, it is obvious
that transpositions of tone rows don’t change the interval
6 The formula for calculating the order of < I > can be created,
n
though we don’t deal with it here.
7 Based on this idea, selecting n that realizes local maximum values of
a divisor function (a function that calculate the number of divisors of n)
may be a good choice for microtonal music composition.
8 In general, interval scales are not necessarily used together with tone
rows.
9 In this section, n is not necessarily twelve, and the number of notes
in a tone row is not necessarily twelve nor n.
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scales. Therefore, we only focus on a group of four transformations, which are P , I, R, RI, where P is the identity
element of this group and does nothing to the tone row10 .
First, let’s formally define the interval scale of a tone row:
Definition 6 (Interval scale of tone row). Let Xn be a tone
row Xn = [x1 , x2 , · · · , xm ](xk ∈ Zn , 1 ≤ k ≤ m, m >
1). The interval scale of a tone low Xn is denoted by
IS(Xn ) and is defined as the set of differences of consecutive pitch classes, i.e. {xk − xk−1 |2 ≤ k ≤ m}.
For example, IS(X6 ) of the tone row X6 = [0, 4, 3, 2] is
{4, 5}. There is another key definition about a characteristic of interval scale:
Definition 7 (Symmetric11 ). An interval scale In is said
to be symmetric, if In is invariant by the transformation
of interval scale Inv, which replace each interval to the
inverted interval (i.e. In = Inv(In ), Inv(In ) = {0 −
a|a ∈ In }).
For example, {5, 6, 7} in Z12 is symmetric because Inv({
5, 6, 7}) = {5, 6, 7}, and {2, 3, 4} in Z12 is not symmetric
because Inv({2, 3, 4}) = {8, 9, 10}.
Theorem 3 (Condition of invariance).

6. CONCLUSION
In this paper, we proposed the concept of “interval scale”
and showed that it is a generating set of a subgroup of Zn .
In addition, we showed that the group generated by an interval scale is characterized by d, the greatest common divisor of the interval scale, and also showed the necessary
and sufficient condition for the group generated by an interval scale to be chromatic. From this condition, we found
that the use of consecutive intervals may be a reasonable
strategy to satisfy atonality and a sense of tonality, which
are seemingly contradictory properties. Finally, we investigated the relationship between tone-row transformations
and interval scale and showed the necessary and sufficient
condition for the interval scale of a tone row to be unchanged by the group of transformations P , I, R, and IR.
These results will provide a basic understanding and some
criteria of selecting interval scales for composers who create music based on this concept.
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ABSTRACT
Musical melodies contain hierarchically organized events,
where some events are more salient than others, acting
as melodic landmarks. In Hindustani music melodies, an
important landmark is the occurrence of a nyās. Occurrence of nyās is crucial to build and sustain the format of
a rāg and mark the boundaries of melodic motifs. Detection of nyās segments is relevant to tasks such as melody
segmentation, motif discovery and rāg recognition. However, detection of nyās segments is challenging as these
segments do not follow explicit set of rules in terms of segment length, contour characteristics, and melodic context.
In this paper we propose a method for the automatic detection of nyās segments in Hindustani music melodies. It
consists of two main steps: a segmentation step that incorporates domain knowledge in order to facilitate the placement of nyās boundaries, and a segment classification step
that is based on a series of musically motivated pitch contour features. The proposed method obtains significant accuracies for a heterogeneous data set of 20 audio music
recordings containing 1257 nyās svar occurrences and total duration of 1.5 hours. Further, we show that the proposed segmentation strategy significantly improves over a
classical piece-wise linear segmentation approach.
1. INTRODUCTION
Musical melodies contain hierarchically organized events
that follow a specific grammar [1]. Some of these events
are musically more salient than others and act as melodic
landmarks. Cadential notes in classical Western music [2]
or Kārvai regions in Carnatic music [3] are examples of
such landmarks. While some of these landmarks can be
identified based on a fixed set of rules, others do not follow any explicit set of rules and are learned implicitly by a
musician through music education and practice. A computational analysis of these landmarks can discover some of
Copyright: c 2014 Sankalp Gulati et al. This is an open-access article distributed

these implicitly learned rules and help in developing musically aware tools for music exploration, understanding
and education. Occurrence of a nyās in Hindustani music
melodies is an example of such a melodic landmark that
we investigate in this study.
Dey presents various interpretations and perspectives on
the concept of nyās in Hindustani music according to ancient, medieval and modern authors [4]. In the context of
its current form, the author describes nyās as that process
in a performance of a rāg where an artist pauses on a particular svar 1 , in order to build and subsequently sustain
the format of a rāg, the melodic framework in Indian art
music [4, p. 70][5]. Dey elaborates the concept of nyās
in terms of action, subject, medium, purpose and effect associated with it. Typically, occurrence of a nyās delimits
melodic phrases (motifs), which constitute one of the most
important characteristic of a rāg. Analysis of nyās is thus a
crucial step towards melodic analysis of Hindustani music.
In particular, automatically detecting occurrences of nyās
(from now on referred as nyās segments) will aid in computational analyses such as melody segmentation, motif
discovery, rāg recognition and music transcription [6, 7].
However, detection of nyās segments is a challenging computational task, as the prescriptive definition of nyās is very
broad, and there are no fixed set of explicit rules to quantify this concept [4, p. 73]. It is through rigorous practice
that a seasoned artist acquires perfection in the usage of
nyās, complying to the rāg grammar and exploring creativity through improvisation at the same time.
From a computational perspective, the detection of nyās
segments is challenging due to the variability in segment
length, melodic characteristics and the different melodic
contexts in which nyās is rendered. To illustrate this point
we show a fragment of pitch contour in Figure 1, annotated
with nyās segments denoted by Ni (i = 1...5). We see that
the nyās segment length is highly varied, where N5 is the
smallest nyās segment (even smaller than many non-nyās
segments) and N3 is the longest nyās segment. In addition, pitch contour characteristics also vary a lot due to the

under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

1 The seven solfège symbols used in Indian art music are termed as
svars. It is analogous to note in western music but conceptually different.
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Figure 1. Fragment of a pitch contour showing nyās segments denoted by Ni (i = 1...5)
presence of alankārs 2 . The pitch characteristics of a segment depends on the rāg and scale degree of the nyās, and
adds further complexity to the task [8]. For example, in
Figure 1, N1 and N3 have a small pitch deviation from
the mean svar frequency, whereas, N2 and N4 have significant pitch deviation (close to 100 cents in N5 ). Large
pitch deviations also pose a challenge in segmentation process. Further, melodic context such as the relative position
with respect to a non-voiced or long melodically constant
region plays a crucial role in determining a nyās segment.
Because of these factors the task of nyās segment detection becomes challenging and requires sophisticated learning techniques together with musically meaningful domain
specific features.
In computational analysis of Indian art music, nyās segment detection has not received much attention in the past.
To the best of our knowledge, only one study with the final
goal of spotting melodic motifs has indirectly dealt with
this task [9]. In it, the authors considered performances
of a single rāg and focused on a very specific nyās svar,
corresponding to a single scale degree: the fifth with respect to the tonic, the ‘Pa’ svar. This svar is considered as
one of the most stable svars, and has minimal pitch deviations. Thus, focusing on it oversimplified the methodology
developed in [9] for nyās segment detection.
A related topic is the detection of specific alankārs and
characteristic phrases (also referred as Pakads) in melodies
in Indian art music [10, 11, 12, 13]. These approaches typically exploit pattern recognition techniques and a set of
pre-defined melodic templates. A nearest neighbors classifier with a similarity measure based on dynamic time
warping (DTW) is a common method to detect patterns
in melodic sequences [11, 12]. In addition, it is also the
most accurate [14] and extensively used approach for time
series classification in general (cf. [15]). Notice that the
concept of landmark has been used elsewhere, with related
but different notions and purposes. That is the case with
time series similarity [16], speech recognition [17, 18], or
audio identification [19].
In this paper, we propose a method for detecting occurrences of nyās svar in Hindustani music melodies. The
proposed method consists of two main steps: segmentation based on domain knowledge, and segment classification based on a set of musically motivated pitch contour
features. There are three main reasons for selecting this
approach over a standard pattern detection technique (for
2 Characteristic pitch movements acting as ornaments during a svar
rendition
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Figure 2. Block diagram of the proposed approach.
example DTW). First, the pitch contour of a nyās segment
obeys no explicit patterns, hence the contour characteristics have to be abstracted. Second, information regarding
the melodic context of a segment can be easily interpreted
in terms of discrete features. Third, we aim to measure the
contribution of a specific feature in the overall classification accuracy (for example, if contour variance and length
are the most important features for the classification). This
is important in order to corroborate the results obtained
from such data driven approaches to that from musicological studies.
The structure of the remainder of the paper is as follows.
In Section 2 we present our proposed method for melody
segmentation and for detection of nyās segments. In Section 3 we describe our experimental setup, which includes
description of the data set and measures used for evaluation, the ground truth annotation procedure, and brief discussion on few baseline methods. In Section 4 we present
and discuss the results of our experiments. Finally, in Section 5, we provide some conclusions and directions for future work.
2. METHOD
2.1 Predominant Pitch Estimation & Representation
The proposed method is comprised of four main blocks
(Figure 2): predominant pitch estimation and representation, segmentation, feature extraction, and segment classification and fusion. For estimating pitch of the the predominant melodic source 3 we use the method by Sala3 This task is also referred as predominant melody extraction in various
contexts within Music Information Research.

- 1063 -

Fundamental Frequency (cents)

Nyās segment

1150

Sn+1

1100
T1

1050

T2

T3

T4

T7

T9

T8

ε

1000

ρ1

Sn

950

ρ2

Sn-1

900
T5

850
1

2

3

4

T6

5

6

7

8

9

10

Time (s)

Figure 3. Fragment of a pitch contour containing a nyās
segment (T1 − T9 ), where Ti s denote time stamps and Sn s
denote mean svar frequencies. The pitch deviation within
the nyās segment (T1 − T9 ) is almost 100 cents (T5 − T6 ).
mon & Gómez [20], which scored very favorably in an international evaluation campaign featuring a variety of musical genres, including Indian art music 4 . For the pitch
representation to be musically meaningful, we convert the
pitch values to cents, normalized by the tonic frequency of
the lead artist. Tonic of the lead artist is extracted automatically using the approach proposed by Gulati [21]. In a
comparative evaluation of different tonic identification approaches for Indian art music, this approach consistently
performed better for a variety of music material within Indian art music [22]. For both predominant pitch estimation
and tonic identification we use the implementations available in Essentia [23], an open-source C++ library for audio
analysis and content-based music information retrieval.
2.2 Segmentation
Nyās segment is a rendition of a single svar and the aim of
the segmentation process is to detect the svar boundaries.
However, svars contain different alankārs as discussed before where pitch deviation with respect to the mean svar
frequency can go roughly up to 200 cents. This characteristic of a svar in Hindustani music poses a challenge to
segmentation. To illustrate this, in Figure 3 we present an
example of a nyās segment (between T1 − T9 , centered
around mean svar frequency Sn = 990 cents). The pitch
deviation in this nyās segment with respect to the mean
svar frequency reaches almost 100 cents (between T5 −T6 ).
Note that the reference frequency, i.e. 0 cent is the tonic
pitch of the lead singer.
We experiment with two different methods for segmenting melodies: piece-wise linear segmentation (PLS), a classical, generic approach used for the segmentation of time
series data [24], and our proposed method, which incorporates domain knowledge to facilitate the detection of nyās
boundaries. For PLS we use a bottom-up segmentation
strategy as described in [24]. Bottom-up segmentation methods involve computation of residual error incrementally for
each sample of time series. When the residual error satisfies a pre-defined criterion a new segment is created. Out
of the two typical criteria used for segmentation, namely
average and maximum error, we choose the latter because,
ideally, a new segment should be created as soon as the
4 http://nema.lis.illinois.edu/nema_out/
mirex2011/results/ame/indian08/summary.html

Figure 4. Normalized octave folded pitch histogram used
for estimating mean svar frequencies. Estimated mean svar
frequencies are indicated by circles.

melody progresses from one svar to the other. In order
to select the optimal value of the allowed maximum error, which we denote by , we iterated over four different
values and chose the one which resulted in the best performance. Specifically, for  = {10, 25, 50, 75},  = 75 cents
yielded the best performance (we rejected  ≥ 100 cents
in early experimentation stages because few svars of a rāg
are separated by an interval of 100 cents and, therefore, the
segmentation output was clearly unsatisfactory).
To make the segmentation process robust to pitch deviations, we propose a method based on empirically-derived
thresholds. Unlike PLS, our proposed method computes
a pitch histogram and uses that to estimate mean svar frequencies before the computation of residual error. This
allows us to compute the residual error with respect to the
mean svar frequency instead of computing it with respect
to the previous segment boundary, as done in PLS. In this
way our proposed method utilizes the fact that the time series being segmented is a pitch contour where the values of
the time series hover around mean svar frequencies. The
mean svar frequencies for an excerpt are estimated as the
peaks of the histogram computed from the estimated pitch
values. An octave folded pitch histogram is computed using a 10 cent resolution and subsequently smoothened using a Gaussian window with a variance of 15 cents. Only
the peaks of the normalized pitch histogram which have
at least one peak-to-valley ratio greater than 0.01 are considered as svar locations. As peaks and valleys we simply take all local maximas and minimas over the whole
histogram. In Figure 4 we show an example of an octave folded normalized pitch histogram used for estimating
mean svar frequencies. The estimated mean svar frequencies are indicated by circles. We notice that the pitch values
corresponding to a svar span a frequency region and not a
single value.
After we estimate mean frequencies of all the svars in a
piece, we proceed with their refinement. For the n-th svar
Sn , we search for contiguous segments within a deviation
of ε from Sn , that is, |Sn − Pi | < ε, for i ∈ [1, N ], where
Pi is the fundamental frequency value (in cents) of the i-th
sample of a segment of length N . In Figure 3, this corresponds to segments [T1 , T2 ], [T3 , T4 ], and [T7 , T8 ].
Next, we concatenate two segments [Ta , Tb ] and [Te , Tf ]
if two conditions are met:
1. Pi − Sn < ρ1 and Sn − Pi < ρ2 , for i ∈ [Tb , Te ],
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where ρ1 = Sn+1 −Sn +ε and ρ2 = Sn −Sn−1 +ε.
2. Tc − Td < δ, where δ is a temporal threshold and
[Tc , Td ] is a segment between Tb , Te such that |Sm −
Pi | < ε for i ∈ [Tc , Td ] for m ∈ [Sn−1 , Sn+1 ] and
m 6= n.
In simple terms, we concatenate two segments if the fundamental frequency values between them do not deviate a lot
(less than ρ1 and ρ2 ) and the time duration of the melody
in close vicinity (less than ) of neighboring svars is not
too large (less than δ). We repeat this process for all svar
locations. In our experiments, we use ε = 25 cents and
δ = 50 ms, which were empirically obtained. In the example of Figure 3, we see that the two conditions apply
for segments [T1 , T2 ] and [T3 , T4 ], and not for [T3 , T4 ] and
[T7 , T8 ] because T6 − T 5 > δ. Notice that we can already
derive a simple binary flatness measure ν for [Ta , Tb ], ν =
1 if |Sn − Pi | <  for i ∈ [Ta , Tb ] for any n and ν = 0
otherwise.
2.3 Feature Extraction
We extract musically motivated melodic features for segment classification, which resulted out of discussions with
musicians. For every segment, three sets of melodic features are computed: local features (L), which capture the
pitch contour characteristics of the segment, contextual features (C), which capture the melodic context of the segment, and a third set combining both of them (L+C) in
order to analyze if they complement each other. Initially,
we considered 9 local features and 24 contextual features:
Local Features: segment length, mean and variance of the
pitch values in a segment, mean and variance of the
differences in adjacent peak locations of the pitch sequence in a segment, mean and variance of the peak
amplitudes of the pitch sequence in a segment, temporal centroid of the pitch sequence in a segment
normalized by its length, and the above-mentioned
flatness measure ν (we use the average segmentation
error for the case of PLS).
Contextual Features: segment length normalized by the
length of the longest segment within the same breath
phrase 5 , segment length normalized by the length of
the breath phrase, length normalized with the length
of the previous segment, length normalized by the
length of the following segment, duration between
the ending of the segment and succeeding silence,
duration between the starting of the segment and preceding silence, and all the local features of the adjacent segments.
However, after preliminary analysis, we reduced these
features to 3 local features and 15 contextual features. As
local features we selected length, variance, and flatness
measure (ν). As contextual features we selected all of them
except the local features of the posterior segment. This

feature selection was done manually, performing different
preliminary experiments with a subset of the data, using
different combinations of features and selecting the ones
that yielded the best accuracies.
2.4 Classification and Segment Fusion
Each segment obtained in Section 2.2 is classified into nyās
or non-nyās based on the extracted features of Section 2.3.
To demonstrate that the predictive power of the considered
features is generic and independent of a particular classification scheme, we employ five different algorithms exploiting diverse classification strategies [25]: trees (Tree),
K nearest neighbors (KNN), naive Bayes (NB), logistic
regression (LR), and support vector machines with a radial basis function kernel (SVM). We use the implementations available in scikit-learn [26], version 0.14.1. We
use the default set of parameters with few exceptions in order to avoid over-fitting and to compensate for the uneven
number of instances per class. Specifically, we set min samples split=10 for Tree, fit prior=False for
NB, n neighbors=5 for KNN, and for LR and SVM
class weight=‘auto’.
For out-of-sample testing we implement a cross-fold validation procedure. We split the data set into folds that contain an equal number of nyās segments, the minimum number of nyās segments in a musical excerpt (7 in our case).
Furthermore, we make sure that no instance from the same
artist and rāg is used for training and testing in the same
fold.
After classification, boundaries of nyās and non-nyās segments are obtained by merging all the consecutive segments with the same segment label. During this step, the
segments corresponding to the silence regions in the melody,
which were removed during classification, are regarded as
non-nyās segments.
3. EXPERIMENTAL SETUP
3.1 Music Collection and Annotations
The music collection used for evaluation consists of 20 audio music recordings of total duration of 1.5 hours, all of
which are vocal ālāp performances of Hindustani music.
Ālāps are unmetered melodic improvisational sections, usually performed as the opening of a raga rendition. We
selected only ālāp performances because the concept of
nyās is emphasized in these sections during a rāg rendition.
Of the 20 recordings, 15 are polyphonic commerciallyavailable audio recordings compiled as a part of the CompMusic project 6 [27]. The other 5 audio recordings in the
data set are monophonic in-house studio recordings of the
ālāps sung by a professional singer of Hindustani music.
The in-house audio recordings are available under creative
commons (CC) license in Freesound 7 . In total we have
performances by 8 artists in 16 different rāgs. In order
avoid over-fitting of the learned model it is important to
include different artists and rāgs as the nyās characteristics
highly depend on these aspects [4].

5 Melody segment between consecutive breaths of a singer. We consider every unvoiced segment (i.e., a value of 0 in the pitch sequence)
greater than 100 ms as breath pause.
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Nyās segments were annotated by a performing artist of
Hindustani music (vocalist) who has received over 15 years
of formal musical training. The musician marked all the
nyās segment boundaries and labeled them appropriately.
After annotation, we obtained 1257 nyās svar segments.
The duration of these segments vary from 150 ms to 16.7 s
with a mean of 2.46 s and median of 1.47 s.
3.2 Evaluation Measures and Statistical Significance
For the evaluation of nyās boundary annotations we use
hit rates as in a typical music structure boundary detection
task [28]. While calculating hit rate, segment boundaries
are considered as correct if they fall within a certain threshold of a boundary in the ground-truth annotation. Using
matched hits, we compute standard precision, recall, and
F-score for every fold and average them over the whole
data set. The choice of a threshold however depends on the
specific application. Due to the lack of scientific studies
on the just noticeable differences of nyās svar boundaries,
we computed results using an arbitrary selected threshold
of 100 ms. Label annotations are evaluated using standard
pairwise frame clustering method as described in [29]. Frames with same duration as threshold value for the boundary evaluation (i.e. 100 ms) are considered while computing precision, recall, and F-score. For assessing statistical
significance we use the Mann-Whitney U test [30] with
p < 0.05 and assuming an asymptotic normal distribution
of the evaluation measures. To compensate for multiple
comparisons we apply the Holm-Bonferroni method [31],
a powerful method that also controls the so-called familywise error rate. Thus, we end up using a much more stringent criteria than p < 0.05 for measuring statistical significance.
3.3 Baselines
Apart from reporting the accuracies for the proposed method and its variants, we compare against some baseline approaches. In particular, we consider DTW together with a
KNN classifier (K = 5). For every segment, we compute
its distance from all other segments and assign a label to it
based on the labels of its K nearest neighbors, using majority voting. As the proposed method also exploits contextual information, in order to make the comparison more
meaningful, we consider the adjacent segments in the distance computation with linearly interpolated values in the
region corresponding to the segment. For comparing with
the variant of the proposed method that uses a combination
of the local and contextual features, we consider adjacent
segments together with the actual segment in the distance
computation. As this approach does not consider any features, it will help us in estimating the benefits of extracting
musically-relevant features from nyās segments.
In addition, to quantify the limitations of the adopted evaluation measures, we compute a few random baselines. The
first one (RB1) is calculated by randomly planting boundaries (starting at 0 s) according to the distribution of inter
boundary intervals obtained using the ground-truth annotations. For each segment we assign the labels ‘nyās’ with a
a priory probability (same for all excerpts) computed using

ground truth annotations of the whole data set. The second
one (RB2) is calculated by planting boundaries (starting
at 0 s) at even intervals of 100 ms and assigning class labels as in RB1. Finally, the third one (RB3) considers the
exact ground-truth boundaries and assigns the class labels
randomly as in RB1 and RB2. Thus, with RB3 we can
directly assess the impact of the considered classification
algorithms. We found that RB2 achieves the best accuracy
and therefore, for all the following comparisons we only
consider RB2.
4. RESULTS AND DISCUSSION
We evaluate two tasks, nyās segment boundary annotation,
and nyās and non-nyās segment label annotation. For both
the tasks, we report results obtained using two different
segmentation methods (PLS and the proposed segmentation method), five classifiers (Tree, KNN, NB, LR, SVM),
and three set of features (local (L), contextual(C) and local together with contextual (L+C)). In addition, we report
results obtained using a baseline method (DTW) and a random baseline (RB2).
In Table 1 we show the results of nyās boundary annotations. First, we see that every variant performs significantly better than the best random baseline. RB2 yields
an F-score of 0.184 while the worst variant tested reaches
0.248. Next, we see that the proposed method achieves a
notably higher accuracy compared to the DTW baseline.
Such difference is found to be statistically significant, with
the only exception of the NB classifier. For a given feature set, the performance differences across classifiers are
not statistically significant. The only exceptions are Tree
and NB, which yield relatively poor and inconsistent performances over different feature sets. We opted to not consider these two classifiers in the following comparisons.
Among feature sets, the performance differences are not
statistically significant between PLS variants (Table 1, top
rows), whereas for the case of the proposed segmentation
method (Table 1, bottom rows), we find that the local features perform significantly better than the contextual features and their combination does not yield consistent improvements. Finally, we see that the best results are obtained using the proposed segmentation method together
with the local features, with a statistically significant difference to its competitors. Furthermore, the worst accuracy obtained using the proposed segmentation method is
notably higher than the best accuracy using PLS method,
again with a statistically significant difference.
In Table 2 we show the results for nyās and non-nyās label annotations. Basically, we can draw similar conclusions as with Table 1: (1) all method variants perform
significantly better than the random baselines, (2) all the
proposed method variants yield significant accuracy increments over the DTW baseline, and (3) no statistically significant differences between classifiers (with the aforementioned exceptions). In label annotations, unlike the boundary annotations, we find that though the local features perform better than the contextual features, the differences
are not statistically significant for all the proposed method
variants. Furthermore, we also see that the proposed seg-
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Feat.
L
A
C
L+C
L
B
C
L+C

DTW
0.356
0.284
0.289
0.524
0.436
0.446

Tree
0.407
0.394
0.414
0.672
0.629
0.682

KNN
0.447
0.387
0.426
0.719
0.615
0.708

NB
0.248
0.383
0.409
0.491
0.641
0.591

LR
0.449
0.389
0.432
0.736
0.621
0.725
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5. CONCLUSIONS AND FUTURE WORK

SVM
0.453
0.406
0.437
0.749
0.673
0.735

Table 1. F-scores for nyās boundary detection using PLS
method (A) and the proposed segmentation method (B).
Results are shown for different classifiers (Tree, KNN,
NB, LR, SVM) and local (L), contextual (C) and local together with contextual (L+C) features. DTW is the baseline method used for comparison. F-score for the random
baseline obtained using RB2 is 0.184.

Feat.
L
A
C
L+C
L
B
C
L+C

DTW
0.553
0.251
0.389
0.546
0.281
0.332

Tree
0.685
0.639
0.694
0.708
0.671
0.672

KNN
0.723
0.631
0.693
0.754
0.611
0.710

NB
0.621
0.690
0.708
0.714
0.697
0.730

LR
0.727
0.688
0.722
0.749
0.689
0.743

SVM
0.722
0.674
0.706
0.758
0.697
0.731

We proposed a method for detecting nyās segments in melodies of Hindustani music. We divided the task into two
broad steps: melody segmentation and segment classification. For melody segmentation we proposed a method
which incorporates domain knowledge to facilitate nyās
boundary annotations. We evaluated three feature sets: local, contextual and the combination of both. We showed
that the performance of the proposed method is significantly better compared to a baseline method using standard dynamic time warping based distance and a K nearest neighbor classifier. Furthermore, we showed that the
proposed segmentation method outperforms a standard approach based on piece-wise linear segmentation. A feature
set that includes only the local features was found to perform best. However, we showed that using just the contextual information we could also achieve a reasonable accuracy. This indicates that nyās segments have a defined
melodic context which can be learned automatically. In
the future we plan to perform this task on Bandish performances, which is a compositional form in Hindustani music. We also plan to investigate other melodic landmarks
and different evaluation measures for label annotations.
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ABSTRACT
The Modality Project explores the idea of highly modal
performance instruments i.e., setups where a small set of
controllers can be used to play a wide variety of sound processes by changing control constellations on the fly.
The Modality Toolkit is a SuperCollider library which
simplifies the creation of such instruments. To this end,
a common code interface, MKtl, is used to connect controllers from various sources and protocols. Currently, HID
and MIDI are supported; GUI-based interfaces can be created on the fly from interface descriptions. Detailed use
cases demonstrate the concepts of working with modality
practically in code.
This paper gives an overview on the concept of modality
as seen by a group of sound artists and researchers, and describes one interdisciplinary approach to creating a toolkit
written for and by electronic musicians.
1. INTRODUCTION
The Modality project 1 was initiated by Jeff Carey and Bjørnar
Habbestad, who, after several years of collaboration, realised that they, despite playing completely different setups, both had the need to easily switch between functionalities within performance. While both had custom implementations of this behaviour, it appeared to be not flexible
enough. Especially extending their setup felt cumbersome,
and original ideas got lost over the hassle of implementation of mapping rules.
Out of these observations arose the idea to gather a group
of experts in sound and music computing (and specifically
from the SuperCollider community) which eventually formed
the ModalityTeam. Starting with five people at the first
meeting, more people became involved. The group currently consists of 12 members.
The intention of this paper is two-fold: Firstly, after an
introduction on the concept of modality and related work
(Section 2), it gives insight on work in an interdisciplinary
team of loose collaboration. It is driven mostly by a shared
interest in, on the one hand, sound, music, and performance practice, and on the other hand software design and
1

http://modality.bek.no

Copyright: c 2014 Marije Baalman et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

Miguel Negrão
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development (Section 3). Secondly, it reports on the outcomes in both conceptual and concrete implementation details (Section 5 to 6). The paper concludes with a reflection
on the work done over the course of the last 5 years.

Figure 1. Impressions of the Modality meeting (left),
workshop (center), and concert (right) 2014 at STEIM,
Amsterdam.

2. THE MODALITY WAY
The Modality project is dedicated to modal interaction with
synthesis processes for physical control in performance and
musical practice. The name Modality arose from the idea
to investigate the creation and extensive use of modal interfaces. One particular strength of such modal interfaces
is that they allow fast changes and therefore a broader variety for sonic discovery. This can be of benefit when, for
example, improvising with musicians playing acoustic instruments. Out of this arouse the question on how HCI
interfaces can be conceptualised and with a small set of
physical controls assigned to a relatively large function set.
We contend that integration of such on-the-fly remapping
features helps to create flexible instruments that are powerful yet interesting and therefore rewarding to play and
listen to.
The primary product of the Modality project is the Modality Toolkit, a software library that facilitates (a) access to
hardware and software controllers, (b) flexible routing of
control messages to generative processes, and (c) recording, filtering and further processing of controller signals.
The ModalityTeam, an international and transdisciplinary
group of people that see themselves as users and developers for SC meets at regular intervals to work on the library,
discuss issues around music making, and perform in selforganised concerts.
Modality, however, can also be understood as a social
descriptor for the ModalityTeam. The fact that a number
of programmers and artists from different (music)cultures
and nationalitirecoges meet up on a more or less regular basis does not necessarily imply that they share the same understanding, let alone opinion. It turned out that themes as
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fundamental to the Modality project as “performance practice”, “control strategies” and even “software paradigms”
were highly ambiguous and interpreted in different ways.
Further, it turned out to be a learning process to not only
listen to other people’s opinions but to also take them into
account during software design and implementation.
As a third interpretation level, the term Modality influences the structure of the meetings. Reflecting the divergence between participants, most of the meetings consisted
of a broad spectrum of activities, namely (a) developer
phases in which the Modality Toolkit was implemented,
(b) public workshops disseminating knowledge about the
Modality Toolkit, and (c) concerts in which participants
performed with their custom instruments.
2.1 Related work
The Modality Toolkit stands in the tradition of a line of related systems, dedicated to control data flow and filtering.
Particularly, it is informed by systems like OSCulator [1],
STEIM’s junXion [2], the Digital Orchestra Kit [3] and
SC’s own multiton pattern implementations.
OSCulator Osculator is an OS X GUI based software aimed
at connecting devices and routing messages between
them. It supports multiple protocols such as MIDI,
HID, OSC or TUIO and is capable of creating complex responses to incoming events, including scaling
values, splitting events, merging events, storing values for later use, enabling or disabling actions and
toggling global presets.
junXion is a “[. . . ] data routing application that can process [hardware] ‘sensors’ [. . . ] using conditional processing and remapping” [2]. It is a stand-alone program to be put in the middle between the control input layer and the synthesis layer. The roots of its
development lay in the advanced sensor input and
data manipulation features of pioneering live sampling software LiSa [2]. 2
In JunXion, data flow is organised in patches with
an input-action-output-logic. Inputs can come from
as many as eight different types of data sources. The
actions process that data by means of user-definable
behaviours such as switching or toggling but also
differentiation, or complex activity measurement and
based on conditional statements incorporate other incoming data. Output can be generated and sent in
various formats to listening programs.

Issues related to mapping strategies, notation, the relationship of physical and musical gestures, robustness, responsiveness, and haptic feedback arose during the course of the project.”[5]. The toolkit consists of a number of Max/MSP objects implementing
data acquisition and processing for various hardware
devices and protocols.
Multiton design patterns in SC SuperCollider has flexible proxy objects for tasks, patterns, sound processes,
and functions, which allow replacing the proxy’s object while using it. (Modality follows these, e.g.
in the MKtl(<name>) access scheme.) Named
variants of these classes, like Tdef, Pdef, Ndef,
or MIDIdef, OSCdef follow the multiton pattern
by creating named instances only, and keeping them
in a global dictionary. Calling the constructor e.g.,
Ndef(\a), returns an existing instance by that name
or, if not found create it. Supplying a second argument, Ndef(\a, { LFSaw.ar }), replaces the
proxy’s current object with the new one given. This
is very useful in live coding situations, where remembering name-function pairs is much easier than
doing full variable administration by hand.
3. THE MODALITY MEETINGS
To illustrate the Modality way as described in Section 1,
this section reports on the outcomes and discussions within
the four modality meetings held so far.
October 2010, BEK, Bergen Initiated by Jeff Carey and
Bjørnar Habbestad, several experts and sound artists
met to discuss shared ideas about modal control in
performance and rehearsal situations. The attendees
soon agreed that easy access and outlining of modal
control structures is of great interest for all. First
sketches for uniform access were made based on the
then already existing JITMIDIKtl quark 3 , creating
a more uniform access scheme to controllers in the
Ktl quark.
May 2011, STEIM, Amsterdam Discussions revealed the
need for users to abstract from hardware dependencies, and being able to do flexible routings and filtering incoming data. A new SC quark was initiated
and the group started implementing two sets of functionalities:
MKtl objects were intended to connect MIDI and
HID hardware devices. They stored capabilities of
each device in a configuration file. Instead of assigning functions to hardware-specifics, we considered
controllers as a combination of controller elements,
which were given human-readable short names for
semantically simple access (e.g., ’sl1’ instead of
MIDI channel 0 cc 14). This scheme was considered
extensible for OpenSoundControl, serial ports, and
other hardware interfaces, to have a uniform workflow, abstracted away from the actual backend.

Digital Orchestra Toolkit [4] was created as part of the
Digital Orchestra project around “[. . . ] a number of
paradigms for the design, creation and performance
of digital musical instruments in the context of a
long-term interdisciplinary, collaborative environment.
2 As of today, LiSa’s sampling engine is not being further developed,
as many software synthesizer are available to replace its functionality.
Similarly, STEIM’s groundbreaking sensor and interfacing technologies
have become readily available through a host of affordable controllers and
DIY-kits, e.g., those based around the Arduino platform.
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MDispatch objects allowed creating calculation
units; abstract filters that render output from a given
input, like the conversion of a button press (on, off )
to one trigger event (now), or the calculation of slider
speed. Many templates for commonly used functionality were created.
A stumbling block at the time was an OS-dependant
(and, due to changes in the API of Apple’s HID toolkit, on the OSX side non-functional) HID implementation in SC. 4 The project’s state was presented at
the SC.symposium 2012 in London, UK [6].
November 2013, BEK, Bergen After a hiatus of almost
2 years, this meeting focused on practical steps. It
particularly took a while to get back to a productive
working environment. The introduction of an issue
tracker to define and discuss development goals (in
combination with git as a repository for code development) helped to get on track again.
In this light, example use cases of different levels
of complexity were noted down in order to define
the demands (and limits) of the Modality toolkit (see
Section 4). It also turned out to help understand, how
complex the user-written code to implement the use
case would be and therefore get insights on how the
toolkit has to be adjusted to facilitate this.
Further, unified functionality to the input layers were
added: Explorer classes for MIDI and HID listen
to incoming messages from a source and generate
initial data to help writing description files. Hierarchical ordering of elements within these files was
introduced to allow the representation of semantical
grouping.
Proposals for related useful concepts, such as FRP
and Influx, were explored (see Section 6.5).
April 2014, STEIM, Amsterdam Many aspects of the input side were unified and simplified further, thus nearing completion of the input layer.
Description file handling was improved in many ways,
and GUIs could be initiated for missing devices. Mapping strategies were simplified toward a unified style
with e.g., SoftSet and RelSet (see Section 6.3).
While in the meetings before, writing documentation was mostly postponed until it was too late, in
this meeting, documentation and examples were written in dedicated sessions, and use cases were sketched
in text and implemented in various coding style variants.
Finally, the OS unification of the HID interface implementation was fixed, pending full tests.
4. EXAMPLES / USE CASES
We created a number of simple to medium-complex uses
cases, which serve both as examples for modality concepts,
4 As of April 2014, this has been solved in SuperCollider 3.7 with a
new cross-platform HID implementation.

and as test cases that show how simply they can be implemented in different coding styles.
4.1 Switching operation mode
This example illustrates a situation where there are multiple global modes of operation. Depending on which mode
the system is in the physical controls perform entirely different actions in the system. This is similar to how computer keyboards perform different actions depending on
which modifier keys (shift, ctrl, alt) are pressed.
Consider 16 buttons in a 4 × 4 grid. The first 3 rows
contain memory buttons, in the last row the first 3 are play
buttons and the last one is the shift button. Sound sources
can be copied from the play buttons to the memory buttons.
Play slots Each play button is assigned one fixed adsr enveloped sound sources with a single parameter. Depressing a play button turns the sound on, releasing
it causes the sound to decay.
Memory slots Each memory button can be assigned from
one to all three sound sources associated with the
play buttons. Depressing the button activates all assigned sound sources simultaneously.
Slider When a sound source is active, the slider controls
one of the synthesis parameters. There is a pickup
mechanism in place such that the slider only causes
the parameter to change once it is close enough to
current value to avoid jumps.
Shift Button Pressing the shift button causes the system
to go into copy mode. When in copy mode, up to
three of the play buttons can be pressed followed
by one of the memory buttons. This will copy the
sources of the selected play slots together with their
current values for the parameter into the selected memory slot. If the shift key is released mid-way no assignment takes place. Copying into an already assigned memory slot replaces the existing sources and
parameter values.
The number of different operation modes could be easily
extended by having multiple modifier buttons with different combinations of them setting the system to different
modes of operation.
4.2 Exchanging actions
In this example a certain number of control elements are
assigned to an equal number of synth parameters. Upon
pressing a button the system enters remap mode: it waits
for movement from two different elements and then switches
the parameters that they control amongst themselves. This
simple example illustrates the need that often arises in a
performance of freeing a finger or hand, by moving the action that it is controlling at that moment to another physical
control (or just disconnecting it momentarily), so that the
hand or finger is now free to control some other parameter
which at that point in the performance has become more
important.
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5. ISLANDS, BRIDGES, UNIFORM SCHEMES
As many home towns of modality members are harbour
cities, Islands and Bridges were chosen as a mental model
for conceiving and understanding highly modal instruments.
Islands are software objects or processes which represent
sources (input devices, control-generating processes), destinations (output processes for sound, visuals), combinations of these, such as transformers (which, like destinations, process incoming control information, and send the
results on like sources). Islands should be as self-sufficient
as possible, and show uniform behavior to allow simple
on-the-fly changes of connections with bridges.
Bridges typically are made by user code that connects islands; conventional digital instruments then contain a fixed
collection of islands and one constellation of bridges between them. Modal performance instruments achieve their
modes by switching between different combinations of bridges,
adding some, removing others, adjusting settings. Modality aims to make writing and configuring bridges as simple
as possible.
In other words, Modality shifts the instrument metaphor
from linear chains of command to flexible networks of communication (or further on, of mutual influence).
The uniform communication schemes recommended by
Modality are largely based on existing conventions in SC,
and extend them with only few new methods. Thus many
SC quarks dealing with interface devices or data processing are useful sources for more islands. Beside the modalitytoolkit, the team actively works on other modality-relevant
quarks. These are e.g., SenseWorld supporting sensor devices, Manta accessing an OSC controller, FPLib containing FRP (see Section 6.5.2), VariousMixedThings containing Influx (see Section 6.5.3), UnitLib [7], wslib mostly
GUI-related niceties, KeyPlayer contains KtlLoop, and DMX
output to light systems.

parameters from a source, and converts them to n process
parameters for a destination with a matrix of weights.
5.2 Proposed uniform destination schema
Modality-compatible sources have containers for configurable actions for sending messages to destinations, and
they know how to convert their controller ranges to be unipolar (interval [0, 1]).
Modality-compatible destinations also follow existing SC
schemes: They respond to set messages for control values; they remember current parameter values, and they often have specifications for control parameters (i.e., range,
warp, step size, etc). Most objects that are active processes
respond to .play, .stop, .pause and resume messages.
Requiring destinations to know their parameters specs
and current states allows more flexible control in several
ways: The setUni method can be used to set a param
from the controller side’s unipolar value; keeping the Spec
with the destination process is semantically simpler to argue for, and multiple control sources will immediately use
changed specs if they belong to the object. The RelSet
class method can be used to nudge a parameter relative to
its current value. SoftSet class methods can be used to
take over a parameter only when the physical controller is
close enough to its value, or when the physical controller
knows the object’s previous value well enough (which is
the case when it has set it to that value). If specs are kept
with the object, they can easily be adjusted there (e.g., for
zooming into a subset of the full range), keeping the controller element side code simpler by sending unipolar values, and letting the object provide the spec:
{ arg el; dest.setUni(\amp, el.value) }
Finally, conforming to the SC convention of play/stop,
pause/resume allows very simple de/activation when
switching newly to or away from a process.

5.1 The uniform input device scheme (MIDI, HID,
OSC, GUI, Serial)
Input devices (such as the MKtl class) or other control
sources follow a scheme: They have rich descriptions, with
simple short human-readable element names, which are
hierarchically ordered where applicable. One can access
each element by name or hierarchical indexes. Each element can either have a single action, or one can add and
remove multiple actions individually by identity or name.
Every MKtl can be substituted by a Graphical User Interface derived from the corresponding description file. When
operated, it acts identically to the physical device.
Explorers simplify adding new devices or sources: One
activates every possible controller action at least once to
collect specimens of every possible message type. Then
an Explorer can make a description file template from this,
and the user adds the final touches by giving them simple,
short and clear element names, and organising their hierarchical order. This is implemented fully for MIDI and HID,
with other protocols to follow.
Transformer islands expect control input from sources,
and know how to create control output for destinations.
E.g. an Influx is a transformer which accepts m bipolar

6. SPECIFICATION, DESIGN AND
IMPLEMENTATION OF THE MODALITY
TOOLKIT
The following specification of the Modality toolkit conforms to the island/bridges/unification scheme introduced
in Section 5 and respects the use case described in Section 4.
6.1 Specification
The Modality toolkit [8] aims to facilitate

- 1072 -

• data acquisition from commercially available controllers (e.g, HID and MIDI) by providing a common
software interface,
• processing of control data streams,
• sending control data to these controllers (e.g., fader
positions, LED states),
• graphical feedback of the current state in the form of
a GUI of connected to the device, as well as replacing a controller with a GUI substitute, and finally
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• mapping the output of these data streams to input
parameters of sound engines.
Specific attention is given to the concept of modal control: the ability to change the mapping on-the-fly from one
control element to another, possibly located on another device or to change assigned functionality of one control element based on the state of another.
6.2 Implementation
The Modality Toolkit is implemented as a set of classes
for the SuperCollider language [9]. The control elements
of devices are accessed through the MKtl class. A control element is a part of a controller that either generates
and/or accepts a one-dimensional stream of events. Each
MKtl object consists of elements such as sliders, knobs,
buttons or encoders. It is possible to assign actions to such
elements that are evaluated every time the value of that element gets updated. Elements are instances of MKtlElement
and are kept in a tree-like data structure of nested arrays
and dictionaries which represent the spatial grouping of
control elements in the physical controller.
The elementDescription variable of MKtlElement
contains a dictionary with information about that element
such as its type (e.g., button) and control spec for scaling
incoming values. This dictionary can be used to extract
multiple elements from the data structure by filtering using a conditional expression, for instance retrieving all elements of type slider.
Using the multiton pattern described in Section 2.1, each
MKtl has a name, and only one MKtl is active with that
name at any given time. MKtl’s can be retrieved from
a global dictionary by name, using the MKtl(’name’)
syntax. The system keeps a global set of auto-generated
names for all the controllers that have description files.
These short names are auto-generated from the name of the
device plus a number starting from zero indexing multiple
identical devices (e.g., ’nnkn0’ from ’nanoKONTROL’).
If a user tries to fetch an MKtl with one of the auto-generated
names and it is not yet created the system will look for the
corresponding device and if it is found an MKtl is created
from the description file and connected to the device by
creating MIDI or HID responders. This feature means the
user can initialize an MKtl for a given device using always
the same single line of code.
k = MKtl(’nnkn0’);
Actions are added to elements by setting the MKtlElements’ action to a function. It is also possible to add and
remove multiple unnamed actions to the same element using FunctionList or named functions which can also
be re-ordered using FuncChain.
˜el = MKtl(’nnkn0’)
.elements[\sl][0];
//add action
˜el.action = { |e|
var freq = e.value

.linlin(0.0,1.0,300,3000);
x.set(\freq, freq)
};
//remove action
˜el.action.action = nil
Elements with output capabilities can also send values
back to the device, this is done using the value_ method
of MKtlElement:
MKtl(’bcr20000’)
.elements[\kn][0][0]
.value_(0.3)
6.3 Unifications of interface implementations
The Modality Toolkit works uniformly across multiple protocols. The base class MKtl provides the generic functionality and the children classes (HIDMKtl, MIDIMktl,
OSCMKtl, etc.) implement the specific back-end for each
protocol. Since the interface for using Modality is defined
in MKtl and MKtlElement, which are protocol agnostic, the syntax and semantics remain uniform across all
protocols. The incoming values from the device are normalized by the MKtl to be in the interval [0, 1] and outgoing values are expected to be in the same [0, 1] interval
and then scaled to the range used by the specific protocol.
This facilitates switching between devices that use different protocols while keeping the event logic unaltered.
MKtl also has the useful feature of automatically creating
a GUI representation of a known device from its description file. If the user tries to instantiate an MKtl with an
auto-generated name corresponding to a known device, but
the device is not currently available, an MKtlGui will be
automatically created instead. This makes it trivial to exchange a physical controller for a GUI representation without having to change any code at all.
6.4 Description files
In order to use a device within the Modality Toolkit context, a device description file is needed that characterises
each control element and its semantical position in relation
to other elements. It is implemented using one text file per
device containing a dictionary with the fields
protocol currently, HID and MIDI are implemented. Note
that only one protocol per device is allowed,
device the name of the device as provided by the operating
system,
description a dictionary with a tree structure composed of
nested dictionaries and arrays. The value at each leaf
of the tree is an element dictionary with key-value
pairs describing the element at hand. An element
dictionary contains technical specifications of the element, namely identification information (e.g., for
MIDI, the MIDI number and channel), the physical
type of control (button, slider, etc.) and a ControlSpec
that specifies how to convert the incoming values to
the range [0, 1].
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As an example, the element dictionary for a button of a
MIDI device would look like this:
\rew: (
\midiMsgType: \cc,
\type: \button,
\midiChan: 0,
\midiNum: 47,
\spec: \midiBut,
\mode: \push
)
Elements which are physically (or virtually) grouped on
the device such as with pages, rows or columns are grouped
together in the description file using arrays. For instance,
the third button on the second row of page 4 of a Korg
NanoKONTROL can be accessed with the following code,
assuming zero-based numbering:
MKtl(’nnkn0’).elements[\sl][3][1][2]
The hierarchical grouping of elements also facilitates bulk
addressing of elements by traversing the hierarchy starting
at the desired node. For instance, it is easy to programatically add actions to multiple elements:
MKtl(’nnkn0’).elements[\sl]
.do{ |xs, page|
xs.do{ |xs, row|
xs.do{ |element, column|
element.action =
{[page, row, column].postln}
}
}
}

the elements of other MAbstractKtls. When an event
is received from a source the input element and its value
are saved and a list of state processing functions is run sequentially. These state processing functions have access
to all the internal state of the dispatch which includes the
source element which caused the update, all the values of
the output elements and any other state variables defined
for auxiliary calculations. An MDispatch can be either created from a template containing predefined functionality
or explicitly defined. The process for explicitly creating
an MDispatch is to specify outputs, define state processing functions and finally connect the dispatch to sources
of events. In order to facilitate this process it is possible
to first connect to a source and just copy the output names
of the source to the output names of dispatch, in fact mirroring the same elements. This makes it straightforward to
create path-through processors which take the value from
each output element of a source MAbstractKtl and send
a processed version through an element with same key. Below is the code for creating a dispatch that only outputs
when incoming values are increasing and takes values from
a midi device:
k = MKtl(’nnkn0’);
d = MDispatch.make(\up, k);
At the time when MDispatch was created several templates were written for tasks such as for soft paging, getting
velocity values or filtering events.
MDispatch was an interesting experiment that allowed
for some degree of re-usability of event logic code, nevertheless for varied reasons it did not gain wide adoption
amongst users of the Modality toolkit and its development
is currently paused.

New devices can be added to the toolkit easily, all that
is needed is to write the corresponding device description
file. If a user tries to access a device for which there is still
no description file available, the toolkit guides the user in
the process of creating the description file. More specifically, a description file can be generated for HID devices
using the HIDExplorer class, which collects information provided by the low-level HID stack. For the less
self-documenting range of devices connected via MIDI,
the user is asked by the MIDIexplorer class to operate
all available physical controls. The captured data stream is
then used to generate a description file. As a last step in
both cases, the user supplies suitable labels and orders the
elements hierarchically according to their physical placement on the device.
6.5 Modality related projects and quarks
6.5.1 MDispatch
The MDispatch class was an initial attempt at creating selfcontained event logic units. MDispatch has similar structure as MKtl (both inheriting from MAbstractKtl). A
dispatch has output elements (MDispatchOut class) where
actions can be added similarly to MKtlElement. It also
has inputs which are updated by registering callbacks on

6.5.2 FRP
The traditional method of dealing with incoming events
is through callback functions. Functional Reactive Programming, or FRP, is an alternative paradigm for programming dynamic and reactive systems using first-class composable abstractions. The two main abstractions are event
streams (sequences of discrete-time event occurrences) and
behaviours or signals (time-varying values). Most of the
original work on FRP was done on the Haskell programming language 5 [10, 11, 12, 13].
The FRP paradigm seemed promising for the construction of musical digital instruments. An FRP network could
determine how events from physical controllers affect sound
processes. To explore this possibility a set of classes for
doing FRP in SuperCollider, part of the FPLib library [14],
was created based on reactive-web [15] and reactive-banana [16].
FP-Lib has the same interface as reactive-banana for defining the event network: outputs are defined in terms of inputs using combinators (pure functions) applied to the signals or event streams in order to construct an event graph.
To get events into the event graph the system has to register
with external sources, the inputs (MIDI,HID,OSC,timers),
5 Haskell is a modern, pure, lazy, statically typed functional programming language.
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and to have any effect on the outside world it must perform actions based on the outputs of the event graph. The
event graph together with inputs and outputs form an event
network which can be compiled and activated and deactivated, respectively. The most important transformations
when using combinators are:
• transforming event streams into signals and vice-versa.
• Merging event streams.
• Filtering events streams.
• Maintaining state that can be affected by event streams
carrying state altering functions.
• Merging n signals using an n-ary function.
• Applying a time-varying function (stored in an signal) to an event stream allowing for recursive graphs.
• Dynamic event switching: changing the event graph
based on an event occurrence.
Since all the functions used to construct the graph should
be pure, it is possible to abstract a subset of the graph into a
single function and be confident that the result will be identical due to referential transparency. Also, external sources
connected to inputs and actions performed on outputs can
be exchanged without changing the event graph. This facilitates building and testing a personal library of event logic
functions that can be re-used for different instruments or
different parts of the same instrument. Several use cases
put forward by the Modality Team have been implemented
using FPLib and so far the system as shown itself capable of creating complex event graphs to be used in digital
instruments.

as the center of its parameter space. This allows playing
relative to a known setting, where, for example, zooming
allows very subtle explorations of shadings within a known
sweet spot in parameter space.
EventLoop can record any control data as events with
key-value pairs, such as parameter names and values, event
time, and other named values describing the event. This allows capturing algorithmically generated streams, performance data from input devices, and many others. One can
modify playback by time-scaling, segment selection, playback direction and gradual scrambling of local event order;
one can also go back in the history of recorded loops.
The control data variant KtlLoop also allows on-the-fly
rescaling of numerical control data. The gesture can be
scaled to larger or smaller ranges, and shifted by offsets.
All these modifications can quickly be accessed in performance, and the opportunities they create are quite distinct
from audio loops. In performance, a KtlLoop can replace
a live input stream (e.g., realtime-acquired HID data), then
the loop can be reshaped while playing. It allows polyphonic layering by letting a loop continue and having it
auto-mutate, so each repetition is slowly shifting.
These heuristics may lead both to finding non-obvious but
interesting mapping strategies which can be built into more
traditionally well-controlled instruments, and to new concepts for playing single-person instruments with a flexible
degree of familiarity or surprise, or multi-player/instrument
ensembles based on networks of influence. In effect, it allows musicians to relinquish some control and gain influence in exchange.

6.5.4 SenseWorld DataNetwork

6.5.3 Influx - lose control, gain influence
The Influx concept starts from three practical and aesthetic
assumptions: Mapping may be the most flexible part of a
NIME; detailed mental models of the instrument may detract from listening while playing; and generally, surprise
may be desirable for audiences and performers alike.
In Modality terms, Influx and its variants are transformer
islands: Influx maps m named numerical input values
to n output values by creating bipolar weights that determine how much each input value influences which output value. In the simplest case, each controller parameter
will influence every sound process parameter by a different
weight e.g., a random amount. These weights can be gradually entangled by randomising, or disentangled by blending toward a known set of weights. This approach allows
heuristic exploration of mappings one would never make
by hand, and gently forces players to really listen to how
the instrument sounds when they play.
InfluxSpread can send these control values to multiple destinations. InfluxMix can receive “influence values” from multiple sources and can determine how much
influence it accepts from which source.
ProxyPreset allows storing, blending and crossfading between settings of a process e.g., keeping traces of an
ongoing performance which can be re-used as musical material. An Influx can use such a preset as a reference point

The SenseWorld DataNetwork was initially developed for
easy data exchange with other programs [17], but within
SuperCollider can also be used as a central “datahub”. Within
this framework a single data stream is regarded as a DataSlot;
multiple data streams that for some reason belong together
(e.g., the data comes from the same device, or are datastreams of a similar type) are organised as a DataNode. The
framework provides methods to query the current value of
a node or slot, to set functions to be performed on the
data, whenever new data comes in, or put the data automatically on a bus on the SuperCollider server (audio engine), where it can be used directly in synthesis processes,
or Unit Generators can be used to process the data further.
The framework also provides various methods for common
data processing methods, such as calculating the mean,
variation, gating, range checking, smoothing, etc. The result of each data processing unit is made available again
on the DataNetwork, and can be used in the same way as
unprocessed data. The framework also comes with a GUI
that allows visualisation of the data, as well as controls for
switching on printing the data to the post window, enabling
recording of the data, or creating a bus on the server.
Data from devices accessed with Modality can easily be
used as input to the DataNetwork and thus form a DataNode, and then further used in that framework.
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7. CONCLUSIONS
We find Modality an interesting approach toward creating
more fluidly playable performance setups for electronic
music. By providing rich knowledge about known controllers and easy ways to collect and add this information
for new ones, one can create very short controller setup
code. By providing uniform access for many different controller protocols and semantic names for all elements, one
can substitute a specific controller for another (or a stand-in
GUI) rather quickly. In addition, the flexibility provided in
connecting multiple sets of actions with one or more controllers allows creating setups which support more modal
concepts of playing, using a small set of controls for many
different combinations of processes within a single performance.
We hope that Modality contributes to making the creation
of more complex performance setups accessible for more
musicians; as more setups get realised with Modality, we
will learn whether they also remain flexible to extension
and change when reaching higher levels of complexity.
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ABSTRACT
The concept of rhythmic canons, as it has been introduced
by mathematician Dan Vuza in the 1990s, is the art of filling the time axis with some finite rhythmic patterns and
their translations, without onsets superposition. The musical notion have been linked with some mathematical results, and since then, its mathematical study has always
followed a will of picturing every new results in the visual
programming language OpenMusic, which enables mathematicians and composers to work together. In this paper we
present some new results in an enriched version of rhythmic tiling canons, where some controlled superposition are
allowed. This enhanced version of rhythmic tiling canons
is presented at the beginning of this article, as well as main
constructive results, because it is fairly recent. Then the
paper focuses on the presentation of some generative transformations, building canons with the same superposition.
The latter is at the heart of the study of canons allowing superposition, because they are the key of linking them back
to seminal canons. In order to help composers experiment
with these new canons, every constructive method has been
implemented in OpenMusic as part of the MathTools environment.
1. INTRODUCTION

Moreno Andreatta
IRCAM CNRS UPMC
Moreno.Andreatta@ircam.fr

commonly known as Vuza Canons, have been obtained
once the theoretical model has been originally integrated
in OpenMusic visual programming language [2] and this
has provided composers with a panoply of new tools and
opened interesting questions about more general models of
tiling process (see [3] for a survey on the existing OpenMusic objects that have been recently integrated in the MathTools environment, together with other algebraic-oriented
models for computer-aided composition and analysis). We
will not present the models in detail, since they have been
presented many times in previous conferences (see, in particular [4], [5], [6], [7]) and they are therefore relatively
familiar to the computational musicology community of
ICMC and SMC. What all the previous computational models have in common is to focus on tiling constructions in
which each time-point is occupied by one and only one attack of a voice of the canon. Although this way of tiling
the time-axis has been largely used by composers (see, e.g.,
the two volumes of the OM Composers Book [8] and [9]),
the model is intrinsically monophonic, in contrast with the
polyphonic character of the traditional canonic process. This
attempt at taking into account polyphony within a general
model of Tiling Canons not only asks for new algorithms
but, first of all, requires a change of perspective in the theoretical foundation of the model, as we will see in the next
section.

1.1 History

1.2 Why modulus p?

Since the publication of the four-parts paper by Dan Tudor Vuza establishing the theoretical foundations of the
construction of Rhythmic Tiling Canons [1], many efforts
have been made in the integration of these algebraic tools
within some environments for computer-aided music analysis and composition. There are many reasons for studying
the computational aspects of this music-theoretical model,
starting from the necessity of knowing exactly the number of possible rhythmic patterns which tile the time axis
by translation, in such a way that no inner periodicity is
found neither in the generating pattern (also called inner
rhythm) nor in the pattern providing the entries of the various voices of the canon (which is sometimes called the
outer rhythm). The first results in the computation and
classification of Tiling Canons without inner periodicity,

Tiling by translation is a pretty hard task, so why would
we want to add the constraint of managing the overlaps?
The idea actually came from Emmanuel Amiot [10] while
working with polynomial notation. Rhythmic tiling canons
are equivalent to products of two polynomials with coefficients in {0, 1} (for more details about the relevancy of
the polynomial notation, the reader can refer to [6]). But
since the property of being a polynomial with coefficients
in {0, 1} is not closed under product, the idea of working
in the polynomial field F2 [X] came to mind, and by extension, the complete concept of modulus p canons.
It appeared that this idea involved huge improvements of
the notion, both mathematically and musically.
Modulus p tiling enriches classical rhythmic tiling canons
with harmony, allowing notes superposition. Thus, it breaks
the monotony of a strict tiling with some controlled covering. It is also a powerful mathematical tool, because thanks
to some of its properties, it is extremely easy to compute a
modulus p tiling by translating any given finite pattern.
For the sake of clarity, we will omit the proof of the math-

Copyright: c 2014 Hélianthe Caure et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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Figure 1. The Abadja rhythm.
ematical statements in this paper, although proved elsewhere.
2. DEFINITIONS AND EXAMPLES
Musically, a rhythmic tiling canon (RTC), is a canon where
only the onsets matter. The pitch and length of the notes
are not relevant, and we impose the pattern of onsets and its
translates to tile the time axis represented by the discretized
line Z. That is to say that a finite rhythmic pattern (the
inner rhythm) is played at some beats (the outer rhythm) to
obtain one and exactly one note at every pulsation. Such
a canon is equivalent to a tiling of the line Z by a finite
integers set and its translates, i.e. to a direct sum of two
integers sets being equal to Z. Lagarias and Wang [11,
theorem 5] have proved that RTC can be reduced to a direct
sum of two finite integers sets being equal to ZN for some
N ∈ N∗ .
For more details on the subject of RTC, the interested
reader is invited to refer to [4] in 2002 ICMC proceedings.
Thanks to Vuza’s modelisation of rhythm [12], we will
denote a rhythmic pattern as a set of integers containing 0.
Example 1: The Abadja rhythm, from traditional music of Ghana, in figure 1, can be represented by the set
{0, 2, 4, 5, 7, 9, 11}.
A modulus p rhythmic tiling canon (RTp C) is like a classical RTC, except that one wants to obtain one and exactly
one note modulus p at every pulsation.
Definition 1: The couple of rhythmic patterns (A, B) is
a modulus p rhythmic tiling canon of ZN iff C = A + B
mod N the set sum modulus N verifies for all n in ZN
1C (n) = 1 mod p, where 1C is the multiset characteristic
function.
Example 2:
The couple (A, B) = ({0, 1, 3, 6} , {0, 1, 2, 3, 4, 5, 6, 7})
verifies
C

= {0, 1, 3, 6} + {0, 1, 2, 3, 4, 5, 6, 7}
= {0, 1, 1, 2, 2, 3, 3, 3, 4, 4, 4, 5, 5, 5, 6, 6, 6, 6,
7, 7, 7, 7, 8, 8, 8, 9, 9, 10, 10, 11, 12, 13}
= {0, 0, 0, 0, 1, 1, 1, 1, 2, 2, 2, 2, 3, 3, 3, 3, 4, 4,
4, 4, 5, 5, 5, 5, 6, 6, 6, 6, 7, 7, 7, 7} mod 8

And 1C (n) = 4 = 1 mod 3 for all n ∈ Z8 .
Hence (A, B) is a RT3 C of Z8 .
Definition 2: A RTp C of ZN is compact if the sum A + B
modulus N is equal to the sum without projection in ZN .
Example 3:
({0, 1, 3} , {0, 2, 3}) is a compact RT2 C of Z7 (see Fig.
2).

Figure 2. An OpenMusic patch, finding the outer rhythm
forming a compact RT2 C, and representing it in traditional
music notation.
3. HOW TO TILE MODULUS P ?
A theorem using Galois Theory and polynomial notation
firstly noticed by Amiot in [13] entails that every rhythmic
pattern tiles modulus p, and even better, that every pattern
gives a compact RT2 C.
Those properties allow us to construct a greedy algorithm
(Algorithm 1) which returns the outer rhythm B and the
period N if given an inner rhythm A such that (A, B) is a
compact RT2 C of ZN .
Algorithm 1: GreedyTiling
Require: A ⊂ N finite and 0 ∈ A
1: B = {0}, N = max A
2: while (A + B) 6= {1, . . . , 1} mod 2 do
3:
i ← first index such that (A + B) [i] 6= 1 mod 2
4:
if i 6= (N + 1) then
5:
B := B ∪ {i}
6:
N := i + max A
7:
else
8:
break while
9:
end if
10: end while
11: return (B, N )
In figure 2, one can see this very fast algorithm implemented in Open Music.
4. VUZA RTP C
For the classical RTC study, mathematicians and composers
spearhead at Vuza canon. Defined firstly as being nonperiodic, they can be described in an easier way, that one
can adapt modulus p.
Definition 3: If (A, B) is a RTC of ZN , then for all k ∈
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Note that a classical compact Vuza canon is a modulus p
compact Vuza canon.
We can compute very quickly Vuza RT2 C, while classical Vuza canons are extremely long to compute. The link
between classical Vuza canon and Vuza RT2 C is a hope
for mathematicians to find a way to compute them faster,
namely to go from modulus p canons to classical canons.
In order to understand this path, we are from now on going to focus on what makes a difference between a classical
canon and a modulus p canon: the superposition of onsets.
Such layered onsets will be called ‘donsets’, and their set
will be denoted with D.
Definition 5: If (A, B) is a RTp C of ZN , the donsets set
is
k
[ [

D=
n, 1(A+B) (n) = kp + 1 .
n∈ZN j=1

Figure 3. An OpenMusic patch representing two RT2 C of
Z12 . The upper one is not Vuza whilst the second one is.
k

N∗ , the k-concatenation A of A is defined as
k

A = A + {0, N, 2N, . . . , (k − 1)N } .
The tiling property is closed under concatenation transformation as proved by Amiot in [13]:
k

Property 1: (A, B) is a RTC of ZN iff (A , B) is a RTC
of ZkN .
The following property also proved in the same paper
[13] gives us a characterization of Vuza canons one can
interpret for modulus p canons:
Property 2: Every RTC can be deduced by concatenation
(and duality) transformations from Vuza canons and the
trivial canon ({0} , {0}).
This means that Vuza canons can also be defined as minimal under the concatenation transformation.
Definition 4: A RTp C (A, B) is a Vuza RTp C if both A
and B are not derived from the concatenation of smaller
rhythmic patterns.
This definition allows to prove the following theorem ([14])
giving a NSC to know wether a RT2 C is a Vuza canon.
Theorem 1: The RT2 C (A, B) is a Vuza RT2 C iff given
A the Algorithm 1 of figure 2 returns B and if given B it
returns A.
Example 4: ({0, 2, 3, 5} , {0, 1, 3, 5, 6}) is a compact Vuza
RT2 C of Z12 whereas ({0, 1, 6, 7} , {0, 2, 4}) is a compact
RT2 C of Z12 that is not Vuza. The reader can immediately
see in figure 3 picturing both these canons that the first
one is derived from the concatenation of a smaller one:
({0, 1} , {0, 2, 4}), depicted before the first bar.
Thanks to this theorem, we can verify very easily if a
rhythmic pattern A will produce a Vuza compact RT2 C.

Example 5: The donsets set of example 3 is {3}, as clearly
shown in figure 2.
Note that if (A, B) is a RTp C with D = ∅, then it is a
classical RTC, and it cannot be a Vuza canon because of
property 2. For instance, it is the case of the second canon
in example 4. This is another reason to focus on RTp C with
non-empty donsets set.
It is musically very interesting to understand given a RTp C
where its donsets will appear. Actually, the beats where the
composer get layered onsets are the strongest ones, where
they can express harmony; or a superposition of events, if
the onsets represent actions a musician has to execute at
each time. It is simply what makes the strength of RTp C,
but also its interest from a mathematical point of view. As
a matter of fact, if one can understand the direct link between a rhythmic pattern and the generated donsets, one
can get the chance to link back RTp C to classical RTC.
Nevertheless, one can easily see (for instance under the
duality operation, consisting of reversing the roles of inner
and outer rhythms) that there is not uniqueness in this link.
It means that given a donsets set one may find many RTp C
that generate it. However, those RTp C are often associated
by a transformation, as we will see in the next section.
5. TRANSFORMATIONS GENERATING
IDENTICAL DONSETS
Some new theorems presented in this section give transformations of RT2 C that generate bigger RT2 C with the same
donsets, like duality would obviously do. All these transformations have been implemented in OpenMusic.
5.1 Zooming
Theorem 2: If (A, B) is a RT2 C of ZN , for all k ∈ N∗ ,
fk ) and (A
fk , Bk ) are RT2 C of ZkN , and they
both (Ak , B
have the same donsets, with (same for B)
Ak = {ka, a ∈ A}
fk = {ka, ka + 1, . . . , ka + (k − 1), a ∈ A}
A
See the patch generating the zoom of a canon presented
in figure 4.
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Figure 5. An OpenMusic patch returning two greater
canons with the same donsets from a canon verifying the
transferring condition.
Figure 4. An OpenMusic patch returning two greater
canons with the same donsets from a canon and a zooming coefficient, then representing them.
5.2 Transferring
Lemma 1: Let 1 < p < N a divisor or N , then



N
0, p, 2p, . . . , ( − 1)p , {0, 1, 2, . . . , p − 1}
p
tiles ZN
Theorem 3: If (A, B) is a RT2 C of ZN , and 1 < p < N
fp ) and (A
fp , Bp ) are RT2 C
a divisor or N , then both (Ap , B
of Z2N , and they have the same donsets with (same for B)
Ap = A + {0, p}


fp = A + 0, p, 2p, . . . , ( N − 1)p
A
p
fp , as well as B
fp , verifies
if and only if A
1Afp (n) > 1 ⇒ n = 0 mod (p).
The transferring operation is illustrated in the OpenMusic
patch presented in figure 5 which provides the following
informations given an inner rhythm A:
• it provides all primes p dividing N the period of the
compact RT2 C (A, B),
• it verifies if both A and B verify the condition of
theorem 3 for some of those p and returns them,
(is transferable p)
• it then applies the transferring transformation to the
canon with one of those p and returns the two new
bigger RT2 C having the same donsets.
(transfert-transform)

5.3 Musical and mathematical interest of these
transformations and some perspectives
Starting from a given canon, the composer can now generate a family of canons having the same donsets. These
canons can be played together at the same speed creating
in such a way a climax on the beats with layered onsets.
Different notes can be affected to the different voices, and
the donsets will be heard as sudden wide chords opposed
to the linear character of the melodies.
Mathematically, knowing that such transformations exist
is relevant in many ways. First, given a rhythmic pattern it
is pretty quick to find out if it will produce a Vuza RT2 C.
On the contrary to obtain all Vuza of a given period is exponential because we still have to exhaustively produce all
possible rhythmic patterns and test them. Hence, those
transformations provide a way to obtain Vuza canons of
a great period (having furthermore some important information about cardinality of A, B and D), and are the first
steps of maybe finding all generating transformations. This
would reduce the exponentially long search of all modulus
p Vuza canon of a given period to a problem running in
polynomial time.
Yet more importantly, the transformations we have presented earlier not only generate greater canons, but these
resulting canons have all the same donsets. It would be
even more capital to find all transformations with this property than all possible transformations. Indeed, if we can
find them all, we could quotient the set of Vuza canons by
those transformations, and then find a bijection between
donsets sets and this quotient set, allowing us to go from
modulus p canons to classical canons!
But finding those transformations will not be an easy task.
For instance, here are the three RT2 C of Z30 depicted in
figure 6 which have the same donsets:
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Figure 6. Three compact RT2 C of Z30 with the same donsets.

new tools in OpenMusic will make musicians aware of the
existence of RTp C and the musical potentials they have.
RTp C are a very recent field of study, and there is still
so much to be done to understand them. We already have
some cardinality results for specials cases ([14]), and we
need to use some mathematical theorems to make their implementation faster. For instance, one can prove that we
can never find a RT2 C that is not a RTC for the period
N in the sequence A071642 of Sloanes OEIS [18]. We
also hope that this article will bring this subject not only
to the eyes of composers and musicians, but also to the
community of computational musicologists and computer
scientists.
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that utilize genetic algorithms (GA), like the ones shortly
reviewed in the recent paper [3] and, also, in [4]. The simDuring the last decades, several methodologies have been
ilarity between these two approaches is that both rely on
proposed for the harmonization of a given melody with ala set of harmonic rules intended for a specific musical idgorithmic means. Among the most successful are methodiom; in the case of the GAs, the employed fitness function
ologies that incorporate probabilistic mechanisms and staquantifies such rules.
tistical learning, since they have the ability to generate harHowever, the rule–based spectrum of methods has a mamonies that statistically adhere to the harmonic characterjor drawback when discussing melodic harmonization in
istics of the idiom that the training pieces belong to. The
many different idioms: the encoding of rules that describe
current paper discusses the utilization of a well–studied
an idiom is not always a realizable task, since idioms abound
probabilistic methodology, the hidden Markov model (HMM), in complex and often contradicting interrelations between
in combination with additional constraints that incorporate
harmonic elements. To this end, the formulation of probaintermediate fixed–chord constraints. This work is motibilistic techniques and statistical learning has been provated by the fact that some parts of a phrase (like the caposed. Among many proposed methodologies, most of
dence) or a piece (e.g. points of modulation, peaks of tenwhich are discussed in Section 2, Bayesian networks [5]
sion, intermediate cadences etc.) are characteristic about
and prediction by partial matching [6] have been utilized
the phrase’s or piece’s idiomatic identity. The presented
to construct the bass, tenor and alto voices below a given
methodology allows to define and isolate such important
soprano voice, hidden Markov models (HMMs) for conparts/functions and include them as constraints in a probastructing chord sequences for a given melody [7] and probbilistic harmonization methodology. To this end, the conabilistic graphical models for relative tasks [8].
strained HMM (CHMM) is developed, harnessed with the
The approach to harmonization that is pursued in this panovel general chord type (GCT) representation, while the
per, pertains to the wider research context of the COINstudy focuses on examples that highlight the diversity that
VENT project, according to which the study of automatic
constraints introduce in harmonizations.
melodic harmonization includes the blending of harmonic
concepts among diverse musical idioms, to produce novel
harmonic concepts. To this end, the exploration of harmon1. INTRODUCTION
ically meaningful chords within musical phrases are conAutomated melodic harmonization discusses the assignsidered as distinctively important parts of an idiom. Such
ment of harmonic material on the notes of a given melody.
parts will be subsequently used as independent blend-able
The harmonic material is described by chord symbols, while
entities, allowing the mechanism of conceptual blending to
the harmonization is completed if voice leading between
produce harmonic “checkpoints” that comprise harmonic
the notes of successive chords, is defined. The common
characteristic from multiple harmonic idioms. An example
approach to test an automatic harmonization system is to
of structurally important parts are the chords in cadences,
utilize it for harmonizing melodies that pertain to a muas discussed in the literature review presented in Section 2.
sical idiom with harmonic structure that is well-defined.
However, the presented approach generalizes the notion of
To this end, some pioneering methodologies that were de“important” chords to a methodology that allows the inserveloped for melodic harmonization, incorporated human
tion of fixed–chord constraints in predefined positions of a
expert knowledge encoded in the form of rules, leading to
phrase.
expert systems [1] that could generate harmonizations with
In this context, the potential of utilizing a well–studied
explicit stylistic orientation towards the musical idiom that
probabilistic technique, namely the hidden Markov model
these rules referred to. For a review in the rule–based sys(HMM), is promising, since this technique has yielded outtems the reader is referred to [2]. A similar approach to the
standing results in capturing the stylistic orientation of the
rule–based methodologies is the one followed by systems
idiom that is composed by the training pieces. The paper at
hand proposes to tackle melodic harmonization through a
c 2014 Maximos Kaliakatsos–Papakostas et al.
Copyright:
This
mixture of methodologies: HMM with fixed–constrained,
is an open-access article distributed under the terms of the
“deterministic” intermediate chords. The proposed methodCreative Commons Attribution 3.0 Unported License,
which permits unreology is utilized to produce probabilistic melodic harmostricted use, distribution, and reproduction in any medium, provided the original
nizations that adhere to several fixed–chord constraints in
author and source are credited.
intermediate checkpoints of the melody, as discussed in [9].
ABSTRACT
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Harmonization with fixed checkpoints is considered a crucial component of the presented work, since it enables the
prior definition of important chords in intermediate positions of the melody to be harmonized. The intermediate
or “anchor” chords of a phrase are considered to be given
either from an algorithmic process in a hierarchical level
above the “chord progression” level – where chord transitions are defined by the proposed HMM variation – or by a
human user. However, it is beyond the scope of this paper
to discuss potential algorithms for intermediate chord selection. Therefore, the experimental results mainly encompass examples where the fixed–chord constraints are provided either by a human expert, or by the chords utilized in
the genuine composition of the harmonized melody (from
phrases that were not included in the training set). The
proposed methodology applies to full reductions of harmonic material, therefore, a phrase is considered to include only the chords and melody notes that encompass
harmonic meaning.
An additional fundamental concern of the proposed harmonization approach is the idiom–independency in the chord
symbols, chord relations and melodic considerations. This
concern is addressed by utilizing the general chord type
(GCT) representation, which is briefly discussed in Section 3.2. The proposed algorithm acts on a certain level of
the harmonic hierarchy, primarily the phrase level. Thereby,
given some “anchor” chords that remain fixed in a phrase,
the aim of the algorithm is to select “proper” chord sequences that connect the intermediate parts of the fixed
chords, under the conditions introduced by the melodic
material to be harmonized. The evaluation of the algorithm
incorporates a comparison between the proposed constrained
HMM (CHMM) and a “typical” HMM, which incorporates
prior probabilities for the beginning and ending chords.
The results indicate that CHMMs produce harmonizations
that might be completely different to the ones produced
by HMMs, depending on the imposed constraints. The results are reported on phrases of a set of J. S. Bach chorales,
since they comprise an unofficial “benchmark” dataset for
melodic harmonization methodologies.
2. PREVIOUS WORK AND MOTIVATION
Hidden Markov models (HMMs) have been extensively
used for the automatic harmonization of a given melody,
since their formalization describes the targeted task very
well: given a sequence of observed notes (melody), find
the most probable (hidden) sequence of chords that is compatible with the observations, according also to a chord
transition matrix. In several studies of HMM–based melodic
harmonization methodologies, a straightforward distinction
is made on the role that some chords play to the composition – mainly the cadence of the phrase. For instance, the
cadences of produced harmonizations by the HMM developed in [10] were utilized to evaluate the system’s performance, by comparing the cadence patterns that were produced by the system to the ones observed in the dataset.
Several HMM approaches discuss the utilization of some
methodological tools to amplify the role of the cadence
in the harmonization process. For instance, in [11] and

[12] a backwards propagation of the HMM methodology
is proposed, i.e. by examining the prior probabilities of
the final chord given the final melodic note. The Markov
decision process followed in [13], rewards the authentic
cadences thus providing higher probabilities to chord sequences that end with an authentic cadence. In [14] the
phrases are divided in tonic, subdominant, dominant and
parallel tonic chords, allowing a trained HMM to acknowledge the positions of cadences, however the selection of
chords is performed through a rule–based process. A commercial application utilizing HMM for melodic harmonic
is mySong [15], which receives the melody by the singing
voice of the user, extracts the pitches of the melody and
employs an HMM algorithm to provide chords for the melody.
The approach followed therein is equivalent to the one described in Section 3.1 (and in Equation 1), which is also
used as a starting point towards the formalization of the
BCHMM. According to the HMM approach utilized by
mySong, prior probabilities are considered not only for the
beginning chord of a piece, but also for the ending one,
a fact that further biases the choice of solutions towards
ones that incorporate first and final chords that are more
often met in the training dataset.
The approach presented in this paper is motivated by the
research in the aforementioned works, but it is different
on a fundamental aspect: it allows the deterministic (not
probabilistic) insertion of chords at any place in the chord
sequence. Such an approach is important since it permits
the extension of the “learned” transitions with, potentially
allowing to build composite harmonization that comprise
characteristics from various idioms. To this end, the isolation of the harmony in “strategic” harmonic positions
(e.g. the cadence, the beginning or intermediate parts of
a phrase) is expected to contribute to the project’s perspective.
3. INTERMEDIATELY–CONSTRAINED
PROBABILISTIC HARMONIZATION
The aim of the proposed methodology is to allow the probabilistic harmonization, while allowing prior determination of intermediate chords (also named as checkpoints in
the literature [9]). The intermediate chords may either be
specified by an algorithmic process that determines music
structure on a higher hierarchical level, or may be directly
inserted by a human annotator. Some examples of algorithm classes on higher hierarchical levels that could be
utilized for providing intermediate anchor chords are rulebased approaches, generative grammars, or even Markov
models trained with chords on a sparser time scale (e.g.
the beginning, the middle and the final chord of phrases).
Additionally, the fact that direct human intervention is enabled, allows the presented methodology to be the backbone of a melodic harmonization assistant, which allows
its user to specify a harmonic “spinal chord” of anchor
chords that are afterwards connected by chord sequences
that give aesthetic reference to a learned idiom.
An abstract example of a melodic harmonization process
that incorporates some fixed anchor points is demonstrated
in Table 1. Therein, a melodic line denoted by mi i ∈
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1, 2, . . . , 8 (supposed length 8) is harmonized with some
given intermediate chords as constraints, namely Ii , i ∈
1, 2, 3. The intermediate chords have been applied to specific notes of the melody, i.e. I1 on m1 , I2 on m5 and I3
on m8 . The first and final notes are harmonized with fixed
chords for demonstration purposes, either one or both of
them could be harmonized automatically by the variation
of the HMM variation discussed in this paper. After the intermediate fixed chords have been defined, the boundary–
constrained variation of the HMM (BCHMM) is utilized
for each of the successive parts that begin and/or end with
a fixed chord. It has to be highlighted that the BCHMM is
an abbreviation signifying an intermediate step of the proposed CHMM methodology. In this step only boundary
constraints are considered. In the case where the beginning
and ending chords of the phrase are not fixed, the boundary constraints apply only on the fixed edge; the non–fixed
edge is harmonized by utilizing the typical probabilistic
HMM boundary condition, as discussed in the next paragraphs. For the example in Table 1, the BCHMM algorithm is applied twice, once of each pair of consecutive
anchor chords – namely BCHMM1 for connecting I1 with
I2 and BCHMM2 for connecting I2 with I3 .
mel.
con.

m1
I1
|

|

m2
C11

m3

m4

C21 C31
{z
BCHMM1

m5
I2
}|

{z
CHMM

m6
C12

m7

C22
{z
BCHMM2

m8
I3
}

ples presented in the experimental results section, a more
elaborate examination is left for future work.
3.1 Intermediate anchor chords as boundary
constraints
The chords that “connect” two successive fixed–boundary
chord segments are defined by the aforementioned variation of HMM, the BCHMM. Throughout the development
of the BCHMM, a nomenclature relative to the subject under discussion will be followed, i.e. the dataset will comprise musical pieces (more specifically harmonic reductions of pieces), the states will represent chords and the
observations will describe melody notes. To this end, the
set of possible states–chords will be denoted by S, while
the letters C and c will be used for denoting chords. The
set of all possible observations–notes will be denoted as Y,
while Y and y will be denoting melody notes. Specifically,
the capitalized letters will be used to denote statistical variables, while their instantiation variables will be denoted by
lower case letters. For example, P (Ci = ci ) denotes the
probability that the chord in the i–th position is a ci chord
(where ci is a specific chord, e.g. a [7, [0, 4, 7], [10]] chord
in GCT form, which is a dominant seventh chord).
An initial set of music phrases is considered which will
provide the system with the required statistical background,
constituting the training set. Through this dataset the statistics that are induced concern three aspects:
1. The probability for each state (chord) to be a beginning chord. This distribution is computed by examining each beginning chord for each phrase in the
dataset and is denoted as π(C1 = c), c ∈ S.

}

Table 1. Abstract example of the proposed harmonization
algorithm. On top (mi ) the melody notes to be harmonized
are illustrated, below (Ii ) the chord that are given as constraints and in the bottom (Cij ) the chords produced by the
j–th BCHMM method application.
The presented algorithm discusses only the level of chord
labeling, i.e. its goal is to attribute a chord symbol – expressed as a GCT structure – disregarding information about
harmonic rhythm and voice leading. Harmonic rhythm is a
crucial matter that defines a vital part of a harmonization’s
character, however, within the context of the prototypical
evaluation of the proposed method, a chord is considered
to accompany every note of the melody; a similar approach
has often been endorsed in past research. Similarly, voice
leading is also an important aspect of harmonization, while
one could arguably consider that voice leading is sometimes fundamental in a sense that the movement of each
separate voice defines the final vertical shape of the harmonic blocks. Nonetheless, some primitive experimental
results on automatic harmonization with HMMs indicate
that the GCT bases and extensions of most probable chord
successions, as reflected in a transition matrix, encapsulate the potential of efficient voice leading, allowing the
successions of vertical harmonic blocks to be combined in
such a way that an efficient voice leading algorithm would
potentially interpret some basic horizontal characteristics.
Although this argument is clearly supported by the exam-

2. The probability for each state (chord) to be an ending
chord. This distribution is computed by examining
each ending chord for each phrase in the dataset and
is denoted as τ (CT = c), c ∈ S.
3. The probability that each state follows another state,
denoted as P (Ci = ci |Ci−1 = ci−1 ), ci , ci−1 ∈ S.
4. The probability of a chord being played over a melody
note, denoted as P (Ci = ci |Yi = yi ).
These probabilities are related during the computation of
the overall probability that a certain chord sequence (Ci =
ci , i = 1, 2, . . . , T ) is applied over an observed melody
(Yi = yi , i = 1, 2, . . . , T ). This overall probability is
computed by
P (Ci = ci |Yi = yi ) = Pπ Pµ Pτ ,

(1)

where
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Pπ = π(C1 = c1 ) P (C1 = c1 |Y1 = y1 ),
Pµ =

T
Y

i=2

P (Ci = ci |Ci−1 = ci−1 )

P (Ci = ci |Yi = yi ),

Pτ = τ (CT = cT ) P (CT = cT |YT = yT ).

(2)

(3)
(4)
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An optimal sequence of chords is one that maximizes the
overall probability (in Equation 1) 1 , by achieving an optimal path of states that yield a maximal combination for
the probabilities in all the counterparts (Pπ , Pµ and Pτ ),
typically through the Viterbi [16] algorithm. The probabilities in Pπ promote some chords as better solutions to
begin the path of chords: the ones that are more often used
in the beginning of pieces in the dataset. Similarly, the
probabilities in Pτ advance solutions that are more often
met as concluding chords. Although the results reported in
past works indicate that Pπ and Pτ most probably create
satisfactory results, these probabilities do not guarantee
that the more often met beginning and ending chords will
be utilized. A similar comment can be made about some
strategies that have been proposed, which focus on constructing satisfactory cadences, by beginning from the end
of the phrase to be harmonized and employing the Viterbi
algorithm from “right-to-left”. Specifically, while the latter
approaches have an increased bias towards the cadence part
of the phrase, it is again not guaranteed that the cadence or
the beginning chord of the phrase will be satisfactory.
Regarding the probabilistic scheme, the process for computing the probability value in Equation 1, incorporates
the extraction of the statistical values for π(C1 = c1 ) and
τ (CT = cT ), according to the number of occurrences of
each chord as an initial or final chord respectively. For the
BCHMM approach however, no statistics are considered
for these boundary points, since they certainly (with probability 1) include the chords specified by a higher hierarchical level or by a human annotator. To be compatible with
the terminology followed hitherto for the presentation of
the HMM model, the latter comment can be expressed by
modifying the Equations 2 and 4 so that they indicate the
chords selected at temporary boundary points between successive checkpoints as certain, while eliminating the probabilities for any other chords to appear. Specifically, if the
beginning and ending chords are selected to be α1 and αT
respectively, the new probabilities that substitute the ones
expressed by Equations 2 and 4 are the respective following:
(
1, if C1 = α1
′
Pπ =
(5)
0, otherwise
(
1, if CT = αT
Pτ′ =
(6)
0, otherwise.
The probability that is therefore optimized is the following:
P (Ci = ci |Yi = yi ) = Pπ′ Pµ Pτ′ ,
(7)

where the factor Pµ is the one defined in Equation 3. The
employment of the Viterbi algorithm under the constraints
imposed by the boundary conditions, as reflected by Equations 5 and 6, assigns zero–value probabilities to all paths,
except the ones that begin with α1 and end with αT . Figure 1 illustrates the trellis diagram of the Viterbi algorithm
under the discussed constraints.
1 In implementations of HMMs it is usually the negative log–
likelihood that is being minimized, i.e. the logarithm of the expression
in Equation 1, since the numbers that are yielded by consecutive multiplications of probabilities (quantities ≤ 0) are difficult to be compared by
eye because of their small magnitude.
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Figure 1. Trellis diagram for the BCHMM. Only transitions from α1 and to αT as first and last states respectively
are permitted. The intermediate trellis diagram is the same
as in a typical HMM.

3.2 Application of BCHMM in the current
harmonization system
The efficiency of the HMM, and consequently the BCHMM,
methodology relies on selecting a proper set of states to
represent the chords that are utilized in the training set,
which will subsequently be used in the harmonic generation process. The term “proper” indicates that there is a
tradeoff in the amount of information of chord representation and the number of states required to delegate each
chord in the HMM (and the BCHMM). For instance, by
describing the possible chords only as major or minor, the
number of states remains small (24 for all 12 pitch classes),
however the harmonic description is very poor. Several
works in the literature ([9, 15] among others) propose the
utilization of standard chords (e.g major, minor, diminished, augmented and major seventh), applicable to all 12
relative pitch classes of the composition key of the examined pieces. However, by devising such a chord selection scheme it is possible that important harmonic information is excluded, since several pitch class combinations
that might appear (rather frequently in some musical idioms) are disregarded.
The chord representation followed in the context of the
paper at hand is the general chord type (GCT) representation, which is able to embody the information of both
consonant and dissonant parts of a pitch class group. The
GCT incorporates three parts, the root, the base and the extensions of a chord, denoted with three different entrances
in a list of the form [root, [base], [extension]]; for example the pitch class [7, 11, 2, 5] is represented as [7, [0, 4, 7],
[10]], which indicates a dominant seventh chord. These
parts are defined for pitch class simultaneities, according
to a process that isolates the maximal mutually consonant
pitch class combinations of this simultaneity, according
to a consonance vector that defines the intervals between
pitch classes that are considered consonant. For the chorales
of Bach, that constitute the dataset of examination, the consonant intervals are considered to be the major and minor
thirds, their inversion–equivalent major and minor sixths
and the perfect fifths and fourths. A complete description
of the GCT is beyond the context of this paper and the
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interested reader is referred to [citation omitted for peer
reviewing].
The implementation of the HMM incorporated a simple
“rule–based” observation–to–state probability assignment
(P (Ci = ci |Yi = yi )) for defining the probability for each
chord to be played with each note of the melody. Specifically, for each note of the melody, this “rule–based” criterion provides a maximum probability for chords that include this note and a minimum for one that does not. Maximum probability is set to 1, while the minimum is set to
10−6 . Additionally, the zero entries of the chord transition
matrices that are produced by the training simulations, are
also assigned a value of 10−6 2 . By removing the zero
entries in these matrices, a potential blocking of the algorithm is avoided in situation where zero probabilities occur.
Such situations may occur either in the extreme scenario
where there is no chord to include a melodic note, or in
the even more extreme scenario where there is no probable
path connecting two predetermined anchor points.

the ones produced by the typical HMM methodology – depending on the selected anchor points. Therefore, the experimental results expose the ability of the proposed system, as well as the flexibility of the modified HMM scheme
towards allowing different – and potentially more interesting – harmonization alternatives, according to the provided
anchor points. To this end, the system’s evaluation processes mainly addresses the fact that the proposed methodology is implementable using a relatively small dataset of
training pieces.

This paper addresses the harmonization task within the
context of a certain key, thus a full harmonic reduction
of phrases is considered as input to the system; the term
“phrase” will hereby signify the melody notes and their
harmonization, as yielded from the reduction. The phrases
of the Bach chorales are divided in two sets according to
their key of composition, i.e. in major and minor phrases.
Although harmonizations of both modes were tested, the
reported results include only major mode phrases. The
GCT chords–states that are derived for the major chorales
4. RESULTS
of Bach are 41 and for the minor chorales 38, while many
of the major and minor states are overlapping, i.e. exist
The experimental results demonstrate in a qualitative manboth in the major and in the minor chorales. Several of
ner the effectiveness concerning several aspects of the prothese states are redundant since their GCT expression in
posed melodic harmonization approach:
fact describes chords of the same functionality, e.g. the
GCTs [0, [0, 4, 7], []] and [0, [0, 4], []] denote a major chord
1. The effectiveness of the GCT representation towards
in the tonic. Additionally, there is a considerable amount of
capturing the idiom’s “chords”, providing interpretaGCT states (around 15 for each mode) that occur only two
tions that are in agreement with the Roman numeral
or three times in the entire dataset. The latter comments inanalysis.
dicate that the employment of a GCT clustering technique
2. The efficient adaptation of the GCT representation to
could group some GCTs according to their harmonic functhe chord bases and extension characteristics that entionality, further reducing the states to approximately 25
able the automatic harmonization system to be amenable for each mode. However, such a grouping methodology is
to effective voice leading. Dissonance of extensions,
yet to be developed and it is part of ongoing research.
should be treated for special voice leading.
When harmonizing a melody with no constraints, the HMM
methodology selects the most probable sequence of chords
3. The presented methodology’s effectiveness in terms
(hidden states) according to probabilities related to the melody’s
of the training data requirements.
note to be harmonized and to probabilities related to the
4. The increase of interestingness that the insertion of
transitions between pairs of states. The imposition of fixed–
intermediate and/or boundary chords can introduce
chord constraints is intuitively expected to alter the harto the composed harmony.
monization “locally”, i.e. the CHMM harmonization is expected to be different than the one provided by the typical
5. The fact that the HMMs are versatile enough to adapt
HMM a few chords before or after a chord that remains
to “deterministic” harmonic constraints.
fixed – if the selected chord to be fixed is different than the
one provided by the HMM. However, the application of
During the “unofficial” evaluation of the presented methodchord constraints in some cases provided different harmoology, several test phrases were harmonized, as well as sevnizations throughout the entire length of the phrase. The
eral anchor point insertion setups were examined. The prevoice leading in the examples presented below was persented results include some indicative harmonizations that
formed by a music expert; an algorithmic process for voice
have been produced by the system with different anchor
leading is a future research goal. The score examples that
point setups. The utilized dataset comprises a selection
are analyzed in the remaining of this section are produced
of phrases from the “benchmark” chorales of J. S. Bach,
by HMMs or CHMMs that trained on the same set of 30
specifically some chorales in the major mode.
random chorale phrases, which did not include the harmoThe experimental process aims to provide indications about
nized phrases.
the fact that the utilization of the anchor points yield harmonizations that are potentially more “interesting” than
The example in Figure 2 amplifies the role of anchor
chords
and specifically the beginning and ending chords
2 After the adjustment of the values in either the observation or the
transition matrices, these matrices could be normalized to produce a unit
of a phrase. In this example, a Bach chorale melody is
sum for each chord. However, since the probability values in the matrix
harmonized with the typical HMM methodology (top) and
entries are computed only in terms of maximizing the total probability
(ignoring its magnitude), such a normalization is not necessary.
with anchor boundary (beginning and ending) chords de-
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noted by an asterisk. The boundary chords are the ones
utilized by Bach in the genuine chorale. An initial comment concerns the fact that the HMM methodology does
not “guarantee” that the beginning and ending (boundary)
chords of a melody to be harmonized are identical to the
ones that would potentially be utilized by a human composer. Additionally, the role of the boundary chords is crucial: the example in Figure 2 demonstrates that different
anchor chords provided an entirely different harmonization. Furthermore, this example shows that that the imposition of constraints “forced” the system to follow more
“interesting” and unpredictable chord paths, since, the typical HMM methodology utilized more typical and probable
chord progressions between V and I chords. The imposition of constraints on the other hand, forced the HMM
methodology to establish temporary secondary tonalities,
yielding a richer harmonic interpretation of the melodic sequence.

(a) typical HMM

(b) CHMM with boundary anchor chords
Figure 2. (a) The harmonization of a Bach chorale melody
with the typical HMM methodology and (b) with constraints on the first and final chords (indicated with an asterisk).
The evidently important role of the beginning and ending chords leads to further inquiries about the ability of
the HMM to accurately “predict” the boundary chords of
phrases, according to the ones utilized in the genuine compositions. Answers to these inquiries are approached through
a statistical comparison between the boundary chords produced by the HMMs and the boundary chords assigned
by Bach. Specifically, an intuitively realistic answer is
pursued with the utilization of three different metrics on
how “correct” the boundary chords attributed by the HMM
are, considering the boundary chords of the genuine Bach
chorales phrases as ground–truth. Specifically, when the
HMM system harmonizes the melody of a phrase, the attributed first and final GCT chords of the HMM harmonization are compared (according to the aforementioned
three metrics) with the respective GCT chords that exist
in the genuine harmonization of Bach on the same phrase.
Therefore, these three metrics are considered to indicate
the “efficiency” of the HMM harmonization regarding the
beginning and ending GCT chords. These metrics are the
following:
1. Pitch class similarity (PC, ∈ [0, 1]): the percentage

of pitch classes (PCs) in the HMM proposed chord
that are equal to the pitch classes of the “correct”
chord.
2. Root similarity (root, ∈ {0, 1}): 1 if the GCT roots
are equal, 0 otherwise.
3. Exact similarity (exact, ∈ {0, 1}): 1 if the GCT
chords are completely equal, 0 otherwise.
The PC criterion is the most generous one, since it provides a rather positive score to chords that are considered
wrong. For example, if the final chord in a phrase is [0,
[0, 4, 7], []] (i.e. I degree) and the HMM proposes an arguably wrong [4, [0, 3, 7], []] chord (i.e. iii degree), then
it receives a score of 0.6667, since the common relative to
the root PCs are 4 and 7, while the non–common is only
the relative PC 11 (contradicting to 0). The exact criterion is the strictest criterion, since it requires that the root,
base and extension between chords are the same. The root
criterion admits that it is an excessive requirement that all
the GCT chord characteristics be the same, acknowledging
also the fact that potentially different GCT bases and extensions refer to chords of the same functionality, e.g. [0,
[0, 4, 7], []] and [0, [0, 4], []]. To this end, the root criterion
accounts only the similarity of the root GCT part.
The experimental setup includes four different sets of training excerpts, namely the tr − 5, tr − 10, tr − 20 and
tr − 30 sets. Each of these sets comprises a number of
training phrases that is indicated by the numerical part of
the name, e.g. the tr − 20 describes an experimental simulation where 20 phrases are used as training data. Under any training scenario, 10 test melodies are harmonized,
which belong to chorale phrases that do not pertain to the
training set. The training and testing chorales are randomly
selected in 100 random selection–training–harmonizing–
testing simulations, while different sessions are performed
for major and minor mode chorales. Thereby, the statistics that are subsequently presented are extracted from 100
simulations for each setup: major or minor chorale phrases,
with different numbers of training phrases (5, 10, 20 and
30) and 10 phrases as harmonizing–testing data.
Table 2 demonstrates the mean values for the three efficiency measures in the first and final chords of the HMM
harmonizations, for the major and the minor chorales and
for all training setups (different number of training pieces).
A first comment concerns the sensitivity of each metric to
the number of training pieces. For instance, the PC metric remains relatively steady regardless of the number of
pieces as a training set, while the remaining two metrics
increase considerably as the number of training pieces increase. Specifically, for the major pieces the increase is
around 10%, while for the minor piece around 4-5%. This
fact indicates that the number of coinciding pitch classes is
a rather vague measure, incorporating little musical information, since this measure does not reveal the dense impact that the increase of the training data would expectedly
have.
Except from the imposition of boundary chords, the insertion of intermediate chords can also produce interesting
results. The example depicted in Figure 3 discusses the
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tr-10
tr-20
tr-30
tr-5
tr-10
tr-20
tr-30
tr-5
tr-10
tr-20
tr-30
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Beginning
Ending
major
minor
major
minor
pitch class similarity (PC)
0.8635 0.7917 0.9373 0.8777
0.8698 0.8014 0.9437 0.8827
0.8650 0.8008 0.9358 0.8934
0.8670 0.7970 0.9533 0.8884
root similarity (root)
0.4820 0.4110 0.6860 0.7330
0.4940 0.4060 0.7460 0.7720
0.4900 0.4420 0.7770 0.8010
0.5310 0.4380 0.8230 0.7840
exact matches (exact)
0.4360 0.3370 0.6530 0.4580
0.4530 0.3280 0.7220 0.4990
0.4660 0.3740 0.7570 0.5020
0.5120 0.3710 0.7920 0.4980

(a) typical HMM

(b) CHMM with boundary anchor chords

(c) CHMM with boundary and intermediate anchor chords
Table 2. Efficiency of the typical HMM harmonization
regarding the first and final chords, according to the three
defined metrics.
harmonization of a Bach chorale in four different versions.
Specifically, Figure 3 (a) demonstrates the harmonization
produced by the typical HMM methodology, while the harmonization in (b) is produced with constraints on the boundary chords (as indicated by the asterisks). The constraints
used in the phrase’s boundaries are the ones utilized by
Bach in the genuine chorales. The imposition of the boundary constraints does not produce a harmonization that is
entirely different regarding the selection of GCT chords
(unlike the example shown in Figure 2), however the voice
leading that was assigned by the music expert in both phrases
is different. The harmonization became more interesting
when the music expert indicated the insertion of the diminished chord marked with an asterisk in Figure 3 (c) (fifth
chord). This anchor chord changed the harmonization entirely; even when the boundary constraints were alleviated,
the harmonization produced by the CHMM system (Figure 3 (d)) was again completely novel. The fact that different constraint conditions produce diverse harmonizations,
amplifies the motivation to utilize a “deterministic” chord
selection scheme along with the probabilistic HMM framework.
5. CONCLUSIONS
The paper at hand presents a methodology for performing
automatic melodic harmonization, i.e. providing chords on
the notes of a given melody, through a methodology that is
based on the hidden Markov model (HMMs), namely the
constrained HMM (CHMM), which harnesses the capabilities of the HMMs to perform harmonizations with strictly
specific requirements expressed through the employment
of certain chords to harmonize certain notes of a melody.
Such “anchor” chords would be selected either by an algorithmic (probably non–probabilistic) process functioning a
higher level of the harmonic hierarchy, or by a user. The
utilization of specific chords imminently enhances the au-

(d) CHMM with an intermediate anchor chord
Figure 3. (a) The harmonization of a Bach chorale melody
with the typical HMM methodology and with constraints
on (b) the boundary chords, (c) the boundary and one intermediate chord and (d) only one intermediate chord. The
fixed intermediate chords selected by a human annotator
are indicated on the score with an asterisk.
tomatically produced harmonizations since the proper selection of some key–chords leads the system to interesting
harmonic paths. For instance, the selection of the first and
final (boundary) chords of a phrase, which chords strongly
imply the tonal constitution, is a crucial part for generating harmonizations that provide strong reference to an intended musical idiom – fact that is also highlighted by several works in the automatic harmonization literature.
According to the experimental results reported in this paper, the typical HMM approach assigns beginning and ending chords of phrases that are more probable, a fact that potentially contradicts with a composer’s choices. Additionally, the imposition of fixed–chord constraints, even only
on the boundaries of phrases, force the CHMMs to produce harmonizations that are significantly different to the
ones produced without constraints – and often more interesting since they are more “improbable”. The chord representation that is employed is the general chord type (GCT)
representation, which is a novel technique under development and allows the selection of a relatively small number
of chords as states, without disregarding harmonic information from chord extensions.
The proposed technique is a part of an ongoing research
in the context of the COINVENT project, according to
which the invention of new concepts in automated harmonization is approached by blending harmonic concepts of
several musical idioms. To this end, the determination and
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utilization of important harmonic parts of idioms is pursued, e.g. selecting proper fixed–chord constraints (“anchor” chords) and voice leading among others. Therefore,
the proposed technique remains to be integrated with an
algorithmic “anchor” chord selection mechanism, as well
as an algorithmic process that performs idiom–dependent
voice leading. The development of the CHMM methodology would potentially be harnessed with even more advanced and abstract harmonic constraints. For example,
the user of a system would not only select entire chords to
harmonize certain notes of phrases, but also specific notes
that should be present along with a note of a harmony,
therefore reducing the chord possibilities. Additionally, as
the results indicated, by “fixing” the final boundary point it
is not expected to lead to a “fixed” cadential pattern, since
the absolute similarity in the final chord between the genuine and the artificial harmonies was not followed by an
increase to the pre–final chords. The utilization of longer
harmonic segments in places where cadences happen has
been previously discussed in the literature [10], providing
pointers for future work that would include larger cadential
“chunks” as ending boundary points. Finally, the boundary constrained formalization could be harnessed with a
variable order Markov model in the hidden layer, like the
predictions suffix trees, producing results by potentially incorporating information over longer harmonic parts for deciding the next chords.
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augmented score whose language integrates both programming tools and musical terms, allowing a unique and flexible temporal organization. The augmented score outlines
both the instrumental and the electronic parts and the instructions for their real-time coordination during performance, the specific events that should be recognized in real
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This excerpt from an Antescofo score shows two musical
events with two electronic actions. The first corresponds
to a single note (middle C) with a duration of one beat. An
electronic action is triggered by Antescofo one eighth-note
after the C is detected, where the message ”$v1 $v2” is
sent to the object receive action.
3. REALIZATION
Sketches written by Christopher Trapani and played by the
clarinetist Jérôme Comte from the Ensemble intercontemporain formed the basis of a six-month study, culminating
with a 3-minute final sketch viewable here [5]. In this section we will detail the various challenges addressed during
this collaboration.
Figure 2: General architecture of Antescofo. The score
is an input of both the listening machine and the reactive
engine. The events recognized by the listening machine are
signaled to the reactive engine which schedule the actions
at the right time.

3.1 Set-up

time, and the actions corresponding to these triggers. During a performance, the language runtime evaluates the augmented score and controls processes synchronously with
the musical environment, with the aid of artificial machine
listening. This approach has been implemented in the Antescofo system and validated in many live performances.
2.2 Some elements of the language
An Antescofo score contains both an instrumental part and
the accompaniment actions. As explained above, details of
both notated music and electronics are combined in a single augmented score. During live performance, Antescofo
reacts to data from the listening machine and from the
external environment. This reactive system dynamically
takes account of tempo fluctuations and the values of external variables, in order to synchronize accompaniment
actions to the real-time interpretation. The possibility of
timing events and the actions relative to the tempo, as in a
classical score, is one of the main strengths of Antescofo.
Within the augmented score language, the composer can
decide to associate actions to certain events with delays
(either in absolute time or relative to the tempo), to group
actions together, to define timing behaviors, to structure
groups hierarchically, and to allow these groups to act in
parallel.
An augmented score is a sequence of instrumental events
and actions. The syntax for the instrumental part allows the
description (pitches + duration) of events such as notes,
chords, trills, glissandi and improvisation boxes [4]. Actions are divided into atomic actions which perform an elementary computation and compound actions. Compound
actions group multiple actions; these are triggered more or
less directly by an event.
NOTE C4 1.0
1/2 receive_action $v1 $v2
CHORD (D4 F#4) 1/2
receive_action $v3 $v4

Figure 3: Antescofo follows the clarinetist’s performance
which is recorded in parallel into a buffer. Phase Vocoder
objects read this buffer at specific positions and speeds
controlled by Antescofo as outlined in the score.
These sketches were realized in the Max/MSP environment. The live performer is recorded into an audio buffer,
while a Phase Vocoder object (SuperVP [6], [7]) reads this
buffer at specific positions and speeds. The Antescofo program calculates the correct position and speed values according to incoming real-time data, communicating with
the Phase Vocoder.
The challenge of creating a dynamic canon lies in building, estimating, and updating in real time the relation between the temporality of the score (in beats) and absolute time. All parameters that control the unfolding of the
canon depend on this relationship. The Antescofo language
allows the composer to manage this kind of control in a
precise fashion.
3.2 Description of Real-Time Canons
A canon can be defined as the superimposition of a phrase
upon a version of itself. In our work, the live musician provides the first voice of the canon, whereas the electronics
provide a manipulated second voice in reply. A two-voice
canon can thus be characterized as a symbiotic phrase with
two components:
• the canonic reply played back from a buffer (the line
segment [start,end] in the figures 4),
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• the phrase performed live by the musician onto which
the canonic reply is superimposed (the line segment
[start’,sync] in the figures 4).
Keeping in mind that the playback position can never
overtake that of the live recording for obvious causal reasons, different types of real-time canons can be defined
(Fig 4).
Figure 5: The diagram represents the different values to be
considered for the speed calculation. At the current time t,
the dates end (the canon end) and sync (the final synchronization point) are estimated according to the tempo value.
The t0 value corresponds to the time at which the live musician played the current position of the buffer.

(a)

time that remains to be played by the canon until the synchronization point.
This is the main piece of code in the score that computes
the speed of the canon each time the tempo is updated:

(b)

whenever($RT_TEMPO)
{
$t’:=$t’+((@date($t’)-$NOW)*$speed)
(c)

$end:=$NOW+($end_pos-$RNOW)*60/$RT_TEMPO
$sync:=$NOW+($sync_pos-$RNOW)*60/$RT_TEMPO

Figure 4: Different types of real-time canons
The temporal data pertaining to each canon is specified
in the score. These specifications are virtual and relative to
the tempo so that during performance, these values can be
translated into a real and absolute scale.
The canon (4a) starts at the same time as the musician but
unfolds at a slower speed. The canon (4b) starts after the
musician has played the end of a phrase. This corresponds
to a superposition of two independent voices. The canon
(4c) begins after the live voice at a slower tempo that will
gradually increase until catching up the musician at a predefined convergence point.
3.3 Canon speed calculation
In order to determine the precise speed for each canon
in the score, the Antescofo program uses real-time tempo
calculations as well as temporal estimations of upcoming
events. The tempo of the musician as estimated by the listening machine of Antescofo is the key to calculating these
estimates of future events. Thus, the speed values are reestimated throughout the entire duration of the canon as
soon as new information concerning the position or the
tempo of the musician arrives.
Figure 5 represents the different relationships which can
be found in the three types of canons mentioned above.
Let t the current position of the musician in the absolute
scale; the computation of the speed follow this equation:
canonSpeed =

end − t0
sync − t

(1)

where sync − t is the estimation of the time before the
synchronization point and end − t0 is the estimation of the

$speed := ($end-$t’)/($sync-$NOW)
ph_voc speed $speed
}until ($RNOW ≥ $end_pos)
$NOW, $RNOW, and $RT_TEMPO are internal variables that
represent, respectively, the current time in seconds, the current position of the musician in beats, and the current value
of the tempo.
The whenever statement allows actions to be launched
when a given condition is verified. Each time the variables
corresponding to this condition are updated, the predicate
is re-evaluated. Here the body of the whenever is executed each time the variable $RT_TEMPO changes. This
process continues until the live musician has reached the
end of the canon ($RNOW $\geq$ $end_pos).
$t’ represents the audio time-chunk in the buffer already
played; @date(t’) is the date of the last update of $t’
variable. The tempo estimation is used to predict the dates
of $end and $sync. $speed represents the speed of the
playback and is used as the control parameter of the phase
vocoder.

3.4 Real-Time Canons with speed curve constraints
Traditionally, canons are defined by a constant speed ratio. Phase vocoder playback however offers the possibility
of dynamic tempo flexibility following a predefined pattern. These shifts in speed can be easily stored as a function graph, with care taken to avoid increased playback
speeds that would cause the playback buffer to overtake
the recording. Equally applicable to prolongation and converging canons, these tempo maps provide a function trans-
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Figure 6: Real-Time Canons with speed curve constraint
fer, an intermediary multiple that imposes a second set of
speed relationships onto the canonic reply.
This strategy is also used to create a specific style of
canon (type e in Fig. 1) where two voices cover the same
length, both beginning and ending together, but with dynamic changes of speed within this frame. Nancarrow makes
frequent use of this effect, switching the speeds between
a faster and a slower voice at the exact midpoint of the
phrase for a flawless alignment. In our example, the tempo
shifts dynamically. From an initial shared starting point,
the playback voice unfolds at a slower speed than the live
player’s, giving the impression of a prolongation canon
with a malleable tempo. Later in the canon, phrases in
playback are repeated faster than their live renditions, with
the tempo again continually calibrated against the approaching convergence point.

Figure 7: Example of a curve specified by the composer
to constraint the speed of the canon.
The figure 7 shows a possible curve to constraint the speed
of the canon. If t is the relative position of the musician in
the score, the sent speed is:
0

sync − t
canonSpeed = f (t) ∗ R sync
f (x) dx
t

(2)

where f(t) is the current value of the curve, sync−t0 is the
time in beats that remains to beRplayed by the canon until
sync
the synchronization point and t
f (x) dx the integral
of the curve from the current instant to the synchronization
point.
In practice, the speed calculation is updated every 0.05
seconds.
3.5 Metadata interactions
Attack recognition data gathered in real time by Antescofo
also serves as a tool for storing and recalling the positions
of various events. As the live voice is followed, the timing
in ms of each detected event is stored as a marker in the
buffer. Though playback speed is continually in flux, the

positions of these markers remain constant and function as
signposts for various meta-processes.
As one basic example, these markers can be read as multiple entry points, so that canonic replies can begin not
only at the start of the recorded buffer, but at any recognized event within the musical phrase. They may also serve
as signposts for dynamic transposition, sending predetermined transposition values to the phase vocoder when the
playback voice reaches the matching phrase.
Markers are also valuable for managing data outside of
the signal realm. Using the onset and pitch data for each
note in an Antescofo score, it is possible to keep track of
the current pitch of each canonic voice, even as the playback rate changes. In our example, a process of adding and
subtracting the frequencies of active pitches is established,
with the results displayed in real time using the Bach interface [8]. The resulting pitches are used to pilot the transposition of concatenative synthesis in CataRT [9], producing
a constantly shifting halo of samples whose harmonic content conforms to the sum and difference tones of the current
pitches in the two canonic voices.
3.6 Control at the Convergence Point
The most significant challenge of creating converging canons
is how to treat the arrival point, since perfect synchrony
between a live voice and a buffer is impossible. One shortterm solution involves a last second crossfade in playback,
from the buffer to the live voice. While this allows the
final attack to be reliably aligned, the drawback is a loss
of precision in the passage leading up to the convergence
point. The playback speed is also systematically reset to 1.
(parity) at the convergence point to prevent playback from
overtaking the buffer’s playhead.
A watchdog mechanism is executed to prevent playback
from overtaking the buffer’s playhead each time the speed
value of the canon is updated:
whenever($RT_TEMPO)
{
abort watchdog
...

canon speed computation ...

group watchdog
{
$delay:=($NOW-$t’)/($speed-1)
$delay ph_voc speed 1.0
}
}until ($RNOW ≥ $end_pos)

The watchdog mechanism is managed in the same body
as the speed computation. The time needed for the position
of the playhead ($t’) to catch up to the live player at the
speed sent just before ($speed) is computed in the variable
$delay. The message ph_voc speed 1.0 is scheduled
to be launched $delay seconds later. If the tempo is again
updated, the abort watchdog command will cancel the
message launch and re-schedule a new one.
The final moments of each converging canon involve increasingly perilous calculations. As the predicted arrival
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point approaches, tempo calculations have more immediate consequences, and small changes in the live player’s
timing can create drastic alterations in playback speed. With
less time left to correct course, the danger of veering ahead
of the live buffer’s recording point increases.
A provisional solution has been the introduction of a braking mechanism which performs a secondary prediction. If
the next event anticipated by Antescofo has not yet arrived
after a given percentage of the allotted window (80% by
default), the speed automatically slows along an exponential curve, so that playback gradually slows until the next
predicted point of recalibration arrives. A prototype braking patch was created and tested during the work period,
and should be integrated into the patch after further experimentation.
4. CONCLUSION
The success of this project demonstrates Antescofo’s capacity for sophisticated time-related processes, handling
both live performance and real-time computing through
a single streamlined engine. This could open the door to
novel and imaginative reinventions in the realm of rhythm,
extending the existing paradigm and encouraging new experiments with ancient musical devices in a wholly contemporary context. The musical examples explored thus
far have been brief and intuitive forays that only scratch the
surface of the new possibilities offered by this approach.
If tempo canons can be realized in Antescofo with just a
few lines of code, one can imagine a larger-scale work with
several local-level tempo loops, converging and diverging
in fractal-like patterns. The main barrier to composing
such music today is the notation and execution of such a
highly intricate level of rhythmic interplay, but a tool that
generates canonic responses with real-time adaptive capabilities could lead to exciting new forays in the realm of
labyrinthine rhythmic layering and detailed canonic writing.
The most important breakthrough for Nancarrow — the
primary factor that paved the way for his unprecedented
experimentation with multiple layers of tempo and timing — was being allowed to work out his ideas in visual
and mathematical terms, directly onto the piano roll. The
outcome of this project could signal a similar breakthrough
in the electroacoustic realm: a new tool for intricatelytimed canonic writing that could prove to be useful for
many composers, enabling them to succinctly and reliably
describe complex numerical relationships without recourse
to notation.
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ABSTRACT
Statistical models of music can be used for classification and prediction tasks as well as for generating music. There are several different techniques to generate music from a statistical model, but not all are able to effectively explore the higher probability extrema of the distribution of sequences. In this paper, the vertical viewpoints
method is used to learn a Markov Model of abstract features from an existing corpus of music. This model is incorporated in the objective function of a variable neighbourhood search method. The resulting system is extensively tested and compared to two popular sampling algorithms such as Gibbs sampling and random walk. The variable neighbourhood search algorithm previously worked
with predefined style rules from music theory. In this work
it has been made more versatile by using automatically
learned rules, while maintaining its efficiency.
1. INTRODUCTION
Ever since the very first computer was created, the idea of
using this device to generate music has existed. Even Ada
Lovelace, the world’s first conceptual programmer who
worked together with Charles Babbage on the Difference
Engine and Analytical Engine [18], hinted at using computers for automated composition around 1840:
“[The Engine’s] operating mechanism might act upon
other things besides numbers [. . . ] Supposing, for instance, that the fundamental relations of pitched sounds in
the signs of harmony and of musical composition were susceptible of such expressions and adaptations, the engine
might compose elaborate and scientific pieces of music of
any degree of complexity or extent.” – [5]
Since then many researchers have worked on automatic
composition systems, both for melody harmonization (i.e.,
finding the most musically suitable accompaniment to a
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given melody) [32], generating a melodic line to a given
chord sequence or cantus firmus [22] and even generating
a full musical piece from scratch [34].
An important difference between the various music generation systems is the actual method used to generate the
music. This ranges from probabilistic methods and rulebased systems [1, 11, 39], to constraint satisfaction methods [37] and the use of metaheuristics such as evolutionary
algorithms [25, 36], ant colony optimization [17] and variable neighbourhood search (VNS) [24]. For a more complete overview of existing automatic composition systems,
the reader is referred to Herremans and Sörensen [23].
A second way to differentiate between music generation
systems is the way in which they determine the quality
of the generated music. One method is to have a human
listener determine how “good” the solution is. GenJam,
a genetic algorithm that composes monophonic jazz fragments given a fixed chord progression, uses this approach
[4]. The solution quality is not coded in the algorithm, but
feedback is given by a human mentor for each population
member individually. This causes a delay known as the
human fitness bottleneck and places a non-negligible psychological burden on the listener [35].
To circumvent this bottleneck, most systems automatically assess the quality of a musical fragment. This can
be done based on existing rules from music theory or by
learning from a corpus of existing musical pieces. The first
strategy has been applied in automatic composition systems such as those by Geis and Middendorf [17], Assayag
et al. [2] and Donnelly and Sheppard [13]. An obvious
disadvantage is that the rules of the chosen musical style
need to be formally written down. Although every musical
genre has its own rules, these are generally not explicitly
available [28]. Therefore, it is useful to automatically learn
style rules from existing music. The second method can be
considered as being more robust and expandable to other
styles. David Cope’s Experiments in Musical Intelligence
(EMI) extract signatures of musical pieces using pattern
matching with a grammar based system to understand a
specific composer’s style [31]. Xenakis [39] uses Markov
Models to control the order of musical sections in his composition “Analogique A”. Markov models have also been

author and source are credited.
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used to generate Palestrina counterpoint based on a given
cantus firmus with dynamic programming [15]. Allan and
Williams [1] trained hidden Markov models for harmonising Bach Chorales and Whorley et al. [38] applied a
Markov model based on the multiple viewpoint method
to generate four-part harmonisations. Markov models also
form the basis for some real-time improvisation systems
[14, 29] and more recent work on Markov constraints for
generation [30].
In this paper we adopt the view that music generation can
be viewed as sampling high probability sequences from
statistical models of a music style. With a simple (firstorder) statistical model, such as the one explored in this
paper, high probability sequences might not be the best in
terms of musicality [27]. This issue will be examined in
more detail in future research of the authors, but in this
paper we focus on high probability sequences. Although
many systems are available to learn styles from existing
music, few have been combined with an efficient optimization algorithm such as VNS [27, 12]. This is important
since generating high probability sequences from complex
statistical models containing multiple conditional dependencies between variables can be a computationally hard
problem. In this research we apply the vertical viewpoints
method [7] to learn a model that quantifies how well music resembles first species counterpoint. This model is then
used to replace the rule-based objective function in a VNS
previously developed by the authors [22].
We chose to work with simple first species counterpoint
in this paper in order to explore the theoretical concepts
of sampling. It is not the goal of this research to develop
a complete model, but evaluate the different methods to
sample from a statistical model. Section 2 of this paper
describes the statistical model used in this study and Section 3 describes the sampling methods used. The statistical
model was chosen so that the optimal (Viterbi) solution
could be computed, allowing us to evaluate the absolute
in addition to the relative performance of various sampling
methods. In Section 4 the resulting system is extensively
tested and compared to the optimal solution and to the random walk and Gibbs sampling methods.
2. VERTICAL VIEWPOINTS
This section describes the model that provides the probabilities of each note in a first species counterpoint fragment. First species counterpoint can be viewed as a sequence of dyads i.e., two simultaneous notes (see Figure 1). In this research the number of possible pitches is
constrained to the scale of C major and the range of the
cantus firmus, i.e., the fixed voice against which the counterpoint line is composed, is constrained to 48 and 65 (in
midi pitch values) and the counterpoint ranges from 59 to
74. These constraints are based on counterpoint examples
from Salzer and Schachter [33]. This results in 110 possible dyads (11 × 10).
When generating counterpoint fragments, it is essential to
consider both vertical (harmonic) and horizontal (melodic)
aspects. These two dimensions should be linked instead
of treated separately. Furthermore, in order to confront

the data sparsity issue in any corpus, abstract representations should be used instead of surface representations.
These representational issues are handled by defining a
viewpoint, a function that transforms a concrete event into
an abstract feature. In this paper the vertical viewpoints
method [7, 10] is used to model harmonic and melodic aspects of counterpoint.
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Figure 1: First species counterpoint example [33] and its
dyad representation.
A simple linked viewpoint is used whereby every dyad is
represented by three linked features (see Figure 2): two
melodic pitch class intervals between the two melodic
lines, and a vertical pitch class interval within the dyad.
With this representation, the second dyad b in Figure 2 is
given by the compound feature τ (b | a) = h2, 5, 3i.
5

a

b

3

2

   
60
65
48
50
Figure 2: Features (on the arrows) derived from two consecutive dyads a and b (bottom) form compound feature
τ (b | a) = h2, 5, 3i.
Following this transformation, dyad sequences in a corpus are transformed to more general feature sequences,
which are less sparse than the concrete dyad sequence for
obtaining statistics from a corpus. In the following it is described how to create a simple first order transition matrix
(TM) over dyads from these statistics, which can immediately be applied in any optimization algorithm (see Section 3.1).
Following the method of Conklin [9], let v = τ (b | a)

v = τ (b | a)

a

b

Figure 3: The probabilistic dependencies in the vertical
viewpoint model.
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be the feature assigned by a viewpoint τ to dyad b, in the
context of the preceding dyad a. Assuming the probabilistic graphical model of Figure 3, the probability P (b | a) of
dyad b following dyad a can be derived as follows:
P (b | a) = P (a, b)/P (a) conditional probability
= P (b, v, a)/P (a) because P (v | b, a) = 1
= P (b | v, a) × P (v, a)/P (a) chain rule
= P (b | a, v) × P (v) independence of a and v
with the second term P (v) estimated from the corpus:
P (v) = c(v)/n
where n is the number of dyads in the corpus and c(v) is
the number of dyads in the corpus having the feature v.
To further reduce the number of parameters for training
simply to the quantities P (v), the first term P (b | a, v) is
modelled with a uniform distribution

Since generating dyad sequences with the best possible objective function is a computationally hard problem, a variable neighbourhood search algorithm is used as it is an efficient optimization method. Variable neighbourhood search
has been successfully applied to a wide range of combinatorial problems [19] including vehicle routing [26], graph
colouring [3] and project scheduling [16]. Hansen et al.
[21] find that VNS outperforms existing heuristics and is
able to find the best solution in moderate computing time
for several problems.
In this paper, the VNS previously developed by Herremans and Sörensen [22] is adapted to work with a learned
objective function. The VNS method is then compared
with two sampling methods i.e., random walk, and Gibbs
sampling. One of the reasons for using a first order Markov
model to represent first species counterpoint is that it is
possible to compute the Viterbi optimum for this problem.
This allows a thorough comparison of the sampling methods relative to each other and the optimum solution (see
Section 4.2).

P (b | a, v) = |{x : τ (x | a) = v}|−1
where x ranges over all 110 possible dyads.
As an example of the calculation of P (b | a), referring
to the first two dyads of Figure 2, consider the probability
of the second dyad b = [65 50] following the first dyad
a = [60 48]. Suppose that P (h2, 5, 3i) = 0.01687. Given
the space of possible dyads, we have
|{x : τ (x | [60 48]) = h2, 5, 3i}| = 6
that is, there are 6 possible dyads

3.1 Objective Function
In Section 2 a Markov model with vertical viewpoints was
described for learning the characteristics of a corpus of musical pieces. This statistical model is transformed into an
objective function that can be used to indicate the quality
of a generated fragment. High solution quality corresponds
to high probability sequences in the model.
The probability P (s) from Equation 1 is transformed into
cross-entropy since it is more convenient to use logarithms.
The sum of the logarithms is normalised by the sequence
length to obtain the cross-entropy f (s):

{[65 48], [65 50], [65 62], [60 48], [60 50], [60 62]}

`

f (s) = −

that have the feature h2, 5, 3i in the context of dyad [60 48].
Therefore for this example:
P ([65 50] | [60 48]) = 1/6 × 0.01687 = 0.0028
A complete statistical model is created by filling a transition matrix of dimension 110 × 110 with these quantities
for all possible pairs of dyads.
Given a first order transition matrix over dyads, the probability P (s) of a sequence s = e1 , . . . , e` consisting of a
sequence of ` dyads is given by
P (s) =

`
Y

P (ei | ei−1 )

(1)

i=2

This probability will be used to create an objective function, as discussed in the following section.
3. SAMPLING SOLUTIONS FROM A
STATISTICAL MODEL
In this research generating counterpoint music is seen as
a combinatorial optimization problem, whereby the best
combination of notes needs to be found in order to produce
music that adheres to a certain style as well as possible.

1 X
log P (ei | ei−1 )
` − 1 i=2

(2)

The quality of a counterpoint fragment is thus evaluated
according to the cross-entropy (average negative log probability) of the fragment computed using the dyad transitions
of the transition matrix. This forms the objective function
f (s) that should be minimized.
The Viterbi solution, the minimal cross-entropy solution,
can be computed directly from the transition matrix. This
is done by a dynamic programming algorithm, which fills
a solution matrix of dimension 110 × ` columnwise, accumulating the best partial path ending at each dyad and
sequence position in each cell. The minimal cross-entropy
is given by the minimum value within the last column of
the solution matrix.
3.2 Variable neighbourhood search
Variable neighbourhood search, or VNS, is a local search
based metaheuristic. The structure of the implemented
VNS is represented in Figure 4. The algorithm starts
from an initial fragment, in this case a fragment with randomly assigned dyads from the set of allowed dyads. From
this starting fragment the VNS iteratively makes small improvements (called moves) in order to find a better one,
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3.3 Random walk

Exit

The random walk method [8] is a simple and common way
to generate a sequence from a Markov model. The initial
dyad is fixed (see Section 4). After that, successive dyads
are generated by sampling from the probability distribution
given by the relevant row of the transition matrix (based on
the previous dyad). That is, at each position i the next dyad
ei is selected with probability P (ei | ei−1 ). If there is no
next dyad with non-zero probability, the entire process is
restarted from the beginning of the sequence. Iterated multiple times, on every successful iteration, the cross-entropy
of the solution is noted if it is better than the best score so
far.
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Figure 4: Overview of the VNS.

i.e., a fragment with a lower value for the objective function. Three different move types are defined to form the
different neighbourhoods that the algorithm uses. The first
move type swaps the top notes of a pair of dyads (swap).
The change1 move changes any one dyad to any other allowed dyad. The last move, change2, is an extension of the
previous one whereby two sequential dyads are changed simultaneously to all possible allowed dyads.
The set of all possible fragments s0 that can be reached
from the current fragment by a move type is called the
neighbourhood. The local search uses a steepest descent
strategy, whereby the best fragment is selected from the
entire neighbourhood. This strategy will quickly steer the
algorithm away from choosing fragments with zero probability dyads, but it does not strictly forbid them (transitions
with zero probability are set to an arbitrarily high crossentropy). A tabu list is also kept, to prevent the local search
from getting trapped in cycles.
When no improving fragment can be found by any of the
move types, the search has reached a local optimum. A
perturbation strategy is implemented to allow the search
to continue and escape the local optimum [20]. This perturbation move changes the pitch of a fixed percentage of
notes randomly. The size of the random perturbation as
well as the size of the tabu lists and other parameters were
set to the optimum values resulting from a full factorial
experiment on first species counterpoint [22]. The VNS
algorithm was implemented in C++ and the source code is
available online 1 .

1

http://antor.ua.ac.be/musicvns

Gibbs sampling is a popular method used in a wide variety of statistical problems for generating random variables
from a (marginal) distribution indirectly, without having
to calculate the density [6]. The algorithm is given a random piece s generated by the random walk method above.
The following process is iterated: a random location in the
piece s is chosen and all valid dyads are substituted into
that position, each substitution producing a new piece s0
having probability P (s0 ). This distribution over all modified pieces is normalized, and one is sampled from this
distribution. This process is iterated with s set to the sampled piece. Iterated multiple times, on every iteration the
cross-entropy of the solution is noted if it is better than the
best score so far.
4. EXPERIMENT
In order to compare the efficiency of the VNS with other
techniques an experiment was set up. Since there are no
large available corpora restricted to first species counterpoint, 1000 pieces were generated by means of the algorithm with a rule-based objective function [22]. All pieces
consist of 64 dyads. These pieces were used to train the
Markov model discussed in section 2.
A number of hard constraints are imposed to better define
and limit the problem. Firstly, as discussed in Section 2,
the range is restricted to 110 dyads. Secondly, the cantus
firmus is specified and cannot be changed by the algorithm
(thus, the three methods in Section 3 consider only those
dyads compatible with the specified cantus firmus). Based
on music theory rules specified by Salzer and Schachter
[33], a third hard constraint fixes the first dyad to [60 48]
and the last two dyads to [59 50] and [60 48]. This brings
the number of possible solutions to 1061 . The Viterbi solution for this problem has a cross-entropy of 3.22410 (see
Table 1).
4.1 Distribution of random walk
Figure 5 shows the distribution of cross-entropy of musical sequences sampled by random walk. A total of 107
iterations of random walk sampling were performed, and
the cross-entropies (excluding those solutions which led to
a dead end during the random walk) were plotted. The

- 1099 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

random walk, but the best run is still worse than the worst
run of the VNS.
Figure 7 focuses on the first 50,000 TM lookups displayed in Figure 6. In the very beginning of the runs,
VNS is outperformed by the two simpler algorithms. This
is probably due to the fact that the VNS starts from a
random initial solution that allows zero-probability transitions. Even so, the algorithm is able to quickly improve
these solutions. A combination of VNS with an initial
starting solution generated by a random walk could even
further improve its efficiency.
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Figure 5: The distribution of cross-entropy according to
random walk, over 107 iterations.

plot therefore shows the probability of random walk producing some solution within the indicated cross-entropy
bin. The difficulty of sampling high probability solutions
is immediately apparent from the graph. For example, in
order to generate one solution in the cross-entropy range
of 3.5 − 3.6 (a solution still worse than the Viterbi solution), approximately one million solutions should be sampled with random walk. Figure 5 also shows that even with
the large number of random walk samples taken (107 ), the
Viterbi solution is not found.

Cross−entropy

4.5

GS
RW
4.0

VNS

3.5

4.2 Performance of the algorithms
To evaluate the relative performance of the methods, the
number of transition matrix lookups (TM lookups) is used
as a complexity measure in order to compare the VNS with
random walk and Gibbs sampling. A total of 100 runs are
performed with a cut-off point of 3 × 107 TM lookups or
alternatively until the Viterbi solution is reached.
The average of the best scores of each of the 100 runs
are displayed in Table 1 per algorithm. A one-sided MannWhitney-Wilcoxon test was performed to test if the results
attained by the VNS are significantly better than the ones
from the random walk and Gibbs sampling. Since the pvalues of the latter algorithms are both < 2.2 × 10−16
we can accept the alternative hypothesis which states that
the results from the VNS are lower (i.e., better) than the
ones for both random walk (RW) and Gibbs sampling
(GS). The VNS was able to find the optimal fragment
(f (s) = 3.2241) before the cut-off point of 3 × 107 TM
lookups in 51% of the cases. Neither GS nor RW were
able to reach the optimum in any of the iterations. The best
cross-entropy values reached by all three of the algorithms
during the 100 runs are displayed in Table 1.
Figure 6 shows the evolution of the average value of the
objective function for the best fragment found by the algorithms over 100 runs. The ribbons on the graph indicate
the best and worst run of each algorithm. The Viterbi optimum is displayed as the lower horizontal line. It is clear
from the graph that VNS outperforms both GS and RW. All
three algorithms seem to start with a very steep descent in
the very beginning of the run, but GS and RW converge
faster. Gibbs sampling does perform slightly better than

0e+00

1e+05

2e+05

3e+05

4e+05

5e+05

6e+05

Number of TM lookups

Figure 7: Evolution of the best fragment found zoomed in
on the beginning of the runs.

5. CONCLUSION
The approach used in this research shows the possibilities of combining music generation with machine learning and provides us with an efficient method to generate
music from styles whose rules are not documented in music theory. The proposed VNS algorithm is a valid and
flexible optimization method that is able to find the fragment with the best dyad transitions according to a learned
model. It outperforms both random walk and Gibbs sampling in terms of sampling of high probability solutions.
The focus of this paper is on high probability (low crossentropy) regions, but the VNS can just as easily be applied
to sample low probability regions. In addition to the VNS
contribution, in this paper we confirmed that random walk
does not practically (only in the theoretical limit of iterations) sample from the extrema (i.e., sampling the highest
probability pieces), from even a simple Markov model.
It must be mentioned that the absolute cross-entropy results presented in this paper possibly have some bias towards the VNS method, because the moves used to generate the training data for the creation of the statistical model
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Viterbi

random walk

Gibbs sampling

VNS

n/a
3.22410

3.64788
3.44837

3.53426
3.39871

3.24453
3.22410

Table 1: Average and best results of 100 runs after 30 million transition matrix lookups.
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Figure 6: Evolution of the best fragment found.
are in fact the same as those used by VNS during the search
of the solution space. Therefore, we plan to test in future
research if the relative performances of the sampling methods hold up under independent training data.
The results are promising as the VNS method converges
to a good solution within relatively little computing time.
The described VNS is a valid and flexible sampling method
and has been successfully combined with the vertical viewpoints method. In future research, these methods will be
applied to higher species counterpoint [23, 38, 10] with
the multiple viewpoint method [9], using more complex
learned statistical models. When generating more complex music, new move types should be added to the VNS
in order to escape local optima. The consideration of more
complex contrapuntal textures will also permit the use of a
real corpus.
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ABSTRACT
Inspired by contemporary arts, we strive to apply visual
techniques and concepts to the rendering of acousmatic
and electroacoustic music scores over new and old media.
In fact, the changed role of the score in music offers the
opportunity for considering it as an object of art in itself,
since it can and should be shared with and be enjoyed by
the audience, while maintaining its usefulness to the composer, as well as to the eventual instrumentalists. In particular, we consider lenticular media for the rendering of
multiple parts scores or even of three dimensional scores.
Furthermore, we consider techniques related to the perception of color contrast for the rendering of simple geometric objects, such as lines and curves, with artistic nuances.
The main point brought about by this paper is a reflection
on how visual art styles and graphic design can be bent
to represent structural elements of the score while keeping
their meaning alive and making their look pleasant.
1. INTRODUCTION
Optional in music that is to be completely performed by the
computer, the disappearing graphic music score is still very
valuable to the composer and to the conductor in all phases
of production and performance and to the audience as a
visual experience associated to the listening of the piece.
Moreover, the score becomes essential when other instrumentalists join the performance and have to synchronize
with the electronic music tracks.
In content and form, the very concept of score has been
revolutionized by the introduction of new and somewhat
arbitrary symbols or icons devised for the notation to cope
with the extended means of sound control, production and
performance. The visual rendering of the score is also revolutionized by the new media employed for its delivery,
which also allow for animation and interaction with gestures, in which case each performer can actively contribute
to modify or write the score while performing. The visual
score cannot possibly capture all the details of the piece
that are in the form of parameters and selection of synthesis
algorithms, or of the sonic contents, which would require
high-resolution magnitude and phase spectrograms. In this
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context it serves more as an iconographic representation of
the master plan.
Deeply influenced by the extended panorama of music
events and soundscapes it has to represent, by the new media for its rendering and by the dynamicity offered by the
interaction, the music score escapes from the black and
white standard notation form for conductor and performers use only, to which has been relegated for many years,
and becomes extremely public and open to the audience. It
returns to a form of expressive art, which had been at its
very origins, as it can be traced, for western music, back to
the illustrative art of Gregorian chants of 9th century. The
function of the score extends from the essential descriptive
one to that of the public image of the piece, as an additional entertaining and distinguishing role, the captivating
symbol of the piece, alongside with other forms of music
and sound visualization.
This process is by no means new or very recent.
Within the second half of last century, composers such as
Edgar Varèse, Karlheinz Stockhausen, Erhard Karkoschka,
Anestis Logothetis, Iannis Xenakis, Cornelius Cardew,
John Cage and György Ligeti, to name a few, have been introducing personalized graphic notation for the new compositional needs and for organizing an otherwise overwhelming mass of sound objects available for electroacoustic music [1].
The graphics itself inspired or has been deliberately used
to drive composition [2], up to the point where automatic
translation of graphics to music has been conceived, e.g. in
the UPIC system, [3]. Of course, the path of music being
inspired by paintings, e.g. Pictures at an Exhibition by M.
P. Mussorgsky, or of paintings inspired by music or containing music structures, e.g. Fugue in Red by P. Klee or
the work of P. Mondrian, had already been beaten. However, the automatic, rule based, translation of drawings to
music found a more essential role in electroacoustic composition. Recent perspectives can be found, e.g., in [4], in
the experimental works of the S.L.Á.T.U.R. collective [5],
in [6] and in the contributions by several other artists there
is no room to cite here.
While all attempts to introduce a new standard for electroacoustic music notation failed [7, 8, 9], the path to artistic rendering of generalized music scores is wide open. Indeed, it was the joint venture of a composer and a technician talented in visual arts that led to the most celebrated
example of music score art, which certainly is Rainer Wehinger’s rendering of the score of György Ligeti’s piece
Artikulation [10]. A movie of the piece and scores together
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can be watched here [11].
In this paper we attempt to reverse the process by drawing
inspiration from the work of visual artists or from graphic
design concepts and by employing these techniques and
means of expression in the artistic rendering of scores. We
show how elements of the score can be rendered using different media and styles captured from artwork. Of course,
this paper can only bring about a few examples. Our hope
is that these will contribute to open a wider discussion and
stimulate further work on the interrelation and mutual inspiration of music and graphic composition, with the full
awareness that this is neither the first nor the last discussion
on the subject.
In Section 2 we consider the category of lenticular media
as a support for the score, allowing for multiple views or
three dimensional views of the score. In Section 3, drawing from the work of visual artists, we explore the use of
graphic techniques based on perceptual illusions deriving
from color contrast for the rendering of score lines. In Section 4 we draw our conclusions. Matlab code for some of
the examples can be found in the Appendix (Section 5).
The images contained in this paper are most likely printed
in gray scale, which hinders the appreciation of the color
effects contained in them. However, the original color images should be made available in the online version of the
paper.
2. LENTICULAR MEDIA
Our journey starts with the exploration of new and old media that fall in the category of lenticular: lenticular painting, printing and display. While the term lenticular strictly
denotes the use of special lenses placed over an image to
selectively display content, the adjective has been used in
a broader sense to denote supports that allow for displaying different images according to the observation angle or
even three dimensional views of a single scene.
In this sense, the first use of lenticular techniques in painting can be traced to the work of Gaspar Antoine de BoisClair (1654-1704), with his double portraits of members
of the danish royal family. These were realized by painting
slices of two different portraits over the two visible sides
of vertically aligned bars of triangular section. He also realized a similar effect by placing interlaced strips of two
pictures behind aligned thin vertical bars. Depending on
the point of view (left-right), the vertical bars introduced
obstacles to the sight of one or the other image, which he
employed to create animation effects. The same principle
is used in some of today’s 3D stereoscopic video displays
that do not require wearing special lenses in order to perceive depth.
Lenticular painting is emerging as a form of street art
[12, 13], where fences or corrugated surfaces are painted
interlacing two scenes, the sight of which depends on the
direction of travel. Triple images can be rendered by painting on a grid of tetrahedrons and so forth.
In order to experiment with the use of lenticular methods
in the rendering of scores we built the simple panel Robot
Head shown in Fig. 1. This panel does not display a true
score but it serves as a mock-up model to show how the

Figure 1. Robot Head: experimental painted lenticular
panel demonstrating the display of two different parts visible by lateral observers, with the central view displaying
the complete score.

score of two different voices can be accessed by looking
at the panel from the right and from the left (top portion
of the figure), respectively, while the central view is meant
for the conductor and / or the audience to access the score
of the ensemble. Since the strips of the two images appear
at different depths, a three dimensional effect is also associated to each view. In the central view the two voices
become already separated in perspective; color coding can
be employed to enhance separation.
An alternative means for the display of the score of two
voices consists of painting over two sides of a set of bars
that are vertically mounted leaving gaps in between them,
as shown in the example of Fig. 2. In this example the
central view offers no information; painting on the front
thin sides of the bars would generally disturb the lateral
views. Thus, the score is visible from each side only. The
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lenticular displays are useful for the visualization of score
portions and parts synchronized with the playing of the
piece. Alternatively, they can produce dynamic 3D images
of the portions of the score, where again the different parts
can be arranged according to the visual depth.
3. STYLES BASED ON THE PERCEPTION OF
COLOR CONTRAST

Figure 2. Waves: alternative means for double point of
view (left-right) for the visual representation of sound objects (right hand view only displayed in the picture).
distance between the bars induces an enhanced three dimensional perceptual illusion when painted objects of the
score span over a few bars, as visible in the waves, each
painted on two adjacent bars. A mirror placed in the back
of the structure can make the nearly central views more
interesting or informative.
While lenticular painting can certainly produce good
looking pieces of art, its use for the rendering of scores can
be impractical for production and transportation. Current
technology allows for lenticular printing, in which a set of
images are sliced and combined into a single image that is
either directly printed in the back of a diffraction pane or
preprinted on any support and coated with a thin film acting as a diffraction grating lens. The first commercial use
of lenticular printing, patented by the Vari-Vue company,
has been in the production of flip images, often included as
gadgets in products, and in the design of various advertisement panels. Using the same principle and only depending on which images are interlaced, lenticular printing is
widely used today to produce 3D posters and postcards.
Lenticular printing allows for a faster and more compact
alternative for the rendering of multiple part scores, which
can include as many as 20 different voices printed in an
equal number of frames that become individually visible
at different observation angles. Alternatively, the 3D capability of the medium allows for spatial arrangement of the
parts along three axes: pitch, time and voice, for example,
but other less conventional spaces can be used. The score
can be properly viewed without wearing special glasses.
Proper view only occurs at specific sweet spots; from other
points of view the arrangement looks scrambled.
Lenticular displays, essentially built by coating a normal display with a lenticular transparent foil, allow for
the dynamic simultaneous display of more images that are
each accessible at a different angle of observation. In that,

In this section we explore effects linked to color perception for the artistic rendering of scores. In particular, we
consider perceptual illusions generated by the contrast and
closeness of complementary colors. These effects, which
are easily generated by means of computer graphics, have
the nice property of making simple monochromatic sets of
lines look very interesting as if painted with several color
nuances. This effect has been notably exploited by visual
artists, one of the leading figures of this movement being
Carlos Cruz-Diez.
The impressive work of this artist born in Venezuela in
1923, consists in unconventional use of color in painting
or printing, as well as in the placement of colored physical
objects. His work includes artistic interventions in public spaces such as pedestrian crossings, walls, airports, industrial buildings, universities and buses. His painted or
printed work can be described as formed by arrays of lines
interfering with each other producing various color effects
[14]. These effects represent a clever variant of chromatic
induction. His work can be browsed at the web site of his
Foundation [15]. Part of his work belongs to the permanent collections of museums throughout the world, such as
the MoMA in New York, the Tate Modern in London and
the Centre Pompidou in Paris.
The effect of chromatic induction was first studied by Celeste McCollough [16]. By first stimulating the eyes for a
few minutes with an image consisting of regularly spaced
black lines over a colored background and then presenting
a test image composed of black lines with same orientation as in the stimulus image but on white background, a
perceptual illusion is experienced, where the white background now looks as if colored in a complementary tint
than the one in the background of the stimulus image. Actually McCollough used a simultaneous stimulus consisting of two images placed side-to-side, formed by vertical
and horizontal lines on differently colored backgrounds,
respectively, and the same for the test images with white
background, but the effect can be observed even with a
single orientation and color stimulus. While there is no
complete consensus and evidence on the origin of this effect, McCollough’s conjecture that “edge-detector mechanisms in the visual system are subject to color adaptation,
responding with decreased sensitivity to those wavelengths
with which they have recently been most strongly stimulated” appears to be the most accredited one.
The challenge brought about by Carlos Cruz-Diez’s artistic work is that chromatic induction is there observed without prior presentation of stimuli. In other words, the construction of line patterns appear to simultaneously producing stimulus and test images in the very same image.
Of course, in simple patterns, color may appear to change
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Figure 3. Chromatic induction: simple example of a sinusoid drawn in black over the blue lines only of a background of regularly spaced lines of alternating colors (blue
and white). When looked at proper distance the sinusoid
appears as if drawn in yellow over the white lines.

based on the surrounding colors. Things become quite involved when dealing with complex patterns. The undeniable observation is that a spatial variation of line patterns,
which can be as subtle as a small difference in the spatial frequency of repetition or as abrupt as meeting a regular pattern of lines at a small angle, is susceptible to induce color. We must therefore conjecture that the perceptual edge-detector mechanisms adapt to patterns whether
temporally or spatially presented so that suppression of the
regular components occurs, thus enhancing the detection
of relative variations. In a way, this is similar to the perception of sound when one listens to two sinusoids of very
close frequencies: we tend to suppress the sinusoids so that
the beating of the two frequencies is the most prominent
characteristic we hear.
A simple example of chromatic induction is shown in Fig.
3, where we generated a regular background consisting of
blue and white lines. Over the blue lines only, we plotted
a sinusoid in black color. When looked at proper distance,
which we estimate it to be 1000 times larger than the thickness of the lines in the regular pattern, the sinusoid appears
as painted in yellow, which is the color complementary to
blue. Any shape drawn in black over the blue lines will
give the same result and of course one can replace blue
with any other color that is not black or very dark, with the
illusory sinusoid to appear in the complementary color.
In the next example shown in Fig. 4, we drew sets of
black lines over a regular background composed of alternating lines of three colors: orange, blue and green. The
background is visible in the top and bottom parts of the
picture; one can consider this as the color basis for producing other hues by chromatic induction. The horizontal
black lines are slightly more spaced than those of the background, i.e. they have lower spatial frequency. Therefore,
spatially, the black lines mask varying proportions of the

Figure 4. Chromatic induction: simple example of a set of
black lines over a background of regularly spaced lines of
alternating colors (orange, blue and green) inducing various chromatic effects.
colors in the background lines. However, due to the illusory perception of the color complementary to the locally
masked one, the colors appear in altered hues and generally more saturated than the blend of the unmasked colors.
In the same picture we also drew sets of lines slightly tilted
with respect to the background, which also create similar
effects of chromatic induction.
The overall geometry is not confined to lines and rectangles. In the example in Fig. 5 we obtained a circle of
chromatic induction. In the same figure we used a slightly
different color basis, visible in the middle and at the external edge of the circle. This can be useful in order to
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Figure 5. Chromatic induction: A circular example.
build scores on different shapes and / or to add particular
symbols based on induction.
We produced our examples using simple Matlab scripts
and graphic editor. The script reported in the Appendix
(Section 5.1) builds the background color basis and horizontal lines. An app for experimenting with chromatic
induction is also available [17].
3.1 Chromatic induction in scores
In this section we explore the rendering of electroacoustic
music scores using chromatic induction effects as well as
arbitrary symbols in an integrated graphic design.
A horizontal arrangement of the lines appears to be more
convenient for the production of scores using this technique. We also remark that the chromatic induction effect is relative: spatial variation of the background induces
chromatic effects similar to the spatial variation of the foreground curves. This is shown in the example in Fig. 6,
where the background consists of aligned sinusoidal curves
in three colors, while the foreground black lines are aligned
with the mean value of one every three sinusoid. Thus,
while the horizontal black lines provide a reference for
pitch, the regularly spatially varying background produces
chromatic effects that convey a sense of time measure in
the score.
Glissandi and other melodic lines can be represented by
curves or lines superimposed to the supporting structure
of the score. These will interfere with the color texture
and produce additional chromatic induction effects. Other
elements of the score require suitable symbols or icons.
In order to demonstrate the use of chromatic induction
in music scores we produced an example in which we
merge the chromatic induction supporting structure with
other structural elements à la Ligeti-Wehinger, shown in
Fig. 7. Special symbols are used to denote isolated events
and sonic bands. In order to produce a single figure we
jammed many symbols together, which in a real score are
likely to be distributed over different sheets.

Figure 6. Relative chromatic induction: the effect is induced by a spatially varying background rather than by a
misaligned foreground.

In our opinion, the visual effect is very satisfying and
bound to catch the attention of the audience in performances, installations and editorial work, printed or online.
At same time, it is not so difficult to generate scores with
this method. In fact, the procedure can even be automated.
The technique is quite flexible so that each score can be
differently styled by changing, in the first place, the color
basis used for the background, as well as the geometric
structure of the background itself. Moreover, the symbols
used may vary according to taste and compositional needs.
Color contrast based techniques can also be combined
with lenticular painting to create color effects that change
according to the angle of observation, a path deeply explored by the artists. Thus, scores produced with this technique can be lenticularly printed or displayed, the latter
offering the multiple parts synchronization with music capability.
In order to have a glance at a lenticular projection of the
score in our example, we simulated the effect in Matlab
with the script reported in the Appendix (Section 5.2). First
we arbitrarily split the score into two parts. Then we built
a corrugated surface with triangular ridges. We interlaced
the images of the two parts and we adapted the combined
image to the corrugated surface. Although we lost much of
the graphic resolution in the process of rendering in 2D a
3D object, the effect of the two-part score projection can
still be appreciated in Fig. 8, where the three views –
left, right and center – were obtained by moving the virtual camera view in the 3D Matlab plot.
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Figure 7. An example of eletroacoustic music score rendered with chromatic induction effects and structural symbols.
4. CONCLUSIONS
In this paper we have explored a few representation techniques suitable for the design and display of electroacoustic music scores. While by no means exhaustive, our research drew from the work of contemporary visual artists
and adapted some of the most relevant techniques and
methods for the rendering of structural elements of the
score.
In particular, new and old lenticular media were introduced for the representation of multiple parts in the score,
where the different voices can be accessed by looking from
different angles, while the central view can display all the
parts together.
Furthermore, color contrast perceptual effects of chromatic induction type can be fruitfully exploited in order to
represent the structural elements of the score in an aesthetically pleasant way, which is of great relevance when the
score is offered to the audience as part of the performance.
5. APPENDIX: SAMPLE MATLAB CODE
5.1 Sample code to generate the score background
%color basis
blue=[.15 .65 1]; red=[1 .5 .25];
grn=[.1 .75 .1]; black=[0 0 0];
% number of colored lines groups
Nbargroups=39;
% total number of colored groups of
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%bars
Nbars=3*Nbargroups;
% number of black bars as proportion
% of colored groups
Nblkbars=fix(2*Nbargroups/3);
% compute initial vertical coordinate
% for black bars
pntblk=fix(3*(Nbargroups-Nblkbars)/2);
% choose spacing of black bars
%(=3 same as colored groups)
perblk=3;
x=Nbars/4*[-1:.001:1];
A=1; %modulation amplitude;
% form closed contour for the patch
y=[A+1 A*sin(2*pi*x*4/Nbars) A+1];
x=[-Nbars/4 x Nbars/4];
% draw colored bars
for k=-3*ceil(A):3:Nbars+3*ceil(A)-1
patch(x,y+k,blue,’EdgeColor’,’none’);
patch(x,y+k+1,red,’EdgeColor’,
’none’);
patch(x,y+k+2,grn,’EdgeColor’,
’none’);
end
% draw black bars
for k=pntblk:perblk:Nbars-pntblk
pos=[-Nbars/4 k Nbars/2 1];
rectangle(’Position’,pos,’FaceColor’,
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[14] C. Cruz-Diez, Réflexion sur la couleur. Paris, France:
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Figure 8. Views of a two parts version of our sample score, adapted to lenticular surface. Top: the central view. Bottom:
left and right views showing the two separated parts of the score.
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ABSTRACT

HexaChord is an experimental software dedicated to compu-

In this article, we present a set of musical transformations based on chord spaces representations derived from
the Tonnetz. These chord spaces are formalized as simplicial complexes. A piece is represented in such a space by a
trajectory. Spatial transformations are applied on these trajectories and induce a transformation of the original piece.
These concepts are implemented in two applications, the
software HexaChord and the Max object bach.tonnetz, respectively dedicated to music analysis and composition.

tational music analysis. The second one is the Max object
bach.tonnetz.
2. TECHNICAL BACKGROUND
2.1 Simplicial complexes
Let V be a set of elements. A simplicial complexK defined
on V is a set of non-empty finite subsets of V , called simplices and denoted σ ∈ K, verifying the closure condition:
For any simplex σ ∈ K, every non-empty subset σ 0 ⊂ σ is also an element of K, i.e., σ 0 ∈ K

1. INTRODUCTION
Music theorists often represent sets of symbolic objects
(notes, chords, rhythms, etc.) by spatial structures. The
specification of a number of these structures can be facilitated by an algebraic reformulation of the represented objects. Studying combinatorial, geometrical or topological
properties of these spaces inspires new approaches in musical theory. Moreover, these spaces can be exploited as
“support spaces” to represent and analyze existing musical
sequences. For example, one can observe neo-Riemannian
transformations in the Tonnetz [1], voice-leading progressions in orbifolds [2], or track key boundaries in the spiral
array [3].
We propose to use a set of chord spaces, inspired by the
Tonnetz, to operate some musical transformations. These
spaces are chord-based simplicial complexes which have
proved to be useful in musical analysis [4]. In this work,
we show their benefit in the context of musical transformations. Sections 2 and 3 provide technical and musical
backgrounds. Section 4 presents what is a chord-based
complex and how a musical sequence is represented as a
trajectory within it. In section 5, we investigate some spatial transformations of trajectories and their musical interpretation. Section 6 presents two implementations of the
concepts presented in the previous sections. The first one,

We say that σ 0 is incident to σ, written σ 0 ≺ σ. Every
simplex σ of K is characterized by its dimension such that
dim(σ) = card(σ) − 1 where the function card gives
the cardinality of σ. A simplex of dimension n is called
a n-simplex. 0-Simplices can be represented by vertices,
1-simplices by edges, 2-simplices by triangles, etc.
The closure condition implies that every n-simplex is incident to n+1 (n−1)-simplices (e.g., an edge is incident to
2 vertices, a triangle is incident to 3 edges, etc). A proper
subset of a simplicial complex K which is also a simplicial complex is called a sub-complex of K. For the sake of
simplicity, we will often consider that the term “simplex”
designates the sub-complex containing a simplex and all
its incident simplices of lower dimensions. Figure 1 illustrates examples of n-simplices for n ∈ {0, 1, 2} .
A simplicial d-complex is a simplicial complex where the
highest dimension of any simplex is d. A graph is a simplicial 1-complex. Figure 4 shows a simplicial 2-complex
and a simplicial 3-complex. For any natural integer n, the
n-skeleton of a simplicial complex K is defined by the subcomplex Sn (K) of this complex formed by its simplices of
dimension n or less.
2.2 Simplicial collections

Copyright: c 2014 Louis Bigo et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

A simplicial collection K is a labeled simplicial complex.
The term “collection” comes from the notion of topological collection used in the MGS programming language [5]
which has strongly inspired this work.
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Figure 1. Some simplices.
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Figure 2. A region within an [0258] Tonnetz

More formally, a simplicial collection is a function that
associates values from an arbitrary set with the simplicies
of a simplicial complex. The notation K(σ) enables to address the label associated with the cell σ in the collection
K. We denote |K| the support of the collection K which is
the simplicial complex without label. A collection K0 is a
sub-collection of K if |K0 | ⊂ |K| and K0 (σ) = K(σ) for
every σ of K0 . When no ambiguity is possible, the notation
| · | will be omitted. Similarly, we will often use the term
“complex” to designate a simplicial collection, that is the
simplicial complex and its labels.
2.3 Structural inclusions
In this work, we will be interested in the ways a complex
can be embedded into an other one (or into itself). In order to deal with this notion, we introduce the concepts of
morphism and structural inclusion.
Let K and K0 be two simplicial complexes. A function
φ : K → K0 is a morphism of simplicial complexes if for
every cell σ and σ 0 of K:
1. σ ≺ σ 0 ⇒ φ(σ) ≺ φ(σ 0 ),
2. dimK0 (φ(σ)) = dimK (σ).
These two conditions preserve respectively the neighborhood between simplices and their dimension. In other words,
a morphism of complex is a function which preserve its
structure.
A morphism between the support complexes of two simplicial collections induces a way to modify values labelling
the simplices. Let K and K0 be two simplicial collections
and φ : |K| → |K0 | a morphism of complex from the support complex of K into the support complex of K0 . We
note Kφ the simplicial collection having the support complex |K| such that for every simplex σ of |K|:
Kφ (σ) = K0 (φ(σ))
The structural inclusion enables to formulate how a complex can be embedded into a second one. A structural inclusion of a complex K in complex K0 is an injective morphism from K into K0 . A morphism of complex is injective
if ∀σ, σ 0 ∈ K, φ(σ) = φ(σ 0 ) ⇒ σ = σ 0 . Injectivity enables to distinguish in K0 a sub-complex isomorphic to K.
We thus say that K is structurally included in K0 . Finally,
every automorphism in a complex defines a structural inclusion into itself. The set of automorphisms of a complex
represents its structural symmetries.
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to formalize a widely used tool in music theory, analysis
198 named Tonnetz. The Tonnetz is a symand composition,
bolic organization of pitches in the euclidean space following infinite axes associated to particular musical intervals. It was first investigated by L. Euler [6] for acoustical
purpose 1 and rediscovered later by musicologists A. von
Oettingen and H. Riemann. More recently, music theorists
have shown a strong interest in this model, in particular to
represent typical post-romantic chord progressions [1] currently called neo-Riemannian transformations. This model
has been used in musical composition as well [7].
The neo-RiemannianTonnetz (on the left side of figure 2)
is a graph in which pitches are organized along the intervals of fifth (horizontal axis), major and minor thirds (diagonal axis). This representation has the interesting property
to reveal major and minor triads as triangles. The three arrows illustrate the neo-Riemannianoperations P (Parallel),
L (Leading-tone) and R (Relative) which enable transitions between two triads having two common notes. Many
inspired theorists have investigated different derivations of
the Tonnetz, often referred as to generalized Tonnetze. For
instance, the figure 2 on the right illustrates a three-dimensional Tonnetz presented in [8]. This model corresponds
to the one on the left figure 2, in which some new interval
axes have been added. Tetrahedrons represent dominant
seventh and half-diminished chords. Three-dimensional
models are well adapted to study 4-note chords progressions. Finally, similar structures can be built by associating
axes with intervals that are diatonic instead of chromatic.
In these diatonic Tonnetze, vertices and shapes only represent notes and chords belonging to a unique tonality.
1 Euler’s Tonnetz (Speculum Musicum) organizes pitches in just intonation along pure fifths (horizontal axis) ans pure major thirds (vertical
axis).
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In this work, we are limited to the context of equal temperament and octave reduction i.e., we are dealing with
pitch classes, without consideration of octaves. For example, the notes C]3, C]4 and D[4 are all considered under the same pitch class. In particular, what we call Tonnetz more exactly refers to the pitch class Tonnetz. In this
context, the graph on the left of figure 2 repeats infinitely
the 12 pitch classes along its axes. An important consequence of this representation is that every pitch-class is
represented in multiple locations. However, the methods
presented here could be applied in more general contexts
(e.g., just intonation, octave distinction). The Max object
bach.tonnetz presented in section 6 enables, for example,
to avoid octave identification within the Tonnetz.
3.2 Generalized Tonnetze and T/I classes
The highlighting of particular chords (minor/major chords
as triangles in the neo-Riemannian Tonnetz and dominant
seventh/half diminished chords as tetrahedrons in the threedimensional Tonnetz) suggests the idea that the starting
point of the construction of a Tonnetz could be a set of
chords rather than a set of interval axes. In the two examples above, the represented chords in a Tonnetz are all
equivalent up to transposition and inversion i.e., they belong to the same T /I class. This property comes from the
repetition and the invertibility of the intervals on the axes.
It is usual to identify a T /I class by the intervallic structure which is shared by all the chords of the class. For
instance, major and minor chords all share the intervalic
structure [3, 4, 5] because the row of intervals between pitch
classes they are resulting from is composed of a minor third
(3 semitones), a major third (4 semitones) and a fourth (5
semitones). Note that the elements of the intervallic structure add up to the number of steps N dividing the octave
e.g., N = 12 in the chromatic system and N = 7 in the
diatonic system. This notation of the intervallic structure is
defined up to reflection and circular permutation. Indeed,
intervals are not ordered in the same direction for major
([4, 3, 5]) and minor chords ([3, 4, 5]). Dominant seventh
and half diminished chords are identified by the intervallic
structure [2, 3, 3, 4].
T /I classes can be associated with the orbits of the action
of the dihedral group DN on the subsets of ZN [9]. There
exists 224 such classes in the chromatic system (N = 12),
also known as Forte classes [10]. In the diatonic system
(N = 7), which divides the octave in seven (non equal)
parts, there exist 18 such classes. Following this line, we
are interested in building the generalized Tonnetze associated with the 224 T /I chromatic classes and 18 T /I diatonic classes.

4.1 Chord-based complexes
In the following, we call chord a set of pitch classes. This
means that we make abstraction of some parameters such
as duration and octave position of the notes.
4.1.1 Generalized Tonnetze as simplicial collections
We use a method presented in [11] to represent chords as
simplices. A n-note chord is represented by a (n − 1)simplex. A 0-simplex represents a single pitch class, a 1simplex represents a 2-note chord, a 2-simplex represents
a 3-note chord. Figure 3 illustrates on the right a simplicial
collection representing the C major chord. It includes 7
simplices representing each sub-chord of C major (including pitch classes).
We represent a generalized Tonnetz as a simplicial collection composed by n-simplices representing the chords of a
given T /I class. In the following, we note K[a1 , . . . , ai ]
the complex associated with the T /I class identified by the
intervalic structure [a1 , . . . , ai ]. Figure 4 illustrates regions
of the complexes K[3, 4, 5] and K[2, 3, 3, 4]. They respectively correspond to the two graphs of figure 2 in which
2-simplices and 3-simplices have been integrated. In other
words, the neo-Riemannian Tonnetz and the three-dimensional Tonnetz respectively correspond to the 1-skeletons
of K[3, 4, 5] and K[2, 3, 3, 4].
4.1.2 Chord complex construction
We build the chord complex K[a1 , . . . , ai ] as follows. First,
a n-note chord belonging to the class identified by the intervallic structure [a1 , . . . , ai ] is chosen and represented by
a (n − 1)-simplex. For example, the C major chord illustrated on the right figure 3 for the class [3, 4, 5]. The
simplex is then embedded in an equilateral manner in the
(n − 1)-dimensional Euclidean space. For a 3-note chord,
this space is the euclidean plane and the chord is embedded as an equilateral triangle. The directions given to the
1-simplices (i.e., edges) define axes associated with particular intervals, like in the Tonnetz. Then, simplices are
naturally replicated along these axes, in a way that the represented chords respect the transpositions induced by the
axes intervals. The transposition is chromatic or diatonic
depending on the T /I class. Note that the simplices of a
complex associated with a diatonic T /I class only represent pitch classes and chords belonging to a unique tonality.
A consequence of this generic method of construction is
that two complexes associated with chord classes of the
same size are isomorphic. For example, the two complexes
C
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2-simplex

3-note
chord

1-simplex

2-note
chord

3-simplex

4-note
chord

{C, E, G}
{C, E}

{C, G}

4. CHORD COMPLEXES AND TRAJECTORIES
In this section, we propose to represent a musical sequence
by a trajectory in a chord space. Chord spaces are inspired by the Tonnetz and formalized as simplicial complexes. Trajectories are sequences of regions of these complexes.

G

{E, G}

E

Figure 3. A chord represented as a simplex. The complex
on the right corresponds to the C major chord and all 2note chords and notes included within it.
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F#

F

C#

C

A

Eb

Bb

Bb

F

C#

Figure 4. On the left, a region of the complex K[3, 4, 5]
composed by major and minor chords. On the right, the
complex K[2, 3, 3, 4] composed by dominant seventh and
half-diminished chords.
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way, a n-note chord is represented by multiple (n − 1)simplices in a chord complex.
A trajectory in a chord complex K is a sequence of subcollections of K, which are all labeled by a duration. Let
TK = [(K0 , d0 ), . . . , (KN , dN )] be a trajectory in K and
P = [(A0 , d00 ), . . . , (AN , dN0 )] a musical sequence. We
say that TK represents P if for every i, di = di0 and Ki is a
simplicial sub-collection such that:
∀σ ∈ |Ki |,

K(σ) ⊆ Ai
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Figure 6. Trace (in blue) of a trajectory representing the
sequence illustrated figure 5 in K[3, 4, 5].
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TRANSFORMATIONS OF TRAJECTORIES
! !
In this section, we present different transformations of mu"
sical sequences,
defined by spatial operations on trajectories.
These
operations
! #! can be rotations, translations, or em!
beddings! of the trajectory in a new support space. Some
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# ! do not! have at the present any familiar interpretation.
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5.1 Transformation of a sequence
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Let P be a musical sequence, K and K two chord complexes, and T ⊂ K the trace of a trajectory TK which represents the sequence P in K. Let φ be a structural inclusion
of |T | in |K0 |. The morphism φ enables a relabelling of the
simplices of K to shape a trace T φ in K0 . This modification
of labels induces then a transformation Tφ of the sequence
P into a different sequence P 0 defined by:
Tφ (Ai , di ) = ({n ∈ ZN | ∃ σ ∈ S0 (Ki ), T φ (σ) = n}, di )
where Ki represents Ai in TK .

Music engraving by LilyPond 2.16.2—www.lilypond.org
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transformed sequence. 2
Embedding in a chord complex a trajectory built in an
other chord complex enables to give to a musical sequence
a new harmonic color, with conservation of its characteristic shape. In particular, embedding a trajectory in a diatonic complex has the obvious consequence to give to the
transformed sequence the tonality characterizing the complex.

embedding

K[3,4,5]

K[2,3,7]

5.3 Automorphism in a support space

Figure 7. On the left, the first measures of the choral
BWV256 of J.-S. Bach represented by a trajectory in
K[3, 4, 5]. On the right, the transformation of the sequence
resulting from the embedding of the trajectory in K[2, 3, 7]

The notation Tφ stresses the fact that the transformation
only depends on the function φ (not on the sequence P ).
We observe that the transformation Tφ can be applied just
on the vertices to determine the new set of pitch classes. To
produce a new sequence P 0 from the new segments given
by Tφ , it is necessary to provide the octave information for
each transformed pitch class. In the next examples, we
propose to choose the octave of the transformed pitch class
in a way that the distance with the original pitch is minimized. Then, a transformation affects pitch classes without
modifying too much the pitch register in which the new sequence is evolving. Furthermore, as this work concentrates
on pitch transformations, duration of segments are left unchanged.
5.2 Isomorphism between two support spaces
Let K1 and K2 be two chord complexes, and φ a structural
inclusion of |K1 | in |K2 |. It is easy to see that the function
φ can be applied to any trajectory in K1 . This kind of transformation can intuitively be understood as an embedding in
a complex of a trajectory coming from an other complex.
In particular, every isomorphism between two complexes
K1 and K2 enables the embedding of a given trajectory
built in one of the complexes into the second one.
As mentioned in section 4, chord complexes K[a1 , . . . , ai ]
are isomorphic when they are of the same dimension. For
example, K[3, 4, 5] and K[2, 3, 7] are isomorphic since they
both result from infinite repetition of 2-simplices along
axes in three directions. A natural consequence is that any
trajectory built in one of these complexes can be embedded
into a second one.
Figure 7 illustrates this transformation with the first measures of the choral BWV256 of J.-S. Bach. The trajectory
on the left represents the sequence in K[3, 4, 5]. In this
complex, triangles represent major and minor chords. On
the right, the same trajectory in K[2, 3, 7], in which triangles represent “incomplete minor seventh chords”, i.e., minor or dominant seventh chords without fifth. These chords
have the interesting property to include typical intervals of
the pentatonic scale, which gives a particular color to the

When the chord complex K includes structural symmetries, the associated automorphisms define isometries which
can be applied to any trajectory of K. By definition, a complex built from a T /I class is structurally included into
itself at least N times (where N is the division of the octave). Indeed, the construction method described section 4
ensures that for any pitch class set represented in the complex, its N − 1 transpositions are represented as well. For
a T /I class including 3-note chords, the symmetries of
the corresponding complex (which is a triangular tessellation) can intuitively be associated with the possible “simplex to simplex” superpositions of two copies of the complex, after some translations or rotations. The numerous
symmetries in T /I chord complexes enable a large number of distinct transformations for a given trajectory. Some
of these transformations can intuitively be interpreted as a
discrete translation or rotation of the trajectory. Some musical transformations produced by automorphisms in chord
complexes are available in the previous online page.
5.3.1 Discrete translations
Let K be a complex and σ1 and σ2 two 0-simplices of K.
The translation φ which transforms σ1 in σ2 is characterized by the interval class i that transforms the pitch classes
associated with this vertices:i = K(σ2 ) − K(σ1 ). We observe that for any vertex σ labeled by the pitch class n, the
transformed vertex φ(σ) will be labeled by the pitch class
n + i. We thus have for any sequence P :
Tφ (Ai , di ) = ({(n + i ) mod N | n ∈ Ai }, di )
The application of a translation on a trajectory in a complex
associated with a T /I class corresponds to a transposition.
If N = 12, it is a chromatic transposition. If N = 7,
it is a diatonic (or modal) transposition. If the sequence
belongs to a tonality, a translation in the associated diatonic
complex will reach to a change of mode e.g., a “major to
minor” transformation.
5.3.2 Discrete point reflections
A discrete point reflection in a complex has for consequence to transform intervals in their opposite. Indeed, every direction is associated with a particular interval and the
point reflection reverses directions. The pitch class m labeling the center vertex of the point reflection is unchanged
by the transformation. The interval distance separating m
to a pitch class is inverted to produce the new pitch class.
2 The result of the transformation is available online in Midi format on
the page http://www.lacl.fr/˜lbigo/icmc-smc14.
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point
reflection

K[3,4,5]

K[3,4,5]

Figure 8. On the left, a trajectory representing the first
measures of the choral BWV256 of J.-S. Bach in K[3, 4, 5].
On the right, a point reflection is applied on the trajectory
and produces a new sequence.
As for the translations, a pitch class is transformed according to its value and not to the position of its simplex in the
complex. We thus have for a given sequence P :
Tφ (Ai , di ) = ({(m − n) mod N | n ∈ Ai }, di )
Figure 8 illustrates a point reflection applied on a trajectory
in K[3, 4, 5]. The center of the point reflection is a vertex
labeled by the pitch class C. The result of a point reflection is a pitch class inversion. In chromatic and diatonic
complexes, these inversions are respectively chromatic and
modal.
5.3.3 Other transformations
As mentioned, the two precedent transformations have the
property to produce pitch classes entirely determined by
their original values, and not by the positions of their vertices. Moreover, these two spatial transformations result in
well-known musical operations (transpositions for translations and inversions for point reflections). On the other
hand, some other automorphisms cannot be specified as
simply on pitch classes. For example, line symmetries or
rotations can transform vertices labeled by a same pitch
class into vertices labeled by different pitch classes. The
same generally applies in the case of the embedding of a
trajectory in a new chord complex. These transformations
don’t have any musical interpretation to our knowledge and
result in new musical operations.
6. SOFTWARES
In this section, we present two softwares enabling to work
with the notions presented on the previous sections: HexaChord which is an application dedicated to music analysis, and the Max object bach.tonnetz which is dedicated to
composition.
6.1 HexaChord
HexaChord 3

is a computer-aided music analysis environment based on the spatial representations previously presented. The software provides a visualization of any chord
3

Figure 9. Graphical user interface of HexaChord.
complex related to a T /I class grouping 3-note chords in
diatonic and chromatic scales. These complexes are infinite two-dimensional triangular tessellations.
Musical pieces are imported as MIDI files. A trajectory is
automatically computed for any pair of musical piece/chord
complex. The trajectory is represented as a path which
evolves in real time in its complex during the play of the
piece. Transformations presented section 5 can all be applied on a trajectory. The transformed musical sequence
can be exported as a MIDI file. The results on the online
page have been generated with HexaChord.
Other features dedicated to analysis have been integrated
in the application. For instance, HexaChord determines automatically the chord complex which is the more adapted
to represent a musical sequence. This task relies to the notion of compliance [4] and is achieved by comparing the
compactness of the trajectories representing the piece in
the different complexes.
6.2 The bach.tonnetz object
If one needs to deal with Tonnetz representations interactively, a very natural solution is to handle them in a realtime environment. An easy way to do it is to take advantage of the bach 4 library, a set of externals and patches
for Max, bringing computer-assisted composition into the
real-time world [12, 13]. Among its features, bach has a
subset of tools dedicated to musical representations, including the bach.tonnetz object, which implements and displays a Tonnetz centered in a given pitch, and generated
by two given diatonic intervals. Nodes in the lattice can
be selected interactively (via mouse and keyboard), or via
incoming messages, containing information in one of the
following formats: cents, note names, pitch-classes, diatonic intervals, coordinates in the lattice space. Elementary transformations such as translations and rotations presented in section 5 can be easily performed both via the
interface and via messages.
bach.tonnetz can easily echo the incoming data to its outlets, in order to allow real-time modification of the point
coordinates or of the lattice properties. As a result, it is
fairly straightforward to take any incoming flow of notes
4

http://vimeo.com/38102171
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waiting for pertinent musical interpretation. This is typically the case of the embedding of a given trajectory into a
new chord complex.
Acknowledgments
The authors are very grateful to J.-L. Giavitto from the
RepMus team at IRCAM, O. Michel at LACL - Université Paris-Est, J.-M. Chouvel from Université de Reims
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ABSTRACT

SSMN intends to develop a conceptual framework and a
tool set that allows composers to integrate spatialization
in musical notation from the onset of the creation process.
As the composition takes form and graphic symbols expressing spatialization is introduced into the score, instant
audio rendering provides feedback within a surround
sound configuration. In parallel, SSMN helps interpreters
and audio engineers to learn and master scores that contain complex instructions of motion in space easily recognizable both in printed and animated electronic format. At first the SSMN SpatialTaxonomy was established
to identify key motion in space possibilities within musical context; consequently, a collection of SSMN Symbols
has been designed and implemented in a software library
of graphical objects within MuseScoreSSMN, a dedicated
editor that has been developed to allow interactive use of
this library along with CWMN. In order to bridge the gap
between visual elements and audio perception, the SSMN
Rendering Engine application is at the heart of OSC inter-application communication strategies allowing the use
of DAW and user-defined programming environments
along with MuseScoreSSMN. A prototype has been prepared and tested by a user group consisting of composers
and performers. Further research shall address other user
cases integrating electroacoustic paradigms.

1. INTRODUCTION
1.1 The road to SSMN
The aim of SSMN is to open new ways of substantial
integration of spatial relationships and processes in musical thinking as well as in composition, rehearsal and performance practice.
In spite of the availability of a variety of terminologies,
strategies and tools for spatialization within the context of
electroacoustic music composition, decisions about position and movement of sound in space and/or virtual
space, quality still often remain a secondary formal issue
and, in many cases, are left to a post-production stage
instead of being fully integrated throughout the composition process. This practice marginalizes spatialization to
Copyright: © 2014 Emile Ellberger et al. This is an open-access article
dis- tributed under the terms of the Creative	
   Commons	
   Attribution	
  
License	
   3.0	
   Unported, which permits unrestricted use, distribution, and
reproduction in any medium, provided the original author and source are
credited.

an ornamental aspect that could be adapted or reduced
without affecting musical substance.
Performers, on the other hand, engaged in the interpretation of music involving electroacoustic spatialization (and
other kinds of signal processing) have had mostly a verbal annotation or a poor representation of the ongoing
processes in the score. This reduced their possibility of a
more intimate and accurate action and reaction within the
performance situation. In addition, the usual lack of an
acoustic feedback while learning and practicing, prevented performers from preparing a piece with spatial
movement and other sound events adding to the difficulties of coping with restrictions of rehearsal time in performance spaces. Finally, the question of a graphical representation of spatialization within the context of sound
diffusion of electroacoustic music in concert has been
continually addressed, but a generic and practical way to
notate spatialization accurately for this purpose has rarely
been explored.
On the onset, SSMN1 investigation and research lead to
the establishment of a taxonomy of spatial features accompanied by a library of graphical symbols designed to
represent them. Consequently, software including a dedicated notation editor as well as audio rendering possibilities was produced allowing these symbols to be used interactively in creative processes.
This introduction begins with a historical overview appropriate to SSMN research. The SSMN Spatial Taxonomy and Symbol Library will be described in Section 2
and 3. The notation editor, MuseScoreSSMN is presented
in Section 4. Here the intent is to validate the impact of
the new notation in the practice by developing an open
source music notation editor that integrates the SSMN
library within CWMN context, allowing editing while
auditioning spatialized audio through a rendering engine.
The SSMN Rendering Engine allowing composers to
verify and control the audio results in a desired surround
sound configuration, will be discussed in Section 5. Section 6 briefly illustrates two user cases. A conclusion then
highlights open issues resulting from user group feedback
and future development possibilities.
1.2 Previous spatialization notation research
In the earliest attempt to systematically characterize different qualities of sound undertaken by Pierre Schaeffer
1

SSMN (Spatialization Symbolic Music Notation). First initiated at the
Polytechnique Fédérale de Lausanne and at the Haute École de
Musique de Genève, the SSMN project was further developed at the
ICST-Zürich through funding of the Swiss National Foundation for
Scientific Research.
École
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in his Traité des Objets Musicaux (Schaeffer 1966) some
basic concepts related to spatial aspects like spatialisation and cinématique spatiale were first presented without further developing a spatial typology and morphology. A thoroughly revision of Schaeffer’s theoretical
work was done by Lasse Thoresen, who introduced a
symbolic representation to Schaeffer’s typology starting
with a minimal representation of sound attributes and
arriving to an expanded set of symbols (Thoresen 2007)2.
The concept of spatiomorphology, as part of a more
general spectromorphology, was introduced by Denis
Smalley as an attempt to define a grammar of localization
(Smalley 1997). This takes into account different listening situations, real and virtual acoustic scenarios and individual perception. A first definition of different spaces
(internal, external, composed, listening) is further differentiated introducing sets of variants, characteristic paths
and spatial settings. The same author suggests later a
framework for investigation of spatial relationships focusing on the auditors perspective. He highlights the idea
of space-form and includes a glossary (Smalley 2007).
Bertrand Merlier (Merlier 2008) did a survey on the vocabulary of spatialization considering different kinds of
language (artistic, scientific, aesthetic), disciplines (composition, acoustics, psychoacoustics, informatics, musicology) and different perspectives (theory and practice),
without any specific technical or aesthetic preference.
The research done at MIM (Laboratoire Musique et Informatique de Marseille) on Temporal Semiotic Units
(Unités Sémiotiques Temporelles), identifying 19 different temporal forms that seem to be present in every kind
of music is specially relevant for the definition of spatial
movement in time (Delalande et al 1996), (Favory 2007).
Various attempts have been done in the last years to define appropriate methods to represent electroacoustic music graphically for analysis and performance purposes.
Pierre Coupri discusses the problem of graphical representation starting from a distinction between icons and
symbols (Coupri 2004). Based on experience accumulated at GRM Évelyne Gayou critically presents transcription and analysis of electroacoustic music (Gayou
2006). Kevin Patton proposes a Morphological Notation
based on Smalley’s Spectromorphology focusing on interaction between instruments and electronics (Patton
2007). The composer Ricardo Climent displays his classification of sound spectrum notation (Climent 2008) in his
composition Acute and explains his notated methodology.
Ongoing research in sound projection at the University of
Illinois includes also strategies of notation of spatialization for performance purpose (Wyatt 2010).

text for composition and performance purposes. This
taxonomy is primarily intended as being generic and universal.
The basic units of the SSMN spatial taxonomy are
called descriptors. There are two kinds of descriptors:
room descriptors and descriptors of sound sources. Descriptors can be simple or compound and are assumed to
be perceptually relevant although definitive perception is
dependent on the interaction between the actual sound
and the actual spatial configuration. Although descriptors
are primarily defined in structural (geometrical, mathematical, acoustical) terms, they have been conceived in
view of musical practice.
Simple descriptors are the basic atoms of the SSMN
spatial taxonomy. They are able to denote all single primary features relevant to sound spatiality and can be represented as symbols. Compound descriptors are arrays of
simple descriptors. They are used to represent more complex spatial configurations and processes (e.g. patterns,
figures, motives, etc.) and can equally be represented as
symbols. Descriptors can have several properties that are
finally defined through numeric parameters and flags
(e.g. the descriptor Position of loudspeakers can have the
properties internal or external and fix or variable).
Structural operations such as repetition, mirror and
random as well as behavioral interactions such as
imitation, attraction and repulsion (Dodge 2008) can be
used to transform elements previously defined using
descriptors or to generate new elements (see table1).
Global operations such as scaling, sequencing and
superposing can be used to generate relationships
between complex unities while cross–domain
interactions such as synchronization and delay can be
used to rule relationships between different media.

2. SSMN SPATIAL TAXONOMY

Although the taxonomy classifies and describes sound
in a three-dimensional space, some objects and symbols,
for practical reasons (rendering, standard formats, etc.),
are represented in two dimensions. This is specified using
2D/3D flags. Since this taxonomy contains a very systematic vocabulary it proves to be useful for other research projects related to 3D Audio currently under development at the ICST.
To assure the validity of concepts within this taxonomy,
the SSMN research team has undertaken the task of test-

The SSMN Spatial Taxonomy is an open-ended systematic representation of all musical relevant features of
sound spatiality. It is intended as a basis for symbolic
representation possibilities within a musical notation con2

Thoresen’s symbols do not explicitly represent spatial aspects but are
concerned with spectral movement including gait, velocity and duration.
Also see observations by Austin 2004, Assayag Agon et al. 1997,
Heikinheimo 1972, Harley 1993, Malausséna 2009, Smalley 2007.

Operations (transformation or generation of new trajectories
from preexistent single or compound trajectories)

Structural operations: Operations on single trajectories
Repetition
Segmentation and mute
Scaling (change of one or
(discontinuity)
Modulation (changing perimore parameters, e.g. augmentation, diminution,
odically one or more paspeeding up or down, etc.)
rameters)
Dislocation (shift Δx, Δy, Δz) Progression (changing dyRotation (x, y, z)
namically one or more parameters. E.g. acceleraMirror (x, y, z)
tion)
Crab (reverse direction)
Random (changing ranMirror/crab
domly one or more parameters)

Table 1. SSMN Taxonomy Structural operations.
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ing perception of sound spatiality elements both in 2D
and 3D mode, with key questions being e.g. what can be
perceived or not, and under which conditions.

3. DESIGN OF SSMN SYMBOLS

symbols to be transmitted to target software within the
tool set and equally receive data for control
(on/off/play/pause).
4.2 MuseScoreSSMN Features

3.1 Requirements
In accordance with the SSMN spatial taxonomy requirements, a basic set of symbols was established, designed,
periodically tested by the R&D team as well as participating composers, and improved in subsequent design loops.
Additional criteria resulted from the need for clarity,
legibility and rapid recognition. In this regard, the choice
between symbolic or descriptive paradigms became particularly relevant. Ultimately, the SSMN symbol set has
become a synthesis of both approaches (see fig.1).
3.2 The Symbol Set
In order to facilitate the use of the SSMN symbols and
their introduction into the musical score five categories of
symbols were defined:
– Physical space characteristics of the performance area,
e.g. geometrical form, size, reverberance, inside/outside;
– Initial physical placements of performers, microphones,
loud speakers and objects;
– Localization of sound sources, e.g. acoustic and projected audio3;
– Trajectories and/or displacement of sound sources, microphones, loud speakers, and objects whether individually, in groups or more complex configurations, e.g.
sound clouds, planes, surfaces;
– Inter-application communication possibilities, and protocols, i.e. OSC and MIDI, shown as icons as well as
integration with external programming environments.

In MuseScoreSSMN symbols are organized into various
palettes according to SSMN categories and classes as
well as 2D/3D versions, i.e. room, trajectories, position,
modifiers, OSC & Adjuncts, Performer, Microphone, and
Loudspeaker. The user selects the desired symbol and
drags it to the appropriate note or rest in the score.
Once a symbol is placed in the score, an inspector window displays user-defined parameters and flags specific
to each type of symbol, i.e. start/end points, start/end
radius, direction, number of reiterations, acceleration,
amplitude, frequency, yaw, tilt, etc., with choices of x/y/z
or a/e/d coordinates. The actual trajectory designed by the
user can be viewed as well (see fig.2).

Figure 2. MuseScoreSSMN Inspector window & Radar

A 2D/3D radar view displays the activity of the spatial
movements from a selected note to another, or over a
section of the score. MuseScore 2.0 makes it convenient
to obtain visual and audio feedback within the SSMN
tool set as it offers I/O possibilities that include JackServer connections, MIDI data flow, and OSC port
transmission. This is discussed in the next section.
The user commonly places SSMN symbols on any instrumental staff; nonetheless, a dedicated SSMN Staff can
be utilized to transmit spatialization data as well as OSC
messages to any software with OSC functionality independent of notation (see fig.3).

Figure 1. Extract of SSMN symbols set

4. MUSESCORESSMN
4.1 Requirements
The choice of MuseScore as notation editor for the
SSMN project was based on the criteria of Open Source
software with a large active community involved in its
development. As MuseScore 1.0 provides a usable set of
functions to draw symbols onto the screen, to print them
and to provide MIDI-feedback but does not have OSC
functionality a SSMN dedicated version was branched
(‘MuseScoreSSMN’) from MuseScore 2.0, which allows
OSC communication of all parameters and values of the
3
Acoustic audio refers to the natural sound of instruments whereas
projected audio refers to sounds coming from loudspeakers.

Figure 3. MuseScoreSSMN example with CWMN SSMN
symbols, OSC data (text) and trajectory shown on ‘Radar’.

Several templates have been designed to facilitate formatting various score-types. As the MuseScore application
offers the possibility of exporting scores in numerous
formats that allow inclusion of SSMN graphics, i.e. SVG
and PDF, the SSMN team is addressing the issue of declarations to be included in the MusicXML file format
(Bellini 2001, Peters 2013).
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5. SSMN RENDERING ENGINE
5.1 Requirements
Compatible with the Open Source Initiative for standardized Max/MSP Module, the SSMN Rendering Engine has
been engineered to allow real-time spatialized audio rendering and visual feedback for all SSMN activity. The
prime requirement is the capability of inter-connecting all
software that implements OSC support, for instance the
notation editor and the rendering environment.
Along with the JACK Audio Connection Kit encompassing MIDI functionalities, the user has the ability of
hearing his results in various audio output formats and
speaker set-ups, within multiple software configurations
and enhancement possibilities, i.e. MuseScoreSSMN,
DAWs, AUAmbi plug-in4, programming environments,
effects, multi-canal streaming, etc. (see fig.4).

reopened in common audio file formats, including BFormat.
– Virtual MIDI: Instrument sonification capability using
an optional midi player.
– 2D/3D radar: The visual feedback as provided by
the ICST Ambisonic monitor (aed/xyz and multispeaker level display) is of primary importance as it
allows the user to monitor single or multiple trajectories
and
sound
placements
in
real
time.
– AUAmbi plug-in: this AU plug-in allows communication with standard Digital Audio Workstations that have
AU implementation, e.g. Digital Performer, Logic
audio, etc., thus expanding inter-application spatialization.

Figure 5. SSMN Rendering Engine Overview and 3D ‘Radar’

In order to facilitate overall OSC control, a set of descriptions were created that would allow multiple crossapplication communication, also adaptable to other protocol context such as SpatDIF and MusicXML (see table 2).

Figure 4. SSMN Flow Chart

5.2 SSMN Rendering Engine Primary Functionality
Components
The SSMN Rendering Engine was structured so as to
facilitate the organization of the flow and monitoring of
data as well as its storage as required by the user.
– OSC routing: choice of connections allowing OSC data
flow over UDP ports, i.e. synchronized trigger and
play/pause/continue/stop messages between MuseScoreSSMN, DAW, sample players and AUAmbi plugin.
– Spatialization formats: as the engine encodes and decodes in the Ambisonic B-Format, the user can select
various format transformation options, i.e. 5.1, binaural,
stereo.
– Speaker set-ups: The user determines speaker configuration, e.g. number of speakers, placement of speakers,
2D/3D.
– Distance: The user designs distance characteristics on a
GUI to determine the slope of sweet point presence to
external perimeter.
– Effects: reverb, air absorption, and Doppler effect.–
Record/playback: All audio activity can be saved and
4
The AUAmbi plug-in (2012) was created by SSMN programmer Kaspar Mösinger.

ssmn osc description
MuseScoreSSMN Transport Control:: (receives:5282)
/play
/goto
/stop
/tempo
/next
/volume
/next-measure
/pan
/select-measure
etc…
MuseScoreSSMN::spatializationSymbols::(send:5013)
/aed i f f f i
MuseScoreSSMN::oscMessage:: (send:5012)
/any(“s”)

Table 2. Extract of SSMN OSC description set

6. CASE STUDY
6.1 Urwerk
A case study of a film score Urwerk prepared by composer Vincent Gillioz revealed the interest of combining
instrumental notation with 3D spatialization effects to be
integrated into 3D cinema. Here the score for 9 instruments and electronics was originally notated in a popular
score editor. Initially the composer created his personal
graphical symbols and spatialization annotations, but
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without the possibility of hearing more than a stereo version. Consequently, after exporting his score in MusicXML format (notation only), he then imported it into
MuseScoreSSMN where he then placed the SSMN spatialization symbols (see fig.6). Ultimately, the composition
along with the animated movie and accompanying audio
files were rendered onto an Ambisonic speaker system.
Having been able to audition the impact of the sound motion, Gillioz could now edit and modify various parameters of SSMN symbols to his taste and allow for more
coherent musical effects.

Figure 6. Urwerk in MuseScore SSMN, p.25-26.

6.2 SSMN Applied to Choreography.
Choreo was a case study demonstrating advantages using
SSMN within rehearsal situations. A choreographer,
Melissa Ellberger-Meyer, trained performers holding
loudspeakers to move along trajectories in a hall. Sound
files projected from the portable loudspeakers accompanied the body movements. The printed MuseScoreSSMN
greatly facilitated the learning process prior to an actual
public presentation (see fig. 7).

notation for instrumental music (often incorporating live
electronics) is introduced into a music editor and spatialized audio rendering is a requirement. Other user cases
include the additional use of audio files managed within
DAW software.
With SSMN, communication between the target users
is simplified due to the fact that the symbols are common to various types of outputs (score, cue sheet, sound
design and video editors) and the associated rendering
parameters can be freely edited in available and possibly
future tools. They can be creatively used in remastering
situations, 3D cinema (with a great need for encapsulating height information into surround systems), surround
radio broadcasting, theater productions, choreography
notation (Mirzabekiantz 2000), artistic multi-media and
interactive installations, surround CD, DVD and BluRay market, game design and in medical applications
linked to aural research. Consequently, further research
is being concentrated in the areas of symbol design optimization, MusicXML declarations, encapsulation of the
tool set, web integration, and plug-in implementation.
To date, the SSMN user group provided inestimable
feedback. Questions that were continuously taken into
account concerned the type of strategies adopted, their
usefulness, the choice of symbols, the clarity and speed
of recognition, the flexibility offered by the tool set and
overall user friendliness. Performers and audio engineers
noted that they found useful features that allowed them to
consult both a printed version of the score containing the
SSMN symbols as well as its electronic version allowing
rendering the symbols in an active timeline.
At this time, results of the SSMN project have been incorporated into the composition curriculum at the Zurich
University of the Arts and have been presented at the
Haute École de Musique of Geneva. The potential of the
prototype was also tested with choreographers and their
composers at Tanzhaus Zurich.
Further aspects are also being addressed such as the integration within the MusicXML protocol and SpatDIF
compatibility (Peters, Lossius and Schacher 2013). The
actual experience with the composers, interpreters and
composition students has shown that they have experienced increased awareness of spatialization possibilities
within their own creation process and developed an
augmented spatial listening acuity. Thus it is expected
that the SSMN project will contribute to generating a
sustainable impact on creative processes involving threedimensional spatialization.
Acknowledgments

Figure 7. Choreo trajectory score

7. CONCLUSION
At this stage of the “work-in-progress” of SSMN5, its
basic workflow is optimized for the user case in which
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5
The SSMN R&D blog maintains updated information and documentation. http://blog.zhdk.ch/ssmn/
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ABSTRACT
We envision first species counterpoint as a fundamental
step in defining rules in a game-theoretical approach to algorithmic composition. While previous literature focuses
on producing counterpoints that are aesthetically pleasing,
our work formalizes the space where cantus firmi and counterpoints can be considered valid. A set of common rules is
extracted from a comparative analysis of treatises from the
18th to the 20th century, and a generative algorithm is implemented to explore the validity space. The results highlight the existence of a subset of cantus firmi that do not
admit valid counterpoint. Human experts in a qualitative
assessment perform similarly to our validation algorithm;
at the same time, the systematic omission of single and
pairs of rules does not eliminate such a subset. It follows
either that unwritten musical knowledge must be rendered
explicit to modify the proposed rule set, or that, in general,
admitting valid counterpoint is not a necessary property of
cantus firmus.
1. INTRODUCTION
This paper questions the existence of a deterministic validity space for counterpoint. This section summarizes the
evolution of counterpoint in music history and computeraided composition, to clarify the scope of our research.
1.1 Counterpoint in Music History
The art of counterpoint was born when, at the beginning of
the 13th century, composers started to build new lines upon
pre-existing ones, opposing a new note (in Latin punctum)
against each note of the original line (contra punctum).
The line that originates the composition, called cantus firmus, synthesizes melodic organization in its simplest form:
“Harmonic implication, rhythmic profile and motivic design are all eliminated in order to allow the utmost concentration upon purely linear factors.” (Salzer and Schachter
[1]). In the tradition, the cantus firmus is a short excerpt
from the huge melodic repertoire of the Gregorian plain
chants, and forms the basis for more elaborate contrapuntal compositions (see Figure 1 for an example).
The technique of counterpoint evolved through the work
Copyright: c 2014 Mattia Samory, Marcella Mandanici, Sergio Canazza, Enoch
Peserico.

This is an open-access article distributed under the terms of the

Creative Commons Attribution 3.0 Unported License, which permits unrestricted
use, distribution, and reproduction in any medium, provided the original author
and source are credited.

of early Renaissance composers, like Guillaume Dufay,
Josquin Desprez and Giovanni da Palestrina, who in some
cases wrote dozens of new compositions over the same
cantus firmus (one famous case is the theme “L’Homme
Armé”).
In 1725 the Austrian composer and music theorist Johann
Joseph Fux published the pedagogical work “Gradus Ad
Parnassum” [2], where he emphasized the need for a method
to gradually introduce the students to master the difficult
art of counterpoint. He organized his treatise in different
“species counterpoint” exercises of growing difficulty.
1.2 Counterpoint in Automated Composition
The automatic generation of counterpoint is a classical problem in algorithmic composition. Literature approaches can
be divided in two broad categories.
The first category corresponds to the historically oldest
practice, constraint logic programming (see [3, 4, 5]). In
this method the programmer explicitly enters rules as the
knowledge base of the expert system, typically selecting
them from a single authoritative source (as in [4, 5]). However, textbook rules usually prove to be insufficient, and
heuristics become necessary to obtain the desired aesthetic
results, at the expense of the generality of the model (e.g.
[3]).
Approaches in the second category infer templates for composition directly from pre-existing data, disregarding a priori information. Two broad families of algorithms are employed: algorithms based on statistical emergence (such as
[6, 7, 8, 9]), and algorithms for metaheuristic optimization
(such as [10, 11, 12, 13]). Nonetheless, stochastic and machine learning systems, while leading to musically pleasing results, provide little to no insight into the internals of
the musical language (e.g. [7]).
All previous work aims at composing counterpoints over
a human-written cantus firmus, so that the result is musically pleasing. They question neither the validity nor the
completeness of the underlying generative model.
1.3 Our contribution
Our work extracts from the textbooks a set of common
rules that appear necessary (although potentially not sufficient) for correct first species counterpoint in every style
and every historical period – and examines the characteristics of the resulting set of “valid” counterpoints.
We begin in Section 2 by extracting baseline indications
from a comparative analysis of several treatises and textbooks spanning a wide range of styles and historical periods. Making some simplifying assumptions that allow
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Figure 1. Ave Regina Caelorum, Anonymous XV century, Trento Cathedral, Italy (transcribed by Renato Calcaterra).

us to focus without loss of generality on the fundamental
aspects of the prescriptions, we distill the various examples and guidelines into a set of deterministic, formal rules.
Some of these rules apply only to cantus firmus (from now
on CF), some only to counterpoint (from now on CP), and
some to both; note that previous work never explicitly formalized CF. Violating at least one rule means a CF/CP runs
against a precept spanning all styles and periods; we call
these CFs/CPs invalid, as opposed to valid CFs/CPs that
satisfy all rules. Obviously, a valid CF/CP may still run
against the precepts of a specific style/period, have aesthetic issues, etc.
In Section 3, we design an algorithm to generate all valid
CFs and CPs. We then analyse quantitatively and qualitatively the results; in particular, we examine the correlation
between musicality of a given CF and the number of CPs
it admits.
In Section 4, we verify the rules and evaluate their function: a comparison of human expert assessment and automated analysis corroborates our findings.
Finally, in Section 5 we summarize our results, examine
their significance, and look at some possible avenues of
future research.
2. CANTUS FIRMUS AND FIRST SPECIES
COUNTERPOINT
In this section we determine the rules for validating CFs
and CPs. We first describe the assumptions under which
the rules are formulated (Subsection 2.1). We then justify
our choice of sources, and explain our framework for rule
formalization (Subsection 2.2). Subsections 2.3, 2.4 and
2.5 present the rules that affect respectively both musical
lines, only CFs, and only CPs, discussing the most critical
or controversial rules.
2.1 Assumptions
To better analyse the space of possible outcomes, we minimize the complexity of the composition of CF and CP. We
employ only the Ionian mode, whose pitches correspond
to the C major scale, as we want to target general voice
leading problems rather than stylistic peculiarities, while
we try to encompass both modal and tonal facets whenever
possible. Furthermore we limit our production to a two

part, first species counterpoint, where notes of the same
duration are opposed one against the other, as defined in
[2]. We position the CF in the lowest voice, and the CP
in the highest: we use the contiguous ranges of tenor and
alto which, according to the registers of the human voice,
pertain to the note ranges B2-G4 and G3-C5 respectively.
2.2 Rule Formalization
Formalizing rules for generating CFs and CPs is a remarkably difficult task. Musicians have a long tradition in teaching, theoretical research, and treatise writing. Nevertheless, the goal of a music teacher is not to give his students
a set of absolute rules, but rather to shape their musicality and stylistic awareness. Therefore, the language used
in textbooks is often contradictory, unclear and indirect,
to express tradition as well as musical intuition. Similarly, most information is conveyed by teachers to their
students through examples and informal guidelines rather
than through strictly codified rules.
To derive quantitative rules that define when CFs and CPs
are valid, we first made a selection of relevant sources,
covering differences in style as well as a wide historical
period. Fux’s treatise [2] is considered a classical book,
referenced by many important composers, and celebrated
as the first in the modern era to organize counterpoint studies in a rational way. Jeppesen’s book [14] represents one
of the main contributions in the direction of a philological study of Palestrina’s counterpoint. Modal counterpoint is, further, the main focus of the more recent Zanolini and Dionisi’s book [15]. On the opposite side, from
a stylistic perspective, stand Schönberg’s [16] and Salzer
and Schachter’s works [1], both devoted to a tonal counterpoint style.
After selecting the sources, we distilled and compared the
existing rules. As mentioned above, many of the formulations were ambiguous or incomplete, and additional, unstated rules are implied by the examples. We therefore
rephrased and integrated the rules, categorizing them into
four classes, according to the level of agreement of the different sources on each rule. In the case of absolute rules
(AR), i.e. when all authors agree, we included the rule
without conditions; in the case of majority rules (MR),
which occur when there is a partial disagreement between
different sources, we chose the rule adopted by the ma-
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AR, absolute rules

all the authors agree (some may
not express judgement).

MR, majority rules

not all the authors share the
same opinion.

UR, undefined rules

the rule is not clearly formulated
and requires interpretation.

IR, implicit rules

the rule implicitly operates in
the literature.
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Table 1. Rule categorization.
jority of the authors; in the case of undefined rules (UR),
whose interpretation is not unique, and implicit rules (IM),
which are not expressed yet implicitly operate in the literature, we analysed examples in the sources to infer the
correct formulation of the rule (see Table 1).
The following subsections illustrate “general” rules (that
affect both CFs and CPs), cantus firmus rules, and counterpoint rules; furthermore, they discuss the endorsement
of URs, IRs, and particularly crucial rules.
2.3 General Rules

only ascending minor sixths, Schönberg forbids all horizontal sixths, while Salzer and Schachter permit all of
them. We chose to conform to the majority. Note that,
in this case, even authors belonging to the same stylistic
group disagree (tonal counterpoint, Schönberg vs. Salzer
and Schachter).
Rule G2 is an IR: unexpectedly, no one of the authors mentions the rule outside the context of ending formulas. In
tonal style, it is crucial to resolve the dissonant 7th degree ascending to the tonic, as this movement reinforces
the sense of tonality. Tonal style authors might have given
the rule for granted, as it is a direct consequence of classical harmony. In modal style the 7th degree does not always
correspond to a leading tone: at the end of the piece, however, it can be artificially raised of a semitone to match its
conclusive function. This justifies why modal style authors
do not enforce the rule in the general case.
Excluding the rule would be incorrect from a tonal point of
view; on the other hand, the Ionian mode contains the leading tone, and it can be considered a hybrid ground between
a modal and tonal scale, as it corresponds to the C major scale - therefore, given our assumptions, we included
the rule. After having analysed several examples, we also
allowed the case where the 7th degree descends stepwise
from the tonic (see Figure 2).

General rules (Table 2) apply to both CFs and CPs. Out of
nine rules, we individuated two AR, three IR and four MR:
Rule G1 is a MR because there is no agreement among
G1. Only horizontal seconds, major and minor
thirds, perfect fourths, fifths and octaves, and
minor ascending sixths are allowed.

MR

G2. The 7th degree must resolve to the tonic, or
it can descend stepwise if the preceding note is
the tonic.

IR

G3. Do not reach a 7th degree by a skip larger
than a third.

MR

G4. Successions of three notes cannot form an
arpeggio.

AR

G5. If there are two horizontal intervals of equal
distance and discordant, the next interval must
differ.

IR

G6. Compound motion of any kind in one direction is allowed for no more than a sixth.

IR

G7. Compound movements which outline a tritone are forbidden.

MR

G8. Do not make stepwise concordant movements longer than a fifth.

MR

G9. A voice must not exceed the range of a
tenth.

AR

Figure 2. Salzer and Schachter [1], Chapter 1, selected
examples.
Rule G5 is another case of IR. Many observations against
redundancy, similar sequences and other forms of repetition can be found in all five textbooks we analysed. However, the supporting examples were extremely variable and
context-dependant, and the prescriptions imprecise and subject to personal taste. Therefore, our rule vetoes only the
most extreme form of repetition, the trill (see Figure 3).

Figure 3. Example of trill.

Table 2. General rules.
authors: three of them (Fux, Jeppesen and Dionisi) allow

Rule G6 (IR) is crucial for voice leading control. All treatises condemn excessive motion in one direction, yet they
provide a number of partial constraints like:
a) avoid multiple skips in the same direction.
b) avoid compound movements which outline dissonant intervals.
c) leaps of ascending minor sixth or ascending/descending
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octave must be recovered from.
Referring to Figure 4, constraint “a” can prevent situations
like Ex.1 and 2, but not Ex.3.

Rule CP3, which allows oblique motion, and Rule CP11,
which limits the use of excessive repetition in the CP . Out
of eleven rules we have four AR, six MR and one UR, as
seen in Table 4.

Figure 4. Examples of broad concordant movements.
Constraint “b” covers Ex.1 and 3 but not Ex.2, while constraint “c” covers only Ex.3. Our rule covers all the previous examples; moreover, it compromises with the rest of
the constraints present in literature, following their general
common principle.
2.4 Cantus Firmus Rules
Many counterpoint books present collections of historical
cantus firmi to be used in students’ exercises. Even if the
practice of composing CFs is not completely disregarded,
the treatises lack specific rules or indications. Nevertheless, we report four rules (Table 3): two AR, one MR and
one UR.

CP1. The beginning vertical intervals must be
only positive perfect consonances, the ending
positive octave or unison.

MR

CP2. The vertical intervals allowed are: minor/major thirds, sixths and tenths, perfect
unisons, fifths, octaves.

AR

CP3. Do not repeat more than two consecutive
whole notes.

MR

CP4. The next-to-last measure (CF and CP)
must contain both the second degree and the
leading tone.

MR

CP5. The unison can be used only at the beginning and at the end.

AR

CP6. In similar motion a note cannot cross the
preceding note of the other voice.

AR

CP7. Any chain of two vertical fifths or octaves
is forbidden.

AR

CF1. The CF begins and ends on the 1st degree
of the mode.

AR

CP8. No perfect intervals can be taken by similar motion.

MR

CF2. The next-to-the-last note in the CF must
either be a second or a seventh.

MR

CP9. No simultaneous skips in the same direction if both are greater than a fourth.

UR

CF3. In the CF a note cannot be immediately
repeated.

AR

CP10. No more than three thirds, sixths and
tenths in a row.

MR

CF4. The CF must have a unique culmination
(climax).

UR

CP11. Do not use repetition more than twice.

MR

Table 3. Cantus Firmus rules.

Table 4. Counterpoint rules.

Rule CF2 is directly connected to its complementary rule
CP3, because both define ending formulas for CFs and
CPs. It is a MR as the authors largely agree, but admit
variations which mostly depend on their referenced style therefore we chose a more general formulation.
Rule CF3, shared by our references, derives from the way
musicians adapted Gregorian lines into CFs. In fact, traditionally, Gregorian lines feature several repetitions. However, such repetitions used to be merged, in order not to
interfere with the necessary rhythmic quality of the contrapuntal CF.
Rule CF4 was formulated in Salzer and Schachter as “. . .
Each cantus firmus must contain a climax . . . The climax
should not be repeated.”. All sources agree that there should
be only one climax, save for exceptional cases when there
should be “as few as possible”. As we want all our rules to
be deterministic, we settled for exactly one climax.

Rule CP9 (UR) deals with simultaneous skips in both voices.
The original rule by Salzer and Schachter was: “. . . Whenever possible avoid simultaneous leaps, especially leaps in
the same direction involving melodic intervals larger than
a fourth.”. In Figure 5 we present different cases of simultaneous skips.

2.5 Counterpoint Rules
Counterpoint rules mainly address the vertical aspects of
the composition. The only horizontal line prescriptions are

Figure 5. Five examples of simultaneous skips.
Salzer and Schachter’s formulation is ambiguous in respect
to all the examples in Figure 5, but not to Ex.3 and 4,
where both voices make a skip in the same direction and
larger than a fourth. How should we deal with Ex.1 and
2, where only one voice skips for more than a fourth? And
what about Ex.5, where the skips are in the same direction?
Most examples in the literature treat Ex.1, 2, and 5 as cor-
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rect: this observation led to our formulation of the rule.
Summarizing, the space of valid CFs and CPs is defined by
a total of 24 rules. 21% of them are implicit or undefined
rules. Only 33% of the rules are universally accepted.

refer to features of the CFs considered important in human
judgement.
BAD

CFs that do not admit any counterpoint.

3. CANTUS FIRMUS AND COUNTERPOINT
SPACE ANALYSIS

POP

CFs that allow the most frequently allowed
number of counterpoints.

The rules in the previous section classify every possible CF
and CP as valid or invalid. This section illustrates an algorithm to generate all valid CFs and CPs, and analyses the
results, examining the relationship between the musicality
of each CF and the number of CPs it admits.

MID

CFs that allow the median number of counterpoints.

CTPP

the CF that allows the most counterpoints.

OCT

CFs that feature two consecutive octave intervals.

3.1 Generative Algorithm

FOURTH

CFs that feature the range of a fourth.

We implemented software to explore the space of CFs and
CPs that are valid - i.e., the set of the CPs and CFs that
adhere to the rules in Section 2. The algorithm follows a
simple generative pattern, which is applied to both CFs and
CPs (taking care of the the necessary differences). Each iteration of the main loop of the algorithm appends a new
note to the current voice line. In the case of the generation of a CF, at each step the algorithm produces the set of
potential next notes, according to voice range, scale structure and current voice line prefix. This set is then pruned
according to stationary rules (which are only conditioned
by the position within the voice line), and horizontal rules
(which depend on a suffix of the prefix of the voice line).
The remaining set contains all valid notes that can be appended to the current voice line prefix.
In the case of a CP, the generation of the nth note in the
voice line also depends on a prefix of the corresponding
CF, as the set of potential next notes undergoes the further
filter of vertical and combined horizontal-vertical rules.
The algorithm uses the patterns above to build a suffix tree
of all valid CFs (respectively, all valid CPs given a CF)
where the root of the tree is a placeholder, each other node
contains a note, and the sequence of the notes encountered
in the path from the root to a node represent a valid voice
line prefix.
Note that the extensive generation of all CFs and CPs for a
given voice line length is computationally demanding: the
cardinality of the output grows exponentially with voice
line length, and a considerable number of voice line prefixes that do not allow for continuation are pruned during
the generation process.

TENTH

CFs that feature the range of a tenth.

3.2 Analysis of Results

Table 5. Categories of CFs.

Figure 6. The CF which admits the maximum number of
CPs over 8 notes.
The CF that allows the maximum number of possible counterpoints, in Figure 6, admits 273 CPs. The CF appears ordinary; though one could say that its insistence on note C3
(repeated four times) detracts from its voice leading.
The group of CFs with the highest number of CPs (POP),
and the group with the median number (MID) feature CFs
that could be qualitatively judged as either poor, average or
good, as it can be seen in the examples in Figures 7 and 8.
To our surprise, we discovered the existence of 163 CFs
which do not admit any valid CP. We labelled such CFs as
“uncounterpointables”. Two examples of uncounterpointables are presented in Figure 9. The first appears clearly
faulty. It sports three octave skips – two of which in direct
succession, thus leaving from and ending on the same note:
such behaviour causes a surplus of movement that brings
a sense of instability to the CF. Per contra, on a qualitative evaluation of the second uncounterpointable, nothing
wrong is immediately apparent. It features correct voice
leading, with good alternation of skips and stepwise movements; it has no repetitions nor abrupt large skips - it could

We generated all valid CFs, using a voice line length of 8
notes, as most literature does (e.g. [1, 16]). The output
consisted of 4587 valid CFs. For each of the CFs, we then
generated all valid CPs. We investigated the correlation
between the aesthetic features of the CFs, and the number
of admitted CPs - i.e., if a CF that is musically pleasing
admits more, fewer, or as many CPs than a CF that is not.
Therefore, we focused on a qualitatively significant subset
of all valid CFs, according to the categories reported in Table 5. The first four categories are based on the number of
CPs that the CFs admits. The remaining three categories
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from Salzer & Schachter’s manual, pp. 10-11 [1], and 6
CFs from Fux’s treatise [2]. While all of them admitted
counterpoint, some of them contravened one or more rules.
In particular, Schenker disobeyed Rule G7 in one example, and Fux Rules G2, G4, G6 and G8. In respect to
our research on academic literature, only the case of Fux
breaking G2 could be considered a false negative (due to
the formulation of the rules in Ionian mode, where the seventh degree is the leading tone, while the example was in
Phrygian). The remaining rules were contravened in such
a way that they would be considered invalid by the majority of the authors. We were particularly surprised by the
repeated violation of G4 (avoid arpeggios), which is an absolute rule.

Figure 8. Two examples of CFs from the group MID.

4.2 Expert Insight - Questionnaire
Figure 9. Two examples of CFs from the group BAD.

easily be considered a good musical example.
In brief, the existence of uncounterpointable CFs is not
completely consistent with musical intuition. However,
the number of CPs a given CF admits appears independent both from the quality of the voice leading of the CF,
and from the overall “quality” of the CF. Notably, there
exist uncounterpointable CFs that are also musically pleasing, while apparently very poor CFs can admit many valid
counterpoint solutions, like the example in Figure 10.

We compared the assessment of experts with automated
validation results. Twelve composers and counterpoint teachers of Italian Conservatories were asked through an anonymous online form to comment on the validity of, and eventually correct, several CFs and CPs. More specifically, we
asked them, disregarding aesthetic considerations, to point
out formal errors in proposed CFs and CPs, and to compose
exemplary CFs as well as CPs over given CFs. All CFs
were selected from random samples from the categories in
Table 5.
The evaluation of the CFs is summarized in Table 6.
CF group

Validity Reported errors

MID

82%

two consecutive large skips
(fifth, fourth).

BAD (good)

60%

two consecutive large skips
(fifth, fourth).

CTPP

80%

wrong final formula (B3,
C4); too many iterations of
the same note.

TENTH

64%

presence of an octave skip;
range too large (tenth).

FOURTH

100%

-

BAD (poor)

18%

too many skips.

OCT

18%

too many skips involving the
same note.

Figure 10. An example of a CP with good voice leading,
over a CF, from the group OCT, with poor voice leading.

4. THE ROLE OF RULES
This section verifies the rules and the results presented in
the previous sections. Specifically, it was crucial to understand if the origin of CFs that are not musical, and of
uncounterpointable CFs, was due to a rule set that was too
strict, thus not allowing valid CPs, or too lax, thus generating invalid CFs. We tested these hypotheses against
examples from the literature (Subsection 4.1) and human
experts (Subsections 4.2 and 4.3), and we systematically
probed the rule set to better understand the role of each
rule (Subsection 4.4).
4.1 Examples from Literature
We validated CFs taken from the literature; in particular,
we extracted 6 CFs composed by Schenker and Jeppesen

Table 6. Expert evaluation of CFs. The first CF from the
group BAD has good voice leading, while the second has
poor voice leading. Validity indicates the percentage of
authors that consider the CF without mistakes.
The main criticism to the automatically-generated CFs is
the entity and frequency of large skips: this is the most
common - and often first - remark. However, skips of the
same entity and with the same frequency have not been
marked as undesirable in different CFs, which means that
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the context of the skip affects its alleged validity. Note
that even the most criticized CF did not obtain 100% refusals, while the CF in the group FOURTH obtained 100%
acceptance. This seems to indicate that the reduced voice
range is highly appreciated, possibly because it prevents
large skips. However, a narrower range also implies an increase in note repetition, a feature highly criticized in other
CFs by our respondents.
Among the chosen CFs we provided two from the group
BAD, of which one featured poor voice leading, while the
other presented a more pleasing voice leading: most interestingly, the former obtains only 18% acceptance, while
the latter 60%. This might indicate the presence of aesthetic factors in user judgement, and, most importantly, it
confirms uncounterpointability is uncorrelated with formal
validity in the eye of the musician.

Figure 11. First counterpoint proposed for expert evaluation.

generated, one was mostly considered correct, while the
other did not find corrections shared by a significant portion of the participants.
All user-composed CFs were considered valid by the automated system, with the exception of two of them containing an arpeggio. User-composed CPs were not taken
into consideration due to technical reasons: in particular
the non-intuitive mechanism for entering notes in the online form, and the possibly confusing use of the octavelowered G-clef in the tenor part.
Summarizing, human experts appear to endorse the proposed rules, although a fraction of them considers admissible both outlined tritones when resolved stepwise and
arpeggios.
4.3 Expert Insight - Interview
We interviewed individually three counterpoint teachers,
to gain additional insight. During the interview we asked
them to elaborate on the validity of the rules criticized in
the previous tests, through open questions and examples.
All interviewees stressed the existence of discrepancies between textbook precepts and compositional practice that
are traditionally accepted. Two out of three condoned exposed tritones when resolved stepwise in the opposite direction. All three found the closing formula rules to be
somewhat too strict, yet they did not agree on a modification proposal. Interviews shed light upon the validity of arpeggios: CFs were commonly excerpts of Gregorian chants which, preceding harmony theory, could outline arpeggios. However, even if forbidden by counterpoint
compositional rules, arpeggios were often not removed in
the adaptation of the chant as a CF, to maintain the characteristics of the original voice. Given the didactic function
of CFs, these were often passed on through generations of
teachers unconditionally.

4.4 Systematic Rule Exclusion

Figure 12. Second counterpoint proposed for expert evaluation.
We proposed four CPs for evaluation. 44.4% of the test
takers corrected the octave vertical interval taken by similar motion in CP n.1 (Figure 11), while no one individuated the exposed tritones. In CP n.2 (Figure 12) 62.5% of
the test takers corrected the unison vertical interval, only
11% marked as invalid the arpeggio, and no one spotted the
broad concordant movement. The rule regarding exposed
tritones admits in some textbooks an exception, when the
tritone is resolved stepwise in the opposite direction, which
is the case of the given example. The rule regarding arpeggios, in particular, had already been repeatedly violated in
examples from the literature, as presented in Subsection
4.1.
Of the last two proposed CPs, which were automatically

Finally, we systematically tested the exclusion of a single
rule, and of pairs of rules, from the automated system. No
single rule eliminates the presence of uncounterpointable
CFs. Rules CP5 (unison), CP8 (perfect interval by similar
motion), and G2 (resolution of the 7th degree) are by far
the most selective rules: excluding each rule in turn, the
ratio between uncounterpointable CFs and generated CFs
is respectively 0.04%, 0.17%, 0.08%, using a voice length
of 8 notes.
Rule G6, regarding broad concordant movements, does not
eliminate uncounterpointable CFs even when paired with
other rules. Modifying Rules G1 and G7 to allow tritones
when resolved stepwise (both changing direction and continuing in the same direction) while simultaneously allowing arpeggios still generates uncounterpointable CFs for a
voice length of 8 notes.
Excluding pairs of rules does not significantly reduce uncounterpointability. The only pair that eliminates uncounterpointable CFs for a voice length of 8 notes, and that
agrees with experts’ observations, is G2 (that prevents arpeggios in both voices) and G4 (resolution of the 7th degree).
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However, increasing the length of the CF to 11 notes, new
uncounterpointable CFs appear, even excluding these rules.
5. CONCLUSIONS AND FUTURE WORK
We extracted a set of common rules from notable treatises
for different historical and stylistic contexts. As all treaties
presented inconsistencies or omissions, the set of rules required integrations through a comparative analysis of the
sources.
It appears that the number of counterpoints a CF admits
is uncorrelated with its musicality, and that there exist uncounterpointable CFs - i.e., CFs that do not admit valid
counterpoint. Considering these findings, we validated the
rule set against composers and counterpoint teachers. Experts generally agreed on two main observations: outlined
tritones that resolve stepwise could be considered valid,
and arpeggios might appear (only) in the CF, mimicking
Gregorian style. A systematic analysis of the rules nonetheless demonstrated that uncounterpointable CFs continue to
exist even after the proposed modifications.
It is then natural to ask: “is it possible to formalize a validity space for CFs and CPs using deterministic rules?”.
If the answer is no, the relative correctness of a counterpoint can only be seen as an optimization problem – where
each violated rule determines a penalty, and the goal is to
minimize the overall loss. If the answer is yes, one must
face two possible alternatives. The first is that the presence of uncounterpointable CFs is an inconsistency, and
the rule set must be modified. However, since human experts could not individuate a point of failure in the rules,
and textbooks lacked general and unambiguous directives,
currently unexpressed musical knowledge on the fundamentals of counterpoint needs to be made explicit. Alternatively, the presence of uncounterpointable CFs is an
inherent, uncharted feature of the space of valid CFs. It
would be of great interest to understand if such CFs can
indeed be formally characterized.
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ABSTRACT
The notion of ethos in Arabic music is outlined in this
paper through the writings and thoughts of al-Kindi,
Ziriab, Ikhwan al-Safa, Avicenna and Saffiyu al-Din alUrmawi. The approach developed by al-Urmawi in his
book "The book of cycles" will be studied and the ties
woven between 13th Century modes and their ethos will
be underlined. Al-Urmawi was the first Arabic theorist
who defined a relationship between musical modes and
their emotional influence on people's perception according to a classification in three categories: bravery, peaceful and sad characters.
A computational model of these modes will be proposed
using an object library developed in a Csound environment. A computational model of Saffiyu al-Din alUrmawi's intervallic system will be performed and the
twelve cycles he defined in his book will be classified
according to their ethos.
The modeling of some of the idioms pertaining to Arabic
music, such as the homophonic aspect of musical rendition, or ornamentation, will be addressed.
Intrinsic units of the object library: UDO (User Defined
Opcodes), function tables, Opcodes (operation codes),
loops and conditions will be explained.
Finally, the possibility of studying the effect these modes
create on people will be considered.

1

Introduction

The notion of ethos in Arabic music has always been ever-present. Terms in ancient writings such as "ta’thir"
(influence), or "hal" (state) refer to the relation between
ethos and music. In the 13th Century, Saffiyu al-Din alUrmawi "was the first to make an attempt at drawing up
the ethos of the modes1" [1].
In order to study this influence of music and modes on
the individual following the thoughts of al-Urmawi, it is
essential to reproduce the modes described in his book
while respecting some of the idioms of Arabic music of
his time.
First, this paper will propose details on the notion of
ethos through the writings and thoughts of Arabic theorists ranging from the 9th to the 11th Century. It will es-

1

Personal translation.

pecially highlight the classification of modes according to
their ethos in al-Urmawi's book in the 13th Century.
Then, within the framework of the creation of an object
library in Csound, this paper will propose a computational model of the twelve modes described by al-Urmawi,
following a model representative of its non-tempered
musical scale.
It will then try to model some of the idioms in Arabic
music such as its homophonic nature or Arabic techniques of musical rendition based on ornamentation.
Finally, this paper will explain how this object library
works.

2

The notion of ethos in Arabic musical
spirit

The notion of ethos was ever-present in the writings and
thoughts of Arabic theorists. On this matter, Philip D
Schuyler wrote [2]: "Middle Eastern theorists, like the
Greeks before them, recognized that each mode had a
certain ethos2". Farmer [3] noted: "The doctrine of the
ethos (ta’thir) was now definitely linked up with music.
This old Semitic idea had been strengthened by the doctrines of the Sabi’a of Harran and the theories of the ancient Greeks and Byzantines." C. Poché [1] defined ethos
as "the relation between musical and extramusical". Then
he made the connection with maqâm: "that is to say the
relation between maqâm, the individual, the world surrounding him, and the cosmos3."
In the 9th and 10th Centuries, the notion of ethos was
present in the writings of al-Kindi, Ziriab, Ikhwan al-Safa
and al-Farabi4. In the 11th century, Avicenna (Persian
philosopher and scientist, 980-1037) was one of the first
Arabic theorists who took a radical stand on this issue:
"finding a relation between the state of the sky, the states
of the soul and musical intervals is no longer an issue5"
[4].
In the 13th Century, the notion of ethos returned with
Saffiyu al-Din al-Urmawi, who classified the 12 modes
of his time according to their influence on the listener.
2
P.D Schuyler also noted that: “In Baghdad, philosophers and mathematicians, like al-Kindi and al-Farabi, began to apply Greek theory to
the study of music.”
3
Personal translation.
4
For example, al-Kindi linked music and astrology, Ziriab went further,
and developed a system of twenty-four modes – one for every hour of
the day. Just like in al-Farabi’s writings, the word “ta’thir” (ethos) can
often be found in the writings of Ikhwan al-Safa.
5
Personal translation.
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The Arabic Maqâm must first be defined.
2.1

-

Maqâm

The word maqâm means mode in English and "place" in
Arabic. It started to mean, in the 18th Century, the location of an area on the handle of a musical instrument and
describes a series of intervals grouped by genre or by
family (jins) [1].
The word jins, or set in English, describes a distribution
of melodic cells, intrinsic to each maqâm, in trichord,
tetrachord and pentachord.
Maqâm can therefore be defined as a series of genres
built according to an ascending or descending horizontal
line and defined on a predefined acoustic scale with a
melodic sequence featuring modal properties.
Below is an instance of maqâm called Bayati, with its
endogenous melodic cells and its variants. The jins
Bayati in D is a fundamental cell used as a returning
point for each modal exploration; when the second cell is
a Hijaz, the maqâm changes aspect and is then called
Bayati Churi (see Figure 1).

Figure 1. The Bayati mode, its jins and its variants.

Musical and computational modeling: an
object library in Csound

In order to propose a representation of Saffiyu al-Din alUrmawi's thought concerning ethos and modes, this paper
will first model the intervallic system described in his
book, then will model modes of his time while focusing
on the subtleties of Arabic musical rendition: homophonic aspects and ornamentation.
The model proposed in this section will not only serve to
understand the working mechanisms of the Arabic music
system, but also to reproduce it via Csound in line with
an analysis/synthesis perspective or even of emulation11.
Modeling the intervallic system described by
al-Urmawi in Csound

Unlike the transformation Arabic music experienced following the Cairo Congress of Arab Music (1932), especially when a tempered scale of 24 quarter tone was
adopted [5], Saffiyu al-Din al-Urmawi's scale remains
authentic and keeps intrinsic idiosyncratic elements of the
Arabic musical language. Here is its scale (numerical
ratio) and its modes12 (Figure 2) [6]:

The notion of ethos in Arabic musical thought
in the 13th Century

A distinct relation between the mode and its emotional
nature appear in al-Urmawi7's writings. In his book
“Kitab al-adwar” (The book of cycles) he defined twelve
modes8 and listed their ethos in a precise manner:
6

3

3.1

In this example, the main jins is Bayati with the fundamental D note and represents the main sound register.
The second sound space can be the Kurdi A jins, Nahawand G, Bayati A or Rast G. When the 2nd sound space
is a Rast G, the instrumentalist can explore Bayati D and
Rast G jins but also Bayati A jins one octave below and
Bayati D one octave above. The Kurdi A and Nahawand
G genres have the same notes but include the fundamental A and G notes. Regarding Hijaz G, notes that change
are A-Flat and natural B. Bayati A and Rast G jins have
in common the B expressed in quarter tone (symbolized
by crossed b)6.
2.2

‘ussaq, nawa and busalik : Character of strength,
courage and bravery9.
- Rast, nuruz, ‘iraq and isfahan: peaceful character
and peace of mind.
- Bozorg, rahawi, zirafkand, zangualah and husayni: sad character.
Poché [1] pointed regarding the Hijaz mode, the relation
of which to ethos in particular was not established by alUrmawi in his book, characterized by its interval in augmented second: "Regarding augmented second: oral tradition in Turkey as well as Greece and in the Arabic world
teaches us that this interval favors a better sleep and this
is the reason why it can be found in many lullabies in that
geographical areas10."
The modes described by Saffiyu al-Din are based on an
intervallic system of the time which was the subject of
several chapters in his book.

The crossed b symbols express the microtones according to the acoustic scale on which the maqâm is performed. For instance, in the case of
a tempered scale the relevant note is lowered by one tempered quarter
tone.
7
Saffiyu al-Din al-Urmawi (1216-1294) was a renowned musician and
writer on the theory of music.
8
In his book, Al-Urmawi uses the words “adwar” which means cycle
and “shadd” which means, literally, to pull. This suggests visualizing

intervals on the handle of a string instrument. In this paper, the words
maqâm and mode will be used hereinafter.
9
He proposed the character of Turks, Abyssinians, Blacks and mountain dwellers as examples.
10
Personal translation.
11
Not only can we consider the simulation of the Arabic music phenomenon but also the possibility of emulation with the aim of recreating
or transforming it. The notion of emulation was used and adapted by the
AFIM workgroup (Sound Visualization) in an artistic perspective: "Artistic emulation of sound". See activity report proposed by Anne Sedes
at: gtv.mshparisnord.org/IMG/pdf/rapportGTVisualisation.pdf
12
For instance, to obtain a Pythagorean major third, two major tones
must be added: 9/8 x 9/8 = 81/64 = 34/26.
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Figure 2. Al-Urmawi’s modes and intervallic scale

This work proposes to use pitch-class in order to model
this system in Csound.
3.1.1

Using Pitch-class

The frequency of a musical note can be calculated according to the non-tempered scale of Saffiyu al-Din in the
following manner:
(1)
Fn = Ffn X Nrn
Fn represents the frequency of note n, Ffn represents the
frequency of the fundamental note and Nrn represents the
numerical ratio of interval corresponding to the note n.
In Csound, Pitch can be expressed in frequency or pitchclass. A pitch-class is made of a whole number corresponding to the octave and of a decimal part representing
the twelve musical notes in equal temperament (according to the Opcode used). For instance, for a C3, the pitchclass is 8.00, 8.03 for a D#3, 8.04 for an
E or 9.00 for a C4. To reproduce a tempered quarter tone
on the E note, for instance, simply lower it by half: 8.035
On a non-tempered scale, it only takes to convert the
pitch-class of a fundamental note in frequency, to multi-

ply it by the numerical ratio determining the interval then
to convert it again in pitch-class.
It must be noted that the conversion of a frequency to a
pitch-class in Csound is not direct, unlike the opposite.
Here is a code example for the maqâm Rahawi:
#define DOFIRSTNOTE #pchoct(octcps(cpspch(8.00)))#
isib13 = $DOFIRSTNOTE * (16/9)
ilab13 = $DOFIRSTNOTE * (128/81)
isolnegonec13 = $DOFIRSTNOTE * (262144/177147)
ifa13 = $DOFIRSTNOTE * (4/3)
iminegonec13 = $DOFIRSTNOTE * (8192/6561)
irenegonec13 = $DOFIRSTNOTE * (65536/59049)

3.1.2

Using function tables

The ftgen Opcode allows us to create a table referenced
by a chosen number that will be named depending on the
maqâm involved and which allows us to stock eight
pitch-classes corresponding to the musical notes of an
octave.
Here is an example of code relative to the maqâm Rahawi:
giRahawi13 ftgen 119, 0, 8, -2, 9.00, isib13, ilab13, isolnegonec13,
ifa13,iminegonec13, irenegonec13, 8.00
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Classification of modes according to their ethos:

After having modeled the intervallic system described by al-Urmawi, a base with the twelve modes of his time, classified
according to their ethos, is obtained (Figure 3):

Figure 3. Classification of the twelve modes according to their ethos.

In order to represent the notion of ethos in Saffiyu alDin's work, not only do we need to model his intervallic
system and modes, but also the Arabic musical rendition,
by taking into account its main features such as its homophonic character, its ornamentation and other musical
rendition techniques.
3.2

3.2.1

Below is an example of how a macro-ornament works
(Figure 4):

Modeling subtleties typical of Arabic musical
rendition
The homophonic aspect of Arabic musical rendition

Musical creation in Csound goes through two phases:
from instruments of the orchestra, generated by operation
codes (Opcodes), and according to events in the score
part. We chose to work with the Opcode pluck, which
produces a sound with a naturally decaying plucked
string, based on the Karplus-Strong algorithms.
Taking the homophonic nature of a musical piece into
account means creating successive events 13, belonging to
a perspective of horizontal writing.
3.2.2

Ornamentation in Arabic musical rendition

As far as ornamentations are concerned14, modeling is
done automatically using UDOs (User Defined Opcodes)
in order to generate the macro-ornaments15.
13

As far as Csound is concerned, event will mean the onset of a sound
hereinafter
14
On ornaments in Arabic music, al-Faruqi wrote: « Ornamentation for
the Arab artist, therefore, is not an addendum, a superfluous or extractable element in his art. It is the very material from which his infinite
patterns are made. "
15
A macro-ornament is the result of the motivic overlapping of microornaments.

Figure 4. How macro-ornaments work in Csound

The isochrony of events generated by macro-ornaments is
done automatically with the metro Opcode16.
Fundamental notes are notes extracted from the maqâm
table on which specific fluctuations must be applied, respecting the macro-ornament framework, which creates
four melodic parts. The change of root is done by incrementing an index counter
Dynamics and phrasing effects are added to this working
principle with decreasing sound intensity and a reproduction of the legato with marked picks in the case of the
first and last events.

16
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To provide further details, this example can be divided
into four parts:

ornament [7]. Notes 13,16 and 18 correspond to the 4th
note in the table: note A.
The note number 14 is the following note which becomes
the fundamental note after execution of note 19.
As far as the last phase is concerned, the process is the
same as the 2nd part:

Figure 5. First phase of the macro-ornament

Figure 8. Last phase of the macro-ornament

During that first phase, the notes number 1,4,6 and 8 represent the fundamental note which is the first note of the
maqam table. That table includes 8 notes forming a descending scale. In that example and after transposition, a
process that will be detailed further, the notes in the table
are: D, C, B, A, G, F, E and D.
Consequently, the fundamental note here is D, the first
fluctuation rate is given in the score and the following
note corresponds to the C note. In the end of this first
phase, the following note becomes the fundamental note:
After execution of note 8, index = index + 1.
Below, 2nd part of the macro-ornament:

This example serves as a model for other macroornamentations.
Starting from a pitch-class in the score, a macroornament runs the contents of the table of a given
maqâm. However, if the pitch-class of the score does not
correspond to the first pitch-class of the table, the macroornament must generate automatically update the other
values.
The semitone function serves to calculate a factor to raise
or reduce a frequency by a given number of semitones.
Considering X as the number of semitones, the following
mathematical formula applies:
X= ((PCT – int(PCT)) + ((int(PCT) – int(PCS)) X 0,12)
– (PCS – int(PCS))) X (-100)

(2)

PCT is the first pitch-class of the table, PCS is the pitch-

Figure 6. Second phase of the macro-ornament

After execution of the notes, the fundamental note changes: the 9th note corresponding to the 2nd note of the
maqâm table is the C note, the 10th note becomes a B and
the 11th becomes an A corresponding to the 4th note of
the table.
The 3rd phase works in the same manner as the 1st phase:

Figure 7. Third phase of the macro-ornament

The 12,15,17 and 19 notes correspond to note number 5
(note G for instance). The ornamentation is performed as
a fluctuation applied to the fundamental note thanks to
the following and previous notes to form a micro-

class of the score and int represents the extraction of a
whole number from a pitch-class.
Here is the code of the macro-ornament illustrating the
whole operating process described previously:
opcode macroornement11, 0, kkkkkkkkk
klegato init p10
kmetro init 0
kindextable init 0
kamplitude init p4
kmetronome metro (1/0.06)
if kmetronome == 1 then
kfrequence table kindextable , p14
kmetro = kmetro +1
kamplitude = kamplitude - (p3/10)
if kmetro == 8 || kmetro == 9|| kmetro == 10|| kmetro == 11|| kmetro
== 19|| kmetro == 20|| kmetro == 21 then
kindextable = kindextable +1
elseif kmetro == 13 || kmetro == 16 || kmetro == 18 then
kfrequence table kindextable - 1 , p14
elseif kmetro == 2 || kmetro == 5 || kmetro == 7 then
klegato = 0.1
kfrequence = kfrequence + p12
elseif kmetro == 3 || kmetro == 14 then
kfrequence table kindextable + 1 , p14
elseif kmetro == 22 then
klegato = p10
endif
kfrequencerep table 0, p14
if kfrequencerep > p5 then
koctave = int(kfrequencerep)-int(p5)
kintable = kfrequencerep - int(kfrequencerep) + (0.12 * koctave)
kintp = p5 - int(p5)
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spots specified. The effects of the phrasing are reproduced with an envelope that applies a motive of an attack
and of decay as line segments obtained with the Opcode
linen.

ktone = kintable - kintp
kdiff = -ktone*100
ktranspose = semitone(kdiff)
elseif kfrequencerep < p5 then
koctave = int(p5) - int(kfrequencerep)
kintable = kfrequencerep - int(kfrequencerep)
kintp = p5 - int(p5) + (0.12 * koctave)
ktone = kintp - kintable
kdiff = ktone*100
ktranspose = semitone(kdiff)
else
ktranspose = 1
endif
kcycle = cpspch(kfrequence)*ktranspose
kcycle1 = octcps(kcycle)
kcycle2 = pchoct(kcycle1)
event "i", 2, 0, .06, kamplitude, kcycle2, kcycle2, p7, p8, p9, klegato
endif
endop

3.2.3

UDOs call procedure

3.2.3.1

Control instrument

3.3

General operation of the library

The event in the score sends control parameters either to
the control instrument that transfers them later to the object library, which updates them and dispatches send to
the instrument controlled to perform them with this new
data, or directly towards the latter to reproduce the sound
occurence (Figure 9):

The control instrument enables the selection of a UDO
depending on the p11 p-field defined in the score. It assigns a value to the name of the macro-ornament in order
to be called from the score: It also transfers the entry values to be used and updated.
Below is an extract of code in the control tool:
instr 1
ktrigger init p11
if (ktrigger == 1) then
macroornement1 p4, p5, p6, p7, p8, p9, p10, p12, p13
ktrigger = 0
elseif (ktrigger == 2) then
macroornement2 p4, p5, p6, p7, p8, p9, p10, p12, p13
ktrigger = 0
;etc…
elseif (ktrigger == 14) then
macroornement14 p4, p5, p7, p8, p9, p10, p14
endif
endin

3.2.3.2

Figure 9. General operation of the object library in
Csound.

The controlled instrument:

4

Although the instrument controlled in the orchestra plays
an execution role, the result of multiple interactivity and
conveyance between functional units driven by the controlling instrument, it also plays a more direct execution
role. Juggling between these processes serves to accomplish the work. This second role as autonomous instrument favors the melodic sequence, whether ornamented
or not, creating as such a kind of fluidity giving a general
framework to the work. Here is its source code:
instr 2
kvib lfo p8, p9, 3
kgliss linseg cpspch(p5), p3/3,cpspch(p6)
kenv linen ampdb(p4),p3*p10 , p3, p3/4
kgliss=kgliss + kvib
asig pluck kenv, kgliss, cpspch(p7), 0, 1
out asig
endin

Pitch treatment is based on kvib and kgliss with a low
frequency oscillator to reproduce fluctuations and glissandos, drawing a series of line segments between the

Conclusion

This paper first dealt with the notion of ethos thanks to a
historical approach through the thought of al-Kindi,
Ziriab, Ikhwan al-Safa, Avicenna and Saffiyu al-Din alUrmawi. We underlined the classification of modes according to their ethos in “The book of cycles”.
In order to feel concretely the modes described by alUrmawi in the 13th Century and their ethos, a computational model of the non-tempered intervallic system and
modes of his times was created in Csound while taking
the subtleties of Arabic musical rendition into account.
This work will now serve to compose Arabic music according to “The Book of Cycles” in Csound and will enable a direct link between the modes and the notion of
ethos described in the 13th Century.
In other words, this library will allow us to rethink the
ethos, not only when listening, but also in the composition process: priority can be given to such or such mode,
according to the melodic passage, depending on its poten-
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tial influence on the listener during the act of musical
creation.
At the moment, the library is limited to the use of Opcode
pluck, which gives a specific idea of the way microintervals, ornamentations and other subtle Arabic musical
features work. The sound results are reminiscent of the
way Arabic strings work, such as the Ud (lute).
A widening of the instrumentarium will be considered in
the future, thanks to sound synthesis for more dynamism
and variation in timber. At first the difficulty at that level
will be to consider the creation of UDOs for each instrument to be studied according to a logic of musical execution relevant for each instrument. The implementation of
hybrid sounds was considered in order to exploit the potential of sound synthesis. That phase will permit completion of other musical rendition forms such as heterophony
for instance.
Deeper control of execution speed will be implemented
while keeping a fixed tempo or slightly faster tempo in
the case of micro/macro-ornaments.
In the future, the creation of musical demonstrations via
this library is considered in order to determine the impact
and the feel on groups of listeners to establish a comparative study of the ethos defined by Saffiyu al-Din alUrmawi.
The suggested model will be transposed on other software platforms such as languages designed for algorithmic composition (such as SuperCollider, CommonMusic,
OpenMusic or PWGL).
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ABSTRACT
In recent years, strides made in the development of BrainComputer Interface (BCI) technology have foreseen a
contemporary evolution in the way we create music with
Electroencephalography (EEG). The development of new
BCI technology has given musicians the freedom to take
their work into new domains for music and art making.
However, a fundamental challenge for artists using EEG
in their work has been expressivity. In this paper, we
demonstrate how emerging paradigms in EEG music are
dealing with this issue, and discuss the outlook for the
field moving forward.

1. INTRODUCTION
The brain has been a focus in art-making since Alvin
Lucier first unlocked the potential of Electroencephalography (EEG) in his 1965 piece “Music for Solo Performer” [1]. Lucier used the amplification of his brain waves
to resonate the surface of percussion instruments, creating
a scene of wonder for the audience. This work opened the
field to pioneers like David Rosenboom [2] and Richard
Teitelbaum [3], who further contributed to the advancement and expansion of biofeedback in the arts. Rosenboom in particular is noted for founding the scholarly
field associated with EEG art [4]. He famously demonstrated EEG music to the world in 1972 with an on air
performance with John Lennon, Yoko Ono and Chuck
Berry1.
Starting in the 1990’s, artists and scientists began to develop devices better geared towards the nature of the
multimodal work that artists were producing. Knapp and
Lusted developed the “Biomuse” interface, a platform
which acquired signals from the brain, muscles, heart,
eyes, and skin [5]. This system was notably used by biosensor pioneer Atau Tanaka [6]. In the 2000’s, the term
“Brain-Computer Music Interfaces” was introduced to
describe Brain-Computer Interfaces that were developed
specifically for music [7]. Miranda et al. described a series of such studies in a 2003 Computer Music Journal
(CMJ) article [8].
Copyright: © 2014 Christopher, K. et al. This is an open-access article
dis- tributed under the terms of the Creative Commons Attribution License 3.0 Unported, which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are
credited.

1 http://davidrosenboom.com/media/brain-music-john-and-yoko

Gina.grimshaw@vuw.ac.nz

A major benefit of EEG - as opposed to some other
brain imaging techniques - is its high time-resolution.
Over the decades, this has allowed artists to develop realtime applications that use feedback and sonification in
performance and installation. Today, with numerous advancements in commercially available BCI technologies
such as dry electrodes and wireless systems, EEG music
is experiencing a vast resurgence. This technology makes
possible the widespread adoption of this paradigm by
artists, providing it can overcome some key challenges.
The progression of EEG music over the decades since
Lucier and Rosenboom’s works has been discontinuous
[9]. Tanaka noted that with the introduction of digital
signal processing techniques in the 1980s, there was a
“fundamental shift” in artistic interest from biofeedback
works to biocontrol [10]. The reproducibility and volition
offered by instruments such as electromyography (EMG)
began to have greater appeal than the traditional biofeedback techniques used in producing EEG music. EEG systems were viewed as relatively passive in comparison.
Today, we can define this as an issue of expressivity, and
artists who work with EEG are charged with confronting
this in their work.
In this paper, we discuss the issue of expressivity in
EEG music. We then introduce some modern approaches
within the BCI for music paradigm that show how artists
are confronting this issue in their work. These include the
development of theatrical performances, immersive environments, interactive and generative systems, notation
systems and artistic visualizations of EEG signals. We
also discuss an outlook for the field moving forward.

2. EXPRESSIVITY IN EEG MUSIC
Table 1. Fishkin's Four-Levels of Embodiment

Type
Distant
Environmental
Nearby
Full

Description
The output is remote
The input is surrounded by
the output
The input is tightly coupled
with the output
The input itself is the output

In Fishkin’s research on Tangible User Interfaces, the
definition of embodiment, referring to a level of selfcontain, is encapsulated in the question, “How closely
tied is the input focus to the output focus?” [11]. Fishkin’s research identifies four-levels of embodiment which
are shown in Table 1: Distant, Environment, Nearby, and
Full.
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Tanaka extends this taxonomy to the development of
musical instruments, identifying full embodiment as an
implicit goal in the development of expressive instruments [12]. Tanaka states that expressivity is the “specific musical affordances of an instrument that allow the
musician performing on the instrument to artfully and
reliably articulate sound output of varying nature that
communicates musical intent, energy, and emotion to the
listener” [12].
The issue for EEG music is that artists and audiences
have traditionally viewed EEG and the associated techniques (i.e., sonification, visualization, and biofeedback)
as passive and relatively uncontrollable, and therefore
“distant” within Fishkin’s taxonomy [10]. Distance is a
challenge for artists because it limits the potential expressiveness of their artistic output. Today’s artists have begun to reimagine the expressivity of EEG music towards
more full-embodied systems.

3. EEG IN MUSIC
In this section, we discuss some of the current trends and
paradigms in EEG music that are confronting the challenge of expressivity: including the development of immersive environments, theatric performances, collaborative interaction pieces, generative compositions, and
score-driven performances - much of this work implements methods of sonifying and visualizing EEG signals.
We also provide some examples of how artists are applying these approaches in their work. Although we classify
different works into different types of approaches based
on the predominant form of expressivity, it is true that
most works draw upon multiple methods.

esting channels and frequency bands. Hermann et al. have
also extracted the polyrhythmic dynamics of the delta and
theta rhythms in the brain while participants listened to
music [14]. Baier and Hermann introduced a method of
sonification of multivariate brain data that utilized arrays
of excitable non-linear dynamic systems [15]. Also, Baier
et al. have utilized sonification to study the irregularities
of spiking in sensory and cortical neurons [16], and in the
study of rhythms extracted form epileptic seizures
[17][18][19]. These methods demonstrate the ability to
isolate and articulate specific events in EEG data towards
reproducible musical output, defining more full embodied
musical instruments.
Additionally, Filatriau and Kessous use a subtractive
synthesis technique to sonify the intensities of the alpha,
beta, and theta frequency bands [20]. Malsburg and Illing
created a 30 speaker setup through which EEG signal is
audified in space2 [21]. Many of the artistic works discussed in following sections use sonification techniques.
Sonification research is expected to continue to grow
among both artists and those in the scientific community.
3.1.2 Visualization

3.1 Reimagining traditional techniques
Two fundamental techniques in EEG art are sonification
and visualization. Traditionally these methods have been
viewed as passive – distant and environmentally embodied – systems. However, today’s artists have been revitalizing these methods in new ways that afford expression
unique to the EEG medium.
3.1.1 Sonification
Much like the artists of the biofeedback era, scientific
researchers became interested in how the sonification of
EEG data could be used towards neural benefit. The field
of auditory display has become a popular domain for
EEG music in which tightly coupled systems have been
developed to express phenomena existing in EEG data.
Hermann et al. have used sonification to show correlation between neural processing and high-level cognitive
activity [13]. This work identified three types of sonification that gave researchers specific knowledge about neural processes. Spectral mapping sonification allows for
monitoring of specific bands of EEG data through the
assigning of sonic materials (e.g. pitch). Distance matrix
sonification is concerned with neural synchronizations as
a function of time, and expresses this information through
a time-dependent distance matrix of spectral vectors. Differential sonification allows for the comparison of data
recorded of different conditions in order to detect inter-

Figure 1. Geometrical Rendered EEG Signal

Today the majority of musical EEG works incorporate
multimodal experiences, meaning EEG music is often
coupled with visual representations of the same neural
activity. This is true of many of the works in this paper.
Additionally, several interesting artistic visualizations of
EEG signal have been explored in recent years that confront the notion of expressivity.
Tokunaga and Lyons created Enactive Mandala, which
sought to encourage meditation of the participants [22].
This approach used a particle system representation that
the users could manipulate into elliptical shape through
increasing their meditating activity. Such methods make
use of black-box algorithms that come built-in to most
commercially available BCIs, and use them as control
parameters in audio/visual systems. These systems
demonstrate a high degree of control and reproducibility.
In our own work, we have developed an interesting
method in which 3D representations of the EEG signal
are rendered for neurofeedback application (see Figure 1)
[23]. From this we can foresee closer interactions with
2 http://sinuous.de/soundpanel.html
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EEG and the structures that make up immersive 3D environments.
3.2 Immersive Spaces

Figure 2. Participatory Life

Immersive audio/visual installation set the audience in a
space where they can interact with or be surrounded in
representations of neural activity. They have become especially prominent in biofeedback art, where the immersive experience facilitates the neurofeedback process
[24].
Thilo Hintenberger demonstrated the power of the immersive environment in his installation, “The Sensorium”
[25]. Hintenberger developed a multimodal system that
provided both “soundscape” and “lightscape” for the participants. In a pilot study, users reported higher levels of
contentment, relaxation, happiness, and inner harmony
after interacting with the display. Similarly, the authors’
“Participatory life” installation (see Figure 2) sets the
participant in interaction with an artificial organism that
changes in size and kinetic properties in sync with the
participant’s alpha oscillations [24][26]. Fan et al. developed the “TimeGiver” installation [27]. A multimodal
sensor system is used to capture multiple biosignals that
are sonified as the ambient tones of the immersive environments (In this case, the environment also becomes
collaborative 3.4). Immersive environments are fully embodied in that they essentially become an extension of the
user’s on body.

Theatrical works showcase the brain in performance, taking advantage of dramatic element of disembodiment in
EEG systems by capitalizing on the popular belief that
that these systems can detect deeper mental states and
thoughts. Lucier’s performance in 1965 was as much
theatrical as it was the musical:
From the beginning, I was determined to make a live
performance work despite the delicate uncertainty of the
equipment, difficult to handle even under controlled laboratory conditions. I realized the value of the EEG situation as a theatrical element and knew from experience
that live performances were more interesting than recorded ones. I was also touched by the image of the immobile if not paralyzed human being who, by merely changing states of visual attention, could communicate with a
configuration of electronic equipment with what appears
to be power from a spiritual realm [28].
In recent years, several artists have taken this approach
to EEG in performance. In “Camara Neuronal”, Moura et
al. used an audio/visual environment to represent the performers’ mental and emotional states [29]. Figure 3
shows how the visual image of the wired performer was
essential to the aesthetic composition of the performance
of the piece. A similar aesthetic is seen in Claudia Robles
Angel’s audio/visual performance in which she sought to
materialize the performers’ mental activity in an immersive space [30]. These types of theatrically expressive
performances are becoming ever more popular and some
artist are extending this paradigm to audience participation. One such example is the “Accent Project”, where
audience members use their “focus” levels in order to
control their levitation over 30 feet3.
These theatrical works confront the issue of embodiment by embracing the concept of disembodiment as an
aspect of performance in EEG music. Simultaneously,
they create a direct extension of the mind to external objects, forging a greater embodiment.
3.4 Collaborative Interaction

3.3 Theatric Performance

Figure 4. Physiopucks on Reactable

Traditionally, EEG music has been linked with interaction with self (i.e. through biofeedback), largely because
meditation had been a prominent area of exploration.
However research in developing group interactions with
this physiological signal has emerged as a new paradigm.
Figure 3. Camara Neuronal

3 http://theascent.co/
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Similar to network music performances [31], performers
in these works interact with and manipulate shared physiological material such as EEG. While this domain is still
in its infancy, a number of interesting works have appeared.
Tiharaglu et al. developed an improvisation platform in
which two performers interact with the prerecorded data
of a third [32]. Mealla et al. created a tabletop interface
(see Figure 4) that allowed users to manipulate the physiological signals of others in a collaborative performance
[33]. The alpha and theta band were directly mapped to
the audible range, while heartbeat was mapped to beats
per minute (BPM). A study was run in which two groups
could directly manipulate the system, but one group used
both explicit gestural and implicit physiological signal
control in the interaction, while the placebo group only
had explicit control through gesture. The physiological
group reported “less difficulty, higher confidence and
more symmetric control” in the interaction. This work is
also being extended to immersive installations. Mattia
Calsalegno developed “Unstable Empathy” in which performers were placed in front of double mirrors and
prompted to develop a form of interaction with one another using only their EEG signals that were presented
through both audio and video4.
The fact that the source of the interaction in this domain
is physiological data offers an interesting counter to the
“unnatural” criticism sometimes ascribed to some network interactions [34].

Miranda et al. introduced the BCMI Piano, an instrument that incorporates artificial intelligence to generate
melodies that are associated with theta, alpha, low beta,
and high beta rhythms as well as the Interharmonium, a
networked synthesis engine controlled by the brains of
several users in separate geographic locations [35]. Miranda et al. have also introduced interfaces in which brain
activity states are used to control transitions between musical styles by association [36][37].
Wu et al. developed a system that translates mental and
emotional information into music material [38], while
Arslan et al. developed a synthesis system driven by detection of user intent in EEG and EMG signals [39]. Lu
and colleagues have developed several methods of translating EEG signals into scale-free music [40]. In the author’s own work, a system was developed based on an
algorithmic model of a neuron and neurofeedback. The
EEG served as input signals and events caused the neurons to activate. This work was presented using the music
robotics at California Institute of the arts5 [26][41].
Through this system, performer was able to develop an
embodied interaction and co-adaptive agency with the
robotic instruments around. The audience also relayed
theatric appreciation of the performance.
3.6 Score Generation

3.5 Generative Composition

Figure 6. Multimodal Brain Orchestra

Figure 5. Robot from the Machine Orchestra

Generative systems - commonly referred to as braindriven instruments - center the brain as a driving source
in compositional systems. These systems depend on the
extraction of features from neural signals (e.g. frequency
bands), and use them to trigger generative rules for musical composition. These approaches have roots in the
compositional research of David Rosenboom [4]. This
has become one of the more widely explored domains in
the development of aesthetic music BCIs, and is in direct
contrasts to the passiveness often associated with EEG
music, because here the performer is using EEG to drive
composition in a meaningful way.
4 http://www.mattiacasalegno.net/unstable-empathy/

Several new approaches seek to create musical scores
through the “P300 speller” [42] and “Steady-state visually evoked potential (SSVEP)” [43] paradigms. The P300
is a positive potential elicited involuntarily about 300ms
after an infrequent stimulus occurs. In the P300 Speller,
rows and columns of characters are flashed and the P300
is elicited when the set containing the selected character
is shown. In the SSVEP paradigm, flashing visual stimuli
are presented at differing frequencies evoking a specific
synchronized response in the EEG signal for each given
target. In both approaches, the artist responds volitionally
to a visual signal, creating a measurable neural event.
Those neural events are then translated into sound.
The score generation paradigm affords the ability to
specifically trigger neural processes according to external
stimuli for real-time performance. This is a key component in developing systems with volition and reproducibility, which is essentially the purpose of notated music.
5 http://www.youtube.com/watch?v=TQYBTa876KA
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These systems have the added ability of not only performance and installation, but also use in assistive applications [44].
Chew and Caspary used the P300 paradigm in a music
step sequencer system in which user were able to manipulate musical output by reading through the matrices
[45]. Eaton and Miranda applied SSVEP in their generative musical framework “Mind Trio” [46]. Miranda et al.
also used SSVEPs in a study that help patients with
locked-in systems create music [44]. Le Groux et al. utilized both P300 and SSVEP in their Multimodal Brain
Orchestra (shown in Figure 6), allowing performers to
use these scoring systems for different aspects of the performance [47]. Extending these BCI paradigms has made
room for artists to apply these technologies in more traditional music performance settings.

4. DISCUSSION AND OUTLOOK
This paper has presented several approaches currently
being explored in EEG music. The majority of the works
presented draw on multiple approaches. The expansion of
the digital artist and the accessibility of technology led to
EEG music becoming a multimodal field in which artists
are creating theatrical performances in immersive environments, interactive installation pieces, and collaborative interfaces with this physiological material. The question still remains how sustainable this growth in interest
is.
4.1 Expressivity
The current increased interest in EEG is driven by the
development of affordable technology and the still mysterious nature of the brain as a tool for external control.
Biosensors such as EMG have benefitted from the direct
correlation between physical action and musical output,
capturing the musical expressions reminiscent of traditional instrumentalists. The question remains whether or
not these methods of increasing expressivity will ensure
the field’s continued growth. As these technologies move
into the household, the audience could begin to bore and
the widespread interests in this field could begin to fade.
On the other hand, the movement of this technology into
the household could create a bigger audience for the artist
to reach.
4.2 Shared EEG Music
The applications discussed in this paper are making it
possible for even those with no musical training to create
music. As this technology becomes commonplace, valuable tools can be created to train people to create music
based on generative (3.5) and scoring (3.6) type systems.
Additionally, we see immersive environments for neurofeedback (3.2) begin to merge with the current boom in
Virtual Reality (VR) and Augmented Reality (AR) technology in order provide portable neurofeedback environments.
As BCI technology advances, the areas of application
for such technology will grow, and as suggested by some
of the works described in this paper, we can expect disembodiment itself to become more of an expression in

EEG music rather than a challenge to this emerging paradigm. The nature of the mind and mysteries of how it
works reintroduces some fundamental artistic questions
to the technological art domain regarding the distinctions
between implicit and explicit representation, and between
impressionist and expressionist aesthetics.
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ABSTRACT
The goal of music mood regression is to represent the
emotional expression of music pieces as numerical values
in a low-dimensional mood space and automatically
predict those values for unseen music pieces. Existing
studies on this topic usually train and test regression
models using music datasets sampled from the same
culture source, annotated by people with the same
cultural background, or otherwise constructed by the
same method. In this study, we explore whether and to
what extent regression models trained with samples in
one dataset can be applied to predicting valence and
arousal values of samples in another dataset. Specifically,
three datasets that differ in factors such as cultural
backgrounds of stimuli (music) and subjects (annotators),
stimulus types and annotation methods are evaluated and
the results suggested that cross-cultural and cross-dataset
predictions of both valence and arousal values could
achieve comparable performance to within-dataset
predictions. We also discuss how the generalizability of
regression models can be affected by dataset
characteristics. Findings of this study may provide
valuable insights into music mood regression for nonWestern and other music where training data are scarce.

1. INTRODUCTION
Music from different cultural backgrounds may have different mood profiles. For example, a recent study on
cross-cultural music mood classification [1] found that
fewer Chinese songs are associated with radical moods
such as ‘aggressive’ and ‘fiery,’ compared to Western
songs. It has also been reported that people from different
cultural backgrounds often label music mood differently
[2]. It is thus interesting to investigate whether and to
what extent automatic music mood recognition models
can be applied cross-culturally. This is particularly relevant as more and more non-Western music is gaining reCopyright: © 2014 Xiao Hu et al. This is an open-access article dis- tributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.

searcher’s attention [3] while Music Information Retrieval (MIR) techniques are still predominately developed
and tested using Western music.
It has been found that music mood classification models trained on English songs can be applied to Chinese
songs and vice versa, although the performances were
significantly degraded from those in within-cultural experiments [1]. As music mood can be represented not only by discrete categories but also in dimensional spaces
[4], it is of research and practical interests to investigate
whether mood regression models built with dimensional
mood spaces can be generalized cross cultural boundaries. More generally, in this paper we investigate whether
mood regression models can be generalized cross different datasets with distinct characteristics.
To explore the cross-cultural and cross-dataset generalizability of regression models, we apply two analysis
strategies: 1) to train and evaluate regression models using three datasets that differ in music (stimulus) cultural
background, annotator (subject) cultural background,
stimulus type, and annotation method; 2) to use different
sets of audio features in building regression models. The
first analysis will provide empirical evidences on whether
and under which circumstances mood regression models
can be generalizable cross-culturally and cross-datasets.
The second analysis will help identify a possible set of
audio features that can be effective across datasets. Such
knowledge is insightful for building mood recognition
systems applicable to situations where training data are
expensive or otherwise difficult to obtain.

2. RELATED RESEARCH
2.1 Categorical and Dimensional Representations of
Music Mood
Mood as an essential aspect of music appreciation has
long been studied in music psychology [5] where numerous mood models have been developed.1 These models
can be grouped into two major categories. The first is
categorical models where mood is represented as a set of
discrete classes such as ‘happy,’ ‘sad,’ and ‘angry,’
among others. Many studies on music mood in MIR are
1

We use the terms mood and emotion interchangeably in this
paper, although they bear different meanings and implications
in psychology.
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genres, all the datasets were composed of Western music
[14]. In contrast, our study focuses on the generalizability across different cultures with culture being defined
with regard to music (stimuli) and annotators (subjects),
and across datasets with different characteristics.

based on the categorical model where one or more mood
class labels are assigned to each music piece [1, 6, 7].
The second is dimensional models where mood is represented as continuous values in a low-dimensional
space. Each dimension is a psychological factor of
moods. Models may vary in the dimensions considered
but most of them include dimensions of arousal (i.e., level of energy), valence (i.e., level of pleasure) [8], and
sometimes dominance (i.e., level of control). Dimensional models are also very popular in MIR where regression
models are built to predict numerical values in the dimensions for each music piece [4, 7, 9-13].
Both categorical and dimensional models have their
own advantages and disadvantages. The semantics of
mood class labels in categorical models is the most natural for human users while dimensional models can represent the degree of mood (e.g., a little vs. very much
pleased), for example. Therefore, to obtain a more complete picture of music mood, it is better to consider both
types of representations [7].

Three datasets are adopted in this study. All of them were
annotated in the valence and arousal dimensions. Each
song clip in these datasets was associated with a pair of
valence and arousal values that represent the overall emotional expression of the clip, rather than a time-series trajectory that depicts mood variation as time unfolds [6, 7].
In other words, the mood of a clip is assumed to be not
time-varying, and the investigation of time-varying
moods is left as a future work. In what follows, we provide detailed descriptions of the datasets and compare
them from several factors that may affect model generalizability.

2.2 Cross-cultural Music Mood Classification

3.1 The CH496 Dataset

In recent years cross-cultural issues have garnered much
attention in the music computing research community
(e.g., [1, 3]). In particular, as most existing research has
been focused on Western music, researchers are interested in finding out whether and to what extent conclusions
drawn on Western music can be applied to non-Western
music. In music mood classification, a recent study [1]
compared mood categories and mood classification models on English Pop songs and Chinese Pop songs. Classification models were trained with songs in one culture
and tested with those in the other culture. The result
showed that although within-cultural (and thus withindataset) classification outperformed cross-cultural (and
thus cross-dataset) classification, the accuracy levels of
cross-cultural classification were still acceptable.
Motivated by [1], this study is to investigate whether
cross-cultural generalizability holds when music mood is
represented in a dimensional space. Moreover, the present
study goes even one step further to examine cross-dataset
applicability which is more general and covers more factors in addition to cultural background.

This Chinese music dataset contains 496 Pop song clips
sampled from albums released in Taiwan, Hong Kong
and Mainland China. Each of the clips was 30-second
long and was algorithmically extracted such that the chosen segment was of the strongest emotion as recognized
by the algorithm [1]. The clips were then annotated by
three experts who were postgraduate students in Music
major and were born and raised up in Mainland China.
The annotation interface contained two separate questions
on valence and arousal and was written in Chinese to
minimize possible language barriers in terminology and
instructions. For each clip, the experts were asked to give
two real values between [−10, 10] for valence and arousal. To ensure reliability across annotators, the three experts had a joint training session with an author of the paper where example songs with contrasting valence and
arousal values were played and discussed till a level of
consensus was reached.
Pearson’s correlation, a standard measure of inter-rater
reliability for numerical ratings [15], was calculated between each pair of annotators. The average Pearson’s correlation across all pairs of annotators was 0.71 for arousal
and 0.50 for valence. The former is generally acceptable
and regarded as high agreement level [15]. While the
agreement level on valence can only be regarded as moderate at best, it is comparable to other studies in the literature where the subjectivity of music valence has been
well acknowledged (e.g., [7, 11-13]). Therefore, the average values across the three annotators were used as the
groundtruth. As the annotators were experts who have
been trained for the task and come from the same cultural
background, this dataset is deemed as highly suitable for
the task in question.

2.3 Cross-genre Mood Regression in Western Music
When music mood is represented in dimensional spaces,
the technique used to predict a numerical value in each
dimension is regression [7]. To our best knowledge,
there have been very few studies on cross-cultural or
cross-dataset music mood regression, and most of them
have been on Western music. In [14], Eerola explored
cross-genre generalizability of mood regression models
and concluded that arousal was moderately generalizable
across genres but valence was not. Although Eerola exhaustively evaluated nine datasets of music in different

3. THE DATASETS
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3.4 Qualitative Comparison of the Three Datasets

This English music dataset was developed by Yang and
Chen [13]. It consists of 60 pieces of 30-second clips
manually selected from the chorus parts of English Pop
songs. Each clip was annotated by 40 non-experts recruited from university students who were born and raised up
in Taiwan and thus had a Chinese cultural background.
The subjects were asked to give real values ranging between [–5, 5] to the valence and arousal dimensions at the
same time. The values were entered by clicking on an
emotion space displayed on a computer screen. With this
interactive interface, a subject was able to compare the
annotations of different clips she or he just listened to and
possibly refined the annotations. The groundtruth values
were the average across all subjects after outliers were
removed. With an advanced annotation interface and a
large number of subjects from the same cultural background, this dataset is deemed as of high fitness to the
task as well.

Table 1 summarizes the characteristics of the three datasets from the perspectives of stimuli, subjects, and annotation methods. Any pair of the datasets is crosscultural in terms of stimuli, subjects, or both. Some combinations of the datasets are also cross stimulus type and
annotation methods. Therefore, experiments on these datasets would shed light on the effect of these different
factors on the generalizability of mood regression models.

The DEAP dataset [16] contains 120 pieces of oneminute music video clips collected from YouTube (http://
www.youtube.com). The music video featured songs of
European and North American artists and thus was of
Western cultural background. Each clip was annotated by
14–16 European student volunteers whose cultural background could be identified as Western. The subjects were
asked to annotate valence, activation (equivalent to
arousal), and dominance separately on a discrete 9-point
scale for each video clip using an online self-assessment
tool. The annotated values on each clip were then aggregated and normalized using z-score (µ/σ).
It is noteworthy that the original stimuli of this dataset
were music video and thus the annotations were applied
to both the audio and the moving image components. To
be able to perform cross-dataset evaluation in this study,
we only extracted features from the audio component.
Therefore, some important cues might be lost. In addition, the discrete annotation values may not be as accurate as real values in the other two datasets, and thus this
dataset is regarded as medium level suitability to the task
of this study.
We also note that the emotional expression of music
can be further divided into emotions that are considered
being expressed in the music piece (i.e. intended emotion)
or emotions that are felt in response to the music piece
(i.e. felt emotion). The first two datasets considered in
this study were labeled with intended emotion [1, 13],
whereas the last one was labeled with felt emotion [16].
Therefore, this is another important difference among the
three datasets.

Type
Size
Culture
Length

Subjects

Segment
selection

Annotation

3.3 The DEAP120 Dataset

Stimuli

3.2 The MER60 Dataset

Type
Culture
Number
Scale
Dimensions
Interface
Emotion
Fitness to
the task

CH496 [1] MER60 [13] DEAP120 [16]
Music
Music
Music video
496
60
120
Chinese
Western
Western
30 seconds
30 seconds
1 minute
Chorus;
With strongest
With strongest
emotion;
manual
emotion;
automatic
selection
automatic
Experts
Volunteers
Volunteers

Chinese

Chinese

Western

3 per clip
40 per clip 14–16 per clip
Continuous
Continuous
Discrete
V. A.
V. A.
V. A. D.
Annotate diAnnotate di2-D interacmensions sepamensions sepative interface
rately
rately
Intended
Intended
Felt
High

High

Medium

Table 1. Characteristics of the three datasets. Acronyms:
V.: valence, A.: arousal, D.: dominance.
Table 2 presents the numbers of music clips in each
quadrant of the 2-dimensional space across datasets. A
chi-square independence test [17] on the three distributions indicates the distribution is dataset-dependent (χ2 =
30.70, d.f. = 6, p-value < 0.001). In other words, the distributions of music clips in the four quadrants of the valence-arousal space are significantly different across the
datasets. Pair-wised chi-square independence tests show
that the distributions of CH496 and MER60 are not significantly different (χ2 = 2.10, d.f. = 3, p-value = 0.55),
neither are MER60 and DEAP120 (χ2 = 4.37, d.f. = 3, pvalue = 0.22). However, DEAP120 is significantly different from CH496 (χ2 = 30.43, d.f. = 3, p-value < 0.001).
The test results are very interesting in that the MER60
dataset seems to be in between of the other two datasets
whose sample distributions are very different from each
other. When looking at the dataset characteristics (Table
1), MER60 indeed situates in the middle: it shares the
same music cultural background with DEAP120 and the
same annotator cultural background with CH496.
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CH496
MER60
DEAP120

V+A+ V-A+ V-A- V+A228
82
130
56
23
11
16
10
33
20
31
36
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this paper is squared correlation coefficient (R2). Moreover, the pair-wise student t-test is used in comparing the
differences of performances.

Total
496
60
120

Table 2: Distributions of audio clips in the 2-d valence
(V) arousal (A) space. V+A+ stands for the first quadrant
of the space, V−A+ stands for the second quadrant, etc.
Figure 1 is the scatter plots of the three datasets in the
valence−arousal space (normalized to the scale of [−1,
1]). Each point represents the average valence and arousal
ratings for a music piece across the annotators. There are
certain patterns in common across the plots: for example,
no samples in the bottom right corner (very low arousal
and very positive valence). However, CH496 is relatively
more skewed toward the first quadrant, suggesting that
there is possibly a bias toward happy and upbeat songs in
the Chinese dataset. By comparing MER60 and
DEAP120, we see that the samples of the former dataset
are farther away from the origin of the space, showing
that either the stimuli in MER60 have stronger emotion,
the subjects regarded songs in MER60 had stronger emotion, or the subjects had higher degree of consensus on
the mood of music in MER60 (so the annotated values
did not cancel out in the aggregation process of taking the
average of the subjects’ ratings).

Figure 1. Scatter plots of the distribution of valence and
arousal values in the three datasets.
4. REGRESSION EXPERIMENTS AND RESULTS
As in previous studies on music mood regression, separate regression models were built for valence and arousal.
All nine combinations of the three datasets were evaluated in this study, with one dataset for training and the other for testing. When the same dataset was used as training
and test data (within-dataset regression), 10 fold cross
validation was applied. In contrast, when different datasets were used (cross-dataset regression), the data sizes
were balanced by random sampling from the larger dataset. In both cases, the regression experiment was repeated 20 times for a stable, average performance. The
regression model used in this study was Support Vector
Regression (SVR) with the Radial Basis Function (RBF)
kernel, which has been shown as highly effective and robust in previous research on music mood regression [7].
The parameters of SVR were determined by grid searches
on the training data. The performance measure used in

4.1 Audio Features
In music mood classification and regression, it is still an
open question which audio features are most effective. In
order to see the effectiveness and generalizability of different acoustic cues, we followed [1] and compared six
widely used audio feature sets which are reprinted in Table 3, along with abbreviations. Although employing features from the lyrics of songs might lead to a better accuracy (especially for the valence dimension [11]), we did
not explore this option in this study due to the difference
in the languages of the stimuli.
Feature

Type

Dim

RMS

Energy

2

PHY

Rhythm

5

TON

Tonal

6

PCP

Pitch

12

MFCC

Timbre

78

PSY

Timbre

36

Description
The mean and standard deviation of
root mean square energy
Fluctuation pattern and tempo
Key clarity, musical mode (major/minor), and harmonic change
(e.g., chord change)
Pitch class profile: the intensity of
12 semitones of the musical octave
in Western twelve-tone scale
The mean and standard deviation of
the first 13 MFCCs, delta MFCCs,
and delta delta MFCCs
Psychoacoustic features including
the perceptual loudness, volume,
sharpness (dull/sharp), timbre
width (flat/rough), spectral and tonal dissonance (dissonant/consonant) of music

Table 3. Acoustic feature sets used in this study (“Dim”
stands for number of dimensions of a feature sets).
Table 4 shows within- and cross-dataset performances
across all feature sets, averaged across various dataset
combinations. It can be seen that the psychoacoustic features (PSY) outperformed other feature sets on predicting
both arousal and valence values. This is the same as in [1]
where PSY was the best performing feature sets for both
within- and cross- cultural mood classification.
Across all feature sets, within-dataset performances
were consistently higher than cross-dataset ones. PSY
and MFCC feature sets are more generalizable across datasets in that the reductions from within- to cross-dataset
performances on these feature sets were smaller than
those of other feature sets. This might due to the nature of
the feature sets, or because of the fact that PSY and
MFCC are of higher dimensions among the considered
feature sets. In contrast, TON feature set seems less generalizable across datasets, as evidenced by the large differences between within- and cross-dataset performances.
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Valence

Arous
al

For arousal prediction, the performance differences between PSY features and other feature sets were all significant (p-value < 0.005). However, it is noteworthy that
the PCP features, with only 12 dimensions, performed as
well as the famous MFCC features for arousal. This
might be due to the fact that the 12 chroma intensity features captured the pitch level and contour of music pieces
that are recognized as related to arousal [5].
For valence prediction, it is not surprising that the performances were much inferior to those of arousal. All
previous research has found that valence values are much
harder to predict than arousal values [11, 12, 14], partially because the subjectivity in annotating valence values.
Among all the six feature sets, the differences between
PSY, MFCC and TON on valence prediction were not
significant at p-value = 0.05 level. It is also noteworthy
that the TON features, with only 6 dimensions, achieved
the same level of performances for valence prediction as
MFCC and PSY features. This perhaps can be explained
by findings in music psychology that connect the mode
(i.e., major vs. minor) and harmony (consonant vs. dissonant) factors to valence [5].

WithinCrossAvg.
WithinCrossAvg.

RMS
0.17
0.16
0.17
0.08
0.12
0.11

RHY TON
0.50 0.49
0.41 0.16
0.44 0.27
0.14 0.26
0.09 0.11
0.10 0.16

PCP MFCC PSY
0.61
0.60
0.67
0.57
0.57
0.63
0.58
0.58
0.64
0.19
0.17
0.19
0.10
0.15
0.18
0.13
0.16
0.18

Table 4. Performances (in R2) of different feature sets.
Acronyms: “within-“ and “cross-“ stand for within- and
cross-dataset performances, “Avg.” stands for average
performances across all the nine dataset combinations.
Notwithstanding that one might be able to obtain better
performance on these three datasets through feature engineering and model optimization, we opt for using simple
features and simple machine learning models and focusing on the general trends. The following analysis on
arousal prediction will be based on the performances obtained on the PSY feature set, while the analysis on valence prediction will be based on the performances obtained on a combined feature set of top performing features: PSY, MFCC and TON.
4.2 Cross-dataset Performances on Arousal
Table 5 summarizes the regression performances on different combinations of the datasets. The columns list the
test dataset and the rows list the training dataset.
The first two columns show the results when CH498
and MER60 were used for testing. Not surprisingly, the
best performance on each of the two datasets was
achieved when the models were trained on the dataset itself (i.e. within-dataset). When using the other dataset as
training data, the performances decreased but not at a

significant level (p-value = 0.103 for CH496; p-value =
0.052 for MER60). Also, the reduced performances are
still comparable or even better than other studies on predicting arousal values for music (e.g., Guan et al. [11]
reported 0.71). Therefore, cross-dataset prediction between CH496 and MER60 can be considered feasible.
The fact that the two datasets contain music from different cultures indicates regression models on arousal can be
generalized cross the cultural boundary given both datasets are annotated by listeners from the same cultural
background.
Arousal
CH496 MER60 DEAP120
Avg.
[PSY]
[test]
[test]
[test]
0.80
0.73
0.42
0.65
CH496 [train]
0.77
0.77
0.47
0.67
MER60 [train]
0.70
0.44
0.60
DEAP120 [train] 0.67
Table 5. Regression performances (in R2) on arousal.
When using DEAP120 as training data (i.e. the third
row), performances on CH496 and MER60 further reduced to 0.67 and 0.70, respectively. Although the performances are significantly different from within-dataset
performances (p-value < 0.001 for CH496; p-value =
0.003 for MER60), the performance values are still acceptable. However, when using DEAP120 as test data (i.e.
the third column), the performances were not good regardless of which dataset was used as training data. The
observation that arousal prediction on DEAP120 is generally difficult may be because arousal perception of music video is also influenced by the visual channel, or because DEAP120 is concerned with felt emotion rather
than intended emotion. While validation of such conjectures is beyond the scope of this study, it is safe to say
stimulus type or suitability of the annotation to the task
does play a role in arousal prediction.
So far, we have looked at the absolute performance
values with regard to whether they are acceptable empirically. For the generally unacceptable performances on
DEAP120 (i.e. the third column in Table 5), it is worthwhile to examine the relative performances using different training datasets. The model trained on MER60 (R2 =
0.47) even outperformed the within-dataset prediction on
DEAP120 (R2 = 0.44), while the model trained on CH496
(R2 = 0.42) performed significantly worse than withindataset prediction (p-value = 0.04). The difference between MER60 and CH496 lies in cultural background of
stimuli (Chinese songs in CH496 vs. Western songs in
MER60). Therefore, when the test data are of a different
stimulus type or the annotations are not highly suitable to
the task, the model trained on music from the same cultural background has better generalizability than that
trained on music from a different culture.
In summary, although cross-dataset performances are
generally lower than within-dataset prediction, cross dataset prediction of arousal seems generally feasible, espe-
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cially when the training and testing datasets are annotated
by subjects from the same cultural background. When the
test dataset is of a different stimulus type (e.g., music versus music video), only models trained with music of the
same cultural background can be applied without significant performance degradation.
4.3 Cross- dataset Performance on Valence
Table 6 presents the R2 performances on various combinations of the datasets. Similar to arousal prediction,
cross-dataset predictions between CH496 and MER60
seem feasible as the performances were comparable to
those of within-dataset predictions and to other related
studies [7]. The music stimuli in these two datasets were
from different cultures but the difference might have been
compensated by the shared cultural background of the
annotators.
The cross-dataset predictions between MER60 and
DEAP120 even outperformed within-dataset predictions
of both datasets. The model trained on DEAP120 and
tested on MER60 achieved significantly higher performance (R2 = 0.23) than within-dataset performance (R2 =
0.15, p-value < 0.001). In addition, the model trained on
MER60 can be applied to DEAP120 with a relatively
high performance (R2 = 0.31). Therefore, unlike in arousal prediction, stimulus type does not seem to be a barrier
for cross-dataset valence prediction. In fact, also unlike
the results in arousal prediction, the within-dataset prediction on DEAP120 achieved fairly good performance
(R2 = 0.22) compared to the literature [7]. This seems to
suggest that the visual and audio channels in DEAP120
affected valence perception in a consistent manner and
thus using only audio features could predict valence values annotated based on both video and audio cues.
Valence
CH496 MER60 DEAP120
[PSY+MFCC+TON] [test] [test]
[test]
0.26
0.16
0.08
CH496 [train]
0.24
0.15
0.31
MER60 [train]
0.12
0.23
0.22
DEAP120 [train]

Avg.
0.17
0.23
0.19

Table 6. Regression performances (in R2) on valence.
The worst cross-dataset performances occurred between CH496 and DEAP120. Either training/testing
combination resulted in significantly lower R2 values (R2
= 0.12 and R2 = 0.08) compared to within-data predictions (R2 = 0.26, R2 = 0.22, p-value < 0.001). If not considering stimulus type which has been regarded as not a
barrier for cross-dataset valence prediction, these two datasets differ in the cultural backgrounds of both music
(stimuli) and annotators (subjects). Based on these observations, we may conclude that cross-dataset regression on
valence is feasible when the datasets consist of music in
different cultures (CH496 and MER60) or when the datasets are annotated by listeners in different cultural

groups (MER60 and DEAP120), but not both (CH496
and DEAP120).
In summary, valence prediction is generally much
more challenging than arousal prediction. The factors of
cultural background of music (stimuli) and annotators
(subjects) are more important for cross-dataset generalizability on valence prediction than stimuli type and annotation method.
5. CONCLUSIONS AND FUTURE WORK
In this study, we have investigated cross-cultural and
cross-dataset generalizability of regression models in
predicting valence and arousal values of music pieces.
Three distinct datasets were evaluated and compared to
disclose the effects of different factors. The distributions
of valence and arousal values of the three datasets on the
2-dimensional mood space shared common patterns, suggesting that the 2-dimensional representation of music
mood can be applicable to both Western and Chinese Pop
music.
Six different acoustic features were evaluated and the
psychoacoustic features outperformed other features in
both arousal and valence predictions, while MFCC and
tonal features also performed well in valence prediction.
Cross-cultural and cross-dataset generalizability is
well supported for arousal prediction especially when the
training and test datasets are annotated by annotators
from the same cultural background. When the test dataset
is of a different stimulus type, only models trained with
music in the same culture can be applied.
Cultural backgrounds of music stimuli and annotators
are important for cross-dataset prediction on valence. In
other words, in order to generalize valence prediction
models between datasets, the two datasets should consist
of music in the same culture or should be annotated by
annotators with the same cultural background.
These findings provide empirical evidences and insights for building cross-cultural and cross-dataset music
mood recognition systems. For future work, it would be
interesting to investigate the generalizability of regression
models in predicting time-series trajectory of music mood
[18]. In addition, findings of the study can be further verified and enriched by considering music from other cultures.
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ABSTRACT
How to schedule a desired temporal pattern is one of the
most elementary issues to consider when implementing a
computer music system, and there already exist several
major programming patterns for scheduling. However,
such computer music-specific programming patterns
seem to not be discussed as frequently as general programming patterns, and thus there may still be some necessity for additional clarification.
For instance, the programming pattern called temporal
recursion may be better described as self-rescheduling,
when contrasted with other programming patterns that
perform similar tasks. In this paper, we describe four
programming patterns that can be seen in the existing
computer music languages and propose the names for
these programming patterns. Such a discussion can benefit by initiating the discussion on the computer musicspecific programming patterns in our community, to
avoid an unnecessary ambiguity in further investigation
of the related programming patterns.

1. INTRODUCTION
As computer music is essentially a time-based art, it is
inevitable to consider how to realize desirable temporal
behaviour when implementing a computer music program. Even when coding a simple program that only repeats a prepared phrase composed of a few notes, one
must realize such temporal behaviour by scheduling each
event at its own expected timing. Further labour would be
required to perform more complex musical tasks, especially when multi-tasking must be involved.
Many computer music programming languages or software frameworks have been designed to support domainspecific needs for computer music applications; yet,
while it can significantly reduce the effort made by a programmer in comparison with the effort required when
writing a computer music program from scratch, its software design may also give certain constraints as to how
such temporal behaviour of a musical task should be programmed, depending on the design of the language.
Copyright: © 2014 Hiroki NISHINO. This is an open-access article distributed under the terms of the Creative Commons Attribution License
3.0 Unported, which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are
credited.

Such a discussion on the programming patterns 1 with
respect to the temporal behaviour seems still unpopular in
the computer music community. However, as live-coding
[4] suggests, recent creative musical practices often involve some programming patterns with respect to time to
a significant degree; unlike in the earlier decades when
only expert computer music programmers dealt with such
programming issues, even computer musicians without
expert programming skills must face the same issues today. Considering such situations of our time, it is desirable to make some effort to classify the existing programming patterns to support further sound discussion. In this
paper, we describe an experimental classification of several existing programming patterns in textual computer
music languages.

2. TWO MODELS FOR SCHEDULING
We first classify how the scheduler is involved in a programming pattern into two different models: explicitscheduling and implicit-scheduling. While many computer music languages and frameworks are indeed capable of
both models of scheduling, it is beneficial to provide such
technical terms for further discussion of the programming
patterns, as it can directly influence the resulting implementation.
2.1 Explicit-scheduling
In some computer music languages and frameworks, a
user program is expected to explicitly use the APIs provided in the programming environment for scheduling a
task or an event at the desired timing.
For instance, Impromptu [13] and SuperCollider [16] 2
are languages of this kind. In Impromptu, the ‘schedule’
function is used to schedule a call to the function by giving it as an argument, together with the timestamp.
SuperCollider provides several different objects for
scheduling (e.g., ‘SystemClock’, ‘AppClock’, and ‘TempoClock’) which can be passed a ‘Routine’ object or a
‘Function’ object to be executed at the specified timing.
We propose explicit-scheduling, as the name for this
method of scheduling, as the scheduler is visible even at
1

In [10], Riehle and Züllighoven explain programming pattern as “a
pattern whose form is described by means of programing language
constructs”, which is also “based on programming experience”, and “we
use these patterns to implement software design”.
2
Functions are first-class citizens in both Impromptu and SuperCollider.
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the surface level of the code and a user program accesses
its feature explicitly.
2.2 Implicit-scheduling
On the contrary, in some other computer music languages, the underlying schedulers may not be directly
visible at the user program level. For instance, in LuaAV
[14], its wait method yields the current coroutine and asks
the scheduler to resume it again after the given duration
or when a certain event occurs. In a strongly-timed programming language, such as ChucK [15] or LC [9], the
assignment to the special variable ‘now’ will suspend the
current thread and the underlying scheduler resumes the
thread at the given timing. In such languages, users are
indeed implicitly utilizing the scheduler in the underlying
software framework, while it seems just as a simple function call or an assignment at the surface level of the user
code.
We propose implicit-scheduling for this manner of
scheduling, in contrast to explicit-scheduling, as the underlying scheduler is not directly visible at the user program level.

3. PROGRAMMING PATTERNS FOR
SCHEDULING
3.1.1 Temporal loop
Implicit-scheduling may be inserted within a looping control structure, interleaved between the sub-tasks in a
computer music program. We propose ‘temporal loop
pattern’ for the name of this programming pattern. While
it seems simple and trivial as a programming pattern,
giving a name to the programming pattern is valuable
even just to distinguish it from the other programming
patterns related to computer music programing.
01 :	 //	 synthesis	 patch	 
02 :	 SinOsc	 foo	 =>	 dac;	 
03 :	 
04 :	 //	 infinite	 time	 loop	 
05 :	 while(true)	 
06 :	 {	 
07 :	 	 	 //	 randomly	 choose	 a	 frequency	 
08 :	 	 	 Std.rand2f(30,	 1000)	 =>	 foo.freq;	 
09 :	 	  //	 advance	 time	 
10 :	 	 	 100::ms	 =>	 now;	 
11 :	 }	 
	 	 

Clock.sched method reschedules and executes the given
function repeatedly, when the function returns a float
value, interpreting it is duration before the next occurrence. Returning nil will stop this repetitive scheduling.
*sched(delta, item)
The float you return specifies the delta to
resched the function for. Returning nil	  stops
the task from being rescheduled
SystemClock.sched(0.0,	 {	 arg	 time;	 
	 	 	 	 	 	 	 	 	 time.postln;	 
	 	 	 	 	 	 	 	 	 rrand(0.1,	 0.9)	 
	 	 	 	 	 	 	 	 });	 
SystemClock.sched(2.0,	 {	 	 
	 	 	 	 	 	 	 	 	 “2.0	 seconds	 later”.postln;	 
	 	 	 	 	 	 	 	 	 	 nil	 	 
	 	 	 	 	 	 	 	 });	 

Figure 2. An example that utilizes SystemClock.sched
method call in SuperCollider [2].

3.1.3 Temporal-recursion
It is also often possible to write a function so that it can
reschedule itself again. Unlike the repetitive-scheduler
pattern described above, in which the scheduler itself
repeatedly schedules the same tasks, it is the callee function itself that is responsible for scheduling in this programming pattern.
;;	 periodic	 cycle	 called	 every	 1000	 ticks	 
;;	 with	 incrementing	 integer	 counter	 
(define	 periodic	 
	 	 (lambda	 (	 time	 count	 )	 
	 	 	 	 (print	 ‘count:>	 count)	 
	 	 	 	 (schedule	 ;;	 start	 cycle	 
	 	 	 	 	 	 (+	 time	 1000)	 periodic	 
	 	 	 	 	 	 (+	 time	 1000)	 (+	 count	 1))))	 
	 
(periodic	 (now)	 0)	 

Figure 3. An example of temporal-recursion as
Sorensen et al. describe in [13].

Figure 1. A simple strongly-timed program in ChucK [15, p.43].

Figure 1 [15, p.43] is a typical example of temporal loop
pattern, often found in ChucK programs. As shown, implicit-scheduling is inserted within a loop structure to
realize a desired temporal behaviour.
3.1.2 Repetitive-scheduler
In some computer music languages, the API for explicitscheduling may have the features for repeatedly scheduling a task given as an argument. We propose the name,
‘repetitive-scheduler’, for this programming pattern. Figure 1 describes a simple example of this programming
pattern in SuperCollider, which is taken from its help file
[2]. In the Figure 2 example, the SystemClock object and
its sched method is utilized. As described, the System-

As it is discussed in [12], while a significantly similar
programming pattern was already presented in the
MOXIE [3] language and the CMU MIDI toolkit [5] in
earlier decades, it is sort of ‘rediscovered’ by Sorensen,
who developed the Impromptu computer music language.
Sorensen and his colleagues named this programming
pattern ‘temporal recursion’. Figure 3 describes an example of temporal recursion given in [13]. As shown, this
programming pattern calls the API for rescheduling the
function itself and thus involves explicitly-scheduling.

4. DISCUSSION
So far we described three programming patterns frequently seen in the existing computer music languages. While
the temporal loop pattern involves implicit-scheduling,
the other two involve explicit-scheduling.
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We would like to propose another example for further
discussion. The Figure 4 example is a recoded version of
the Figure 1 ChucK example. As shown, the main loop is
replaced with a recursive function call. Unlike the Figure
3 example in Impromptu, the example is based on implicit-scheduling and does not involve any instance of the
scheduler at the surface level of the code.
Moreover, the Figure 4 example performs a direct recursive call within the function itself, as seen in many wellknown recursive examples, such as the Tower of Hannoi
and the Fibonacci number [6]; it is clearly a very simple
example of recursion. Tail-call optimization [8, p.58] can
be also safely applied to avoid wasting the frame stack.

It seems also beneficial to consider whether the function
itself performs repetition or not. In this sense, the Figure
1 and Figure 2 examples belong to the same category,
whereas the Figure 3 and Figure 4 examples belong to the
opposite category; the latter group schedule the next occurrence of the functions explicitly within themselves,
while the next occurrence of a task is controlled externally by a looping control structure in the former group.
Where does the passage of the time seem to
occur mainly?
implicit-scheduling
explicit-scheduling
within the user code
within the scheduler

What controls the repetition?

01 :	 //	 synthesis	 patch	 
02 :	 SinOsc	 foo	 =>	 dac;	 
03 :	 
04 :	 //recursion,	 instead	 of	 an	 infinite	 loop.	 
05 :	 fun	 void	 recur(){	 
06 :	 	 	 //	 randomly	 choose	 a	 frequency	 	 
07 :	 	 	 Std.rand2f(30,	 1000)	 =>	 foo.freq;	 
08 :	 	  //	 advance	 time	 
09 :	 	 	 100::ms	 =>	 now;	 
10 :	  	 	 recur();	 //make	 a	 recursive	 call	 
11 :	 }	 
12 :	 
13 :	  //call	 recur()	 to	 start	 the	 temporal	 recursion.	 
14 :	  recur();	 

In addition, the programming pattern in the Figure 3 example by Sorensen may be more similar to the continuation-passing style [1], as the programming pattern passes
where the computation should continue to the scheduler,
and it is the scheduler that invoke the given function.
Considering such an issue, it may be more appropriate
to call the programming pattern in the Figure 3 example
‘self-rescheduling’ rather than ‘temporal recursion’. Possibly, when considering the contrast between the recursion and the loop control structure, it may be better to call
the programming pattern as seen in the Figure 4 ‘temporal recursion’ instead.

Figure 4. A simple strongly-timed program in ChucK,
recoded with recursion.

When classifying these programming patterns, it would
be desirable to contrast the related programming patterns
as much as possible; in the earlier sections, we proposed
the terms, explicit-scheduling and implicit-scheduling for
this purpose, aiming to support further clarification regarding the difference in the scheduling models among
these programing patterns.
Form this point of view, the Figure 2 example and the
Figure 3 example are the programming patterns that belong to the explicit-scheduling group, and the Figure 1
example and the Figure 4 example belong to implicitscheduling. One might note that the programming languages that involve implicit-scheduling indeed include a
statement that causes the passage of the time within
themselves, while the other programming patterns that
utilize explicit-scheduling do not enclose any statement to
invoke the passage of the time; when utilizing explicitscheduling, the part of the tasks related to the passage of
the time looks as if it is performed within the underlying
scheduler, not within the user code. In other words, the
Figure 1 and 4 examples clearly include ‘temporal’ behaviour within the programming patterns, whereas Figure
2 and 3 examples exclude it.

The repetition is
realized by
the function to play
the pattern itself internally

One question we would like to raise at this point is
whether ‘temporal recursion’ is really appropriate for the
programming pattern as Sorensen describes, when considering which is the better classification. While the definition of the function ‘periodic’ in Figure 3 is recursive in
that the definition of the function refers to the function
itself, the function does not make a direct recursive call to
itself – it asks the scheduler to reschedule itself.

The repetition of a
pattern is performed
externally by a loop
control structure or the
underlying scheduler

Proceedings ICMC|SMC|2014

Temporal Recursion

Self-Rescheduling

(as we propose the
name for the Figure 4
example)

(a possible new name
for Sorensen’s
‘temporal recursion’,
shown in Figure 3)

Temporal Loop
(as described in the
Figure 1 example )

Repetitive-Scheduler
(as described in the
Figure 2 example )

Table 1. An Experimental Classification of the programming
patterns for scheduling in computer music programming.

By summarizing the above discussion, a 2D matrix to
classify these four programming patterns can be drawn.
One axis is explicit-scheduling or implicit-scheduling.
The other axis categorizes whether the repetition is controlled internally or externally within the part of the code
to play a certain pattern. In the examples in Figure 3 and
Figure 4, the functions to play patterns internally reschedule themselves to the repetition. On the other hand,
in Figure 1 and Figure 2, the repetition is realized externally by a loop control structure (Figure 1) or by the underlying scheduler of the software framework (Figure 2).
Thus, a matrix to classify these four programing patterns
can be made as in Table 1. One may notice that the word
‘temporal’ is used for the programming patterns that involve implicit-scheduling, while the word ‘schedule’ is
used to name the other patterns that involve explicitscheduling. One view that possibly justifies such naming
(and renaming of Sorensen’s ‘temporal recursion’ to
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‘self-rescheduling’) is that the behaviour of the programming patterns that utilize implicit-scheduling seems
to involve the passage of time within, as each thread is
actually suspended (or seems conceptually suspended at
least at the surface level of the code), regardless of the
actual implementation.
It should be noted that how a user stops scheduling can
differ with the patterns. When using the self-rescheduling
pattern, a user often redefines a callee function so that it
does not reschedule itself further. Instead, a user often
simply kills the thread when a temporal loop pattern is
used. In addition, how the repetition of a phrase is terminated can also differ. In the former example of selfrescheduling, as the termination is achieved by redefinition of a callee function, all the sounds scheduled in the
previous call are played by the scheduler, while in the
latter example of a temporal loop, theu can be immediately terminated when the thread is killed; thus, while these
patterns seem similar in functionality, the actual behaviour in practice can differ.

egy so that they can perform desired tasks in a manner
that is more suitable to such an abnormal programming
situation.
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ABSTRACT
Automatically detecting the singer by analyzing audio is
a challenging task which gains in complexity for polyphonic material. Related approaches in the context of
Western commercial music use machine learning models
which mainly rely on low-level timbre descriptors. Such
systems are prone to misclassifications when spectral
distortions are present, since the timbre of the singer cannot be accurately modeled. For improvisational styles,
where the performance is strongly determined by spontaneous interpretation characteristic for the singer, a more
robust system can be achieved by additionally modeling
the singer’s typical performance style. In addition to timbre and vibrato descriptors we therefore extract highlevel features related to the performance character from
the predominant fundamental frequency envelope and
automatic symbolic transcriptions. In a case study on
flamenco singing, we observe an increase in accuracy for
monophonic performances when classifying on this combined feature set. We furthermore compare the performance of the proposed approach for opera singing and
investigate the influence of the album effect.

1. INTRODUCTION
Music information retrieval is of great importance for
managing large music databases and providing users with
recommendations and automatically generated meta-data.
Automatic singer identification is a complex task specially for low-quality recordings or the presence of instrumental accompaniment. Related approaches have mainly
focused on the extraction of one or more timbre-related
spectral descriptors such as Mel-frequency cepstral coefficients ([1], [2]; [3]), linear prediction coefficients [4] or
Gamma-tone cepstral coefficients [1]. However, identification solely based on timbre description requires high
quality audio recordings and is prone to errors when
spectral distortions are present.
Copyright: © 2014 First author et al. This is an open-access article
distributed under the terms of the Creative Commons Attribution
License 3.0 Unported, which permits unrestricted use, distribution,
and reproduction in any medium, provided the original author and
source are credited.

More robust approaches rely on additional extraction of
non-timbre features: Fujihara and Goto [5] improve the
identification accuracy by additionally extracting fundamental frequency trajectories and Nwe et al. [6] use
cascaded bandpass filters to estimate vibrato related
descriptors. In a first genre-specific approach, Sridhar et
al. [7] report an increased performance for Carnatic Music by adjusting cepstral descriptors to the intervalic
structure of this particular musical material.
Despite the great variety of music traditions and corresponding communities of enthusiasts, most music information retrieval algorithms are designed and tested on
databases containing mainly Western commercial music.
Flamenco is a rich improvisational music tradition from
Southern Spain, characterized by deviations from the
Western tonal system, freedom in rhythmic interpretation
and a large amount of microtonal melodic ornamentation.
As an oral tradition, songs have been passed on from generation to generation and performances are often spontaneous and highly improvisational. Consequently, only
rare manual scores and annotations exist. In order to design a robust singer identification system for monophonic
flamenco solo singing styles, where audio recordings
often lack quality, we extend a timbre-based approach by
extracting vibrato descriptors from estimated fundamental frequency contours. Exploiting the improvisational
character of these styles, we incorporate statistical performance descriptors obtained from automatic transcriptions. We analyze the performance for monophonic flamenco singing and explore the suitability of this approach
for polyphonic flamenco and opera singing collections.
Despite the limitation of this paper to a case study on
Flamenco, we see a potential s improvisational singing
style and furthermore consider the proposed performance
descriptors for related tasks, such as performance and
artist similarity characterization.
The rest of the paper is organized as follows: Section II
describes a preliminary experiment and gives an oveview
of feature extraction and classification of the proposed
system. In section III, we present the conducted experiments and results and discuss the influence of the album
effect. The conclusions of our study are summarized in
section IV.
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2. PROPOSED APPROACH
As it will be illustrated in the first subsection, automatic
singer identification algorithms based on timbre information produce high accuracies for data sets containing
high-quality audio recordings, which can not be generalized for the data investigated in this paper. Since flamenco
singing is a highly improvisational art-form, a performance is influenced by a set of given rules for the style as
well as the performer's individual spontaneous interpretation. We therefore explore the use of this genre-specific
properties to identify a singer by modeling his or her characteristic way of performing, regarding ornamentation,
dynamics, pitch content and tendencies of rhythmic and
melodic interpretation. The extensive use of vocal vibrato
is a key feature in flamenco singing and as in other genres, singers tend to develop particular vibrato characteristics. We therefore incorporate global vibrato descriptors
as attributes in the learning task.

equally distributed classes in both sets. While the audio
quality of the recordings in the MIR-1K is throughout
high, the monophonic flamenco collection contains tracks
with varying audio quality and includes historical recordings with strong spectral distortions. For further implementation details and database description, we refer to
[9]. The system gives convincing results for the MIR-1K
subset given the low amount of audio material (approx.
28 minutes) and confirms the suitability of a timbre-based
identification, even for small databases as illustrated in
table 1. By contrast, the accuracy is lower for the monophonic flamenco dataset, even though more audio material is available (approx. 2 hours 51 minutes). This lack of
robustness towards varying audio quality serves as motivation to explore classification based on a fusion of timbre and non-timbre descriptors.
Database
MIR-1K subset
Monophonic
Flamenco

2.1 Baseline: Timbre-based singer identification
In a preliminary experiment we implemented a related
state of the art singer identification system [2] based on
framewise extracted Mel-frequency cepstral coefficients
(MFCCs), as shown in figure 1.

Correctly classified
instances (CCI)
97.14%
65.00%

Table 1. Classification results: Baseline approach.
2.2 Timbre feature extraction
Given the satisfying results of related work using Melfrequency coefficients for high quality audio [2], we limit
the timbre-based feature extraction to the average
MFCCs 1-13. Instead of frame-wise extraction, we calculate the average for the MFCC values over each song in
order to obtain compatibility with the global descriptors
described below. For monophonic material, silent frames
are estimated from the energy envelope and excluded
from the feature extraction process. For polyphonic material, voiced sections are estimated from the pitch salience
function obtained during the predominant fundamental
frequency (f0) estimation [10].
2.3 Vibrato feature extraction

Figure 1. Baseline approach: Singer identification
based on timbre descriptors.

We evaluated the performance for a monophonic flamenco singing collection containing 65 recordings as
well as a subset of the MIR-1K database [8] containing
228 short voice only Pop music clips without accompaniment. We selected this subset in order to obtain five

Vocal vibrato is defined as an oscillation of the (f0) within a rate of 4 to 8 Hz [15] and a depth of less than 200
cents. It seems convenient to estimate vibrato directly
from the fundamental frequency curve as opposed to the
application of time-domain filter banks as in Nwe et al.
[6]. We obtain the pitch contour of the recordings using
the MELODIA vamp plugin1, which implements a stateof-the-art predominant fundamental frequency estimation
algorithm [10] for monophonic and polyphonic audio
material. After removing silences, the estimated f0 curve
can be treated as a time series and high-pass filtered at
2Hz in order to obtain a zero-centered signal x0(t) which
preserves only fast pitch fluctuations. If vibrato is present, the spectrum of this signal X0(f) contains a peak
within the considered frequency range. The instantaneous
vibrato rate corresponds to the peak frequency f and the
vibrato depth d can be estimated as the amplitude differ1
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ence of the zero-centered pitch fluctuation in the current
frame [t1; t2]:

N

∑f

o = i=1

(1)

d = max(x(t))max(x(t))− min(x(t))

0i

− ui
(3)

N

t1

In order to obtain global descriptors, we determine the
average and the standard deviation of vibrato rate and
depth over each track. Furthermore, the vibrato amount is
defined as the relative number of frames per song containing vibrato.
VIBRATO FEATURE EXTRACTION
frequency [Hz]

800
f0
600
400
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1000

rel. frequency [Hz]

A key characteristic of flamenco singing is a singer’s
ability to stretch phrases with melisma and ornamentation
without breaking the note flow by breathing or pausing.
Silences between phrases are chosen consciously and
serve as an expressive factor. Consequently, the amount
of silence estimated from the relative number of unvoiced
frames per song and the maximum phrase length have
been selected as corresponding descriptors.
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Figure 2. Extraction of vibrato features. Top: f0 contour; middle: high-pass filtered f0 contour and estimated
vibrato depth; bottom: estimated vibrato frequency.

2.4 Performance descriptor extraction
In order to model a singer’s characteristic performance
style, we extract statistical features describing the behavior of pitch, dynamics and note duration. We use the transcription system described in Gómez and Bonada [11],
which estimates a symbolic note representation from the
f0 trajectories mentioned in the previous section. The analyzed recording is segmented into notes, which are represented with their respective duration, energy and pitch.
Frequency values are quantized to an equal-tempered
scale relative to the locally estimated tuning frequency.
From the note representation we extracted the lowest and
highest pitch, the pitch range as well as the standard deviation of the pitch value, the pitch fluctuation for each
track. After normalizing the dynamics for each song, we
furthermore extracted the average volume and average
note duration and their respective standard deviations, the
dynamic and duration fluctuation. The onset rate is determined as the number of notes per second. Comparing
quantized qi and non-quantized ui pitch values, we define
the maximum detuning dmax for each song:

dmax = max qi − ui

(2)

i

And its standard deviation, the tuning fluctuation. By
calculating the absolute difference between the f0 envelope and the non-quantized note values ui relative to the
total number of frames N in each song, we estimate the
amount of ornamentation o as follows:

Descriptor
Average MFCC 1-13
Average vibrato rate
Vibrato standard deviation
Average vibrato extend
Vibrato amount
Lowest pitch
Highest pitch
Pitch range
Pitch standard deviation
Average volume
Volume standard deviation
Average note duration
Note duration standard deviation
Onset rate
Maximum detuning
Tuning fluctuation
Amount of ornamentation
Amount of silence

Table 2. Summary of extracted descriptors.
2.5 Learning task

Automatic singer identification refers to the task of automatically identifying a performer by analyzing descriptors extracted from audio recordings. Here, we classify among a set of possible candidates based the described features extracted on a song-level. Hence, we are
interested in obtaining a classifier F of the following form

F(MusicFragment) → Performer

(4)

where MusicFragment is the set of music fragments and
Performer is the set of possible singers to be identified.
Each music fragment is characterized by all of the different subsets of the extracted descriptors described above.
After comparing various classifiers, we chose Support
Vector Machines (SVM) [12] for the task due to the
throughout consistent performance. Parameters are empirically adjusted to: complexity c=15, tolerance t=0.001
and ε=1015, using feature set normalization and a linear
kernel.
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2.6 Classification
We perform the learning task and classification task in
the WEKA machine learning environment [13] applying
a ten-fold cross-validation. For both monophonic and
polyphonic material, we classify using the full feature set
as well as single feature groups in order to compare their
suitability for this task. An additional feature set is obtained by applying a SVM subset evaluation. We evaluate
the algorithm performance by calculating the percentage
of correctly classified instances (CCI), averaged over
N=10 folds:
N

CCI = ∑
i=1

# correctly classified instances
# instances

(5)

3. EVALUATION AND RESULTS
3.1 Data
In order to evaluate and compare the two approaches
described subsequently, we gather a total of three databases including monophonic and polyphonic flamenco
collections and for comparative analysis a polyphonic
Opera singing dataset. The database Fl-Mono contains a
total of 65 recordings of flamenco a cappella songs by
five renowned male artists. The collection contains recent
as well as historical recordings with an overall strongly
varying audio quality. The total amount of audio material
sums to approx. 2 hours and 51 minutes. Covering a great
variety of styles and eras, the polyphonic flamenco dataset Fl-Poly contains a total of 150 commercially available recordings by three male and two female renowned
singers. The audio quality is throughout high and the instrumentation is limited to singing voice, guitar and percussive elements such as hand-clapping. For comparative
reasons we furthermore gathered an opera singing collection Fl-Poly containing 150 tracks with full orchestra
accompaniment from commercially available CDs. The
dataset covers three male and two female professional
singers with orchestral instrumentation.
3.2 Experiments and results
3.2.1 System performance

Feature set
Timbre
Vibrato
Note
All
SVM subset

Correctly classified instances (CCI)
Fl-Mono
Fl-Poly
Op-Poly
60.0%
86.7%
70.5%
72.3%
63.7%
61.1%
63.1%
53.3%
57.0%
80.0%
88.0%
66.4%
83.1%
86%
76.5%

Table 3. Classification results: Selected approach.

The evaluation results for the proposed algorithm tested
on all three databases is illustrated in table 3. For the
monophonic flamenco dataset, the singer identification
based on averaged MFCCs obtains a slightly inferior result compared the baseline approach (65.00%) where
MFCCs are extracted frame-wise. Vibrato and statistical
note descriptors clearly outperform the timbre-based
method. An increase in accuracy is observed for the combined feature set. Applying a SVM-based subset selection, in which the five lowest ranked features are discarded, results further improve. In contrast, for the high quality polyphonic audio recordings the timbre feature set
gives a higher precision than vibrato and statistical note
features. Obviously, the absence of strong spectral distortions and background noise allows a more precise timbre
modeling. However, given the small size and lack of variety of both databases, these results might be influenced
by the album effect described in the following section.
Furthermore, polyphonic flamenco styles as well as
score-based opera singing leave less interpretational freedom than spontaneous a cappella flamenco performances.
Thus, statistical note descriptors are less informative regarding the performance style of a particular artist. A
further bias may be introduced from the fact that the
monophonic database contains male singers only, providing a more homogeneous voice timbre and consequently
a more complex task of determining the singer. Also,
using predominant f0 estimation to transcribe the singing
voice from polyphonic audio is more susceptible to errors
than for monophonic signals. Specially in Opera singing
instruments might take over main melodic lines during
interludes and cause errors in the extracted features. Nevertheless, compared to the timbre-based approach, a fusion of the feature sets improves the accuracy for polyphonic material. We observe a further increase in precision for monophonic flamenco and opera singing when
applying an SVM subset selection.
3.2.2 Influence of the album effect

For small databases with a lack of variety regarding albums, the so-called album effect might occur: The homogeneous sound of the album determined by the production, mixing and mastering processes is modeled instead
of the characteristics of the singing voice timbre. Consequently, tracks which do not originate from the albums
contained in the training database are specially prone to
misclassification. [14] observe this effect for an automatic singer identification based on timbre and vibrato descriptors as an elevated error rate for the case when tracks
in training and test datasets originate from separate
sources.
In the scope of this study, we explore the robustness towards the album effect by comparing two train-test setups
for a simplified two-class problem. The album split represents a worst-case scenario where the model is trained
on one album per singer while the test set originate from
other sources. In the random split, the same tracks were
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randomly placed in training or test set, while keeping the
sizes of the sets constant for both scenarios. The results
clearly show a decrease in accuracy for the timbre-based
classification when the model is trained on a single album
per singer. The same effect occurs for the performance
descriptors, for which the explanation is less obvious.
Analyzing the information gain of the note descriptors
regarding the classes, we noticed that the attributes ornamentation amount and onset rate obtained a high ranking
for the train but not the test set in the album split. This is
an indication for a lack of variety regarding styles within
the data: Similar to the error of modeling an album specific timbre, in this case style specific characteristics
might have been included in the model instead of singer
specific features. When the full attribute set is used, the
results for both scenarios are within the same range. This
experiment clearly demonstrates the advantage of an incorporation of vibrato-based features for small training
sets with little diversity regarding sources and styles.

Feature set
Timbre
Vibrato
Note
All

Correctly classified instances (CCI)
Album split
Random split
41.7%
81.0%
87.5%
76.1%
41.7%
95.2%
91.7%
90.5%
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4. CONCLUSION
Our experiments show that an identification based on
spectral descriptors gives reliable results for databases
containing high-quality audio recordings, even if the
amount of available material is limited. On the other
hand, this approach is not robust towards spectral distortions and varying overall timbre due to inconsistent recoding situations and audio quality. We therefore extend
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f0 envelope. In order to model the performance style of a
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transcriptions. The resulting method combining vibrato,
note and timbre descriptors shows an increase in accuracy
for monophonic styles and robustness towards spectral
distortions. We confirm the album effect for timbre-based
approaches and furthermore observe a similar phenomenon for note descriptors when the database lacks a variety
of styles.
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ABSTRACT
The time-span tree of Jackendoff and Lehrdahl’s Generative Theory of Tonal Music is one of the most promising
representations of human cognition of music. In order to
show this, we compare the distance in trees and psychological dissimilarity by using variations of Ah vous dirais-je,
maman by Mozart. Since pitch and chord sequence also
affect the time spans, we amend the time-span analysis
to include pitch information. Then, we introduce a pitch
distance based on Lerdahl’s theory and revise the tree distance. We compare analyses with and without the pitch
information and show the efficacy of our method.

Time-span tree

Original
phrase
Metrical
structure
Grouping
structure
Crotchet level
reduction

1. INTRODUCTION
Cognitive similarity is one of the most important aspects
of music, both for practical applications such as music retrieval, classification, and recommendation [15, 5, 17], and
for modeling the human cognitive process [2, 3]. There are
various viewpoints on evaluating this similarity, including
melodic segmentation/parallelism, phonetic chromatography, and so on. In this paper, we consider structural similarity. Schenkerian Theory in the 1920’s [13] put forward
the reduction hypothesis; that is, the importance of each
pitch event is different in a piece of music, and hence, we
can retrieve an intrinsic skeleton of the music by picking
these important events.
Although the idea of reduction starts with Schenker, there
have been various approaches to reduction, such as Gestalt,
grammatical, and memory-based models [4, 1, 10]. Among
them, the time-span analysis in Lerdahl and Jackendoff’s
Generative Theory of Tonal Music (GTTM; hereafter) [11]
avoids metaphysical issues and gives instead a more concrete process of reduction that is based on rhythmic and
harmonic stability. The theory assigns a structural importance to each pitch event, derived by grouping analysis and
metrical analysis. As neighboring events can be compared
by using this structural importance, a branch from a less
important event is absorbed into that from a more important event; as a result, a hierarchical structure forms a timespan tree in a bottom-up way (Figure 1.).
In the GTTM analysis, as the preference rules are rather
arbitrarily defined, contrary to the well-formedness rules,
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Figure 1. Time-span reduction of the first phrase of
BWV281 [12, pp. 10–11].
they often conflict with each other. Hamanaka et al. [6] assigned parametric weights to each rule to control the process to avoid this problem, but the time-span tree still needs
to be redressed by pitch and/or chordal information, which
especially appear in half cadence or cadential retention. 1
In this paper, to amend the default of pitch information,
we introduce a new preference rule based on Tonal Pitch
Space (TPS; hereafter) [12].
Thus far, we defined the edit distance of a time-span tree [19]
and measured the distance between variations of Ah, vous
dirais-je, maman by Wolfgang Amadeus Mozart, K.265/300e
[9], where the distance rather correctly reflects human intuition. One problem was that if one of the two variations was in a minor key, the rhythmic resemblance did
not match the psychological similarity. In this paper, we
tackle the same set of variations and show that the pitch
information improves the situation.
This paper is organized as follows. In Section 2, we define the editing procedure of time-span tree together with
1 The theory describes another tree, called the prolongation tree, which
properly reflects the harmonic structure
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the notion of maximal time span. In Section 3, we show
our revision; we formally define the distance regarding the
preorder of pitches and chords. In Section 4, we compare
the results of our distance calculation with psychological
similarity. In Section 5, we summarize our contribution
and discuss future work.
2. DISTANCE IN TREE WITHOUT PITCH
INFORMATION
We hypothesize that if a branch with a single pitch event is
removed from a time-span tree, an amount of information
proportional to the length of its time span is lost. The head
pitch event of a tree is the most salient event of the whole
tree; then, we may regard that its saliency is extended to the
whole tree. The situation is the same as the head of each
subtree. Thus, we consider that each pitch event has its
maximal length of saliency, called the maximal time span.
Let ς(σ) be a set of pitch events in σ and mts(e) be
the maximal time span of event e. For each reduction
step, when event e on the reducible branch disappears, the
length of its maximal time span mts(e) becomes the distance of the step. The same goes for addition of a branch.
Therefore, the distance d between two time-span trees, σA
and σB , is defined by
P
d(σA , σB ) = e∈|ς(σA )−ς(σB )| mts(e). 2
Note that there is a latent order in the addition and reduction of branches, though the distance is defined as a simple
summation of maximal time spans. Finally, we can easily
show the triangle inequality [19]:
d(σA , σB ) + d(σB , σC ) ≥ d(σA , σC ).
3. DISTANCE WITH PITCH INFORMATION

TSRPR10 (New) (Local Pitch Consonance)
prefer pitch class in a local harmony as follows:
0 > 7 > 4 > {2, 5, 9, 11} > {1, 3, 6, 8, 10},
where each number represents the pitch class in the local key, e.g., if in G major the numbers are interpreted as
G > D > H, and so on. Note that there is no preference
among pitch classes in a brace.
Now, we define the pitch-sensitive distance. The distance
is basically the edit distance weighted by the maximal time
span introduced in Section 2. Some algebraic features of
the distance are described in [19].
Tree Distance with pitch information Let
σA , σB be trees; the revised distance dπ (σA , σB )
is defined as follows.
X
dπ (σA , σB ) =
(δei (ej ) × mts(ej )),
ej ∈|ς(σA )−ς(σB )|

where δei (ej ) is the proximity from the pitch
event on the parent branch ei to that on the
subordinate branch ej .
We calculate the proximity based on TPS (Table 1)[12].
Let dπ (σA , σB ) = 0 when σA and σB have only one pitch
event each, but with different pitch classes of the same duration (shifting root).
For example, Figure 2 shows a calculation of the distance
between melody C-F-A and melody C-G#-A. The distance
is the difference of an F note which is to be removed from
melody C-F-A (= 0.75), plus that of the G# note to be
added to melody C-A (= 0.625), which results in a total of
1.375. Figure 3 also shows the tree distance of root shifting
when no common note exists between the two trees.

In the time-span reduction, there are several preference
rules concerning pitch and harmony in GTTM. Of these,
we will focus on TSRPR (Time-Span Reduction Preference Rule) 2 (Local Harmony). 3 We assume that the relative consonance could be evaluated with the root note and
chord inversion type. Thus, we redefine TSRPR20 , as follows:

d π =6 (TPS distance
from pc9 to pc5) ×
0.125 = 0.75

dπ =
5 × 0.125 = 0.625

PC:

TSRPR20 (Local Harmony)
(a) prefer chord inversion as follows:

Figure 2. Pitch-sensitive tree distance (1.375 in total)

I > I6 > I64 .
4. EXPERIMENTAL RESULTS

(b) prefer a chord that is relatively closely related to the local tonic as follows:

4.1 Materials and Methods

I > V > IV > VII > II > III > VI.
Dissonant notes 4 often appear in a local harmony, and
thus, we add a new preference rule based on TPS[12].
2

|A − B| ≡ A ∪ B − A ∩ B.
“Of the possible choices for the head of a time-span T, prefer a choice
that is (a) relatively intrinsically consonant, (b) relatively closely related
to the local tonic.”
4 as anticipation, neighbor tone, passing tone, etc.
3

We experimented with different distances on the same material [9], that is, variations of Ah, vous dirai-je, maman
by Wolfgang Amadeus Mozart K.265/300e (Figure 4). Although the original piece consists of two voices, we extracted a more salient pitch event between the two, as well
as a prominent note per chord, and arranged the piece into
a monophonic melody. In this process, we disregarded differences of an octave so that the resultant melody would be
easier to hear.
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Table 1. Pitch class proximity in TPS ([12, p. 49])
Pitch class (pc) 0 1 2 3 4 5 6 7 8 9 10
distance from pc0 0 5 4 6 3 5 7 2 6 5 6

11
4

Table 2. Tree Distance
Theme
No. 1
No. 2
No. 3
No. 4
No. 5
No. 6
No. 7
No. 8
No. 9
No. 10
No. 11

No. 1
13.31
–
–
–
–
–
–
–
–
–
–
–

No. 2
33.0
44.81
–
–
–
–
–
–
–
–
–
–

No. 3
18.42
31.23
44.92
–
–
–
–
–
–
–
–
–

No. 4
34.92
47.73
18.92
45.17
–
–
–
–
–
–
–
–

No. 5
8.88
20.94
41.38
26.79
43.29
–
–
–
–
–
–
–

No. 6
32.94
45.75
37.44
44.85
28.69
41.31
–
–
–
–
–
–

No. 7
13.44
25.75
43.94
29.35
45.85
21.81
43.88
–
–
–
–
–

No. 8
19.25
32.06
43.75
37.17
45.67
27.63
43.69
32.19
–
–
–
–

2

Theme & 4

œ œ

No. 9
11.25
24.06
39.75
25.17
41.67
19.63
39.69
24.19
27.5
–
–
–

No. 10
47.06
59.88
51.56
58.98
53.48
55.44
51.5
58.0
57.81
53.81
–
–

œ œ

œ œ

No. 11
26.5
39.31
42.88
40.33
44.71
34.88
42.81
39.44
41.25
33.25
56.94
–

œ œ

œ œ

No. 12
51.63
64.44
56.13
63.54
58.04
60.0
56.06
62.56
62.38
58.38
70.19
61.5

œ œ

œ œ. œ ˙

Variations
2
œ
œœœœœœœ œœœœœœœœ œœœœœœœœ œœœœœœœœ œ œ
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œ
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œ
œ
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œœœ œ
œ œ ˙
3

3

œœœ

3

3

œœœ

3

3

3

3

3

3

œ
œ
œ
# œœ # œœ œœ # œœ œœ # œœ œ œ œ
œœ 3 œœ 3 œœ 3 œ œ
œ œ
œ
3
œ œ
œ œ œ œ œ œ œ œ œ œ œ œ
œ œ
œ
? 2 œœ
œœ
œœ
œœ œ œ œ
œ
No. 5
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Figure 3. Distance including root shifting (3.5 in total)

First, we manually created the time-span trees of the theme
and its twelve variations and cross-checked them. We made
a chord sequence only on first eight-bars for each variation,
with the help of a professional composer. The distance
between two variations were calculated according to the
definition in Section 3, including the new criteria of pitch
difference. The number of comparisons amounted to 78
(= 13 C2 ) pairs.
Thereafter, we investigated the cognitive similarity; the
examinees consisted of eleven university students, seven
out of whom had experience in playing music instruments.
The examinees listened to all the pairs hmi , mj i in random order without duplication, where m{i,j} was either
the theme or variations No. 1 to 12. To cancel the cold start
bias, the examinees listened to the whole theme and twelve
variations (eight-bars long) without rating them. After that,
each of them rated the intuitive similarity in five grades:
{−2, −1, 0, 1, 2}. If one rated a pair of hmi , mj i, he/she
also tried the same pair later again in reverse order as hmj , mi i
to avoid the order effect. Finally, the average ratings were
normalized within all the examinees.

2
No. 9 & 4 œ œ

œ œ

œ œ

œ œ

œ œ

œ œœ œœ œœ ˙
J J

2 œ œ œ œ œ œ œR œ œR œ œ œ œ # œ n œ œ b œ œ œ œ
No.10 & 4 œrœ œRœœœ Rœ œRœ œ œ œ œ œ Rœ œ# œrb œ œ œrœ œ brœ œ œrœ œ nrœ œ rœ œ rn œ œ œ
œ
œ œ
#œ
œœœ
œ . œ œ œ œ œ œ œ œ œ œœœ . œ œ œ œ#. œœ .œœœœn œœ œ .œœœœœœœ œ œ
No.11 & 42 œ . œ œ J J J J J J
J
3 ˙ œ. œœ
No.12 & 4

˙ œ. œ œ œ œ
œ

˙ œ . #œ œ #˙ nœ . œ œ ˙ œ . œ œ œ
œ
œ

˙.

Figure 4. Monophonic melodies arranged for the experiment
4.2 Results
The experimental results are shown in the distance matrix in Table 2. Since the values of dπ (σmi , σmj ) and
dπ (σmj , σmi ) are exactly the same, only the upper triangle is shown. The results of a conventional study, in which
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Figure 5. Relative distances among melodies in multidimensional scaling: (a) pitch sensitive and (b) only maximal time
span (c) human listeners
examinees rated the psychological resemblance, are listed
in Table 3 in the Appendix.
We employed multidimensional scaling (MDS) [20] to
visualize the comparison. MDS takes a distance matrix
containing dissimilarity values or distances among items,
identifies the axes to discriminate items most prominently,
and plots items on a coordinate system with the axes. In
short, the more similar the items are, the closer they lie on
the coordinate plane.
First, we used the MATLAB mdscale function, which
uses Torgerson scaling of MDS, to plot the proximities of
the 13 melodies; however, it was still difficult to find a clear
distinction. Therefore, we restricted the target melodies to
the theme and variations No. 1 to 9, as shown in Figure 5.
The theme and No. i(i = 1, · · · , 9). in the figure correspond to those in Figure 5. The contributions in MDS
were as follows: (a) tree distance with pitch information:
first axis (horizontal) = 0.28, second = 0.20; (b) tree distance without pitch information: first axis (horizontal) =
0.23, second = 0.21; (c) human listeners: first axis (horizontal) = 0.33, second = 0.17.

No. 2, 4, and 6 No. 2, No. 4, and No. 6 include salient
pitch events in the bass voice and thus are far from
other variations. Those which consist of pitch events
in the soprano voice tend to form a common tree,
which reflects the original contour of the theme and
thus form a macroscopic clump. In contrast, the
monophonic representations of No. 2, No. 4, and
No. 6 include an arpeggio of the harmony, so that
the consonant notes tend to remain significant.
No. 3 No. 3 stays far from the clump of the theme because
the chord progression is different.
No. 10 As we mentioned above, we excluded Nos. 10 - 12
from Figure 5. The monophonic representation of
No. 10 is a mixture of two voices and its grouping
structure in bar 3 is quite different from the other
variations;
No. 12 No. 12 is in the triple meter, so that the distance
easily tends to be larger. If we do compare it with
others in our settings, we need to normalize the meter.

4.3 Analysis
Here, we summarize the characteristic phenomena appearing in Figure 5.

5. CONCLUSION

Theme, No. 5, and 9 In all (a), (b) and (c), we find that
the theme, No. 5, and No. 9 clump together; especially in (a) and (b). No. 2, No. 4 and No. 6
also clump together. No. 5 and No. 9 are contrapuntal variations of the theme, and their rhythmic
structures are rather close together. In our experiment, we extracted salient pitch events by performing a time-span analysis, so that these three trees resembled each other.

We extended GTTM with a preference rule for the pitch
difference; that is, the important note in the local key is
salient. According to this new rule, we revised the formula
for the distance and calculated the distance in variations
of Mozart K.265/300e. We showed that the time-span tree
with pitch information adequately reflected the human cognitive perceptions of music, because the tree distance had
the expected correlation with psychological similarity.
Our framework suggests the following issues. First, in
general, variations are classified as follows [18]:

No. 8 Although it has a similar rhythmic structure to the
theme, No. 8 is in c-minor. In experiment (b), No. 8
was near the theme for this reason. In experiment
(a), however, we could adequately distinguish the
key by the pitch sensitivity.

• decorative variation of melody with dissonant notes
(No. 1, 3, and 7)
• rhythmic variation of melody (No. 1, 3, and 7)
• rhythmic variation of accompaniment (No. 2, 4, and
6)

- 1169 -

Proceedings ICMC|SMC|2014

•
•
•
•
•

14-20 September 2014, Athens, Greece

key changes (No. 8)
harmonic variation (No. 2, 3, 4, 7, 10, and 11)
contrapuntal variation (No. 5, 9, and 11)
metrical variation (No. 12)
exchanging melody and accompaniment (None in
this piece)

It would be worth investigating if this normative classification correlates with the results of the structural analysis.
Second, the examinees may have been rather conscious
of the rhythmic structure (Figure 5 (c)). We need to verify
if this result was biased by our examinees or reflects a general tendency, by examining the differences in the musical
experience of examinees.
Third, we put all the original pieces in a monophonic representation. Since the pitch information strongly depends
on the chord, we must verify the adequacy of the obtained
chord sequence; this implies if we claim the time-span tree
reflects a cognitive reality, we need to treat a homophonic
representation of music, and this will be our future work.
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[1] Bernabeu, J. F., Calera-Rubio, J., Iesta, J. M. and Rizo,
the Similarity Space of Music Artists on the MicroD.: Melodic Identification Using Probabilistic Tree
Blogosphere, Proceedings of ISMIR 2011, pp. 323–
Automata, Journal of New Music Research, Vol. 40,
328, 2011.
Iss. 2, 2011.
[18] Randel, D., M.: The new Harvard dictionary of music,
[2] ESCOM: 2007 Discussion Forum 4A. Similarity PerHarvard University Press, 1986.
ception in Listening to Music. Musicæ Scientiæ
[19] Tojo S., and Hirata, K.: Structural Similarity Based on
[3] ESCOM: 2009 Discussion Forum 4B. Musical SimiTime-span Tree, Proceedings of CMMR 2012, pp. 645–
larity. Musicæ Scientiæ
660, 2012.
[4] Gilbert, E. and Conklin, D.: A Probabilistic Context[20] Torgerson, W. S.: Theory & Methods of Scaling, New
Free Grammar for Melodic Reduction, International
York: Wiley, 1958.
Workshop on Artificial Intelligence and Music, IJCAI07, 2007.
Acknowledgments

[5] Grachten, M., Arcos, J.-L. and de Mantaras,
R.L.:
Melody
retrieval
using
the
Implication/Realization
model.
2005
MIREX.
http://www.music-ir.org/evaluation/mirexresults/articles/similarity/grachten.pdf
[6] Hamanaka, M., Hirata, K., Tojo, S.: Implementing “A
Generative Theory of Tonal Music”. Journal of New
Music Research, Vol. 35, Iss. 4, pp. 249–277 2007.

Appendix
Table 3 shows computationally calculated tree distance and
psychological resemblance, as described in [9]. If an examinee, for instance, listens to Theme and variation No. 1
in this order, the ranking made by an examinee is listed in
the first-row second-column cell (-0.73). The values in (b)
are the averages over all the examinees.

[7] Hamanaka, M., Hirata, K. and Tojo, S.: Melody Morphing Method Based on GTTM, Proceedings of ICMC
2008, pp.155–158, 2008.
[8] Hirata, K.,Tojo, S. and Hamanaka, M.: Melodic Morphing Algorithm in Formalism, LNAI6726, Springer,
pp. 338–341, 2011.

- 1170 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

Table 3. Computationally calculated tree distances and psychological resemblances (described in [9])
(a) Tree Distance without pitch information
Theme
No.1
No.2
No.3
No.4
No.5
No.6
No.7
No.8
No.9
No.10
No.11

No.1
183
–
–
–
–
–
–
–
–
–
–
–

No.2
177
228
–
–
–
–
–
–
–
–
–
–

No.3
195
332
264
–
–
–
–
–
–
–
–
–

No.4
183
326
216
252
–
–
–
–
–
–
–
–

No.5
117
264
246
262
238
–
–
–
–
–
–
–

No.6
249
360
282
320
246
276
–
–
–
–
–
–

No.7
162
219
105
259
213
243
291
–
–
–
–
–

No.8
15
174
168
188
176
114
234
153
–
–
–
–

No.9
21
204
186
198
186
108
264
171
30
–
–
–

No.10
363
456
438
462
424
414
378
429
348
378
–
–

No.11
262.5
409.5
391.5
334.5
387.5
298.5
409.5
376.5
259.4
277.5
406.5
–

No.12
246
421
423
379
399
325
449
400
255
261
403
298.5

(b) Average rankings by human listeners (listening in row→column order). Each listener rated thier subjective similarity
between two pieces in five grades: {−2, −1, 0, 1, 2}.
Theme
No.1
No.2
No.3
No.4
No.5
No.6
No.7
No.8
No.9
No.10
No.11
No.12

Theme
–
-1.00
-0.91
-0.82
-1.00
1.27
-1.18
-1.18
-0.73
1.27
0.55
0.64
1.09

No.1
-0.73
–
-0.36
-0.45
-0.82
-1.18
0.27
-0.64
-1.27
-0.91
-0.82
-0.82
-1.18

No.2
-0.91
-0.82
–
-0.82
-0.73
-0.91
-0.27
-0.45
-1.36
-0.91
-0.27
-0.91
-1.09

No.3
-1.09
-0.73
-0.64
–
0.18
-0.91
-0.45
-0.18
-1.55
-0.73
-0.64
-0.73
-1.00

No.4
-0.82
-0.91
-0.27
0
–
-0.64
-0.82
-0.82
-1.27
-1.09
-0.36
-0.91
-1.00

No.5
1.18
-0.64
-0.82
-0.91
-0.73
–
-0.64
-0.73
-0.73
0.91
0.73
0.55
0.91

No.6
-1.00
0.36
-0.45
-1.00
-0.82
-0.82
–
-0.64
-1.00
-1.27
-0.45
-0.91
-1.00
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No.7
-1.45
-0.64
-0.55
-0.36
-0.82
-1.09
-0.36
–
-1.36
-0.82
-0.82
-1.09
-1.18

No.8
-0.64
-1.45
-1.55
-1.36
-1.73
-1.00
-1.64
-1.18
–
-0.18
-1.00
-0.73
-0.91

No.9
1.36
-0.82
-0.91
-0.73
-0.91
0.73
-0.91
-0.73
-0.09
–
0.73
0.64
1.09

No.10
0.64
-0.82
-0.09
-0.64
-0.45
0.55
-0.55
-0.36
-1.09
0.55
–
0.27
0.36

No.11
0.73
-1.00
-0.64
-0.73
-1.27
0.36
-0.64
-0.64
-0.64
0.45
0.18
–
0.82

No.12
1.00
-0.64
-0.91
-0.91
-1.00
0.73
-0.91
-0.73
-0.91
1.00
0.45
1.00
–
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ABSTRACT
In this study, the task of vocal duration estimation in
monaural music mixtures is explored. We show how
presently available algorithms for source separation and
predominant f0 estimation can be used as a front end
from which features can be extracted. A large set of features is presented, devised to connect different vocal cues
to the presence of vocals. Two main cues are utilized; the
voice is neither stable in pitch nor in timbre. We evaluate
the performance of the model by estimating the length of
the vocal regions of the mixtures. To facilitate this, a new
set of annotations to a widely adopted data set is developed and made available to the community. The proposed
model is able to explain about 78 % of the variance in
vocal region length. In a classification task, where the
excerpts are classified as either vocal or non-vocal, the
model has an accuracy of about 0.94.

1. INTRODUCTION
Western music is commonly comprised of regions with
singing voice over background music or regions with
only background music. As singing voice is an essential
element in most western music, the vocal regions should
be particularly important to the understanding of the
music piece. The detection of these regions can be used
as a front end for subsequent processing in many application related to music information retrieval (MIR). This
strategy has been employed in artist identification [1],
query-by-example [2], predominant f0 estimation [3] and
popular music clustering [4].
There are also a large number of MIR-related tasks,
which are complicated by the presence of voice as have
been remarked by [5]. Recently, systems in tempo estimation [6], beat tracking [7] and speed estimation [8]
have applied source separation as a first step to remove
parts of the audio. It is plausible that a simple classification, i.e. if the music contains vocal or not, could be used
to decide if source separation would be beneficial for the
song. Also, the presence or absence of singing voice is a
defining trait for some genres (especially in classic music).
The voice differs from most other instruments in two
important regards. It is neither stable in pitch [9] nor in
timbre [10]. The fluctuations in pitch are often more rapid
and cover a greater range than those produced by e.g.
vibrato in other instruments. And although the timbral
structure varies for most instruments, the voice has a
Copyright: © 2014 Anders Elowsson et al. This is an open-access
article distributed under the terms of the Creative Commons Attribution
License 3.0 Unported, which permits unrestricted use, distribution, and
reproduction in any medium, provided the original author and source
are credited.
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particularly polytimbral spectrum due to strong and varying formants used to form vowels as well as the varying
spectra of unvoiced regions.
Given the important role of the vocal in western music, it is not surprising that singing voice detection has
been investigated by several authors. In [11] sinusoidal
partials are extracted from the mixtures and each partial’s
frequency modulation and amplitude modulation are
studied to group partials that belong to the voice. In another approach proposed by Ramona et al. [12], an SVM
is used on a set of frame based low-level features. The
features include spectral descriptors such as spectral
centroid and spectral flux (SF) as well as Mel-Frequency
Cepstral Coefficients (MFCCs) with derivatives. Also
included are features from the monophonic transcription
algorithm YIN. Timbre and melody features have also
been used to detect singing voice in [13], and MFCCs
have been used in [14] to detect singing voice in popular
music.
The cues that differentiate the vocal from other instruments have also been used in source separation models applied to monaural mixtures to extract the vocal. A
common strategy is to separate the voice implicitly by
locating and subtracting sources which are stationary in
time or have a broad band frequency spectra. One example of this approach is [10] which is based on a median
filtering approach. The underlying idea is that percussive
instruments form stable vertical ridges in the spectrogram
while harmonic content forms stable vertical lines. By
median filtering the spectrogram along time, percussive
elements can be detected, whereas by median filtering the
signal along the frequency axis, harmonic content can be
detected. When the spectrogram has a high frequency
resolution, the vocals will be separated with the percussive sources and when a low frequency resolution is used,
the vocals will be separated with the harmonic sources.
By applying the median filtering twice with different
resolutions the vocal can be extracted. In order to further
improve the separation performance and to remove some
artifacts, FitzGerald and Gainza have also added a tensor
factorisation-based separation and a non-negative partial
cofactorisation [10].
Other approaches utilize the sparsity of the vocal
channel directly. In [15], the k nearest neighbors of a
spectrogram frame are detected and a soft mask for the
background music is created by median filtering these
neighbors. This has the effect that repeating patterns are
identified as non-vocal, which is also the principle behind
[16]. In [17], the subspace structures of singing voice and
instrumental sounds are learned and the source separation
is based on online dictionary learning of these subspaces.
To improve separation, the unvoiced parts of singing
voice performances have been identified with a Gaussian
mixture model [18].
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Commonly, the vocal is the strongest f0 in a music
mixture when it is present. Therefore, a predominant f0
estimation algorithm could plausibly provide information
about the presence of vocals, as shown in [13]. One such
algorithm is Melodia [19], which extracts the predominant melody F0 by using a salience-based algorithm.
First, a sinusoid extraction finds the spectral peaks. A
salience function which maps pitch salience over time is
constructed by summing the harmonics in each frame.
The peaks of this time-frequency representation of the
signal are considered potential F0 candidates for the melody. These are then grouped into continuous sequences
called pitch contours that may be short single notes or
longer phrases. At this stage, non-salient peaks are removed before the contour is characterized as part of the
predominant melody or not. This is done by using pitch,
length and contour salience based features and their respective distributions. Vibrato is also used and is shown
to be an important feature. Any octave duplicates and
pitch outliers are removed. Melodia performed very well
in MIREX 20111.
In this study we investigate how available algorithms
for source separation [10] and predominant f0 detection
[19] can be used to identify the presence of singing voice.
We calculate features from the output of these algorithms
and present their accuracy in voice detection. Finally we
devise a model that can be used to estimate the amount of
vocals in a musical mixture.

2. DATASET
The mixtures are monaural recordings from the Ballroom
dataset, which has been widely used for modelling tempo
and beat estimation [20] as well as genre classification.
The dataset was annotated by the authors (with one annotator per song), by estimating the total length of the vocal
regions, rounded to the nearest second. The dataset is
comprised of 698 Musical Excerpts (MEs) with a length
of 30 seconds each. Figure 1 shows a histogram of the
annotated number of seconds of vocal of the MEs in the
dataset.

A total of 255 MEs contained no vocal and the length of
the vocal regions was fairly evenly distributed for the
remaining 453 MEs. The set was chosen because it is
popular for the MIR tasks presented in Section 1 (tempo
estimation, beat tracking, genre estimation), which could
benefit from a classification of the presence of voice.

3. FEATURES
Having noted that the voice is neither stable in pitch nor
in timbre, it seems natural to exploit this phenomena in
the feature extraction procedure. Two main approaches
were considered in this study.
One approach was to utilize source separation to extract the vocal. The vocal track was then examined separately, identifying both timbral features as well as the
sound level. These features were compared with the timbral features and sound level of the instrumental tracks.
This approach was used for the energy based features in
Section 3.1 and the timbral features in Section 3.2.
Another approach was to extract the predominant
melody of the music and examine the pitch curve of that
melody. In order to do this the Melodia melody extraction
plugin by Salamon and Gomez [19] was used. This is
further explained in Section 3.3.
Furthermore, high-level features such as harmonic
cues, onset densities and tempo were also included, in
order to examine the impact on prediction (Section 3.4).
These features were extracted with the methods presented
in [8] as well as by using the MIR Toolbox [21].
The total number of features for each of the four
groups (described in Sections 3.1-4) is summarized in
Table 1.
Group N.o.

Type

N.o. features

1

Energy-based

195

2

Timbral

291

3

Pitch-based

45

4

High-level

156

Table 1. The four feature groups and the total number of
features for each group.
3.1 Energy-based

Figure 1. Histogram of the length of the vocal regions
for the 698 MEs of the Ballroom dataset.
1

http://www.music-ir.org/mirex/wiki/2011:MIREX2011_Results

The sound level of the vocal track, in relation to the
sound level of the instrumental track was used to extract
low level features. When using [10] for source separation,
three different sources are extracted as the instrumental
part consists of a harmonic track (containing instruments
with steady partials) and a percussive track. Therefore the
energy of the vocal track was compared with both these
tracks separately. The frequency spectra was divided into
five frequency bands, each covering approximately two
octaves of the spectrum, with center frequencies 70 Hz,
250 Hz, 600 Hz, 1.1 kHz and 3.3 kHz.
By dividing the sound into frames of one second each,
different measures of the difference in energy between
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the two different sources were defined. These were the
mean difference, the difference between the average of
the seven highest energy frames for each source and the
difference between the median energy frame for each
source. The motivation behind the ordinal features was
that they could be used to pick up how loud the vocal
track was mixed in the music. Assuming that the vocal
track is mixed at different volumes for different songs,
the difference in energy between the vocal track and the
instrumental track becomes a crude measurement. This
was also taken into account with a separate feature, by
tracking the sound level of the vocal track over time and
comparing it with the sound level of the instrumental
track. For this feature, the number of frames where the
low pass filtered vocal track was at the most 16 dB below
the low pass filtered instrumental track was counted.
3.2 Timbral
It is plausible that timbral features of the source separated
vocal track can be used to identify the presence of singing. Timbral features of the non-separated track have
been used to detect the presence of singing voice in the
past [13, 14]. The polytimbral spectrum of the voice, due
to strong and varying formants, is an essential cue. For
this category, a large number of features related to timbre
were calculated using the MIR Toolbox [21].
Among these features were the MFCCs, which is a
popular means for describing timbre. MFCCs are calculated by taking a discrete cosinus transform of the Melscaled spectrum. In this study, the standard 39 MFCC’s
were calculated, including the first and second derivatives
(called delta and delta-delta respectively).
Other features in this category include spectral centroid, flatness, entropy, rolloff, brightness and roughness.
Together, these features provide a fairly comprehensive
description of timbre in the audio. However, many of
them are local features and to match the scope of this
study they were transformed into global features by calculating their mean and variance across the ME.
3.3 Pitch-based
The pitch-based features were designed with the predominant f0 estimation algorithm Melodia [19] as a front end.
The algorithm was applied to the non-separated mixtures
and the output was post-processed before the features
were computed. First, negative values were removed, as
they are generated when Melodia is unable to find a predominant f0. Also, all values above 400 Hz were removed. Although it is possible to sing above these frequencies it was assumed that it is more common that
predominant f0s above 400 Hz belongs to other instruments. At this point, a number of general features such as
the mean, median and standard deviation of the predominant f0 was extracted. For the remaining features, fluctuations in pitch larger than 50 cent between two adjacent
frames were removed. This was done to avoid any influence of octave errors or pitch shifts from new notes. After
this, the pitch array (F0) was median filtered in time with
a kernel size that varied between 8.9 and 66.7 ms (3-23

frames) and the absolute value of the difference of the
median filtered array was computed and summed for each
frame n as in Equation 1.
n+15

shift(n) = ∑ F0 (i) − F0 (i −1)

(1)

i=n

Note that the pitch shifts of 15 consecutive frames are
summed in each element n of the shift array. Finally, a
threshold (varied between 80-200 cents) was applied to
each element of the shift array and the number of frames
above the threshold was counted. The 45 features that
were computed for this group was largely a result of the
variations in the kernel size of the median filter and the
different thresholds that were applied to the shift array.
3.4 High-level
An onset density function was calculated in two different
ways. The rhythmic onset density was based on the SF of
the source separated percussive track. The harmonic
onset density was extracted from the SF of the ConstantQ Transform (CQT) of the original waveform as described in [22]. The algorithm uses a vibrato suppression
scheme by subtracting the sound level of each bin of the
new frame with the maximum sound level of the adjacent
bins in the old frame. In this way, shifts of a peak by 20
cents (one bin in the CQT) are restricted from affecting
the SF. Also, tempo features, chromagram features, key
strength features, and measures of change in energy over
time such as the Harmonic Change Detection Function
(HCDF) were computed using the MIR Toolbox [21].

4. MODELS
The modelling consisted of three main parts; Feature
selection, linear regression and classification, in order to
measure the different features’ ability to distinguish between vocal or non-vocal content.
4.1 Training and test set
The ballroom dataset was divided into a training set and a
test set. From the 698 MEs in the dataset, 20 % (140
MEs) were randomly selected for the test set and the
remaining 80 % (558 MEs) composed the training set.
The test set was used to measure the accuracy of the final
regression model and classification.
4.2 Linear regression and feature selection
A linear regression model was fitted to the data in order
to both estimate the quality of the different groups of
features and select a subset of features from the total
feature space. Due to the high number of features, only a
subset of all the features was used in the final models.
First, linearly dependent features were removed from the
feature set, and then a forward sequential feature selection was performed. This feature selection method first
chooses the feature with the lowest mean squared error
(MSE), computed from the linear regression. The chosen
feature is added to a reduced feature set. Next, features
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are iteratively added to the reduced feature set by choosing the feature that together with the already selected
features estimates the duration with the lowest error. For
each evaluated feature, the error measurements are cross
validated (10-fold) on the training set. The procedure is
continued until the performance converges. It was repeated for each group of features and was also applied to a
merged group of all features. The computed feature coefficients from the training set were finally applied to estimate the duration of the vocal regions in the test set.

The best explaining feature based on the pitch of the
predominant melody was related to the change in pitch
over time and had a correlation of 0.67. The specific
feature was computed as described in Section 3.3, with a
median filter length of 7 frames, a window size of 15
frames and a limit of 100 cents.

4.3 Classification

5.1.4 High-level

After estimating the durations of the vocal regions, classification was introduced. The classification task consisted
of classifying the MEs into two groups, one for the vocal
and one for the instrumental MEs. As songs with just a
few seconds of vocals would not fit well into either group
they were not used for this task. Setting the limit of vocal
duration for an ME to be considered vocal to a minimum
of 8 seconds, the two groups consisted of 255 MES (instrumental with 0 seconds of vocals) and 360 MEs (at
least 8 seconds of vocals) respectively. Two different
classification methods were used.
The first approach was to use linear discriminant analysis (LDA). Assuming that non-vocal and vocal content
are both normally distributed with different means but the
same variances, the classifier finds a linear threshold that
divides the different clusters in two. The test sample was
here classified as belonging to the cluster to which is has
the highest probability to belong to according to the normal distributed means and variance.
The second approach was to use logistic regression,
which is a probabilistic classification model. In logistic
regression the logistic function is used to map the range
of negative infinity to positive infinity into the range of 0
to 1. This time we further refined the feature space by
selecting only the best explanatory features given from
the linear regression. This selection step was also carried
out with forward selection and a maximum of 22 features
were used.

The HCDF from the MIR Toolbox was the best highlevel feature. The logarithm of the feature, computed as
the mean HCDF of the whole ME was used.

from the vocal track was the most important, reaching a
correlation of about 0.49.
5.1.3 Pitch-based

5.2 Regression
Table 2 shows the accuracy in predicting the total length
of the regions of vocals in the MEs. When using all features 78 % of the variance could be explained.
Group N.o.

1

2

3

4

All

2

0.60

0.68

0.59

0.38

0.78

MSE

0.59

0.44

0.42

0.75

0.36

R

Table 2. The result of the linear regression, with R2 representing the squared correlation and MSE the mean
squared error of the regression.
In Figure 2 the predicted length of vocals in the MEs
are compared with the annotated length. The data for the
Figure is based on a multiple linear regression run on all
MEs with selected features.

5. RESULTS
5.1 Correlation of individual features
In Sections 5.1.1-5.1.4 the features with the highest correlations are presented, for each group.
5.1.1 Energy-based
The two best explaining features that were energy-based
had a correlation of about 0.63. They were the difference
in energy of the separated vocal track and the harmonic
track computed for frequency bands with center frequencies 600 Hz and 1.1 kHz.
5.1.2 Timbral
Among the timbral features, the logarithm of the variance
of the MIR Toolbox feature spectral brightness computed
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5.3 Classification

The annotations from this study are freely available
for research purposes2.

In Table 3, the results of the classification task are presented. Evidently the logistic regression performed
somewhat better than LDA for this task. We note that all
groups of features are relatively good at classifying the
MEs.
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Group No.

1

2

3

4

All

LDA Precision

0.77

0.85

0.75

0.89

0.82

LDA Recall

0.76
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0.95

0.68

0.91
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ABSTRACT
This paper demonstrates an approach for achieving instantaneous detection and classification of impact sounds
that the user produces while interacting with simple daily
objects. Using a single microphone, the system is trained
to recognize the differences in the resonant behavior of a
plastic bucket, a box made of paper and an empty bottle of
beer, as these objects are struck at different locations. The
method employs a first-nearest neighbour classifier which
is based on simple spectral features extracted from a very
short segment of the acoustic signal. Tests performed illustrate that classification rates above 90% may be achieved
with a system response around 5 ms or even less. While
still perfectible, the presented work illustrates the potential
in creating a generic system which would enable the users
to turn costless objects into powerful music controllers and
percussive instruments into Hyper-instruments, by training
the system to respond to their disposable instruments and
audio equipment.
1. INTRODUCTION
In the past two decades, the automatic detection and classification of percussive sounds from audio signals has attracted the interest from many different researchers. In
most of the works, the primary motivation has been the
demand to improve the efficiency of content-based management systems by looking into the rhythmic structure of
musical pieces. While there is no standard method, there
are numerous different approaches dealing with automatic
transcription of drum sounds from monophonic or polyphonic music recordings, several of them exhibiting a very
high performance. The work of Herrera et al. [1] provides
a very good review of a set of classification techniques for
isolated sounds and it was among the first attempts to propose a set of universal descriptors that are valid for a wide
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class of percussive instruments, as well as to find ways to
visualize the relationship between these classes. In several studies that followed, the weight is put into the adaptation of the descriptor models to the content of the analysed
audio file, exploiting therefore the repetitive nature of the
drum patterns in these files [2, 3, 4, 5]. In the vast majority
of these studies, an off-line application is considered, with
an exception being that of Tanghe et al. [6], who considers
a real-time streaming solution to drum detection.
In contrast to automatic transcription and audio queries,
Human Computer Interaction systems (HCI) have real-time
constraints and demand a fast system response. They also
require reliable detection and identification of percussive
sounds produced from the user, in an attempt to interact
with him by providing some type of visual or acoustic feedback or by adapting some system parameters according to
his performance. A first work considering real-time detectors of percussive music is that of Puckette et al. [7], later
exploited by others in the context of an automatic accompaniment system [8] and a rhythmic tutoring system [9]. A
system able to perform similar tasks was also recently presented by Şimşekli et al. [10], showing a good adaptability
to different instruments and acoustic conditions. Finally,
a beat tracking system which is based on real-time drum
detection can be found in the work of Battenberg [11].
Recently, different products have been launched in the
market, providing to the user the ability to control a sound
synthesis process by interacting with simple daily objects.
“Mooges” (http://mogees.co.uk), operates on the output signal of a contact microphone which is attached on the surface of the physical object. The system is able to track
the user’s gestures continuously and synchronously [12].
It provides immediate acoustic feedback with the intention
to allow the user to learn how to interact with the physical
object in order to improve his performance. “TableDrum”
(by Dohi Entertainment), uses the built-in microphone of
smart-phones and mobile devices. It operates based on a
training stage where the user first records a few acoustic
instances from different objects and then uses these objects
in order to trigger a built in percussive synthesiser. The intention thus is to allow the system to learn how to respond
to the user’s gestures rather than the opposite. While this
particular product is the closest example to the task that
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we consider in this paper, we should state that we could
not find any relevant bibliographic work and therefore, the
methods that are exploited in this application are unknown
to us.
In this paper, we use a single acoustic sensor (microphone) and we employ a low-cost onset detection and a
nearest neighbor classification algorithm in order to simulate a real-time classification task. Similar to the case
of “TableDrum”, we employ a training phase for learning
the variability within the different acoustic structures but
we focus on the resonant behavior of a single acoustic object, as it is stroked at different impact regions. Results
are provided for three simple objects of different material
and size and the relation between classification accuracy
and system latency is highlighted. The findings of this
work are discussed under the perspective of applying the
technique on real percussive instruments. This scenario is
particularly interesting, as it would allow the possibility
for the physical instrument to operate as a traditional percussion controller and more important, as it would enable
the users to create an augmented sound to accompany the
physical sound, turning thus their percussive instruments
into Hyper-instruments.

2. CHALLENGE
When seeing detection and classification of percussive sounds
from the perspective of a real-time application, one expects
an obvious trade-off between latency and classification accuracy. The less is the latency that one would like to have,
the less the amount of information that can be extracted
from the acoustic event before assigning a label. Ideally,
the time delay between the acoustic onset and the action
produced by the computer should be imperceptible. This
demand poses an important restriction to the length of the
analysis frame which can be used for classification, from
now on symbolized as tf r . For obvious reasons, the system
response can not be faster than tf r .
How much can we then shorten the analysis frame and
how much do we expect the classification performance to
degrade? This depends on the nature of the acoustic instruments or objects that are used as well as on the complexity of the rhythmic pattern that is performed. For example, hand-claps [13] and finger-snaps [14] are optimal
in terms of a fast system response because they last only
for a few milliseconds. On the other hand, other objects
will have significantly longer acoustic tails and this might
degrade the process for an obvious reason; the tail of the
previous strike will mask the onset of the new strike and
the extracted acoustic features will be contaminated with
“noise”. While we can think of several approaches for resolving this ambiguity (e.g. source separation), it is shown
in this paper that this problem may in a large degree be
avoided by the choice of the physical objects that are involved in the process. Interestingly, simple costless objects of our daily lives seem to be very convenient for such
tasks and moreover, their acoustic structures are optimal
for achieving an instantaneous system response.

3. METHODOLOGY
3.1 Onset detection
As in many other approaches, our method for onset detection relies on measures of spectral energy on short audio segments which are called frames. We form frames
by windowing the signal with a short-length Hanning window moving on a continuous time-grid with hop-size h. At
each frame, the short-time Fourier transform (STFT) is calculated and the frequency bins with index k corresponding
to a specified spectral range k ∈ [kmin , kmax ] are used for
further processing. A relatively good method for percussive sounds which exploits such features is the so called
“percussiveness” measure, proposed by Tan et al. [15].
This method relies on the ratio of the magnitude of each
frequency bin between the current frame and the previous
frame. We have observed that the method responds well for
a wide range of dynamic levels but the peaks of the detection function appear on a noise-floor which is prominent
for causing false detections. In order to avoid such false
detections, we employ an additional measure, B, which is
equal to the L1 norm of the vector consisting of the magnitude of the frequency bins of the STFT in the previously
defined spectral range, at the current frame. We accept
candidate frame centres as onset locations only when conditions A > Atr and B > Btr are valid, where A is the
percussiveness measure and Atr , Btr are empirically defined thresholds. To be noticed that measure B is not only
useful for onset detection; it may be also exploited as a
measure of the intensity of the strike, which may in turn be
used as an expressive parameter for controlling the synthesizer at the rear end of the process.
In order to facilitate onset detection further, we admit two
basic assumptions; first, we assume that there is only one
acoustic event happening at each time instant and second,
that there is a minimum amount of time between two successive onsets, which we call the Minimum Anticipation
Time and we symbolize it with tant . The parameter tant
may be used in order to disregard any detected onsets after
a period of time less than tant following the last detected
onset. This is helpful in order to avoid a “double onset”
due to ambiguities in the sound in the neighbourhood of a
strong attack. While this may result in missed detections in
the case of two rapidly played strokes, it is not a problem
in this monophonic case.
3.2 Classification approach
Let s[n] = s(nT ) denote the discrete acoustic signal, sampled at a constant rate F s = 1/T , which is input from
the soundcard. The STFT of a percussive event which is
detected at discrete time jh may be written as
Sj [k] =

N
−1
X

s[jh + n]e

−2iπnk
N

, k = 0, 1, ..., N − 1 (1)

n=0

where j is the frame index, h is the hop-size (used for onset
detection) and N is the length of the signal that is used for
the STFT.
The raw data from the STFT of known acoustic events is
used in order to construct a dictionary for each class, and
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these dictionaries are to be used in order to classify unknown events. Each element of the dictionary is built by
considering only a small subset of continuous frequency
s
≤ fmax , where
bins of index k such that fmin ≤ kF
N
fmin and fmax are minimum and maximum frequency limits which are the same for all classes. These frequency
limits need not span the entire frequency range of the instrument; it is sufficient if they span all or some part of the
frequency range of its most dominant acoustic modes. We
may now denote the K × 1 input vector associated to an
onset detected at time j as
xj = [Sj [kmin ], ..., S[kmax ]]T ,

box are excited with the fingers of both hands of the player
whereas the bottle is excited with the help of a thin metallic
rod.
For the box we have defined four different impact regions,
using three out of the five available surfaces. Regions 1
and 2 are shown in Figure 1(a) while subfigure (b) depicts
regions 2, 3 and 4. The box is placed in front of the user as
in subfigure (c). It comes then very natural to excite region
1 by using only the fingers of the right hand while region 4
is optimal for the fingers of the left hand. Regions 2 and 3
can be easily struck with fingers from either hand.

(2)

where kmin and kmax are the smallest and largest index
of the frequency bins that are taken into account. During
the training process the input vector is normalized to have
unity L2 norm and stored in the memory as the spectral
feature vector representative of the v-th instance of the ith class
xj
.
(3)
ai,v =
kxj k2
where k·k2 denotes the L2 norm of a vector. We may now
consider all Vi different instances available from the i-th
class in order to construct the class-specific feature dictionary
T
ΦN
(4)
i = [ai,1 , ai,2 , ..., ai,Vi ] ,
where N denotes the size of the STFT and therefore is representative of the length of each feature vector in the dictionary.
Observe that in the current process, the acoustic features
are complex, including both magnitude and phase information. An alternative implementation would be to consider
only the magnitude of the frequency response and to disregard the phase information. We will discriminate those
two cases by referring to complex and real feature vectors
and dictionaries respectively.
The procedure for constructing the input pattern of an unknown acoustic event occurring at frame index j is exactly
similar. During the application phase, the input feature
vector x̂j (which is normalized to have L2 norm equal to
1) is compared with all different class instances in order to
find the class with the maximum fit as
Ij = argmaxi,v |hai,v , x̂j i| ,

(5)

where ha, bi = aH b denotes the inner product between
two vectors and Ij carries the index (and optionally the
instance index) of the selected class. In other words, we
use a first-nearest neighbour (1-NN) classifier with inner
product as the similarity measure.
4. EVALUATION
4.1 Description of the objects
We aim at providing results for three different objects; an
old cassette-case made of recycled paper, a plastic bucket
(originally used as a garbage bin) and an empty bottle of
beer. From now on, we will refer to these object as the box,
the bucket and the bottle respectively. The bucket and the

Figure 1. A box made of recycled paper. Impact regions 1
and 2 are shown in (a) while regions 2, 3 and 4 are shown
in (b). The placement of the microphone with respect to
the object and the general setting for playing the object is
shown in (c).
For the bucket, four different impact regions are exploited,
one on the vertical surface and three on the horizontal surface (see Figure 2(a)). The optimal location for the bucket
is to place it upside-down in front of the user, as in subfigure (b). Again here, it comes natural to excite region 4 with
the fingers of the left hand whereas for regions 1, 2 and 3
fingers from both hands may be used. For both the bucket
and the paper-box, the different regions are excited by any
of the index-finger or the middle-finger. The thumb, the
ring-finger and the little-finger are not used for striking the
object, but they are proved to be useful for supporting the
object during performance (preventing it from unwanted
displacements) and for stabilizing the positioning of the
hands.
For the bottle we consider three different impact regions
as shown in Figure 3(a). This setup exploits the smooth increment of the cross-section of the bottle along its main
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Figure 2. A bucket made of plastic. Impact regions 1, 2, 3
and 4 are shown in (a). The placement of the microphone
and the general setting for playing the object is shown in
(b).

4.2 Recording and training
Recordings took place in a relatively large room of the university (8 x 7 x 2.5 m). A cardioid dynamic microphone
(Shure SM 58) plugged into an external USB sound card
was used for acquiring the audio data during both the training and the testing phase. The sampling rate was set at
44100 but the audio data was downsampled at 22050 Hz
for further processing.
The training data was automatically extracted from the
corresponding audio files by using the onset detection algorithm; long audio files were segmented into multiple
smaller files containing a single impact sound each. For
each object and impact region, 35 to 50 instances were
recorded. For the bucket and the box, strikes from both
fingers and hands were recorded (when applicable) at each
impact region. Also, for all objects and regions, we have
tried to produce different intensity levels in order to cover
a wide dynamic range.
In order to give an impression about the duration of the
acoustic events involved in the classification task, we have
plotted one representative waveform from each object in
Figure 4. In general, we have observed that the acoustic
energy drops below 40 dB within 0.2 s after the onset for
all three objects.
4.3 Rhythmic patterns used for testing
In an attempt to decide upon the rhythmic patterns that
would be used for testing the different objects, we focused
on two important aspects; that all impact regions on each
object should be excited a more or less equal number of
times and that the testing sequences should include parts
of non-trivial rhythmic complexity. Inspired by classical
exercises for drummers, apart from a simple rhythmic pattern, the bucket and the box were excited with a series of

Figure 3. An empty bottle of beer. Impact regions 1,
2, 3 are shown in (a) together with the metallic rod that
was used for hitting the object. The placement of the microphone and the general setting for playing the object is
shown in (b).

0.3
0.2

Amplitude

axis. Two pieces of carton are used on either sides of
the bottle in order to prevent unwanted displacements as
shown in subfigure (b). In all cases, the objects are lying
on a blanket which lies on the table. This was useful not
only for stabilizing the objects but also for preventing the
vibrations to be transmitted to the table.
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Figure 4. From left to right, one instance of a strike on the
box, the bucket and the bottle.

“drum-rolls” and “double-strikes”. Especially in the case
of the “double-strikes”, the distance between successive
onsets was close to 30 ms and there was an evident overlap between adjacent events. For the bottle, apart from a
simple rhythmic pattern we played “double-stroke-rolls”,
a classic technique which exploits the natural rebound of
the drum-stick (in our case a metallic rod) in order to perform a second strike which rapidly follows the first one.
Successive onsets as close as 70 ms apart were produced
this way.
During the recording of the test audio files for each object, the positions of the object and the microphone were
kept the same as during the recording of the training files
so that the acoustic conditions are the same. About 500
events were recorded for each object and the events were
manually labelled.
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4.4 Onset detection performance
It was observed that the detection performance was stable
for a wide range of different detection parameters for all
three objects. However, some of the parameters appeared
to have a significant impact on the classification performance. It was observed for example that increment of the
hop-size h led to a significant deterioration in the classification accuracy, especially for cases corresponding to
small lengths of the analysis frame tf r . This is not surprising, considering that increment of the hop-size quickly
makes it comparable to the duration of the analysis frame
tf r . The uncertainty associated to the location of the onset
causes the input feature vectors to be “misaligned” with respect to the training feature vectors. As a result, we may
fail to observe a good fit and the event may be mistakenly
assigned to the wrong class. Similar cases of misalignment may be observed when the threshold value Atr or
the length of the window that is used for onset detection
is different during the training phase and the testing or the
application phase. As a general rule, we propose small
hop-sizes and that the detection parameters in the testing
phase are exactly the same as the ones used in the training
phase.
The final values of the parameters associated to onset
detection, which were the same for all three objects, are
the following; a Hanning window of 3 ms duration was
used with a hop-size of 16 samples (0.73 ms at 22050 Hz).
The spectral energy measures A and B defined in subsection 3.1 were calculated over the frequency range of 800
to 6000 Hz. Thresholds Atr and Btr were set at 13 and
.033 while tant was set at 21 ms. The parameters for onset
detection were exactly the same during both the training
phase and the testing phase.
Overall, the onset detection algorithm was very accurate.
Out of 1470 true percussive events, there was 1 missed onset and 9 false positives. In the current phase, we haven’t
taken any measures for treating false positives. They were
simply disregarded during the calculation of the classification scores presented in the following section.
4.5 Classification performance
The frequency limits for the construction of the spectral
feature vectors, fmin and fmax defined in section 3.2, were
free parameters in the classification process. We do not
have any sophisticated method to report for tuning these
values, although they proved to be quite crucial for the
overall performance. After a few trials, we decided to set
these values to 0 and 1200 Hz for the box and the bucket
and to 1000 and 5000 Hz for the bottle. Although the bottle
had strong modal components above this frequency limit,
we realized that there is no significant benefit by accounting for higher frequencies. To be noticed that, having kept
a database with the original training instances, the spectral
feature vectors corresponding to different STFT lengths
and different frequency limits of fmin and fmax could be
extracted immediately and classification scores were derived instantaneously for each combination of parameters.
Classification results are shown for lengths of the analysis frame of 3, 5, 7.5 and 21 ms in Table 1, assuming that a

single object with a known identity is stroked at each time.
The values outside and inside the parenthesis correspond to
the case of complex and real feature vectors respectively.
It can be seen that even with a 5 ms analysis frame, the
classification performance is above 90% for all three objects. Observe that accounting for the phase of the STFT
in the feature vectors brings a significant advantage in the
case of the box and the bucket, especially at small values of
tf r . On the contrary, classification scores are a little better
without phase information for the bottle.
tf r
3 ms
5 ms
7.5 ms
21 ms

Box
0-1.2 kHz
90% (79%)
99% (89%)
98% (96%)
98% (94%)

Bucket
0-1.2 kHz
80% (65%)
91% (86%)
93% (88%)
95% (94%)

Bottle
1-5 kHz
93% (93%)
93% (95%)
95% (97%)
95% (99%)

Table 1. Classification scores for each object in the singleobject scenario. Values outside and inside parenthesis correspond to complex and real feature vectors respectively
It should be noticed that the small size of the feature vectors in combination with the low complexity of the nearest
neighbour search makes the process ideal for a real-time
application. Implemented in Matlab on a 3.4 GHz processor, the average computation time required for classifying a single event varied between 0.14 to 0.2 ms for the
case of a 3 and a 21 ms length of the analysis frame respectively. This indicates that tf r is by far the most dominant
factor determining the latency of the system, although an
additional delay should be expected in accordance to the
actual size of the audio buffer that would be used in the
case of a real-time application.
We would also like to report results for the case of “multiple” objects, when the identity of the object that produced
the event is not known and must be inferred from all 11
possible classes. In order to have a common basis for
comparing among the three different objects, the feature
vectors were here constructed as follows; we considered
a wide frequency range from 0 to 5000 Hz for all three
objects. The part of the feature vectors corresponding to
frequencies from 0 to 1200 Hz was complex (magnitude
and phase) while the remaining part was real (magnitude
only). The test audio files and the onset detection parameters used were exactly the same as the ones used for the
single object scenario. Classification scores are shown in
Table 2.
tf r
3 ms
5 ms
7.5 ms
21 ms

Box
0-5 kHz
95%
91%
94%
97%

Bucket
0-5 kHz
84%
91%
93%
95%

Bottle
0-5 kHz
86%
96%
96%
97%

Table 2. Classification scores for each object in the multiobject scenario.

- 1182 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

In general, one would expect a deterioration in the classification scores but we see that for some cases the results
are improved. Observe for example that the classification
scores for 3 ms are better in the case of the box and the
bucket in comparison to Table 1. This is a consequence of
adding more high-frequency information into the feature
vectors. It should be mentioned that none of the events
originating from the bottle were miss-classified as belonging to the box or the bucket and vice-versa. This proves
that the deterioration observed for the bottle at 3 ms (-7%)
is the result of adding low frequency information into the
feature vectors. Nevertheless, this gives a 1% advantage at
the longer analysis frame-lengths.
In several cases, events originating from the box were
mistakenly assigned to the bucket, although the opposite
case was not so common. At 5 ms for example, 56 out
of the 632 events recorded from the box were assigned to
the bucket and this confusion was the main reason for the
score dropping at 91% from 99%. At higher frame-lengths
this confusion became much more rare.
As expected, the average computation time required for
classifying a single event was increased in the multi-object
scenario. In the current approach the nearest neighbour is
searched within all instances of all 11 classes. Even in this
exhaustive approach, we may report computation times of
0.25 and 0.35 ms for the case of a 3 and a 21 ms analysis
frame-length respectively.
5. PERSPECTIVE
The ability to infer the identity of the region of impact on
a simple object may be exploited in order to turn the object into an accurate control interface with application in a
variety of HCI systems. In this paper, detection and classification are still implemented offline, but the presented
approach may be easily extended towards a stand-alone
real-time application. It is one of our highest priorities to
implement this step and to build a platform for using the
detection and classification decisions as the input stream
for controlling a real-time percussive synthesizer, turning
thus the whole system into a low-cost real-time percussion
controller.
In many aspects, the method used in this work is rather
naive and we feel that, with moderate effort, both the speed
and the accuracy of the system can be improved. We are
currently investigating the use of different types of features
and distance measures as well as techniques for reducing
the number of class instances in each dictionary. We also
foresee an interesting perspective in unifying the onset detection and classification process, exploiting thus the available acoustic models for discriminating between false and
true onsets. An additional topic of concern is the possibility to acquire knowledge on-the-fly, i.e. to allow the online
adaptation of the dictionaries, by selectively adding new
impact patterns as they occur during the application phase,
or by updating the already existing ones.
An additional research priority is to examine how well
the process behaves under less ideal conditions and equipment than those in the presented experiments. How much
does the process degrade when using lower quality sensors

and recording formats, such as those found in most mobile
devices? Also, how robust is the application to changes in
the position of the object or the microphone and how is this
related to the type of the feature vectors, the classification
method and the adaptation method which is used?
While the pure artistic value of the natural sounds of the
three objects used in this experiment is relatively poor in
comparison to real percussive instruments, they prove to be
advantageous as control interfaces, mainly due to the rapid
decay that characterizes them. On the other hand, there
is in our opinion still little effort focused in the topic of
instantaneous classification of real percussive instruments.
As already said, it is our intuition that acoustic structures
originating from real percussive instruments will be a more
challenging case for instantaneous classification tasks, because of the longer acoustic tails involved as well as because of the existence of simultaneous events (i.e hi-hats
and bass-drum hits occurring at the same time). However,
there is a large amount of tools which may assist in this
case; source separation may be used in order to separate
an attack segment from the tail of the previous hit and sensor arrays providing spatial information may assist further
in both discriminating and separating the acoustic signals
according to their locations or directions of arrival. A natural consequence of the last ideas is to treat the classification
task in terms of a Multiple-Input Multiple-Output (MIMO)
problem, where information from multiple acoustic sensors is exploited in order to discriminate between multiple classes. This scenario is also particularly appealing to
the classical multichannel setup which is used in pop and
rock music for sound reinforcement and recording applications, where many microphones are distributed around the
drumset. In this direction, the application may be seen as a
non-invasive sensing solution for replacing classical drum
triggers, whose installation is elaborate and which some
times affect the acoustic behavior of the instrument.
Instantaneous detection and classification of percussive
events is to our opinion a prerequisite towards a more fascinating and interdisciplinary research topic which considers
the extension of the capabilities of classical percussive instruments and their transformation into hyper-instruments.
Hyper-instruments is a concept developed by Tod Machover
[16] in which real physical objects are fitted with electronic
sensors as gestural acquisition devices. The gestures are
transformed into control messages to a computer for producing a sound to accompany the real physical instrument
or for performing some other predefined action. Examples
of these ideas in the family of percussive instruments may
be found in the works of Mann et al. [17] and Trail et
al. [18]. They both illustrate a high-level gesture control
interface, but their implementation relies on the use of special sensor devices (position sensors, cameras, radars etc.)
which are usually not in the possession of common musicians. In this regard, the use of solely acoustic sensors
as the gesture acquisition device carries the potential for
reducing the cost of implementation and for achieving the
vision of a generic solution, which would enable the users
to train the system to respond to their already disposable
instruments and audio equipment.
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6. CONCLUSIONS
Inferring percussive gestures from acoustic data in realtime may be seen as the core process for designing many
fascinating applications related to musical control interfaces and HCI systems in general. In this paper, we have
used a simple instance-based classification technique in order to train the system to recognize the differences in the
resonant behavior of one or more objects as these objects
are struck by the user at different locations. Simple spectral
features of the monophonic acoustic signal provide sufficient discriminatory information for achieving classification rates above 90%, with a system response of 5 ms or
even less.
The primary author occasionally uses the three objects
presented in this paper for programming drum tracks which
reproduce the rhythmic section in his personal music compositions. The onset detection and classification results
are transformed into a MIDI file which is then imported
into a Digital Audio Workstation for controlling a samplebased percussive synthesizer. He finds it much more natural to interact with these objects than with a piano-like
MIDI controller that he has in his possession. The box
and the bucket are very convenient for programming classical membranophones such as bass-drums, snare-drums
and toms, while the bottle is very suitable for programming
hi-hats, rides and cymbals in general.
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[10] U. Şimşekli, A. Jylhä, C. Erkut, and T. Cemgil, “Realtime recognition of percussive sounds by a modelbased method,” EURASIP Journal on Advances in Signal Processing, vol. 2011, pp. 1–14, 2011.
[11] E. Battenberg, “Techniques for machine understanding
of live drum performances,” Ph.D. dissertation, EECS
Department, University of California, Berkeley, Dec
2012. [Online]. Available: http://www.eecs.berkeley.
edu/Pubs/TechRpts/2012/EECS-2012-250.html
[12] B. Zamborlin, F. Bevilacqua, M. Gillies, and
M. D’Inverno, “Fluid gesture intgeraction design: Applications of continuous recognition for the design of
modern gestural interfaces,” ACM Transactions on Interactive Intelligent Systems, vol. 3(5), 2014, article 22.
[13] A. Jylha and C. Erkut, “A hand clap interface for sonic
interaction with the computer,” in Proc. Human Factors in Computing Systems, Boston, 2009, pp. 3175–
3180.
[14] S. Vesa and T. Lokki, “An eyes-free user interface controlled by finger snaps,” in Proc. 8th Int. Conf. Digital
Audio Effects, Madrid, 2005, pp. 262–265.
[15] H. Tan, Y. Zhu, L. Chainsorn, and S. Rahardja, “Audio onset detection using energy-based and pitch-based
processing,” in Proc. 2010 IEEE Int. Symposium on
Circuits and Systems, Paris, 2010, pp. 3689–3692.
[16] T. Machover, CyberArts: Exploring Art and Technology. Miller Freeman, 1991.
[17] S. Mann and R. Janzen, “The xyolin, a 10-octave
continuous-pitch xylophone and other existemological
instruments,” in Proc. Int. Comp. Music Conf., 2012.
[18] S. Trail, M. Dean, T. Tavares, G. Odowichuk, and
P. Driessen, “Non-invasive sensing and gesture control for pitched percussion hyper-instruments using the
kinect,” in New Interfaces for Musical Expression, Ann
Arbour, 2012.

[5] A. Zils, F. Pachet, O. Delerue, and F. Gouyon, “Automatic transcription of drum tracks from polyphonic
music signals,” in Proc. 2nd Int. Conf. on WEB delivering of Music (WEDELMUSIC’02), 2002, pp. 179–183.

- 1184 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

Merged-Output Hidden Markov Model for Score Following of MIDI
Performance with Ornaments, Desynchronized Voices, Repeats and Skips
Eita Nakamura
National Institute of Informatics
2-1-2 Hitotsubashi, Chiyoda-ku, Tokyo, Japan
eita.nakamura@gmail.com

Yasuyuki Saito
Kisarazu National College of Technology
2-11-1 Kiyomidai Higashi, Kisarazu, Chiba, Japan
saito@j.kisarazu.ac.jp

Nobutaka Ono
National Institute of Informatics
2-1-2 Hitotsubashi, Chiyoda-ku, Tokyo, Japan
onono@nii.ac.jp

Shigeki Sagayama∗
Meiji University
4-21-1 Nakano, Nakano-ku, Tokyo, Japan
sagayama@meiji.ac.jp

ABSTRACT
A score-following algorithm for polyphonic MIDI performances is presented that can handle performance mistakes,
ornaments, desynchronized voices, arbitrary repeats and
skips. The algorithm is derived from a stochastic performance model based on hidden Markov model (HMM), and
we review the recent development of model construction.
In this paper, the model is further extended to capture the
multi-voice structure, which is necessary to handle note reorderings by desynchronized voices and widely stretched
ornaments in polyphony. For this, we propose mergedoutput HMM, which describes performed notes as merged
outputs from multiple HMMs, each corresponding to a voice
part. It is confirmed that the model yields a score-following
algorithm which is effective under frequent note reorderings across voices and complicated ornaments.
1. INTRODUCTION
Automated matching of notes in music performances to
notes in corresponding scores in real time is called score
following, and it is a basic machine-listening tool for realtime applications such as automatic accompaniment and
automatic turning of score pages. Since the first studies
[1, 2], many studies have been carried out on score following (see [3] for a review of studies in this field, and for
more recent studies, see, e.g., [4, 5, 6, 7], just to mention
a few). Score-following algorithms generally accept either
acoustic signals or symbolic MIDI signals of performances
as input. Algorithms for acoustic signals are applicable to
a wider range of instruments and situations, and they have
been improved over the years [8, 5, 6, 9]. On the other
hand, using MIDI inputs has advantages in quick correspondences to onsets and in clean signals [10, 11, 4, 7],
and it has potentially vast demand for score following of
∗ On leave from National Institute of Informatics.
c
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polyphonic piano performances. We focus on polyphonic
MIDI signals for inputs in this paper.
A central problem in score following is to properly and
efficiently capture indeterminacies and uncertainties of music performance, which are included in tempos, noise in
onset times, dynamics, articulations, ornaments, and also
in the way of making performance mistakes, repeats, and
skips, especially in performances during practice [7]. Stochastic models are often used to derive algorithms that handle
these indeterminacies and uncertainties [3]. Performance
mistakes and tempo variations have been treated since the
earliest studies [1, 10]. Repeats and skips to restricted
score positions were discussed in [4, 12] for monophonic
performance, and generalization to arbitrary repeats and
skips for polyphonic performance was discussed in [13, 14,
7]. Recently, quantitative analysis and stochastic modeling
of performances with ornaments were carried out [15], and
an accurate score-following algorithm has been obtained.
One of the purposes of this paper is to report the current
status of these studies.
In [15], it was found that reorderings of performed notes
across voices in complex polyphonic passages such as polyrhythmic passages and passages with many ornaments remains as a major cause of matching errors. The reordering is caused by asynchrony between voices and widely
stretched ornaments, manifesting the complicated temporal structure of polyphonic performance [16]. The same
problem has been addressed in studies on offline scoreperformamce matching [17, 18, 19]. It has been observed
that the temporal structure is much simpler inside each
voice part 1 [17, 18], suggesting that use of voice information is essential for precise score following. Because voice
information of performed notes is implicit in piano performance, an algorithm should hold a function to estimate the
voice part of each note during score following, and it must
be computationally efficient for real-time processing.
In this paper, we propose a score-following algorithm using both voice information and temporal information which
can further handle note reorderings due to polyphonic structure. It is derived from a hidden Markov model (HMM) of
1 In this paper, a voice part signifies a totality of single or multiple
voices.
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Chordal note,
note/chord insertion

performance which extends the model in [15] to capturing
multi-voice structure. The performed notes are described
as merged outputs from multiple HMMs, each corresponding to a voice part. The basic model, which is named
merged-output HMM, is also potentially useful for other
tasks in music information processing, and we discuss the
model and its inference algorithms in detail. A part of this
work was reported in [20]. Details and extended discussions of the model and algorithm will be reported elsewhere.

Repeats

Straight
progression

Large skip
Note deletion

Figure 1. Transitions of the HMM for a simple passage
and their interpretations [15].

2. TEMPORAL HMM OF PERFORMANCE AND
ARBITRARY REPEATS AND SKIPS
In this section, we briefly review our works [7, 15] to prepare for the following sections. For details, see the original
papers.

vious states as P (pm , δtm |im−1 , im ) = bim−1 im (pm , δtm ),
the probability of the performance sequence (pm , im , tm )M
m=1
is given as
M
∏
(
)
P (pm , im , tm )M
=
aim−1 im bim−1 im (pm , δtm ),
m=1

2.1 Temporal HMM
A score-following algorithm should hold a set of complex
rules to capture various sources of indeterminacies and uncertainties of music performance mentioned in Section 1.
Use of stochastic models has been shown to be effective
to derive such an algorithm [3]. One constructs a stochastic model that yields the probability of a sequence of intended score positions and of generated performed notes
based on a score, and the score-following problem can be
restated as finding the most probable sequence of intended
score positions given a performance signal. HMM is particularly suited for this because it effectively describes the
sequential, erroneous, and noisy observations of music performance, and there are computationally efficient inference
algorithms [21, 8].
The use of temporal information is important for score
following of performances including ornaments such as
trill, arpeggio, and grace notes, since the clustering of performed notes into musical events, e.g., chords or arpeggios, often becomes ambiguous without it. An HMM was
proposed to describe the temporal information explicitly.
There are two equivalent representations of the model, one
describes time as a dimension in the state space and the
other has output probability of inter-onset intervals (IOIs).
The latter representation is explained in the following.
First, let i label a unit of score notes that is represented
by a state, which will be called a musical event and specified in Section 2.3. The state space of the model is represented by an intended musical event im , where m =
1, · · · , M indexes the performed notes with the total number M . The pitch and onset time of the m-th performed
note are denoted by pm and tm . The music performance
can be modeled as a two-stage stochastic process of choosing the intended musical events first and then outputting
the observed performed notes. The first stage is described
as transitions between states, and the temporal information
can be described as output of IOI δtm = tm − tm−1 at
each transition. Assuming that the probability of choosing the state im is only dependent on the previous state
as P (im |im−1 ) = aim−1 im and the output probability of
pitch and IOI is only dependent on the current and the pre-

m=1

(1)
where the factors for m = 1 mean the initial probabilities
by abuse of notation.
The transition probability aij describes how players proceed in the score during performance (Figure 1), and the
output probability describes how they actually produce performed notes. These probabilities can be obtained from
performance data in principle. However, for efficiency of
learning parameters, the dependence on the state pair is assumed to be translationally invariant in the state space, and
the output probability is factorized into independent pitch
and IOI probabilities. Then, bij (p, δt) = bpitch
(p)bIOI
ij (δt),
j
where we further assumed that the pitch probability is only
dependent on the current state for simplicity.
2.2 Repeats and skips, and computational cost
As shown in Figure 1, large repeats and skips are described
by the transition probability aij with large |j − i|. Since
it is difficult to anticipate all score positions from and to
where players make repeats and skips, it is practical to consider arbitrary repeats and skips, which can be expressed
as aij ̸= 0 for all i and j. In this case, all score positions
and transitions must be taken into account at every time,
and the computational cost for the conventional inference
algorithm is large for long scores. For example, a Viterbi
update requires O(N 2 ) complexity, where N is the number of states, which is too large for real-time processing
when N ≳ 500.
There are solutions to reduce the computational cost by
using simplified models, one of which is the model with
uniform repeat/skip probability where aij is constant for
large |j − i|. It can be shown that the computational complexity can be reduced to O(DN ) when aij is constant for
j < i − D1 or j > i + D2 (D = D1 + D2 + 1). The
value of D is 3–10 in practice, and hence the complexity
is significantly reduced. We can generalize the model to
outer-product HMM, where aij is an outer-product of two
vectors for large |j − i| while keeping the computational
efficiency. The details of the models and analyses of ten-
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Figure 2. Example of homophonization and HMM state construction. The HMM states are illustrated with their state type
and main output pitches. The large (resp. small) smoothed squares indicate top-level (resp. bottom-level) states.
dencies in repeats and skips of actual performance data are
given in [7].
2.3 Score representation and state construction
An HMM state must be related to a certain unit of score
notes. It can be related to a chord in a simple passage, as in
Figure 1. To capture the temporal structure of polyphonic
performance with ornaments properly, however, we need
more labor. To explain the state construction, we begin
with a score representation for a fairly general polyphonic
passage. A polyphonic passage H, or a score, is defined
as a composition of homophonic
passages H1 , · · · , HV
⊕V
H
,
and written as H =
v=1 v where each Hv (v =
1, · · · , V ), which is called a voice, is of the form
H = α1 β1 y1 · · · αn βn yn .

(2)

Here yi is either a chord, a rest, a tremolo, or a glissando,
and αi and βi denotes after notes and short appoggiaturas, which can be empty if there is none. (A short appoggiatura is a note with an indeterminate short duration
notated with a grace note, and an after note is a short appoggiatura which is almost definitely played in precedence
to the associated metrical score time.) In the convention,
αi , βi , and yi have the same score time, and after notes in
αi is associated with the previous event yi−1 .
Given a polyphonic passage, we combine the constituent
homophonic passages into a linear sequence of composite
factors each containing all onset events at a score time. It
is written as
H̃ = α̃1 β̃1 ỹ1 · · · α̃N β̃N ỹN .

The model is described with a two-level hierarchical HMM,
and a state in the top HMM corresponds to a factor α̃i β̃i ỹi
in H̃. If the factor contains trill, tremolo, or short appoggiaturas, the bottom HMM is constructed with possibly multiple substates as long as the temporal order of the
substates is determinate in straight performances without
mistakes. Three types for the substates, “CH”, “SA”, and
“TR”, each representing a generalized chord, short appoggiatura, and trill events, are considered, and the transition
probabilities of the bottom HMM are determined through
an argument on expected realizations. The transition probability in the top HMM is similar to that in the simple
model in Figure 1, whose values were obtained in [7]. Explicit forms of output probabilities are explained in [15].

(3)

This procedure is a generalization of Conklin’s “homophonization” [22], and we call H̃ the homophonization of
H (Figure 2).

3. MERGED-OUTPUT HMM
3.1 The idea of merging outputs of multiple models
A potential problem of the model in Section 2 is that it does
not properly capture reorderings of performed notes due to
voice asynchrony or widely stretched ornaments. Voice
asynchrony influences the ordering of performed notes at
different score times in different voices, especially in fast
or polyrhythmic passages (Figure 3(a)). A widely stretched
ornament, typically a long chain of short appoggiaturas, in
polyphonic passages can overlap with notes in other voices
with different score times (Figure 3(b)).
Since the note reorderings can be described by neighboring transitions similarly as insertion and deletion errors,
one may wonder if they are already treated properly by the
previous model. However, this is not true as long as the
translationally-invariant transition probability is assumed
because such erroneous transitions are rare in most passages, and probability values obtained from many performances do not reflect such reorderings well, or the whole
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3.2 Description of the model
The idea of the following model is to first consider an
HMM for each voice, or more precisely, each voice part
consisting of several voices, and combine all the HMMs
into one model by merging the outputs of the HMMs. The
crucial point is that each output observation is emitted from
one of the HMMs, and the other HMMs do not make a
transition at the time. The whole model is naively a product model of HMMs, but it is shown to have efficient inference algorithms according to this condition. As we will
discuss, some interactions between the HMMs can also be
introduced while keeping the computational efficiency.
In the following, we describe the merged-output model
of general HMMs. For simplicity, we mainly consider the
(1)
(2)
simplest case of two voice parts. Let aii′ and ajj ′ be tran-

(a) Polyrhythmic passage

(b) Passage with a widely stretched ornament

(1)

(c) Sustained trill and repeated chords/arpeggios

Figure 3. Examples of passages which can induce errors
in score following by a simple (one-part) temporal HMM.

result may be crushed if we adjust the values for particular passages. Changing the probability values for a particular set of states can help, but there remains a problem
of automatically identify the corresponding score positions
and giving suitable values, which requires knowledge of
the structure of the note reorderings. In particular, it is
difficult to recognize the structure of the reorderings from
the state constructed via homophonization, since the voice
structure is contracted and mostly lost in the process of homophonization. If we could preserve the voice structure in
the model, it may become much easier.
Another problem arises, for example, when a trill in the
right-hand voice part is superposed with a passage with
a repeated chord in the left-hand voice part (Figure 3(c)).
The matching of the left-hand chords becomes more ambiguous since the long inter-chord IOI in the left-hand voice
part is interrupted by small IOIs of trill notes and cannot be observed directly. Of course, we could consider
a higher-order Markov model to keep temporal information from far past, but it is not viable in terms of computational efficiency for real-time processing. Again, if we
could preserve the voice structure and process notes in different voices separately, the problem seems much reduced.
Given the above problems as well as an observation that
the sequential regularity is more well-kept inside each voice
part [17, 18], which can be well described with an HMM,
one can expect a solution with a model in which polyphonic performance is described with multiple HMMs and
outputs of the HMMs are merged into the sequence of performed notes.

sition probabilities of the two models, and let bii′ (o) and
(2)
bjj ′ (o) be output probabilities with an output symbol o.
We consider the general case that output probabilities depend on both the current and previous states, and that the
state spaces of the models can be different.
The state of the totality of the models is represented as a
pair (i, j). Introducing a variable η = 1, 2, which indicates
which of the model makes a transition at each time, the
state space of the merged-output model is indexed by k =
(η, i, j). When there is no interaction between the HMMs,
they are coupled only by a stochastic process of choosing
which of the HMMs transits at each time, which is assumed
to be a Bernoulli (coin-toss) process. Let the probability of
the Bernoulli process be α1 and α2 (α1 +α2 = 1), and then
the transition of the merged-output model is described by
a probability
{
(1)
α1 aii′ δjj ′ , η ′ = 1;
(4)
akk′ = P (k ′ |k) =
(2)
α2 ajj ′ δii′ , η ′ = 2.
The output of the transition obeys the output probability of
the chosen HMM, and it is written as
{
(1)
bii′ (o)δjj ′ , η ′ = 1;
′
(5)
bkk′ (o) = P (o|k, k ) =
(2)
bjj ′ (o)δii′ , η ′ = 2.
Eqs. (4) and (5) show that the merged-output model is itself
an HMM, which we call merged-output HMM. Each component HMM is called a part HMM. We emphasize that
the current state of the non-transiting part HMM is kept
in the state label k ′ , and hence the voice-part structure is
preserved in the merged-output HMM.
We can also introduce some interactions between the part
HMMs as
{
(1)
(1)
α1 (k)aii′ δjj ′ ϕkk′ , η ′ = 1;
akk′ =
(6)
(2)
(2)
α2 (k)ajj ′ δii′ ϕkk′ , η ′ = 2,
{
(1)
(1)
bii′ (o)δjj ′ ψkk′ (o), η ′ = 1;
bkk′ (o) =
(7)
(2)
(2)
bjj ′ (o)δii′ ψkk′ (o), η ′ = 2.
Here α1 (k) + α2 (k) = 1, and akk′ and bkk′ (o) satisfy
proper normalization conditions. Applicational examples
(η ′ )
(η ′ )
of the interaction factors αη′ (k), ϕkk′ , and ψkk′ (o) will
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Figure 4. Schematic illustration of merged-output HMM.
be discussed in Section 3.4. The merged-output HMM
can also be generalized for more than two voice parts, and
we can also consider higher-order Markov models for both
η and iη . A schematic illustration of the merged-output
HMM is given in Figure 4.
A similar HMM has been proposed in [23]. The most
significant difference is that only one of the component
HMMs transits and outputs at each time in the present
model, which requires an additional process of choosing
the component HMM at each time. Consequently, the way
one can introduce interaction factors is also different. As
we discussed above, the property is particularly important
for the present model to be effectively applied for polyphonic performance.
3.3 Inference algorithms and computational
complexity
The Viterbi, forward, and backward algorithms are typically used for inference of HMMs [24]. We discuss the
Viterbi algorithm as an example in the following, and similar arguments are valid for the other algorithms. For an
HMM with N states in which all states are connected with
transitions, a Viterbi update requires O(N 2 ) computations
of probability. First, suppose a two-part merged-output
HMM, and let I and J be the number of states of the
part HMMs. Then the number of states of the mergedoutput HMM is 2IJ, and the computational complexity is
naively O(4I 2 J 2 ). However, since the transition and output probabilities of the merged-output HMM has a special
form in Eq. (6), it is reduced to O(2IJ(I + J)). In general, the computational complexity for an Np -part mergedoutput HMM is O(Np I1 · · · INp (I1 +· · ·+INp )) instead of
2
O(Np2 I12 · · · IN
), where Iη (η = 1, · · · , Np ) is the nump
ber of states for each part HMM.
3.4 Merged-output HMM for score following
A performance model which preserves the voice-part structure can be obtained by applying the merged-output HMM
to the model described in Section 2. There are options in
what unit of voices to model as a part HMM in general. A
model with more than two voice parts may be used, but the
computational cost rapidly increases with the number of
voice parts. For piano performance, the voice asynchrony
is most evident between both hands, and we consider a
merged-output HMM of two voice parts, which basically
correspond to the left-hand and right-hand parts, in the rest
of this paper.

Each part HMM is constructed in the same way as in Section 2, except that a score containing voices in each hand is
now used. However, the IOI output needs to be considered
carefully because it implicitly uses the time information of
the previous state, and the information is not kept in the
state of the merged-output HMM. In another view, the IOI
output is equivalent to consider an additional dimension of
time in the state space for each part HMM [15], and in the
case of two voice parts, the two dimensions of time cannot
be converted to a simple IOI output. In practice, efficient
algorithms such as the Viterbi algorithm cannot simply be
applied to find the optimal state, and some kind of suboptimization method must be used. We will come back to
this point in Section 4.
In the case of the performance model, the interaction factors of the merged-output HMM in Eq. (6) can be interpreted as follows. For example, when the performance
by the left hand happens to be behind the right hand, it
is more likely that the left hand will play the delayed note
sooner. This indicates that the current state of the mergedoutput HMM may influence the probability of choosing the
transiting part HMM, which can be incorporated in αη′ (k).
In real piano performances, the score positions where the
both hands are playing can rarely be far apart, and this can
(η ′ )
be described by appropriate values of ϕkk′ . Similarly, the
(η ′ )

factor ψkk′ (o) can represent the dependence of the output probability on the relative score position between both
hands. Although the interaction factors can be important
to improve the score-following result, we do not make full
use of them in this paper, for simplicity.
4. SCORE-FOLLOWING ALGORITHM
Given the stochastic generative model of performance described in the previous sections, the score following can be
done by finding the most probable hidden state sequence
(im )m given observations of performed notes (pm , tm )m .
To improve computational efficiency for real-time working, we need several refinements of the inference algorithm. First, we need a sub-optimization method for treating the IOI output as mentioned in Section 3.4. For this,
the most probable arrival time at each state is memorized
and used for calculating the IOI output probability. This
makes the inference algorithm as efficient as the Viterbi
algorithm.
The second point in computational efficiency is the treatment of arbitrary repeats and skips. Although the method
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Table 1. Error rates (%) of the score-following algorithms
with the temporal HMM and HMM without modeling ornaments. Pieces indicate those described in the text.
Piece

Onsets

Couperin
Beethoven No.1
Beethoven No.2
Chopin

1763
17587
5861
16241

Temporal
HMM
4.71
3.28
2.73
10.4

HMM w/o
ornaments
16.5
7.83
5.49
16.2

explained in Section 2.2 can be applied to the present model,
it is not sufficient since the state space is quite large. To
(η ′ )
solve the problem, we set ϕkk′ = 0 for k ′ = (η ′ , i′ , j ′ )
with far apart i′ and j ′ . This in effect reduces the concerned state space significantly. Since transition paths required for large repeats and skips are also eliminated, we
reconnect separate states with a small uniform probability.
Note that the resulting model is no longer a merged-output
HMM, strictly, but they are almost identical in terms of
local transitions, for which the precise description of the
voice-part structure is most important.
Finally, even after the above refinements of the algorithm,
the complexity is large compared to the one-part HMM,
and it can be problematic for a very long score. Generally, there is no reason to use the merged-output HMM
for a passage where voice asynchrony and ornaments bring
no troubling reorderings of performed notes, which is the
most typical case. In practice, we can model such a passage within one of the part HMM, say, the first one, and use
the second part HMM, or possibly the third, fourth, etc.,
only for those passages where the voice-part-structured modeling is necessary.
5. EVALUATIONS
5.1 Accuracy of the score-following algorithm
For the purpose of confirming the effectiveness of the scorefollowing algorithms, the accuracy of the algorithms is evaluated with piano performances by several players. First,
four pieces with frequently used ornaments were selected
to test the algorithm with the temporal HMM [15]. The
pieces are the first harpsichord part of Couperin’s Allemande à deux clavecins (the first piece of the ninth ordre
in the second book of pièces de clavecin), the solo piano
part in the second movement of Beethoven’s first piano
concerto, the third movement of Beethoven’s second piano concerto, and the second movement of Chopin’s second piano concerto. Each piece was played by two or three
pianists during practice and recorded in MIDI format.
Table 1 shows the results of score following in terms of
error rates calculated by comparing the estimation result
with the hand-matched result. We see that the algorithm
based on the temporal HMM with ornaments yielded lower
error rates than the one based on the HMM without modeling ornaments. It is confirmed that the explicit modeling
of ornaments is indeed effective. Detailed analysis of the

Table 2. Error rates (%) of the score-following algorithms
by one-part temporal HMM and merging-output HMM.
The used test pieces are explained in the text.
Merged-output One-part
Piece Onsets
HMM
HMM
1
2532
12.8
22.1
1226
11.3
23.3
2

results is provided in [15].
Next, the score-following algorithm by the merged-output
HMM is evaluated. As test pieces, we used the allegro part
of Chopin’s Fantasie Impromptu (piece 1), which include
a fast passage with 3 against 4 polyrhythms, and an étude
(piece 2) with many sustained trills played in superposition
with chords and arpeggios, which was composed for the
test purpose (part of it is shown in Figure 3(c) and 5(b)).
The pieces were played by two pianists, and the performances were recorded in MIDI format during practice.
The results are shown in Table 2 and results for a scorefollowing algorithm by a one-part temporal HMM is also
shown for comparison. The error rates were calculated by
comparing the estimation result with the hand-matched result. There were many trill notes in piece 2, and the error rate was calculated with chords or arpeggios other than
trills since the score positions of trill notes are ambiguous
in nature. The results show that the error rates are reduced
by nearly 50% with the merged-output HMM, compared to
the case with the one-part HMM. As examples are shown
in Figure 5, there was a tendency that the merged-output
HMM estimated score positions more correctly when performed notes were reordered across hands in piece 1, and
when repeated chords or arpeggios were played together
with sustained trills. On the other hand, the time necessary
for following repeats, which we call the following time,
were faster with the one-part HMM. For example, the averaged following time in terms of notes for Fantasie Impromptu was 11.8 notes for the merged-output HMM and
7.0 notes for the one-part HMM, where repeats were defined as a backward skip of more than one quater note.
The reason is probably that the model uses richer information of simultaneous relations between both hands. The
relatively large error rates were due to frequent mistakes,
repeats, and skips in the prepared performances.
5.2 Computation time
We have confirmed that the score-following algorithm with
the merged-output HMM works in real-time for pieces with
roughly 1000 chords, which include the two test pieces,
in a PC with moderate computation power. However, it
seems hard for pieces with over a few thousands of chords,
which may be a drawback of the algorithm, given that the
algorithm with the one-part HMM can process pieces with
about 10000 chords in real-time [7]. In practice, we can often reduce computational cost by preparing the voice-part
structure of the score efficiently as we described in the last
paragraph of Section 4. The computational cost mainly
comes from treatment of arbitrary repeats and skips, and
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(a) A passage from Chopin’s Fantasie Impromptu.

(b) A passage with arpeggios and sustained trills.

Figure 5. Examples of score-following results. In each figure, the performed note onsets are written whose horizontal
positions are proportional to actual onset times. Notes that are incorrectly matched by the one-part HMM is indicated
in red color, and the matched results (resp. correct matchings) are indicated with red straight (resp. blue dashed) arrows.
Score-following results for these examples by the merged-output HMM were all correct.
one can also possibly reduce the cost by treating repeats
and skips with a simpler model, and use the merging-output
HMM for local and precise score-position estimation.
6. CONCLUSIONS
In this paper, we discussed the construction of a scorefollowing algorithm for polyphonic MIDI performance that
can handle reorderings of performed notes due to voice
asynchrony and widely stretched ornaments in polyphony,
particularly focusing on the background model of performance which properly and efficiently capture such deformations in performance. We first reviewed the temporal
HMM which is effective for performances with mistakes,
ornaments, arbitrary repeats, and skips, and discussed that
it is difficult to properly describe those deformations solely
with the model. Pointing out the importance of preserving the voice-part structure for capturing voice asynchrony

and ornaments in polyphony, we proposed a voice-partstructured model in which outputs from several part HMMs
are merged, each of which being a temporal HMM. Several
refinements of the score-following algorithm to improve
computational efficiency are also explained. We confirmed
the effectiveness of the algorithm by evaluating its accuracy.
The key point of the merged-output HMM is that loose
inter-dependency between voice parts can be introduced
while the sequential regularity inside a voice part is preserved. Since such fabric of inter-dependencies and sequential regularities is common in polyphonic music, the
model can potentially be applied to other kinds of music
information processing in the domain of both composition
and performance. Discovering and extending applications
of the model is an important direction in the future. An
analogous model for audio signals is also attractive.
It is certainly interesting to use the score-following tech-
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nique for automatic accompaniment and other applications.
The voice information would also be important in generating musically successful expressive accompaniments and
reflecting performer’s musicality into them. We are currently working on these issues.
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ABSTRACT
In this paper, we describe σGTTMⅡ, a method that
detects local grouping boundaries of the generative theory of tonal music (GTTM) based on clustering and statistical learning. It is difficult to implement GTTM on a
computer because rules of GTTM often conflict with
each other and cannot detect music structure as same
manner. Previous methods have successfully implemented GTTM on a computer by introducing adjustable parameters or acquiring the priority of the rules by statistical learning. However, the values of the parameters and
the priority of the rules are different depending on a piece
of music. Considering these problems, we focused on the
priority of the rules and we hypothesized that there are
some tendency of rules which have more strong influence
than other rules by the case of music. To ensure this hypothesis, we tried to classify each piece of music and
tried to find the tendency of rules. Through the experiment, we found some tendency of rules and then we acquired some detectors which can analyze each piece of
music more appropriately by reiterating clustering music
and statistical learning.

1. INTRODUCTION
Our purpose of this research is to develop a music analysis system, which we call σGTTMⅡ, that can semiautomatically detect music structure based on the generative theory of tonal music (GTTM) by reiterating clustering and statistical learning [1]. In this paper, we describe
how the local grouping boundaries of GTTM can be detected by choosing most appropriate detector.
GTTM is a music theory that enables comprehensive
analysis of the structure of a piece of music, such as the
grouping of melody (grouping structure) or the rhythm of
music (metrical structure). GTTM analysis can also be
used to obtain a time-span tree, which can express the
priority of notes, thus enabling us to operate music structure deeply.
There has been previous research on using time-span
Copyright: © 2014 Kouhei Kanamori et al. This is an open-access article
dis- tributed under the terms of the Creative Commons Attribution
License 3.0 Unported, which permits unrestricted use, distribution, and
reproduction in any medium, provided the original author and source are
credited.

Junichi Hoshino
University of Tsukuba

jhoshino@esys.tsukuba.ac.jp

tree to deeply analyze music structure [2], to realize musical expression [3—5] and to obtain abstracted melody [6].
However, due to GTTM’s ambiguous rules, these studies
[2—6] require a time-span tree that has already been made
by musicologists.
In order to acquire this time-span tree in the viewpoint
of computational music theory, there has been a study
that proposed extended GTTM, called exGTTM, in
which the ambiguity of GTTM rules is covered by parameterization. This exGTTM was implemented on a
computer as an Automatic Time-span Tree Analyzer
(ATTA) [7], which can acquire time-span tree by adjusting parameters. ATTA enables us to interpret music
structure more flexibly by adjusting parameters, but adjusting the parameters is difficult because there are so
many of them.
In another study, 100 pieces of music structure data
were analyzed by a musicologist on the basis of GTTM
and to identify the priority of the rules of GTTM by statistical learning. This system is called σGTTM, which
can detect local grouping boundaries automatically [8].
However, this system sometimes outputs unnatural local
grouping boundaries because there are a lot of tendencies
of being local grouping boundaries and this system could
reflect only one tendency among them.
To overcome these problems, the purpose of our research is to detect possible music structures automatically
and then determine the most appropriate structure from
among them by following method. First, we classify 100
pieces of music data into various clusters and then determine the priority of the rules per cluster by statistical
learning. Next, we again divided the data reiteratively
into various clusters based on the priority of rules and
constructed gradually the clusters and detectors of local
grouping boundaries that best suited each piece of music.
We think that the system should be able to choose potential music structures by user because we think that the
user’s preference of music structure should be reflected in
the system. Experimental results demonstrated that the
proposed system outperformed the previous system in
choosing the most appropriate detector.

2. GTTM MUSIC THEORY AND ITS AMBIGUOUS RULES
The Generative Theory of Tonal Music (GTTM) was
formed by F. Lerdahl and R. Jackendoff in 1983. GTTM
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was constructed more strictly than other music theories
and it can treat the structure of each piece of music comprehensively. However, when it comes to implementing it
on a computer, there is problem with the ambiguity of its
rules. In this section, we describe a method of analyzing
music structure by GTTM in section 2.1 and discuss the
problem with ambiguous rules in section 2.2.
2.1 Method of analyzing music structure in GTTM
In GTTM, there are four steps to analyze music structure:
Step 1: Analysis of grouping structure, in which music is
divided into some groups.
Step 2: Analysis of metrical structure, in which the
rhythm structure of music is detected.
Step 3: Analysis of time-span reduction, in which the
priority of each note in the music is detected and then
expressed in a tree structure.
Step 4: Analysis of prolongational reduction, in which the
tension and relaxation structure of the music is expressed
in a tree structure.
An example of analysis by GTTM is shown in Figure 1.
Time-span tree

Metrical structure
Grouping structure
Local grouping boundary

Figure 1. Example of analysis by GTTM.

Each step constructs well-formedness rules and preference rules. Well-formedness rules construct the initial
framework of a music structure and preference rules detect more preferable music structures in the framework.
Each music structure is hierarchical. The regular order of
a GTTM music structure is constructed by analyzing each
step. In this work, we treat the first step, grouping structure.
The well-formedness rules of the grouping structure are
called grouping well-formedness rules (GWFR) and the
preference rules are called grouping preference rules
(GPR). GPR can classify two types of structure: one for
treating the lowest (local) grouping structure (GPR1, 2, 3)
and the other for treating the higher grouping structure.
The interval between notes in which the local GPR is
applied has the possibility of grouping boundary. An ex-

ample of analyzing local grouping structure is shown in
Figure 2.
2.2 Problems with ambiguous rules in GTTM
When we analyze music structure by GTTM, we may
deal with a conflict between preference rules, since preference rules do not have any individual priority among
themselves. Originally preference rules are formed to
deal with human’s preference, but that conflict between
preference rules causes some difficulty when it comes to
implementing GTTM on a computer. At that situation, we
think that the analysis of the local grouping structure we
treat in this paper has mainly two problems.
The first problem is conflict between rules. In the example of analysis shown in Figure 2, GPR2a and GPR2b are
applied between notes 17 and 18 and GPR3a is applied
between notes 18 and 19. GPR2a is applied when there is
a rest or at the end of a slur, GPR2b is applied when there
is a relatively higher duration, and GPR3a is applied
when there is relatively higher difference of pitch between notes. In this case, we cannot detect that both 17—
18 and 18—19 are grouping boundaries because of GPR1,
which means that the grouping of one note must be
avoided. This means we have to choose either 17—18 or
18—19 as the boundary, but in GTTM there are no rules
for making this choice.
The second problem is that grouping boundary is not
always applied in the same manner as local GPR. In Figure 2, GPR3a is applied between 5—6 and 23—24 and
there are local grouping boundaries, but there is no local
boundary in spite of the presence of GPR3a in 11—12 and
18—19 and 29—30 and 32—33. This problem cannot be
resolved in GTTM.

3. CONSTRUCTION OF σGTTMⅡ
We hypothesize that each piece of music has some tendency about priority of GTTM rules, which mean local
grouping preference rules (local GPR) in this paper. If we
can find that priority from some analysis of GTTM, we
can analyze each piece of music more appropriately. Thus
we use statistical learning for extracting that priority.
Considering that the priority of local GPR cannot find
until applying statistical learning, we reiteratively classify
each piece of music into various clusters and construct
detectors of local grouping structure gradually by applying statistical learning per cluster.

Note number
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Local grouping structure

Figure 2. Example of analyzing local grouping structure.
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In this section, we give an overview of proposed system σGTTMⅡin section 3.1, describe the method of
detecting local grouping structure in section 3.2 and the
method of detecting priority of local GPR used in previous research σGTTM in section 3.3.
3.1 Overview of σGTTMⅡ
Figure 3 shows an overview of proposed system σ
GTTMⅡ. The main idea of this system is to reiterate
clustering and statistical learning in order to classify each
piece of music on the basis of priority of local GPR and
detect local grouping structure more appropriately and
easily. This system can classify each piece of music into
some clusters and output detector of local grouping structure per cluster. This means the system outputs some
candidates about local grouping structure reflected various priority of local GPR. Users can detect local grouping
boundary more easily by choosing most preferable detector from among some candidates.
Analyzed manually by
GTTM musicologist

Music XML
<

<

<

<

<

<

<

3a
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3a
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3a

2b
3a

Abstract data

Decision tree
(section 3.3.2)

Training data (
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(section 3.3.1)

0

1
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1
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…
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…

Reiterate
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System Output
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・・・
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In this work, we use method of obtaining abstracted data
(training data) and detecting priority of local GPR used in
previous research σGTTM. In this subsection, we give
an overview of the method of abstracting musicXML in
subsection 3.3.1 and decision tree in subsection 3.3.2 and
detecting priority of local GPR in subsection 3.3.3.
3.3.1 Training data
100 musicXML was chosen as training data data of each
piece of music, which is analyzed by GTTM musicologist
manually and checked by GTTM experts. The objective
value we want to know is the existence of local grouping
boundary (is shown as b) so the value can be represented
by 1 or 0 (boundary exists or not). Local GPR also should
be abstracted because whether there is a boundary or not
is decided by the local GPR. Considering that there is a
rule in local GPR of avoiding single note grouping, not
only the checking interval n (between note n and note
n+1), but also neighbor interval (interval n-1 and interval
n+1) should be checked. So the data was abstracted by
the form of
. The superscript n means the checking
interval n. The subscript GPR means the kind of local
GPR. Local GPR we treat are 6 kinds (2a, 2b, 3a, 3b, 3c,
3d) so the abstracted data of checking interval can be
. Considering the
,
,
,
,
shown as
,
neighbor interval, the total abstracted data can be shown
by 18 elements. These elements have a value 1 or 0 (rules
exist or not). By the 18 elements the existence of local
grouping boundary (b) is decided.

Decision tree is one of statistical learning method. It can
represent objective value and the priority of making decision as easy way to understand. It consists of mainly
leaves and branches and ramification and this tree is upside down. The principle to make decision is due to the
value of each ramification. Through this decision tree
learning, the more the kind of ramification has influence
to making decision, the more that ramification get near to
root position.

1

0

3.3 Method of detecting priority of local GPR used in
previous research σGTTM

3.3.2 Decision Tree

Detector B

1

0

grouping structure. The main reason of designing this
system as flexible detecting method of local grouping
structure is to reflect user’s preference about local grouping structure. Preference is different by each user, so this
system outputs the some detectors, which are designed to
reflect various tendencies about priority of local GPR.

Figure 3. Overview of σGTTMⅡ.

3.2 Method of detecting local grouping structure
The way to detect local grouping structure is to choose
the detector you most preferred. When this system is used
to musicXML data which is not trained, system outputs
some candidates of local grouping structure about that
data by some detectors which were already constructed.
Users can see there detectors, which mean you can see
the priority of local GPR of each candidates about local

3.3.3 Detecting priority of local GPR by decision tree
We chose C4.5, an algorithm developed by J. R. Quinlan
[9] to construct the decision tree. Figure 4 shows an example of the constructed decision tree. From training data,
we can obtain the conditional probability of local grouping boundaries for each combination of local GPR. When
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this conditional probability is 0.5 or more, we detect to
exist a local grouping boundary (b = 1), and when it is
less than 0.5, we do not detect to exist boundary (b = 0).
For the example in Figure 4, we detect a local grouping
boundary exists in the case of
.

the priority of local GPR of the entire training data in a
cluster.

System Input
(Training data)

1

0

Cluster A Cluster B

0

0

b=1

1

b=0

・・・

0

After

(A,B,C,…)

(A’,B’,C’,…)

Music No.
2,7,14,…

Music No.
12,14,34,…

1
b=1

Statistical learning

1

Detector B

b=1

0

1 0

1

…

…
…

…

1

・・・

The number of different
music is 1 or 0 in each
cluster?
(between A and A’, B and
B’, C and C’,…)

Evaluate each detector
by all training data

To classify each piece of music on the basis of priority of
local GPR, we reiterated clustering and statistical learning and generated detectors gradually. Figure 5 shows the
details of clustering method. In this section, we describe
the details of this method in section 4.1, method of evaluating each piece of music in section 4.2 and discuss about
number of clusters in section 4.3.

Music No.

1
・
・
・

・
・
・

Example

Yes

System Output

Detector A
Detector B

2

・
・
・

(

)

Detector and music
in each cluster

If F-measure of music no. 1
is max in Detector B, music
no. 1 is reclassified to
cluster B’.

4.1 Details of clustering method
First, we classify training data into some clusters. The
training data of each cluster is then trained by a decision
tree. After this training, a decision tree of GPR priority is
constructed. Detector means the constructed decision tree.
In figure 5 cluster and detector A, B, etc. means detector
A is constructed in cluster A and detector B is constructed in cluster B, etc. However, this part is problematic
because an irrelevant analyzed music structure might
exist in the same cluster due to the detectors of each cluster representing tendency of the entire music structure as
the same for each cluster.
To solve this problem, the system individually evaluates the performance of each detector as they are constructed and then reclassifies the training data into clusters which generated most performed detector. In figure 5
the clusters after reclassified are represented as A’, B’,
etc. And then system compares the training data of each
cluster between before (A, B, etc.) and after reclassification (A’, B’, etc.). The less the training data in the cluster
changes, the more the detectors that are constructed cover
the tendency of the priority of local GPR of all training
data in the cluster.
After this comparison between clusters, if the total difference of training data before and after reclassification is
more than two, the system returns to constructing detectors again and if the total difference is less than one, or if
reclassification has been performed 150 times, the system
outputs training data and detectors of each cluster. Finally,
we construct the most appropriate detector on the basis of

10

…

4. METHOD OF CLUSTERING MUSIC

0

No

1

0

1

…

Figure 4. Example of constructed decision tree.

0

…
…

Reclassify

Detector A

b=0

Before

b=1

b=0
0

Cluster C

1

0

1

Compare music in each
cluster between before
and after reclassification

Clustering

Figure 5. details of clustering method.

4.2 Method of evaluating each detector
When the system reclassifies training data, system evaluates each detector by F-measure, which consists of precision (P) and recall (R). Precision is the ratio of corresponding to correct local grouping boundary in the output
of the system. Recall is the ratio of corresponding to the
output of the system in the correct local grouping boundary. The F-measure is represented as
(1)
Each training data is reclassified by cluster which generates most high performed detector.
4.3 Number of clusters
When we classify each piece of music into some clusters
at first, we don’t know how many tendencies each piece
of music has. So, we changed the number of cluster at
first classification from 1 to 100. This means at first the
number of input cluster of this system is 1 and system
outputs 1 detector, and then number of input cluster is 2
and system outputs 2 detectors. Thus the system runs 100
times through the input and output. At each runtime the
system reiterating clustering and statistical learning many
times until it gets ready to output detectors.
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5. EXPERIMENTAL RESULTS
We implemented proposed system σGTTMⅡ and evaluated the performance of detectors constructed in clusters
by detecting the local grouping boundaries of 100 piece
of music. Figure 6 shows the results of this experiment.
The precision is the value when most appropriate detector
was chosen.

appropriate detector in the case of no trained data (Table
2).
F-measure

σGTTM

0.467

0.736

0.571

σGTTMⅡ

0.684

0.916

0.783

Table 2. Evaluation experiment (open).
Precision

0.9

Performance

Recall R

(Number of clusters is 10)

1

6. CONCLUSION

F-measure

0.8

Recall
0.7
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Number of clusters
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Figure 6. Performance of σGTTMⅡ.

As the initial clusters grew bigger, some clusters in
which the number of music became 0 appeared, so there
were some cases in which the number of clusters outputted by the system differed from the initial clusters. The
relationship between the number of initial clusters and the
output clusters is shown in Figure 7.
Number of output clusters

Precision P

30
25
20

15
10

In this paper, we described a method of semiautomatically detecting the local grouping boundaries of
GTTM by choosing the appropriate detector. In this
method, we avoid conflicting GPR rules by using a decision tree and detecting local GPR priorities. Moreover,
we divide training data that have similar priorities of local GPR into various clusters and construct the detectors
most appropriate for each cluster. Experimental results
demonstrated that the proposed system outperforms a
previous system when it comes to choosing the most appropriate detector.
We expected that each piece of music in same cluster
has same feature about part of musical piece, but we
couldn’t find them at that point. Our next step is to try to
find some same feature in each piece of music in same
cluster. Also we try to extend this system to higher
grouping structure, metrical structure, and time-span reduction.
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ATTA and σGTTM. The performance of σGTTMⅡ is
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research when it comes to choosing most appropriate
detector (Table 1). Precision and recall of ATTA cannot
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ABSTRACT
A robust onset detection method has to deal with wide dynamic ranges and diverse transient behaviors prevalent in
real-world music signals. This paper presents contributions to robust onset detection by proposing two novel onset detection methods. The first one, termed power-scaled
spectral flux (PSSF), applies power scaling to the spectral
flux to better balance the wide dynamic range in the spectrogram. The second method, called peak-valley groupdelay (PVGD), enhances the robustness to noise terms by
detecting peak-valley pairs from the summed group-delay
function to capture the attack-decay envelope. The proposed methods are evaluated on a piano dataset and a diverse dataset of 12 different Western and Turkish instruments. To tackle the problem from a fundamental signal
processing perspective, in this study we do not consider
advanced methods such as late fusion, multi-band processing, and neural networks. Experimental result shows that
the proposed methods yield competitive accuracy for the
two datasets, improving the F-score for the former dataset
from 0.956 to 0.963, and the F-score for the latter dataset
from 0.712 to 0.754, comparing to existing methods.
1. INTRODUCTION
An onset detection functions is generally designed to identify new events in an audio signal by probing the differences in the magnitude, phase angle, complex spectrum
or other feature representations. For example, spectral flux
(SF) computes the temporal differences of magnitude spectra, phase deviation (PD) computes the second-order temporal differences of phase angles, whereas complex domain
(CD) considers simultaneously the differences of both magnitude and phase [1]. Comprehensive overview of the commonly used onset detection and post-processing methods
can be found in [2, 3, 4, 5]. In general, SF-based approach
is the most popular one in the literature.
The negative of phase slope with respect to frequency,
also known as the group-delay function (GDF) [6, 7, 8],
stands for the distance between the center of the analysis
window and the position of the attack-decay wavepacket,
which represents an onset event. Therefore, an onset can be
Copyright: c 2014 Li Su et al. This is an open-access article distributed under
the terms of the Creative Commons Attribution 3.0 Unported License, which permits unrestricted use, distribution, and reproduction in any medium, provided the
original author and source are credited.

Figure 1. Spectrogram, SF and summed GDF of two piano
semitone sequences with different dynamics. Horizontal
axis indexes time.

detected by the zero-crossing of GDF or the peak of negative GDF derivative [9, 10, 11, 12]. GDF has been found a
competitive approach using phase information, especially
when multi-band processing is applied [9, 10]. However,
studies on GDF have been relatively fewer than SF, possibly due to that phase information is hard to be computationally modeled.
Comparing to GDF, SF is relatively more insensitive to
noise, windowing effects and sampling rates, but SF does
not perform well for signals with high variation of dynamic
range. On the other hand, the GDF is relatively insensitive to changes in signal power, but the performance of
phase can be affected by noises and other numerical problems. An example is shown in Fig. 1, which displays
the spectrogram, SF and GDF of two succeeding semitone
sequences, both from C4 to F4. The two sequences are
played in forte (f ; ‘loud’) and piano (p; ‘soft’), respectively. We see that SF is fairly sensitive to dynamics, making it difficult to determine a decision threshold for onset
detection. In contrast, GDF is relatively scale-invariant,
but it is subject to the noisy terms in the signal and thereby
over-emphasizes some unimportant parts. These issues are
more pronounced as the type of instruments, the number
of playing techniques and the variation in the recording
environment that are under consideration increase, which
is common in real-world music signals [2, 3, 4, 5].
In this paper, we propose two improved onset detection
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methods for SF and GDF to circumvent the scaling and
robustness issues. Specifically, we add a power-scale parameter to SF to compensate for the musical dynamics,
and propose a peak-valley picking method for GDF to deal
with transient events (Section 3 and 4). Evaluation on two
onset detection datasets [13, 9] validates the effectiveness
of the proposed methods over existing methods (Section
5). Although it is interesting to combine the result of SFand GDF-based methods, we opt for leaving this as a future work as a similar late-fusion approach has been shown
effective in [9].
2. BACKGROUND
In this section we introduce some well-known onset detection functions (ODFs) which make use of basic signal properties such as magnitude spectra, complex spectra and phase. We take three baseline ODFs, called spectral flux, weighted phase deviation and the complex domain detection function, which have been found performing will among other basic ODFs [14]. Moreover, difference of group-delay functions is also taken into consideration. Here we use the symbol “∆” or “0” to refer to difference or derivative w.r.t time but not frequency (this should
not be confused with the definition of GDF, which takes
the derivative w.r.t. frequency).
Spectral flux (SF) is arguably the most widely-used ODF.
It measures the positive changes in each frequency bin and
sums up all these changes within a frame. SF is defined as
N/2

SF (n) =

X

H (|X (n, k) | − |X (n − 1, k) |) ,

(1)

k=1

where H = (X + |X|) /2 is the half-wave rectifier function. Variants of SF use either l2 -norm formulation [2] or
take the logarithm magnitude log (1 + |X|) [15, 4].
Weighted phase deviation (WPD) is an improved version of PD [3]. The ODF is obtained by summing up
the second-order difference of 2π-unwrapped phase ψ 00 for
each frame. As WPD is sensitive to noise terms introduced by components with insignificant energy, a magnitude weighting on ψ 00 is applied to suppress the insignificant parts [3]:

WPD (n) =

1
N

N/2−1

X

|X (n, k) ψ 00 (n, k) | .

(2)

k=−N/2

Complex domain (CD). In complex domain one can jointly
incorporate phase and magnitude information instead of
processing them separately [1, 3, 2]. CD takes a steadystate “prediction” of the current spectrum XT (n, k), which
is evolved from the preceding spectrum and its first-order
phase difference ψ 0 :
0

Y (n, k) = |X (n − 1, k) |ejψ(n−1,k)+jψ (n−1,k) ,

(3)

and then obtains the ODF by calculating the differences in
the observed spectrum and the predicted one [3]:
N/2−1

CD (n) =

X
k=−N/2

H (|X (n, k) − Y (n, k) |) .

(4)

Difference of group-delay (∆GD) represents a simple
way to implement an ODF using GDF. It sums up the firstorder difference of negative GDF in each frame:
N/2

∆GD (n) = −

X

(GDF (n, k) − GDF (n − 1, k)) .

k=1

(5)
∆GD can be viewed as a simplification of “∆GRD” (i.e.,
difference of auditory group delay) [10], which further processes GDF in several auditory bands separately instead of
summing them directly. We will see in the experiments that
GDF-based methods are generally better than other phasebased methods such as WPD and CD, possibly due to that
the GDF formulation in (10) avoids the requirement of
phase unwrapping, which is usually unstable under noisy
situations. Details about GDF are introduced in Section
4.1.
3. POWER-SCALED SPECTRAL FLUX (PSSF)
It has been known that a simple log-scale mapping log |X|
is not applicable as it diverges to negative infinity when |X|
is small. An alternative form log (1 + |X|) resolves this issue but weakens the difference of low-energy counterparts
at the same time (note that the derivative of log (1 + |X|)
is strictly bounded between 0 and 1). Therefore, as the
dynamic range of the musical signal widens, such a logarithmic form is similar to linear-scaling and shows less
advantages.
Power-scale mapping is free from the drawbacks of the
two aforementioned logarithmic forms, as a power-scale
function |X|p for 0 < p ≤ 1 has bounded values and unbounded derivatives. The power-scaled variant of SF is
defined as
N/2

PSSF (n) =

X

H (|X (n, k) |p − |X (n − 1, k) |p ) .

k=1

(6)
The introduction of the power scale p enhances the weaker
onsets and suppresses the stronger onsets in a music signal.
As a result, PSSF will be more robust for music signals
composed of both loud sentences and weak sentences, such
as the one shown in Fig. 1(a).
Although p seems like an empirically-determined parameter, there is no need to try all possible values for p because the dynamic ranges of most music signals are limited. Consider an extreme case: the onset strengths of 1
violin and 1,000 violins may differ by about 30 dB; for
a common pop music, the dynamic range is usually 6–10
dB, according to some informal studies. Therefore, setting
p = 0.5 should be enough for most cases as this reduces
the dynamic range to less than 3 dB (cf. Section 5).
4. PEAK-VALLEY GROUP-DELAY (PVGD)
4.1 Group-delay and onset detection
We begin with an introduction of group-delay and its relation to onset. Consider a musical note as a mixture of
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Figure 2. A conceptual diagram on the relation among
the time-domain signal, attack-decay wavepacket, analysis
window and group-delay.
wavepackets with the corresponding ADSR (attack, decay,
sustain, and release) envelopes and their carrier frequencies. It is well-known that GDF describes the delay of
a wavepacket, whereas the phase-delay describes the delay of a carrier [16, 8]. Specifically, GDF describes the
relative position between the wavepacket and the analysis
window. As an onset event is mostly characterized by the
attack-decay sub-envelopes, or transients [2], it is possible
to describe an onset event by GDF.
Fig. 2 shows a band-limited signal modeled with its transient envelope with a series of analysis windows. At time
tA , the window function covers the attack envelope on the
right-hand side, and the window function can measure a
positive group-delay for this wavepacket at this time. At
time tB the window function covers the end of decay phase
in its left-hand side, implying a time advance of analysis
window to the wavepacket and therefore a negative groupdelay (i.e., beneath the horizontal dashed line). The onset
event is thus between the peak and valley of the GDF. For
those signals with weak decay envelope like most of the
string and wind instruments, the valleys of the GDF also
become weak, but still can be identified through peak picking. As the valley becomes weak, the proposed method
reduces to ∆GD method (see Section 2). This method is
unable to identify the signal with no ‘decay’ counterpart,
such as an ideal Heaviside function, or a crescendo note.
Note that the onset of a crescendo note is also difficult to
be detected by other methods.
GDF can be computed directly from the short-time Fourier
transform (STFT). Consider a general representation of STFT
of a time-domain signal x (t):
Shx

Z
(t, ω)

∞

=

x (τ ) h∗ (τ − t) e−jωτ dτ

(7)

−∞

=

h

Mhx (t, ω) ejΦx (t,ω) ,

(8)

where Shx (t, ω) ∈ C is the two-dimensional STFT representation on time-frequency plane, h (t) is the window
function, Mhx (t, ω) and Φhx (t, ω) of Eq. (8) represent the
amplitude and phase, respectively. Phase is the imaginary
part of the logarithm of Eq. (8):

Φhx (t, ω) = Im log Shx (t, ω) .
(9)

Figure 3. Illustration of PVGD method: (a) spectrogram, (b) masked GDF, (c) smoothed ODF with peakvalley marks and annotation, and (d) final ODF.
GDF, the negative derivative of phase (9) with respect to
frequency, can be represented as:

 Th
S (t, ω)
,
(10)
GDF (t, ω) = Re − xh
Sx (t, ω)
where ω = 2πf is the angular frequency and T (·) is the
operator such that T h (t) = t · h (t). Please refer to [6, 7]
for details of computing GDF. In this work, the groupdelay function is computed by the Time-Frequency Toolbox (http://tftb.nongnu.org/). For brevity, we
denote the discrete implementation of Shx (t, ω) as X(n, k)
and GDF(t, ω) as GD(n, k) hereafter.
4.2 Proposed method
Onset events can be detected by zero-crossing or negative
maximal difference (∆GD) of GDFs [9, 10]. However, in
noisy data, extracting informative zero-crossings is not an
easy task, leading to false positives for ∆GD. From the
discussion in Section 4.1, we found that a prominent peak
(positive GDF) is usually followed by a prominent valley
(negative GDF) — a property that has been mostly neglected in previous work. Our hypothesis is that considering both the peaks and valleys of GDF help differentiate
the onset events from the noisy terms.
As exemplified in Fig. 3, the calculation of PVGD involves the following four consecutive steps:
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1. Preprocessing: compute the raw spectrogram (Fig.
3 (a)) and GDF and then multiply the GDF by a
binary mask (Fig. 3 (b)). The mask is computed
from the spectrogram by setting the value of a timefrequency bin X(n, k) with increasing energy (w.r.t.
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Table 1. F-scores and the corresponding thresholds of various onset detection methods; the symbol ‘*’ denotes the proposed
methods
Method
MAPS30
[9]

F-score
δ
F-score
δ

p = 2/3*
0.947
0.05
0.754
0.30

p = 1/2*
0.958
0.05
0.751
0.30

SF-based
p = 1/3*
0.962
0.05
0.738
0.30

X(n − 1, k)) to 1 and a decreasing bin to 0. The bins
with insignificant energy in the spectrogram (i.e., energy smaller than a thousandth of the maximum of
the whole music piece) are also set to 0.
2. Pooling: sum up the masked GDF along the frequency axis and obtain a rough ODF (Fig. 3 (c)),
which is subsequently smoothed to eliminate minor
fluctuation terms (please see Section 5.2 for the smooth
function).
3. Peak-valley picking: mark every peak-valley pair
on the ODF and record the positions and values. Because an onset event includes a group-delay peak
before onset perception and a valley after the onset, in principle every peak is followed by a valley.
Fig. 3 (c) uses triangular marks to denote the peaks
and rectangular marks for the valleys; we can see
the peak at frame #108 and the valley at frame #151
forms a strong peak-valley pair, so do frames #252
and #275, and frames #298 and #313. Human annotations are depicted as dashed lines in Fig. 3 (c). We
can observe that the ODF at frames #262 and #309
predict the onset positions accurately, whereas the
ODF at frame #127 lags the onset position.
4. Decision: finally, we consider every middle point
of a peak-valley pair as an onset and the magnitude
difference between the peak and valley as the onset
strength (Fig. 3 (d)).
5. EVALUATION
5.1 Dataset
We evaluated our methods on two datasets. The first dataset
is a subset of the MIDI Aligned Piano Sounds (MAPS)
database [13, 17]. We refer to the dataset as MAPS30, as
it contains 30 piano pieces recorded by using an upright
Yamaha Disklavier piano. The annotation data of MAPS
includes the onset of every note even if they are played almost at the same time. To simplify the annotation data for
an onset detection experiment, multiple onset events were
regarded as a single event if they occur within 10 ms. This
resulted in more than 10,000 onsets in total. Onset detection for this dataset is considered simpler as it has only one
instrument.
The second dataset was compiled by Holzapfel et al. [9].
It is a more challenging dataset for onset detection as it

SF (p = 1)
0.923
0.05
0.712
0.30

log-SF
0.888
0.05
0.731
0.30

GDF-based
PVGD* ∆ GD
0.963
0.956
0.15
0.15
0.742
0.684
0.45
0.40

WPD

CD

0.563
0.05
0.352
0.30

0.783
0.05
0.542
0.10

encompasses 1,829 onset events for 12 different instruments classes including cello, clarinet, guitar, mixture, piano, saxophone, trumpet, violin, kemençe, ney, ud, and
tanbur, with the last four being Turkish instruments.
5.2 Post-processing
One critical processing stage in onset detection task is the
smoothing and peak picking procedures to exclude unwanted
fluctuations [2, 3, 4, 5]. In this work, the following procedure was employed for all the detection methods except
for PVGD. First, the raw ODF was smoothed by a Hanning window of length 10 (i.e., 29 ms; note this is different
from the analysis window for computing STFT). Second,
the ODF of a music piece was subtracted by its mean and
divided by its standard deviation (z-scoring) for normalization. Third, an adaptive threshold was established by
applying a median filter with length 100 (i.e., 290 ms) to
the ODF function. Fourth, the ODF function was further
subtracted by the adaptive threshold and then linearly normalized to the range [0, 1]. Onset events were detected
using simple peak searching on the resulting curve.
PVGD does not require the aforementioned procedures,
except for the first smoothing step, because it takes the
middle point of a peak-valley pair as an onset directly. That
is to say, PVGD is free from the extra parameters needed
for adaptive thresholding.
5.3 Experiment setup
To reduce the computational cost, all audio files were downsampled to 11,025 Hz first. Hanning window was adopted
as the analysis window in computing STFT and GDF. The
window length and the hop size were set to 1,024 samples and 32 samples (i.e., 2.9 ms), respectively. Note the
hop size determines the finest resolution of onset detection.
Valid peaks of the ODF were determined by thresholding.
Onsets were counted as correct detections when they are
within a tolerance window of ±50 ms around the onset annotation [9]. If two or more decisions were made within
a tolerance window, only one decision was counted as a
true positive, rendering others false positive. The accuracy
for onset detection was evaluated in terms of F-score, the
harmonic mean of precision and recall, following previous
work [9, 10]. To investigate the effectiveness of the detection methods, we searched for the optimal F-score by
exhausting the threshold δ from 0.05 to 0.95 with step size
0.05. The optimal F-scores were reported along with the
corresponding thresholds.
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Table 2. Performance of PVGD on the second dataset [9]
using Hanning window with different lengths
window size
F-score
δ

256
0.658
0.50

512
0.706
0.50

1024
0.742
0.45

2048
0.750
0.30

4096
0.733
0.15

length of the measured attack-decay slope. This is validated in Table 2, where we see great dependence of the
F-scores and threshold values on the window size. Setting
the window size to 2,048 slightly improves the F-score of
PVGD to 0.750 for the second dataset. Window sizes of
256 (23.2 ms) or 512 (46.4 ms) are too short because the
attack time duration may last up to over 300 ms for string
and wind instruments [18]. On the other hand, although
a long window with size 4,096 (0.37s) is enough to analyze soft attacks, such a window falls short of analyzing
fast music, because it is easy to cover multiple onsets in a
single frame.
Fig. 4 shows the P-R curves as we vary the threshold
value from small values (higher recall) to large values (higher
precision). We can see that long windows lead to relatively lower recall when the threshold value is small (lefthand-side), possibly implying that more groups of neighboring onset events are obscured into one (or even no)
event in this case. In contrast, short windows lead to relatively lower precision (right-hand-side), possibly suggesting more prominent peaks are inaccurately located in this
case. Better trade-off in precision and recall is obtained by
using a moderate analysis window and a moderate threshold value.

Figure 4. Precision-recall (P-R) curves of PVGD using
Hanning window of various lengths for computing GDF.
5.4 Results
5.4.1 Overview
Table 1 lists the F-scores of all the methods discussed in
Section 2. It can be found that, for the SF-based methods,
setting p < 1 outperforms the conventional setting p = 1
for both datasets, with improvements ranging from about
2.5% to 4%. The optimal decision thresholds are not sensitive to the value of p; setting p = 0.5 seems to perform
well. Moreover, using power-scale is found generally better than using logarithmic scale in both datasets. For GDFbased methods, PVGD performs comparably to ∆GD for
MAPS30 but leads to significant improvement for the second dataset [9], improving the F-score from 0.684 to 0.742.
The performance of PVGD for MAPS30 is not pronounced
possibly because piano sounds inherently have sufficiently
sharp attack envelope. We also note that WPD and CD
are both inferior to the GD- and SF-based methods. The
best two F-scores for the two datasets are indicated by bold
fontface in Table 1. The proposed methods greatly outperform existing methods for the challenging dataset [9], and
are also better than the results using only SF (0.741) and
only GDF (0.737) reported in [9], respectively.
5.4.2 Effects of window sizes on GDF
After validating the effectiveness of the proposed methods,
we move on to report the effect of the analysis window
function. As discussed in Section 4, the performance of
GDF is expected to be correlated with the length of the
analysis window function, which influences the shape and

6. DISCUSSION
Research has shown that fusing the decisions from different onset detection improves the overall performance remarkably [9]. Also, the uses of multi-resolution spectra,
vibrato suppression or neural network are able to improve
the robustness of the SF-based ODF [19]. In contrast to the
best-performing methods which typically combined various approaches, the objective of this paper is to propose alternative methods by considering the nature of musical signals, such the dynamic range and the ADSR curve. Therefore, we opt for keeping the methodology simple to tackle
the problem from a fundamental signal processing perspective.

7. CONCLUSIONS
In this paper, we have presented two novel methods that
improve the robustness of onset detection against diverse
musical dynamics and undesirable fluctuation in phase. Evaluation on two onset detection datasets with different number of instruments shows that the proposed methods are
competitive alternative to existing ones. The proposed methods are conceptually simple and easy to be implemented.
We conjecture that even better performance can be obtained
by multi-band processing or decision fusion, as demonstrated in [10] and [9]. This is left as a subject of future
study.
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[4] F. K. Sebastian Böck and M. Schedl, “Evaluating
the online capabilities of onset detection methods,”
in Proc. Int. Soc. Music Information Retrieval Conf.,
2012, pp. 49–54.
[5] C. Rosão, R. Ribeiro, and D. M. de Matos, “Influence
of peak selection methods on onset detection,” in Proc.
Int. Soc. Music Information Retrieval Conf., 2012, pp.
517–522.
[6] F. Auger and P. Flandrin, “Improving the readability of
time-frequency and time-scale representations by the
method of reassigment,” IEEE Trans. Signal Processing, vol. 43, no. 5, pp. 1068–1089, 1995.

[14] S. Dixon, “Evaluation of the audio beat tracking system beatroot,” Journal of New Music Research, vol. 36,
no. 1, pp. 39–50, 2007.
[15] A. Klapuri, “Sound onset detection by applying psychoacoustic knowledge,” in Proc. IEEE Int. Conf.
Acoustics, Speech and Signal Processing, 1999, pp.
115–118.
[16] J. O. Smith, Introduction to digital filters: with audio
applications. W3K Publishing, 2007, vol. 2.
[17] C.-T. Lee, Y.-H. Yang, and H. H. Chen, “Multipitch estimation of piano music by exemplar-based sparse representation,” IEEE Trans. Multimedia, vol. 14, no. 3,
pp. 608–618, 2012.
[18] S. McAdams, J. Beauchamp, and S. Meneguzzi, “Discrimination of musical instrument sounds resynthesized with simplified spectrotemporal parameters,” J.
Acoustical Society of America, vol. 105 -103, pp. 882–
897, 1999.
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ABSTRACT
In this paper, we describe short-term and long-term evaluations of our melody editing method based on a melodic
outline. There have been a lot of attempts at automatic
music composition, but only few allow musically untrained users to easily edit the melodies automatically composed. This is an important issue because it is difficult
for such users to express what kind of melody they want
in a machine-readable form and accordingly the generated
melodies are often different from what they want. Based
on this motivation, we proposed a melody editing method
based on a melodic outline in which notewise information is hidden. Although we obtained promising results
through a small user test, we did not conduct sufficient experiments. In this paper, we report the results of two experiments: one short-term and one long-term. In the shortterm experiment, we compared our method to the pianoroll
interface. In the long-term experiment, we followed how
users’ minds change through continously using our system.
The results of both experiments showed the effects of our
melody editing method.
1. INTRODUCTION
Automatic music composition is a popular research subject in the sound and music computing field and is hence
widely attempted by various researchers [1, 2, 3, 4, 5, 6].
Although there have been a lot of proposals for computational models and methods for automatic music composition, only a few researchers have addressed the issue of
how a system allows the user to edit a generated melody
when the user is not satisfied with the melody. Typical
automatic music composition systems generate melodies
based on lyrics and/or style parameters input by the user,
but expressing a request to the composition system in
the form of lyrics and/or style parameters is not easy,
especially for musically untrained users. The generated
melodies would therefore sometimes differ from those desired by the user. In this case, the user has to modify the
melody, but melody modification methods that are easy
to use for musically untrained people have not been sufficiently developed.
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Based on this motivation, we proposed a melody editing method for musically untrained users [7]. This method
uses a newly developed melody representation called a
melodic outline. A melodic outline represents the coarse
temporal characteristics of a melody; notewise information such as the pitch and duration of each note is hidden.
The user is allowed to redraw the melodic outline. Once
the user redraws the outline, a new melody is generated
based on the redrawn outline. Because it takes only a few
seconds to redraw melodic outlines, the user can try a lot
of different melodic outlines (and accordingly generated
melodies). Through this repeated trial-and-error melody
editing, the user can obtain a satisfactory melody.
However, in our previous paper describing the new
method, we did not conduct sufficient experiments; we
conducted only a small user test [7]. In particular, we did
not find answers to the following questions:
1. Can musically untrained people grasp the characteristics of a melody from the melodic outline?
2. Is the pianoroll interface truly difficult for musically
untrained people to use?
3. To begin with, do musically untrained people feel
satisfaction/dissatisfaction with automatically generated melodies? (in other words, do they want a
melody with a specific feature?)
4. Is the abstraction level of melodic outlines appropriate as a melody representation for musically untrained people to edit?
5. Will the answers to these questions change with after
continuously using our system for a long term?
To find answers to these questions, we conducted two
kinds of experiments. The first was a short-term experiment that compared the usability of our melody editing
method with the pianoroll interface. The second was a
long-term experiment where we asked the participants to
use our system every day for a month. Once a week, we
asked the participants to edit a specific melody and interviewed them about the satisfaction of the edited melodies
etc. In this paper, we first present an overview of our
melody editing method and then report the results of these
experiments.

This section presents an overview of our melody editing
method based on melodic outlines. See also [7] for more
details.
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Figure 1. Example of melodic outline.
2.1 What is Melodic Outline
A melodic outline is a melody representation in which the
melody is represented as a continuous curve. An example
is shown in Figure 1. A melodic outline is mainly used for
editing a melody with a three-step process: (1) the target
melody represented as a sequence of notes is automatically
transformed into a melodic outline, (2) the melodic outline is redrawn by the user, and (3) the redrawn outline is
transformed into a sequence of notes. The key technology
for achieving this is the mutual transform of a sequence
of notes and a melodic outline. We think that this mutual
transform should satisfy the following requirements:
1. A melodic outline does not explicitly represent the
pitch and note value of each note.
2. When a melodic outline is inversely transformed
into a note sequence without any editing, the result
should be equivalent to the original melody.
3. When a melodic outline edited by a user is transformed into a note sequence, musically inappropriate notes (e.g., notes causing dissonance) should be
avoided.
No previous studies have proposed melody representations satisfying all these requirements. Various methods
for transforming a melody to a lower-resolution representation have been proposed such as [8], but these representations are designed for melody matching in queryby-humming music retrieval, so they cannot be inversely
transformed into a sequence of notes.
This method supposes that the user composes a melody
with an existing automatic music composition system. The
melody is transformed into a melodic outline with the
method described in Section 2.2. The user can freely redraw the melodic outline. Once the outline is redrawn, a
new melody (note sequence) is immediately generated using the method described in Section 2.3. If the user is not
satisfied with the result, the user again edits the melodic
outline. The user can repeat the editing process until a satisfactory melody is obtained.
2.2 Transform of a Note Sequence into a Melodic
Outline
The given MIDI sequence of a melody (Figure 2 (a)) is
transformed into a pitch trajectory (Figure 2 (b)). The pitch
is represented logarithmically. Regarding the pitch trajectory as a periodic signal, the Fourier transform is applied to
this trajectory. Note that the input to the Fourier transform
is not an audio signal, so the result does not represent a

Figure 2. Flow of extracting melodic outline. (a) Note
sequence of melody. (b) Pitch trajectory of melody. (c)
Melodic outline.
sound spectrum. Because the Fourier transform is applied
to the pitch trajectory of a melody, the result represents
the feature of temporal motion in the melody. Low-order
Fourier coefficients represent slow motion in the melody
while high-order Fourier coefficients represent fast motion.
By extracting low-order Fourier coefficients and applying
the inverse Fourier transform to them, a rough pitch contour of the melody, i.e., the melodic outline, is obtained
(Figure 2 (c)).
2.3 Inverse Transform of a Melodic Outline into a
Note Sequence
Once part of the melodic outline is redrawn, the redrawn
outline is transformed into a note sequence.
First, the Fourier transform is applied to the redrawn outline (Figure 3 (a)). Then, the higher-order Fourier coefficients of the original pitch trajectory, which had been removed when the melodic outline is extracted, are added to
the Fourier coefficients of the redrawn outline to generate
the same pitch trajectory as the original melody from the
non-redrawn part of the melodic outline. Next, the inverse
Fourier transform is applied, producing the post-edit pitch
trajectory (Figure 3 (b)).
Next, the pitch trajectory is transformed into a note sequence. In this process, notes that cause dissonance with
the accompaniment are avoided, which is achieved using
a hidden Markov model. The HMM used here is shown
in Figure 3. This model is formulated based on the idea
that the observed pitch trajectory O = o1 o2 · · · oN is emitted with random deviation from a hidden sequence of note
numbers H = h1 h2 · · · hN that does not cause dissonance.
3. SHORT-TERM EXPERIMENT
The short-term experiment aimed at comparing the usability of our melody editing method with the pianoroll interface. We hypothesized that our melody editing method
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Figure 4. Overview of HMM for estimating note sequence
from pose-edit pitch trajectory

Figure 3. Flow of generating melody from meldic ountline. (a) Redrawn melodic outline. (b) Pitch trajectory obtained with the Fourier transform. (c) Melody generated
with the HMM.
would be superior to the pianoroll interface for musically untrained people (such as those who have not composed using a converntional MIDI sequencer) because our
method does not require the user to consider consonance
with the backing harmony when selecting notes for the
melody. On the other hand, we hypothesize that, for users
who have composed using a conventional MIDI sequencer,
our melody editing method will not be superior because
they can manipulate each note directly with the pianoroll
interface.
3.1 Experimental Conditions
We asked the participants to edit a melody using both our
system and the pianoroll interface. The melody was prepared by providing the lyrics “Boku ga makura wo shite
neru toki mo / Ohisama wa nezu ni guruguru to / Chikyu
no mawari wo mawatte wa / Asa mata asa wo koshiraeru”
1
, an excerpt of a poem entitled Ohisama no tabi taken
from Sekai Doyo Shu[9], set to Orpheus [6], a music composition system based on the prosody of Japanese lyrics.
The participants were 12 students (9 males and 3 females).
The musical experience of the participants is listed in Table 1. Screenshots of the systems used in this experiment
are shown in Figure 5. To allow the participants to rate the
generated melodies, we installed a set of buttons labeled 1
to 5. Note that these buttons are used only for recording the
pariticipant’s ratings and thus have no effect on the melody
generation process.
1 This is a Japanese translation of “The sun is not a-bed, when I /
At night upon my Pillow Lie; / Still round the earth his way he takes,
/ And morning after morning makes” from “The Sun’s Travels” written
by Robert L. Steveson.

Table 1. Musical experience of participants in the shortterm experiment
Performance
Composition
Group
A Electone, 10 years
Yes
B
Piano, 16 years
Yes
C
Piano, 9 years
Yes
Intermediate
D
Piano, 7 years
No
E
Piano, 7 years
No
F
Piano, 2 years
No
G
No
No
H
No
No
I
No
No
Novice
No
No
J
K
No
No
L
No
No
A–L represents the label of each participant.

First, the participants practiced with both systems. With
the participants who belong to the department of computer
science, we spent 10 minutes explaining how to use both
systems and then allowed free practice for three minutes.
With the remaining participants, we spent 15 minutes explaining how to use both systems and then allowed free
practice for five minutes.
In the next phase, we gave the participants instructions on
how they should edit a given melody, namely: “make notes
from the second to the third measures gradually lower
in pitch, then make notes in the third measure gradually
raise.” The participants used our system to edit the given
melody according to these instructions, and then answered
the following questions:
Q1 Were you satisfied with the output melody?
Q2 Was editing easy?
Q3 Did the generated melody match what you expected
when drawing the outline?
Q4 Do you think that you were able to draw a melodic
outline as instructed?
The answers to these questions were on a scale of one to
seven. The time for editing was not limited; participants
were allowed to edit the melody until satisfied.
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Table 2. Results of short-term experiment (*No answer)
Participants
Our system
Pianoroll
Q1 Q2 Q3 Q4 Editing time Q1 Q2 Editing time
A
6
3
2
6
3min 00s
6
6
1min 40s
B
6
7
7
7
2min 00s
3
1
4min 00s
C
6
3
5
6
6min 00s
6
2
8min 30s
Interm.
D
3
3
5
5
6min 00s
5
6
5min 00s
6
2
5
6
4min 40s
5
5
5min 30s
E
Median
6
3
5
6
—
5
5
—
Mean
5.4 3.6 4.8 6.0
—
5.0 4.0
—
F
6
7
6
6
3min 50s
6
2
8min 00s
G
1
2
*
3
8min 10s
7
2
9min 00s
H
5
5
6
5
10min 45s
2
2
14min 00s
6
6
6
7
4min 50s
6
6
9min 20s
I
Novice
J
6
3
5
5
10min 30s
5
6
7min 40s
K
6
6
5
5
4min 10s
6
2
7min 00s
L
7
7
1
6
5min 30s
3
4
6min 20s
Median
6
6
6
5
—
6
2
—
5.3 5.1 4.8 5.3
—
5.0 3.4
—
Mean

Figure 5. (1) Our system. (2) Pianoroll interface.
In ths final phase, pariticipants used the pianoroll interface to edit the melody according to the same instructions,
and then answered Q1 and Q2.
3.2 Experimental Results
The experimental results are listed in Table 2. The results
are summarized as follows:
Q1 Most participants in both groups expressed high satisfaction with the generated melodies: on the scale of
1 to 7, the median was 5 or 6 and the mean was between 5.0 and 5.4. Note that Participants A to C, who
have experience in composition, also highly rated the
generated melodies. While the intermediate group

rated this question at 5 or higher for both methods
(except for one participant), in the novice group, two
participants rated it lower than 5 for the pianoroll
interface. This is because it is difficult for novice
users to express the given instruction as a sequence
of notes. In fact, they commented in the interview
that they could not generate a melody as desired and
that they could not imagine how to edit it with the
pianoroll interface.
Q2 For the novice group, the ease of our system (mean:
5.1) was superior to using the pianoroll interface
(mean: 3.4). The intermediate group, on the other
hand, rated the ease of using the pianoroll interface
(mean: 4.0) superior to our system (mean: 3.6). Participant A rated our system low because this participant had experience using the pianoroll interface
built into a commercial MIDI sequencer. Participants D and E rated our system low because they
can understand a melody as a note sequence due to
their long experience in piano performance and they
are comfortable with manipulating notes directly. In
contrast, ratings by participants in the novice group
were low for the pianoroll interface. This is because
it was difficult for them to understand a melody as a
sequence of notes.
Q3 The ratings for this question were high (median: 5 or
6, mean: 4.8). This result shows that the process of
generating a melody (a note sequence) from a given
melodic outline is appropriate.
Q4 The ratings for this question were also high (median:
5 or 6, mean: 5.3–6.0). This result shows that our
melodic outline is an appropriate representation for
musically untrained users to express their desire for
melody generation.
Editing time The editing time was lower with our system
in most cases of both groups. This is because (1)
they do not have to repeat trial-and-error to avoid
musically inappropriate notes since such notes are
automatically avoided; and (2) they can edit multi-
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ple notes with a single short operation.
3.3 Future Issues Revealed through the Experiment
One of the most important issues to consider in the future
is to enable users to adjust the parameters for melody generation. In particular, the degree of appearance of nondiatonic notes, which is defined by the state transition
probabilities in the HMM, is an important parameter. An
intuitive graphical user interface for controlling such a parameter will widen the variability of generated melodies.
In fact, Participant B commented that he did not obtain a
desired melody although he tried editing again and again.
This comment implies a demand for greater ability to adjust parameters.
Finally, there was a comment that it was not easy to draw
a melodic outline with a mouse. This problem can be
solved by using a tablet PC.

Table 3. Results of long-term experiment
Q1 Q2 Q3 Avg. editing time
1st week
6
6
6
3min30s
A 2nd week
7
7
6
3min20s
3rd week
5
5
5
3min00s
4th week
6
6
7
2min40s
1st week
5
5
6
6min40s
B 2nd week
3
4
3
4min40s
6
5
6
3min40s
3rd week
4th week
6
5
7
3min30s
1st week
6
5
3
5min30s
C 2nd week
5
6
6
7min30s
3rd week
6
5
5
4min10s
4th week
7
6
7
4min50s
Participants A–C are different participants from those in
the short-term experiment.

3-3) Start editing. (During editing, the participant
can play back the current melody anytime. After listening to the current melody, the participant is asked to click one of the rating buttons 1 to 5. These rating buttons are used only
to express satisfaction/dissatisfaction with the
result of editing, and have no effect on the
melody generation process.)
3-4) Finish editing when you are satisfied with the
generated melody.

4. LONG-TERM EXPERIMENT
We conducted a long-term experiment to observe how the
opinions of musically untrained people changed during repeated sessions with melody editing. We were particularly
interested in changes in participants’ the standard of satisfaction with melodies, their desire for melody generation,
and their thoughts while editing melodies.
4.1 Experimental Conditions
The experiment was divided into practice and test phases:
Practice: The participant was required to practice melody
editing using a tablet PC every day. This practice
could be done anywhere and at any time.
Test: Once a week, the participant was required to come
to our laboratory and edit a specified melody using
the same tablet PC. During editing, the participant’s
screen was captured and recorded as a video. Afterward, the experimenter interviewed the participant
while watching the video together.
The experiment was conducted for one month. Only our
system (Figure 5(1)) was used; no comparison with the pianoroll interface was conducted. The participants for this
experiment included three students (age: 22–24), none of
which had experience playing an instrument or composing.
The instructions of each phase were as follows:
Practice:
1) Listen to three melodies. (The three melodies were
prepared in advance using Orpheus [6] with the same
lyrics and different parameters (harmony / rhythm).
The lyrics were taken from “Sekai Doyo Shu”(a collection of Japanese translations of children’s songs
in the world) [9] at random.)
2) Choose two of the three melodies to edit.
3) Edit each of the chosen melodies as instructed below:
3-1) Launch our system. A text box will appear.
3-2) In the text box, input how you want to edit
this melody; use natural language (specifically
Japanese). (This input is regarded as a tentative goal of melody editing, but the actual goal
can change during the editing.)

Test:
Procedures during the test phase are same as during the
practice phase. In this phase, after completing Steps 1
to 3, the experimenter interviewed each participant while
watching video of the screen captured during melody editing. Participants were particularly asked to articulate their
thoughts while editing and their feelings when listening to
the generated melodies. Participants were also asked the
following questions:
Q1 Were you satisfied with the output melody?
Q2 Did the generated melody match what you expected
when drawing the outline?
Q3 Was editing easy?
The answers to these questions were on a scale of one to
seven.
4.2 Experimental Results
In the last week of the experiment, all participants rated all
questions equal to or higher than in the first week. These
findings show that participants became familiar with our
system and learned how to achieve melodies they liked
with our system.
However, the results in the third week for Participants
A and C and in the second week for Participant B were
lower than in the previous weeks. This is because they got
a stronger sense of what they wanted as they became familiar with melody editing. In fact, the participants often
edited specific notes again and again, and said in the interview that they wanted to achieve a particular melody.
This implies that the experience of melody editing with
our system arouses musically untrained people to explore
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melodies that they want and make their desire for certain
melodies clearer.
When asked whether anything changed during the onemonth period, Participant A answered that he learned to
anticipate the melody only by seeing the melodic outline
on the screen and to expect what melody would be generated when drawing changes in the outline. These results
show that our system is useful in improving the musical
ability of untrained people, as well as supporting such people’s composition.
4.3 Future Issues Revealed through the Experiment
The most salient comment in the interviews was the demand to be able to edit specific notes. Because such
comments were few in the first week, this demand was
clearly enhanced by the experience of editing melodies at
the outline level. In addition, there was a comment that
the outline-level editing was suitable as a first step, but the
participant came to want note-level editing as the experiment progressed. These comments show that the best solution will be an integration of outline-level and note-level
editing strategies. In fact, we have developed a prototype
system where users can seamlessly switch between the two
editing strategies. Users can edit a melody first at the outline level and then (after finding note-level demands for
the melody) at the note level. We conducted an experiment
with this prototype system and obtained promising results,
which will be reported in a separate paper.
Sometimes the generated melodies did not match the
melodic outlines that participants drew. This is caused by
constraints in the Viterbi search of the HMM. In the current settings of the state transition probabilities, the possibility of the appearance of C and G are high. In addition,
the probability of transiting from a note to the same note
is set low to avoid monotonous melodies. These settings
sometimes make the generated melody deviate far from the
drawn outline. A mechanism for adjusting such parameter
settings will solve this problem.
5. CONCLUSION
In this study, we conducted short-term and long-term evaluations on a melody editing method based on melodic outlines that we proposed in a previous paper [7]. In particular, we focused on the five questions described in the
Introduction. Through the experiments, we obtained the
following answers to these questions:
1. Can musically untrained people grasp the characteristics of a melody from the melodic outline?
Yes. In particular, they learned to anticipate a
melody from the melodic outline after using the system for several weeks.
2. Is the pianoroll interface truly difficult for musically untrained people to use?
Yes. The usability rating of the pianoroll interface
by the novice group was low.
3. To begin with, do musically untrained people feel satisfaction/dissatisfaction with automatically generated melodies? (in other words, do
they want a melody with a specific feature?)

Yes. They actually felt dissatisfaction with some
melodies and tried to edit it to get a satisfactory
melody.
4. Is the abstraction level of melodic outlines appropriate as a melody representation for musically
untrained people to edit?
Yes. They successfully expressed what melody they
wanted at the melodic outline level.
5. Will the answers to these questions change after
continuously using our system for a long term?
Yes. As they experienced melody editing with our
system for a month, their intention of melody editing became clearer and more specific, and they became interested in more detailed, note-level melody
editing.
In the future, we will extend our melody editing method
based on discussions described in Sections 3.3 and 4.3.
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A. EXCERPTS OF INTERVIEWS
A.1 Participant A
1st week
—–At the beginning of the editing, what kind of melody
did you want to make this melody?”
Participant A Because notes in the latter half were a little
high, I wanted to make some of them lower.
—–What did you think when you listened to the result?
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A The melody drastically fell down in pitch at the edited
part. So I made also the previous note a little lower.
—–You clicked the button of Score 2. Why?
A Because the edited part was strange.
—–What was your rating (out of 100) of the melody when
you finished editing?
A 70.

—–So, you edited them in that way. Was the editing easy?
A Yes. But, after that, I repeated the editing to make them
same in pitch.
—–What is your satisfaction with your melody?
A 90 (out of 100).
A.2 Participant B

2nd week
—–You input “stir up” as your tentative goal of editing.
What does this mean?
A Going up, going down, going up, going down, ... something like that.
—–You made some notes very high.
A Yes, I actually wanted to edit the melody this way. The
editing was comfortable.
—–After that, you repeatedly edited a note in the last
measure.
A While editing a melody, I came to want to move a specific note to a particular position. But I couldn’t.
—–What is your rating of your melody this week?
A 90.
—–What is the reason for the 10 points subtracted?
A Because I wanted to edit the above-mentioned note.
3rd week

1st week
—–You wanted to make the notes of the first measure
higher. Did you have more specific goal?
Participant B The original melody had a repetition of the
same note, so I wanted to make these notes scattered.
—–At the beginning, you repeated editing without listening to the results.
B I wanted to edit a specific note. But that note was not
edited as intended.
—–Indeed, sometimes a melody that is not along the outline was generated.
B I felt it was difficult to edit it.
—–What is your satisfaction with the generated melody?
B 3 (out of 5). Because I couldn’t edit the notes I wanted
to edit.
2nd week

—–You said you wanted to make notes in the third measure higher. How clear is this desire?
A It succeeded to some extent. I’m interested in further
notewise editing, though I’m not sure it will succeed.
—–What did you feel when listened to the edited melody?
A It was different from expected.
—–What notes ?
A Last three notes in the third measure. I felt they were
strange, so I edited them.
—–You edited these notes again and again. What melody
did you aim for?
A I wanted to make the three notes the same in pitch. But
I couldn’t.
—–What is your rating of your melody this week?
A 100. The final result was very good.
—–Do you feel anything different compared to editing at
the first week?
A When drawing a melodic outline, I could anticipate the
generated result a little.
4th week
—–Do you find any changes during this period?
A I learned to imagine the melody only by seeing the
screen.
(snip)
—–You said that you wanted to make notes in the third
measure higher. Did you have a more specific idea?
A I wanted to make some notes at the end the same in
pitch. I wanted to edit each note separately.
—–What was your impression of the generated melody?
A It would be better if some of the last notes were a little
higher.

—–How was the editing compared to the previous week’s
editing?
B I easily edited in contrast to the previous week.
—–Your goal was to make the melody more bright. You
edited the melody so that it rises in pitch. Was it
easy?
B Yes, it was.
—–You often edited the same part again and again.
B I wanted to change a specific note to a particular pitch,
but I couldn’t.
—–Does your goal become clearer while editing?
B It is difficult. Rather, I wander from melody to melody
through repeated editing and listening.
—–What is your satisfaction with the generated melody?
B 80 (out of 100).
—–Why did you subtract 20 points?
B Because the goal of editing was changed from the original goal. I’m often confused when better melodies
are generated than what I originally imaged.
3rd week
—–You intended to make the first measure more bright.
Was the generated melody as intended?
B Yes. Editing a melodic outline was easy. The output
melody was also good.
—–Then, you edited the latter half. What did you intend?
B While listening, I came to want to edit also the latter
half. I succeeded in making a favorite melody.
—–What is your rating of the melody you made?
B 80.
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4th week

2nd week

—–You originally intended to make the second measure
more bright, but you edited all measures.
B First, I thought it was enough to edit only the second
measure. But, I rethought I should edit all measures
to get a more favorite melody.
—–At the first editing, you made notes higher. What did
you think when you listened to the result?
B For the first step, the result was good.
(snip)
—–Did you have a clear goal in editing the melody?
B I had a rough idea like going up, going down, and then
going up again.
—–Did you imagine a more specific goal, like this note
should be put here?
B No.
(snip)
—–What is your satisfaction (out of 100) of the generated
melody?
B 80. Because it was better than expected.
—–Did you find any change in how to use the system
during the one-month period?
B I learned what response will be returned in editing.
Anyway, I enjoyed editing because it was easy and
visually manipulatable.

—–You intended to make the middle of the first measure lower and the end of the second measure higher.
How was your first edit?
C Easy to do it. Because I had only a rough idea about an
editing goal at the beginning of the editing, melodic
outlines were comfortable.
—–How was the result?
C I was not satisfied.
—–Why?
C This melody has two long notes. The long notes were
not edited as intended. In such a case, it would be
better if I could also edit a melody at the note level.
—–How was your operational feeling?
C I have become accustomed. But I couldn’t find a better
melody after I clicked the button of Score 4.
—–What is your satisfaction with your melody?
C Between 70 and 80 for the melody I gave Score 4. For
the final melody, it’s between 40 and 50.

A.3 Participant C
1st week
—–Your tentative goal was to make the beginning of the
third measure rise up and the following notes fall
down. Did you have a more specific thought?
Participant C No.
—–When you played back the melody generated by the
first editing, you rated it at two (out of five). Why?
C Because some notes in the middle were uneven (went
up and down in pitch).
—–Did you want to edit such part at the note level?
C Yes. But this system is easy because I can give an instruction like “make it higher” and “make it lower”
to the system only by redrawing a curve. It’s not easy
when I have a specific idea.
—–Do you have a particular preference in melodies?
C Melodies often have repetitions of the same note. When
I met such a melody, I wanted to make such part uneven. Repetitions of the same note are monotonous.
—–At the second listening, you clicked the button of
Score 2. Why?
C I wanted a melody suitable for the last measure, but I
didn’t feel the result was so.
—–Do you clearly imagine what kind of melody is suitable for the last?
C No. So, I listen, then decide.
—–What is your satisfaction with this melody?
C 70 (out of 100).
—–What is the reason of subtracting 30 points?
C Because I’m not completely satisfied with the output.

3rd week
—–You edited the melody so that the pitch moved up then
moved down in the third measure. How was the result?
C The result was as intended. The melody was generated
according to the outline I drew. Because I wanted to
edit this melody further, I continued editing.
—–I thought you sometimes focused on a particular note
in editing.
C Yes.
—–What is your satisfaction (out of 100) with the result?
C Between 80 and 90.
4th week
—–Did you find any changes during this period?
C What I did at the beginning was probably just editing
(i.e., changing only unfavorite part). Recently, I use
this system as if I use a (semi-)composition system.
—–You gave Score 2 to the melody you first played back.
C I drew the outline as intended, but the output was not
good.
—–You went back to the previous melody using the undo
function, and tried to redraw the outline.
C Yes. I recently redraw the outline after undoing when
I’m not satisfied with the generated melody.
(snip)
—–What is your satisfaction with your final melody?
C Between 90 and 100. I succeeded in making a satisfactory melody.
—–Did you get anything like a policy in melody editing?
C Because the melodies used here often have repetitions
of the same note, so I tried to break such repetitions.
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Nintendo’s Wii Music [7] allows players to be conductors wielding a “Wiimote” instead of a baton.
However, there have been very few attempts to solve
the opposite problem: an artificial (robotic) conductor
conducting a real orchestra. There are several reasons
behind this, one of them being applicability. While the
entertainment and educational value of a system that
allows even users with no prior experience to conduct
orchestras is quite obvious, why would a human musician want to be conducted by a robot, and why would
such a performance be interesting to the public?
One could envision several applications for a conducting robot. Perhaps the most obvious one would be
education, where a robot could tirelessly conduct the
same piece over and over again for the benefit of students learning either to play an instrument or to conduct. While robots might have a hard time improvising
new gestures, they could ultimately be able to emulate
different personal styles, switching effortlessly from
Gustavo Dudamel to Leonard Bernstein and Herbert
von Karajan. From a performance standpoint, an artificial system that could glean conducting information
from sheet music would not replace a human conductor, but could augment his performance with features
that entertain and educate the audience.
The other reason behind the lack of robotic conductors is technical difficulty. Of the few instances of robots conducting orchestras, perhaps the most known is
Honda’s ASIMO conducting the Detroit Symphony
Orchestra performing “The Impossible Dream” in May
2008 [8]. While the event was clearly a success, some
commentary afterwards focused on the fact that the
robot’s movements were pre-programmed and therefore strikingly un-musical. ASIMO, it turns out, could
play back a recorded version of a conductor’s movements, but lacked the ability to interact with the musicians. In fact, ASIMO was programmed to copy the
gestures of the Detroit Symphony’s education director
as he conducted the same piece six months prior.
Other instances of conducting robots include Sony’s
QRIO leading the Tokyo Philharmonic Orchestra in a
unique rendition of Beethoven's 5th Symphony in
March 2004 [9], and Virginia Tech’s humanoid robot
DARwIn conducting the Roanoke Symphony in a
short appearance at a 2008 Holiday concert [10].
All of these robots had two major flaws: they had to
be reprogrammed for each musical piece, and they
lacked the ability to provide feedback to musicians.

While a large number of human computer interaction
systems are aimed at allowing the user to conduct a
virtual orchestra, very few attempts have been made to
solve the reverse problem of building a computerbased conductor that can conduct a real orchestra. The
only known instances of robotic conductors had prerecorded performances that require reprogramming for
every new musical piece. In this paper we present a
family of artificial conducting systems that rely on a
novel parsing algorithm to extract conducting information from sheet music encoded in MIDI files. The
algorithm was successfully implemented in humanoid
and non-humanoid robots and animations and tested in
a live concert with student musicians.

1. INTRODUCTION
Recently, human-computer interaction applications
have shown an increasing interest towards musical
expression, and with the ubiquitousness of computing
in all areas, musicians and the public are showing an
increased acceptance of computers supplementing
classical performances. Among these, conducting is
perhaps one of the most targeted, since conductors are
the only musicians who freely move their hands to
create sound, and whose gestures are not constrained
by a rigid instrument.
Several computer-based conducting recognition systems have been developed as interfaces between human conductors and computer-based virtual orchestras.
Such environments allow real conductors, or the general public, to conduct by adjusting effects of a prerecorded score, most commonly tempo and volume. The
first such system was Mathews’ Radio Baton [1],
which used the movement of a baton emitting radio
frequency signals. It was followed by Marrin’s Digital
Baton [2], which, in addition to baton position, used
parameters such as pressure on parts of the handle.
Usa’s MultiModal Conducting Simulator [3] used Hidden Markov Models and fuzzy logic to track gestures.
Murphy et al. tracked a real baton using computer vision [4], and Ilmonen’s Virtual Orchestra [5] is one of
the few systems that also feature graphical output, synthetically rendering the orchestra as 3D characters.
More recently, You’re the Conductor [6] was designed
to provide an immersive experience for children, and
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In this paper we address the first problem by introducing a family of systems that can conduct any musical piece in real time without having to be reprogrammed. Whether our artificial conductors are animated or robotic, humanoid or not, they rely on a parsing algorithm that we developed to read the score of a
musical piece stored in a MIDI file and extract conducting information that allows them to generate and
perform gestures that convey tempo, dynamics, and
cueing to conduct a musical piece whose score is
stored in a MIDI file.

signature, tempo, ensemble dynamic, and key signature.
Although the actual notes that have to be played are
not important for conducting, all tracks of a MIDI file
need to be analyzed from the beginning to the end.
Events such as note-on, note-off, as well as changes in
dynamics are stored in individual instrument tracks
based on the time at which they occur. The global
track contains information about global dynamic levels, as well as tempo and time signature, also labeled
with their timing.
While humans refer to musical timing using beats,
which are based on tempo, MIDI files use a unique
metric of absolute time called ticks. Our parser converts from ticks to beats using the formulas:

2. SYSTEM OVERVIEW
Human conductors learn a new musical piece from its
score. Since there is no single standard for the digital
notation of sheet music, MIDI files have served as the
ad-hoc standard. (Although newer music notation formats such as MusicXML [11] do exist, it has been
suggested by [12] that the affordances of MIDI justify
its continued use.) Therefore, we settled on using the
MIDI format. Since the MIDI format was not intended
for musical notation, it has its limitations, and we will
discuss some of these throughout this paper.
The MIDI file format was originally designed to
function as a serial protocol between different electronic instruments, and as such they can encode note
and timing events, as well as volume information.
Multiple channels originally designed to interface between multiple instruments can be used to encode the
music to be played by different instruments in the orchestra.
A variety of software packages are available to generate MIDI files from sheet music or audio recordings.
In addition, software packages can be used to manually
annotate MIDI files with additional information that is
not available in the notes themselves, such as articulation, dynamics, or even cueing. This annotation process would be akin to a conductor making notes on
conventional paper scores.
In addition to knowledge of the score, conducting relies on one’s understanding of gestures. While a general set of beat patterns does exist, and is documented
in conducting textbooks, there is no general consensus
regarding the allowed variations within gestures, or the
exact meaning behind each gesture [13].
Given general knowledge of conducting gestures,
and the MIDI file containing the musical score, our
system will generate conducting gestures for indicating
tempo, dynamics, and entrance cueing.

seconds =

60 * ticks
(1)
tempo * conversionConsta nt

and

beatsPerSecond =

tempo
60

(2)

where the conversion constant is a value specified in
the MIDI file.
The basis of the right hand gestures is formed by
information about tempo and time signature in the
global track. Left hand gestures include entrance and
dynamics cueing.
Because cue data is not explicitly stored in MIDI
files, the parser will have to use the note-on and noteoff events from individual tracks to determine when
each instrument is playing. An entrance cue is necessary when an instrument starts playing after a longer
period of rest. However, human conductors don’t have
a set formula for how long (in number of seconds or
number of measures) a rest period must be in order for
the instrument to require a cue.
When determining the need for an entrance cue, our
parser uses a set of thresholds that allow tempo to play
a role in the number of measures that are considered a
longer period of rest, loosely correlating the length to
actual time.
Volume information is stored in all tracks: the
global track contains information for the whole orchestra, while the other tracks have information for individual instruments. The parser analyzes all tracks looking for changes in dynamics, and generates requests
for dynamic cueing gestures.
MIDI files encode dynamics using numerical values that are not always equivalent to the typical pianissimo through fortissimo notation, but since conducting
only requires information about changes in dynamics,
this did not impact system performance.
When no global or channel dynamic values are present, the parsing algorithm averages the stored dynamic levels for all instruments and stores the average as
the global marking.

3. ALGORITHM
3.1. MIDI Parser
Much of the processing is done by the MIDI file parser, which needs to extract all the available musical
information that is needed for conducting.
MIDI files will typically contain several tracks: one
for each instrument in the orchestra, and an additional
global track which contains information about the time
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lack of emotion of a computer-based conductor to be
especially troublesome and decided to address it for
humanoid systems (in an admittedly very limited way)
with a little trick. Artificial faces were designed to be
able to convey a small number of emotions (happy,
sad, excited, or neutral), and MIDI files were manually
annotated with times during the composition where the
conductor would have to convey these feelings. This
solution generated its own problems, however: too
much manual annotation would defeat the purpose of
having a system that can automatically conduct any
musical piece. And humanoid robots or animations
with various facial expressions can get dangerously
close to the “uncanny valley” [14], causing feelings of
revulsion in musicians and audiences alike.
The lack of improvisation means that conducting
performances of the same piece will always be identical, something that never happens with human conductors, but in an educational setting this might prove to
be an advantage.
The lack of feedback is perhaps the most serious
limitation of our current algorithm. Although all our
conducting systems generated their gestures in real
time, the lack of feedback to musicians made their performance no different from a prerecorded one. We
plan to address this issue in the near future. We will
start by investigating how an artificial conductor can
ascertain tempo and volume information in real-time
from the music that is being played and adjust its gestures to correct musicians if needed.

In addition to extracting information about conducting gestures, our algorithm helps musicians keep track
of where they are in the song by calculating not only
the relative beat number within the current measure,
but also of the current measure number. This information is not stored explicitly in the MIDI file, but can
be computed using formulas (1) and (2).
3.2. Gestures
The MIDI parser can be used to implement a variety of
conducting systems, humanoid and non-humanoid
robots, and animations.
For humanoid versions we used a Microsoft Kinect
to capture the basic gestures of a human conductor.
Unlike the method that was used to prepare for
ASIMO’s conducting performance, however, we did
not capture the conducting of an entire musical piece.
Instead, we collected geometric data about how the
right hand gestures move during an individual beat
pattern, and how the left hand goes up and down to
indicate changes in dynamics. Our software used this
data in conjunction with the current value of the tempo
to provide gestures of appropriate speed.
Non-humanoid versions varied widely, but they all
strived to display all the available information in a
manner that is easy to follow by musicians.
3.3 Challenges, Solutions and Limitations
Due to the nature of MIDI files, our algorithm has
some limitations.
MIDI files terminate when all instruments are done
playing, rather than the song is intended to be over.
That is, if a composition is intended to end with a rest
interval, this will not be stored in the file. While this
does not make any difference from an audio standpoint, it might make for an awkward ending to the
conducting performance, leaving the conductor with
the arms in the air. To address this problem, if the
MIDI file ends before the end of the measure, the artificial conductor will perform additional gestures to
conduct the measure to the end.
Since measures are not explicitly marked, possible
rests at the end of a piece (which are fairly common)
make pickup beats (notes that come before the first
complete measure of a composition) virtually impossible to detect. To help with this situation, our program
requires the user to manually indicate whether the
composition has a pickup beat, and its length if one
exists.
Another piece of information missing from MIDI
files is articulation. Our current implementation therefore cannot handle it. An easy solution would be to use
additional tracks in the MIDI file to manually annotate
the composition with articulation information. Teaching an artificial conductor the fairly subtle differences
between staccato and legato conducting gestures is
also a challenging task.
More important limitations of an artificial conductor
are the lack of emotion, improvisation, and feedback.
Our students implementing the algorithm found the

4. IMPLEMENTATION
The algorithm was implemented by undergraduate
students at our institution in several artificial conducting systems including humanoid and non-humanoid
animations, as well as humanoid robots. Four of these
systems are shown in Figures 1-4 and detailed below.
Videos of all conducting robots in action can be found
on our project website at
http://www.tcnj.edu/~nakra/ConductingRobots.html
Link (shown in Figure 1) is a humanoid robot that
conducts by moving its arms, turning on cue lights on
its chest, and displaying different facial expressions on
a screen that serves as its head. The robot was constructed by our students from scratch, using a galvanized steel frame. The arms, made of high density
foam, are powered by Vex Robotics motors and controlled by Arduino microcontrollers, and have two degrees of freedom. The right arm keeps the tempo,
while the left arm shows dynamic cues. Since implementation of entrance cueing would have required an
additional number of degrees of freedom in the arms,
and ideally a rotating torso, we opted for a different
alternative: the chest features images of each instrument that light up to cue entrance. The face displayed
on the monitor shows emotions and also helps with
entry cues.
Roxy (shown in Figure 2) is a screen based humanoid conductor with a supplemental graphical interface.
The conductor’s right arm shows the beat pattern,
while the left arm is used for entrance cueing. The
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number in the top left corner of the screen shows the
current measure, the bottom left corner displays the
time signature. The graphical bar on the right represents the dynamic level, with low-fill for soft and highfill for loud.

Olmec (shown in Figure 4) is a hybrid humanoid/non-humanoid animation. It shows the current beat
within the current measure as a dot circling around
predefined positions. Entrance cues and dynamic
change cues are encoded separately for each instrument through vertical bars on the bottom of the screen.
An animation of a human face can issue nonverbal
cues, such as changes in breathing, facial expressions,
and nodding.

Figure 1. Conducting humanoid robot Link.
Figure 4. Non-humanoid conducting animation Olmec.

5. EVALUATION
A conductor, human or artificial, is useful if it can successfully convey information to musicians. To test the
usefulness of our systems, and therefore the performance of our algorithm, we set up a live concert where
our robots conducted a dectet of wind instruments
played by undergraduate music majors at our institution. Each system conducted a different musical piece,
rearranged for the dectet: Link conducted the theme
from Dragon Roost Island in the The Legend of Zelda
series of video games. Roxy conducted the song “For
Good” from the Broadway musical Wicked. Carmen
conducted the “Habanera” from Bizet’s Carmen. Olmec conducted the song “Can’t take my eyes off of
you” by Frankie Valli. Figure 5 shows two of the conductors, Roxy and Olmec, in action.
At the end of the performance we surveyed musicians on their overall experience, as well as on reactions to individual robots.
Dectet members found being conducted by the four
non-human conductors fairly acceptable overall, giving
it an average rating of 7.22, with responses ranging
from 4 to 10 on a 10-point scale anchored at Unacceptable and Completely Acceptable.
The musicians found the experience very interesting
overall, giving it an average rating of 8.89, with responses ranging from 7 to 10 on a 10-point scale anchored at Boring and Exciting.
Musicians rated the artificial conductors only moderately effective overall at 6.78, with responses ranging from 5 to 9 on a 10-point scale anchored at Not at
all and Very.
When asked to elaborate on their ratings, student
musicians thought that being conducted by an artificial
conductor is a fun experience, although the systems are

Figure 2. Humanoid conducting animation Roxy.

Carmen (shown in Figure 3) is a non-humanoid animation that represents conducting information through
a variety of colored rectangles, with each color corresponding to a different instrument being played. The
left side of the screen shows dynamics (with higher
bars corresponding to louder music). The right side of
the screen is used for cueing: bars drop down over the
measure before the entry measure. The border flashes
from white to black on the downbeat.

Figure 3. Non-humanoid conducting animation
Carmen
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hard to work with, and miss some of the aspects of a
human conductor.
Musicians also rated the conductor systems separately. All four conductor systems (listed in order below)
averaged 6.9 or above on User Friendliness:
1. Olmec – 8.78
2. Roxy – 8.44
3. Carmen – 8.33
4. Link – 6.9
All four conductor systems (listed in order below)
averaged 7.9 or above on Creativity.
1. Roxy – 9.00
2. Olmec – 8.67
3. Link – 8.22
4. Carmen – 7.9

can then be used to generate and perform appropriate
conducting gestures.
All systems were successful in conducting a dectet
composed of student musicians playing wind instruments. The musicians characterized the experience as
very interesting overall (and admittedly their young
age may have contributed to their openness). They
found that the information conveyed by the artificial
conductor was correct, and they were able to follow it
with a little bit of practice. However, they rated the
overall conducting performance as only moderately
effective. This is understandable due to the lack of
emotion and feedback of the system.
These artificial conductors represent an important
first step towards robotic conductors that can have fully autonomous performances. Future work includes
adding listening capabilities that would allow the system to provide real-time feedback to musicians, and
the use of a different encoding for sheet music that
would allow for easy representation of articulation and
rest periods. The use of a commercially available humanoid robot would allow us to generate more humanlike motions and concentrate on the musical aspects of
the problem.
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shot detection [7]. Much fundamental research still has to
be conducted, including topics concerning the taxonomy
ABSTRACT
and vocabulary of soundscapes, dataset development, and
creation of robust models that can be used to adapt to the
In this paper we discuss our efforts in Soundscape Inforvastly diverse soundscapes ranging from outdoor spaces
mation Retrieval (SIR). Computational soundscape
such as urban environments, marshlands, tropical forests,
analysis is a key research component in the Citygram
woodlands, and Saharan deserts; to indoor spaces includProject which is built on a cyber-physical system that
ing offices, train stations, shopping malls, and sports areincludes a scalable robust sensor network, remote sensing
nas. Our research in soundscape currently focuses on a
devices (RSD), spatio-acoustic visualization formats, as
small subset of soundscapes: urban noise and possibilities
well as software tools for composition and sonification.
for musical applications.
By combining our research in soundscape studies, which
In 2011, the Citygram Project [8]–[10] was launched to
includes the capture, collection, analysis, visualization
develop
dynamic non-ocular energy maps focusing on
and musical applications of spatio-temporal sound, we
acoustic
energy in its first iteration. Since the project’s
discuss our current research efforts that aim to contribute
inception, two of its driving forces have been acoustic
towards the development of soundscape information reecology and soundscape research from both a “technical
trieval (SIR). This includes discussion of soundscape
research” perspective as well as a musical application
descriptors, soundscape taxonomy, annotation, and data
perspective. The former has centered on source capture
analytics. In particular, we discuss one of our focal reand identification, and the latter, on engaging in real-time
search agendas in measuring and quantifying urban noise
spatio-acoustic music interaction. More recently, in colpollution.
laboration with New York University’s Center for Urban
Science and Progress (CUSP) and the Sound Project,
1. INTRODUCTION
noise pollution has become a focal point of our soundscape research inquiry. In this paper, we present an overSome of the most complex sound environments are
view of our efforts in contributing of the field we call
soundscapes, a term coined, and a field championed, by
Soundscape Information Retrieval (SIR). This includes a
R. Murray Schafer. Soundscapes and acoustic ecology go
number of core components: (1) sound semantics, (2)
hand-in-hand and many composers have engaged in
sound annotation, (3) sound analysis tools, and (4) masoundscape composition either directly through strict,
chine learning (ML).
unaltered playback of field recordings; indirectly through
sound synthesis interpretation; or via the creation of hy2. SOUND ANALSYSIS TOOLBOX (SATB)
brid soundscape compositions where field recordings are
processed and other “external” sound materials are introTo facilitate our analysis efforts we are currently develduced in works such as Presque rien, numéro 1 (1970),
oping the Sound Analysis Toolbox (SATB) written in
Riverrun (1986), Ride (2000), and 48 13 N, 16 20 O
MATLAB. The system aims to provide a comprehensive
(2004). Soundscape studies as a computational research
platform for sound/semantic analysis, visualization, algofield, however, are still in their early stages. This is esperithmic development, baseline ML exploration using Wecially the case when considering it is compared to speech
ka [28], and basic audio transport features. In this section
recognition and music information retrieval (MIR). This
may be due to a number of factors including the lack of
we present the basic components of SATB and detail
datasets for training and development, overwhelming
further utilization of its features in semantic analysis and
emphasis on speech recognition [1, 2], and the complexiAED/AEC below.
ties surrounding soundscapes – literally any sound can
Our current implementation includes a “quick plot” feaexist in a soundscape, making this unconstrained sound
ture that allows efficient plotting of large sound files–a
classification task extremely difficult [3]. That is not to
feature that is limited using MATLAB’s default plot
say that research in SIR is not vibrant. As a matter of fact,
function. The quick plot function uses an efficient proresearch papers related to music, speech, and environprietary “min-max” envelope contour computation algomental sound tagging has increased from approximately
rithm that allows for quick plotting, zooming, and 3D
10 in 2003 to over 45 in 2010 [1]. Also, numerous SIR
visualizations. Additionally, SATB includes a simple
research examples exist including projects related to sur“plug-in” feature for adding custom feature extraction
veillance [4], bird species [5], traffic sounds [6], and gunalgorithms and signal processing implementations. This
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is accomplished by inheriting custom MATLAB classes
with system methods that are called from the SATB controller class. SATB is essentially a major revision and
improvement of the EASY Toolbox [29], where SATB
allows for more comprehensive exploration of all types of
sounds, including soundscapes.
2.1 Freesound MATLAB API
A MATLAB Freesound API is also included in SATB.
This module is used for pulling queried sound files and
associate metadata and includes functions for tag querying, downloading/saving audio files with associated
metadata, checking for corrupt audio files, and formatting
audio channels and sampling rates. The Freesound API
will serve as a model for developing our own Citygram
MATLAB API.
2.2 Audio Transport
Comprehensive sound analysis software systems require
synchronization between audio and visualizations. MATLAB, however, offers limited support in this area: synchronizing audio to visualizations and playing long audio
files is impractical. Although MATLAB provides its Data
Acquisition Toolbox, this is only available for the Windows operating system. To address these shortcomings
we have adopted the open-source PsychToolbox [30] to
access native audio hardware methods from MATLAB.
In order to play large audio files without memory concerns and to synchronize dynamic visualization, a double
audio-buffering scheme has been implemented using
PsychPortAudio's playback scheduling feature. This
mechanism allows for synchrony between audio output
and dynamic visualizations such as waveforms, feature
vector plots, and spectrograms where cursor positions are
synched to the current audio output sample.

3. SOUNDSCAPE SEMANTICS
One of the key components of the Citygram Project is the
exploration of acoustic ecology. As part of our urban
sound classification efforts, we have begun developing a
number of software tools for sound analysis and visualization; machine learning modules for acoustic event detection (AED) and acoustic event classification (AEC);
development of annotated datasets; and tools for soundscape taxonomy exploration. On one hand, our research
involves the investigation of acoustic ecology studies that
are in resonance with the Schaferian school of thought
[11] where the concepts include the identity of the sound
source, the notion of keynote (definite background
sounds), signal (foreground sound), soundmarks (culturally/symbolically important within a community),
geophony (natural sound sources), biophony (non-human,
non-domestic biological sources), and anthrophony (human-generated sounds). This is conceptually similar to
what Gaver refers to as everyday listening opposed to
musical listening [12]. On the other hand, we also concentrate in research that is in the realm of Big Data science where waves of spatio-acoustic data are collected to

develop DSP, feature extraction, and machine learning
techniques for urban soundscape analysis. Big Data is
one of the “hottest” topics in data analytics today, and in
a sense, the notion of found data1 is quite fitting when
viewed from the found sound and musique concrète perspective: a perspective where the data itself is the focus
and starting point into research inquiry. In this section we
discuss issues related to semantics of urban soundscapes.
3.1 Urban Soundscapes are Noisy
One of the sounds we are interested in automatically capturing is urban acoustic noise. Our recent collaborative
efforts with NYU CUSP has made this focus an especially intriguing one as urban noise pollution is a major
problem for city-dwellers around the world including
New York City (NYC). For instance, since the creation of
the NYC non-emergency 311-hotline in 2010, the largest
number of complaints has been noise. The urgency in
developing mechanisms and technologies to measure,
map, and help mitigate noise pollution, and thus improve
the living conditions of urban communities is not difficult
to imagine when we consider that 68% of the global
population is projected to live in so-called megacities.
While issues such as noise annoyance [13] have to be
considered in noise research, fundamental technical issues in capturing noise have to be addressed as well.
Simply employing dB sound pressure level measurements
is inadequate [11, 12] as both spectral and temporal
acoustic dimensions have to be considered. For example,
heavy rain measured at 90 dB SPL is experienced very
differently to scratching a blackboard with fingernails at
the same level. The first step in defining noise involves
the measurement of spatial sounds from whence acoustic
noise can be identified. Another step includes the development of nomenclature, an “agreed-upon” acoustic
noise taxonomy that reflects soundscapes, which can then
be used for automatic soundscape classification. The initial first step of capturing spatio-temporal sound is enabled by the creation of a dense sensor network, a goal
that the Citygram infrastructure aims to accomplish.
Various aspects of the aforementioned steps are discussed
in the following sections.
3.2 Sound Semantics and Taxonomy
A key element in supervised machine learning is the requirement of large human-annotated datasets. The problem of automatic instrument classification in Classical
music, for example, has a clearly defined search space:
most, if not all, acoustic instruments and their associated
names (classes) are known and thus easily labeled, and
annotated datasets are available in abundance. For nonclassical music genres such as popular music, the instrumental taxonomical space becomes less clear due to the
introduction of electronic instruments and for electroacoustic music, the ambiguity further increases and it is
not uncommon to find diverse variance in sound nomenclatures for describing similar/same instruments/sounds.
For urban sound taxonomy the question of what exists,
1

http://www.ft.com/intl/cms/s/2/21a6e7d8-b479-11e3-a09a00144feabdc0.html#axzz2yJGerxRG
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what we hear, and how we annotate and label is an interesting problem in itself. Furthermore, developing a “standard” urban soundscape taxonomy and vocabulary is difficult in part due to its tremendous sonic variety, the
dominance of vision in information processing, and an
emphasis on speech signals [16, 18]. It is easy enough to
imagine the usual urban noise suspects including sirens,
jackhammers, garbage trucks, music, dog barks, and car
horns. But things quickly become murky once the entire
soundscape is considered. It becomes even more ambiguous when we begin to consider what sound sources are
perceived as “noisy.”

Figure 1. City noise sources from 1930s New York.
A number of soundscape taxonomies exist. One of the
earliest was published in 1913 by Luigi Russolo, which is
articulated in his The Art of Noises manifesto [20]. Other
composers who have developed soundscape related taxonomies include John Cage. In Williams Mix (1952),
Cage discusses the sound classes that are labeled as city
sounds, country sounds, wind-produced sounds, and electronic sounds. Some 14 years later, Stockhausen developed his own intricate catalogue of sound class nomenclature–although not exclusively addressing soundscapes
but rather moments – consisting of 68 labels for noise that
included whirring, crackling, rustling, clapping, clanking, falling, and thundering. Another soundscape taxonomy example can be seen in [21], produced as part of the
Noise Abatement Commission of New York. In this
study, a “noise truck” logged over 500 miles and collected 10,000 measurements from over 18 locations as
shown in Figure 1 [22]. More recent examples include
work by Gaver [12] and Brown [23], where the former
presents the idea of basic-level sound-producing events:
liquids, vibrating objects, and aerodynamic sounds as the
basis for mapping environmental sounds such as passing
vehicles, motorboats, and lakes. Brown’s taxonomy is
more rigid and uses a tree-branch-leaf structure with clear
categorical divisions where top branches are more general
and bottom leaves are most specific. Although strict
“standardized” taxonomies can be helpful when beginning to explore soundscapes and associated hierarchical
semantic labels, they can also be biased, reflecting the
opinions, priorities, and interests of the researchers devising them which may not necessarily reflect general public
consensus [24]. For example, in Brown’s taxonomy, a
bifurcation between amplified and non-amplified urban

sound sources exists, a distinction that can arguably be
difficult to make.
3.2.1 Mining Collective Listening
In the field of AED and AEC, ML-based algorithms typically classify audio events using ground-truth data: after
defining a limited set of semantic labels, feature vectors
are used as inputs to train ML algorithms. The trained
algorithms then attempt to classify new sound input to its
proper class. However, soundscape-based semantic labels
and tags developed by researchers do not necessarily reflect a collective consensus. Conversely, crowdsourcing
the annotation process may offer an auxiliary mechanism
for a more robust repository of sonic semantics, and reverses this notion of “annotation by decree.” This approach is in resonance with developing soundscape semantics via open-ended labeling and surveying methodologies [18, 25]. Inviting researchers and a larger community to define and refine the pool of semantic concepts
in relation to novel sonic inputs can potentially contribute
to a more agreed upon soundscape taxonomy. Furthermore, using crowdsourcing for taxonomical development
may yield more than an expanded tag-pool for labeling
audio events: it can potentially reveal connectivity between sounds and everyday concepts as defined by collective consensus. As such, we are taking initial steps in
using Big Data mining of audio semantics to reveal insights into transforming subjective, qualitative associations between sounds and concepts into a quantifiable and
communicable format. Of utmost importance in this approach is to ensure that the collected data is sufficiently
large enough to develop a robust taxonomy. In determining the feasibility of developing a collective listening
taxonomy, we are currently using a custom MATLAB
API to pull crowdsourced audio files and its associated
annotations from Freesound2 as further described in Section 3.1. Subsequent collective listening exploration will
entail mining sono-semantics from other existing datasets
such as the NYC Open Data (noise complaint records)
and the World Wide Web itself using keyword search
strategies.
3.3 Development of Datasets and Ground Truth
One of the issues with soundscape-based ground-truth
dataset is its accessibility and availability: existing annotated datasets are difficult to find and often focus on indoor environmental sounds [26]. A free online sound
repository we have found very useful is Freesound. Freesound is an incredibly rich crowdsourced sound database
resource with numerous annotations and tags that accompany uploaded sounds. However, it is also limited for
machine learning usage as each uploaded audio file can
only be annotated by its contributor, and its tags represent
the entire audio file regardless of duration. This is ideal
for single, finely cropped sound files, but the majority of
the uploaded sound files vary greatly in duration. Although Freesound is not ideal a ground-truth resource, it
provided an excellent opportunity in our initial efforts to:
(1) develop procedures for soundscape audio annota2
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tion/labeling, (2) explore collective listening data mining
strategies via crowdsourced annotations, (3) create an
initial small dataset of ground truth, and (4) develop custom online interfaces and potential practices for soundscape data annotation. Our procedure (adopted in [27])
for open-ended annotation is shown in Figure 2 where
sounds and tags are downloaded via our custom MATLAB-Freesound API as part of the SATB Toolbox further
discussed in Section 3. Sounds are then imported into
Audacity3 as an audio track. This followed by creating
“label tracks” to annotate acoustic events, which are
saved as text files that, can be read into systems such as
MATLAB.

according to their low-level acoustic properties. Feature
vectors currently being used include RMS, zero-crossing
rate, spectral centroid, spectral flatness, spectral flux,
spectral spread, and 13 MFCCs. Each sound file is segmented into acoustic events using AED techniques further described in Section 4.4. For each acoustic event, a
38-dimensional feature vector is obtained by computing
the mean and standard deviation across the analyzed feature values. In addition, the mean and standard deviation
of the first and second derivatives are also calculated to
provide velocity and acceleration information per acoustic event resulting in a total of 114 dimensions. At this
point, the grouping task for the collection of acoustic
events is reduced to a typical vector quantization problem
that can be effectively done via k-means.
20
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Figure 3. 2D event plot by the cluster hovering interface.

Figure 2. Annotation and labeling procedure.
We are also currently finishing up our custom online
crowdsourced annotation software. This software is based
on our initial studies in taxonomy and ground-truth dataset development using existing tools and soundscape
recordings that reside on the Citygram server. This software will allow for multiple annotate, label, and segment
audio events from a large pool of sound files and expect
approximately 50 hours of multi-person annotations.

4. SOUND ANALYTICS
In this section we describe some of the ways we have
used SATB for “organized” soundscape auditioning, feature space exploration, and soundscape tag analysis.
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When acoustic events are laid out and grouped in clusters as a static plot, it is difficult to determine the characteristics of each “data point” – e.g., what it sounds like,
what its tags are, and what its relationship is to neighboring events. Motivated by being able to interact with important information associated with acoustic events including its filename, tags, durations, and sound, we have
begun developing an interactive the SATB “cluster hovering” tool as shown in Figure 3. This feature space exploration tool can be used for multimodal monitoring and
interaction with each of the acoustic events. In Figure 3,
7,850 acoustic events from 1,188 Freesound soundscape
recordings totaling 36 hours are organized into six clusters and plotted in a 2D feature space, where the axes are
chosen for maximum separation of the events via principal component analysis (PCA). Visual and auditory
monitoring is done by simply moving the mouse around
the events – the event that is the closest to the mouse
pointer is automatically triggered to play in real time. The
cluster hovering interface also provides a feature to “denoise” the dataset. This is accomplished by simply deleting data points – acoustic events – that are considered
irrelevant or clustered incorrectly. This may facilitate in
quickly creating a ground-truth dataset for subsequent
machine learning efforts.

4.1 Soundscape Exploration
As we are in the beginning stages of exploring soundscape information retrieval research, gaining insights into
the feature space, semantic space, and acoustic event dimensions is important. As a first step, k-means clustering
was employed to automatically group acoustic events
3

4.2 Crowdsourced Tag Incorporation
Crowdsourced tags can be helpful in developing soundscape taxonomy, which effectively connects a continuous
acoustic signal with semantic labels and descriptors provided by its contributor. In fact, simply interactively visualizing and monitoring acoustic events with a list of the

http://audacity.sourceforge.net/
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the associated tags helps in developing a sense of soundscape taxonomy. However, there is a fundamental issue
with crowdsourced labels (e.g., Freesound) in that they
are open-ended. There are little to no restrictions and
guidelines as to how to tag each file. Hence, noise in the
form of consistency, reliability, and relevancy are rendered as artifacts. To address the issue of de-noising
crowdsourced annotations, we have begun implementing
simple pre-processing steps: (1) tag normalization, (2)
spelling correction/lemmatization (grouping of the words
with a same root form), and (3) occurrence pruning. Tag
normalization entails removing all non-character symbols
in tags and converting all characters to lowercase, which
improves consistency while decreasing redundancy. The
remaining tags are collected as a set that represents a
given acoustic event. Spelling correction/lemmatization is
currently implemented via computation of edit distance
[31] for each and every pair of tags; when the edit distance is less than a predefined threshold, the pair is registered on a dictionary as potentially containing the same
semantics. Since the morphological distance may not
match the semantic distance, manual adjustments are additionally made on the dictionary to discard the irrelevant
pairs. After the tag pairs in the dictionary are lumped
together, the occurrence pruning stage completes the preprocessing procedure: occurrence of each tag is counted
and infrequent tags, with less than five occurrences, are
removed. Using the above procedures, 1,979 tags were
filtered down to 373 tags obtained from 1,188 Freesound
sound files. Figure 4 shows the five most representative
tags for three example clusters after the pre-processing.
The representativeness score is based on the occurrence
ratio in the target cluster minus the maximum occurrence
ratio among the rest of the clusters.

4.3 Tag Hierarchy Extraction
Currently, a simple statistical method is employed to derive basic hierarchical information from the useruploaded tags. The conditional probability of the presence of tag A given the presence of tag B is calculated for
each tag pair based on co-occurrence counts. When the
conditional probability is close to 1 and its inverse probability is small but not insignificant, it can be inferred
that tag A may be an antecedent of tag B. This forms the
basis of our statistical approach, and more sophisticated
methods will be devised to derive multi-level tag hierarchy.
4.4 Acoustic Event Detection (AED)
The majority of audio classification methodologies simultaneously do AEC and AED. Examples of popular AEC
methods include HMM or GMM based classifiers [2],
[4], [32]. Although such AECs have been proven
effective, it is often required that the target audio scene is
specific and the event classes are well-defined and small
in number. In Citygram, we are starting to develop an
approach where AED is conducted separately from AEC.
That is, we first do a computationally light AED, and
only when an acoustic event is detected do we run the
classification module. This is due to a number of reasons
including system efficiency, sensor network transmission
bandwidth, and consideration of soundscape characteristics, which greatly vary depending on location and time.
In the continuous context of real-time soundscape classification using a heavy AEC system that runs 24/7 is
therefore wasteful.
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to inform hierarchy and taxonomical information. For
example, there were a number of tags that referred to
geophonies, others referred to biophonies, while others
were related to human sounds. Other observations were
that it would also be possible to use thesaurus APIs and
tools such as WordNet4 to further extract label hierarchies
and taxonomies while reducing redundancies.
4

http://wordnet.princeton.edu/

4.4.1 AED Algorithm
The AED algorithm was developed by manually varying
SNR
to mimic
the
dynamicity
of “background
Cluster 2levels
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tags
noise.” The algorithm consists of four main modules:
initialization, pre-processing, de-noising, and energythresholding
modules.
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dated to initially determine acoustic event segments. As
further discussed in the following section, an initialization period is required in order to roughly measure the
noise profile which will be removed during the preprocessing stage.
Preprocessing: De-noising
The noise floor, ambiance, or background noise of soundscapes vary with time and is dependent on in-situ elements such as traffic noise during rush hours. To improve
the performance of our AED algorithm, we employ a preprocessing module to spectrally remove background
noise from the signal before applying a simple energybased thresholding procedure. Noise is assumed to be
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4.4.2 AED Test Results

Three datasets were used in AED performance evaluation: (1) a dataset from Freesound (annotated by Dhruv
Bhatia) (2) an in-house NYC Times Square fieldrecording set, and (3) a dataset with varying noise levels
obtained from NYC soundscapes. AED performance was
then evaluated on 80 in situ soundscape recordings consisting of 248 events. We used three standard metrics for
evaluation of AED performance: precision, recall, and
AED-ACC [3], [34]. To simulate environmental SNR
change, a set of audio samples with varying SNR were
produced. Acoustic events such as gunshots, crowds
cheering, musical sounds, and other sounds were mixed
with increasing SNR levels. The sound classes were cho-

SNR mod

Event dur. (s)

Audio samples

Num. of files
62
9
11
Num events (min)
1
2
2
Num events (max)
7
7
6
Num events (total)
176
36
36
Num events (mean)
2.84
4
4
Duration total (s)
4481.0 1080
1320
GT event dur min
0.42
1
1
GT event dur max
59.84
34
6
GT event dur mean
6.52
7.8
2.45
AED event dur min
0.26
1.39
0.95
AED event dur max
27.26
17.58 13.19
AED event dur mean
5.27
5.26
3.70
Precision
0.36
0.35
0.70
Recall
0.73
0.61
1.00
AED-Acc.
0.43
0.36
0.82
Table 1. Summary of sample stats, segmentation stats,
and AED performance.
SNR
0
0.1
0.2
0.3
0.4
0.5
0.6
0.7
0.8
0.9
1

Figure 5. NYC Times Square recording: before and after
de-noising (top is original).

Times
Square

RMS thresholding
The final stage in determining the acoustic event segment
is achieved by first computing the RMS of the de-noised
signal followed by its multiplication with the original
signal’s RMS vector. A moving average RMS is dynamically compressed and shifted up by the mean of the entire
RMS values. This process attempts to dynamically model
noise floor characteristics render an adaptive thresholding
mechanism for robust AED.

sen while considering diversity in spectral content, event
duration, and amplitude envelope. The SNR level was
modulated between 0.0 and 1. in 0.1 increments occurring at every 10-second interval as shown in Table 2.
Freesound

ergodic in the short term but is also capable of significant
variation in the long term. The noise profile is adaptively
measured during non-acoustic event periods and is used
to compute a representative spectral noise template of a
continually changing soundscape. The de-noising algorithm is based on [33], which produces an SNR matrix
from a dynamical noise profile template. This matrix is
used to discriminately weight the DFT frames’ individual
magnitude components. The IDFT of the modulated spectrum renders the de-noised signal. The applied window
size is 50ms with a hop size of 55% of of the window
size. Each segment is then enveloped with a hamming
window. The same windowing is also applied to RMS
computation. Finally, we tested other de-noising algorithms including LPC filtering and spectral subtraction.
The latter two produced poor results.

Perf.
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Precision
Recall
AED-ACC
.85
1
.92
.83
1
.91
.83
1
.91
.83
1
.91
.77
1
.87
.71
1
.83
.64
1
.78
.60
1
.75
.56
1
.72
.53
1
.70
.53
1
.70
Table 2. SNR modulation results.

4.4.3 Discussion
A clear observation is that recall consistently outperforms precision, which means that AED identifies additional events not labeled by the annotator. It is currently
difficult to arrive on a conclusive explanation given the
size of our dataset. However, upon further considering
the AED results and carful listening to the audio samples
where the precision errors occurred, it was surprisingly
difficult to assess whether the additional AED events
were actually “incorrect.” This may perhaps suggest that
different modes of audition – hearing vs. listening – may
yield different results, much like when watching a football game: humans would likely not notice a sparrow
flying above the grounds even if the bird were within
one’s line of sight. Another observation is that annotators
tended to group sequences of short events (< 3 sec) into a
single event while the AED algorithm identified short
acoustic events separately. Again, upon more careful lis-
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tening, it was not clear whether the AED or annotator
was actually “correct.” As a matter of fact, both seemed
correct depending on perspective. This result suggests the
possibility of including an “auditioning mode”–detailed
vs. less detailed, listening vs. hearing –depending on
what type of information is needed and for what purpose.
Figure 4 shows event duration distributions where we
note that the majority of events (> 50%) have short durations (< 5 sec). The overall distribution of the groundtruth events and that of the AED events are similar except
for the very short ones. The scarcity of very short acoustic events (< 0.5 sec) detected by our AED algorithm is
the result of extending such potential events to render a
longer acoustic event with multiple impulsive spikes.

large-scale deployment of dense sensor networks opens
up the possibility for such a repository. Much like Freesound or the Million Song Database, future work in this
area seeks to produce a “Million Sound Dataset,” and
indeed this collection approach in concert with the wide
inclusion of all sounds endemic to urban life may suggest
that “Billion Sound Dataset” will be a more appropriate
label. Perhaps the feature of SATB currently underway
most appreciable by its (currently) small user-base is the
cluster hovering feature. This planned feature allows a
user to interact with a multidimensional feature space,
exploring it in an intuitive and poly-sensory manner. Currently, the feature allows for a single sound to be played
when it is “hovered over,” future plans include an expanded pallet of interaction options for playing single or
multiple sounds. For instance, the “lasso” tool familiar
from many graphics editing programs could be used to
select and playback sounds within a given space.

6. CONCLUSIONS

Figure 6. Distribution of events by duration.

5. FUTURE WORK
The recent developments of SATB have laid the foundation for four important areas of future work: (1) largescale quantification of the efficacy and efficiency of various ML approaches, (2) the collection and collation of a
massive database of urban sounds, (3) investigation of
collective listening strategies for semantic data mining,
and (4) the development of additional exploration interfaces to help gain insights into complex feature spaces. A
prevalent issue in ML is the correct parameterization of a
model so as to avoid “over-fitting” and also “underfitting.” Currently, we are employing the aforementioned
features, as they are common in traditional MIR tasks.
However, as has been demonstrated, such a reliance on
canonical tools may not make sense when approaching
the problems unique to soundscapes. Although our AED
algorithm will need to be further refined, our aim for the
immediate future is to begin focusing on the AEC component of the Citygram Project using SATB’s Weka
module.
As previously stated, there is a dearth of readily available datasets for soundscape research. Though fieldrecording is a technique that has been utilized since the
inception of electro-acoustic music, efforts to collate and
label these sounds for research or artistic purposes have
been difficult. As such we are finishing up development
of custom cloud-based annotation software and expect
approximately 50 hours of labeled ground truth data.
In the longer term, Citygram’s over-arching goal is the
collection of a large soundscape dataset, and the proposed

In this paper, we have discussed ongoing efforts in the
measuring, archiving, and quantification of soundscapes
with an emphasis on data analytics. Using the notion of a
densely deployed sensor infrastructure of the Citygram
project, efforts are being made to build upon soundscape
research in the domains of AED/AEC, and the design and
application of a robust, descriptive taxonomy for urban
soundscapes. It has been demonstrated that the problem
of SIR is non-trivial and that it bears important dissimilarities from the field of MIR. In order to facilitate research, exploration, and study of soundscapes we have
started to develop SATB that includes extensible plugin
architecture for analysis algorithm expandability, while
handling interactive visualizations, proprietary AED
methodology, and taxonomic exploration.
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ABSTRACT
In audiovisual composition, coupling montage moving
images with music is common practice. Interpretation of
the effect on an audioviewer's consequent interpretation
of the composition is discursive and unquantified. Methodology for evaluating the audiovisual multimodal interactivity is proposed, developing an analysis procedure via
the study of modality interdependent transient structures,
explained as forming the foundation of perception via the
concept of Basic Exposure response to the stimulus. The
research has implications for analysis of all audiovisual
media, with practical implications in television advertising as a discrete typology of target driven audiovisual
presentation. Examples from contemporary advertising
are used to explore typical transient interaction patterns
and the consequences of which are discussed from the
practical viewpoint of the audiovisual composer.

action Pattern (TIP) is created as the artefact for interpretation of the interaction.
A TIP is easily manipulated via the temporal displacement of either auditory or visual streams. When combining specified musical and visual media into an audiovisual whole, the alignment process is the key variable determining their perceptual interactivity.
Understanding TIPs and their effect on perception enables a composer to manipulate an audience’s physiological and consequent psychological response to the presentation, orienting attention at targeted features and instances within the montage. This is applicable to all audiovisual mediums, including but not exclusive to movies, television and documentary film. Television advertising is of
particular analytical interest due to its characteristic reliance on visual montage and music in addition to its clear,
targeted purpose – the efficacy of the advertised message.

2. MUSIC IN ADVERTISING

1. INTRODUCTION
Visual and auditory stimuli are interpreted consequent to
their semiotic, emotional and functional information.
Within our diversifying sensory environments, it is in the
minority of occasions that they are experienced discretely.
Audiovisual materials are the prevalent cross modal media format within our society. Targeting our dominant
sensory modalities, the multimodal stimulus stream is not
simply concurrent, but bilaterally interdependent. The
auditory and visual elements interact to form the audioviewer’s unified percept by sampling and integrating information from both modalities.
Therefore when composing audiovisual material, decisions have to be made beyond the individual modality
structures to the multimodal phenomenology of our interpretation. The innumerate manipulations of the multitudinous variables present in audiovisual montage structures results in this being a diverse theoretical and artistic
field. The analysis procedure demonstrated in this paper
consciously excludes from analysis any variability within
individual modalities. This reductive analytical approach
condenses the audiovisual compositional process to a
singular core component, the alignment of two information streams, auditory and visual.
The methodology presented explores the audiovisual
alignment by assessing and quantifying perceptually
weighted transients in each modality. A Transient Inter-

Associating an advertisements promotion with a musical
stimulus is an uncertain venture as both the advertisement
and music carry heavy semiotic connotations as individual entities with the potential to conflict or benefit the
presentation in their association. For instance, both advertising theory and common sense suggests that the general
reception of the music to needs to be harmonious with the
personal biases of the target audience. The music will
additionally have to conform to the brands advertising
strategy. The affective engagement potential of the music
must be considered too. Even the situational effect determined by the placement of the advertisement1 needs to
be considered[1].
Ultimately, if music is inclusive within an advertisement
it is (or certainly should be) with highly considered reason. Music strives to affect the audioviewer, yet any real
quantification of effect is problematic due to the innumerate perceptual variables at play. These could be
weighted and modelled, and would form an estimation of
their influence on target populations. However, personal
preferences and associations have significant and diverse
effects within the expansive demographics of television
advertisement exposure. To make quantifiable inferences
regarding the effect of any creative decisions, variables
must be measureable against features or responses that
are statistically consistent within a population. Here we
1

Within the advertisement block, program block, audience demographic for the time of day and so forth.

- 1226 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

consider the physiological response to transient sensory
stimuli as a suitably consistent human variable to investigate TIP effects. The major benefit here is that the evaluation is exclusive from the confounding of personal bias,
exploring the foundation of multimodal interaction in
audiovisual composition. This model does not attempt to
account for all perceptual variables in modelling television advertisement perception. It considers the conundrum of composing musical-visual interactions by looking at the effect of physiological variables.

3. T.I.P AND BASIC EXPOSURE
The repercussions of audiovisual TIPs in television advertisements can theoretically be divided between the
functional and the aesthetic. Modelling all the perceptual
facets that construct an audioviewer’s response would
require a detailed integration of numerous fields of expertise including but not limited to advertising theory, consumer psychology, film theory and aesthetics. One commonality is present between all these elements in that
they are all higher-level functions of the perceptual system during stimuli interpretation. An accredited model of
interpretation for television advertisements or audiovisual
media as a whole is not present in the literature. However, parallels can be drawn from the interpretation of other
complex message carrying media, such as art as a generalised field.
Describing a ‘Psycho-Historical Framework for the Science of Art Appreciation’ Bullot and Reber [2] compartmentalise three steps in a hierarchical model detailing
‘Modes of Appreciation’ that are transferrable to audiovisual media interpretation.

Figure 1. Bullot & Reber’s three modes of art appreciation.

Basic Exposure is the first and therefore fundamental step
in the successive 'Modes of Appreciation' process, described as ‘the set of mental processes triggered by perceptual exploration of an artwork without knowledge
about its causal history and art-historical context.’ The
solid arrows are representative of required conditions.
Therefore the Design Stance cannot be adopted by the
subject prior to progression from Basic Exposure, and
Artistic Understanding is only achieved if the previous

two Modes of Appreciation are fulfilled. The dotted lines
link to the mental activities elicited by each mode. These
are listed sequentially.
The foundation and requirement prior to all other functions in this hierarchical structure is the first bullet point,
'Perceptual representation and attentional tracking of observable features of the work...’ In summary and contextualisation to audiovisual montage analysis, this defines
the audioviewer’s response to the component features of
the presentation without yet inferring these qualities to
any external associations or concurrent interpretations.
This primary exposure analysis is therefore disregarding
any semantic, hermeneutic or (to generalise) any higherlevel cognitive functions that are hierarchically consequent in stimulus interpretation.
At Basic Exposure, transient features take precedence.

4. QUANTIFYING TRANSIENTS
The human perceptual system does not respond with the
same linearity of a computational analysis. Therefore, in
quantifying the human response to a stimulus perceptually relevant models need to be applied. Deviations in visual luminance and auditory spectral centroid (often referred to as 'brightness') are employed here as the perceptually relevant denotations of transients.
4.1 Visual Luminance
Luminance is the perceived intensity of a weighted sum
of red, green and blue (RGB) tristimulus primary components proportional to physical power. It is perceived intensity, as the value for luminance is subject to the varying sensitivity of the human visual system across different colour bands (in the same manner that hearing sensitivity is dependent on frequency and defined by FletcherMunson curves, luminosity is defined in the CIE 1931
colour space2). Utilising luminance as opposed to a
brightness analysis (which would average the largest and
smallest RGB channel values without accounting for the
perceptual system) provides a more ecologically valid
quantification of transience for human interpretation.
As luminance is not equal across each of the tristimulus
components of the visual spectrum, a perceptual
weighting is required and calculated by finding RGB values linearly (after an inverse gamma function) and
weighting:
r=0.2126
g=0.7152
b=0.0722

2

‘Brightness is defined by the CIE as the attribute of a visual sensation
according to which an area appears to emit more or less light. Because
brightness perception is very complex, the CIE defined a more tractable
quantity luminance which is radiant power weighted by a spectral sensitivity function that is characteristic of vision. The luminous efficiency
of the Standard Observer is defined numerically, is everywhere positive,
and peaks at about 555 nm. When an SPD is integrated using this curve
as a weighting function, the result is CIE luminance.’
http://www.poynton.com/notes/colour_and_gamma/Co
lorFAQ.html#RTFToC3
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The is calculated in Adobe After Effects conforming to
the ITU-R BT. 709 coefficients [3] that define the standard for high definition television formats.
The change in luminance is the definition of the transient
and is calculated using ‘Magnum’, an Adobe After Effects Script created by Lloyd Alvarez is a commercially
available software that detects edits in video footage3.
The script utilises the alpha channel to carry the luminance of the RGB component of the frames content4. This
is done using the ‘shiftChannels’ component.
The Adobe blending mode ‘CLASSIC_DIFFERENCE’ is
applied as one frame is shifted for comparison relative to
the other. In this application we can determine this as the
luminosity change being calculated by taking the value of
the current frame and subtracting the value of the previous frame.
The Magnum script returns a numerical value frame by
frame for the difference of the luminance calculated in
the difference blend that can then be used for statistical
analysis.
4.2 Auditory Spectral Centroid
There are several psychophysical variables as candidates
for quantifying transients within an auditory stream. Variations in the loudness of an auditory signal is a strong
candidate for highlighting transients, and sudden deviations of loudness have been shown to be highly transient
(reference). But due to the compression of audio and the
multitude of listening conditions, reproduction fidelity
and presentation volume in televisual advertising as well
as a desire to evaluate the structural characteristics of
music rather than just peaks in auditory signal (which are
easily identifiable with conventional audio analysis tools)
spectral centroid is preferred as the methodology5.
The spectrum of the audio to be analysed is input and
converted to a single numerical quantification of the
spectral centroid at the chosen sampling instance within
the audio stream. Utilising a MAX MSP patch designed
by Tristan Jehan [4] which uses Fast Fourier Transforms
for perceptual analysis structured upon research by Grey
and Gordon [5], the Patch samples the audio at the frame
rate of the video6 thus attaining a frame accurate value.

3

The script code can be found at http://www.jamescheetham.com/Downloads/Tools/MagnumThe%20Edit%20Detector.jsx
4
The alpha channel is redundant in this application as we are gaining
the luminance value via a summation of the RGB component.
5
Jehan highlights that ‘attack quality (temporal envelope) and spectral
flux (evolution of the spectral distribution over time)’ are potentially
equally important at identifying the transient points within an auditory
signal and this could be integrated into the model in future work.
6
For example, for 25fps video the sampling rate would be every 40ms.
This sampling rate is slow for auditory signals, but as the interest of
analysis concerns frame level accuracy at this stage it is an appropriate
figure (additionally, in most commercial audiovisual editing software
packages frame level accuracy is the minimum of controllable resolution). If auditory and visual elements were to be analysed using the
proposed transient detection methodologies provided here prior to coupling, a higher sampling rate may be appropriate to determine a more
accurate a picture of transient structure for use in composition.

It is the difference in these values on a frame by frame
basis that indicates the transient degree of the change i.e.
a large jump from one value to the next marks a significant deviation in spectral centroid, which is perceived as
transient to the perceptual system.
4.3 Comparing Audiovisual Transients
A frame by frame analysis outputs data which is graphed
such as the example below (Amazon Kindle, Fig. 2)
where the blue line represents loudness (auditory), the
black line is spectral centroid (auditory) and the red follows the luminance differences (visual). These are represented on a frame by frame basis along the x-axis and
subject to independent scales on the y-axis that are not
normalised to either other. The relationship between the
independents is difficult to ascertain visually7. Transients
are visible in all analysis procedures (notably in the luminance analysis around a quarter of the way into the clip
and auditory peaks and troughs towards the end of the
clip), but the discrete figures and their directionality are
confusing for interpretation8.

Figure 2. Amazon Kindle, Luminance (red), Brightness
(black) and Loudness (blue) by Frame.

5. STATISTICAL TRANSIENT CATEGORISATION
The very definition of a transient is that it is a significant
deviation from a neutral position. Statistically, we can
quantify this by calculating z-scores which standardises
the data set for the advert being analysed; expressing the
scores in a standard distribution with a mean of zero and
a standard deviation of one9. An option is to then catego7

Animations including the audiovisual elements have been created to
assist interpretation. This link (http://youtu.be/ZSQnC38x4Pc)
demonstrates the Luminance/Loudness/Brightness transient analysis for
Southern
Comfort’s
‘Karate’
advertisement.
This
link
(http://youtu.be/9u5dBsxVfiI) runs the same analysis but at
half speed for further ease in data interpretation.
8
It should be noted that a sudden lack of sound is as transient as a sudden increase in sound. Likewise a luminance change in either direction
can be equally transient – hence the positive and negative fluctuations
are considered equally transient.
9
This normalises the data values into a comparable range (as mentioned
earlier, luminance and spectral centroid are defined on different, incompatible scales) – a further positive is that it neutralises the difference
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rise these scores within defined statistical windows. This
defines a level of significance for the transients based
upon the sequence where the transients are relative to the
advertisement sequence, rather than other advertisements10.
In a normal statistical distribution we would expect to see
95% of cases with an absolute value below 1.96, with the
remaining 5% above. In the Amazon Kindle example
which is typical of all adverts the methodology has been
tested on, 92.4% of cases fall within this range, leaving
7.6% outside, including 3.3% in the highest statistical
bracket (Absolute z-score greater than 3.29). In this situation these extreme cases are exactly what we are looking
for. This procedure marks transients within the sequence.
Figure 3 demonstrates the result of transient z-score classification. Frames are sequences along the x-axis while
the height of the impulse on the y-axis marks the transient
level as a statistical measure within 4 groups:
• Absolute Z-score = <1.96 coded as zero (therefore does not register on graph)
• Absolute Z-score = >1.96 = 1 (smallest impulse)
• Absolute Z-score = >2.58 = 2
• Absolute Z-score = >3.29 = 3 (highest impulse)

dialogue or other layered audio11) we can elaborate on
typical TIPs by advertisement concept.
Partitioning the advertisements into two categories, conceptually dominant (for example, technology products
and lifestyle products such as perfume and alcohol
choose to demonstrate a brand ethos as opposed to the
literal representation or description of the product) as
opposed to product dominant (for example children’s
toys or cleaning products, these show the usage and functionality of the sale item) [6] a clear difference in the
compositional ideology is distinguished via TIPs.
Conceptually dominant advertisements rely on content,
and are therefore less reliant on audiovisual montage.
Product dominant advertisements rely on demonstration,
and thus have higher cut rates in the montage which is
typically reflected in the choice of musical accompaniment via upbeat, higher tempo selections.
Therefore it is unsurprising that we see much larger temporal gaps between transient peaks in conceptual advertising as opposed to product-based advertising. The TIP
is therefore more dispersed for product advertising than
conceptual advertising.
Analysis
Luminance Transient Rate (Conceptual)
Luminance Transient Rate (Product)
AV Transient Rate (Conceptual)
AV Transient Rate (Product)

Figure 3. McDonalds advertisement, Z-Score Auditory
Spectral Centroid (Black) and Luminance (Red). Values
by Frame.

6. TIP TRENDS IN ADVERTISEMENTS
The methodology outlined is useful in the analysis of all
audiovisual TIPs. Trends can be explored by genre, director, target audience, product category or any number of
audiovisual variables. In addition to analytical processes
it can be used in the composition of audiovisual media by
auditioning the TIP effect of multiple musical-visual
combinations to determine an appropriate pairing for the
purpose of the media.
For example, in a sample of contemporary advertisements
analysed (n = 10, airing from 2012 to 2014, ranging from
20 to 60 seconds in length at 25 frames per second, all
with purely musical soundtracks i.e. no sound effects,
between positive and negative fluctuations so transients in both directions are coded positive.
10
Transient comparison across multiple advertisements is difficult due
to the variations in visual and auditory composition and compression/broadcast methods. This research is concerned with improving
advertising structure within itself, rather than directly improving advertisement efficacy relative to other advertisements. However, this would
hopefully be a reciprocal outcome.

Rate (per
minute)
33.5
40.3
61.4
88.2

A commonality between all advertisements is the tendency to cluster auditory transients within a defined region of
the advertisement12. This would appear to be an effective
strategy for orienting attention to key moments within the
advertisement. Figure 4 shows an extreme example of
this, where all auditory transient information is delivered
at the end of the clip. This is an audiovisual hitpoint in
relation to the delivery of the brand logo, but fails to register a visual transient at this instance. This TIP composition therefore chooses to separate the auditory and visual
transients, which may have perceptual efficacy benefits
due to modality switching latencies in multimodal integration [7].

11

Examples were from major international advertising campaigns
including Amzon Kindle, Southern Comfort and Microsoft Windows.
12
The percept of a transient depends on the plateau level of the stimulus as the transient threshold is highly adaptable in short time frames.
This should therefore be integrated into further revisions of TIP models.

- 1229 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

Figure 4. BSkyB Advertisement shows a separation of
audiovisual transients in its TIP with steady distribution
of visual transients and strong clustering of auditory
transients at the end of the clip.

Certainly the most significant trend is the lack of transient synchrony being utilised in television advertisements
would suggest that the technique is being avoided. Yet
even those clips where visual elements have been constructed to reflect the musical soundtracks narrative13 via
the synchrony of musical-visual elements fail to register
these on significant perceptual instances of the TIP on the
majority of occasions. This may be due to the desire to
avoid ‘Mickey Mousing’14 or other musical-visual clichés
to maintain the integrity of the advertisement. However,
synchrony does not have to create clichéd effects and
disregarding the perceptual benefits of transient elements
is to the detriment of the advertisements efficacy. One
such component of the advertisements rationale, is the
recall of information held within.

by Anderson [9] were presented on a screen with music
from the Southern Comfort ‘Beach’ advertisement (‘Gotta be ‘Me’ by Odetta). Subjects believed they were participating in a beat recognition task and were instructed to
tap along on a keyboard to their interpretation of the
rhythm of the music as a distraction task. After viewing
the clips the subjects were asked to complete the word
fragments.
As hypothesised, an increase in implicit memory recall
was noted following the early onset of auditory transients
prior to the visual transients where the words were presented. Early onset returned a 36% memory recall compared to transients in synchrony at 24% and transient
delay at 28%.
Conclusively TIPs have an effect on higher-level perceptual features as demonstrated here through implicit
memory recall. By analysing the relative timing of audiovisual transient delivery, TIPs can be designed to increase
the likelihood of implicit memory recall. Here a simple
relationship is determined, showing that the delivery of
an auditory transient, prior to the visual transient containing the information for implicit memory increases recall.
Synchronous transients relatively inhibit recall by a large
degree, and auditory post transient structures to a lesser
degree. Further experimentation is needed to determine
the effects beyond the range of eight frames (200ms)
tested here.

7. PSYCHOPHSICAL EVALUATION
WITH PERCEPTUAL IMPLICATIONS
To understand the implications of transient interactions
and particularly the synchrony of audiovisual transients
an experiment was designed to incorporate one of the key
targets of advertising, implicit memory of visual information. It was hypothesised that by displacing the synchrony between musical and visual transients, measurements of implicit memory recall would be effected. We
hypothesised that placing auditory transients prior to visual transients would increase recall due to attention priming [8].
Ten participants (average age 23, 3 female) participated
in a word fragment completion task to assess implicit
memory recall of information delivered within a video
sequence. Thirty-six words (twelve for each of the three
following conditions – auditory and visual transients in
sychrony, audio displaced prior to visual transient by four
frames and audio displaced after visual transient by four
frames) from the Word Fragment Completion Set created
13

Examples of such adverts include the McDonald's 'Symphony'
(http://www.youtube.com/watch?v=F2ig42bfVdw ) and United Airline's
'The Meeting' (http://www.youtube.com/watch?v=nU5DasW5nUY).
14
‘Mickey Mousing’ is a term used to describe mimicry in the musical
soundtrack to visual elements. Often used in a negative manner due to
its cliché status consequent of overuse in the 1930’s and 40’s.

Figure 5. Level of visual implicit memory recall against
the displacement of auditory transients relative to visual
information onset.

8. CONCLUSIONS AND IMPLICATIONS
Demonstrating transient structures in a perceptually valid
manner is the first step in understanding effective TIP
composition.
Music is a common feature of audiovisual material, often
used as a structural component of the montage, with visual rhythms deliberately constructed to reflect the musical
tactus. Such compositional techniques are commonplace
in all audiovisual mediums, and especially prevalent in
shorter formats such as television advertisements which
are the focus here.
Figure 6 demonstrates how musical and visual elements
interact dependent on their alignment, and Figure 7
demonstrates how a simple displacement of the auditory
track rearranges the musical and visual elements, thus
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creating a new audiovisual composition, with the same
initial auditory and visual content.

Figure 6. A movie-barcode (strip of pixels extracted
from each frame of video and arranged linearly) with
the TIP analysis (Spectral Centroid (Black) and Luminance (Red)). Visually we can see clear contrasts between the montage elements in the movie-barcode, and
similarly definable sections created by contrasts in the
TIP.

Figure 7. Here the audio has been displaced relative to
the visual. Thus a new TIP compared to that in Figure 1
is created while the content of both clips has remained
as consistent as possible.

As a creative in the audiovisual composition process, the
effects of such displacement should not be taken lightly
as although the displaced clips are exceedingly similar in
passive reception, there are strong implications for audioviewer interpretation.
At Basic Exposure transient factors of the audiovisual
montage take precedence, creating attentional distributions that construct the foundation of an audioviewer's
consequent interpretation of the production. This effect
falls to the functional aspect of the aforementioned aesthetic-functional divide. To qualify as a functional response it must return a measurable outcome over a population that can be replicated by adhering to a specified
design principle. This approach could be labelled as Neu-

roaesthetics15, an attempt to interpret the brains predisposition for certain forms and constructs that succeed over
others in their purpose for a measured reason. Neuroaesthetics considers the human appraisal as consistent, a
blanket response disengaged from individualities influence. A philosophical appraisal would highlight this
omission of individuality as a confounding variable in
modelling perception, the argument being that not merely
the innate, but also the personalised and enculturated behaviours of interpretation and conscious cognition of
stimuli are the key to our percept of the material. And
indeed they are, which is why great effort and expense
can surround advertising campaigns. But, from the standpoint of a music editor, who is uninvolved with the creation of the semiotic contents in either visual or musical
modalities, yet charged with the duty of integrating the
two in the most effectual manner, TIP are the key concern.
Digital Audio Workstations allow for highly synchronous
musical-visual interaction, tailoring musical transients to
key visual ‘sync-points’ via manipulation of tempo tracks
which can be adjusted – pulled like elastic pinned by
point of synchrony. The concern of the audiovisual composer is how to effectively compose these transients to
the benefit of their production. Crucial narrative aspects
of the visual and musical content can be identified as requiring heightened attention. For example, a key delivery
point within an advertisement would be the presentation
of the brand's name and logo. A key musical aspect could
be the transition from one repeating musical motif to a
new motif. To emphasize these key points – a music
composer may choose to increase the salience of the
downbeat of the transition – potentially through the addition of musical accent, or the addition of a crash cymbal
as a simple example. Ultimately, the transient level of a
new section is determined by its distinction from the previous. The same is true visually; the orientation of attention is modulated by the signification of change via contrast in the montage sequence i.e. a transient difference
from one frame to the next. Mapping such contrasts enables an evaluation of the physiological factors with statistical prominence via their rarity tied to Basic Exposure.
Beyond this numerous questions arise for further research. What are the effects of transient synchrony on
cognition? Is this effect genre dependent? What are the
boundaries of asynchrony, and how does this alter the
TIP effect?
Further research will investigate improving the efficacy
of audiovisual media interpretation via control of the
transient structure in musical and visual content interaction.

9. REFERENCES
[1]

15

L. G. Craton and G. P. Lantos, “A model of
consumer response to advertising music,” J.
Consum. Mark., vol. 29, no. 1, pp. 22–42, 2012.

The term ‘neuroaesthetics’ was coined by Zeki and Lamb [10] and it
denotes the biological factors in aesthetic interpretation

- 1231 -

Proceedings ICMC|SMC|2014

[2]

[3]
[4]
[5]

[6]

[7]

[8]

[9]

[10]

14-20 September 2014, Athens, Greece

N. J. Bullot and R. Reber, “The artful mind meets
art history: Toward a psycho-historical
framework for the science of art appreciation,”
Behav. Brain Sci., vol. 36, no. 02, pp. 123–137,
2013.
P. ITU-T RECOMMENDATION, “Subjective
video quality assessment methods for multimedia
applications,” 1999.
T. Jehan, “Creating music by listening.”
Massachusetts Institute of Technology, 2005.
J. M. Grey and J. W. Gordon, “Perceptual effects
of spectral modifications on musical timbres,” J.
Acoust. Soc. Am., vol. 63, no. 5, pp. 1493–1500,
1978.
C. Bullerjahn, “The effectiveness of music in
television commercials,” in Music and
manipulation: On the social uses and social
control of music, 2006, pp. 207–235.
T. Koelewijn, A. Bronkhorst, and J. Theeuwes,
“Attention and the multiple stages of
multisensory integration: A review of audiovisual
studies,” Acta Psychol. (Amst)., vol. 134, no. 3,
pp. 372–384, 2010.
N. Cason and D. Schön, “Rhythmic priming
enhances the phonological processing of speech,”
Neuropsychologia, vol. 50, no. 11, pp. 2652–
2658, 2012.
C. A. Anderson, N. L. Carnagey, and J. Eubanks,
“Exposure to violent media: the effects of songs
with violent lyrics on aggressive thoughts and
feelings.,” J. Pers. Soc. Psychol., vol. 84, no. 5, p.
960, 2003.
S. Zeki and M. Lamb, “The neurology of kinetic
art,” Brain, vol. 117, no. 3, pp. 607–636, 1994.

- 1232 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

Violin Fingering Estimation According to Skill Level
based on Hidden Markov Model
Wakana Nagata
Nagoya Institute of Technology
nagata@mmsp.nitech.ac.jp

Shinji Sako
Nagoya Institute of Technology
sako@mmsp.nitech.ac.jp

ABSTRACT
This paper describes a method that estimates the appropriate violin fingering pattern according to the player’s skill
level. A violin can produce the same pitch for different
fingering patterns, which generally vary depending on skill
level. Our proposed method translates musical scores into
suitable fingering patterns for the desired skill level by modeling a violin player’s left hand based on a hidden Markov
model. In this model, fingering is regarded as the hidden state and the output is the musical note in the score.
We consider that differences in fingering patterns depend
on skill level, which determines the prioritization between
ease of playing and performance expression, and this priority is related to the output probability. Transition probability is defined by the appropriateness and ease of the transitions between states in the musical composition. Manually
setting optimal model parameters for these probabilities is
difficult because they are too numerous. Therefore, we decide on the parameters by training with textbook fingering.
Experimental results show that fingering can be estimated
for a skill level using the proposed method. The results of
evaluations conducted of the method’s fingering patterns
for beginners indicate that they are as good as or better
than textbook fingering patterns.
1. INTRODUCTION
In a violin, the same pitch can be produced by several fingering patterns, and violin players decide which fingering
pattern to use. Fingering decision is difficult for beginners because they lack experience. However, even if the
player has considerable experience, fingering decisions often require trial and error, because the optimum fingering
pattern for a specific transition is not easy to determine after only one try. Thus, automatic fingering estimation can
help players at various skill levels.
The optimum fingering differs according to a player’s
skill level. For low-skill players, fingering that is easily
played is optimum, whereas for high-skill players, fingering that allows the best performance expression is optimum. Thus, violin fingering estimation must be based on
skill level.
Some studies have focused on fingering estimation for
a plucked or bowed string instrument [1–5] or for the piano [6–8]. The methods proposed in these studies estimate
the easiest fingering and cannot recommend fingering patterns for various skill levels. Other studies have transcribed
c
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fingering from audio [9, 10] or video [11]. In these transcriptions, performance expression is considered because
of differences in human performances. However, these
methods transcribe the fingering only from a recording of
the performance.
Our objective is to estimate the fingering patterns for musical compositions according to the skill level of the violin
player. The violin player decides whether playing needs to
be easy or whether performance expression is appropriate.
We also realize that this priority is influenced by the note
length. If the note is short, ease of play becomes a higher
priority because playing a succession of short notes is more
difficult. When the note is long, expression has a higher
priority because playing longer notes is easier. Expression also has a higher priority when the skill level is high.
From this point of view, we previously proposed a fingering estimation method [12]. However, in that method, the
model parameters are set manually, which, in addition to
the highly complex model structure, result in difficulty tuning the parameters of the model.
In this paper, we model violin fingering using the concept
underlying the hidden Markov model (HMM). The difference between our proposed model and HMM lies in the
fact that the transition probability depends on the observation sequence. We regard fingering as the hidden state
and the notes in the musical composition as the output.
We define the priority of performance expression based on
note length and skill level, and this priority is used to determine the output probability. Because note length also
influences ease of transition from one fingering pattern to
another, we define the degree of change between fingering
patterns based on note length, and this degree of change is
related to transition probability. Empirical determination
of the numerous parameters required by output and transition probabilities is extremely difficult; therefore, most
parameters are estimated from textbook fingering patterns.
Our new method eliminates the need for manually setting
the model parameters.

2. VIOLIN FINGERING
2.1 Strings
A violin has four strings, each of which has a different tone
color and pitch range because of differences in thickness
and material. The four strings are normally tuned to G3,
D4, A4, and E5 in descending order of thickness. Because
the pitch ranges of different strings overlap, the same pitch
can be produced by pressing different strings at different
positions.
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2.2 Fingers

3.1.1 String Number

The strings are pressed using all fingers except the thumb.
The four fingers are numbered from one (index finger) to
four (little finger). A string that is played without being
pressed is called an open string and is numbered zero. An
open string has a different tone color because none of its
vibration is absorbed by a finger.

We numbered the E string, A string, D string, and G string
as 1, 2, 3, and 4, respectively.

2.3 Difference by Skill Level
As skills develop, the player can choose many strings and
use vibrato, a pulsating change in pitch by slightly shaking
the left hand while a left finger presses the string. Choosing string and using vibrato are important in performance
expression.
Easy fingering and fingering considering performance expression are often different. For example, open string is
easy because no pressing is done; however, the player cannot use vibrato because it cannot be produced with an open
string. Thus, players use different fingerings depending on
skill level.
3. VIOLIN FINGERING MODEL ACCORDING TO
SKILL LEVEL
In this paper, we model violin fingering patterns similar
to HMM, as shown in Figure 1. The model is somewhat
different from HMM; the difference is that state transition
depends on output sequence. The hidden state sequence s
is the left hand state sequence, and output sequence o is
the note and rest sequence in the score. We assume that the
state changes for every note and that the state sequence is
a Markov process.
To simplify problem, the model has the following restrictions: the score is monophonic, and only the factors pitch,
note length, and rest length are considered by this model.
3.1 Hidden State

s

s0

The general position differs from the actual position depending on whether the note is natural, sharp, or flat. In
this paper, we use the fret number of the index finger position under the assumption that a violin has frets. We assume that each string has 24 frets.
3.1.4 Finger Interval
We use the combination of the intervals between each finger. A finger not pressing a string does not have to be defined if only one note is played; however, we define all
four fingers because even if a finger is not currently pressing a string, it is positioned according to the next note or
on the basis of the previous note. We assume that the interval between each finger is a whole tone or a half tone. The
number of combinations is 23 .
3.2 Output Sequence
One hidden state corresponds to pitch p, note length l, and
rest length r. In terms of fingering, note length l and rest
length r define the priority of the performance expression
(expressiveness e) and the ease of transition from the current fingering pattern to the next (changeableness c), as follows:
on = {pn , ln , rn } = {pn , cn , en }.
(2)

s1

...
...

oN-1 Music score

∞

high

N-1

short

Expressiveness e

sN-1 Left hand

Figure 1. Model of a violin fingering pattern

Note length l

long

0

o1

...
...

(1)

wl

1

High-skill players can play with greater ease and expressiveness than low-skill players. However, even if skill level
is high, expressiveness is relatively low when the note length
is short. Conversely, even if skill level is low, expressiveness is high when the note length is long. Consequently,
the same expressiveness can be achieved, even if the skill
level is different, by changing the note length. Therefore,
we determine expressiveness from both note length and
skill level, as shown in Figure 2. Using this relation, we
can estimate the appropriate fingering for any skill level in
the unified framework.

low

o0

3.1.3 Hand Position

Skill level

FN
HP
FI
sn = {xSN
n , xn , xn , xn }.

o

We numbered the index finger, middle finger, ring finger,
little finger, and open string as 1, 2, 3, 4, and 0, respectively.

3.2.1 Expressiveness

In order to ensure a unique correspondence between a single pitch and a state, we define the HMM’s hidden state as
the position of the left hand. The position of the left hand is
described by the hand position and finger interval, as well
as the string number and the finger number, which typically describe a fingering pattern. The hand position and
finger interval should be steady; these elements are important when the appropriateness of the hand state in long span
is being considered.
These four elements are represented by the following variables: the string number is xSN , the finger number is xFN ,
the hand position is xHP , and the finger interval is xFI . The
hidden state is expressed as follows:

0

3.1.2 Finger Number

{

high

Prioritizing performance expression

low

Prioritizing ease of play

Figure 2. Relation among expressiveness, note length, and
skill level
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Based only on note length, the longer the note, the greater
the ease and expressiveness it can be played with. We consider that variation of expressiveness is small when note
length is overly long. Therefore, we use logarithms to describe the relation between note length and expressiveness.
On the other hand, based only on skill level, the higher
the skill level, the greater is the expressiveness. The relation between expressiveness and skill level is assumed to
be linear.
Thus, considering both note length l and skill level wl ,
expressiveness e is determined as follows:
en = wl log(1 + ln ).

(3)

4.1 Initial Probability
Initial probability πi is the probability of being in state si
when note number n is zero. We define initial probability by assuming that the elements are independent of each
other.
Each probability of string number, finger number, hand
position, and finger interval is defined as PSN (xSN
i ),
HP
FI
PFN (xFN
i ), PHP (xi ), and PFI (xi ), respectively. Initial
probability πi is formulated as follows:
FN
HP
FI
πi = PSN (xSN
i )PFN (xi )PHP (xi )PFI (xi ).

(6)

4.1.1 String Number

When wl is zero, which is the level for the least skilled
players, expressiveness is always zero, regardless of note
length.

We consider that initial probability does not depend on
the string. Therefore, PSN (xSN
i ) is uniformly distributed
among the four strings; that is, 1/4.

3.2.2 Changeableness

4.1.2 Finger Number

We consider that changeableness is high when note length
or rest length is high. First, the hand can easily change to
the fingering pattern of the next note when the current note
or rest is long. Second, the possibility that the current musical phrase is ending is high when the current note or rest
is long. A musical phrase needs a similar tone throughout
and smooth transitions of the fingers; therefore, it does not
often require a significant transition of the finger positions.
Thus, changeableness cn is decided by the current note
length ln and rest length rn . Because the degree of influence of ln and rn on cn are not equal, c is defined with
weight wr , as follows:
cn = ln + wr rn ,

(4)

where wr > 1.
3.3 Estimation of Optimum Fingering
Assuming that the optimal fingering has the highest likelihood among all the state sequences considered from a note
sequence, the optimal fingering is given as follows:
q̂ = arg max πq0
q

N
−1
∏
n=1

aqn−1 ,qn (on )

N
−1
∏

bqn (on ),

(5)

n=0

where q is the state number sequence corresponding to the
note sequence, π is initial probability, a is transition probability, and b is output probability. Because the number of
state sequences increases exponentially with the number of
notes, calculating the likelihood of all state sequences is realistically difficult. However, searching for the maximum
likelihood state sequence is solved based on the Viterbi algorithm.

We define PFN (xFN
i ) as the appearance probability of xFN
in the training data under the condition that xFN = 0 is
weighted by the reciprocal of the appearance probability
of the pitch that an open string makes. This is because
xFN = 0 can only produce the pitch of an open string;
therefore, the appearance probability of xFN = 0 is low.
4.1.3 Hand Position and Finger Interval
FI
We define PHP (xHP
i ) and PFI (xi ) as the appearance probability of xHP and xFI in the training data, respectively.

4.2 Transition Probability
Transition probability ai,j (on ) is the probability of the state
changing from si to sj when the note number changes from
n to n + 1. Transition probability must consider the appearance probability of the destination state and the probability of state change. The appearance probability of the
destination state is calculated in the same way as the initial probability. The probability of state change is defined
by the postulate of the probability distribution of variation.
The relation between output o and the state transition is
influenced only by changeableness c. When changeableness is high, the transition probability cannot be based on
variation. Therefore, we assume that the dispersion of the
probability distribution of variation depends on changeableness.
When the relation among elements is considered, the probability of the finger intervals depends on the hand position.
Other elements are independent of each other. Therefore,
the probabilities of the elements xSN , xFN , xHP , and xFI
FN
are defined as PSN (xSN
j |si , cn ), PFN (xj |si , cn ),
FI
HP
PHP (xHP
j |si , cn ), and PFI (xj |si , cn , xj ), respectively.
Transition probability ai,j (on ) is formulated as follows:
FN
ai,j (on ) ∼ PSN (xSN
j |si , cn ) × PFN (xj |si , cn )

4. HMM’S PARAMETERS
HMM requires the following parameters: initial probability, transition probability, and output probability. These
are usually estimated using the Baum-Welch algorithm;
however, our study includes many states, which makes the
Baum-Welch algorithm inappropriate. Therefore, we consider the probability of each element individually, and postulate the distribution of the transition probability, which
has many state combinations.

FI
HP
× PHP (xHP
j |si , cn ) × PFI (xj |si , cn , xj ). (7)

The probability of each element is described as follows.
4.2.1 String Number
We consider that the probability of a string number depends only on movement range. In general, the string often remains the same for some notes. Therefore, distribution of transition of a string number is concentrated at
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SN
xSN
= xSN
i
j , and we postulate that PSN (xj |si , cn ) is the
following Laplace distribution:
SN
SN
PSN (xSN
j |si , cn ) ∼ fLap (xj ; xi , k1 cn ),

PExp

(
)
FI
M (xFI
1
i , xj )
∼
exp −
,
k3 cn
k3 cn

(15)

(8)

where fLap is the probability density function of the Laplace
distribution as follows:
(
)
|x − µ|
1
exp −
.
(9)
fLap (x; µ, ϕ) =
2ϕ
ϕ

where k3 is defined as follows for the same reason as that
for the hand position:
{
k3,1 (xFN
= 0)
i
k3 =
.
(16)
k3,2 (xFN
=
̸
0)
i

Because the dispersion of the Laplace distribution σ 2 is
2ϕ2 , we define k1 to satisfy the following equation:

k3,1 and k3,2 are defined similar to k1 for exponential distribution.

(10)

SN
where s2 is the dispersion of the training data’s xSN
n −xn−1
and c̄ is the average of the training data’s c.

4.2.2 Finger Number
We consider that the probability of a finger number depends only on the finger number of the target fingering
pattern. Thus, PFN (xFN
j |si , cn ) is defined as follows:

bi (on ) = Pp (pn |si )Pe (en |si ).

(11)
4.3.1 Pitch

4.2.3 Hand Position
We consider that the probability of a hand position depends
on both the hand position of the target fingering pattern and
the movement range. We postulate that the probability of
the movement range is a Laplace distribution for the same
reason as that of the string number. Considering both the
hand position of the target fingering pattern and the movement range, PHP (xHP
j |si , cn ) is defined as follows with
weight wHP :

Pp (pn |si ) is one if the output pitch from state si equals pn
and zero otherwise. Only one pitch results from a state.
4.3.2 Expressiveness
We consider that expressiveness relates only to the string
number and the finger number. Because the string number
xSN and the finger number xFN are independent of each
other, Pe (en |si ) is defined as follows:

PHP (xHP
j |si , cn )
Because the hand position change is easy when the current
finger number is the open string (xFN
= 0), k2 is defined
i
as follows:
{
= 0)
k2,1 (xFN
i
.
(13)
k2 =
̸= 0)
k2,2 (xFN
i
k2,1 and k2,2 are defined in the same way as k1 .
4.2.4 Finger Interval
The probability of the finger interval does not depend on
the finger interval of the target fingering pattern if
the hand position changes. Therefore, if xHP
̸= xHP
i
j ,
FI
HP
PFI (xj |si , cn , xj ) is a uniform distribution; that is, 1/23 .
FI
HP
If xHP
= xHP
i
j , we consider that PFI (xj |si , cn , xj ) depends on both the finger interval of the target fingering pattern and the movement range. We define the movement
FI
range of a finger interval M (xFI
i , xj ) as the sum of the
distance between the previous fret number and the current
fret number for each finger, and postulate that the probability of the movement range is an exponential distribuFI
tion because the distribution of transition of M (xFI
i , xj )
FI
HP
is concentrated at zero. Thus, PFI (xj |si , cn , xj ) is defined as follows:

Pe (en |si ) =

2
P (en |xX
, σX,x
X ),
i ) ∼ fND (en ; µX,xX
i
i

(18)

(19)

where X is SN or FN, and fND is the probability density
function of the log-normal distribution as follows:
{
}
1
(log x − µ)2
fND (x; µ, σ 2 ) = √
exp −
.
2σ 2
2πσ 2 x
(20)
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60
40

Log-normal 3
distribution
2
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1

0
0

4

0
0.2 0.4 0.6 0.8
Expressiveness e
(a) xSN = 0

(xHP
̸ xHP
=
i
j )
, (14)
HP
(xi = xHP
j )

FN
P (en |xSN
i )P (en |xi )
.
P (en )

FN
The distributions of P (en |xSN
i ) and P (en |xi ) are shown
in Figure 3. Based on these distributions, we postulate that
the distribution of expressiveness is a log-normal distribution as follows:

Frequency

HP
wHP
1−wHP
∼ fLap (xHP
PHP (xHP
. (12)
j ; xi , k2 cn )
j )

HP
PFI (xFI
j |si , cn , xj )
{
1/23
∼
wFI
1−wFI
PExp
PFI (xFI
j )

(17)
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PFN (xFN
j ).

Output probability bi (on ) is the probability that note on
is outputted from state si . Pitch p and expressiveness e
are independent of each other, and their probabilities are
defined as Pp (pn |si ) and Pe (en |si ), respectively. Output
probability bi (on ) is formulated as follows:

Frequency

PFN (xFN
j |si , cn )

4.3 Output Probability

Probability density

s2 = 2(k1 c̄)2 ,

0
0.2 0.4 0.6 0.8
Expressiveness e
(b) xFN = 0

Figure 3. Examples of histogram and estimated lognormal distribution of expressiveness e
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ei ∈EX,k

2
σX,k
=

1
|EX,k |

∑

(µX,k − log ei )2 ,

(22)

ei ∈EX,k

where EX,k = {en |xX
n = k}, and |EX,k | is the number of
elements in set EX,k .
P (en ) depends only on output sequence o and does not
influence the resulting state sequence s. Therefore, we assume that P (en ) is an arbitrary positive fixed number, and
disregard this number in the calculations.

95

76
Concordance rate (%)

µ and σ 2 are defined by using maximum likelihood estimation as follows:
∑
1
µX,k =
log ei ,
(21)
|EX,k |

Concordance rate (%)
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Figure 4. Rate of concordance with textbook fingering
patterns

5. EXPERIMENTS
We evaluated the proposed method based on two factors:
the concordance rate between textbook fingering and estimated fingering, and subjective evaluation by violin players.
5.1 Experiment 1: Concordance Rate with Textbook
We observed how the concordance rate changes when wl
changes.
5.1.1 Conditions
The training data comprised 17 musical pieces (4,852 notes)
from four textbooks for intermediate violin students. The
test data contained two datasets: The beginner test dataset
comprised 14 musical pieces (2,265 notes) from two textbooks for beginners. The intermediate test dataset comprised 14 musical pieces (5,086 notes) from four textbooks
for intermediates. The test data did not overlap with the
training data.
The concordance rate is the number of notes where the
estimated fingering patterns match the textbook fingering
pattern in both string number and finger number. We set
wl as 1.0 when training, and set wr as 4.0. wHP and wFI
were decided by using a grid search. The maximum concordance rate combination was searched from 121 combinations where each parameter was set to 0, 0.1, 0.2, ..., 1.0.
As a result, wHP = 0.6 and wFI = 0.1.
5.1.2 Results
Figure 4 shows the concordance rate of each test dataset.
In the beginner test dataset, the concordance rate is at maximum when wl = 0.2. In the intermediate test dataset, the
concordance rate is at maximum when wl = 1.5. Thus,
we conclude that wl corresponds to the skill level. In the
McNemar test between concordance rates of wl = 0.2 and
wl = 1.5, we observed differences at a significance level
of 5% in the beginner test dataset, but found no significant
differences in the intermediate test dataset.
In the beginner test dataset, good fingering patterns can
be estimated because the concordance rate is high, even
when the training data used is at the intermediate level.
Therefore, fingering can be estimated for a level that is different from the training data level by changing wl .
On the other hand, the concordance rate using the intermediate test dataset was lower than that using the beginner test dataset. Furthermore, no significant differences
were found between concordance rates of wl = 0.2 and

wl = 1.5. This is because the fingering decisions considered performance expression, which has a high degree
of freedom, thereby producing many optimum fingering
patterns. Estimated fingering patterns of wl = 0.2 and
wl = 1.5 using the intermediate test dataset are different
in 720 notes (about 14%), although without significant differences in the concordance rate.
5.2 Experiment 2: Subjective Evaluation
We also verified whether wl reflects the skill levels of the
players.
5.2.1 Conditions
We performed a subjective evaluation experiment using the
results of Experiment 1. Fingering patterns from wl = 0.2,
wl = 1.5, and textbook in the first eight measures of each
musical piece were evaluated. The first 10 measures of the
musical score were shown to allow the subjects to evaluate the sequence of fingering patterns. The subjects were
seven violin players (6–21 years of experience, average
15.0 years). The order of showing the musical piece and
three fingering patterns was random, and they were not told
which of the three fingering patterns the textbook pattern
was. The following questions were asked:
Ease of transition (A) Whether the note on the musical
score is played easily using the evaluated fingering
pattern without considering performance expression.
(difficult 1 – easy 5)
Expression (B) Whether performance expression using the
evaluated fingering pattern is suitable. (unsuitable 1
– suitable 5)
Naturalness (C) Whether it is possible for a person to play
the violin with the evaluated fingering pattern. (not
possible 1 – possible 5)
Skill level (D) The skill level that the evaluated fingering
pattern accords with. (low 1 – high 5)
5.2.2 Results
Figure 5 shows the average, standard deviation, and t-test
results obtained from the subjective evaluation. When we
compared ease of transition and expression, ease of transition was better in the beginner test dataset, whereas expression was greater in the intermediate test dataset. When
we compared wl = 0.2 and wl = 1.5, ease of transition was better with wl = 0.2, and expression was greater
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estimated using only one model.
We tested the proposed method in two experiments based
on its concordance with textbook fingering and based on
subjective evaluation by violin players. However, performance expression, which depends on slur, volume, and
other factors, could not be sufficiently tested. Therefore,
we will consider these factors in future work.
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ABSTRACT

This paper describes the approach and an application that
the author has adopted for creating real time performance
systems whose musical output is created by the interactions of a human performer and a multi-agent system that
acts as an ensemble of software “performers”. The music
produced typically consists of several distinct textural
layers, where all the sounds produced are transformations
of the sound made by the human performer. This type of
system can be thought of as an “extended” instrument,
where the performer effectively “plays” the ensemble.
This approach has been used with notated compositions,
improvisation performances and for creating installations.
This paper focuses on a composition that utilises a notated score, and is concerned with how the score is interpreted in the context of the musical output of the agent
ensemble.This system makes use of two broad categories
of agent: performers and controllers. Performer agents
transform the live sound in various ways, while controller
agents’ work at a higher structural level. They specify
goal states and determine which agents are currently
heard. Each performer agent has a way of transforming
the audio input, and has its own internal strategies for
determining what it does. The complexity of the performer agents note choice strategies ranges from simple
harmony generators, to algorithmic composition systems.

!

1.

flavour, which is the result of the particular strategies
implemented in the agents, the type of timbre the flute
sound is transformed into, and the use of different musical scales.

!

2.

2.1. Overview
This piece grew out of many years of improvising with
multi-agent interactive composing systems. When working in an improvisation context, the focus of the multiagent system development was always on achieving a
balance between the amount predictability and the
amount surprise in the response by the system. Achieving the right amount of unexpected behaviour in the multi-agent systems response was important in creating a
sense of collaboration with the ensemble of agents.
“Musings” makes use of this element of uncertainty in a
slightly different way than when working in the context
of improvisation. A primary element of this piece is that
the live performer is affected by the musical contribution
made by the multi-agent system when interpreting the
pre-composed score. The multi-agent system is set up in
the composition phase to strike a good balance between
consistency and variety from performance to performance, forcing a fresh interpretation every time it is
played.

!

INTRODUCTION

“Musings” is a notated, five-movement piece for Flute
and Computer. The computer is running a Pd [1] patch
that implements a multi-agent based interactive composing system that transforms the sound of the flute performance in a variety of ways, creating a multilayered musical texture. [2] Each layer adds its own acoustic signature
which compliments the other layers present. An important
aspect of the piece is the expressive relationship between
the human performer and the response created by the
multi-agent system. Each movement has its own distinct
Copyright: © 2014 First author et al. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.

COMPOSITIONAL APPROACH

Early versions of the piece made use of software
synthesizers to realise the parts composed by the agent
software, but it didn’t create the intimate, expressive
feedback loop that the composer felt was essential for
expressive interpretation. It did not create the necessary
feeling of control over the multi-agent systems output. To
overcome this problem, the original synthesizers were
replaced by a collection of signal processing systems that
transform the sound of the live flute signal. This allowed
the multi-agent system to control the pitch and duration
of the sonic events in the textural layers, producing a
variety different timbres, while still providing some expressive control linked to the dynamics, articulation and
phrasing of the performer.

!
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2.2. Extra-musical aspects
The piece was inspired by an artificial reservoir that was
created by flooding a coastal mangrove swamp in the
1970s. It forms an intersection between several different
ecosystems. On the east side, there is still an area of
mangrove, and an short estuary leading to the sea, the
north side has high rise housing estates, and to the south
and west there is a dense industrial estate containing a
variety of businesses, including logistics hubs, small
scale manufacturing and some oil and chemical processing. This combination results in an unusual intermingling
of natural and man made acoustic phenomena. “Musings”
is supposed to reflect this interaction between the sounds
of nature and man made sounds, to some degree. The
sound of the flute is represents the natural world, and the
multi-agent system contributions mainly represent the
man made sounds. (There are some agents that are suggestive of natural sounds.)

!

2.3. Basic composition procedure
The basic procedure adopted to create each movement of
the piece is an iterative process:
• Create a draft of the solo flute part, based on manipulation of motivic melodic material. Each movement
makes use of a distinctive rhythmic profile, and is
based on a particular scale. The flute material deliberately adopts some idiomatic characteristics of commonly performed flute repertoire written in the early twentieth.
• Assemble the multi-agent interactive composing system. The composer has developed a collection of different agents that perform different roles. Appropriate
agent designs are chosen to form an initial ensemble of
agents. The choice of agents is a major compositional
decision, and is explained further below.
• Use the playback of a recording of the flute part to
approximately set the various parameters that control
the agents behaviour.
• Practice performing the piece with a flute, making adjustments the various agent parameters.
• Iterate. Often the agents need to be modified or substituted. Sometimes entire new agent designs were developed. The flute score flute score always needed to be
altered in the light of the musical context generated by
the multi-agent system.

!

statistical data, are used in the agents’ decision making
process to determine how an agent alters the live input
signal.
There are two broad categories of performer
agents. The simplest agent apply common signal processing effects to the live signal. These effects include echo,
chorus, flanging, spectral delay and ring modulation.
Most of these processes produce timbres that are recognisably transformations of the live input signal. Some
agents in this category use combinations of DSP processes to produce output that is suggestive of common natural sounds, such as birds, thunder and wind. As each agent
makes use of an analysis of the live flute signal to alter
the controls of these DSP effects, the musical output of
the agent is directly affected by the input signal. Performer agents using this design are frequently used to
shape the overall ambience the ensemble output.
The other type of performer agents perform
more of a textural/structural role. They take the live flute
signal and transform it into new, distinct musical lines.
Each agent is optimised to perform particular musical
functions , and may drastically alter the flute input waveform, creating timbres that are not flute-like at all.
The signal processing techniques employed in this type of
performer agent range from pitch shifters (implemented
using granular synthesis) to synthesizers that implement
the Karplus-Strong plucked string algorithm. Using these
techniques , the live signal can be transformed into
drones, parallel harmonies, melodic lines, ambience effects, and pointillistic clouds of sound. Also, as the resulting audio output is a transformation of the live input signal, the human performer maintains an element of control
over the entire ensemble sound.
The basic operating principle of this type of agent is:
• Determine the current pitch of the live signal.
• Calculate the next pitch the agent will play, using some
strategy specific to that agent.
• Calculate the interval between the input pitch and the
calculated pitch.
• Transform the live signal so that it has the required
pitch using the signal processing technique built into
the agent.
• Calculate the length of the new note.
• Play the note for the required duration.
The structure of this type of agent is shown in figure 1.

!

2.4. Agent Design
There are two broad categories of agent that make up the
multi-agent interactive composing systems used in “Musings”: performer agents and controller agents. Performer
agents transform the input sound in various ways so as to
create a new layer in the musical texture. Controller
agents either determine which agents are heard by the
audience, or specify goal states that determine the behaviour of the performer agents.
2.4.1.Performer Agents
Performer agents continually monitor to the live audio
signal produced by the human performer. The instantaneous pitch and amplitude data, as well as cumulative

- 1241 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

a second, eventually results in the agent to converging on
the target behaviour.

Figure 1. Structure of a performer agent.

There are a variety of algorithms employed in the various
performer agents used in "Musings" that determine exactly how the agent will create the pitch and duration of the
notes it plays. The algorithms implemented include stochastic algorithms, such as Gaussian random number
generators[3], and tracking and evasion algorithms. Many
agents are implemented using a design built around two
blocks of memory (arrays) which store the outputs of the
chosen compositional algorithms. One array contains
data representing the note duration, and the other one
contains data for the pitch. An algorithm that makes use
of the contents of the duration array to derive an index to
read data from the pitch array which is then transformed
with with some simple mapping functions, determine an
agents musical output.
An important aspect of the design of the performer agents
is their ability to adjust themselves so as to exhibit specific musical behaviour. They achieve this by modifying
their internal states ( the contents of the two arrays )so as
to meet externally specified targets. The two targets used
to control the musical output of agents in "Musings", are
average pitch, and average duration. In order to enable an
agent to readjust its internal state so as to meet any particular supplied target, a simple form of gradient descent
learning is used. Each agent periodically calculates the
current average values of the data stored in the pitch and
duration arrays, and compares these to a target average
pitch and a target average duration. This produces two
error measurements: one for the pitch and one for the
duration. The two error measurements can then be used to
alter the contents of each array slightly, so as to reduce
the error. Periodically repeating this process several times

2.4.2.Controller Agents
The multi-agent systems in "Musings" also make use of
two higher-level agents that affect the overall musical
output. One agent supplies the target parameters that are
used by the various agent performers to individually adjust their internal state (the pitch and duration targets).
The other agent acts as a “mixing engineer”, and determines which performer agents are heard by the audience.
Both of these agents are implemented as finite state machines that use of an analysis of the live signal to determine their state, and thus shape the musical output. Finite
State Machines are very simple to design, and are very
efficient. They have been used for many years in creating
simple Artificial Intelligence systems in computer games.
The two controller agents in "Musings" can each be in
one of eight different target states, and each state is chosen in the composition process to create a different musical effect.
When creating a new composition with this system, for each movement, the composer needs to:
• Determine the eight different target states for each performer agent. These will be vectors consisting of target
average pitches and average durations. Setting these
states is an extremely important compositional decision, as these states collectively determine the behavioural extremes of the piece.
• Determine the eight different target states for controller
agent that controls the mix. This sets the target volume
levels for each agent and has a major impact on the
resulting musical textural possibilities.
• Assign each state to a 3D coordinate. (These correspond to the different corners of a cube and will be
used in the decision making process).
In operation, these agents:
• Periodically derive three values between -1 and 1 from
the live signal. This is done using a mapping function,
fine tuned for each specific movement, that manipulates the pitch and duration data to produce these values. The three values are combined to form a 3D coordinate that is dependant on what the human performer
has played. The exact mapping function is a significant
compositional decision that needs to be made for each
piece, and usually the result of an iterative trial and
error process. The basic analysis data, that is fed into
the mapping function, is obtained from the input signal
is using a fiddle~ (or sometimes sigmund~) object. This
data is accumulated for a particular time interval, and
then some sort of statistical analysis is performed and
then is periodically transformed by the mapping function. For example, the system could be set up to that for
a particular time interval, the mean input pitch is determined, the duration of the last phrase is measured,
and the melodic range of the flute part in the current
time interval are scaled to become a value in the range
-1 to 1, and then combined to produce the 3D coordinate.
• Calculate the Euclidian distance of this 3D coordinate
from each of the vertices of the cube.
• Set the system to the state that has the smallest Euclidian distance from the 3D coordinate.
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The fact that this is a deterministic processes means that
there is an element of predictability in the behaviour of
the system. This means that similar musical input gestures will tend to produce similar musical ensemble output, which enables the human performer to learn how to
shape the response of the agent ensemble.
2.3. Restrictions imposed on the multi-agent system
for "Musings".
It should be noted that the multi-agent interactive composing systems in "Musings" have been optimised to
achieve the aims of the piece. Many constraints have
been imposed to create a particular type of musical result.
For examples, there is no constraint on the input waveform used to drive the system. "Musings" was written for
flute, but the multi-agent system can be used with any
type of input. The author has used these systems in public
performance with voice, saxophone, analog synthesizer
and collections found objects. It is also possible to adapt
this type of system to have multiple inputs. Another effective way to use the multi-agent system is to a use its
output to be the live signal input via unidirectional microphone, creating a feedback loop which can be controlled by the positioning and orientation of the mic.
"Musings" also restricts the pitch of the output
of the multi-agent system, constraining it to a particular
scale. This restriction was a compositional choice, which
required additional programming to achieve. Usually,
when using this type system with input devices such as
analog synthesizers and found objects, the scale mapping
system is turned off, producing an output that makes use
of the pitch continuum.
The timing of the output of the multi agent system is quantised to a time grid. In some movements of
"Musings" this was set so as to provide a clear pulse for
the performer to play with (or against). This was also a
compositional choice. Its is possible to set the temporal
resolution fine enough that any timing quantisation on the
musical output is not perceivable

3. AESTHETIC PLACEMENT AND STYLISTIC PREDECESSORS
3.1. Motivic transformation and musical phrases
Each movement of "Musings" has a pre-written flute part,
whose style is consciously influenced by flute works
written by composers such as Debussy, Faure, Poulenc
and Hindemith. They aim to have a lyrical character, and
have clear sectional forms that achieve cohesion by traditional motivic transformation techniques, making use of
standard techniques such as sentence and period constructions. Each movement gets some its character due to
the (almost) exclusive use of less commonly used scales.
Rhythmically, the pieces are characterised by frequent
use of triplets, quintuplets, sextuplets and septuplets.
There is some use of metrical changes, usually to elongate or contract the current melodic phrase.

3.2. Interactive composing elements
The interactive composing systems used in "Musings" are
directly influenced by Joel Cahdabe’s [4] ideas about
interactive composing, developed in the late 1970’s. A
human performer controls high level aspects of the piece,
while the compositional algorithms make the low level,
note to note, decisions which are realised using a synthesizer in real time.
Another very strong influence on the piece is
the tradition of applying interactive real-time signal processing to a live instrumental performance. This has been
practiced in a variety of forms for over half a century.
Techniques range from simply manipulating the controls
on a collection of simple guitar stomp boxes, to complex
computer based systems using sophisticated user interfaces, hardware controllers or artificial intelligence systems. Usually, a large amount of attention is focused on
operating the signal processing, and one or more performers may focus on this exclusively.
An attractive feature of both of the above approaches is the immediacy of the systems response to the
performers gestures. The "Musings" signal processing
systems are an attempt to create a responsive system that
combines these two approaches. It makes use of algorithmic composition techniques to create the “score” for
various musical layers and uses real-time signal processing to realise them. A feature of the piece is that the
sound of the flute performance acts as both the high level
performance controller, and is also the origin of all of the
sound heard in the piece. Analysis for the musical material performed controls the compositional algorithms, creating the high level musical features of the agent ensemble output, while the subtle flute performance nuances
have a significant impact on the sound of the ensemble.

!
4.

CONCLUSIONS

The application of a multi-agent interactive composing
system to create an accompaniment for a fixed score
composition has been demonstrated to be a viable approach. It enables a balance of predictability and surprise,
allowing room in each performance for happy accidents,
each performance being a fresh interpretation.

5.
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Impression scale for singing voice
Experiment 1

This paper describes a method for estimating the impression of a singing voice via acoustic features. While much
research has been conducted on singing impression, to date
no method for determining appropriate words to represent
the impressions created by a person’s singing has been developed, primarily due to the lack of a comprehensive evaluation scale. We followed two steps: construction of such
an impression scale, and development of models for estimating the impression score of each word. In the scale
construction, two experiments were carried out. Firstly, 44
words were selected as relevant words based on subjective
evaluation. Secondly, 12 words were selected as an impression scale, and three factors (“powerful”, “cautious”,
and “cheerful”) were extracted by factor analysis. To estimate impression scores, multiple regression models were
constructed for each impression word with acoustic features. The models were tested by cross validation. The average R2 value for the 12 words of the complete scale was
0.567, and the R2 for the three factors were 0.863 (powerful), 0.381 (cautious), and 0.603 (cheerful).

Experiment 2

Dataset: collected words

Dataset: recorded songs

11906 words from 4 resources

60 recordings by 21singer

academic

Factor analysis

professional
common

husky
cute
sharp

Selecting relevant words
check intelligibility
check synonymity

the uniﬁed 44 words

through impression evaluation

Impression scale
for proper & eﬃcient evaluation
powerful 2.4
cautious -0.7
cheerful 0.5

factor
Powerful
factor
Cautious

powerful -1.4
cautious -1.2
cheerful 2.9

powerful -0.3
cautious 2.5
cheerful 1.2

e.g. Impression in 2 dimension

Model for impression estimation
Feature extraction

Singing voice

Acoustic analysis 96 features

Multiple regression
96 features

44 impression score

Estimation model

Impression score
light 2.0
gentle 1.2
sharp 0.4

weak 1.3
clear 1.4
cute 2.9
etc...

Figure 1. Proposed method to estimate impression.
1. INTRODUCTION
The purpose of this study is to develop an automatic estimation method for singing impression words via acoustic
features of singing voice. We dealt with the words that
describe singing impressions such as “cute” and “powerful”, emotions such as “joyful” and “melancholy” 1 , and
singing skills such as “good” and “poor”. Since most previous studies dealt with adjectives related to emotions only,
a method for analytically determining which set of words is
the most appropriate to describe an impression of a singing
voice has yet to have been proposed. We have therefore investigated appropriate adjective words for a singing voice,
and have constructed a model for estimating them from audio signals. Automatic singing impression estimation is
useful for music information retrieval based on impression
and facilitates sharing of singing impressions with many
1 Titze described that six primary emotions – fears, anger, joy, sadness,
surprise, and disgust – are all commonly expressed vocally [1].

Copyright: c 2014 Ai Kanato et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

people. It also enables us to use common, intuitive words
and meanings as an objective tool to evaluate the expression of singing emotion. Furthermore, if we could reveal
the relationship between subjective evaluation and acoustic features, it is valuable in studying human perception of
singing voices.
Many studies have focused on relationships between
emotions and acoustic features of singing voices [2]. For
example, Kotlyar and Morozov explored emotional singing
voices sung by 11 professional singers [3], and Scherer
demonstrated that emotion estimation methods for speaking voices can be applied to singing voices [4]. The above
studies have dealt with only specific domains (i.e., emotion). None of them comprehensively investigated singing
impression words or constructed impression scales in a
bottom-up way. The lack of a comprehensive evaluation
scale currently makes it difficult to study detailed differences of singing voices.
A popular approach of automatically estimating impressions from singing voices is to deal with singing skills. For
example, Nakano et al. proposed an automatic singing
skill evaluation method without score information of the
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sung melody [5], and Tsi and Lee proposed an automatic
singing evaluation system for Karaoke performances based
on similarity computing between a user’s singing voice
and its original vocal which is estimated by using Karaoke
track and the spectral subtraction method [6]. On the other
hand, Daido worked on automatic estimation of singing
enthusiasm [7]. However, emotion estimation is mostly investigated in speaking voices. For example, Luengo’s research revealed that the spectral envelope features outperform prosody in an automatic emotion identification test
[8], and Vlasenko showed that spectral formants are effective for estimating emotions [9].
Due to the lack of studies on scale construction of comprehensive impression of a singing voice, most previous
studies tended to estimate the strength of a specific impression without selecting a proper set of impressions. This
paper therefore presents a method of automatic impression
estimation using factor analysis and multiple regression
techniques. Our target genre is Japanese popular music
sung by amateur female singers.
The remainder of this paper is structured as follows. In
section 2, we explain the process of impression scale constructing. An impression scale was consequently constructed by factor analysis using the results of subjective
evaluation. In section 3, we describe our estimation model
constructed by multiple regression analysis. In section 4,
we summarize the key points in this paper.
As an application example, we developed an automatic
estimation system that outputs five words with high and
low scores from 44 words. A website with song samples
and estimation results obtained from the proposed method
can be found at http://shower.human.waseda.
ac.jp/%7ekanato/icmc-smc2014/)

2. IMPRESSION SCALE FOR SINGING VOICE
We define the “impression of a singing voice” as a subjective sense felt upon hearing the singing voice. We deal with
impressions caused by vocal expressions, such as voice
quality, vocalization, and pitch control. To focus on these
elements, the song with a fixed melody, lyrics, key, and
tempo was used for constructing our impression scale.

resource
1 Previous research [10, 11]
2 CD review
3 Twitter
4 Video sharing site
total number of words

token
180
699
10000
1026
11905

type
162
372
294
232
898

Table 1. Number of collected words.
2.1 Method
We carried out two experiments as follows. In experiment
1 (see 2.2), we collected various words and investigated
their intelligibility and synonymity by subjective evaluation. In experiment 2 (2.3), we conducted subjective evaluation for singing voice, and factor analysis to reveal the
factor in impression evaluation for singing voice.
In this section’s investigations, all human subjects were
Japanese college students, ages 20 to 24.
2.2 Experiment 1: Construct the unified word set for
describing impressions of singing voices
We collected various words and conducted two experiments to select appropriate words to describe an impression of singing voice.
2.2.1 Dataset: The words describing impression of
singing voice
To construct a reliable and valid scale, we collected various words that could be used to describe an impression of
a singing voice. A total of 11,905 descriptive words were
collected from four resources based on reasons for collecting important words in academic (1), professional (2), and
common (3,4) usage. The number of collected words are
described in Table 1.
Previous research Words were taken from two previous
studies, which consisted of words from an affective
value scale of music [10] and an impression scale in
terms of the moods of classical music [11].
CD review We investigated 350 reviews of the Japanese
popular music on the Web (RO69: http://ro69.
jp/) within a two year period (June. 1st, 2010 – May.
31st, 2012) and extracted words that might represent
the impression of a singing voice.

Singing skill is one particular example of the impression
of a singing voice. Since the purpose of this study is to
deal with impressions that are independent of singing skill,
we do not deal with words that are directly used to evaluate
singing skill, such as “skillful” and “good high tone voice.”

Twitter Words ending with “– i” and “–na” which are special features of Japanese adjectives, were automatically searched on Twitter (http://twitter.com/)
for about one month (Aug 1st, 2012–Aug 28th, 2012)
under various conditions (300 tweets each weekday,
500 tweets during the weekend).

The impression words should be easily understood and
used by non-experts. We therefore avoid technical terms
such as “vibrato” and “soprano” and inappropriate terms
such as “inorganic” and “stateless,” keeping only words
with high intelligibility for singing voices. In addition,
we reduce the number of synonyms such as “strong” and
“powerful” to reduce the burden of evaluation by a human
subject and make the unified word set that includes proper
words to describe singing impression.

Video sharing site We extracted relevant words from comments written by listeners on the most popular
Japanese video sharing service NicoNico (http:
//www.nicovideo.jp/), searching for the term
“utatte-mita” (rough translation: “Me Singing”) and
taking oldest (including comment of first impression)
and latest 2 songs from each of the singers in the top
35 results (19 male and 16 female). 500 comments
for each in the latest and earliest videos of each singer
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Original Japanese
amai
antei shiteiru
burikko mitaina
(chuusei tekina)
dansei tekina
(dosu ga kiiteiru)
genkina
hageshii
hana ni kaketa youna
hasukīna
hibiki no aru
(huanteina)
(hurueteiru)
ikioi ga aru
iroke no aru

English Equivalent
sweet
firm, stable
acting cute, lovely
androgynous
manly
(threatening)
active
high-pitched
nasal
husky
ringing, harmonic
(unstable)
(vibrating)
spirited
amorous, sexy

14-20 September 2014, Athens, Greece

Original Japanese
(isshou kenmeina)
josei tekina
kakkoii
kanashii
karoyakana
kawaii
kikiyasui
kimochi yosasouna
kokoro no komotta
komotteiru
massuguna
mujakina
(nobiyakana)
ochitsuki no aru
(sawayakana)

English Equivalent
(enthusiasm)
womanly
cool
sad
light
cute
steady, comfortable
frank
cordial
veiled
plain, straight
ingenuous, innocent
(relaxed)
calm, careful
(fresh)

Original Japanese
seiryou no aru
sensaina
shāpuna
shoujo no youna
shounen no youna
shin no aru
shizukana
sukitootta
tokuchou tekina
ureshisouna
utsukushii
(youkina)
yasashii
yowai

English Equivalent
powerful
sensitive
sharp
like a girl
like a boy
having core
silent, calm
clear
characteristic
joyful
beautiful
(cheerful)
gentle
weak

Table 2. The unified word set for describing an impression of a singing voice (44 words) in experiment 1: parentheses
indicate that a word was excluded from the factor analysis (2.3.3).
were then scanned manually for appropriate adjectives,
resulting in 70 videos in total.
We selected 898 words from the 11,905 candidates by removing duplicates, and furthermore by removing inappropriate words such as proper nouns, resulting in 590 words
which then went under an intelligibility check.
2.2.2 Intelligibility evaluation
We asked 20 human subjects to evaluate intelligibility, by
classifying each word into one of two categories: “appropriate to describe the sung voice” and “not appropriate to
describe the sung voice”. Through this procedure, we reduced the number of words in our lexicon from 590 to 64
(examples of removed words include: “wet,” “sturdy,” and
“flexible”).
2.2.3 Synonymity evaluation
We then asked 10 human subjects to extract similar pairs
in a round robin of 2016 pairs (= 64 × (64 − 1)/2). From
this, we found that 562 pairs of words were judged similar by more than 3 human subjects. These pairs were then
used in a synonymity evaluation using a 7-point grade (1:
not similar to 7: very similar) by 10 participants. As a result, pairs having high synonymity were unified (meaning
one word was selected as most appropriate from a group of
similar words; e.g., “pure” and “pellucid” were discarded
in favor of “clear”) and the number of words was reduced
from 64 to 44. We used these words as the unified word set
for describing an impression of a singing voice.
2.2.4 Result
The unified word set of 44 words is shown in Table 2.
The words from the evaluation results are naturally in
Japanese (e.g., “amai”), but Table 2 also shows an English translation (e.g., “sweet”). Furthermore, we added
three words (“likeability,” “skillful”, and “good match
for melody/lyrics”) to enable posterior investigations (see
2.3.2, 3) since these words are frequently observed in our
word collecting methods (2.2.1) and important words for
expressing a singing impression.

Figure 2. An original song used at the experiment 2.
2.3 Experiment 2: Construct an impression scale
We conducted subjective evaluation for singing voice, and
factor analysis to reveal the factor in impression evaluation
for singing voice.
2.3.1 Dataset: Recordings of the fixed song by various
voices
To assess how well our chosen words correlated with sung
audio, we asked 21 amateur singers (female university students aged 20–24 with various levels of experience) to sing
a song in different styles. Rather than using an existing
song, we composed an original piece to reduce possible
bias in the evaluation (see 2.3.2). The singers were asked
to sing in 7 styles, 1: in modal register, 2: head register, 3:
expressively, 4: flatly (non-expressively), 5: sing as well as
you can, 6: in a relaxed way and 7: in the style of a popular
singer of their choice. The instructions to the singers were
intentionally left somewhat ambiguous as the purpose was
simply to collect different singing styles with a fixed lyrics,
tempo and melody.
Based on the author’s subjective evaluation, singing
voices that showed no difference in impression were removed from the 147(= 21 × 7) recordings to reduce the
participants’ burden in the following experiments (2.3.2).
In total, 60 recordings were selected for use in the experiment.
Note that throughout this paper, all singing samples were
monaural recordings of solo vocal digitized at 16 bits / 44.1
kHz.
2.3.2 Impression evaluation for a singing voice
In this experiment, 19 participants were asked to rate, on a
7-point scale (1: not appropriate–7: very appropriate) the
appropriateness of each of our unified word set (44 words),
with three additional words/phrases: likeability, skillful,
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Factor of scale
hakuryokusei teineisa akarusa
powerful cautious cheerful
0.932
0.044
0.024
0.917
0.188 -0.192
-0.898
0.023 -0.008
-0.752
0.466 -0.166
0.146
1.001
0.271
-0.127
0.886
0.236
-0.286
0.775 -0.232
0.387
0.756 -0.161
0.246
0.092
0.923
-0.037
0.358
0.854
-0.286
0.145
0.830
-0.085
-0.359
0.777
0.292
0.292
0.262
0.926
0.893
0.877

Factor	
  loading	
  :	
  Cau8ous	

1
2
3
4
5
6
7
8
9
10
11
12

Word of scale
Original
English
Japanese
Equivalent
ikioi ga aru
spirited
seiryou no aru powerful
yowai
weak
shizukana
silent
kikiyasui
steady
sukitootta
clear
ochitsuki no aru
calm
hibiki no aru
ringing
ureshisouna
joyful
karoyakana
lightly
kawaii
cute
mujakina
ingenuous
Contribution ratio
Cronbach’s α [12]
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Figure 3. Factor loadings of 12 words (3 factors) in the
impression scale are shown. Markers of each factor are
colored (blue: “powerful,” green: “cautious,” red: “cheerful”).

Table 3. Singing impression scale (12 words) in experiment 2: Each value in the “Factor of scale” columns indicates the factor loadings.
good match for melody/lyrics, for each of the 60 recordings. The subjects were free to listen to the melodies as
many times as they liked. According to the result, we selected appropriate 36 (= 44 - 8) words for next factor analysis (after removing words with low correlation in human
subjects for its commonality in evaluation, and high correlation in each of word for its synonymity).

score or lyrics, so the model is applicable to a wide variety
of songs.
3.1 Method
To construct an estimation model to automatically estimate
singing voice impression, we carried out experiments as
follows: First, we extracted 96 numerical features with
acoustic analysis of singing voices. Secondly, multiple regression analysis was conducted with acoustic features and
impression scores.

2.3.3 Factor analysis with impression scores
Factor analysis was applied with 36 words using a maximum likelihood method and promax rotation, and the number of factors was determined by the scree test. The analysis was repeated with words incrementally removed until
all factor loadings were less than 0.35.
2.3.4 Results
We select 12 words as an impression scale for a singing
voice (the accumulated contribution ratio equaled 0.846)
and named three factors to score words on: “powerful” (hakuryokusei) , “cautious” (teineisa), and “cheerful”
(akarusa) (Table 3). These factors were expressed by summing the score of words that had high factor loadings.
Figure 3 shows each factor loading for the 12 words for
each pair of the three factors.
The correlation of each factor is as follows: “powerful” and “cautious” is 0.189, “powerful” and “cheerful” is
0.229, “cautious” and “ cheerful” is -0.132. It indicates
that these three factors were almost independent.
For each of the three factors, Cronbach’s α [12] (widely
used as a measure of scale reliability) had a high value
(above 0.85), indicating high internal consistency. The
results from each gender were fairly consistent, although
the order of each of the three factor’s contribution differed,
indicating that this scale is effective regardless of the listener’s gender.
3. MODEL FOR IMPRESSION ESTIMATION
In this section, we explain how we determined effective
acoustic features for estimating singing impression words
through multiple regression analysis. The acoustic features
are extracted without requiring information on the musical

3.2 Acoustic features
Acoustic features are extracted from the F0 (fundamental frequency), spectral envelope (the number of frequency
bin is 2048) and aperiodic component estimated using
STRAIGHT [13] once per millisecond.
Delta features in this analysis are calculated using the following equation:
K
P
k · yk
k=−K
(1)
R(y) =
K
P
2
k
k=−K

where y is a feature vector for analysis, n is the length
of y, and y corresponds to the spectral envelope and F0
throughout this paper.
3.2.1 Spectral Envelope
The spectral envelope is important in defining the stationary voice quality of the singing voice and has been used
in previous research [14]. We used both the linear and log
spectral envelope, Slin (f, t) and Slog (f, t) respectively, at
time t and we extracted the following features (f is a frequency bin number).
Spectral centroid Spectral centroid is known as a Timbral
Texture Feature [15]. This feature for each time Sc (t)
was extracted using equation (2) with Slin (f, t) and
Slog (f, t), and calculated mean and variance (4 features total), where N is the length of the frequency
bin.
PN
f =1 (f · Slin|log (f, t))
(2)
Sc (t) = PN
f =1 (Slin|log (f, t))
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Spectral tilt Spectral tilt was extracted from equation (1)
with Slin (f, t) and Slog (f, t) substituted for y(k) for
each frame t at various bandwidths (0-3, 0-6, 0-9, 022.05kHz), and calculated its mean and variance (16
features total).
Singer’s formant Singer’s formant is a feature corresponding to the ringing of singing voice [16]. We calculated
this using the power ratio in the range 2-4 kHz compared to the power elsewhere, and calculated its mean
and variance (4 features total).
Harmonic component The strength of spectral amplitude
under the F0 (H1) is a measure of voice breathiness
[17]. We calculated the ratio of H1 to H2 (the amplitude of second harmonics) by extracting the amplitude nearest F0 and 2 × F0 and the ratio of the sum
of power at odd harmonics to that at even harmonics
of Slin (f, t) and Slog . The mean and variance of them
were extracted (8 features total).
Spectral peaks related to formants The spectral envelope
includes formants (the spectral peak) and has been
shown to be related to the impression made by a
singing voice [14]. We picked the peak of the spectral
envelope as a feature related to the formant. First, the
low level cepstrum (dimensions 1-18) was extracted
from the spectral envelope by using inverse Fourier
transform to deal with vocal tract characteristics. Next,
we picked the first two formants by referring to the
bandwidth for each formant (F1 < 900Hz < F2 <
3300Hz), to extract mean and variance of F1 (t) and
F2 (t) (4 features total).
3.2.2 Aperiodic component
STRAIGHT [13] can estimate the ratio of aperiodic component to power of spectral envelope. The range of value
is 0 – 1.0. The higher the value is, the higher the aperiodic
component in voice is.
Aperiodic component We calculated the sum total in the
aperiodic component A(f, t) for each frame and calculated mean and variance (2 features total).
Aperiodic component tilt We calculated the aperiodic
component tilt of different bandwidths (0-6, 022.05kHz) using equation (1) with A(f, t) substituted
for y(k) for each frame t, and calculated mean and
variance for each bandwidth (4 features total).
3.2.3 Dynamic feature
The features described so far are related to the static voice
quality of the singing voice. However, the impression
made by a singing voice is clearly affected by dynamic
changes in the spectral envelope.
Power fluctuation The power was extracted for each time
PN
t with the equation P (t) =
f =1 (Slin (f, t)): ∆ P
was extracted with equation (1), and mean and variance were calculated (2 features total).
Spectral change We extracted ∆Slin|log (f,t) in the time base
using equation (1) and calculated the sum total on
the frequency axis as a feature under the condition
PN
∆Slin|log (t) = f =1 ∆Slin|log (f, t), where N is the
frequency bin corresponding to the target maximum

frequency (3kHz and 22.05 kHz) in the spectrum. The
mean and variance were calculated in each condition
(K=1 : 4 features total, K=25 in two conditions that
include boundary or not: 8 features total). In addition, 1024-order DCT (discrete cosine transform) coefficients Clin|log were extracted and calculated in the
same way (K=1:4 features total, K=25:8 features total).
Formant fluctuation We extracted fluctuation from F1 (t)
and F2 (t) on a time basis, using Equation (1) and calculated mean and variance (K=25, 4 features total).
3.2.4 Fundamental frequency
In this paper, frequency values will be referred to by cents,
which are log-scale frequency values. In the Western temperament, a semitone corresponds to 100 cents. The cent
value fcent of frequency fHz is given as
fcent = 1200 log2 (

fHz
) + 4800
fc

(3)

3

The middle C fc (= 440 × 2 12 −1 = 261.62Hz) corresponds to 4800 cent. The fundamental frequency is indicated with F0 (t), and t means the time base axis.
Pitch interval accuracy We extracted two kinds of feature
referring to the pitch interval accuracy (see [5]). The
pitch interval accuracy is judged by fitting F0 (t) to a
semitone (100 cent) -width grid (16 features total)
Vibrato Vibrato is an important feature in the sung voice.
We extracted a feature, which refers to the rate, extent
and vibrato likeliness (see [5]) of the audio. In this paper, we extracted the fluctuation as a vibrato for which
the range of F0 (t) extent is 30-150 cent and F0 (t) intersects the average F0 in the area (320 ms) more than
five times. We extracted the fluctuation fd (t) of F0
with the following equation and calculated the maximum, average, standard deviation, of each feature of
vibrato from fd (t) (7 features total) , F0 (t) (7 features
total) and the ratio of the vibrato area to the whole area
(1 feature).
fd (t) = F0 (t) − fl (t)
(4)
fl (t) means F0 (t) filtered by a lowpass filter with a
5Hz cutoff frequency.
Pitch fluctuation Fluctuation in F0 transitions (for example, preparation and overshooting [18]) are important
to deal with regarding F0 . We extracted the fluctuation
D(t) with equation(1) substituting F0 (t) for y(k) for
each time point and calculated the mean and variance
in the condition K=10, 25, 50 (6 features total).
For D(t), we extracted the lower fluctuation area, and
the ratio of this area to the whole area (1 feature) resulting in a more stable F0 (t).
3.3 Multiple regression model to estimate singing
impression
We next constructed a model for estimating singing impression using 60 recordings taken from our subjective
evaluation (see 2.3.2). The model was constructed through
multiple regression analysis with stepwise selection, owing
to the large number of variables. The target impressions
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(A) 12 words of impression scale
word
closed LOO
LOSO
spirited
0.757
0.726
0.727
powerful
0.883
0.869
0.867
weak
0.795
0.764
0.766
silent
0.784
0.745
0.749
steady
0.335
0.278
0.238
clear
0.549
0.483
0.447
calm
0.442
0.391
0.363
ringing
0.706
0.675
0.651
joyful
0.359
0.285
0.299
light
0.496
0.438
0.417
cute
0.739
0.693
0.685
ingenuous 0.675
0.626
0.599
mean
0.627
0.581
0.567
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(B) 3 factors of impression scale
word
closed
LOO
LOSO
Powerful
0.880
0.863
0.863
Cautious
0.481
0.416
0.381
Cheerful
0.676
0.628
0.603
mean
0.679
0.636
0.616

(C) Important words to evaluate singing
word
closed
LOO
LOSO
likeability
0.401
0.339
0.281
skillful
0.333
0.303
0.267
good match for
0.346
0.266
0.210
melody/lyrics

(D) Highest 10 words in unified word set (Table 2)
word
closed
LOO
LOSO
powerful
0.883
0.869
0.867
0.858
0.820
0.807
high-pitched
weak
0.795
0.764
0.766
desperate
0.812
0.762
0.777
0.786
0.756
0.752
threatening
silent
0.784
0.745
0.749
like a girl
0.776
0.727
0.624
0.757
0.726
0.727
spirited
gentle
0.786
0.723
0.700
manly
0.768
0.721
0.683
mean of
0.614
0.555
0.541
44 words

Table 4. Multiple regression analysis Rˆ2 values: the higher Rˆ2 is, the more accurate the model. LOO means leave-one-out,
and LOSO means leave-one-singer-out cross validation.
were 15 impressions (the 12 words and 3 factors shown in
Table 3).
In addition, a model using the words considered important to a singing evaluation “likeability”, “skillful”, “good
match for melody/lyrics” and a 32 (= 44 - 12) word model
were also constructed to provide a basis for comparison
with respect to impression construction.

of observed variable and averaged (see equation 5) in the
60 recordings: The member of an equation Rˆ2 , to prevent overestimation caused by large number of independent variables. N means the number of sample, and P
means the number of variables in the model.
N
P

Rˆ2 = 1 −

3.3.1 Dataset preparation
This analysis was conducted with acoustic features and impression scores of 60 recordings. To prevent the increasing risk of multi-collinearity [19], which can degrade a
model’s stability in multiple regression analysis, we removed 17 acoustic features whose correlation coefficients
with respect to each other exceeded 0.9.
After this preprocessing, we dealt with a standardized impression score as an independent variable and the standardized 79 acoustic features as the dependent variables. The
impression score for each word was scored by subjective
evaluation (2.3.2), and 3-factor scores were calculated using the sum of scores for related words having high factor
loadings for a specific factor.
3.3.2 Model construction
We applied multiple regression analysis with step-wise selection of 79 acoustic features for each impression. To construct a reliable model, we used equation Vi = 1/(1 − Ri2 )
to calculate the variance inflation factor (VIF), which is a
measure of the risk of multi-collinearity caused by variables being highly correlated with other variables, for each
variable in the regression model. i is the number of variables in the model, and Ri2 is calculated by multiple regression with variable i as a dependent variable and all other
variables independent. If any of the variables had a large
Vi , greater than 10.0, the feature was removed and Vi was
again calculated. The average number of independent variables for each model was 6.61.
3.3.3 Evaluation of the model
To confirm the accuracy of the model, we calculated the
adjusted R-square Rˆ2 (the coefficient of determination)
calculated via sum of squares with residual error of observed variable and estimated value, divided by difference

(yn − ŷn )2 /(N − P − 1)

n=1
N
P

(5)
(yn −

m)2 /(N

− 1)

n=1

Furthermore, we used leave-one-out cross-validation
(LOOCV) and K-fold cross-validation for each singer (i.e.,
leave-one-singer-out cross validation (LOSOCV), K=21,
where the average number of training samples was 57.14).
For this test, the more closely the results are clustered, the
higher the model’s accuracy is.
3.3.4 Result of model construction
Table 4 shows Rˆ2 for the closed dataset and the crossvalidation results for each model. In the unified word
set, Rˆ2 of the LOSO cross-validation for “powerful” and
“high-pitched” both exceeded 0.8; in addition, 9 of 44
words had values greater than 0.7, and 18 of 44 words had
value greater than 0.6. This indicates that these models can
estimate an impression score with high accuracy.
3.4 Discussion
First, we describe the relation between 3 factors and features, and secondly describe important features to estimate
various impression.
3.4.1 3 factors and features
Table 5 shows all features related to the 3 factors’ estimation and the PRC (Partial Regression Coefficient). The features of these are almost independent of each factor except
“spectral tilt (0-6kHz)”. Referring to the correlation of 3
factor (2.3.4), the correlation between each factor was low,
meaning it is natural that the features related to these factors are almost independent. In addition, it is important that
all factors be related to the static and dynamic features.
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PRC
0.44
−0.32
−0.28
−0.25
−0.22
0.43
−0.35
0.34
0.28
0.31
0.29
0.13
0.11

Spectral tilt
0 - 3kHz
+ active spirited
+ high-pitched
− calm silent
0 - 6kHz
+ like a girl cute active
− relaxed powerful ringing
0 - 9kHz
− cordial sharp cool
− frank fresh

feature
Pitch fluctuation: M
Local spectral change (K=1): M
Sum of the aperiodic component: M
Length of high stability for F0
Aperiodic component tilt (0-6kHz): SD
maximum of vibrato likeliness
Spectral tilt (0-6kHz): M
Power fluctuation: M
Pitch interval accuracy
Spectral tilt (0-6kHz): M
Spectral change (0-3kHz): SD
Aperiodic component tilt (0-6kHz): M
Local change of DCT (K=1): SD

Table 5. Features related to three factors (M is average
and SD is standard deviation of 1 recording) and the PRC.
3.4.2 Important features to estimate
Table 6 shows impression words can be estimated from
each feature. “+” in left columns means positive PRC,
the higher the features are, the higher are the impression
scores are, with “−” indicating an inverse relationship. Important features to estimate various impressions were described below.
Spectral tilt Spectral tilt was calculated with three kinds of
bandwidth, and each provided a different impression.
Table 6 shows which bandwidth was effective for estimating an impression with each model. The tilt in
the range of 0-3kHz contributes to estimate “Powerful”, like “high-pitched,” “active,” and “silent”. From
this we may gather that the gentler this line’s tilt, the
higher impression score. In addition, the range of 06kHz contribute to attributes such as “cheerful”, like
“like a girl,” and “cute”, the range of 0-9kHz contribute
to “cordial,” “sharp,” “cool,” and so on.
However these divided spectral tilts are not independent from each other because of the overlap of spectral
envelope in calculation. Therefore, these features may
need additional consideration.
Pitch interval accuracy in F0 This feature is often used as
an indicator used for skill evaluation [5]. In this research, it contributes to the impression described by
words related to like cautiousness (e.g., “steady” and
“cordial”) and beauty (e.g., “beautiful” and “clear”)
(Table 6).
Vibrato Vibrato is a feature that is effective for evaluating
singing skill.
“Vibrato likeliness” is the ratio of vibration in the 5-8
kHz range, and it is corresponded to the degree of similarity to sine wave. Results suggest that the maximum
of vibrato likeliness is effective for estimating impressions associated with “beautiful”, ‘ringing”, “firm”,
and so on (Table 6). In the model of “skillful”, only
this feature was accepted. Therefore, the likeliness of
vibrato is more important than the length of vibrato
in the estimation of “skillful.” Furthermore, the maximum of vibrato extent contributes to “cordial”, so
singing with a wide vibrato extent contributes to the
impression “cordial”.

Vibrato
vibrato likeliness
+ steady clear firm
+ ringing beautiful
+ relaxed silent
+ (likeability) skillful
maximum of vibrato extent
+ cordial
average of vibrato extent
+ relaxed
ratio of vibrato area to all
+ womanly sensitive
− like a girl like a boy
− ingenuous acting cute
− active

Pitch interval accuracy
Pitch interval accuracy F0
steady gentle sensitive
+ beautiful firm relaxed
clear cordial womanly

Table 6. Important features to estimate various impressions. “+” in left columns means positive PRC, the higher
the features are, the higher are the impression score, with
“−” indicating an inverse relationship.
Concordance  rate  (  in  SubejecGve  EvaluaGon  )	
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Figure 4. Model accuracy and concordance rate of subjective evaluation (2.3.2). The words in black are included
in the 12-word impression scale, the words in color (except for “skillful”) are factors, and gray plots indicate other
words in the unified word set.
3.5 Consideration of gaps in model’s accuracy and
concordance of human subject
Declines in the accuracy of the models were mainly due
to a lack of features and inconsistent scoring in the subjective evaluation. Figure 4 shows the relation between
model accuracy and the concordance rate in the subjective
evaluation (2.3.2) calculated using the sum of the correlative coefficient for a round robin; the correlation was low
(r = 0.396). 12 words in impression scale and 3 factors
(blue: “powerful,” green: “cautious,” red: “cheerful”) are
described in plot and others are plotted in gray color without text. Words with low concordance values (in the lowerleft area of the figure) meant that the impression was interpreted in several different senses by the evaluators. Therefore, to improve the accuracy of these models, we have to
be more aware of differences in the understanding of participants, and should try to provide words with more precise meanings. Conversely, words plotted in the higher x
(concordance) and lower Rˆ2 (model accuracy) indicate that
the models need more appropriate features for the estimation. For example, the concordance value of “skillful” is
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higher than that of “silent”, “powerful” or “weak”, but the
model accuracy is lower. We believe that the low accuracy
of “skillful” was due to the distribution of each singer’s
skill (e.g., pitch accuracy, vibrato and vocalization).
We studied the features pitch interval accuracy and vibrato features, inspired by previous research [5] but none
of the singers in this study performed so poorly as to be
considered an outlier that it makes pitch interval accuracy
low. So it was not enough to evaluate “skillful” with pitch
interval accuracy features and vibrato features in our stimulus. It means that even if pitch interval accuracy was similar in songs, there are difference that affect subjective evaluation. Therefore, we have to consider different features
for this.
In addition, there were differences between the results of
LOOCV and those of LOSOCV. There are several possible reasons for these differences. For example, the decrease of LOSOCV means each singer has accurate data
in some recordings for model construction, therefore accuracy was decreased because of the lack of beneficial data
for construct model. This indicates the impression of the
low LOSOCV model is little different in same singer, in
a word, the impression may depend on individuality of
singer.
4. CONCLUSION AND FUTURE WORK
To determine which words are most appropriate to describe
the impression made by a singing voice based on acoustic
features, we have developed the following: First, an impression scale of 12 words that were constructed based
on collecting words from existing studies, social media
and the web, with factor analysis. Three factors were extracted for evaluating a singing voice: “powerful”, “cautious”, and “cheerful”. Second, the estimation model for
each impression was made by multiple regression analysis
with acoustic features and impression score. These models
were tested by LOOCV; the average coefficient of Rˆ2 for
12 words in impression scale with LOOCV was 0.581, and
those for each factor were 0.863 (powerful), 0.416 (cautious), and 0.628 (cheerful).
Some words related to “powerful” can be estimated with
high accuracy, but this is not the case for words related to
“cautious”, so this feature needs to be improved. In this paper, we extracted features without information of musical
score and lyrics, and dealing with average and variance to
reduce the effect from them. Therefore these model may be
applicable with various songs, but to improve more robust
model, we have to investigate more various songs, singer,
features, and model construction.
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2. GOALS

ABSTRACT
In this paper, we introduce an approach for automated testing of music competency in rhythm production of ninthgrade and tenth-grade pupils. This work belongs in the
larger context of modeling ratings of vocal and instrumental performances. Our approach relies on audio recordings
from a specialized mobile application. Rhythmic features
were extracted and used to train a machine-learning model
which was targeted to approximate human ratings. Using
two classes to assess the rhythmic performance, we obtained a mean class accuracy of 0.86.

1. INTRODUCTION
Music making is an integral part of music education in
schools. It also forms the backbone of cultural participation in adulthood. In different fields of research such as
music education and music therapy, the assessment of music performance and musical abilities is of interest. Music
making is traditionally evaluated on an individual basis and
results in testing procedures that can not be applied to large
scale evaluations. One solution to this problem is simultaneous group testing.
The assessment of individual performances is an extremely
time-consuming task. For example, a music teacher assessing five school classes, each consisting of 25 pupils performing for 5 minutes each, would have to listen to over 10
hours of recorded material. Therefore, a tool for both a simultaneous recording of all pupils as well as an automatic
evaluation would be desirable when performing large-scale
evaluation studies.
Copyright: c 2014 Jakob Abeßer et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

Our goal was to measure the music making skills of pupils
in German secondary school courses within the framework
of competency modeling [1]. More precisely, we wanted
to record vocal and instrumental music performances and
develop a system for the automatic assessment of these
recorded performances.
In order to add another facet to our current competency
model that includes vocal and instrumental abilities [2], we
started to record rhythm tasks using a special mobile application. Using an automatic rhythm analysis algorithm and
annotations of the performance quality by music experts,
we trained a statistical classification model of the experts’
ratings.
3. PREVIOUS APPROACHES
In our own works [2, 3], we proposed how to estimate
music competency of vocal and basic instrumental performance. Here, we devised a specialized mobile application
that was used for (single voice) melodic input without requiring previous instrumental instruction [4]. To assess
secondary pupils, we used the 5-point evaluation rubric
originally developed by Hornbach and Taggart to assess
elementary-age singers [5]. Its authors reported satisfactory inter-judge reliability values (r = 0.76 to r = 0.97).
Other authors outside education typically use tapping experiments and timing analysis rather than human raters [6].
Rhythmic synchronization and imitation has also been studied in [7, 8, 9].
4. NOVEL APPROACH
In our novel approach, we build upon the results and feedback obtained during our previous experiments dealing with
vocal and instrumental performances. The focus on rhythmic competency made it necessary to develop new methodologies for testing and automatic evaluation, which will be
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presented in this section.

tions were given to the pupils via headset. In some cases,
the instructions were reduced to a single sentence, in some
instructions the backing track or the respective pattern was
played as an audio example. This was followed by five seconds of silence, during which the pupils could practice the
pattern. Next, the actual task instructions were played to
the pupils starting with a one bar of count-in followed by
the backing track for the current task. Each instrument performance was recorded as a separate audio track (44.1 kHz
and 16 bit). The total dataset used in this paper consists of
8434 individual audio recordings.

4.1 Instrument Recording & Data Acquisition

4.2 Annotation

Figure 1. Screenshot of Colored-Music-Grid (CMG) app
for rhythm tasks. The red and blue areas trigger the high
and the low drum sound, respectively.
The participants in our experiments were 460 ninth-grade
pupils. Each pupil worked at a separate workplace in groups
of up to 25 pupils per classroom. Every workplace contained a laptop, a tablet computer, and a headset. The
workplaces were separated using custom-made partition
walls. The laptops were used to present the instructions
of the different musical tasks consisting of text and scores
to the pupil, and a headset was used to play audio examples
and backing tracks. All laptops in the classroom were connected in a network, such that every task could be started
simultaneously by the teacher on a separate computer.
A 7-inch tablet with a multitouch surface was used as musical instrument. Figure 1 shows a screenshot of the “Colored Music Grid” (CMG) app that we developed. Touching
the red and blue areas triggers a high and a low percussive sound, respectively. Furthermore, this app provides
a second mode that functions as a musical instrument for
melody tasks as previously described in [4]. Each tablet
was fastened on a holder above the laptop. The 27 rhythm
tasks consisted of various one to two bar rhythm patterns,
which were supposed to be performed alongside two different eight bar backing tracks.

Figure 2. Example rhythm pattern.
Figure 2 illustrates an example rhythm pattern that was
shown on the laptop screen. Additionally, the task instruc-

All recordings were evaluated by at least two out of 16
music students. For this evaluation, we used a six point
ratings scale, which was adapted based on an established
scale for the assessment of students singing performance
[5]. For each recording, a rounded mean value was calculated from the two ratings. Depending on whether the
task was rated by two or three raters, inter-rater consistency was estimated using Intraclass Correlations ICC(2,2)
or ICC(2,3). Here, we used a two-way, random effect ICC,
because two or three randomly selected assessors both rated
all rhythm performances of one of the 27 tasks. ICCs varied between .67 and .93.
4.3 Audio Feature Extraction
Since we wanted to evaluate an audio recording of the
rhythmic output of CMG, we needed to devise a suitable
signal processing. In the following, we describe how the
rhythm recordings were converted into an approximate transcription and what additional features were deduced from
that.
4.3.1 Spectral Estimation
Based on a given audio recording of a rhythm performance,
we first compute the Short Time Fourier Transform (STFT)
using a blocksize of 2048 and a hopsize of 512. The given
sampling rate (see Section 4.1) corresponds to a temporal
resolution of approximately 10 ms. In the next section, we
will explain how the drum envelope signals are extracted
from the magnitude spectrogram M (k, n) with k denoting
the frequency bin and n denoting the time frame.
4.3.2 Drum Envelope Estimation
The CMG app uses two fixed samples for the low and the
high percussion sounds without any dynamic changes. As
can be observed in the upper subplot of Figure 3, the percussion spectra are well-separated in the magnitude spectrogram with barely any overlap in frequency ranges. Due
to these idealized conditions, we apply a simple approach
for drum envelope estimation. Based on the known frequency centroids of the drum sounds (flow = 1593 Hz
and fhigh = 2907 Hz), we extract the magitude envelopes
x̂low (n) and x̂high (n) directly from the rows in M (k, n)
that correspond to the frequency centroids. The middle and
lower subplot of Figure 3 illustrate two examples of magnitude envelopes of the two drum sounds for the excerpt
shown in the spectrogram above.
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In addition to the estimated drum envelopes, the correct
reference drum tracks are given as MIDI files for each task.
The MIDI files have two channels, one channel per percussion instrument. Based on these MIDI files, we generate
two reference envelope functions xlow (n) and xhigh (n) for
each task by convolving the onset impulse function of each
instrument with a Hanning window of 70 ms width.

In addition to the cross-correlation, we count the number of local maxima in x̂(n) and x(n) above a magnitude
threshold of 0.05 as Nmax,x̂ and Nmax,x . Here, the intuition
is that local maxima in the envelope signal indicate individual note events. We compute features from the absolute
difference over the local maxima number as
FnumPeakDiff = |Nmax,x − Nmax,x̂ |

(4)

and the ratio between the peak densities
f [Hz
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Figure 3. Excerpt from magnitude spectrogram M (k, n)
of drum recording (top). Time and frequency axis are given
in seconds and Hz. Frequency centroids of high drum
(blue) and low drum (red) are indicated as dotted horizontal lines. Resulting drum envelopes for high drum and low
drum are given in the middle and lower subplot.
4.3.3 Envelope-based Features
All features described in Section 4.3.3 and 4.3.4 (denoted
as F with a corresponding subscript) are extracted similarly for the low and the high percussive envelope, hence
we omit the subscripts “low” and “high” for better readability.
The first group of features are extracted in order to compare the estimated drum envelope x̂(n) and the corresponding reference drum envelope x(n) function. After x̂(n) and
x(n) are normalized to a maximum of 1, we compute the
relative envelope energies
Fact =

Nx̂
1 X
x̂(n) and
Nx̂ n=1

Fact,ref

Nx
1 X
x(n)
=
Nx n=1

(1)

Fact
Fact,ref

(5)

Finally, we compute a vector dmax with the temporal distances of adjacent local maxima in the envelope function
x(n) . We compute the maximum, the mean, the variance,
and the range over dmax as simple features to measure the
amount of tempo fluctuation.
4.3.4 Features based on the Log-lag Autocorrelation
We compute the log-lag autocorrelation functions
(LL-ACF) from x̂(n) and x(n) as previously proposed in
[10,
11,
12]
over
the
tempo
range
of
10 bpm ≤ T ≤ 600 bpm with a resolution of 36 bins per
octave. The LL-ACF represents a rhythmic pattern on a
logarithmically-spaced lag axis and is comparable to the
scale-transform [13]. The lags can be interpreted as reciprocals of the tempo. This means that small lags correspond
to very high tempi, whereas lags to the end of the function
correspond to extremely low tempi. The same rhythmic
pattern played in different tempi result in similar LL-ACFs
that are just shifted along the lag axis. The application
of suitable distance measures for comparing LL-ACF has
been discussed in [14, 15].
The LL-ACF of the estimated and reference drum envelope are denoted as lx̂ (T ) and lx (T ). Similarly as before,
we compute the cross-correlation rl (τ ) between lx̂ (T ) and
lx (T ) and take the maximum cross-correlation value
FsimLLA = maxτ rl (τ ) and the corresponding shift
FsyncLLA = |τmax | as features.
Next, we compute the energy sum
X
FenSumLLA =
lx (T )
(6)
T

(2)

and the ratio
FenRatioLLA

as features to measure the drum activation. Nx̂ and Nx
denote the number of items in x̂ and x. Also, we use the
activation ratio
FactRatio =

Nmax,x /Nx
.
Nmax,x̂ /Nx̂

(3)

as feature.
In the next step, we compute the cross-correlation rx (τ )
between x̂(n) and x(n) to investigate to what extent both
envelope functions coincide. Two features are obtained.
The envelope similarity is measured by the maximum crosscorrelation value FsimEnv = maxτ rx (τ ) and the envelope
synchronicity is measured by the corresponding absolute
shift value FsyncEnv = |τmax |.

P
lx (T )
= PT
T lx̂ (T )

(7)

as features. As a next step, we extract the number of local maxima Nmax,l,x̂ and Nmax,l,x to describe both LL-ACF
functions (we only consider maxima above 5 % of the highest peak). We compute the difference and the ratio between
the number of peaks to measure the rhythmic similarity between the estimated and the reference drum envelope as
Fllacf,peakDiff = Nmax,l,x̂ − Nmax,l,x and
Nmax,l,x̂
Fllacf,peakRatio =
.
Nmax,l,x

(8)
(9)

Additionally, we compute average distance between adjacent local maxima in lx (T ). In total, we obtained a
40-dimensional feature vector.
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4.4 Automatic Modeling of Expert Ratings
We used a machine-learning approach to model the expert rating with the proposed audio features. The classifier
model is trained based on expert ratings of a given training
set. We used a Support Vector Machine (SVM) with the
Radial Basis Function (RBF) kernel as classifier. SVM is
a binary discriminative classifier that attempts to find the
optimal decision plane between the feature vectors of the
different training classes [16].

Table 1. Class mappings investigated in the evaluation
experiment based on the original 6 classes. First column
shows number of reduced classes. Second to fourth column show the original classes that are merged. Last column shows the mean class accuracy for the automatic classification (the highest value is emphasized in bold print).
The last row gives the classification result if no class mapping is performed as reference.

5. EVALUATION
5.1 Dataset
The dataset used in this paper consists of 8434 audio recordings with corresponding averaged performance ratings between 1 and 6. Figure 4 shows a histogram over the number
of items for each class. Apart from class 1 and 6, the items
are fairly well-balanced.
2000

#

#
classes

Merged Classes
C1
C2
C3

Mean
Class Acc.

M1
M2
M3
M4
M5
M6
M7
M8
M9
M10
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2
2
3
3
3
3
3
3
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4
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Figure 4. Number of items in the dataset for all six classes.

In each fold, we optimize the parameter values of γ and C
of the RBF kernel function using a two-fold grid search as
proposed in [17] with step sizes of 3 and 0.5 for the coarse
and the fine grid search. Before each classifier training,
the features are normalized to zero mean and a standard
deviation of 1.
6. RESULTS & CONCLUSIONS

5.2 Experimental Procedure
5.2.1 Class Mapping
Based on the six-step rating scale discussed in Section 4.2,
we investigated different class mappings to reduce the number of classes and thus to reduce complexity of the modeling task. In particular, we compared the 9 different class
mappings as shown in Table 1. For each mapping, the six
existing classes are mapped to two or three merged classes
(denoted as C1, C2, and C3). Then, classifier models are
trained based on the merged class annotations.
5.2.2 Cross-validation
For each mapping, we performed a 10 fold cross-validation
and averaged the mean class accuracy over all folds. Since
the class items are imbalanced as shown in Figure 4, we
used a stratified cross-validation, i.e., we ensured that the
proportion of items among different classes is kept approximately constant in each cross-validation fold. Furthermore, since we used Support Vector Machines classifier,
we had to make sure that the number of items are balanced over all classes before training the model. Therefore,
we used sampling with replacement, i.e., we increased the
number of items in the smaller classes by randomly sampling from the existing data. At the same time, we ensured
that similar items are never assigned as training and test
data at the same time in the cross-validation procedure.

The last column of Table 1 summarizes the mean class accuracy values that we obtained for the different class mappings. It can be observed that by reducing the number of
classes from six to two, the classification accuracy can be
improved up to 0.86.
An initial experiment with the original six classes (without any class mapping) showed an accuracy of 0.47 and
revealed strong confusions between adjacent classes, especially between and towards classes 3 and 4. Our results
indicate that it seems beneficial to merge adjacent classes
to more fuzzy categories such as good and bad. These categories can often be sufficient for an assessment of music
performance.
Also, the removal of one of the medium classes (3,4) improved the classification results, as can be seen for instance
when comparing M3 and M2 or M7 and M8, respectively.
Acknowledgments
This research has been supported by the German Research
Foundation (DFG BR 1333/10-1 and LE 2204/6-1).
7. REFERENCES
[1] A.-K. Jordan, J. Knigge, A. C. Lehmann, and
A. Niessen, “Development and validation of a competence model in music instruction - perception and con-

- 1255 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

textualization of music,” Zeitschrift für Pädagogik, vol.
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ABSTRACT
Automatic generation of guitar tablatures for given songs
has been one of research interests in music information
processing. Furthermore, some of recent studies have attempted automatic arrangement of given songs before tablature generation for producing guitar scores for songs composed for other instruments. In our previous work, we have
formulated “fingering decision” and “arrangement” in a
unified framework based on hidden Markov model (HMM)
whose hidden states are the left hand forms on the fingerboard and an observed sequence is a note sequence of a
given song. The purpose of the present paper is to extend
the HMM-based automatic arrangement to “arrangement
with transposition” and introduce a web application that
implements the arrangement with transposition. The optimal transposition for arrangement of a given song is obtained through a full search for all the possible keys where
the resulting arrangements are evaluated based on the probabilities of the sequences of the left hand forms.
1. INTRODUCTION
Tablature generation for the guitar is not a straightforward
task because there are several left hand forms to play a
single chord or even a single note and finding the optimal
sequence of left hand forms for a given song takes some
experience. This is why automatic generation of guitar
tablatures has been among research interests in music information processing. Furthermore, some of recent studies
in this direction have attempted “automatic arrangement”
of given songs before tablature generation aiming at automatic generation of guitar scores for songs that can not be
played by the guitar in their original forms. While “fingering decision” is a task of determining which finger should
be placed on which string and fret for each note given a
guitar score without tablature, “arrangement” is a task of
finding a reasonable fingering for a given score which is
not playable by the guitar due to the limitations of the pitch
range or the number of voices (simultaneous notes). It
makes as few modifications as possible to the given score
Copyright: c 2014 Gen Hori et al. This is an open-access article distributed under
the terms of the Creative Commons Attribution 3.0 Unported License, which permits unrestricted use, distribution, and reproduction in any medium, provided the

to make it playable by the guitar and then determines a
fingering for the modified version of the score. In our previous work [1, 2], we have developed a unified framework
for solving “fingering decision” and “arrangement” based
on HMM (hidden Markov model).
The purpose of the paper is to extend the HMM-based
“automatic arrangement” to “arrangement with transposition” and introduce a web application that implements “fingering decision” as well as “arrangement with transposition.” Even when all the notes of the given piece are within
the pitch range of the guitar, it is still meaningful to transpose the given piece up or down to find better arrangements and easier fingerings. As for the fingering decision,
that is a subproblem of arrangement, several works have
been made in the last two decades. Sayegh [3] introduced
“optimum path paradigm” to fingering decision of generic
string instruments. Miura et al. [4] developed software that
generates guitar fingerings for given melodies (sequences
of single notes). Radicioni et al. [5] extended Sayegh’s
approach paying attention to cognitive aspects underlying
the fingering decision. Radisavljevic and Driessen [6] proposed a method for designing cost functions required in
dynamic programming (DP) for fingering decision. Tuohy
and Potter [7] introduced a genetic algorithm (GA) for fingering decision and Tuohy [8] extended their approach to
arrangement for guitars. Baccherini et al. [9] introduced finite state automaton to fingering decision of generic string
instruments. Comparing to those previous works, the novelty of our work mainly lies in its stochastic approach and
intentional use of transposition.
The rest of the paper is organized as follows. Section
2 introduces HMM-based fingering decision and sets the
HMM parameters such as the state transition and output
probabilities so that the HMM performs fingering decision. Section 3 extends the HMM-based fingering decision to HMM-based automatic arrangement by adding output symbols to HMM. Section 4 introduces the transposition before arrangement and discusses how to find the optimal transposition. Section 5 introduces a web application
that implements HMM-based automatic arrangement with
transposition. Section 6 concludes the paper and discusses
related future works.
Throughout the paper, we suppose a guitar with six strings
and 19 frets in the standard tuning 1 .
1

original author and source are credited.
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2. HMM-BASED FINGERING DECISION
2
1

For fingering decision, we employ HMM whose hidden
states are left hand forms and output symbols are chords
played by the left hand forms. The HMM outputs only
pieces that can be played by the guitar.

3
1
5

7

8

3
3
3

3
2

1

2.1 HMM for fingering decision

2

In a guitar performance, a piece of music (a sequence of
notes) is played by a fingering (a sequence of left hand
forms). Conversely, “fingering decision” is a task of finding a fingering that plays the given piece of music. Generally, there are several fingerings for a single piece of music
and various factors influence the choice of fingerings.
Fig.1 presents the hidden Markov model (HMM) we employ for fingering decision whose hidden states are left
hand forms and output symbols are chords that are played
by the forms. Here we restrict our attention to the pieces
that can be considered as a “sequence of chords” where
a chord is a set of notes that start and stop together. We
note that, in the HMM for fingering decision, each hidden state (left hand form) outputs a unique output symbol (chord) while several hidden states can output the same
output symbol. In this framework, the given sequence of
chords (a piece of music) is considered to be generated
from a hidden sequence of forms (a fingering). Although
there are several fingerings for a single piece of music, the
most probable fingering can be determined based on the
HMM parameters such as the state transition and output
probabilities discussed in the following subsection. Those
HMM parameters model various factors that influence the
choice of fingerings. The problem of finding the most
probable sequence of hidden states is called the “decoding
problem” and can be solved efficiently using the Viterbi
algorithm [10].
2.2 HMM parameters
In standard applications of HMM, parameters such as the
state transition and output probabilities are usually estimated using training data but HMM for fingering decision
has a huge number of hidden states for which it is difficult
to prepare enough training data. We choose to set those
parameters manually as explained in the following.
We set the probability of the state transition from the form
qi to the form qj given the time interval dt between those
two forms as
|Ii − Ij |
1
exp(−
)
2dt
dt
1
1
1
×
×
×
1 + Ij
1 + Wj
1 + Nj

4

1

3

4

5

2

4
2

7

8

3

4

5

2
1

3
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3
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9
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Figure 1. HMM for fingering decision: The left hand
forms are hidden states and the chords played by the forms
are the output symbols. Each hidden state (left hand form)
outputs a unique output symbol (chord) while several hidden states can output the same output symbol.

qi . The index finger position Ii is also a difficulty level of
the form qi because a parallel translation to a higher position makes playing a chord more difficult. Also |Ii − Ij |
represents the movement of the left hand along the neck.
Usually, guitarist’s index finger position is not changing
all the time but is staying at a position for several notes
and leaps a few frets to a new position. Consequently, the
distribution of the difference of the index finger position
is sparse and concentrates on the center. To approximate
such a sparse distribution concentrated on the center, we
employ the Laplace distribution. The time interval dt between two forms inhibits the dependency of the next form
choice on the previous form. For example, when the time
interval is very long, the choice of next form is almost independent of the previous form. To take such inhibition into
account, we let the variance of the Laplace distribution be
proportional to the time interval dt . This is an extension
of standard HMM introduced by Bengio and Frasconi [11]
and is called “input-output HMM.”
We set the output probability of the chord xt from the
form qi as
bit = p( xt | zt = qi )

1
(if xt = chord(qi ))
∼
0
(if xt 6= chord(qi ))

aij (dt ) = p( zt = qj | zt−1 = qi , dt )
∼

6

where chord(qi ) denotes the chord played by the form qi .
This guarantees that the most probable sequence of forms
is a fingering that plays the given piece.

where the first term of the right hand side is the density
function of the Laplace distribution with the variance dt .
We define three difficulty levels of the form qi , that is, the
index finger position Ii , the width Wi and the number of
working fingers Ni , and reflect them independently to the
state transition probability. The number of working fingers Ni is obviously one of the difficulty levels of the form

3. HMM-BASED AUTOMATIC ARRANGEMENT
We employ the same input-output HMM for fingering decision with additional output symbols. HMM with additional
output symbols can output pieces that can not be played by
the guitar and relate such pieces to form sequences.
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3.1 HMM for automatic arrangement
Basically the same HMM we employ for fingering decision can perform automatic arrangement by adding output
symbols. In the HMM for fingering decision in Fig.1, each
form outputs the chord played by the form. This guarantees that the most probable sequence of forms is a fingering
that plays the given piece. On the other hand, in the HMM
for automatic arrangement in Fig.2, each form also outputs
some additional chords that can not be played by the guitar
but can be modified to the chord played by the form. This
qualifies the most probable sequence of forms as a fingering that plays a sequence of chords similar to the given
piece.
Such chords that can not be played by the guitar can be
modified to playable ones by omitting notes. When we
omit notes of unplayable chords, we have to pay attention
to the top and bottom notes that play important roles to
create the impression of the piece. First, the top notes of
chords basically form the melody line of the piece and cannot be omitted. If any chord includes a note above the pitch
range of the guitar, we have no other choice than to transpose the piece down. We consider such “arrangement with
transposition” in Section 4. Second, the bottom notes of
chords are the “roots” and should not be omitted if possible. If a bottom note is below the pitch range of the guitar,
it is better to move it up an octave. In our formulation of
arrangement for guitars, we modify unplayable chords of a
given piece using the following two operations: (1) to omit
a note, and (2) to change octaves of a note. We use the
operation (2) only when the changed note does not exceed
the top note of the chord. If the changed note overlaps with
an existing note, then the changed note is omitted.
3.2 Output probability for arrangement
For automatic arrangement, we set the transition probabilities exactly the same as the HMM for fingering decision
and change the output probability according to the additional output symbols. We set the output probability bit to
zero if the t-th chord xt of a given piece cannot be modified
to the chord played by the form qi using the operations (1)
and (2) explained in previous subsection. Otherwise we set
the output probability bit to a positive value. This setting
of the output probability implements the HMM in Fig.2
and makes the most probable sequence of forms qualified
as a fingering that plays a sequence of chords similar to the
given piece. Furthermore, to choose chords with the minimum modifications, the output probability bit needs to be
a monotone decreasing function of the number of the operations required to modify the t-th chord xt of a given piece
to the chord played by the form qi . For this purpose, we
set the output probability of the chord xt from the form qi
as
bit = p( xt | zt = qi )

1

(if xt ⇒ chord(qi ))

1 + Mit
∼


0
(if xt 6⇒ chord(qi ))
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Figure 2. HMM for automatic arrangement: Basically
the same HMM for fingering decision can perform automatic arrangement by adding output symbols. Each left
hand form outputs the chord played by the form as well as
those with a few modifications so that the HMM can output
pieces that can not be played by the guitar.
where Mit denotes the number of operations (1) and (2)
required to modify the chord xt to the chord played by the
form qi and we write xt ⇒ chord(qi ) when the chord xt
can be modified to the chord played by the form qi using
the operations.
4. ARRANGEMENT WITH TRANSPOSITION
As we have pointed out in the previous section, when the
highest note of the given piece exceeds the highest pitch
of the guitar, we have no choice but to transpose the piece
down before arrangement. Such pieces need to be transposed down at least such number of semitones that the
highest note of the piece coincides with the highest pitch of
the guitar. In addition, transposing down more semitones
can help to find better arrangements and easier fingerings.
Generally, even when all the notes of the given piece are
within the pitch range of the guitar, it is still meaningful
to transpose the given piece up or down to find better arrangements and easier fingerings.
However, for implementing the transposition before arrangement, the main problem is how to find the optimal
number of semitones for transposition that gives the best
results in arrangement and fingering. All the transpositions
are not simply parallel displacements on the fingerboard
due to the pitch ranges of the strings, that is, all the keys
are not equivalent for the guitar. Each key has a possibility
of clever arrangement or fingering exploiting open strings
that can not be applied to any other keys and we can not
see it until we perform arrangement or fingering decision.
In our formulation, the evaluation of arrangement or fingering is well-defined as the probability of the sequence of
forms that gives the arrangement or the fingering. When
one key is selected for transposition, the Viterbi algorithm
quickly finds the most probable sequence of forms that
outputs the given piece transposed to the key. Then we
can compare two keys or more for transposition using the
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Figure 4. Examples of the simplified ABC notation used
for loading song data in the web application. The unit note
length is fixed to sixteenth note. The last example shows
how to notate a “sequence of chords” which is an assumption on a piece to arrange in our formulation.
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rate of open string pitches

[CEG]4[CFA]4[CEG]4[B,DG]4[CEG]4
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transposition(semitones)

Figure 3. The opening section of “Joy to the world” (top),
the logarithm of the probability of the best form sequence
for the above score for each transposition (middle) and the
rate of notes with the open string pitches for each transposition (bottom): The probability of the best form sequence
is influenced by more factors and shows more complex response to transpositions than the rate of notes with the open
string pitches.

probabilities of the most probable sequences for each keys.
Furthermore, we can run the Viterbi algorithm for all the
possible keys and compare the probabilities to find the optimal key among the possible keys. Comparing to typical
discrete optimization problems, the search space (the set
of possible keys) is very small and the full search is a realistic solution. Finding the optimal key for arrangement
with transposition by a full search is an effective use of
computation for music.
Fig.3 exemplifies the probability of the most probable sequence of forms as a function of the number of semitones
for transposition for the opening section of “Joy to the
world” given in its top. The logarithm of the probability
of form sequence is given in the middle for transpositions
from 4 semitones down to 4 semitones up and the rate of
notes with the open string pitches of the guitar is given in
the bottom for the sake of comparison. We take the rate
of open string pitches for comparison because the number
of open strings in left hand forms is related to the easiness
of fingerings as well as the probability of form sequences
and, in addition, the rate can be easily calculated from only

the distribution (or histogram) of the notes of a given piece
of music. The rate of open string pitches exhibits alternate rises and falls due to the relation between the scale
structure and the open string pitches. On the other hand,
the probability of the best sequence of forms exhibits more
complex response to transpositions mainly because it depends not only on the histogram of notes but also on the
aspect of time series of the notes in a given piece of music.
The probability heavily depends on how notes are ordered
while the rate does not. From this observation, it seems that
there is no easy way to find the optimal number of semitones for transposition but to run the Viterbi algorithm for
all the possible keys.
We implement “arrangement with transposition” based
on the full search in the web application introduced in the
following section.
5. WEB APPLICATION
We have implemented automatic arrangement for guitars
with transposition described in the previous sections in a
web application and made it open to public at
http://genhori.jp/guitar/ .
This section describes how to load song data and arrange it
for guitars using the web application.
5.1 Song data format
The web application reads in song data using a simplified
version of the standard ABC music notation 2 . The ABC
music notation is a format designed to notate music using
plain text, thus song data can be typed with any text editor. Fig.4 gives a few examples of the simplified ABC
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Figure 5. The user interface of the web application. The
users are able to load song data using the simplified ABC
notation, perform arrangement either with or without transposition and render guitar scores with tablature for printing
using standard web browsers.

Figure 6. The pianoroll and the tablature displayed on the
graphical user interface of the web application. Locating
the cursor over any chord on the tablature displays a diagram of the chord to indicate the placements of each fingers on the fingerboard.

notation used for loading song data in the web application.
First, a one-octave major scale from C3 to C4 with eighth
notes is typed as C2D2E2F2G2A2B2c2, where the letters
and the numbers show the pitches and the lengths of the
notes respectively. The capital letters show the notes on the
third octave (C3-B3) while the small letters the notes on the
forth octave (C4-B4). For simplicity, we fix the unit note
length to sixteenth note in the simplified ABC notation so
that the number 2 means an eighth note. Secondly, a chromatic scale from C3 to C4 with sixteenth notes is typed as
CˆCDˆDEFˆFGˆGAˆABc, where ˆ moves the following
note up a semitone and the missing numbers mean the unit
note lengths, that is, sixteenth notes. The third example
shows that ’ and , moves the preceding note up and down
an octave respectively. The last example shows that notes
in square brackets form a chord whose length is given by
the number following the brackets. The ABC notation is
suitable for notating a “sequence of chords” which is an
assumption on a given piece to arrange in our formulation.
A drag-and-drop user interface for loading song data using
SMF (standard MIDI file) is presently being implemented.

arrangement without or with transposition then the resulting arrangement is displayed in the tablature below the pianoroll like shown in Fig.6. In the tablature, locating the
cursor over any chord displays a highlight box on the chord
as well as a diagram of the chord below the tablature to indicate the placements of each fingers on the fingerboard.
Finally, the users push the “Render Score” button to render
a guitar score with tablature for printing.

5.2 User interface
Fig.5 presents the user interface of the web application.
The users type in song data into the textarea and push the
“Load ABC Data” button or choose a text file with song
data and push the “Load ABC File” button then the loaded
song data is displayed in the pianoroll like shown in the
upper half of Fig.6. Next, the users push the “Arrange”
button or the “Transpose and Arrange” button to perform

6. CONCLUDING REMARKS
The HMM-based automatic arrangement has been extended
to “arrangement with transposition.” The optimal transposition for arrangement of a given piece has been obtained
through a full search for all the possible keys. Each arrangements have been evaluated based on the probabilities
of the sequences of forms. The probability of the best sequence of forms has shown complex response to transpositions mainly because it depends on the histogram of notes
as well as the aspect of time series of the notes. From this
observation, we have seen that running the Viterbi algorithm for all the possible keys is a realistic solution.
Next, we have developed a web application that implements automatic arrangement for guitars with transposition and made it open to public. The web application reads
in song data in ABC notation and carry out arrangement
with or without transposition. In near future, we will use
the web application for subjective assessment with guitarists of the robustness and the limitations of the proposed
method.
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ABSTRACT
This paper describes Synthbee, an assistive tool for sound
design which enables musicians to achieve desired
sounds without managing parameters of a sound synthesizer manually. The system allows musicians to specify
desired sound characteristics using attributes and explore
the space of producible sounds by controlling the interactive evolutionary algorithm extended to take into account
specified attributes. Using the interactive evolutionary
approach, musicians can recombine and mutate patches
towards a satisfactory result. While performing recombination of patches, the algorithm tries to maintain values
of synthesis parameters which are relevant for achieving
desired sound characteristics. Synthbee thereby enables
efficient creation of novel sounds which possess characteristics described by input attributes. The method for
finding and maintaining relevant synthesis parameters
during an interactive exploration is our original algorithm
which uniquely combines machine learning techniques
with evolutionary computing. The results of the initial
subjective evaluation of Synthbee showed that the users
were generally satisfied with generated sounds, but also
indicated some opportunities for improvement.

1. INTRODUCTION
Modern sound synthesis technology opens innumerable
possibilities for creating desired sonorities. Musicians
have detailed control over the synthesis process what
gives them freedom to be more innovative and ambitious
expressing their ideas. To provide such a level of flexibility, most commercial software synthesizers have complex
architectures and offer a large number of controllable
parameters. As a result, the task of sound synthesis becomes difficult and time consuming what negatively affects inspiration and productivity of musicians. One approach to overcome this problem is to use artificial intelligence techniques for automatic selection of synthesis
parameters based on musician's requirements or guidance
[1].
Since last few decades, this problem was addressed in
many previous studies. Several authors focused on using
timbral attributes for controlling a sound synthesizer.
Copyright: © 2014 First author et al. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.

Based on specified attributes, the goal was to automatically find appropriate synthesis parameters which produce a sound with described characteristics [2-5]. For
example, a musician could specify that the sound is expected to be metallic, bright, and harsh, while the system
should synthesize such a sound. Controlling a sound synthesizer using timbral attributes is a challenging problem
for two reasons. The first one is a lack of theoretical and
notational support related to timbre [6]. While other characteristics such as pitch and rhythm have more formal
notations, timbral attributes are not standardized. The
second reason is complexity and ambiguity of mapping
between verbal descriptions and synthesis parameters.
Existing works include several attempts at synthesizing
sound specified by timbral attributes. Miranda used a
machine learning algorithm based on decisions trees to
induce relations between quasi-timbral attributes and synthesis parameters [2]. A research conducted by Gounaropoulos and Johnson employed a neural network to
learn relations between adjectives and audio features of a
sound characterized by those adjectives [3]. For generating synthesis parameters based on given adjectives, they
used a modified version of the backward-propagation
algorithm on the same neural network.
Besides using timbral attributes, there are other approaches to generating desired sounds. The most common
approach is target matching, i.e. finding the parameters
which produce the most similar sound to the given target
audio sample. Evolutionary computing techniques such
as genetic algorithms were employed to achieve target
matching for specific synthesis techniques [7-11].
Another notable approach is an interactive exploration
through a sound space of a certain synthesis process [1214]. The parameters are managed by a genetic algorithm
which takes musician's personal judgments as the fitness
measure. Using a rich graphical user interface, musicians
can control the evolutionary process to produce novel
patches in each iteration of the algorithm. The interaction
is intuitive, because it consists of browsing and rating the
patches.
Motivated by the mentioned publications, we have designed and developed Synthbee, a system which introduces a new way of employing artificial intelligence
techniques in sound design. Synthbee allows musicians to
specify characteristics of a target sound using textual descriptions and perform a guided exploration of the sound
space towards a satisfactory result.
For each possible input attribute, the machine learning
algorithm is trained to determine which synthesis pa-
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rameters and their values which are relevant for that attribute. The induced relations between input attributes
and synthesis parameters are later used in the interactive
evolutionary algorithm for narrowing the exploration
towards the target sound.
The interactive search starts from an initial set of existing patches allowing musicians to choose favorite patches
for genetic recombination. The reproduction process is
adapted to maintain parameters relevant for the given
input attributes. During the exploration process, novel
patches will be generated in every iteration, but their desired characteristics described by input attributes will be
maintained. This is radically different from the basic exploration, because the musician can use textual descriptions to direct the exploration process and reach the desired sound more efficiently.

2. SYNTHBEE
2.1 System overview
The system consists of two modules which are independent of an underlying synthesis technique and can work
with patches for any synthesizer which supports the Virtual Studio Technology (VST) standard. The term patch
stands for a sound setting which is represented by a vector of synthesis parameter values. The high-level architecture of Synthbee is shown in Figure 1.

Figure 1. The high-level architecture of Synthbee.

The purpose of the learning module is to detect relations between all available attributes and synthesis parameters. For each attribute, the module learns which
synthesis parameters are relevant and what values they
should have so that the synthesized sound fits that attribute. For example, if the sound is labeled as monophonic,
the parameter “unison” should have the value “on”.
However, relations are usually not as simple as in this
example, since most of parameters are continuous and
there can be several parameters relevant for one attribute.
In some cases it is even impossible to detect relevant parameters for certain attributes, because they can be used
inconsistently, or without a sufficient number of training
examples.

The exploration module recombines patches selected by
a musician to generate novel sounds. During that process,
the exploration module uses the knowledge induced by
the learning module to maintain relevant parameters during the process of interactive evolution. As an additional
feature, the user can assign attributes to any new patch
and add it to the pool of learning examples in order to
increase the size of the training set and eventually improve accuracy of the learning module.
2.2 Learning module
2.2.1 Attributes
The learning algorithm employed in Synthbee relies on
the simplified assumption that the attributes are independent of each other. Miranda devoted a significant part
of his work to the problem of the layered organization of
attributes [2]. He pointed out that people tend to assemble
perceptual qualities of the sound in the more abstract
concepts. For example, one could associate the sound of
thunder with attributes such as loud amplitude, sharp attack, noisy, low pitch, and medium duration. People are
prone to group this information and recall it simply as
thunder instead of listing all the attributes separately.
Whilst Miranda concentrated on relations within sets of
attributes, we focused on relations between attributes and
synthesis parameters. For that reason, Synthbee treats all
attributes without hierarchical relations and for each attribute the system identifies relevant synthesis parameters
in the same way.
A patch description consists of an arbitrary number of
nominal attributes. A musician can simply list any attributes which he associates with the sound. For example, a
patch can be described with attributes like soft, monophonic, metallic, slow release, and so on. Perceptual and
taxonomic descriptions are treated in the same way by the
learning module. In that sense, a musician can combine
perceptual attributes with those from a particular taxonomy (family of musical instruments, instruments names,
or sound effects category).
Such flexibility can cause difficulties for the learning
algorithm, because a musician can be inconsistent in describing sounds. As a solution to this problem, Synthbee
has an option to disable adding new attributes in the system by users. In this mode, musicians can build input
descriptions by selecting attributes from the predefined
set. With dozens of attributes prepared in the system,
musicians still have an expressive vocabulary for forming
their requirements, but the results are expected to be significantly better. Another benefit of this approach is that
musicians are able to share training sets among them by
using a common vocabulary.
2.2.2 Learning algorithm
In order to identify relevant synthesis parameters and
their values for each input attribute, the learning module
relies on principles of machine learning. For each attribute, the learning module creates a classifier which can
determine whether a given patch produces a sound which
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suits that attribute or not. The purpose of classifiers in the
learning module is not to classify unknown patches, but
to reveal relations between the attribute and synthesis
parameters.
For example, a correctly trained classifier for the attribute monophonic employs the following classifying rules:
•
•

if the parameter “unison” has the value “on”, the
sound is monophonic,
if the parameter “unison” has the value “off”, the
sound is not monophonic.

Those rules are then used by the exploration module in
order to fetch relevant synthesis parameters and their
values. In this example only the “unison” parameter appears, because other parameters are not relevant for a
monophonic sound.
The intended purpose of the classification algorithm
imposes that classifying rules have to be expressed explicitly and based on relevant synthesis parameters. Time
efficiency is not of paramount importance, because the
learning module does not need to work in real time. Considering these aspects, decisions trees come as a reasonable choice for such binary classifiers [15].
Decisions trees in Synthbee were designed so that internal nodes represent tests performed on synthesis parameters, branches represent possible outcomes, and leaf
nodes specify the overall classification result. As an input, a decision tree accepts a patch which consists of synthesis parameters ranging from 0 to 1 according to the
VST standard. An example of a decision tree built by the
learning module is shown in Figure 2.

A learning set for each tree is formed of all available
patches. In our case trees are binary classifiers, so learning samples must be labeled with either a positive or negative goal predicate. Namely, for each patch, there should
be the label “yes” if the patch satisfies the attribute for
which we are building the tree or the label “no” otherwise. For that reason, patches containing that attribute in
their descriptions are labeled as positive samples, while
the others are considered as negative. For example, to
train a decision tree for the attribute synth lead, the
patches described with the synth lead attribute are taken
with the positive goal predicate, while the others with the
negative one. This example is shown in Figure 3.

Figure 3. A simple example of forming a training set.

2.3 Exploration module
2.3.1 Target description
The purpose of the exploration module is to recombine
patches selected by the user in a way that desired characteristics given by input attributes are maintained in new
patches. When specifying attributes, the user can choose
among those for which decision trees have been built
successfully. As explained before, the learning algorithm
may not be able to build a decision tree for every attribute.
The exploration algorithm always uses the current input
attributes, so the target description can be changed at any
moment during the exploration. This way, musicians can
narrow or change direction of the exploration in every
iteration.

Figure 2. The decision tree for the attribute synth lead.

The learning module induces decision trees using the
Classification and Regression Tree algorithm, CART
[16]. Selection of splitting values in internal nodes is
based on Gini index. The first step of the learning process
is the construction of complete trees without pruning.
Such trees can be too complex and over-fitted to training
samples. Therefore, they have to be optimized by cutting
oﬀ insignificant nodes and subtrees. This is done in the
second step by pruning based on 10-fold cross-validation.
The concrete implementation of the learning module in
the initial version of Synthbee relies on existing functions
from Matlab Statistics Toolbox.

2.3.2 Exploration process
An exploration process consists of sequential reproductions and mutations following the basic principles of
genetic algorithms [17]. There is no automatic fitness
measurement, since musicians manually choose patches
for reproduction. The seed patches from the initial population are chosen from the set of labeled patches so that
they meet the target description.
The unique feature of the exploration algorithm in
Synthbee is that relevant parameters and their values are
maintained in the reproduction process. In analogy to the

- 1265 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

biological evolution, relevant parameters can be considered as dominant genes.
This extended exploration algorithm can be described
by the following steps:

ters and result with radically different and sometimes
inaudible or noisy sounds.

1. generate two offspring using the standard genetic
recombination of selected parent patches,
2. optionally apply the mutation operator to the offspring to increase differentiation from the parent
patches,
3. check whether the offspring fit the input description; if not, take values of relevant parameters
from the parent that fits the description.
The third step is the most innovative part of this algorithm and will be explained in more details later.
2.3.3 Reproduction types

Figure 5. An example of genetic recombination which
uses the second type of reproduction technique.

2.3.4 Mutation

A reproduction operator generates two offspring for a
couple of parent patches by recombining vectors of synthesis parameters. The exploration module supports two
types of reproduction operators.
The first recombination type uses one crossover point
randomly selected somewhere within a patch using the
uniform probability distribution. The crossover point
splits the parent patches in two parts. The first child is
formed from the first part of the parent A and the second
part of the parent B. Similarly, the second child is formed
from the first part of the parent B and the second part of
the parent A as shown in Figure 4. This recombination
type preserves clusters of parameters and is expected to
provide more predictable results than the second recombination type.

Figure 4. An example of genetic recombination which
uses the first type of reproduction technique.

The second recombination type uses two randomly chosen crossover points which split the parents into three
parts. Initially, two offspring are produced as parent
clones. Parts before the first and after the second crossover point stay the same as in the parents, while each of
parameters between the crossover points is overwritten
by a corresponding parameter from the randomly selected
parent. The first child has the parameters of the parent A
before the first and after the second crossover point, but
has mixed parameters in between as shown in Figure 5.
The second has the parameters from the parent B where
the first child has the parameters from the parent A. In
other words, at this moment there is no parameter which
both of the offspring inherit from the same parent. This
recombination technique may disrupt clusters of parame-

In the process of genetic recombination, the offspring
inherit parameters from parents. If new patches are not
added during the exploration process, the algorithm will
just recombine the same limited set of parameter values.
To introduce new genetic material, the mutation operator
can be applied to offspring patches. In Synthbee each
parameter is mutated by adding a Gaussian random variable with zero mean and variance of 0.05.
2.3.5 Maintaining relevant parameters
The children patches generated by the standard recombination process might not fit the target description. In
such cases, the algorithm will make a correction by taking values of relevant parameters from the parent which
possesses appropriate values. For example, if the target
sound has to be monophonic, but the child patch inherited the unison parameter with the value “off” from the
polyphonic parent, this algorithm will check if the other
parent is monophonic and then take its value. The purpose of the algorithm for maintaining relevant parameters is to find a subset of parameters which should be
taken from the different parent so that the final patch fits
the target description.
This original method for correcting results of genetic
recombination relies on the knowledge induced by decision trees. Information about relevant parameters is
stored along paths which start with the root of the tree
and end with a positive leaf. Nodes on those paths represent conditions which a given patch needs to fulfill in
order to be classified positively according to that attributes. For the synth lead attribute shown in Figure 2, there
is only one positive path which contains conditions on
parameters p55 and p54. If the parameters of a given patch
fulfill those conditions, the patch is classified as a synth
lead.
Generally, there can be more than one positive leaf
node, so the algorithm has to consider all positive paths
when searching for relevant parameters in the decision
tree. For example, the decision tree for the attribute short
shown in Figure 6 has two positive leaves. To achieve the
attribute short, either the parameter p11 must be lower
than 0.0472, or the p11 must be equal or higher than that
value, while the p32 is lower than 0.0236.
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Figure 6. The decision tree for the attribute short.

In order to make appropriate corrections in offspring
patches, the algorithm needs to check all positive paths
and find the one which requires the minimal number of
corrections. A correction of a parameter means taking the
parameter value from the different parent. The more parameters are corrected in a child patch, the more it will be
similar to the other patch generated from the same parents, because they will have more parameters with the
same values. In order to keep differentiation within the
offspring, the algorithm should change the minimal number of parameters, but still correct the patch to satisfy
input attributes.
To find the optimal set of corrections for the offspring
we designed a specific method which starts from a leaf
node and travels to the root counting needed corrections.
After all the positive paths are considered, it is known
whether the correction is possible and what parameter
values should be corrected in the offspring patch Po. This
method consists of the following steps:
1. set the current node to a leaf node,
2. set the number of replacements nr to zero,
3. if the current node is the root, finish the algorithm
and return the number nr,
4. read the condition from the branch which connects
the current node with its parent node,
5. check whether the patch Po fulfills that condition,
5.1. if the condition is fulfilled, go to the step 6,
5.2. if the condition is not fulfilled, check both of
the parent patches,
5.3. if one of the parents fulfills the condition,
remember its parameter, increase the number
of replacements nr by one and continue with
the step 6,
5.4. if none of the parents fulfills the condition,
set the number of replacements nr to infinity
and exit the algorithm,
6. set the parent node to be the new current node,
7. go to the step 3.
The result of running these steps from all leaf nodes will
be a number of replacements and a list of corrected parameters for each positive path. If the minimal number of
replacements is greater than the length of the longest positive path in the tree, it is not possible to fulfill the target

description by replacing certain parameters with those
from the different parent. That happens when none of the
parent patches has the desired characteristic.
When there are more viable positive paths, the algorithm chooses the one with the smallest number of corrections. Lists of corrections are memorized during the
algorithm for each positive path and the shortest list is
applied to the child patch.
This principle will be illustrated by a simple example.
The only input attribute in the target description for this
example is the attribute short. The first patch chosen for
reproduction has the parameters p11 = 0.0324 and
p32 = 0.8456, while the other one has p11 = 0.5186 and
p32 = 0.0000. Obviously, both of the patches match the
attribute short according to the decision tree for that attribute (see Figure 6). After genetic recombination, a
child patch, for instance, inherits the parameter p11 from
the second parent and the parameter p32 from the first
parent. Such a patch does not fulfill the target description,
so the parameters have to be corrected. There are two
possibilities: to take p11 from the first parent, or to take
p32 from the second parent. The both possibilities require
one replacement, so they are equally acceptable. After
replacing the parameter value, the corrected patch will
satisfy the target description.
It is important to notice that this algorithm corrects
eventual damage done by mutation. In the mutation process an eligibly inherited parameter can be changed, so it
should be set back to the original value. The algorithm
natively takes care of such cases, because both of the
parent patches are checked in the step 5.2.
2.3.6 Multiple attribute descriptions
The algorithm explained so far works for input descriptions which consist of a single attribute. This section describes how the algorithm is extended to accept descriptions formed of multiple attributes. The goal of this extension is to correct a patch so that it satisfies as many
attributes from the input description as possible, while the
number of corrected parameters is the secondary criterion. The main principle of this extended algorithm is
based on generating corrections for each attribute separately and then merging all the corrections.
In the first step, the offspring patches are corrected for
each attribute using the method described in the previous
section. However, instead of saving only patches with the
minimal number of corrections, the algorithm has been
modified to memorize all of the corrected patches. The
result is a set of corrected patches Ci for each attribute
from the input description.
In the second step, the algorithm chooses one patch
from each set Ci and forms the so-called merging set M.
All the patches from the merging set are then combined
so that the resulting patch satisfies as many attributes as
possible.
When forming the merging set M, the selection of
patches from the sets Ci is very important. In the merging
set there should the minimal number of patches for which
corrections have been performed on the same parameters.
The optimal situation is the one in which each candidate
has corrections of different parameters. In that case,
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algorithm fetches conditions from decision trees. Then it
tries to find a value which satisfies all conditions if possible. For example, if the parameter p62 must be greater
than 0.1 to satisfy the first attribute and smaller than 0.4
to satisfy the second attribute, the algorithm will take
some value between 0.1 and 0.4. This example is illustrated in Figure 8. If conditions are conflicting, the parameter will not be corrected and it will maintain the value obtained after the recombination and mutation.

3. EVALUATION
To ascertain the effectiveness of Synthbee in practical
tasks of sound design, we conducted a survey among six
amateur musicians. They were asked to grade how well
patches generated by the system matched the input attributes and to which extent they differed from their parents. Additionally, participants answered a set of general
questions about using attributes for controlling a sound
synthesizer. This chapter describes technical details of
the system setup and the evaluation procedure.
Figure 7. An example of forming a merging set and applying the corrections to the resulting patch. Parameters
with corrected values are marked with an X.

3.1 Synthesizer

merging is very simple, since all corrected parameters
can be taken from their patches unambiguously. The resulting patch will maintain all relevant parameter values
and satisfy all the input attributes. This situation is illustrated in Figure 7.
To achieve the minimal number of overlapping corrections in the merging set M, before selecting patches from
the sets Ci, our algorithm checks all possible combinations. The complexity of this operation is proportional to
the product of the cardinalities | Ci |. Those sets are not
expected to be large due to small decision trees, so time
efficiency should not be a problem. After checking all the
combinations, the algorithm chooses the one with minimal overlapping of corrected parameters.
If the best combination still has patches whose corrected parameters overlap, for each such parameter, the

For the evaluation purposes we used a subtractive VST
synthesizer consisted of: two oscillators, a white noise
generator, a low frequency oscillator, a filter with its envelope generator, an amplitude envelope generator, and a
delay effect. These elements have totally 69 controllable
parameters allowing users precise control over the synthesized sound. The synthesizer comes with a wide variety of predefined patches covering sounds from strings,
leads, pads, and bells to electric percussions.
3.2 Attributes
Before the first use of Synthbee, we manually labeled 201
patches by assigning attributes to each of them. The attributes were chosen from different taxonomies and had
different levels of abstraction. Some examples are: dark,
mellow, short, noisy, resonating, strings, aggressive, etc.
There were totally 27 different attributes used to describe
patches for the training set.
3.3 Learning module

Figure 8. An example of resolving overlaps in the
merging set.

After running the learning algorithm, 11 out of 27 decision trees were successfully created. The remaining trees
were reduced to the root by pruning, because each of
their attributes appeared in less than 10% of the training
samples, so there were too few positive samples to build
reliable classifiers.
The average accuracy for the 11 properly induced trees
was 90.88%. The accuracy was calculated using a 10-fold
cross-validation after the pruning. The average number of
nodes after pruning was 4.83, while the average height
was 1.83. In most cases it was sufficient to test just one or
two synthesis parameters to make a plausible decision
whether a patch satisfied the attribute or not. The list of
all attributes with properly induced decision trees is
shown in Table 1.
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Attribute
Synth lead
Delay
Mono
Synth bass
Vibrato
Slow variation
Modulation
Sequencer
Deep
No sustain
Glide
No velocity

N before pruning
21
27
15
11
19
21
13
3
9
9
11
25

N after pruning
5
5
3
5
3
3
3
3
5
5
7
11
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Accuracy
91.04%
81.59%
94.03%
93.53%
88.55%
87.56%
90.05%
100.00%
97.01%
95.02%
95.02%
77.14%

4. RESULTS
The average grade for the questions concerning how well
the generated sounds met the given descriptions was 3.96
and the median grade was 4. These statistical values were
calculated taking into account answers from all six participants for all 40 assessed sounds. There was no significant correlation between grades and numbers of attributes
in descriptions. The average grade for the patches produced using the first recombination type was 3.92, while
the average grade for the patches produced by the second
recombination type was 4.01. Distribution of all these
grades is shown in Figure 9.

Table 1. This table enlists all the properly induced decision
trees with number of nodes before pruning, after pruning, and
the accuracy of the tree calculated using cross-validation.

3.4 Survey preparation
To create a set of patches for the survey, 20 pairs of parent patches were randomly selected from the initial learning set. For each pair, we prepared a target description
which is expected to be satisfied by their offspring. Every
target description was intentionally composed only of
attributes selected from the union of the parents’ attributes. This way, we eliminated situations in which offspring cannot inherit parameters relevant for a desired
attribute. This setup also corresponds to the real scenario
of using Synthbee, since initial patches, which do not
match the target description, are automatically filtered out
at the beginning.
The average number of attributes in sound descriptions
was 2.5. After applying the reproduction algorithm with
recombination, mutation, and parameter correction on
parents, they generated 40 offspring which were used for
this survey.
In order to evaluate both of the recombination types
(explained in Chapter 2.3.3), the first half of the offspring
patches was reproduced using the first type of recombination with one crossover point, while the other half was
reproduced using the second type of recombination with
two crossover points.
For each of the 40 generated patches, participants were
asked to provide their subjective opinion on how well
does the patch fit the given attributes. Participants rated
patches using the scale with 5 available options ranging
from very poor (1) to very well (5). Additionally, for each
patch, participants were asked to assess how different the
patch is from its parents using the scale ranging from
very similar (1) to very different (5).
At the end of the survey participants were informally
asked to answer these general questions regarding automation in sound design:
1. How clear were the given descriptions based on
attributes? (1 - very unclear, 5 - very clear)
2. According to your opinion, are descriptions based
on attributes intuitive for musicians? (1 – not intuitive at all, 5 - very intuitive)
3. How helpful is the system for intelligent exploration of sound spaces? (1 - very little, 5 - very
much)

Figure 9. This chart shows how many times each grade
appeared in the answers from all participants. The darker bars represent grades for the patches generated using
the first recombination type, while the lighter ones represent grades for patches generated using the second recombination type.

The average grade for the questions concerning differences between patches and the parents was 2.66. The
patches generated using the first recombination type were
averagely rated with higher grades (2.84) than the patches
generated using the second recombination type (2.51).
This means that the latter patches were unexpectedly rated as more similar to their parents.
The negative correlation of -0.38 was observed between
grades from the first and the second question. The patches, which are more similar to their parents, match the
target description slightly better.
The average grades on last three questions were 3.37,
4.00, and 4.33 respectively for clarity of such descriptions, intuitiveness of using attributes, and potential usefulness of our approach.

5. DISCUSSION
The results of the evaluation have shown that users are
generally satisfied with sounds generated by Synthbee.
An interesting finding is that the recombination with two
crossover points produces offspring which are more similar to parents than those produced by the recombination
with one crossover point. This is contrary from what we
expected and what was indicated in other papers [12].
Apparently, for this particular sound synthesizer, there
are no many clusters of interdependent parameters, so
mixing adjacent parameters from different parents did not
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seriously affect the synthesized sound. Using this recombination type, each offspring inherits more parameters
from one parent what turned out to be more important for
similarity then maintaining clusters of parameters together.
Another important finding is that the free choice of attributes for labeling training samples and creating target
descriptions may have a negative consequence. In our
case, only 11 of 27 attributes resulted with a properly
built decision trees. A few metonyms appeared in the
learning set, and for several attributes there was insufficient number of positive training samples. We believe
that using a carefully predefined set of available attributes
could lead musicians to use them more consistently and
with better understanding of their meanings. At the same
time we do not expect that limiting the vocabulary would
seriously affect its expressiveness.
The answers on the last three questions in the survey
suggest that the problem of synthesizing sounds using
attributes and interactive exploration is relevant and interesting for musicians.

6. CONCLUSIONS
The results of this study indicate that this unique combination of machine learning and interactive evolutionary
techniques may yield some valuable tools for sound design. Using descriptions of desired sound characteristics,
musicians could direct the exploration of sounds and
make it more efficient.
In the context of interactive evolutionary techniques
applied to practical tasks, it is important to balance between introducing diversity among suggested results and
maintaining the desired characteristics. This is generally
difficult to achieve, since our research showed a negative
correlation between these two aspects. However, by tuning parameters of the algorithm and employing the appropriate recombination method, we believe that the algorithm can be adapted for a specific application.
The overall results are encouraging and indicate that
combinations of machine learning and evolutionary technique could open a new direction in automation of sound
design tasks.
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ABSTRACT
This paper proposes a system for performance rendering of
keyboard instruments. The goal is fully autonomous rendition of a performance with musical smoothness without
losing any of the characteristics of the actual performer.
The system is based on a method that systematizes combinations of constraints and thereby elucidates the rendering process of the performer’s performance by defining
stochastic models that associate artistic deviations observed
in a performance with the contextual information notated
in its musical score. The proposed system can be used to
search for a sequence of optimum cases from the combination of all existing cases of the existing performance observed to render an unseen performance efficiently. Evaluations conducted indicate that musical features expected in
existing performances are transcribed appropriately in the
performances rendered by the system. The evaluations also
demonstrate that the system is able to render performances
with natural expressions stably, even for compositions with
unconventional styles. Consequently, performances rendered via the proposed system have won first prize in the
autonomous section of a performance rendering contest for
computer systems.
1. INTRODUCTION
In recent times, several autonomous systems for automatic
performance rendering have been proposed [1, 2]. Their
main motivation is elucidation of the existing performance
and the realization of a virtual performer [3, 4]. Such systems generally control the rules that determine performance
expression without asking for interaction with the user in
the rendering process of the performance. Our focus is on
the ability to render performances without losing any of
the characteristics of the human performer, and to replicate such characteristics. One of the most rational ideas
for achieving this is to relate the expression included in
segmented cases of the performance of human virtuosi and
the information that describes the conditions in which they
were performed.
The typical method used to handle expressions included
in each case is to transcribe the statistical trend in sections
of accumulated cases [5–7]. The advantage of that method
is that unnatural expressions are less likely to occur in the
rendered performance. However, that method is not necessarily advantageous as it may not faithfully reproduce
the performer’s characteristics, since the features of the
performer that were originally provided in the cases are
smoothed by the statistics. Conversely, there is a method
that directly transcribes the expression of the particular
Copyright: c 2014 Kenta Okumura et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

Tadashi Kitamura
Nagoya Institute of Technology
kitamura@nitech.ac.jp

case among the cases that have been accumulated [8–10].
This is a more suitable method for faithful reproduction
of the performer’s characteristics because of its certain retention of the feature of the cases. However, the problem
with this method is that the performances may lose naturalness since they are rendered by connecting cases that are
not continuous in the original performance. In the existing
methods, the rules used to select the case are not optimized
for the composition to render a performance by the system
because they are constructed based on the compositions
originally performed by the performer. To solve this problem, we propose a method that searches for the optimum
case to transcribe the expression from the alternatives, augmented by the moderation of a strict rule. This is done with
the assumption that the possibility exists a case with an expression that can render a more natural performance exists
in those cases that are never selected because they are not
strictly in accordance with the selection rule.
The information that describes the conditions of the case
that was originally performed must be elucidated with generality to select the optimum case for every direction upon
rendering of the performance. Most existing autonomous
systems require the information related to the interpretation of the composition by the performer as input. However, it is difficult to acquire rules that can accurately describe the relationship, even when it is analyzed by experts.
In addition, to explain the relationship with generality is
also difficult for the performer because of fluctuations in
the interpretation itself [11]. We consider an approximate
description of the relationship using the combination of
simple information obtained uniquely from the score rather
than a higher-order interpretation of the performer. We
previously proposed a method that enables systematic association of the relationships without using such unstable
information, under the assumption that there is a tendency
in the behavior of the performer that depends on the context of the performance directions locally derivable from
the score [12]. That method is able to eliminate the dependency on any information other than the performance
itself, because it uses no such information containing the
fluctuations mentioned above. The essence of the problem
that the method resolves, in terms of classifying the cases
of existing performances based on the information from
the score, is congruent with our proposal.

2. METHODS CONSTITUTING THE SYSTEM
Performers interpret the directions S = (s1 , . . . , sM ) that
are notated in the given score, and renders the performance
sequence R̂ = (r̂1 , . . . , r̂N ) by applying their intended expression. On the assumption of the sequence of strict direction Ŝ = (ŝ1 , . . . , ŝN ) that represents the contents of
the performance, the applied expressions are observed as
sequences D = (d1 , . . . , dN ) for factors F = (AT, GR,
DR, BR) between Ŝ and R̂ as follows:
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Figure 2: Systematization of context-dependent models.
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performance sequence V̂ = (v̂1 , . . . , v̂N ) that accommodates the possibility of such a mismatch by referring to information in xm corresponding to vm , if the optimum series of cases V = (v1 , . . . , vM ) to perform the sequence of
score S is determined by searching for cases that qualify
as candidates using the method discussed later.
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n: onset_Pattern=1110/1010, 7_notes, 4/18_bars, 3/6_beat, etc...
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Figure 1: Formation of context-dependent models.
DAT (Attack Timing): Timing of striking of the key in beats
per quarter note.
GR
D
(Gatetime Ratio): The ratio of the time taken to depress a key in the performance to that note’s length on
the score. If the length of the performance is shorter
than the score’s instruction, the value is less than one.
DDR (Dynamics Ratio): Dynamics of keying in the ratio
of the notated dynamics. The value is acquired in the
same manner as DGR .
BR
D (Local BPM Ratio): Ratio of the beat’s BPM to the
average BPM of the performance.
These are the main ingredients of the performance expression that are utilized in the operation of the instrument under the artistic intention and physical constraints of the performer [13]. We also observe the difference in their quantities between the preceding feature quantities, since it is
believed that the rendering of various quantities depend on
the tendency of their preceding direction. In the case of
performance r̂n and its direction ŝn , the feature quantities
and such differences for the factors F are extracted by the
following equations:
dF
n =



F − ŝF ,
r̂n
n
F /ŝF ,
r̂n
n

F
d∆F
= dF
n − dn−1 ,
n

F = AT
,
F = (GR, DR, BR)
F = (AT, GR, DR, BR) .

(1)
(2)

Even in the performance based on the score, another series of cases is excited if a trigger note that has the direction of insertion of notes, such as trill, for example, exists
in the vicinity. The following sequences of information
X = (x1 , . . . , xN ) are described to consider the general
possibility that the number of cases for the note is M ' N :
X PS (Pitch Shift): Integer value of the distance from the
pitch directed by the score. The value is usually zero.
X KS (Key Strokes): Number of notes performed for the
corresponding note in the score. The value is usually
one.
This information makes possible to associate plural cases
for performance direction sm . The system can render the

In this proposal, cases from existing performances are made
selectable by using only the performance direction information available from the score. Context-dependent models for each case are defined to describe the relationship
of feature quantities and strict direction (Figure 1). The
tendency of G factors of feature quantities and difference
in the case of r̂n based on ŝn are regarded in this model
as the multivariate normal distribution with the probability
density function shown in the following equation:
exp


Y

f
f
f
P dn |µn , σn =
P dn |µn , σn =
f ∈F





 
f
f 2
 P
dn −µn
− f ∈F
f


2σn
q
Q
f
(2π)G f ∈F σn

F = (AT, GR, DR, ∆AT, ∆GR, ∆DR) ,
F = (BR, ∆BR) ,

G = 6,
G = 2,

for note
for beat

.

Free parameters for each variable of the feature factor are
reduced by regarding them as independent. It is considered
that they are interdependent in the performer’s individuality; however, determining the shape they take is difficult,
and interpretation problems also exist.
The combination of the contextual information derived
from ŝn−1 , ŝn , ŝn+1 is associated with the model, based
on the assumption that the local context around the direction contributes to the rendering of feature quantities.
For the direction about note, various types of information
derivable from the score are already under validation as
contextual factors [12]. They are primarily in respect of
the harmony, which can be regarded as a series consisting
of multiple voices and accompaniment, and the main and
sub-melodies. According to the orientation of stems of the
notes and positional relationship of the chord, each voice
part and can be determined automatically and uniquely.
Therefore, dn−1 and dn+1 for dn are defined with consideration of the structure of the voices and the chords. In
the case of the beat, on the other hand, the quantity of information written in a range of one beat to become the observation unit of dn constantly changes in the score. For
models of each beat, directions about rhythm are associated as quantized patterns of keying for each voice and
their density, in addition to the global information about
the composition.
Refinement of the model with a variety of contextual information is required in order to obtain a context-dependent
model that can uniquely describe the rendering process of
any case. However, existing performances and the cases
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- is the confluence of backing-off pathes
and leaf c
for leaf c
m,1

bm,1

cm,1

m,l

decision tree:

systematized
context-dependent models

leaf corresponding to
the contextual label of s

m

cm,l

another leaf belonging to middle node b

m,l

that contains another style of expression

Figure 3: Decision tree backing-off concept.
derivable from them are limited. This means that acquiring models that are able to correlate all the contextual information is effectively impossible. A solution that systematizes the sharing rules is desirable to use as an alternative to any of the finite context-dependent models even for
unseen contextual information.
By classifying all context-dependent models using treebased clustering [14], a decision-tree can be constructed
(Figure 2). The structure of the tree elucidates the method
by which the case can be rendered with some kind of trend
in the performance by the combination of contextual information. Classified context-dependent models for each
case are individually arranged at the leaf node of the terminal, and questions about the contextual information become classification criteria and are stored in each intermediate node. It is possible to reach the leaf node of the case
with the most similar feature quantities by tracing the intermediate nodes of the tree structure according to each
question from the root node. We believe this method effectively identifies known cases with appropriate expression
for contextual information of the unknown composition.
2.2 Selecting cases for rendering performance
Owing to the dependence of the optimization criteria of
the tree structure on the tendencies of feature quantities
and the definition of contextual information, extreme difficulty involved in acquiring the optimum tree structure to
render the performance of unseen composition is an issue
in the proposal. This means that the corresponding leaf
node that is identified by descending the structure with
reference to the contextual information is not necessarily
the optimum for the performance to render. From examples of analyses obtained in our prior study [12], there is a
relatively high versatility that can be commonly explained
in the tendency of nodes located near the root of the tree
structure. On the other hand, it can be said that nodes near
each leaf are specialized in their particular trends. The target of the search for an optimum case should be a subset
around the corresponding leaf, and that subset can be augmented by decision-tree backing-off [15]. Candidate cases
for the search are gradually augmented from the leaf node
cm,1 , which corresponds to the contextual information of
the mth direction sm of S (Figure 3).
The sequence V is assumed as optimum to render the
performance of S . vm is selected from the candidate cases
Cm = (cm,1 , . . . , cm,l , . . . , cm,Lm ) that are augmented by
the backing-off. If it is assumed that these selections are
allowed for each of sm , dynamic programming [16] may
be applied for this search according to the principle of optimality (Figure 4).

sm

sm+1

cm,1
cm-1,1

searched by dynamic programming

bm,l

backing-off
path from

context-dependent models
augmented by the decision tree backing-off

contains statistics of
all training data

a performance

sm-1

V : sequence of optimum cases for S

sm

cm,l

vm

cm-1,k
vm-1

cm,m

cm-1,m

vm-2

cm-1,Lm

cm,Lm

vm-3
Cm-2
Cm-1
Cm
Cm+1
search candidates of dynamic programming

Figure 4: Dynamic programming to select cases that constitute the performance sequence V .
The likelihood based on the feature quantities dm,l that
are found in cm,l and the statistics of the middle node bm,l
are used to evaluate the suitability of selecting a case cm,l
for sm . First, selection of a case cm,l for sm is evaluated by
h1 (c1,l ). Next, selection of a pair of cases (c1,k , c2,l ) for
(s1 , s2 ) is evaluated by h2 (c1,k , c2,l ). This process continues until final evaluation by hM −1,M . The formulas used
to obtain these evaluation values are shown below:






Y
f
f
f
F
F
F
h1 c1,l = P d1,l |µ1,l , σ1,l =
P d1,l |µ1,l , σ1,l ,

(4)

f ∈F




 

F
F
F
F
∆F
∆F
hm cm−1,k , cm,l = P dm,l |µm,l , σm,l P ∆dm,l |µm,l , σm,l
(2 ≤ m ≤ M ) .
(

F = (AT, GR, DR) ,

∆F = (∆AT, ∆GR, ∆DR) ,

for note,

F = BR

∆F = ∆BR,

for beat.

(5)

.

F
F
∆dF
m,l = dm,l − dm−1,k are the differential quantities of
each F obtained by assuming the selection of (cm−1,k , cm,l )
for (sm−1,k , sm,l ). The search for optimum cases can be
viewed as a problem of maximizing evaluation values for
each direction of S in the objective function described below:  




J = h1 c1,l

+ h2 c1,k , c2,l

+ . . . + hM

cM −1,k , cM,l

→ max .

(6)

All cases included in the tree structure can be candidates
for the search, since backing-off reaches the root node finally. However, a search targeting all cases is not always
necessary because the possibility that one of the cases in a
position significantly distant from the correspondent leaf
node in the tree structure is selected as the optimum is
unlikely. Therefore, more efficient search is also considered in terms of computational cost by controlling the scale
of any augmentation of candidate cases. Index value θm,l
(shown below) is used to determine continuation or termination of the backing-off, and is determined by the threshold defined in advance:

−1 n 

o
θm,l = bmax
− bmin
P dm,1 |µm,l , σm,l − bmin
m
m
m

0 ≤ θm,l ≤ 1 .

(7)

bmax
and bmin
are the maximum and minimum values
m
m
among the likelihoods obtained for each intermediate node
and correspondent leaf node cm,1 . Augmentation of candidates is restricted only to cases that are very close to
the correspondent leaf node if the threshold is close to
θm,l = 1.
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G(1)
P(1)
P(2)
G. Gould
M. J. Pires
W. A. Mozart’s Piano Sonata, the second and third movements
W. A. Mozarts Piano Sonata, the
of K. 279 and the first movement of K. 310.
second and third movements of K. 310.
N note = 2305, N beat = 396. N note = 2292, N beat = 396. N note = 2475, N beat = 504.

θ > 0.3
θ > 0.4

θ > 0.5

100

θ > 0.6
θ > 0.7
θ > 0.8

90
80

θ > 0.8

θ > 0.9

all cases (1, 2) (1+2)

Concordance rate of search with all cases (%)

Concordance rate of search with all cases (%)

Table 1: Datasets used for the training of context-dependent models.
θ > 0.3

100

θ > 0.6
θ > 0.6
θ > 0.7

70

θ > 0.7

60

θ > 0.8

50

θ > 0.9

40
30

P(1+2)
P(2)
P(1)
G(1)

20
10
1

(w/o b.off)

10

100

θ > 0.28

1000

Average candidate cases of note

10000

98

all cases (1)(2)

θ > 0.17

(1+2)

θ > 0.3

θ > 0.2

θ > 0.15

96
94
92

θ > 0.2

1

(w/o b.off)

10

P(1+2)
P(2)
P(1)
G(1)
100

Average candidate cases of beat

1000

Figure 5: Concordance rate of selected cases for note.

Figure 6: Concordance rate of selected cases for beat.

3. EVALUATION OF THE SYSTEM

Figure 7 shows the trajectories of the feature quantities
for each factor rendered by G(1). In general, similar trends
are obtained in terms of each search range. However, for
the w/o backing-off condition, there are many cases that
fluctuate in the direction opposite to the other conditions
and have variations that appear to ignore the trend of all the
others. This is a comparison without the correct sequence;
however, in general, it is unlikely that such significant local variations without continuity engender naturalness in
the performance. The efficacy of introducing decision tree
backing-off can also be confirmed from the fact that these
strange variations are fixed even in a relatively small augnote
mentation of the search range such as θm,l
> 0.9 in note,
beat
and θm,l > 0.2 in beat.
The trajectories of the feature quantities for each factor
rendered by P(1), P(2), and P(1+2) are shown in Figure 8.
Between these results, the dependence on the combination
of the composition and its performer, which is used as the
data for training of context-dependent models, is also clear.
It can be seen that the tree structure of the models can capture the characteristics of the rendering process of the performance in such combinations. To obtain desirable results
for the rendering of unknown compositions, consideration
of not only the combination of compositions to train models, but also the difference in characteristics depending on
the performer is required. However, clear generalization
of the combination and the appropriate amount of training
data is difficult to obtain solely from the combination of
composition and performer available here. Validation using a context-dependent model separately trained by the
combination of cases obtained from a variety of performances is needed.

We implemented a system for performance rendering based
on the proposed method and evaluated the rendered performances from plural terms. Datasets used for the training of
context-dependent models were obtained from a database 1
created by musical dictation of the waveforms of a number of virtuosi’s piano solo performances on specific MIDI
sound generators. The database contains such data related
to note and beat converted to the format described above.
Directions of the scores were converted to the data that
are associable with performance expression by using MusicXML.
3.1 Objective evaluation
In order to verify the effectiveness of the decision tree
backing-off method, a number of performances with cases
selected by differently scaled backing-off were rendered.
The scale of the cases to augment as candidates to search
was controlled by the criteria shown in Equation (7). The
score used to render the performance here is unified to
“W. A. Mozart’s Piano Sonata, the first movement of K.
279, (treble voice part),” which is unseen in all the data in
the datasets displayed in the Table 1 that are used to train
context-dependent models.
For reference assuming a search for all cases of the training data, the matching rates of the cases at the conditions
of varied search ranges were examined. The results for
note are shown in Figure 5, while those for beat are shown
in Figure 6. These figures show that the results of selection in any dataset were exactly matched with the results
of “search for all cases,” even when the candidates being
searched for were limited to only cases from 20% to 50%
of all those that are close to cm,1 in the decision tree. It can
be seen that the cases that are actually effective for any direction are few; thus, effective selection of the case with
the optimum expression for such direction from among
them should be regarded as important. Decision tree
backing-off is a method that allows optimized search of
such cases by reducing the number of candidates that need
to be examined to find the optimum case for rendering the
performance of the unseen direction.
1

CrestMusePEDB ver. 2, http://www.crestmuse.jp/pedb

3.2 Subjective evaluation
In order to verify the musical aspects of the performances
rendered by the system, they should be evaluated by human listeners. For this evaluation, three performers’ models were trained with the data described below:
C-A: F. Chopin’s Etude Nos. 3, 4, 23; Mazurka No. 5;
Nocturne Nos. 2, 10; Prelude Nos. 7, 20; and Waltz
Nos. 1, 3, 9, 10, performed by V. Ashkenazy. N note =
12092, N beat = 2566.
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(c) Dynamics Ratio in P(1), P(2), and P(1+2).
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0.7
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0.6
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0.2
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(a) Attack Timing in P(1), P(2), and P(1+2).
Feature quantity of GR

Feature quantity of GR
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0.8
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1
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8
9
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Position of beat in the measure number

(d) Local BPM Ratio in G(1).

(d) Local BPM Ratio in P(1), P(2), and P(1+2).

Figure 7: Feature quantities in performances rendered by
G(1), for each search range of cases.

Figure 8: Feature quantities in performances rendered by
P(1), P(2), and P(1+2), search with all cases.

M-G: W. A. Mozart’s Piano Sonata, all movements of K.
279 and the first movement of K. 310, performed by
G. Gould. N note = 3112, N beat = 537.
M-P: W. A. Mozart’s Piano Sonata, all movements of K.
279, K. 310, and K. 545 and the second and third
movements of K. 331, performed by M. J. Pires. N note
= 13703, N beat = 2613.

contribution to the performance to always be equal, but the
tree structure of the context-dependent model of beat may
not perform as well as that for notes as regards optimum
for unknown compositions.
In Figure 9(b), more than half of the compositions for MG have ratings above four. Simply using a lot of cases
to construct the tree structure should not be done lightly
because extension of similar cases as candidates that only
result in marginal difference in the selection of a case is
not desirable for search efficiency. The absolute amount of
training data used in M-G is less than that of M-P, but the
performances of M-G have a tendency of expression that is
able to efficiently capture and transcribe their characteristics. Figure 9(b) also shows large differences in the ratings
depending on the compositions in C-A. Combinations of
contextual information suitable for the description of the
control of expression are different in some cases, since the
tendency of expression is also different from the difference
in characteristics of the composition even in the case of the
same performer. Constructing the tree structure by mixing
a large number of such cases is unlikely to be expedient
for performance rendering of a particular composition. A
simple comparison is difficult because of the difference in
compositions and performer, but the combination of Classical music used in M-G and M-P is able to render performances with more stable quality than the combination of
Romantic music used in M-G and M-P even for compositions with irrelevant musicality.

Seven compositions that were not included in the training data and have irrelevant musicality were used for rendering. Twenty participants who were chosen without regard to any professional experience playing musical instruments, evaluated them in five phases. The results obtained
for the entire evaluation and metrics used are shown in
Figure 9(a). The results obtained by transferring only feature quantity on notes or beats are also shown for reference.
Figure 9(b) shows the results evaluated for each composition.
In general, the results obtained are good, as evidenced by
the overall evaluation shown in Figure 9(a) having an approximate value of four. These values are generally higher
than those obtained for the condition in which only feature
quantities related to note are transferred, but the trend is
also seen to follow the results for the condition in which
only the feature quantity related to beat is transferred. In
the M-P model, there is a large bias relative to the contribution to the quality of the performance between each
limited transcription condition. It is not necessary for their
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Figure 9: Subjective evaluation scores.

[8]

4. CONCLUSIONS
This paper proposed an autonomous system for automatic
performance rendering with high reproducibility of the characteristics of the performer. It uses stochastic models that
associate tendencies of expression in the existing performance and their direction notated in the given score. The
structure of automatically systematized models enables efficient search for combinations of cases that are optimized
for rendering performances.
Objective evaluations conducted indicate that the decision tree backing-off algorithm enabled efficient search of
optimum case series for rendering. The subjective evaluation conducted showed that the system is able to render
performances stably even for compositions with unconventional style. Consequently, performances rendered by the
proposed system won first prize in the autonomous section of a performance rendering contest for computer systems [17]. The quality of this system was also validated
via a large-scale subjective evaluation with eighty participants and piano performance experts. The performances
rendered on that occasion are available on the web site that
summarizes the results 2 . In addition, more samples rendered in a variety of other compositions are available on
our web site 3 .
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ABSTRACT
We define the problem of machine improvisation of music
with formal specifications. In this problem, one seeks to
create a random improvisation of a given reference melody
that however satisfies a “specification” encoding constraints
that the generated melody must satisfy. We consider the
scenario of generating a monophonic Jazz melody (solo)
on a given song harmonization. The music is encoded
symbolically, with the improviser generating a sequence
of note symbols comprising pairs of pitches (frequencies)
and discrete durations. Our approach can be decomposed
roughly into two phases: a generalization phase, that learns
from a training sequence (e.g., obtained from a human) an
automaton generating similar sequences, and a supervision
phase that enforces a specification on the generated sequence, imposing constraints on the music in both the pitch
and rhythmic domains. The supervision uses a measure
adapted from Normalized Compression Distances (NCD)
to estimate the divergence between generated melodies and
the training melody and employs strategies to bound this
divergence. An empirical evaluation is presented on a sample set of Jazz music.
1. INTRODUCTION
Music can be automatically generated either at the audio
or at a symbolic level. The former involves processing and
synthesizing sound waves, whereas the latter is concerned
only with generating scores, i.e., sequences of (groups of)
symbols, the notes 1 , each of them being an abstract representation of a particular sound that can be instantiated in
many different variations by different instruments or, generally speaking, by sound synthesizers. Thus, at the symbolic level, generation of music can be reduced into generating sequences of letters, each of which corresponding to
a note.
Music improvisation is a special case of music generation
where one generates a random variant of a given melody.
The field of computer music improvisation, also termed as
1

Inharmonic and aperiodic sounds are beyond the scope of this paper.
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machine improvisation, has been well studied [1]. One approach to improvisation is data-driven, wherein recurrent
patterns are inferred from the reference melody, and then
replicated and recombined to form the improvisation. Different data structures and algorithms have been proposed
for this purpose such as incremental parsing (IP) [2] inspired from dictionary based compression algorithms from
the Lempel-Ziv family [3], probabilistic suffix trees (PST) [4],
and factor oracles (FO) [5]. Another approach is rulebased, where an expert encodes rules in a formal system
such as a stochastic context free grammar (CFG), using
these to control which sequences are generated [6]. These
two approaches, while very effective in many situations,
lack certain desirable properties. First, certain rules need to
be enforced always, not just probabilistically, and can often be captured using automata-theoretic formalisms. Second, while formalisms such as stochastic CFGs capture
some rules, it can be desirable to separate out the generation mechanism from the language in which rules are
expressed. Third, it can also be desirable to control the
amount of “creativity” in the improvisation, using some
kind of divergence measure. 2
In this paper, we present a new approach to machine improvisation of music that incorporates the notion of a formal specification. A formal specification is a mathematical
statement of what a system must or must not do, often expressed in mathematical logic or using automata-theoretic
formalisms. It is central to certain fields of computer science and electrical engineering, such as program verification or supervisory control. The latter problem bears some
resemblance to the problem of music improvisation, so we
elaborate the connection here. Supervisory control refers
to the problem of designing a controller (aka “supervisor”)
that will guarantee that a given system (aka “plant”) always satisfies a set of formal specifications. If we think
of formal specifications as music rules and the “plant” as a
random improviser, then the supervisory controller is similar to a controlled improviser of music. We formalize this
connection in the present paper and apply it to the machine
improvisation of Jazz music.
Specifically, we consider the scenario of generating a monophonic (solo) melody over a given Jazz song harmonization, similar to a given reference (or “training”) melody.
The improvised sequence has to be synchronized with another sequence, usually the chord progressions, considered
as fixed and called hereafter the accompaniment. The improviser then has to be a function of the training sequence,
the accompaniment, and other imposed constraints such
2

author and source are credited.
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as “safety” rules and divergence measure. We present a
generic strategy for solving this problem in three phases.
The first phase, generalization, learns from the given melody
an automaton generating a set of melodies containing the
original. We implement this phase using factor oracles [5].
The second phase, safety supervision, enforces rules on the
generalized automaton so that it plays in harmony with the
accompaniment. The rules are analogous to “safety properties” that a control system must always obey. The third and
final phase, divergence supervision, ensures that sequences
produced by the improviser automaton lie, with high probability, within a specified “similarity” divergence from the
original. This phase is implemented by assigning probabilities to transitions of the improviser automaton based
on a given divergence measure. For music, several divergence measures have been proposed often in the purpose
of genre classifications; amongst these, Normalized Compression Distances (NCDs) have been effectively used [7],
and so we employ a variant of an NCD in this paper.
In summary, the main novel contributions of this paper
are:

either  (transition with no observable event) or a finite sequence of letters in Σ, i.e. w = σ1 σ2 . . . σk for some integer k ≥ 1. The length of a word is defined inductively as
|| = 0 and |wσ| = |w| + 1 ∀σ ∈ Σ. A word is a trace
of a FSA A iff there exists a sequence of states qi ∈ Q
σn−1
σ1
σ2
σn
such that q0 −→
q1 −→
. . . −−−→ qn−1 −−→
qn . It is an
accepting trace of A iff qn is in F . The language of A,
noted L(A) is the set of accepting traces of A.

• The formal notion of controlled machine improvisation
for formal specifications (Section 2);
• An approach to solve the controlled machine improvisation problem based on generalization, safety supervision, and divergence supervision (Section 3), and
• An instantiation and application of our approach to improvisation of Jazz melodies (Sections 4 and 5).

2.2 Problem Definition

A preliminary version of some of the ideas in this paper
have appeared in a technical report [8]. That report, not
formally published, is written from the viewpoint of control theory and introduces a broader notion termed control
improvisation. In this paper, we customize the ideas for
machine improvisation of music. We further extend our
implementation and experimental evaluation for Jazz improvisation.
2. CONTROLLED MACHINE IMPROVISATION
2.1 Notation and Background
As our goal is to generate symbolic musical improvisations, we work with traditional score notations, which are
based on discrete sets, namely, a discrete set of pitches
(e.g., a4, c2, g3, etc), and a discrete set of durations
(quarter notes ♩, eighth notes ,etc). As a consequence,
the formal background can be set up in terms of finite state
automata.
Definition 1. A finite state automaton (FSA) is a tuple A =
(Q, q0 , F, Σ, →) where Q is a set of states, q0 ∈ Q is the
initial state, F ⊂ Q is the set of accepting states,
Σ is a
S
finite set called the alphabet and →⊂ Q × Σ {} × Q
is a transition relation. for which we use the usual infix
σ
→ q 0 to mean that (q, σ, q 0 ) ∈→, and  is the
notation q −
empty word.
We interpret letters of the alphabet as observable events
of the system under consideration. A word w ∈ Σ∗ is

Definition 2. (Synchronous Product) The synchronous product of A = (Q, q0 , F, Σ, −
*) and A0 = (Q0 , q00 , F 0 , Σ, −
+),
0
noted A||A , is defined as the FSA A||A0 , (Q×Q0 , (q0 , q00 ),
S
σ
F × F 0 , Σ, →
− ) where ∀σ ∈ Σ {}, (qi , qi0 ) −
→ (qj , qj0 ) if
σ
σ
and only qi −
* qj and qi0 −
+ qj0 .
Intuitively, A||A0 is a finite state machine where A and
A0 take transitions synchronously, with the constraint that
for a transition to be possible, both current states of A and
A0 must have an outgoing transition driven by the same
event.

FSAs equipped with the synchronous product are then sufficient to define a “controller synthesis” problem. Assume
that A models the behavior of a system for which some
states are labeled as “bad”. Synthesizing a controller amounts
to finding Ac such that the product of A and Ac will naturally disable transitions leading to bad states. Note that for
modeling convenience, A is often itself decomposed into a
plant Ap and a specification As so that A = Ap ||As . A
bad state is typically one from which no accepting state of
As is reachable.
A controller is said to be non-blocking if it always allows the system A||Ac to reach an accepting state. It is
said to be maximally permissive when it does not disable
more transitions than strictly necessary. There is a simple algorithm [9] for finding a non-blocking, maximallypermissive, memoryless controller, when one exists. Informally, the algorithm is based on locating “bad” states in
the composite automaton and then iteratively pruning away
transitions to such states, while marking as “bad” states
any predecessors of existing “bad” states or new blocking states. The framework of supervisory control, while
relevant, is not sufficient for our setting of improvisation.
There are two main differences:
(i) Randomness: To improvise is to incorporate some randomness (“unpredictability”), whereas traditional control seeks to find safe, deterministic strategies, and
(ii) Bounded Divergence: The improvisation is created from
a reference trace wref , and is typically “similar” to it.
The problem definition should capture this constraint.
We therefore defined a new controller synthesis problem,
termed as the control improvisation problem. The goal is to
randomly generate traces among a family of “safe” traces
which are equivalent based on some divergence measure.
We assume that the latter is given by a non-negative function dwref on words, such that dwref (wref ) = 0 and dwref (w)
increases as w gets “further” from wref . A controller solv-
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(a, ?)

ing the control improvisation problem influences the behaviors of Ap in two ways:
1. When several transitions of Ap are safe with respect to
As , one is picked following a random distribution in
accordance with the similarity criterion;
2. When no safe transition is available, one transition of
Ap is modified (replaced with alternative transitions to
the same end state but labeled with a different event) to
prevent blocking while still preserving safety.
Formally, the control improvisation problem is defined as
follows:
Definition 3. (Control Improvisation Problem) A control
improvisation problem PI is defined by: a plant FSA Ap ,
a specification FSA As , an accepting trace wref of Ap ||As ,
a divergence measure dwref , an interval I = [d, d] and a
pair of reals (ε, ρ) ∈ (0, 1). A solution of PI is a probabilistic automaton generating words w in Σ∗ such that the
following conditions hold for each w:
(a) Safety: w is an accepting trace of As ||Ap ;
(b) Randomness: The probability measure of w 3 is smaller
than ρ,
(c) Bounded Divergence: P r(dwref (w) ∈ [d, d]) > 1 − ε.

(b, ?)
c0

(b, ?)


c1

(b, ?)


c2



(a, ?)

c3

(c, ?)

c4



Figure 1. Factor Oracle improviser obtained from the reference words (b, ?)(b, ?)(a, ?)(c, ?).
3. FACTOR ORACLE APPROACH
3.1 Generalization using Factor Oracles
The core of our improvisation approach is based on the factor oracle (FO) structure [5]. A factor oracle is a compact
automaton representation of all contiguous subwords (factors) contained in a word w = σ1 σ2 . . . σn . It has |w| + 1
states, all accepting, and its transitions can be categorized
into
σi+1

Note that problem easily generalizes to the case where
several reference words wr are provided.

1. Direct transitions of the form si −−−→ si+1 ;
σ
2. Forward transitions of the form si −
→ sj where j > i+1
and σ is some letter in w;
3. Backward transitions, also called suffix links, of the form

si →
− sj with j < i.

2.3 Running Example

The details of the construction of factor oracles, can be
found in [10]. Some properties of FOs are as follows:
• An accepting word that takes only direct transitions is a
prefix of w;
• Factors of w are accepting words taking only direct and
forward transitions;
• Finite concatenation of factors of w are accepting words
taking all three types of transitions.

We present below a running example to illustrate the definitions and approach:
• An alphabet composed of two sets of symbols Σ =
Σa × ΣA , where Σa = {a, b, c} and ΣA = {A, C}
• A plant model Ap and a specification automaton As :


(b, ?), 


(?, A)

Ap :

q0


(a, ?)

q1

As :

s0

(?, C)

s1
(c, ?)

where we use the special symbol ? as a “don’t care”
symbol. E.g., (b, ?) represents either (b, A) or (b, C);
• A set of reference words given by
wr = (b, ?)(b, ?)(a, ?)(c, ?).
Note that when projected on alphabet Σa , wr maps to
the unique word bbac. For ease of reading, ? might be
omitted in the following.
Anticipating the musical encoding described in more details in Section 4, one can roughly see Σa as a set of “notes”,
and ΣA as a set of “chords”. The plant model fixes the succession of “chords” as alternances of A followed by C, and
the specification model puts constraints on “notes”, such
that an a has always to be followed by a c. The goal is
thus to improvise sequences of “notes”, variations of wr
so that the resulting word is compatible with Ap and As ,
e.g., (b, A)(a, C)(c, A)(b, C).
3

Intuitively, the probability that w is picked among all admissible w.

These properties make the FO a suitable structure to generalize wref , so a first step to solve the control improvisation
problem is to define Ag = FO(wref ). In Figure 1, we show
the factor oracle obtained from the reference word wr .
3.2 Enforcing Specifications
Even though wref is an accepting word for Ap ||As , there is
no guarantee that its generalization Ag composed with Ap
is non-blocking for As . However, assuming that there exists a non-blocking memoryless controller Acmax for Ap ||As
— something that can be checked using standard supervisory control [9] and which is guaranteed by the existence of wref — it is always possible to make Ap ||Ag ||As
non-blocking by adding transitions as follows. Let (q, c, s)
be a blocking state of Ap ||Ag ||As . Since Acmax is a nonblocking memoryless controller, there exists a non-blocking
σ
transition (q, s) −
→ (q 0 , s0 ) in Ap ||As for some σ ∈ Σ.
Hence we can pick some state c0 in Ag and add the tranσ
sition c −
→ c0 to the transition relation of Ag . This effecσ
tively adds the transition (q, c, s) −
→ (q 0 , c0 , s0 ) in Ap ||Ag ||As .
This procedure is repeated until no blocking state can be
found in Ap ||Ag ||As .
To illustrate this construction, consider automaton Ap ,
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As defined in Sec. 2.3 and Ag on Fig. 1. Constructing
the product Ap ||As ||Ag , we find that the run
(b,A)

(b,C)

(q0 , s0 , c0 ) −−−→ (q1 , s0 , c1 ) −−−→ (q0 , s0 , c2 ) →
−
(a,A)



−−−→ (q1 , s1 , c3 ) →
− (q1 , s1 , c0 )
leads to a blocking state (q0 , s1 , c0 ), as As requires a c
transition, whereas Ag only permits an a or a b. Hence we
(c,C)

add the transition c0 −−−→ c1 .
One remaining question is how to pick the un-blocking
transition when more than one choice is possible. One possibility is to pick a transition which is close in some sense
to an existing transition of Ag . For example in our musical
application where transitions corresponds to note events,
we can pick notes with the closest pitch or duration. Another possibility is to rely on a Markov model as suggested
in the next section, to pick the most frequent valid successor note.
3.3 Divergence Control
The last step is to define transition probabilities satisfying
the Randomness and Bounded Divergence requirements.
We begin by concretizing the similarity divergence that
we use, which is a variant of the Normalized Compression Distance introduced in [11] and is based on the theory of Kolmogorov complexity. The Kolmogorov Complexity of an object x (denoted K(x)) is defined as the
length of the shortest compressed code to which x can
be losslessly reduced. The Kolmogorov Complexity of
y given x (denoted K(y|x)) is the length of the shortest
compressed code to which y can be losslessly reduced assuming knowledge of x. In practice, K(x) is not computable, and so is typically approximated by C(x) where
C(x) = length(compress(x)) for some compression algorithm compress and K(y|x) can be approximated by
C(y|x) = C(xy) − C(x)[7], where xy is the concatenation of x and y. Then the Normalized Compression Distance (NCD) [11] between x and y is defined as
N CD(x, y) =

1. Maintain a sequence (q0 , c0 , s0 )(q1 , c1 , s0 ) . . . (qk , ck , sk )
of states of (Ap ||Ag )||As and a word wk = σ0 σ1 . . . σk ∈
Σk ,
2. If k ≥ n and sk is accepting, return w = wk
3. Else if (qk , ck , sk ) has outgoing transitions (non-blocking),
assign probabilities according to replication probability
p and pick σk+1 and (qk+1 , ck+1 , sk+1 )
4. Else if (qk , ck , sk ) is blocking, pick a safe σk+1 and
(qk+1 , ck+1 , sk+1 ) as defined in Section 3.2.
For a given choice of replication probability p and ε > 0,
there is an interval I = [d, d] such that the probability that
the divergence between the improvised and reference word
is in I is less than ε. This interval can be determined experimentally, and our experiences showed that I is usually
narrow, which indicates that p is a suitable parameter to
adjust to a desired divergence [8].

max (C(x|y), C(y|x))
.
max (C(x), C(y))

4. A FORMAL MODEL

Informally, it estimates 1 minus the mutual information in
x and y. In our case however, the amount of information in
an improvisation that is not in the reference trace is of more
interest than mutual information, hence we define the similarity divergence based on the asymmetric quantity C(y|x)
C(y) ,
as follows.
Definition 4 (Similarity Divergence dwref ).
dwref (w) =

in sequence by taking direct transitions reproduces wref .
Improvisation, i.e., variation from the original sequence, is
obtained by randomly taking forward transitions or backward transitions. Thus the higher the probability of taking
direct transitions, the more similar the output is to the original sequence. In our implementation, we assign the probability p to each direct transition, so that the improviser
replicates wref when p = 1, and probability 1 − p equidistributed to other outgoing forward or backward transitions. This provides for a simple parameter controlling
how different the improvised sequence is from wref .
A more sophisticated way of assigning the probabilities
is to build a first-order Markov Chain (MC) on the pitch
sequence of wref and assign the probabilities of forward
and backward transitions according to the transition probabilities of the MC, which is computed using frequentist
inference. This substitutes the previously described uniform distribution of forward and backward transitions with
a non-uniform distribution, with the purpose of generating
sequences whose pitch distribution is more similar to the
training sequence.
The overall process for generating an improvised sequence
of n events is summarized below:

C(w|wref )
C(wref wref )
+ (1 −
)
C(w)
C(wref )

The second term in the sum ensures that dwref (wref ) = 0.
In our application we used the LZW compression algorithm to compute C(·).
Finally, a simple way to assign probabilities to transitions
in a FO is as follows. Recall that traversing the n + 1 states

4.1 Musical Notations
We abstract and formalize a piece of jazz music into a
melody, a string of pitched notes and rests, aligned with an
accompaniment, a looping sequence of chords with given
durations. The time unit is the beat and the piece is divided
into bars which are sequences of k beats. We assume that
the accompaniment is fixed and our goal is to define an improviser for the melody. Hence, the plant FSA will model
the behavior of the accompaniment, without constraining
the melody, and the specification FSA will set constraints
on acceptable melodies played together with the accompaniment. To encode all events in a score, we use an alphabet composed of the cross-product of four alphabets:
Σ = Σp × Σd × Σc × Σb , where
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• Σd is the durations alphabet, e.g., Σd = { , ♩, ˘ “ , . . .}
with ♩ = 1 beat. Note that Σd also includes fractional
durations, e.g., for triplets, as discussed below;
• Σc is the chords alphabet, e.g., Σc = {C, C7, G, Emaj,
Adim, . . .},
• Σb is the beat alphabet. E.g, if the smallest duration
(excluding fractional durations) is the eighth note, i.e.,
half a beat, then Σb = {0, 0.5, 1, 1.5, 2, 2.5, 3, 3.5}.
All automata in the following will use implicitly the full alphabet Σ. However, each component alphabet is meant to
address one particular aspect of the music formalization,
and we will construct the specification automaton by the
composition of different sub-automata using these different component alphabets. Also, note that this encoding of
music is of course not unique nor meant to be canonical,
and other types of alphabets can be used in replacement to
or to complement the one we propose and used. E.g., we
do not consider here note velocity (i.e., the intensity of the
sound of the note).

The second specification has to do with durations which
are not multiples of the smallest duration. In that case, we
require that it be repeated until the total duration is such a
multiple. The typical example of this situation is the triplet,
e.g.,

˘

ˇ

C

ˇ

ˇ
ˇ

˘

It contains a melody and a chord progression which is
represented by the following word in our alphabet:
(g4,˘ “ ,G,0) (b4,♩,G,2) (d5,♩,G,3)
(d5,♩,C,0) (b5,♩,C,1) (g4,˘ “ ,C,2)

4.2 Encoding Chord Progressions

The harmonic context of the melody is given by the chord
progression (accompaniment). The plant FSA Ap then encodes the events of specified chords at specified times. The
basic idea of the encoding is to define as many states as
there can be events of the minimal possible duration in
a bar, i.e., in four beats, and replicate those states for as
many bars as needed. Then transitions from one state q to
another state q 0 is possible when a note of the proper duration is possible and if in the duration of this note, there
is no chord change. This construction is illustrated in Figure 2.
4.3 Rhythmic and Harmonic Specifications
The specification FSA encodes rhythmics and harmonic
(tonal and modal) constraints involving notes in the melody
which enforce some general structure and basic musical
consistency. The following specifications are adapted and
simplified from the generic guidelines found in [12]. We
structure Jazz melodies into licks defined informally as short
melodic phrases of pitched notes separated by either rests
or long notes. Then we impose that licks start on specific
beats. E.g., start beats can be 0.5, 1.5, 2.5 or 3.5, i.e., offbeats. This specification can be encoded in the automaton
(a) on Fig. 3.

ˇ ˇ ˇ

1
3,

, which is the concatenation of three notes of
3

¯

duration noted . Without loss of generality, we model
only this case, shown as the FSA (b) in Fig. 3, as other
fractional durations are dealt with in a similar manner.
Finally, we define constraints on the pitches of the notes
in the melody. The pitched notes are classified based on
their accompanying chord. We follow the three primary
tone classifications as described in [12]:
• Chord tone: a pitch belonging to the current chord;
• Color tone: a pitch that does not belong to the current chord but complements and creates euphony with
the current chord;

Example 1. We provide an example encoding of a simple
score using the formalism defined in Section 4. Consider
the following extract:
G

#3#—
—#Ţ
Ţ

• Approach tone: neither a chord nor color tone that
is followed by pitched note that differs by exactly 1
semitone;
This classification provides a set of “good” pitches for each
chord. Color tones can be defined by a scale, i.e., a set
of pitches, which is overall “compatible” with the whole
song, and to which we remove potential “avoid” notes for
the current chord. As an example, consider a song in the
key of C. All notes in the C major scale {c, d, e, f, g, a, b}
are safe to be played in general, however if an F chord is
played (composed of pitches f, a, c), we need to avoid b
which is highly dissonant with f. Hence the set of good
notes in this situation is {c, d, e, f, g, a}. The assignment
of individual scales and modes, e.g. pentatonic, octatonic,
ionian, lydian, to chords in the chord progression is also
possible, thus increasing the temporal granularity of harmonic constraints, which is specially relevant for tonicization, modulation and modal harmony. The approach tones
make it possible to deviate “temporarily” from these good
notes: if a note not classified as good is played, it must
be short and followed by a good note immediately and not
further than a semi-tone away from it. We simplify this
into the automaton (c) in Fig. 3.
4.4 Improviser Architecture
The automaton obtained by composing the specifications
above with the accompaniment automaton is non-blocking;
thus, we can apply the approach proposed in Section 3.
However, our early experiments showed that a single viewpoint system in which the model predicted note duration
and pitches together was too inflexible, in that the control mechanism would have to add too many edges to the
factor oracle generator in order to avoid blocking states.
Therefore, we adopted a multiple viewpoint system which
improvises rhythms and melodic pitches separately. The
architecture presented in Figure 4 has been implemented
in Python, using the Music21 library. 4 We present some
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(?,˘ “ ,C, 0)

(?,˘ “ ,C, 1)

(?,˘ “ ,C, 2)

s1

s2

s3

(?,♩,C, 0)

(?,♩,C, 1)

(?,♩,C, 2)

(?,♩,C, 3)

s4

(?,˘ “ ,G, 2)

(?,˘ “ ,G, 0)

(?,˘ “ ,G, 1)

s5

s6

(?,♩,G, 0)

(?,♩,G, 1)

(?,♩,G, 2)

s7

(?,♩,G, 3)

Figure 2. Chords progression automaton Ap of the example. It consists in an accompaniment looping on chord C during 4
beats (1 bar) and chord G during 1 bar, with duration alphabet restricted to quarter notes and half notes.
rest

short

rest

3

s0

start-beat∧short

s1

?\

¯

good-pitch

s1

3

¯

long
s0
rest

s0

3

¯

approach
∧ short

s1

start-beat∧short
3

¯

good-pitch∧approach± 12

s2

s2

(a) As1 :Licks

(b) As2 : Triplets

(c)As3 : Pitches

Figure 3. Specification automata As = As1 ||As2 ||As3 . “rest” indicates a rest in the melody of any duration. “start-beat”
indicates a label of the form (?, ?, ?, b) where b is a beat value for which a lick can start. “short” indicates a note in the
melody of short duration, e.g., of duration less or equal to a beat (♩). Conversely, “long” indicates a note of a longer
duration, e.g., strictly more than ♩. “good-pitch” indicates a note with a pitch which is either a chord or a color tone.
“approach” indicates an approach tone. “approach± 21 ” indicates an approach tone plus or minus a semi-tone.
results in the next section, as well as on a dedicated webpage. 5

5. RESULTS
We evaluated our improviser using a melody generated by
the software Impro-visor ([6]) over the standard 8-bar blues
chord progression, and the first verse melody of The Girl
from Ipane-ma composed by Tom Jobim. We generated
an improvisation with and without specification both with
probability of direct transitions assigned to be p = 0.8
(Figure 6). The reference melody and the controlled improvisation share several similarities, however the improvisation also deviates sufficiently from the original to be
considered unique. The uncontrolled improvisation contains several notes (highlighted in red) that are not chord,
color, or approach tones and which are therefore undesirable.
Using the verse melody of The Girl from Ipanema as the
reference trace, we generated over the B section of the
same piece one improvisation from a supervised factor oracle with specifications based on one scale per chord and
another improvisation with specifications based on one key
for all chords. Due to the modulatory nature of the chord
progression and different tonicization every four bars, the
key-based method uses color tones that do not fit the chords
or the local harmonic field implied by them. On the contrary, the scale based method produces notes that better fit

(a)

(b)

(c)
Figure 5. (a) Training melody, (b) improvisation generated with specifications (c) improvisation generated without specifications. Black notes are chord tones, green (circled) notes are color tones, blue (squared) notes are approach tones, and red (crossed) notes are other (undesirable) tones.

5 http://www.eecs.berkeley.edu/ donze/impro_
˜
page.html
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Input training: chords + melody
E7

ĹĹ
ˇ ˇ ˇ ˇ

ŤŤ ˇ Am7
ĹĹ
ˇ ˇ ˇÚ ˇ
ˇ ˇ ˇ
Ú
šš

etc

Rhythm Improviser

Pitch Improviser
a

Rhythm
Specifications

Rhythm
Factor Oracle

Pitch
Specifications

Pitch
Factor Oracle

{ , ♩, ˘ “ }

{c, e, g, a}
Am7

Current
Beat

Current
Chord

p Generate notes durations or rests p

Generate notes pitches
a

ˇ(

Generated improvisation
E7

ĹĹ
ˇ ˇ ˇÚ ˇ
Ú

ÚÚ
ˇ ˇ ˇ ˇ
ĹĹ

Am7

ĹĹ
ˇ ˇ ˇÚ ˇ
Ú

ŤŤ
ˇ( ˇ ˇ ˇ ˇ
šš

etc

Figure 4. Architecture of the improviser with multiple view points.
the temporal granularity of the chord progression and gives
the user control over the color tone specifications.
6. RELATED WORK

(a)

(b)

(c)
Figure 6. (a) Girl From Ipanema training melody, (b)
improvisation generated with one mode specification per
chord, (c) improvisation generated with global key specification. Black notes are chord tones, green (circled) notes
are color tones.

Broadly speaking, there are two approaches to automatic
music improvisation: rule-based and data-driven. Rulebased approaches attempt to define the rules of “good”
improvisations and generate pieces of music that follow
those rules. However, it has been observed that it is difficult to come up with the “right” rules, resulting in systems that are either too restrictive, limiting creativity, or
too relaxed, thereby allowing musical dissonance [13, 14,
6]. Consequently, recent musical improvisers tend towards
data-driven or “predictive” approaches that employ machine learning. These approaches learn a probabilistic model
from music samples, and use that model to generate new
melodies. Examples of such models include stochastic contextfree grammars (SCFGs) [15, 12], hidden Markov models (HMMs) [16], and universal predictors [4, 14, 5, 17].
Some approaches combine rule-based and data-driven approaches; e.g., the Impro-visor system [6] based on SCFGs
has rules learned from training licks through the grammatical inference [15].
It has been found that certain universal predictors outperfom other stochastic models in producing stylistically appropriate music [14]. Universal predictors vary based on
the data structures and algorithms used, such as incremental parsing (IP) [2] inspired from dictionary based compression algorithms from the Lempel-Ziv family [3], probabilistic suffix trees (PST) [4], and factor oracles (FO) [5].
Amongst these, it has been found that the latter has some
advantages. Unlike both IP and PST, the factor oracle is
both complete (contains all factors of the given word) and
can be constructed on the fly. Due to this, factor oracles
are at the core of the OMax improvisation system 6 de6
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veloped at IRCAM and which has been used in a number
of performances. The work closest to ours is presented in
[18] which describes ImproTek, a variant of OMax which
implements a notion of harmonic context influencing the
FO-based improvisation.
Our approach extends this state of the art by providing a
way to (i) enforce certain rules in a flexible and modular
way on the generated melody, and (ii) bounding the similarity divergence from the original melody. Also, many of
the improvisers discussed rely on a single viewpoint system. In other words they attempt to encapsulate and improvise all aspects (rhythm, pitches, volume, etc.) of an improvisation simultaneously. For example, in [14] the alphabet of the prediction model is the cross product of the beat
each note starts on, the note’s pitch, and the note’s duration. Following Conklin and Cleary [19] we implemented
a more flexible multiple viewpoint approach to music generation in which note aspects are predicted separately and
then aggregated.

We introduced the concept of control improvisation and
presented an approach to solve it. Our approach shows
promise for automatic improvisation of Jazz music but we
believe this paper is just a first step, and there is plenty of
room for futher work. More work is required to investigate
the full space of possible similarity divergence measures
for different styles of music and there is room for improvement over the base approach we present in this paper, e.g.,
to provide stronger theoretical guarantees for the “bounded
distance” condition. Also one can consider inferring the
specification automaton from examples of “good” and “bad”
melodies. Further, it would be interesting to consider realtime improvisation (a preliminary implementation was done
in Ptolemy 7 [20]) and improvising collectively on a set of
melodies rather than just a solo piece.
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ABSTRACT
This paper presents an application and extension of the
ml.* library, implementing machine learning (ML) models to facilitate “creative” interactions between musician
and machine. The objective behind the work is to effectuate a musical “virtual partner” capable of creation in a
range of musical scenarios that encompass composition,
improvisation, studio, and live concert performance. An
overview of the piece, Flights, used to test the musical
range of the application is given, followed by a description of the development rationale for the project. Its contribution to the aesthetic quality of the human musical
process is discussed.

1. INTRODUCTION
Machine learning algorithms of broad variety are firmly
established in research that integrates them with musical
functions and processes. For example, algorithmic tools
developed by Cope [1] explore musical counterpoint.
Raphael articulates a system employing algorithms for
musical accompaniment [2]. Melo, Drevert, and Wiggins
[3] study machine learning processes for sound diffusion
performance. George Lewis’ Voyager analyzes an improvisational performance and then generates responses in
real-time [4]. .Weinberg and Driscoll [5] applied machine
learning to Haile, a music robot designed for spontaneous
acoustic musical performance through interaction with a
human musician. Triple Point, led by Pauline Oliveros,
is a computer-acoustic group that employs FILTER, a
real-time algorithmic improvising partner [6]. In light of
this work, particularly in the improvisational, spontaneous compositional sphere, the authors present the ml.*
application as a tool for real-time algorithmic musical
collaboration. Building on earlier work that utilized ml.*
for harmonic and melodic content through the MIDI protocol [7], this effort employs algorithms to analyze analog pitch and rhythmic material, and then generate the
same audio sounds, now sampled, as sonic material for
Copyright: © 2014 Benjamin Smith et al. This is an open-access article
dis- tributed under the terms of the Creative Commons Attribution License 3.0 Unported, which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are
credited.

computer-composed, real-time responses.
The application is intended to satisfy the following
criteria.
1. Interfaces easily with non-technical musicians, requiring a minimum of specific knowledge.
2. Analyzes and outputs melody, harmony, rhythm,
tempo, timbre and dynamics.
3. Generates musically sophisticated and nuanced responses with minimal extra-musical manipulation by the
user/musician.
In a sense this work represents a step in the continuing search to create an intelligent musical partner, capable
of improvising and performing as a musical, expressive
partner and equal in concert with human musicians.
One of the particular problems of implementing such
systems lies in the difficulty of integrating the mechanics
of ML into the aesthetics of music [8]. In this work we
developed a ML system that helps musicians augment
their performance while minimizing additional cognitive
load required to interact with the system. In turn, the involvement of a human performer then helps guide the
aesthetic relevance of the ML system.
Flights (Deal, 2014) was composed for this project in
mind. This approach gave insight into how closely artistic
expectations can be matched by the chosen design. The
ML interface was constructed by incorporating ml.*, the
Machine Learning Toolkit for Max 5+ [7].

2. FLIGHTS
Flights is a work that creates a dynamic musical environment through the integration of rhythmic and harmonic movement with a machine learning application. The
structure is a series of delineated sections comprised of
sets of interchangeable rhythmic structures (see figure 1)
and chord progressions (figure 2), fashioned so the performer has ample freedom to engage and interact with the
output of the ml application. The performers work their
way through the harmonic material by interspersing virtuosic passages with space for the ml application to fill
out. Any treatment of the work is feasible, and extends to
an additional performer on the score and also the implementation of live digital signal processing and media exploitation. If performed as an instrumental duet, each
player should play soloistically yet in proximity and aesthetic relationship to the other, and both should send their
musical input the same ml application (acting as a third
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performer). Grouping instrumentalists with previously
mentioned elements, ml and live processing, shapes the
aural nature of a performance space through the arrangement of performers and loudspeakers. While each section
of the work is performed soloistically by the instrumentalist(s), ml* is capturing harmonic and rhythmic data,
categorizing it, then outputting a derived response, yielding cascades of re-supposed harmonic, rhythmic, and
melissmatic material that emanates throughout the space,
resulting in a series of dynamic musical episodes. Flight
is designed for performance in either a single physical
space, or distributed telematically between multiple sites
over the Internet. The open score suggests instruments
that include percussion, piano, harp, strings, guitars,
woodwinds, prepared/augmented instruments, controllers,
and computer interactivity. Ml* is introduced into the
design of the work via the structural shape of the composition, in which sections consist of virtuosic passages
followed by large rests, which in turn create room for
liberal amounts of interactivity. The success of a performance lies in the timing, placement, and juxtaposition of
virtual and live sound together with the interaction of
instrumentalists and ml*.

Figure 1: Rhythmic structures for guiding improvisation
in Flight.
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Figure 2: Pitch set progressions for Flight.

3. DESIGN

use of non-musical signals or communication (such as
button presses or a trigger pedal), instead aiming to respond to the human participants in a manner analogous to
other human performers, understanding musical gestures
and signals in an attempt to derive the human’s intent.
Ideally this will allow trained musicians to begin playing
and interacting with the system, leveraging their musical
experience and diminishing new, specific learning required to play with this computer system.
A secondary goal for the design of the system is to
portray aspects of creativity, encouraging expressive interaction and musical production. Providing sufficient
flexibility, diversity, and possibility of the generative
musical content in order to appear creative is a complex
task for deterministic systems. Indeed, systems relying on
pre-set algorithms are confined by finite bounds and may
never reach the subtle complexity of human expression.
Stochastic processes are typically employed to expand
these possibilities. While randomness may accidentally
uncover new musical ideas and spark creativity and interest in a human user, the system itself is wandering blindly, just as likely to produce musical noise as it is to provide stimulating material.
Machine Learning models provide a ready alternative
in order to give the computational system some understanding and knowledge of the domain it is working in.
These models are seeing increased use and exploration in
computer music today as their potential begins to be explored in many directions [8, 9].
ML techniques fall broadly into two categories: supervised–models that require a complete dataset in advance and typically involve careful tuning and selection
by human users, and unsupervised–models that work in
an adaptive fashion and provide minimal controls to the
human user. The former category provides advantages
when a full dataset is available, such as in processing a
musical work for automated analysis, and when the user
has specific advanced knowledge about the nature of the
data (i.e. that the work employs a functional harmony
model, for example.) The second category, unsupervised
techniques, provides more exploratory approaches,
wherein the models discover their own correlations and
construct their own patterns to enable recall and processing [9].
A mixed model indicates the possibility of taking advantage of the strengths of both approaches. This “selfsupervised” notion [10] affords the system the opportunity to identify salient patterns in the data-stream (i.e. musical input data from a partner musician) and use this
knowledge to train and re-train supervised models. This
process is analogous to [8, 10] but further automates the
system, giving it the ability to make suppositions about
the musician’s intent and encode complex and varied
relationships.

3.1 Objectives

3.2 Design

The primary design goals are to create a system that can
produce and interact with sufficient musical diversity and
richness, yet require a minimum of extra-musical communication. That is, the design intentionally avoids the

The system consists, at a high level, of the elements
shown in Figure 3. After audio from the human partner is
digitized it passes through a feature encoder/extractor to
provide relevant information for analysis. This feature
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data is used as a look-up query ‘word’ to find the closest
match in the system’s memory. This match is then output
to a decision module that uses the identified word to inform musical playback. Working in parallel, a selforganizing map is used to extract closely related ‘words,’
enabling a controllable range of responses.
Audio'Input'

Encoder'

Long;Term'

Memory'
Adap=ve'

Decision'

Playback'

Audio'Output'

Figure 3: System diagram for Flight computational agent.

3.2.1 Encoder
In order to be ultimately flexible the system’s audio feature extraction must capture input with sufficient specificity, yet in a form general enough to allow a diversity of
instruments, play styles, and musical genres to be characterized adequately. Towards this end the encoding relies
on a “chroma” analyser [11]. This reduction bins all the
analysed frequencies (from a standard FFT) according to
the 12 chromatic pitches of typical western just tuning.
Thus all frequencies that are in an octave relationship
where C is in bin 0, all C#s are in bin 1, etc. This gives a
12 element vector characterizing the harmonic content of
a given sample window.
In addition to the chroma features, the system appends
measures of brightness, noisiness, and loudness [12].
These are based on perceptual models attempting to capture salient aspects of the input sound.
The system stores all inputs in an uncompressed database of audio files, along with the analysed feature vectors associated with the audio. Analysis can be set to occur at any rate lower than 10hz (an upper limitation of the
chroma implementation employed). Features are typically
extracted using overlapping windows, effectively doubling or quadrupling the feature vector rate. Testing typically employed a two-fold window at 1hz, producing a
feature vector every 500ms.
3.2.2 Memory
The memory of the system comprises two parts, a fully
lossless ‘long-term’ memory, retaining all audio inputs
and analysed features, and an adaptive ‘short-term’
memory. The size of the long-term database, after operation for any practical amount of time, is not insignificant
and an efficient sort and search algorithm is required for
real-time performance. This design uses a k-d tree model
implemented as a Max external, extending the ml.* library.
The k-d tree [13] is a space partitioning data structure
for organizing points in a k-dimensions. The k-d tree is

particularly useful in retrieval and searches involving
multidimensional search keys, as in the present case.
Here, each feature is one dimension in the data space and
the k-d tree serves as a sorting algorithm providing efficient nearest neighbour search and retrieval (with a performance of O(log n)).
Training of the k-d tree can occur at any point but typically takes place at session boundaries, i.e. when the user
has provided sufficient new audio to require re-training.
Retraining operations perform on the order of milliseconds, however the restructuring of the data can result in
new tendencies in the system (i.e. apparent proclivities to
make certain musical selections as a result of the new tree
structure), and seems more easily accepted by the musician between play sessions, rather than in midperformance.
During performance every feature vector is used as a
search query into the k-d tree to locate the closest trained
exemplar of that vector. This provides the system with a
core function: the ability to match the human as closely
as possible and play in a unison fashion with them.
However, this ability to mimic on its own is highly restrictive and limited. To enhance the decision making
aspects and apparent creativity of the system an adaptive
short-term memory is incorporated, employing a machine
learning model, a self-organizing map, to allow the analysis and rapid recollection of relationships between feature sets.
The self-organizing map (SOM) [10, 14] provides unsupervised clustering and classification, mapping highdimensional input data onto a two-dimensional output
space, preserving the topological relationships between
the input data items as faithfully as possible. The primary
strength of the SOM is its fundamentally visual metaphor, translating higher dimensional data into an easily
portrayed map. In other words, the SOM produces a projection of the input data space onto a two-dimensional
map such that proximity on the map parallels some sort
of similarity (or proximity) in the source data space. It is
a computationally cheap model, and arguably mimics
human cognitive models leading to results that parallel
human perception and decisions at a basic level.
At its core the SOM is a neural network lattice of
nodes connected in a two-dimensional configuration (although higher dimensional arrangements are possible) in
which each node represents a possible category in the
input space. The SOM may also be considered a nonlinear generalization of principle component analysis over
which the SOM arguably provides many advantages [15].
In this system the SOM is presented with inputs, and a
search is performed to locate the most similar (i.e. closest, using a Euclidian distance measure) node in the map.
Learning is performed continuously, adapting the winning node and its neighbors to more appropriately represent the new inputs. The learning is calculated as a gradual reduction of the distance between the input and the
matching map node (and the amount of change is used as
a control signal for the Decision module, below). The
result of adapting nodes in a gradually decreasing neighborhood around the winner provides an encoding of relationships, smoothing and interpolating between disparate
inputs.
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This interpolation is leveraged in this system to locate
feature areas at a given “SOM distance” from any specified input. In operation this means the system (either the
user or a process in the “decision” module) can specify a
relationship distance and the SOM-based memory will
return one or many feature vectors that specified distance
away from the most recent search vector (typically the
most recent input vector). The relationship distance is
used as the magnitude of a vector projected onto the
SOM, originating at the winning node of the SOM
search. The orientation of the vector is currently seeded
randomly, although this is seen as a weak point of the
design. The node indicated by the termination of the vector on the SOM surface is sent to the decision module.
This “relationship distance” search allows the system
to control the degree of relatedness between output and
input in a continuous fashion. The degrees are relative
within feature space, and susceptible to idiosyncrasies of
the SOM model, but are arguably consistent and transposable across the SOM space. That is, a magnitude of 0
(for the relationship distance) will return the closest
match to the input, while a 1 will be slightly distant, and a
5 will be much more distantly related. Additionally, this
will have a similar result for any search input, anywhere
on the SOM.
3.2.3 Decision
The Decision module evaluates the results of the memory
bank look-ups and controls the playback module. Fundamentally, the decision module is moving closer and further away from mimicking, or playing in unison with the
human partner.
This decision process is informed directly by the
amount of learning or adaptation the SOM is undergoing
during performance. As previously noted, with every
input the SOM finds the best match and uses that input to
retrain parts of the network, reducing the distance (in
feature space) between the winning node, its neighbours
and the new input. The difference between the retrained
state and the previous state is summed and used as a
measure of “learning.”
Based on theories of intrinsic motivation [16, 17], this
learning value over time is considered to be analogous to
the Kolmogorov complexity [18], or information density
of the input stream.
Control in the decision module is affected by setting a
target “learning rate” which the system is trying to maintain. If input is sufficiently complex to produce a higher
learning rate the system will steer towards unison with
the human, allowing the musician to guide the musical
movement. However, if the input stream is predictable by
the system (i.e. not enough learning occurs), the decision
module increases its divergence from the input, seeking
more complexity and to produce novel musical movement. This later case is particularly notable when the musician is silent, causing the system to gradually explore
further and further until the human provides new, stimulating input.

3.2.4 Playback
The system’s output module comprises a 4-voiced synthesis engine employing audio file playback. In this way
all of the sounds the system can produce are a comprehensive set of all sounds the system has heard. The playback voices are guided by the decision module, which
provides a target feature vector that the playback module
attempts to match. This is accomplished by searching in
the k-d tree for the closest known match to the proposed
feature vector. The corresponding location in the audio
database is loaded and used for playback. The four voices
are employed to ensure clean crossfading between different files and when changes would otherwise produce undesirable audio artifacts.

4. DEVELOPMENT
The system was implemented in Max, due to the availability of the ml.* library. System requirements were produced and evolved over many sessions, as the potentials
of the components became clear. An original implementation of the k-d-tree sort and search was developed as a
Max external for this project, and it is being released
freely for creative use along with this text.
Development took place in an iterative process with the
authors using musical material as a research instrument
into the possibilities and capabilities of the system.

5. FUTURE WORK
Future Flights efforts with ML will include expanding on
the ability of the system to create sonic variety by encoding other musical features, such as rhythm. Given the
openness of the score as it relates to instrument/voice
selection, many different versions of the work could create a large range of sonic material suitable for manipulation in a variety of performance scenarios.
When implementing the variations, aesthetic considerations stem from the arrangement of performed material by artists and the ML system. Audiences classify different musical features unequally, so the more abstract
implementations of the effect can present difficulties
when conveying the intended meaning. This will remain
a problematic factor unless a clear method of articulating
the ML voice, or sound is established in a performance
context. More performance research and rehearsal is
needed to establish best practices for this type of aesthetic
communication.
Additionally, over time, the methodology employed in
this work implies that the assembly/rehearsal process will
also draw inspiration from the mechanics of the ML system. The performance instructions could then be
adapted/expanded to explore additional musical ideas
allowed by the capabilities of the effect.

6. CONCLUSIONS
ML algorithms provide a way to add variation to static
deterministic systems, increasing computational approaches to creative expression. Challenges encountered
while following these approaches include the establish-
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ment of logical connections between the output of the
system and the musical context, and the controllability of
the system. Further efforts in broadening the pallet of
options for the ML system, combined with more rehearsal/exploratory hours with live musicians performing the
variations will yield a broader range of musical possibilities. Solutions to these issues shape the aesthetic outcome
for the whole performance, as one issue affects the perceived integration of the effect by the audience, while the
other affects the interaction between system and performer.
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ABSTRACT
Improvisation intrinsically carries a dialectic between spontaneity/reactivity and long-term planning/organization. This
paper transposes this dialectic to interactive human-computer
improvisation where the computer has to interleave various
generative processes. They require different levels of prior
knowledge, and follow a coarser improvisation plan driven
by real-time interactions with the musicians. We propose
a time-aware extensible architecture allowing the temporal
coordination of different improvisation strategies. It integrates various generative strategies capitalizing on the system Improtek into the high-level structure provided by the
language associated to the score follower Antescofo. The
resulting framework manages the musical events, the triggering of generative processes at different time scales and
the declarative specification of improvisation plans driven
by the occurrence of complex events.
1. INTRODUCTION
This article proposes a new framework to conciliate the
need of spontaneity and reactivity with long-term planning
and temporal organization in human-computer improvisation. This framework enables the temporal coordination
of different improvisation strategies within an improvisation plan driven by the occurrence of complex musical and
logical events.
Most improvisation styles rely on prior knowledge of the
temporal evolution of the music to produce. This temporal organization can be an explicit sequence as standard
themes in be-bop improvisations or given melodies in some
traditional folk music. When it is not, the temporal structure can be specified as a sequential scenario describing a
sequence of constraints that must be satisfied successively
by the improvisation to be played. A standard example
is the harmonic progression used in most current western musical styles such as rock, blues, jazz or pop music. Otherwise, the temporal organization may not take
the form of a sequential structure. In this case it can be
best described as responses to complex events implying
both musical events and logical conditions, as for instance
in soundpainting. These temporal structures exist concurrently at different time scale, for example: at short-term,
Copyright: c 2014 Jérôme Nika et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

the synchronization of the notes of a generated sequence
with current tempo; generation of musical sequences satisfying global constraints in mid-term; and at a higher level,
switching from an improvisation part to another, defined
by different sets of prior knowledge, memory, mechanisms
and rules (such as switching from lead to follow, from free
to idiomatic, etc.). The coordination of these temporal
sequences and reactions constitute complex improvisation
plans or dynamic scores.
In [1], Rowe outlines that designing interactive musical
systems pushes up musical composition “to a meta-level
captured in the processes executed by the computer”. The
framework proposed in this paper addresses this “metalevel” and is aimed at the definition and the implementation of the temporal structures used to guide or constrain
music generation in reaction to an active listening of the
live musical input. It couples two literatures, generative
model with real-time recognition and reactive systems, usually considered separately but whose integration makes complete sense in interactive and improvised musical practices.
This architecture has been deployed with the development of an experimental prototype capitalizing on the Improtek [2] and the Antescofo [3] systems. The former provides structured and guided musical generation from an
ordered and indexed online or offline memory, while the
latter provides musical synchronization and the possibility
to specify reactions to unordered complex events.
After presenting some background in interactive improvisation systems and sequencers in section 2, this paper
gradually describes how improvisation strategies with different degrees of indeterminism can be employed within
the same plan. Section 3 focuses on fixed reactions to a
planned input. Section 4 presents the generation of musical
sequences satisfying long-term constraints and section 5
how reactivity can be injected into these generative processes through dynamic calls and parametrization with the
musical context. Finally, section 6 sketches programing
patterns for writing reactions to unordered complex events.
2. RELATED WORK
Interactive improvisation systems can be categorized by
their hard-coded inherent strategy to drive the music generation process. A first category let to an operator-musician
the guidance of the generation process: OMax [4, 5] is
controlled by a user steering the navigation through a representation extracted in real-time from the playing of a live
musician. The user is also at the heart of Mimi4x [6] and is
involved in the construction of the performance by choos-
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ing the musical corpus and modifying the generation parameters. Other systems are driven by an analysis of the
live inputs: SoMax [7] translates the musical stream coming from an improviser into constraints, for example described in terms of harmonic background, to filter the possible paths in a corpus whose internal logic can also be
followed. VirtualBand [8], emphasizes interaction and reactivity and extracts multimodal observations from the musician’s playing to retrieve the most appropriate musical
segment in a memory in accordance to previously learned
associations. In the same line, Reflexive Looper [9] uses
in addition harmonic annotations in the search criteria. Finally, an upstream structure or description can run the generation process: PyOracle [10] proposes to create behavior
rules or scripts for controlling the generation parameters
of an improvisation session. The concept of control improvisation in [11] introduces a control structure to guide
the improvisation by a reference sequence and satisfying
given specifications. The generation process presented in
section 4 also includes an inherent strategy based on longterm constraints. In the context of improvised mixed music, it needs to be integrated in an environment allowing
the specification of temporal developments of musical processes in reaction to human performance or controls given
to an operator-musician.
The system Antescofo is chosen for the high-level organization of the musician-computer interaction because
it combines score following capacity with an expressive
timed and reactive scripting language. In Max/MSP or
PureData [12] which are dataflow graphical languages and
where control and signal processing are statically determined, it is easy to construct static behaviors, but much
harder to organize and control changing behaviors according to a complex scenario. Antescofo, compiled as a Max
or PureData object, is used in these cases to interact with
the external environment. Other dynamic languages encounter some success in the interactive music community
such as SuperCollider [13] or Chuck [14]. These are textual languages facilitating the programming of audio and
algorithmic processes. Their real-time properties make them
ideal tools for ”Live Coding” practices, often improvised,
where the time of composition (in the program) coincides
with that of performance. However, the semantics of these
languages does not allow the direct specification of the
behavior of the external environment. Furthermore, their
models of time is not directly linked with that of the performer.
Compared to traditional sequencers such as LogicPro, ProTools or CuBase, Antescofo is dedicated to more dynamic
situations. Ableton Live with Max4Live adds more possibilities of interaction compared to the sequencers cited
above, but without providing a flexibility allowing to synchronize the electronic processes to the elastic time of the
musician.
3. FIXED REACTION TO A PLANNED INPUT
An improvised music performance may refer to predefined
melodies, scores, audio materials or more broadly sequences
of actions with their own temporality. The synchroniza-

tion with a musician’s performance of heterogeneous electronic actions (playing an audio file, triggering of a synthesis sound, or the execution of some analysis processes, etc)
is a common problem of interactive music systems. Many
solutions have emerged to deal with this issue depending
on musical purpose or available technologies, leading to
the score following approach used in the environment described in this paper.
The most elementary solution is to launch a predefined
electronic sequence recorded on a fixed support (magnetic
band, classical sequencer). In this case, the musician’s
performance is totally constrained by the time of the concerned support. Another way to make the time of electronic actions progress is to use a cue-list logic. The electronic is here defined as a list of successive actions and a
mechanism as a pedal controller activated by the musician
at the right moment triggers corresponding actions to execute. This approach is more flexible than the previous one
because the time of the performance is under the supervision of the musician. However it raises the issue of how
to partition the electronic part of the score if it is continuous in the thought of the composer and during the performance. Furthermore, giving the control of the electronic
time to the musician can hinder the expressivity during the
performance.
Score following is defined as the real-time alignment of
an audio stream played by one or more musicians into a
symbolic musical score. It offers the possibility to automatically synchronize an accompaniment, and thus can be
used for the association of an electronic part to a predefined
instrumental in an improvised music context. Antescofo
is a real-time system for interactive music authoring and
performing. It focuses on high-level musical interaction
between live musicians and a computer, where the temporal development of musical processes depends on active listening and complex synchronization strategies [3].
In [15] a novel architecture has been proposed that relies
on the strong coupling of artificial machine listening and a
domain-specific real-time programming language for compositional and performative purposes. The user creates
an augmented score whose language integrates both programmed actions and musical events, allowing a unique
and flexible temporal organization. The augmented score
includes both the instrumental part to recognize and the
electronic parts and the instructions for their real-time coordination during a performance.
The syntax for writing the instrumental part allows the
description (pitches and durations) of events such as notes,
chords, trills, glissandi and improvisation boxes. Actions
are divided into atomic actions, performing an elementary
computation, and compound actions. The atomic actions
can be: messages sent to the external environment (for instance to drive a synthesis module), a variable assignment,
or another specific internal command. The group construction describes several actions logically within a same
block that share common properties of tempo, synchronization and errors handling strategies in order to create
polyphonic phrases. Other constructions such as loops
for iterated actions or curve for continuous specification
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are also available.
During performance, the runtime system evaluates the
augmented score and controls processes synchronously with
the musical environment, thanks to data received from the
machine listening. The reactive system dynamically considers the tempo fluctuations and the values of external
variables for the interpretation of accompaniment actions.
The possibility of dating the events and the actions relatively to the tempo, as in a classical score, is one of the possibility offered by Antescofo. Within the augmented score
language, the user can thus decide to associate actions to
certain events with delays, to group actions together, to
define timing behaviors, to structure groups hierarchically
and to allow groups act in parallel.
Delays and durations are arbitrary expressions and can
be expressed in relative time (in beats) or in physical time
(in seconds). Antescofo provides a predefined dynamic
tempo variable through the system variable $RT TEMPO.
This variable is extracted from the audio stream by the listening machine, relying on a cognitive model of the behavior of a musician [16]. Programmers may introduce
their own frames of reference by specifying a local tempo
for a group using a dedicated attribute. All the temporal expressions used in the actions within this group are
then computed depending on this frame of reference. As
for other attributes, a local tempo is inherited if groups are
nested. A local tempo is an arbitrary expression involving
any expressions and variables. This expression is evaluated continuously in time for computing dynamically the
associated delays and durations.
4. IMPROVISATION GUIDED BY A SEQUENTIAL
SCENARIO
4.1 Memory and scenario
When the prior knowledge on the structure of the improvisation is not as explicit as classical score, a melody or
a theme, it may consist in a sequence of formalized constraints for the generation of the improvisation to create.
Examples of such formalized structures can be a chord
progression in blues, rock, or jazz improvisation; the harmonic progression given by the bass in the baroque basso
continuo; or the precise description of the evolution of the
improvisation in terms of melody, tempo or register in the
indian raga. This section describes an improvisation model
extending that of ImproteK [2] 1 , relying on such a sequence of constraints existing before the performance.
This model follows on the work initiated in [17, 18] on
the navigation through a cartography of a musician’s live
playing, partly capturing his musical logic. The application of these principles in a real-time improvisation system
led to OMax [4, 5], and long-term constraints and a priori knowledge were brought in the generation process with
ImproteK by means of an abstract symbolism conveying
different musical notions depending on the applications,
like meter as regards rhythm or chord notation as regards
1

Links to video examples of live performances and work sessions can
be found at http://repmus.ircam.fr/nika

harmony [19], joining previous works on the use of chord
charts in improvisation [20, 21].
The improvisation process is here modeled as the articulation between a scenario to follow and a structured and
indexed memory in which musical fragments are retrieved,
transformed and reordered to create new improvisations:
• the scenario is a symbolic sequence guiding the improvisation and defined over an appropriate alphabet
for the musical context,
• the memory is a sequence of contents labeled with a
symbolic sequence defined over this same alphabet.
In this framework, “improvising” means going through
the memory to concatenate some contiguous or disconnected blocks satisfying the sequence of temporal constraints
given by the scenario. These blocks are chained in a way
comparable to an improviser who is able to develop an improvisation by using motifs he eared or played himself in
different contexts, described here with different scenarios.
The improvisation process searches for the continuity of
the musical discourse as well as the ability to grow apart
from the original material. It relies on the indexation of
some similar patterns in the scenario and the memory, and
the self-similarities in both sequences.
4.2 Overview of the model
The scenario and the sequence describing the musical memory are represented as words defined over a same alphabet.
This alphabet describes the equivalence classes chosen to
compare the musical contents of the online or offline memory. After choosing a temporal unit for the segmentation,
the letter at index T of the scenario S of length s is noted
S[T ] and corresponds to the required equivalence class for
the time T of the improvisation. In the same way, the letter M [P ] gives the equivalent class labeling the musical
fragment corresponding to the date P in the memory M
of length m. In what follows, each musical content in the
memory will be assimilated to the letter M [P ] indexing it,
and by extension the whole memory will be assimilated to
the word M . The scenario gives access to a prior knowledge of the temporal structure of the improvisation to play.
It enables to take into account the required classes for future dates T + 1, T + 2,... to generate improvisation at
time T . The current scenario, noted ST , corresponds to
the suffix of the original scenario beginning at the letter at
index T : S[T ]...S[s − 1]. At each time T , the improvisation goes on from the last state read in the memory at time
T −1, searching to match the sequence of constraints given
by the current scenario.
The proposed improvisation model undertakes successive
navigation phases 2 through the musical memory, which
rely on searches of prefixes of the current scenario in the
memory. The length of these prefixes is one of the control
parameters of the process. Figure 1 illustrates two consecutive generation phases.
2 These navigation phases are successive steps in the algorithmic process producing the improvisation, but they do not correspond in general
to distinct musical ”phrases”.
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Figure 1. Improvising by articulating an indexed memory
and a scenario: two navigation phases (1-2 and 3-4).

The first phase (steps 1-2) aims to generate the improvisation from the date T by satisfying the current scenario
ST =S[T ]...S[s − 1], suffix of S. At the end of this first
phase, the prefix S[T ]...S[T 0 − 1] of the suffix ST of S
has been processed. A new research phase over the suffix
ST 0 =S[T 0 ]...S[s − 1] of S has to be launched at step 3 to
complete the improvisation up to T 00 − 1 (steps 3-4). Each
of these phases through the memory is constituted by two
consecutive steps:
1. Search for a prefix providing a starting point in the
memory (steps 1 or 3 in figure 1), detailed in 4.3,
2. Follow a linear or non-linear path matching the scenario (steps 2 or 4 in figure 1), detailed in 4.4.
They respectively take advantage of the prior knowledge
on the structure of the scenario and the memory, and address the concerns of musical continuity and transformation of the original material. Each of these two steps described in the following part of this section introduces a
parameter whose value influences the musical result: cf
representing the continuity regarding the future of the scenario, and cp quantifying the continuity regarding the past
of the memory.
4.3 Step 1: searching for a section of the current
scenario in the memory
The first step when going through the memory to produce
the improvisation is to search for a pattern matching a section of the current scenario in the memory, that is to say a
prefix M [i]...M [i0 ] of ST =S[T ]...S[s − 1] in M . The first
element of this pattern, M [i], gives a starting point for the
navigation phase. The trivial solution is then to copy the
whole pattern M [i]...M [i0 ] (the other options are described
in the following paragraph 4.4). The set SP (T ) of possible starting points for the generation of the improvisation
from a date T is defined by:
SP (T ) = {i ∈ N | ∃cf ≥ 0,
M [i]...M [i + cf ] ∈ Prefixes(ST )}
where cf measures the duration of the sequence in the
memory starting at the chosen index i, matching a part of
the current scenario ST , and which can be literally cloned.

The choice of an actual starting point among the elements
in SP (T ) is made in accordance with the current state of
the constraints imposed on it. For example, imposing the
maximum value for cf will lead to a maximal length prefix and will provide a homogeneous and continuous musical result throughout its duration. Conversely, a small
value will lead to extractions of short segments in potentially different zones of the memory. Depending on the
musical situations, one can successively prefer a state providing the coherence of the musical discourse in the long
term and very close to a section of a learned sequence, or a
more fragmented musical result. Constraints on others parameters also influence the choice of an element in SP (T ),
among them the location of the pattern in the memory or
the preference for a segment offering the best progression
regarding the end of the segment produced by the previous
phase. The control on these parameters can be given to an
operator-musician and/or integrated in a higher level of the
improvisation planning (see 6.5).
The prefix indexing algorithm used to obtain the set SP (T )
(detailed in an upcoming paper) uses the “failure function” of the Morris and Pratt algorithm [22] to process selfsimilarities in ST in a preliminary analysis phase (as it is
used in [23] to get the tables of prefixes and borders). This
result is then used in the search phase to index the prefixes
of the current scenario ST in the memory M .
4.4 Step 2: following a non-linear path matching the
current scenario
For each generation phase, the improvisation process starts
from the chosen starting point and runs through the memory collecting a sequence of states whose labels match the
scenario, and this mechanism goes on until the research of
a new starting point is necessary. After a starting point is
chosen in the memory at the indexing step (4.3), the first
solution is to literally clone the prefix beginning by this
state (step 2, figure 1). Yet, in particular when ST and
M are very close, the set of possible paths has to offer
more than a simple copy to create new material. The navigation process exploits therefore an analysis of the selfsimilarities in the structure of the memory to generate a
continuous musical discourse while widening the scope.
The possible progressions matching the scenario from a
given state M [k0 ] is thus defined as the set of the states in
the memory sharing a common past with M [k0 ], and satisfying the next label S[T ] imposed by the scenario. The set
P (T, k0 ) of indexes k of the states in the memory matching the time T of S and being a candidate for the next
progression from the previous state M [k0 ] is defined by:
P (T , k0 ) = {k ∈ N | ∃ cp ∈ [1, k],
M [k − cp ]...M [k − 1] ∈ Suffixes(M [0]...M [k0 ]), and
M [k] = S[T ]}
The similar pattern in M and ST can be linearly followed
by choosing in P (T, k0 ) the consecutive state in the memory M [k] = M [k0 + 1]. Assuming that jumps between
two segments in the memory sharing a common past preserve a certain musical homogeneity, non-linear paths are
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also considered, as in the step 4 (4a then 4b) in figure 1,
to avoid a simple copy of the learnt sequence. Such jumps
are authorized when the factors ending at the origin and at
the destination of these jumps share a common suffix. The
length of this common suffix cp measures the length of the
shared musical past and therefore quantifies the “quality”
of these jumps.
The automaton structure chosen to learn the musical memory is the Factor Oracle [24, 25]. The progression process
of this second step of the generation extends the mechanism for improvisation, harmonization and arrangement
proposed in [2] based on the navigation [26, 27] in this automaton for musical applications. This automaton presents
links locating repeated patterns within the sequence and
providing the existence of a common suffix between the
elements that they connect, giving then the successive sets
P (T, k0 ). The common suffix is seen as a common musical past in the context of this application. The postulate
at the heart of the musical models using the Factor Oracle [4, 5, 7, 10, 6, 11] is indeed that such non-linear paths
in a musical memory thus mapped enable to create musical phrases proposing new evolutions while preserving the
continuity of the musical discourse.

5. INTRODUCING REACTIVITY INTO THE
IMPROVISATION MODEL

Listening to a source of beats gives the current date T ,
and also the associated label S[T ] in the scenario used in
different concurrent processes. The three main aspects of
the integration of the improvisation model into a real-time
environment are presented in figure 2: 1) learning the musical material from the musicians playing with the system,
2) generating and 3) playing the new improvised phrases
synchronously with the running improvisation session. For
this end, a buffer is added to the two main elements in the
model (scenario and memory). It contains the short-term
anticipated playing “intentions”, which are refined over
time.
5.2 Scheduling the navigation phases: anticipations
and rewritings
The implementation of this architecture involves parallel
processes listening and reacting to the environment, the elements produced by the model, and the instructions given
by the operator or a higher scale improvisation plan.
Algorithm 1. Scheduling the reactions to the environment

1
2
3

5.1 From static to dynamic generation

4

The improvisation model guided by a scenario can be used
in live performance to generate autonomous sequences satisfying given specifications or in an offline process, for instance composition. This section introduces scheduling of
dynamic calls to this model in order to bring reactivity and
adapt to the generation process to the improvisation environment. This way, the generation can react to changes of
control parameters (given to an operator-musician and/or
mapped to the live musical input) or to dynamically modified scenarios while being coherent with the past and keeping its long-term horizon.

5
6

7
8
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d

b

c
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Initial state:
Buffer (storing the musical elements to play) = ∅
E (index of the first empty position in the buffer) = 0
CurrentTimePlayed = false
Whenever T updated do
Learn inputs from [T-1,T[ labeled by S[T-1] in M
CurrentTimePlayed ← false
if Buffer[T] then
Play(Buffer[T])
CurrentTimePlayed ← true
Whenever E - T < minimum imposed anticipation do
T’ ← max(T, E)
Generate(T’, ST’ )
Whenever modif. of parameters or S affecting date T’ ≥ T do
Generate(T’, ST’ )
Whenever RecvdElem = (Idx,Content) received do
if (Idx = T) & (¬ CurrentTimePlayed) then
Delay ← Date(update T) - Date(RecvdElem)
Play(Content, Delay)
CurrentTimePlayed ← true
Buffer[Idx] ← Content
E ← max(Idx+1, E)
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These processes correspond to the three blocks building
the generic dynamic score given in algorithm 1. It contains
the scheduling of the calls to the model described in 4, and
the sequence triggering:

Play
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1. Listening to update of current date orchestrates labeling and learning of musical material, and playing
of anticipated events stored in the buffer (lines 1-6
in algorithm 1).
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Figure 2. The generation process within a real-time architecture.
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3. A query to generate a segment of improvisation starting at date T 0 ≥ T associated to suffix a ST 0 of the
scenario can be sent if it is required.
S[T]

Labeling
musical input [T, T+1[

Learning

New query
S[T] ...

... S[T'] ...

Scenario

...

...

Memory

ST'

Trace

T' ≥ T

E

... B[T'] ...

∅

T
Buffer
B[T] ...

Output played at
time T

Update

Rewriting anticipations

Figure 3. Processes launched at time T of the performance, reaction to a modification affecting time T 0 ≥ T .
The model is called to generate the improvisation phase
(see 4.2) after phase, anticipating the performance time. A
query launching a new generation phase is thus sent if the
minimum anticipation delay between the current time T
and the first date with no element previously generated and
stored in the buffer E is reached (lines 7-9 in algorithm 1).
Figure 3 gives an overview of different processes running
at a given time T of performance. In reaction to modification of a parameter or an update of scenario affecting a
date T 0 ≥ T , a query launching a new generation phase
is sent (lines 10-11 in algorithm 1). If this query overlaps with a previous one, the associated anticipated part
of the improvisation is rewritten. This scheduling architecture combines anticipation and reactive controls. The
short-term intentions stored in the buffer evolve and are
refined as the performance goes. A trace records history
of paths in the memory and constraints of last navigation
phases so that coherence between successive phases associated to overlapping suffixes of the scenario is maintained.
This way for example, constraints can be imposed in realtime, and short-term memory can immediately be injected
while keeping up with the scenario. A ”reaction” is not
seen here as a spontaneous instant response, but as a revision of the short-term intentions matching the scenario in
the light of new events from the environment.

and the triggering of the playing of the computed sequences
is implemented using Antescofo language. The corresponding program is generic enough to be independent of improvisation situations and of types of scenario. The improvisations generated by the model are then played in synchrony
with the musical environment, following the fluctuation of
the tempo. The synchronization strategies to manage the
delays (lines 13-16 algorithm 1) associated to anticipation
are used to maintain musical coherence despite real-time
modifications of generation parameters.
Beyond scheduling aspects detailed in the previous paragraph, this section presents Antescofo features allowing
specification of high-level temporal structures of this model
and also more generally of different kind of processes that
can be involved in an improvised interactive music performance. Recent developments of the language integrate
handling of dynamic duration, complex events specification and dynamic processes. This generalizes the notion of
score following beyond triggering of an action or recognition of causal events. The score is no longer subject
to linear rigidity of classical scores. It can be seen more
as an interactive system where events, actions, durations,
tempi and all the temporal structures can change dynamically. Such features make it an adequate environment for
the temporal coordination of the processes that can be involved in Human-Computer Improvisation.
6.2 The whenever statement
The whenever statement launches actions conditionally
on the occurrence of a signal.
whenever (predicate)
{
actions-list
} until (expression)

predicate is an arbitrary expression. Each time the
variables of predicate are updated, the expression is
re-evaluated. The whenever statement is a way to reduce and simplify the specification of the score particularly when actions have to be executed each time an event
is detected. It also escapes the sequential nature of traditional scores. Actions of a whenever statement are not
statically associated to an event of the performer but to
the dynamic satisfaction of some predicate. They can be
triggered as a result of a complex calculation, launched by
external events, or any combinations of the above.
6.3 Patterns

6. CHAINING REACTIONS TO UNORDERED
COMPLEX EVENTS
6.1 From scheduling to logical planning
The generative model introduced in section 4 was implemented as a Common Lisp library using the OpenMusic
environment [28]. The memory and the navigation methods are called in this interaction context through a producerconsumer system which involves parallel processes sharing accesses to the memory and the information received
from the dynamic score (algorithm 1). This structure containing the scheduling of the calls to the model, the buffer,

The whenever structure is relevant when the user wants
to define a reaction conditionally to the occurrence of an
event. A logical event is specified thanks to a combination
of variables. Complex events corresponding to a combination of atomic events with particular temporal constraints
are however tedious to specify. Antescofo patterns make
the definition of this kind of events concise and easy. A
pattern is made of punctual events (EVENT) and of events
with some duration (STATE). The example below shows
how to define the complex event pattern::P, matching
the following configuration: the variable $x is greater than
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Improvisation guided by a scenario
S = given harmonic progression,
M = chosen offline corpus

a threshold equal to 10 during 0.5s. Then the variable is updated to 1 before one second is elapsed. This pattern can
then be used in the specification of a whenever condition
to assign a reaction to this event.
@pattern_def pattern::P
{
STATE $x where($x>10) during 0.5s
before 1s
EVENT $y where($y=1)
}
whenever(pattern::P)
{
actions...
}

s0

End of
the score

Score following
Synchronize
predefined sequences

s1

Satisfaction of
pattern p3

Satisfaction of
pattern p1 Satisfaction of
pattern p2

s3
Logical reactions
Triggering actions in
reaction to unordered
complex events

s2
Improvisation guided by a scenario
S unchanged,
M learned online, initialized with inputs learned in s1

6.4 Processes

Figure 4. Schematic example of an improvisation plan.

Processes are groups of actions dynamically instantiated.
Unlike the other actions, the runtime structure associated
to a process is not created during the loading of the score
but at the time of the call, in accordance with its definition. Then, all the expressions involved in the process (durations, command names, attributes, etc.) may depend on
parameters of the performance.
@proc_def ::delay($pitch, $d)
{
$d/3 loop $d/3
{
play $pitch
}during [2#]
}
NOTE C4 2.
::delay("C4", 2.)
NOTE D3 1
::delay("D3", 1)

progression, and a musical memory initialized with a chosen corpus. The part corresponding to s2 continues with
the same scenario using the memory learned from the musician’s performance during s1. Finally, s3 is a combination of predefined interactive mechanisms associating electronic reactions to unordered events.
7. CONCLUSION

In the previous example, the process ::delay repeats
twice the note that triggered it during the duration of this
note. Processes are first-class values: for example, a process can be passed as an argument to a function or an other
process. It can be recursively defined and various instances
of a same process can be executed in parallel. Processes are
quite adapted to the context of improvised music, and can
be used for example as a library of parametrized musical
phrases that are instantiated following the musical context.
6.5 Writing improvisation plans
The set of tools presented in this section enables to write
improvisation plans defining different kinds of interactions.
The schematic example in figure 4 shows an generic example of such a plan. In this context, the score of the musician is not completely defined and the inputs of the reactive module are not only extracted from Antescofo listening
machine but can also be provided by external modules.
Each state corresponds to an interaction mode between
the performer and the system. Satisfaction of temporal
patterns p1, p2 or p3 allows to switch between the different states s0, s1, s2 and s3. These patterns can for
example be defined as temporal evolutions of some audio
descriptors. s0 is associated to a classical phase of interaction of a score following system with electronic actions
adapting to a sequence of predefined events. Reaching the
end of the sequence leads to the beginning of the next part
(s1) where the musician improvises with the generation
model guided by a scenario chosen as a given harmonic

This paper sketches an environment allowing the temporal management of human-computer improvisation. In this
approach, improvisation plans with different kinds of interactions at multiple time-scales were considered ranging
from completely determined to unordered events and reactions. The proposed environment integrates a model of
generation for the improvisation in the high-level structure
provided by a language for the specification and coordination of electronic actions depending on defined events.
This coupling of high-level dynamic language with an improvisation model (generative processes), which is at the
core of the prototype presented in this paper, enhances the
coupling between interactive computer music and improvised practices. Researches on those lines could address
complex problems with simple and elegant solutions useful
for both music planning and improvised live performance.
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ABSTRACT
In this paper, we propose a tempo prediction model for an
accompaniment system. To realize a system that acts as a
human performer, it is necessary to clarify how performance control is done by human accompanists. In our
previous study, we proposed a method for predicting the
next beat time by using the previous history of two parameters: the time difference between the soloist and accompanist and the change of the beat duration of the accompanist. However, the study analyzed only simple music that consisted of notes with the same musical length;
therefore, the model cannot be applied to general music
with different note lengths. In this study, we analyze general ensemble recordings by virtuosi to investigate the
effectiveness of prediction with the two parameters proposed in the previous study and a newly added parameter:
the time length difference between the soloist and accompanist. Then, we propose a method for predicting the
next beat time of the accompanist that is applicable to
general music. The result of an evaluation experiment
shows that this model can predict the next beat time with
errors of 25 - 45 ms.

1. INTRODUCTION
The automatic accompaniment system [1-5], which performs accompaniment synchronizing with human soloists,
is an important piece of research as one of the real-time
interactive systems between human and computer. The
system has both solo and accompaniment scores and controls the timing of the system’s performance to cooperate
with a soloist’s performance. The previous pieces of research on the accompaniment systems focus mainly on
the tracking of a soloist’s performance for performance
mistakes or large tempo changes and give little consideration to the quality of the musical performance of the accompaniment in regard to whether the accompaniment
performance is adequate in comparison with human accompanists. Therefore, a method for controlling human
accompanists has not been clarified yet.
As a previous study on the analysis of ensemble performances, Rasch [6] analyzed and discussed the
asynchronization of trio ensembles by using directional
microphones but did not mention the performer’s control
method. In some pieces of research [7-9], a model for
accompaniment performance performed by using a simple etude with constant note length was proposed. However, general ensemble music has various notes with different note lengths, so the model cannot be applied. Dan-

kuroiwa@faculty.chiba-u.jp

nenberg [10] proposed a linear tempo model of tapping
with music such as jazz or rock music, which has a relatively constant tempo, but did not consider the interaction
between human musicians. In the researches of conducting system ([11] etc.), the virtual orchestra follows the
human conductor but there is no sound interaction between the conductor and the orchestra.
In this study, to improve the accompaniment control
model of our previous study [9], we propose a method of
accompaniment control that is applicable to general music. The learning of parameters for the control model uses
performances of virtuosi recorded on CDs.

2. PREVIOUS STUDY [9]
In this section, we explain in detail about the accompaniment control model proposed in our previous study [9].
In the study, it was assumed that human performers
played music on the basis of an internal clock corresponding to the beat, and in an ensemble, he/she played
while adjusting their clock to synchronize with the clock
of the ensemble partner. Therefore, we proposed a model
for predicting the next beat time from the history of performances of all performers in an ensemble. In the previous study, ensemble performances given by human performers (graduates of a piano course from a college of
music) were recorded. The recorded piece was a piano
etude consisting of only eighth notes (played by only one
hand for each performer). Analyzing the performance and
mutual relationship in time, the model for predicting a
human performer was estimated.
We define the history of the beat time of the soloist
with
and the history of the beat time of the
accompanist with
The model is intended to
estimate the beat time of the accompanist in the future
. In the prediction, we used two parameters: the time
difference between the soloist and accompanist and the
change of the beat duration of the accompanist.
The time difference between the soloist and accompanist is the difference of beat time between the two performers in each beat, defined as:
(1)
, where is a soloist’s onset time of the beat , and is
an accompaniment’s onset time of the beat .
The change of the beat duration of the accompanist is a
variation of an accompanist’s inter onset interval (IOI) in
each beat, defined as:
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is an accompanist’s IOI, defined as:

(5)
(3)

To predict the next beat time of the accompaniment ,
we proposed a model for predicting from the history of
these two parameters with Equation 4.

is equal to the deviation of the time difference as
shown in Equation 6, and [7, 15] show that the correlation between this parameter ( ) and the tempo modification ( ) is high.

(6)

, where
are the partial regression coefficients
applied a multi-regression analysis on the ensemble data
of human performers, and is the number of the history
of the parameters. Then, variable selection is conducted
by using the stepwise method.
In the previous study [9], we analyzed a piece where
there are notes on all beats; however, general music has
situations where a note is not present on the beat. Therefore, in that case, the model cannot be applied.
In this study, we analyze general music and propose an
accompaniment control model that can be applied for any
score. Furthermore, to be able to analyze large amounts
of general music, we analyze recorded CDs played by
virtuosi.

3. PREDICTION PARAMETERS
3.1 Measurement of Beat Time
The previous study [6], in which the author used directional microphones placed in front of each performer,
allowed the sound of each instrument to be analyzed separately. However, it is difficult to collect a lot of data
with this method. Therefore, in this study, we analyzed
commercial CDs played by virtuosi by using the method
proposed in [12, 13]. First, we fitted the acoustic signal of
the CDs to the score data in the MIDI format by using the
tool proposed in [12], and then, we measured the onset
time. However, some fitting errors and subtle errors occur
with this automatic fitting, so we modified the fitting
result by hand. By observing spectrograms and listening
to acoustic signals [14] by using the tool shown on p.67
in [13], we determined the onset time of the notes of each
beat more precisely.
3.2 Proposed Prediction Parameters
With the previous model [9], it was not possible to predict the timing of the next beat of the accompanist when
there is no note that sounded at the same time with the
beat of the accompaniment. In this study, if there is a solo
note on the beat in this situation, we assume that the beat
time of the accompanist is the same as that of the soloist,
thus allowing the calculation of each parameter for the
prediction of the next beat. Moreover, in this study, we
added a variable, the time length difference between the
soloist and accompanist, as the parameter for predicting
the next beat time, and it is defined as:

In this study, we propose a model for predicting the
next beat time of the accompanist from these three parameters (
) in the ensemble data
between the soloist and accompanist.

4. EXPERIMENT
4.1 Material
We used the forth movement from “Sonata in A major for
violin and piano,” composed by C. Franck for the analysis. We use the arrangement version of this piece for flute
and piano because our accompaniment system is developed for solo flute with piano accompaniment. We analyzed measures 1 - 36, 51 - 64, 87 - 98, and 185 - 235 (the
Auftakt notes in measures 1, 51, and 185 were included
in the analysis data). The pairs of musicians are shown in
Table 1. The average of each accompanist’s IOI, beats
per minute (BPM), and the standard deviation are shown
in Table 2.
4.2 Simple Regression Analysis
To examine the correlation between the predicted value
and the three predictor parameters (
), scatter diagrams are shown in Figure 1, in which
the horizontal axes are the three predictor parameters, and
the vertical axes are the predicted values. Also, the coefficients of correlation between each predictor parameter
and predicted value are shown in Table 3. From Figure 1
and Table 3, these three parameters have a correlation
with the predicted value . As the result of a statistical
test, the null hypothesis that there is no correlation was
rejected at the 1% significance level for all parameters;
therefore, these three predictor parameters are shown to
be effective for predicting the next beat time.
4.3 Multiple Regression Analysis
Although the model for predicting can use these three
parameters, the possible combinations of the three parameters are different depending on the presence/absence
of a note on the beat. The possible combinations and the
frequency in analyzed data are shown in Table 4. Within
possible seven combinations, we can use three combinations of parameters:
,
,
and only
, which have a sufficient amount of data
to perform multiple regression analysis.
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Soloist (flute)
Emmanuel Pahud
James Galway
Jean-Pierre Rampal
William Bennett

Accompanist (piano)
Eric Le Sage
Martha Argerich
Pierre Barbizet
Clifford Benson

Table 1. Musician information of analyzed CDs

Accompanist’s IOI [s]
Tempo [bpm]
Standard deviation of accompanist’s IOI [s]

Duo A
0.37
164
0.040

Duo B
0.38
160
0.063

Duo C
0.32
189
0.036

Duo D
0.41
147
0.054

Table 2. Average of accompanist’s IOI, tempo, and standard deviation
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(b) Duo B
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(d) Duo D
Figure 1. Scatter diagrams of each accompanist
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Duo A

Duo B

Duo C

Duo D

0.28

0.34

0.32

0.41

-0.35

-0.39

-0.60

-0.31

0.30

0.24

0.38

0.41

Table 3. Coefficient of correlation in each parameter

Number of data

294

0

55

2

1

55

0

Table 4. Combinations and frequency of parameters

The models for predicting the three combinations are
shown in Equations 7 - 9, and we change the equation
depending on the possible combination of parameters.

present, calculate by using obtained sequentially from
the past.
Using this method, performance prediction becomes
possible in every beat. We conducted the closed and open
experiments by using the partial regression coefficients in
Table 5. The results of calculating prediction error for the
beat notes of all of the experimental data are shown in
Table 7.
4.5 Discussion

We perform the multiple regression analysis for these
three combinations and calculate the partial regression
coefficient and the constant term for each performer pair.
We performed two types of experiments; one was a
closed test where all data were used for learning and testing, and the other one was an open test where the first
half of the data (measures 1 - 36, 51 - 64, 87 - 98) was
used for learning and the last half of the data (measures
185 - 235) were used for testing because this piece has a
similar phrase structure in the first half and the last half.
The partial regression coefficient and constant term calculated by the multiple regression analysis are shown in
Table 5. In Table 6, we apply the coefficients in Table 5
to Equations 7 - 9 and evaluate the prediction error for
each combination and each pair.
4.4 Proposed Prediction Method for General Music
To make a practical model, we would like to propose a
prediction method that uses all data by combining Equations 7 - 9. However, in some cases, it is not possible to
predict because there is no solo or accompaniment note
that is required to apply a model that combines these
equations. Even in this case, the accompaniment system
must continue to play, so it is necessary to predict the
next beat time. In any case, the system has the histories of
because our accompaniment system determines the
beat time sequentially while continuing to play. If there
are of three beats past, on the basis of Equation 9, we
can predict with Equation 10.

In Equation 10, when the notes on
are
not present, apply the onset time of the solo if the onset
time of solo
is present. When neither is

As a result of the evaluation experiment, the prediction
error was about 25 - 45 ms for any pair from Table 7.
According to [6], the perception of the gap of the onset
timing of two sounds on playing instruments is more difficult than on psychological stimulation experiments because of the effect of pitch and timbre and a longer rise
time of musical notes than stimulation, and therefore, it is
considered that errors of about 25 - 45 ms mean rather
high quality for a prediction model for an accompaniment
system. For reference, the average of time differences
between the soloist and the accompanist are shown in
Table 7. It looks that the prediction errors are comparable
with the time differences between them.
In the open experiment, the situations where the prediction error was more than 100 ms were about 2% in all
data. Figure 2(a) is the score excerpted from measures
184 - 186. Our model can predict the note from the third
beat of measure 185 by using beat time
of the preceding three notes, and the prediction error of this note is
more than 100 ms for Duo A, Duo B, and Duo D because
the Auftakt note of measure 185 was played very long
and the prediction model did not work well. The error of
Duo C was also relatively large. Figure 2(b) is the score
excerpted from measures 219 - 221. In this situation, the
prediction error was more than 100 ms for all musicians.
The large error occurred at the second, third, and fourth
beats of Duo A, the second and third beats of Duo B, the
third beat of Duo C, and the first, second, and third beats
of Duo D. These are the situations where the tempo
slowed down by ritardando, and after that, the tempo accelerated by animato, so these large tempo changes made
it difficult to apply the prediction model. The proposed
model cannot handle these situations because it models
the situation where the tempo is nearly constant, but it
would be possible to handle this situation by adding a
parameter of the tempo change expected from the score.
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Duo A
Duo B
0.18
0.39
-0.43
-0.37
0.21
0.018
0.0020
0.0
-0.030
-0.69
0.026
-0.72
-0.012
-0.025
-0.22
-0.19
0.011
0.013
(a) Closed experiment

Duo C
0.23
-0.54
0.096
0.0030
-0.66
0.010
0.0010
-0.42
-0.0030
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Duo D
0.51
-0.49
0.16
0.0040
-0.15
0.14
-0.020
0.080
0.0020

Duo A
Duo B
0.23
0.32
-0.39
-0.33
0.22
0.097
0.0020
0.0010
-0.18
-0.65
0.29
-0.36
-0.010
-0.030
-0.30
-0.24
0.0070
0.011
(b) Open experiment

Duo C
0.28
-0.61
0.14
0.0030
-0.66
-0.069
0.0040
-0.46
0.0010

Duo D
0.55
-0.39
0.14
0.0060
-0.40
0.12
-0.029
-0.079
0.000017

Table 5. Multiple regression analysis result (partial regression coefficient and constant term)

Duo A
Closed
Open

0.030
0.029

Duo B

Duo C

0.040
0.041

0.027
0.027

Duo D
0.043
0.044

Duo A
0.040
0.051

Duo B
0.052
0.052

Duo C
0.028
0.034

Duo D

Duo A

0.056
0.070

Duo B

0.036
0.047

0.049
0.054

Table 6. Prediction error [s] of each combination

Closed
Prediction
error
Open
Average difference

Duo A
0.032
0.033
0.026

Duo B
0.041
0.043
0.038

Duo C
0.028
0.029
0.031

Duo D
0.043
0.044
0.030

Table 7. Prediction errors [s] of evaluation experiment and
average of time differences [s] between the soloist and the accompanist

(a) Measures 184 - 186

(b) Measures 219 - 221
Figure 2. Excerpt of score
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Duo C
0.034
0.042

Duo D
0.034
0.041
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In addition, errors of more than 100 ms occurred in other
situations of each of the two notes of Duo B and Duo D.
In these situations, it is considered that the accompanists
performed the notes with tempo rubato or large agogik
because of the different interpretation of each performer.
These musical deviations cannot be treated in the proposed method, but they are essential in music performance and have musical characteristics [6]. Human performers have shared musical knowledge, and in general,
they rehearse an ensemble before a concert or recording
and share their musical expression. In the future, the accompaniment system has to share this musical knowledge
with the soloist through rehearsal.

[6] R. A. Rasch, “Synchronization in Performed
Ensemble Music,” Acustica, vol. 43, pp.121-131,
1979.

5. CONCLUSION

[9] Y. Horiuchi, K. Sakamoto, A. Ichikawa, “Estimating
the Model of Human Ensemble,” Information
Processing Society of Japan, vol.45, no.3, pp.690697, 2004 (in Japanese).

In this paper, we proposed a tempo prediction model for
an accompaniment system. Improving the model of our
previous study [9], the proposed method can be applied to
general music including various notes. The results of
evaluation experiment show that this model can predict
the next beat time of an accompanist with errors of 25 45 ms, and this model could be implemented in the accompaniment system easily. Because the musical deviations (such as tempo rubato or agogik) are included in the
analysis data, it is considered that the deviations caused
some prediction errors. General performances have these
musical deviations; therefore, in the future, we have to
implement musical knowledge in the accompaniment
system or introduce a mechanism for learning the deviation through rehearsal with a soloist.
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ABSTRACT
In light of the promising results obtained by driving a lowcomplexity digital waveguide (DW) violin model with synthetic bowing gestures 1 , we currently explore the possibilities of combining DW and finite-difference time-domain
(FDTD) frameworks to construct refined, yet efficient physical models of string quartet instruments. We extend previous approaches by combining a finite-width bow-string
interaction model with a dynamic friction model based on
simulating heat diffusion along the width of the bow. Bow
hair dynamics are incorporated in the bow-string interaction,
which includes two transversal string polarizations. The
bridge termination is realized using an efficient, passive
digital reflectance matrix obtained from fitting admittance
measurements. In this paper we present and discuss the
current status and future directions of our modeling work.
1. INTRODUCTION
Bowed strings can be considered as one of the key challenges in computer-generated instrumental sound. In an
attempt to provide means to generate realistic synthetic
bowed-string performances by computer, for a number of
years we have been interested in measuring, modeling, and
synthesizing bowing gestures [1]. Be it via sample-based
techniques incorporating spectral-domain sound transformation, or via physical modeling synthesis, the use of synthetic bowing gestures to drive violin sound generation has
proved to dramatically enhance the realism of generated performances 1 [2]. In consideration of the promising results
recently obtained by driving a simplified digital waveguide
physical model [3] with rendered bow strokes, we are interested in constructing refined bowed-string models that can
serve as a basis for further developing bowing synthesis.
Today, the physics of bowed strings has been studied for
over 150 years. Since Helmholtz [4] described the ideal
bowed-string motion in 1862, many scientists have pursued
research towards understanding and modeling the sound
production mechanisms behind such expressive instruments.
Here we will provide a very brief review. As early as 1914,
1 http://ccrma.stanford.edu/ esteban/bowed/
˜
demo14.wav (digital waveguide model)

Raman [5] proposed the first algorithm for bowed-string
motion, modeling friction force as a nonlinear function of
sliding velocity. Without a computer, he was able to predict
most string vibration regimes nowadays understood. Later,
Friedlander [6] and Keller [7] simulated Raman’s model in
a computer, proposing a graphical solution to the friction
nonlinearity. A next important step was performed by McIntyre and Woodhouse [8], who further developed Friedlander
solution, adding a hysteresis rule for solving the nonlinearity. Then, real-time simulation was made possible by Smith
[9, 10], who reformulated bow-string interaction as a scattering junction having a precomputed (noniterative) nonlinear
reflection coefficient, and developed efficient techniques to
simulate instrument bodies as efficient IIR digital filters. A
monumental work by Pitteroff and Woodhouse [11] introduced a finite-width bow-string interaction model including
hair dynamics, demonstrating partial slips for the first time.
Later, a first dynamic friction model based on simulating
the bow-string contact temperature was introduced in [12]
and later applied in [13] to a point-bow model, providing
simulations that qualitatively matched the hysteretic behavior of friction as observed experimentally through dynamic
measurements. For an excellent review of models up to
2004, please refer to [14]. Since then, the introduction of
vertical string polarization (perpendicular to the bow direction) into a point-bow model with static friction [15] can be
considered a further relevant contribution.
In this paper, we report on our own progress towards a
further refinement of current bowed-string simulation approaches. We introduce a model combining a finite-width
bow-string interaction model with a dynamic friction model
based on simulating heat diffusion along the width of the
bow. Bow hair dynamics are incorporated in the bow-string
interaction, which includes two transversal string polarizations. The strings are coupled at a bridge termination, which
is realized via an efficient, passive digital reflectance matrix
obtained from fitting admittance measurements. The rest of
the paper is structured as follows. In Section 2 we provide
an overview of our framework. Section 3 describes our approach to temperature-dependent friction, while Section 4
introduces bow-string interaction. In Section 5 we describe
our model for the bridge admittance. Section 6 presents
some preliminary results using our model, and we finally
conclude by providing an outlook to further developments.

Copyright: c 2014 Esteban Maestre et al. This is an open-access article dis-

2. OVERVIEW OF THE MODEL

tributed under the terms of the Creative Commons Attribution 3.0 Unported License,
which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are credited.

Julius O. Smith III
CCRMA – Stanford University
jos@ccrma.stanford.edu

We develop a bowed-string synthesis framework that combines temperature-driven dynamic friction and finite-width

- 1305 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

Figure 1: Overview of our model, combining digital waveguide and finite-difference approximations.
bow-string interaction. A schematic illustration is provided
in Figure 1. Our framework considers two polarizations
of string transverse waves: horizontal (parallel to the bowing direction) and vertical (perpendicular to the bowing
direction). The DW framework is used for propagation.
Traveling losses in both polarizations are represented as
cascaded IIR filters at the end of each direction of the DW.
Horizontal and vertical transverse waves get coupled at
the nut, at the bridge, and at the the finite-width bow-string
contact. At the nut, both polarizations of all four strings
get coupled through a lumped 2 × 2 admittance matrix with
real entries, leading to a reflectance. At the bridge, both polarizations of all four strings get coupled through a lumped
2 × 2 admittance matrix that represents the instrument body,
and contains complex, frequency-dependent elements. The
corresponding bridge reflectance matrix is realized via two
IIR digital filters, each in parallel form and representing
one polarization, as detailed in Section 5.
In an equivalent manner as introduced in [11], bow-string
interaction is represented by a line of nodes, each modeling
an equivalent hair-string contact. Here, bow and string interact in both polarizations: nonlinear interaction happens
on the horizontal plane, while linear interaction happens
on the vertical plane. Horizontal-vertical coupling happens
through the (vertical) normal force exerted by the string
on the hair. In between nodes, we use the traveling wave
solution provided by DW. Interaction in the horizontal plane
takes place through a nonlinear friction characteristic that
is solved at each node. The coefficient of friction is dynamically modulated by temperature changes happening
along the nodes in the bow-string contact. Hair compliance
and elasticity are included in each node via FDTD, leading
to a nonlinearity that can be solved graphically a la Friedlander. In the vertical plane, each node is represented as
a lumped junction each with a series-loaded admittance in
the form of a mass-loaded parallel spring-dashpot. Details
of bow-string interaction are given in Section 4.
Excess temperature along the width of the string-bow

contact is modeled via a non-homogeneous diffusion expression, with two additional terms (see Section 3). Our
aim here is to propose a model of dynamic friction which,
by providing a hysteric behavior that is qualitatively comparable to that demonstrated by in [12] or in [16], enables
finite-width, multi-hair simulation, and is efficient and flexible enough to serve as a platform for investigation on sound
synthesis. Temperature is increased via the conduction of
heat due to the sliding friction happening at any of the nodes
along the bow width, with the source term of the diffusion
expression fed by sliding velocity and normal force. Temperature loss is caused either by convection during sliding,
or by diffusion.
For the moment, we are ignoring the effect of torsional
string vibration or the body of the bow. Moreover, we
acknowledge that the individual equivalent hairs are represented as independent mechanical systems, ignoring any
hair-hair interaction.

3. THERMAL FRICTION
Temperature of the string section in contact with the bow
hairs is simulated by spatio-temporal discretization of the
one-dimensional, non-homogeneous diffusion relation in
Eq. (1), where T (x, t) represents the relative temperature
(with respect to ambient temperature) at position x along
x
the string at time t, α is the diffusivity, v∆
is the equivalent
hair-string differential (sliding) transversal velocity, and
Fsx is the equivalent hair-string friction force. Inspired by
the convolution integral approach introduced in [12], we
re-formulate the problem to enable one-dimensional heat
diffusion and to avoid expensive convolutions. The first
two terms of Eq. (1) correspond to the homogeneous diffusion, while the third and fourth respectively correspond
to losses by convection with the rosin, and temperature increase (conduction) by friction. Parameters CC and CH
can be computed as a function of a specific heat capacity
governing heat transfer at the hair-string interface. Param-
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Figure 2: Friction dependence on temperature. Simplified,
36
piece-wise linear approximation.

eter CC modulates temperature loss by convection, while
parameter CH modulates temperature increase by friction.
∂T (x, t)
∂ 2 T (x, t)
x
+ CC T (x, t)|v∆
−α
(x, t)| =
(1)
∂t
∂x2
x
CH |Fsx (x, t)v∆
(x, t)|
Each of the equivalent hair-string segments under simulation is either sticking or slipping. During the sticking
x
phase, the differential velocity v∆
remains zero, and Eq. (1)
becomes the relation of homogeneous diffusion, enabling
the representation of heat diffusion along the string segx
ment. During the slipping phase, the non-zero value of v∆
brings in the contribution of the other two terms, leading to
a temperature increase moderated by convection.
When discretizing partial derivatives for simulation, a
forward difference scheme was used for approximating
time derivatives, while a centered difference was chosen
for approximating space derivatives. Stability analysis of
the resulting update equation leads to the requirement in
Eq. (2). Given that spatial discretization ∆x is imposed
by the number of equivalent bow hair-string segments used
for simulation of the bow-string interaction (see Section
4), the stability requirement imposes a maximum temporal
discretization ∆tmax for a given diffusivity α.
∆t
1
α
<
∆x2
2

35

Figure 3: Nonlinear bow-string interaction: graphical solution a la Friedlander, accounting for hair elasticity and
compliance.
4. BOW-STRING INTERACTION
4.1 Horizontal plane
For each node, hair-string interaction in the horizontal plane
(polarization parallel to the bowing direction) is tackled via
(i) using a finite-difference approximation to simulate hair
dynamics, and (ii) graphically solving the nonlinear friction
problem by means of a modified Friedlander construction
[6] that accounts for hair dynamics in a straightforward
manner. In between nodes, we rely on the traveling wave solution provided by DW. For each node (i.e., equivalent hair)
in the bow-string segment, let us define: vsx as the transverse horizontal string velocity; vsx,p as the the transverse
horizontal string velocity as computed by only taking into
account the incoming waves arriving from adjacent nodes
via DW; vhx as the longitudinal velocity of the equivalent
x
hair as relative to longitudinal bow velocity vb ; v∆
as the
x
hair-string differential velocity; Fs as the string transverse
horizontal (friction) force; and Zs as the string transverse
impedance. At all times, the string motion obeys
vsx = vsx,p +
with

(2)

For a given bow width and spatial discretization, the total
number of nodes used for simulation of Eq. (1) will result
from also accounting for the length of the string segment
for which heat diffusion is computed beyond the bow. At
the boundaries of such segments, relative temperature is
imposed to be zero. For the nodes corresponding to the
width of the bow, string sliding velocity and force (see
Section 4) are collected each time step and used in terms
three and four of Eq. (1).
The coefficient of friction µ governing hair-string interaction is modeled in terms of a simple relation with temperature at each equivalent hair-string segment (see Figure 2),
following the qualitative nature of the experimental results
introduced in [12] and applied in [13].

|Fsx | < µFN
x
Fsx = sign(v∆
)µFN

Fsx
,
2Zs
(STICK),
(SLIP),

(3)

(4)

where µ is the temperature-dependent friction coefficient,
and FN is the normal force exerted by the equivalent string
x
segment on the equivalent hair. Moreover, defining v∆
=
x
x
vs − (vb + vh ) we have
vsx = vb + vhx

(STICK).

(5)

Now, in order to express vsx in Eq. (5) in terms of Fsx , we
model the dynamics of vhx via a massless (parallel) springdashpot [11]. The differential equation governing such a
system can be written as
Z
x
Fs (t) = −kh vhx (t)dt − ch vhx (t),
(6)
where kh and ch respectively correspond to the equivalent
hair elasticity and compliance constants. By trapezoidal
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Figure 4: Vertical admittance of the bow as seen from the
string (vertical polarization). Each junction represents one
equivalent hair-string segment.

−60
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−100

approximation of the integral term, we arrive at
vhx = −aFsx + b,

rad

2
40

(STICK),

4.2 Vertical plane
For the polarization that is perpendicular to the bowing
direction, each equivalent hair-string segment is treated as a
lumped junction between adjacent DW segments. A finitedifference approximation is used to simulate the transversal
vertical admittance of the hair as seen from the string. At
each junction, the normal force FN exerted by the string on
the hair must equal the total force Fsy applied by the hair
on the string. In our model, we impose that

3

10

4

10

Figure 5: Synthetic admittance Ŷhh modeling example.
Magnitude (top) and phase (bottom). Dashed curves: admittance measurement; solid curves: model with M = 15.
via the modal framework, by means of an IIR digital filter in
parallel form. Starting from the structurally passive admittance matrix formulation introduced in [17] (see Eq. (11)),
we developed a technique for fitting the parameters of a
passive IIR digital filter to vibration measurements obtained
experimentally.
A useful set of structurally passive two-dimensional drivingpoint admittance matrices can be expressed in the z-domain
[17] as

Ŷ(z) =

(10)

We simulate Yhy as a two-pole digital resonator as resulting
from constructing an equivalent mass-loaded parallel springdashpot structure and discretizing through the trapezoidal
approximation. Values for the mass, spring and dashpot can
be made dependent on the external vertical force Fb .
5. BRIDGE INPUT ADMITTANCE
In order to allow for both horizontal and vertical polarizations of the transverse waves on the string, we simulate the
two-dimensional, driving-point bridge admittance matrix Y

Ŷhh (z) Ŷhv (z)
Ŷhv (z) Ŷvv (z)


=

M
X

Hm (z) Rm , (11)

m=1

where each Rm is a 2 × 2 positive semidefinite matrix, and
each m-th scalar modal response
Hm (z) =

(9)

where Fb is the vertical force applied by the player, and
Fhy is the vertical force at the junction due to interaction
between incoming traveling waves and the junction vertical admittance Yhy as seen from each of the two seriesconnected string segments. Therefore, at each junction (see
y
y
Figure 4), the string segment vertical velocities vL
and vR
y
must both equal the hair vertical velocity vh , while the sum
of vertical forces FLy and FRy applied by the string segments
must equal the force Fhy of the load:
y
y
vL
= vR
= vhy
y
y
FL + FR = Fhy

2

10
Hz

(8)

which, combined with Equations (3) and (4), forms a system of equations which can be solved graphically a la Friedlander [6] by extending the solution proposed in [13] via
incorporating hair dynamics in a straightforward manner.
This is illustrated in Figure 3.

Fsy = Fb + Fhy ,

1

10

(7)

where a is a positive constant and b depends on previous
values of Fsx and vhx . Finally, combining Eq. (5) and (7) we
have
vsx = −aFsx + vb + b

0
−2

1 − z −2
(1 − pm z −1 )(1 − p∗m z −1 )

is a second-order resonator determined by a pair of complex
conjugate poles pm and p∗m . The numerator 1 − z −2 is the
bilinear-transform image of s-plane zeros at DC and infinity,
respectively, arising under the “proportional damping” assumption [17]. It can be checked that Hm (z) is positive real
for all |pm | < 1 (stable poles). We estimate pm in terms of
the natural frequency and the half-power bandwidth of the
m-th resonator [18].
Departing from admittance measurements in digital form
and the M -th order modal decomposition described in
Eq. (11), the problem is posed as a constrained minimization over M mode frequencies, M bandwidths, and M positive semidefinite 2 × 2 gain matrices. In a first stage, mode
frequencies and bandwidths are estimated in the frequency
domain via sequential quadratic programming. Then, mode
amplitudes are estimated via semidefinite programming
while enforcing passivity. We obtain accurate, low-order
digital admittance matrix models. The frequency response
of the horizontal entry Ŷhh of a cello bridge admittance matrix model (M = 15) is displayed in Figure 5. Details about
this modeling procedure, including both the measurement
and the fitting, can be found in [19].
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NB
3
6
10
20
33
60

∆x (mm)
3.3
1.6
1.0
0.5
0.3
0.16

fs (kHz)
30.3
60.7
91.0
182.1
303.6
546.5

Real Time
4.3%
9.2%
18.4%
49.6%
119%
334%

Table 1: Details on computational cost, tested on a 5-year
old laptop CPU (Intel P9400). Fully-featured cello simmulation, bowing its C-string with a bow spanning 1 cm,
modeled via NB equivalent hair-string interaction nodes.

Figure 7: Detail of the spatio-temporal distribution of friction force Fsx (top) and hair relative horizontal velocity vhx
(bottom), as seen from the nut side of the bow-string contact.
Note that time (bottom axis) is reversed (right to left).

6. PRELIMINARY TESTS
Our motivation is to construct a reliable platform that, by
providing means for simulating the qualitative nature of
bowed strings as observed in previous studies, can serve
as a basis for developing sound synthesis. Because we
face iterative tests involving calibration both of the physical
model and of the bowing synthesizer, an important consideration for our approach is efficiency. We have decided
to implement our model entirely in plain C so that time
computation can be minimized, always aiming at real-time.
For the time being, we have discarded parallel computation
of any kind.
Many parameters are involved in the physical modeling
framework introduced here. It is not the aim of this paper to
provide a study on parameter dependence, but to introduce
our model and to report on its current state and qualitative
behavior. The preliminary tests we carried out with our
system are very promising, both in terms of stability and
qualitative nature, and also regarding efficiency. The design
parameter that presents a most dramatic effect on computation cost is the spatial discretization ∆x, which directly
translates into the number of nodes used to model bowstring interaction. For a desired ∆x, stability imposes ∆t.

Even for moderately fine spatial discretizations, simulations
including all four strings and a high-fidelity input bridge
admittance can be computed in the vicinity of real-time.
Table 1 provides details on computational cost.
In Figure 6 (spanning the whole last page of the paper) we
plot various relevant measures obtained with a calibration
of our model when driving the open C string of a cello
with constant bow velocity vb = 0.15 m/s, constant relative
bow-bridge distance β = 0.07, and a uniformly distributed
bow force Fb = 300 N/m. A total of 60 equivalent hairstring segments were used to simulate 1 cm of bow width
in contact with the string. The configuration was chosen so
that it was straightforward to observe temperature diffusion,
the histheretic behaviour of friction, partial backward slips,
partial forward slips (observable in the top left corner of
friction curve corresponding to the nut half of the bowstring contact, and also in the temperature profile), and hair
dynamics in both planes. Regarding temperature ranges,
note that because the friction dependence with temperature
is an arbitrary function (see Section 3), different parameter
choices can be made valid, allowing for certain flexibility.
For clarity, in Figure 7 we additionally display the spatiotemporal distribution of friction force Fsx (top) and hair
relative horizontal velocity vhx (bottom) as seen from the
nut side of the bow-string contact, positively showing the
differences between the osciallations suffered by the hair
during sticking and slipping. Finally, the effect of choice of
damping for the equivalent representation of the hairs in the
vertical plane can be observed in Figure 8, where vertical
waves arriving as reflected from the bridge get progressively
attenuated as they go through the bow-string contact.
7. OUTLOOK
We have reported on the current state of our refinement over
current bowed-string simulation approaches. Our model is
able to match the qualitative nature of previously observed
behaviors, but incorporating innovative aspects such as a
finite-width dynamic friction model, or a modified Friedlander construction allowing for an efficient solution of nonlinear string-hair dynamics. The model offers a promising
compromise between detail and computational cost. Clear
next steps are adding torsional string vibration, and further
investigating and implementing the modulation of hair physical constants [20] as a function of varying bow force or
bowing position. Moreover, we currently prepare extended
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Figure 8: Illustration of the spatio-temporal distribution of
the effective bow (vertical) force Fsy for a simulation with
increased hair damping.
tests with synthetic bowing data in order to produce realistic
musical sounds which could serve as a basis for evaluating which model features or parameter configurations are
perceptually more relevant.
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Figure 6: Simulation test, relevant measures. Open C string of a cello driven with vb = 0.15 m/s, β = 0.07, and Fb = 300
N/m. Top to bottom, left to right: String horizontal velocity, friction force, hair relative velocity, effective bow force, friction
map (slip: white; stick: black), temperature, sliding velocity
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greys: towards bow midpoint), sliding velocity vs friction (nut-side half of the bow-string contact; darker greys: towards bow
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ABSTRACT
A cross-lingual voice conversion system aims at modifying
the timbral structure of recorded sentences from a source
speaker, in order to obtain processed sentences which are
perceived as the same sentences uttered by a target speaker.
This work presents the cross-lingual voice conversion problem as a network of related sub-problems and discuss several techniques for solving each of these sub-problems, in
the context of a modular implementation that facilitates
comparisons between competing techniques. The implemented system aims at high-quality cross-lingual voice conversion in a text-independent setting, i.e. where the training sets of sentences recorded by source and target speakers are not the same. New strategies are introduced, such as
artificial phonetic maps, N -likelihood clustering and normalized frequency warping, which are evaluated through
numerical experiments.
1. INTRODUCTION
Voice conversion refers to the process of manipulation of
acoustic parameters that transform sentences uttered by a
source speaker into sentences that sound as if having been
uttered by a target speaker, according to the original formulation of the problem by Childers et al. in 1985 [1]. The
cross-lingual variant of the problem considers that source
and target speakers are not required to speak the same language.
Among the applications of cross-lingual voice conversion
a few are prominent, such as the personification of interactive systems with speech synthesis from text, so called
Text-To-Speech Systems (TTS) [2] and personalized virtual
interpreter systems [3, 4], which usually require subsystems for speech recognition, text translation and speech
synthesis, possibly coupled with voice conversion.
A voice conversion system takes into account the timbre and prosody of the source and target speakers. These
are easily recognizable perceptual aspects of speech which
present difficulties in terms of definition and formalization in general terms. But in the specific context of voice
conversion, timbre is usually considered in terms of the
dynamic spectral envelope of the voice signal, whereas
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prosody is reduced to energy and melodic contours and
rhythmic patterns of phonemes [5, 6, 7, 8].
Timbre and prosody transformations in a voice conversion system usually depend on a training stage, which may
be text-dependent or text-independent. In the text-dependent setting source and target speakers are required to record the same sentences, which are time-aligned and corresponding segments are matched to create mappings from
source to target acoustic parameter spaces. In the textindependent setting [9] the sentences uttered by source and
target speakers are not necessarily the same; segments are
mapped into an acoustical feature space and clustered according to artificial phonetic classes, which may or may
not coincide with conventional phonetic classes of the corresponding language.
Artificial phonetic classes are one of the fundamental constructs that characterizes the representation of a speaker’s
identity within a voice conversion system, the so-called
corpus of that speaker. Acoustic parameters of source sentences are then mapped to an artificial phonetic class before
being transformed to a corresponding (artificial) phonetic
class in the target acoustic feature space. The corpora of
source and target speakers are then used to build a mapping
between the acoustic feature spaces that allow the conversion of the meta-representations corresponding to artificial
phonetic classes, which are ultimately used to render voice
segments with the timbral and prosody qualities extracted
from the corpus of the target speaker.
A distinctive aspect of voice conversion systems is related
to the phonetic content of the languages used in the training and conversion stages. Cross-lingual voice conversion techniques usually presuppose that source and target
speakers use different languages; although this is not a requirement, it guides the development of techniques that do
not explore coincidences of the artificial phonetic classes
obtained from source and target speakers. The central point
of this work consists in performing a genuine conversion
where each speaker uses her/his own language, in which
case training is inevitably text-independent. It is important
to emphasize that no kind of symbolic-textual processing
(e.g. translation) is carried out in this type of conversion,
which instead takes place entirely within the acoustic feature spaces, classes and clusters of speech segments that
characterize both speakers.
Section 2 presents a short theoretical framework that underlies the main contributions of this work, which are in
turn presented in Section 3, along with the complete crosslingual voice conversion system. Experimental evaluation
is reported in Section 4, and conclusions and further work
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are delineated in Section 5.
2. THE FRAMEWORK OF THE SYSTEM
The success in the development of a cross-lingual voice
conversion system depends intrinsically on the choice of
reliable tools for the specific sub-tasks that comprise the
conversion process.

Figure 1. Functional modules comprising the voice conversion system.
Figure 1 exhibits a general diagram, in which data flows
for both speakers are identified. The upper lines start with
the flow of sentences uttered by a source speaker (silhouette at the upper-left corner) and the lower line starts with
target speaker (lower-left corner silhouette) sentences. Central and lower lines correspond to a training stage, fed by
both speakers, whereas the upper line represents the conversion stage, where the input is formed only by sentences
of the source speaker; the converted sentences (i.e. with
message content of the source speaker and timbral identity
of the target speaker) are produced at the upper-right end
of the diagram. Sub-tasks are denoted by capital letters,
according to the functional module, as follows:
A The Analysis module takes a recorded sentence, divides it in short quasi-stationary segments and builds a representation of each segment according to a voice production model;
P The Parameterization module is responsible for modelling and quantization of the acoustic parameters;
C The Clustering module is responsible for organizing
the corpus of each speaker into acoustic classes, i.e. modelling the acoustic feature space corresponding to each speaker;
M The Mapping module associates acoustic classes between speakers, using optimized alignment techniques;
T The Transformation module contains the acoustic parameter conversion functions, estimated from the alignment of acoustic classes;
P–1 The inverse Parameterization module readapts transformed (quantized) acoustic parameters to the analysis /
synthesis model adopted; and
S The Synthesis module assembles the output signal incorporating the transformed acoustic parameters.
These functional modules comprise the two-stage voice
conversion system. The lower part of Figure 1 shows the
sequences A →P →C →M →T for both speakers, corresponding to the training stage, whereas the upper part,
whose sequence corresponds to A →P →T →P–1 →S, is
the conversion stage. These modules are discussed in the
sequel.

Conceptually, one may interpret the recorded voice signal as the result of an excitation source, the glottal pulse,
which is modified by the vocal tract; this interpretation applies only to voiced sounds, e.g. vowels, whereas unvoiced
sounds must be considered separately. Under a linearity
hypothesis, the vocal tract is modelled as a filter whose
transfer function modifies the spectral content of the glottal pulse. The harmonic part of this spectrum is modelled
as a train of pulses with corresponding amplitudes; usually
a stochastic component is added to the model in order to
simulate the effect of the air column which freely traverses
the phonatory system.
The vocal tract filter may be represented with few coefficients, which will describe the profile of the filter response or the spectral envelope of each quasi-stationary
segment. Thus it is possible to characterize both harmonic
and stochastic components through their respective spectral envelopes in acoustic feature vectors, for ulterior parametric modelling and transformation. Spectral envelopes
may be obtained through LPC coefficients [10], Cepstrum
coefficients [11] and interpolation methods [12]. The
STRAIGHT [13] technique also uses a glottal pulse/vocal
tract model, allowing manipulation of parameters such as
the spectral envelope, pitch and other acoustic parameters.
Given a representation of voice segments through acoustic feature vectors immersed in an acoustic feature space,
similar voice segments are clustered around a representative (usually the centroid of a set of similar vectors) to define an Artificial Phonetic Class (or APC for short). Two
classes of clustering techniques are of widespread appearance in voice conversion literature: cognitive network methods and statistical methods, more prominently Gaussian
Mixture Models or GMMs [14] which are considered stateof-the-art in voice conversion. A new clustering approach
is introduced here, which normalizes classes in order to
eliminate discrepancies between APCs of different languages.
A model of acoustic mapping between APCs is essential
for the transformation module. The alignment of APCs of
different speakers is based on the assumption that transposition of phonetic characteristics is performed locally, on
the voice segment level, without taking the phonetic context of adjacent segments into account; naturally this assumption applies specifically to the APC alignment problem, not to the whole conversion process. A solution to
APC alignment is proposed here which adapts a classical
graph-theoretical algorithm for minimal cost graph node
matching [15].
The alignment uses APC representatives from both speakers, from which transfer functions are derived (in the training stage). These transfer functions are used in the conversion stage to transform acoustic parameters of a segment
belonging to an APC of the source speaker to acoustic parameters that correspond to a matched APC in the target
speaker model. These parameters, now in the context of
the target speaker acoustic feature space, are synthesized
in the last module into a voice segment that will compose
the converted sentence.
The technical aspects of these modules are detailed in the
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Rewriting fm
= mf0k−1 and refactoring,


Rη k
k−1
2π fm
+ πNm N2
ϕkm = ϕk−1
m +
R

following section.
3. NEW TOOLS FOR VOICE CONVERSION
According to the structure of the system, the Analysis and
Synthesis modules correspond to the first stage, which
should provide a sensible representation for voice segments
(analysis) that will allow a truthful reconstruction of the
converted voice signal (synthesis).
3.1 Module I: Harmonic-Stochastic Modelling (HSM)
The Harmonic+Noise model proposed by Stylianou [16]
is a flexible model that offers a representation framework
for high-fidelity voice reconstruction. It is efficient and
transparent, representing harmonic and stochastic components, which simplifies manipulation and transformation
of voice segments. The harmonic components correspond
to a quasi-periodic portion of the signal, and are represented through individual frequencies, amplitudes and initial phases of sinusoidal oscillators. The stochastic component corresponds to the rest of the signal with essentially
aperiodic behaviour, and is modelled as a source-filter system with white noise as source and LPC coefficients to define the spectral envelope of the filter.
There are several models for speech synthesis which completely discard all phase information and try to rebuild
phases a posteriori from the magnitude spectrum alone, using spectral modelling under the hypothesis of minimum
phase [17]. Instead of discarding phase information, an
alternative representation for the phases of the harmonic
components is here introduced, in order to provide for a
more robust transformation which is less prone to phase
distortion. Consider the harmonic part sh obtained from
the HSM decomposition with L+1 sinusoidal components
of an arbitrary voice segment, indexed as k, of length N +1
(N even) and with samples n indexed from − N2 to + N2 and
sampling frequency R:
(k)

sh [n] =

L
X
m=0

Akm cos




2πmf0k n
+ ϕkm ;
R

(1)

it is considered that the central samples of each segment
are N2 samples apart from each other. The overlap rate is
N
2

N +1 ,

slightly less than 50%.
The phase ϕkm of the m-th harmonic component in Equation (1) refers to the sample n = 0 at the center of the
segment, and can be seen as a sum of two components,
the first that corresponds to the predicted phase propagated
from segment k −1, and a second component that accounts
for the difference between this prediction and the actual
phase obtained in the analysis of segment k:
!
2πmf0k−1 N2
k
k
k−1
ϕm = ϕm +
+ ηm
.
(2)
R
k
This ηm
is actually defined by the above equation, and will
be used to redefine the frequencies of the model in a manner similar to the well-known phase vocoder method.

(3)

which corresponds to
ϕkm = ϕk−1
m +
where

k−1 N
2π fˆm
2
,
R

k
Rηm
k−1
k−1
.
fˆm
= fm
+
πN

(4)

(5)

This process uses information obtained from the HSM
model of segment k to redefine the frequencies of segment
k − 1, and as a consequence the phases for segment k become unnecessary, since they can be recovered from the
phases of segment k − 1 by Equation (4). By iterating this
mechanism, only the initial phases are required to reconstruct the whole sequence of segments corresponding to a
single voiced emission. The reconstruction based on the
above recodification is thus
!
L
X
ˆk n
2π
f
m
+ ϕkm ,
(6)
ŝkh [n] =
Akm cos
R
m=0
which is evidently different from the original segment, but
nevertheless of enormous utility in this context, because it
has no phase discontinuities between overlapped segments.
This representation might be used to reconstruct a perceptually similar signal, but most importantly it allows several
transformations of the signal, such as pitch shift and time
stretch, to be performed easily.
The recurrence relation involving phases and re-estimated
frequencies poses an initial value problem: in principle, the
first segment k = 0 could be represented explicitly through
the phases ϕ0m of the HSM analysis; but since phases are
going to be propagated according to the sequence of reestimated frequencies, it is reasonable to drop the initial
phases for the first segment, and use ϕ0m = 0 in the reconstruction.
It should be noted that this recodification takes this model
away from the original HSM premises, because the rek
estimated frequencies {fˆm
, m = 1, . . . , L} are no longer
guaranteed to be in harmonic relation. Instead, the model
becomes a mixture of the additive synthesis and stochastic
models. It should also be noted that in pitch-shifted segments phase coherency between inharmonic components
is lost, but the resulting artifacts can be masked in the
overlap-add reconstruction.
3.2 Module II: Parametric Decomposition
The Parameterization module normalizes the acoustic parameters using a fixed number of coefficients in order to
characterize segments, creating a correspondence of values that allows the direct comparison of segments within a
normalized feature space.
The central idea of this module is to provide two logmagnitude spectral envelopes, the harmonic and stochastic
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spectral envelopes, and decompose them into sums of radial basis functions (bandpass filters) with flexible shapes
and bandwidths. Such spectral envelopes can be easily
estimated using classical methods such as LPC and Cepstrum, among others [10], and the radial basis functions
decomposition follows the strategy presented in [12], by
constructing sub-bands Ek and initializing basis parameters conveniently.
The sum of L general parametric functions is denoted by
Ê(f ; a, µ, σ) =

L
X

the smallest value, in order to define an N -likelihood cluster as the set υ = {v i | i ∈ I} where I = {J(m∗ , 1 . . . N )}.
Then all indices i ∈ I are removed from the selection
structure K (e.g. set K(i) = +∞, ∀i ∈ I). This process is repeated until the selection structure is emptied (e.g
K(i) = +∞, ∀i). After that, an optional filtering is performed to eliminate clusters with a relatively high dispersion measure.
3.3.2 Artificial Phonetic Map

ψ(f ; am , µm , σm )

(7)

m=1

where each component ψ(f ; am , µm , σm ) : < −→ < corresponds to a continuous basis function with amplitude
am , central frequency µm and bandwidth σm , evaluated
in the frequency range f = [0, R/2].
The problem of radial basis function modelling is to find
an approximation Ê(f ; a, µ, σ) of a discrete function E(f )
such that the error of estimation is minimal. The fitting of
the given function E(f ) to the parametric model
Ê(f ; a, µ, σ) ≈ E(f ) could in principle be obtained by
any iterative optimization method (e.g. gradient descent
or Newton) to obtain the least-squares solution that minimizes the error of the model. Other methods for parametric
decomposition can also be found in the literature [18, 12].
3.3 Module III: Data Clusterization
The Clusterization module groups segments according to
similarity in the acoustic feature space, which will later define the artificial acoustic classes in the phonetic map of the
speaker corpus. First, acoustic vectors with harmonic component amplitudes are quantized and then grouped, based
on a likelihood criterion, for further analysis.
3.3.1 N -likelihood clustering
The N -likelihood clusterization method introduced here
groups vectors in an acoustic feature space in clusters with
N elements (typically between 5 and 10, depending on
window length). Each of these clusters is obtained by minimizing the dispersion of a vector set, measured as the norm
of the diagonal of the covariance matrix of the vector set.
For each segment k with an harmonic amplitude vector
Ak , a temporally-smoothed version v k is defined as


1 k−1 1 k 1 k+1
k
A
+ A + A
.
(8)
v =
4
2
4
Then for each pair (v m , v n ) a similarity matrix E is built
using the euclidean distance E(m, n) = kv m − v n k, and
for each line m of this matrix the indices of the N smaller
values are selected in a sub-matrix J in such a way that
J(m, 1 . . . N ) are the N smallest indices in {E(m, n), ∀n}.
Then a selection structure K(m) is defined as
K(m) = kdiag (Cov{vk | k ∈ J(m, 1 . . . N )})k .

(9)

In its final stage the clusterization algorithm loops through
the selection structure K searching for the index m∗ with

In order to establish a starting point for the clusterization
of voiced segments in artificial phonetic classes, the use of
a discrete polygon which simulates a phonetic map is here
proposed. This polygon is a trapeze where each point corresponds to a pair of formantic centers (f1 , f2 ), obtained
from a (mel-frequency) spectral envelope ck corresponding to a centroid of an N -likelihood cluster υk .
The process of estimation of each point, or formantic
center, (f1 , f2 ) in the artificial phonetic map from a centroid ck considers several possible candidates (fˆ1 , fˆ2 ) with
fˆ1 ≤ fˆ2 , fˆ1 ∈ F1 = {fˆ11 , fˆ12 , . . . , fˆ1r } and fˆ2 ∈ F2 =
{fˆ21 , fˆ22 , . . . , fˆ2r }. For any candidate fˆ a triangular bandpass filter ξfˆ is built, with center fˆ and a bandwidth ranging from 300 mels to 1800 mels, adjusted so as to not overlap neighbouring formantic centers in the spectrum. After
ˆ
filtering (as c̃fk = ctk ∗ ξfˆ) the centroid ck through all canf∗
didate filters ξ ˆ with fˆ ∈ F1 ∪ F2 , the two spectra c̃ 1 and
f∗

f

k

c̃k2 with maximum total cumulative energy are selected.
The pair of formants (f1∗ , f2∗ ) thus built is the phonetic
map entry that corresponds to the N -likelihood cluster υk .
The phonetic map can be seen as a kind of hash table indexed by (f1∗ , f2∗ ), giving access to all the acoustic vectors v ∈ υk belonging to the same N -likelihood cluster.
This grouping of acoustic vectors v ∈ υk indexed by a pair
(f1∗ , f2∗ ) corresponds to an artificial phonetic class (APC),
which will be denoted by C(f1∗ , f2∗ ). For each APC, the
means and covariance matrices of the elements that compose each set are obtained, which will be used in the transformation module.

3.4 Module IV: Alignment of Non-Parallel Corpora
The goal of this module is to create a canonical and unified
representation for both source and target corpora, in a way
that an alignment between them is established even in the
case of distinct languages. A normalization of the phonetic
maps is realized in order to diminish the linguistic differences of the speakers, by warping the acoustic map around
the origin and with a normalized dispersion in all directions. To weigh the contributions of each class C(f1 , f2 )
the cardinality |C(f1 , f2 )| is considered; classes C(f1 , f2 )
with few elements are excluded from the phonetic map.
Given two sets of artificial phonetic classes (or phonetic
maps) from corpora C X and C Y represented by the respective sets of normalized switches C̄X and C̄Y , it would be
convenient to try to define a bijection mapping M : C̄X →
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C̄Y as
M (xi ) = arg min

yi ∈C̄Y


 X




d(xi , yi ) ,

X

(10)

xi ∈C̄

where d corresponds to the euclidean distance. But an important issue in the alignment of corpora is the fact that
the cardinalities of the sets C̄X and C̄Y are typically different, making it impossible to define such a bijection. To
resolve this issue, the largest of the two sets will be shrunk
in order to force a correspondence between the remaining
classes of the two corpora. This reduction is performed at
the end of the pairing algorithm, when all unpaired classes
are excluded from the database.
The Optimal Acoustic Mapping Problem between phonetic classes C̄X and C̄Y is then reduced to the Minimum
Cost Perfect Matching Problem in bipartite graphs. Two
vertices xi and yj are paired in the acoustic mapping if,
and only if, the edge ai,j belongs to the perfect matching.
This problem can be efficiently solved by the classical
p algorithm of Hopcroft and Karp [15] in time O(|E| |V |)
where V and E are the sets of vertices and edges, respectively.

Figure 2. The perfect matching method applied to the
alignment of parallel sentences.
Figure 2 illustrates the result of matching between two
different corpora using a color code for aligned data. Given
a sentence uttered by speaker #1, the correspondence between the classes of corpus #1 and corpus #2 (with the
same color) allow the definition of a (piecewise) linear
mapping function that warps the spectral contents of the
sentence to adjust it to the map #2. Using the above alignment, a new technique of transformation of acoustic parameters is presented in the sequel.
3.5 Module V: Transformation of the Acoustic
Parameters
Two types of transformations are defined at this stage: (1) a
global transformation which corresponds to a linear transform based on means and variances of global prosodic parameters; and (2) a local transformation for the spectral
conversion of each input segment using a mapping between
the artificial phonetic classes developed in the prior module. Prosody conversion transposes pitch (F0 ) and energy
(E0 ) contours of the harmonic components, and pure energy contours of the stochastic components, into corresponding values obtained from the pitch and energy models of the target corpus. Local spectral conversion applies

only to harmonic components, and reshape spectral content
of input segments, conforming them to the target’s phonetic map.
Each input segment is dynamically associated to a set of
X
probable APCs CX
j in the source corpus C through a pertinence criterion applied to the harmonic components in
this segment’s representation. The composition of weighted local transformation is commonly used in GMM-based
linear transformations, since it avoids discontinuity when
a sequence of segments transits between APCs [19]. Let
Y
CYi = M (CX
i ) be an APC in the target corpus C correX
sponding to the APC Ci in the source corpus C X . The
local (segment-wise) transformation uses the means and
covariance matrices of the corresponding APCs in order
to build a segment in the target acoustic vector space.
The pertinence criterion adopted is based on the melcepstral distortion [20]; i.e. the pertinence of vector vk
with respect to centroid c of class CX is defined as
kdct[v] − dct[c]k
,
∀ck ∈C̄X kdct[v] − dct[ck ]k

d(v, c) = 1 − P

(11)

where dct is the well known Discrete Cosine Transform.
Then a set of m probable APCs ci , i ∈ [1, m] with highest
pertinence values d(v, ci ) is taken. The weighted transformation is defined as
Pm
d(v, ci )Tloc (v, ci , M (ci ))
v̂ = i=1 Pm
,
(12)
i=1 d(v, ci )
where Tloc is a chosen segment conversion function and M
is the mapping between phonetic maps obtained in module IV. One example of a segment conversion function is
the linear transform using full covariance matrices of each
APC involved, defined as
LT
−0.5
Tloc
(v, c, M (c)) = µM (c) +Σ0.5
)(v−µc ), (13)
M (c) (Σc

where µc and Σc are the mean and covariance matrix of
the vectors in class c.
Another segment conversion function introduced here is
the Normalized Frequency Warping (NFW). The first step
in this method is obtaining Cumulative Distribution (CD)
functions
of the (parametric) spectral envelope E(f ) =
P
ψ(f,
ak , µk , σk ), ∀f ∈ [fmin , fmax ] (of module II),
∀k
defined as
Pf
{E(k)} − E(fmin )
k=f
CDE (f ) = Pfmaxmin
,
(14)
k=fmin {E(k)} − E(fmin )
where fmin and fmax are the minimum and maximum frequencies considered in the parametric decomposition of
the spectral envelope. Then a Normalized Frequency Distribution (NFD) is obtained, which associates to each normalized amplitude value e ∈ [0, 1] a frequency f in such a
way that
Pe
CD(k)
0
(fmax − fmin ) + fmin . (15)
DFN(e) = Pek=e
1
k=e0 CD(k)
Values between e0 and e1 are linearly-spaced amplitudes
between 0 and 1 according to the discretized version of the
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spectral envelope E. The Normalized Frequency Warping (NFW) then transforms a vector v into v̂ based on the
alignment of DFN values for source and target spectra representing the phonetic classes ci and M (ci ).
The NFW method is described through the following algorithm:
1. The centroids ci and M (ci ) of the APCs CX
i and
CYi = M (CX
)
are
used
as
input
for
the
definition
i
of a local tranformation;
2. The DFNs DFNci (f ) and DFNM (ci ) (f ) of ci and
M (ci ) are obtained;
3. A warping pattern N F W (v, ci , M (ci )) is defined as
the cubic splines interpolation of the pairs
(DFNci (f ), DFNM (ci ) (f )), for all (discretized) frequencies in the input vector v;
Finally, the above warping is applied to the difference between the input vector v and the centroid ci , as
NFW
Tloc
(v, ci , M (ci )) = M (ci )+N F W (v − ci , ci , M (ci )) .
(16)
The voice conversion system containing the above strategies has been subjected to objective and subjective experimental evaluations, which are reported in the next section.

4. EXPERIMENTAL RESULTS
Two fundamental questions are related to voice conversion
evaluation: (1) timbre similarity between the target speaker
voice and the converted sentence; and (2) quality of the
transformed signal, comprising sound quality aspects such
as intelligibility and naturalness. This section includes an
objective and a subjective evaluation of these questions in
the proposed system.
This research has had the support of the Universitat Polytècnica de Catalunia, which provided a database used in the
TC-STAR project [4]. Sentences in this database had been
recorded by several speakers using time cues to facilitate
alignment, and with a rigorous prosody control achieved
by imitation, i.e. each speaker had an example sentence
whose prosody should be reproduced as closely as possible. Furthermore, all recruited speakers were bilingual
(English and Spanish), providing for examples of each timbral identity in both phonetic spaces.
Eight speaker corpora form the TC-STAR database, categorized by language and gender, for a total of 10 hours
of audio recorded sentences, sampled at 96 kHz and quantized at 24 bits/sample, obtained in a nearly noise-free environment. Signals have been resampled at 16 kHz for
computational efficiency reasons. In order to put the proposed system to test in a broader scenario with much fewer
training data available, a random selection of 50 sentences,
each approximately 5 seconds long, has been taken to compose the experimental database in the following evaluation.
4.1 Objective Evaluation
In order to assess objectively the quality of the sentence obtained from the system, a pair of input sentences is required

Figure 3. Average Spectral Distortion Rates: each joint
set of bars represent a language (EN or ES) and a gender
conversion scenario (F=Female, M=Male), and colors represent transformation methods.
as in text-dependent training. The converted sentence in
the real voice of the target speaker works as a ground-truth
sentence. This allows a direct comparison between the sentence obtained from the system through voice conversion
and the expected result (ground-truth).
The TC-STAR database with its parallel set of sentences
in both languages is perfect for this type of evaluation.
Both converted and ground-truth sentences are time-aligned
and compared through a spectral distance measure applied
segment-wise. Alignment is obtained with the classical
Dynamic Time Warping (DTW) algorithm [10], adapted
to the HSM model.
The local (segment-wise) transformation function is considered to use one of the following methods: (1) Linear
transformation using the full covariance matrix (LT-Full);
(2) Linear transformation using only the diagonal of the
covariance matrix (LT-Diag); (3) Normalized Frequency
Warping (NFW) proposed in this work; or (4) Resynthesis
of the target signal through weighted reassembly of centroids for the selected target corpus classes (Codebook, described in reference [21]).
An experiment has been conducted using all the corpora
for English-speaking and Spanish-speaking speakers in TCSTAR, which have been arranged to cover for all gender
combinations in intra-lingual voice conversion, namely
M ×M , M ×F , F ×M and F ×F . It should be noted that,
although intra-lingual voice conversion is not the main focus of this work, it provides a controlled setting for assessing voice conversion quality across genders, which is one
of the well-known issues in general voice conversion.
A set of histograms is shown in Figure 3, which presents
spectral distortion values between the converted signal and
the ground-truth signal, averaged over segments. The black
bars labelled “Original” refer to the spectral distortion between the aligned original source and ground-truth target
voice signals. It can be seen from this objective comparison that there is no method that wins on every situation,
although either NFW or Codebook have achieved lowest
distortions in 75% of the scenarios.
Three of these methods have been chosen for the subjective evaluation to be presented in the sequel: NFW, LTDiag and Codebook; LT-Full has been left out because of
evident noisy artifacts produced, probably due to the re-
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MOS – Naturalness
Paired Sentences
F→F
F→M
M→M
M→F

LT-DIAG
3.8059
2.3838
3.3801
2.9620

NFW
3.7411
2.2332
3.5123
3.0545

COD
1.8974
1.4696
1.9197
1.6743

MOS – Similarity
LT-DIAG
2.9645
3.5733
3.3441
3.6674

NFW
3.0821
3.6716
3.6158
3.7323

COD
3.0411
3.5932
3.4370
3.6029

Table 1. Results for the perceptual evaluation (MOS).
duced dataset in the training stage.
4.2 Subjective Evaluation
An online interactive system has been developed in order to apply the required perceptual tests for the subjective evaluation of the cross-lingual voice conversion system proposed. The Mean-Opinion Score (MOS) [3, 4] has
been adopted as a standard for measuring naturalness and
similarity of the converted voice signals. This experiment
had a participation of 50 volunteers.
An interview with each participant was composed by a
series of 16 rounds of questions each referring to particular set of paired sentences; presentation order has been randomized. In each round the user was presented with three
versions of the converted sentence (through the NFW, LTDiag and Codebook techniques, in randomized order) and
the target sentence, rating converted sentences in a 5-value
scale from 5=excellent to 1=bad. All scenarios of crosslingual and cross-gender voice conversion were covered in
this experiment.
In order to gain a general view of the transformation methods, average MOS scores for naturalness and similarity
were taken, according to Table 1, for each gender-grouped
pair of corpora: F → F , F → M , M → M and M → F .
4.3 Discussion
The results corresponding to the objective and subjective
evaluations can be seen to agree in the comparison between the NFW and LT-Diag methods, in the sense that
NFW has obtained better objective and subjective scores
in the cases with a male source speaker (and any target);
in the cases with a female source speaker, the cross-gender
case F → M favoured LT-Diag in the objective evaluation,
whereas in the subjective evaluation MOS-Naturalness values favoured LT-Diag but MOS-Similarity values favoured
NFW for female source speakers. The Codebook technique appeared to be a serious competitor in the objective
evaluation, but scored low in the subjective evaluation with
respect to MOS-Naturalness values.
The difficulty of the particular case of female to male
voice conversion has been observed in many of the methods here considered, and also in other studies. Zorilă and
co-authors [22] believe that this phenomenon is related to
the difficulty of obtaining spectral envelopes for female
voices, due to the wider spacing between spectral harmonic
components. Although several alternative experiments
have been conducted in order to try to better understand
this phenomenon and tailor methods to this particular situation, no alternatives have been found that consistently
achieved higher scores in this voice conversion scenario.

The observed interactions between naturalness and similarity in voice conversion are believed to correspond to a
competitive relationship, according to previous studies by
several authors [23, 24, 14]. The success in one metric is
supposed to be inversely tied to the success in the other,
making it unlikely for a method to be highly scored in
both metrics at the same time. This conflict is partially explained by the duality between over-fitting in the analysis
of sentence segments and over-smoothing of the transformation due to the contribution of many artificial phonetic
classes.
5. CONCLUSIONS
This paper presented a complete voice conversion system 1
with an orientation towards cross-lingual voice conversion.
The method presupposes a training stage which does not
depend on parallel-produced corpora, bilingual speakers
or labelled recordings. The system includes a set of tools
for analysis, spectral manipulation, clustering and classification of voice segments in terms of artificial phonetic
classes that could be also used independently for tasks other
than voice conversion.
Experimental results based on the TC-STAR dataset suggest that these methods offer good alternatives for voice
conversion across different languages, even though the problem of achieving perfect voice conversion in perceptual
terms is still far from being completely understood, let
alone solved. Some of the difficulties in objective and subjective evaluations have been presented, which hopefully
will shed some light on paths for extension and improvement of the proposed methods in future work.
Among the improvements that are going to be explored,
a higher resolution in the quantization of acoustic vectors
and artificial phonetic maps should be considered in an attempt to increase the quality of the conversion, as should
some more compact alternative to the phase configuration
in the representation of the initial phases of harmonic components. Another important challenge is performing conversion in real-time; many conversion modules are parallelizable, such as the parameterization module which can
treat different frequency bands simultaneously. This suggests the implementation of the voice conversion system
on parallel machines, such as GPGPU [25].
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distributed

Burred
under

Creative Commons Attribution 3.0 Unported License,

et

al.

the
which

terms

This

is

of

the

permits

1

h
w1

w

2

w

time

3

unre-

stricted use, distribution, and reproduction in any medium, provided the original
author and source are credited.

2

Analysis/resynthesis is one of the most widely used
paradigms of sound creation in computer and electronic
music. It comprises the successive stages of sound analysis, modification of the extracted parameters, and resynthesis of a new sound from the modified parameters. In a
wide sense, the resynthesis stage can be either fully electronic or computer-based, or performed by acoustical instruments following scores or instructions derived from the
analyzed parameters. The latter approach was a central
technique used by the first spectralist composers from the
1970’s. In the present article however, analysis/resynthesis
is interpreted as a fully computer-based processing chain:
the user has access to the parameters and can modify them,
but the analysis and resynthesis stages are automatic.
Many sound analysis techniques, with their corresponding resynthesis counterpart, have been proposed over the
last decades. Arguably, the most popular one is sinusoidal analysis/resynthesis, in which the main parameters
are the time-varying frequencies, amplitudes and phases
of the sinusoidal partials contained in the analyzed sound.
Analysis methods for such sinusoidal techniques include
the Short Time Fourier Transform (STFT) and the Phase
Vocoder [1]. Another important family of methods is
source/filter analysis/resynthesis, which is based on the
estimation and manipulation of spectral envelopes with
methods such as Linear Predictive Coding (LPC) [2]. As

h

1. INTRODUCTION

h3

Spectrogram factorization is a recent and promising alternative to sinusoidal or source/filter modeling for analysis/resynthesis systems aimed at musical creation. This
paper presents a framework designed to perform a wide
range of sound manipulations based on Non-negative Matrix Factorization (NMF), including a set of new techniques for creating artificial cross-components not present
in the original analyzed sound. The system can process
individual sounds by modifying their internal structure, or
can be used for a flexible type of cross-synthesis between
two input sounds. The different processing modules are illustrated by a collection of sound examples available on a
companion website.

an example of a more recent approach, sparse decomposition into time-frequency atoms has been used for this purpose [3].
Matrix factorization has been proposed in recent years as
a new analysis technique applied to musical creation [4, 5,
6]. Due to its ability to reveal latent sound sources when
applied to spectrograms, matrix factorization has been, and
still is, the method of choice in sound source separation,
and there is a huge body of literature in that area proposing many variations on such algorithms for the purpose of
extracting instrumental sources from a mix. Nevertheless,
the potential of matrix factorization for the creation of new
sounds has been seldom explored.
When applied to a time-frequency matrix X of size F ×T
(F frequency bands and T temporal frames), such as a
magnitude spectrogram, a matrix factorization algorithm
yields two factor matrices (W and H) that approximate the
original matrix when multiplied: X ≈ WH. Matrix W is
of size F × K and matrix H is of size K × T , where K is a
parameter set by the user. The factor matrices can be interpreted as follows: each column wk of W is a spectrum of
F bins, and each row hk of H is a temporal function (or activation) of T frames. The outer product of each spectrum
wk with each activation hk (denoted by wk ⊗hk ) produces
a F ×T spectrogram that is called a component. Each component can be visualized as a time-frequency layer; when
all K layers are added, an approximation to the original
matrix X is obtained. Fig. 1 illustrates the factorization
of a magnitude spectrogram of a three-note piano melody
with K = 3. The resulting activation functions are plotted horizontally above the spectrogram, and the spectra are
plotted vertically to its left.
Thus, after an analysis by factorization, the composer or

frequency

ABSTRACT

Figure 1. Illustration of spectrogram factorization by
NMF: three-note piano melody.
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sound designer has at his disposal a collection of K spectra
and K activations, or alternatively a set of K components
obtained by multiplying pairs of spectra and activations.
The value of K and the spectra and activations are the
parameters that can be modified for resynthesis purposes.
This contrasts with sinusoidal analysis/resynthesis, where
the elements are individual sinusoids, instead of full spectra, and the number of parameters to manipulate is usually
much higher. Also, when compared to source/filter methods, factorization approaches have the ability to process internal sound components individually, instead of processing global features that act on the whole sound, such as
spectral envelopes. Depending on the used algorithm and
on the selected number of components K, the factorization components can correspond to individual resonances,
transients, salient events or notes. The manipulation by the
user of such sub-events is thus a potentially powerful new
method of sound creation.
In their 2011 paper [4], Topel and Casey review several
compositions based on matrix factorization, in particular
based on Probabilistic Latent Component Analysis (PLCA).
The works cited therein exploit different techniques, from
manual arrangement and instrumentation based on the extracted parameters (in the spirit of spectralism) to automatic matching of live sounds to PLCA components based
on a similarity measure. Sarver and Klapuri [5] propose
the use of Non-Negative Matrix Factorization (NMF) for
sound effects processing. The number and weights of each
of the components are controlled to generate timbre modifications and compression and distortion effects.
Most of the cited approaches work by performing modifications at the component level: each spectrum wk remains
coupled with its corresponding activation hk with the same
index k. This is necessary if the final sound needs to be a
close approximation to the input, and is thus essential in
source separation or effects processing. For the purposes
of sound synthesis however, it is possible to go one step
further and decouple the spectra from their corresponding
activations: by multiplying pairs of wi and hj such that
i 6= j, new sounds are created that were not present in
the original sound. These can be called cross-components.
Such an approach was used in a previous work by this author [6], where automatic cross-synthesis based on NMF
was proposed. In it, activations from a source sound are
combined with spectra from a target sound, creating a hybrid sound where the temporal structure is provided by the
source, and the timbre by the target.
In the present work, that idea is further explored, and
the system has been extended with several new methods for automatic factorization-based sound creation and
modification. The principle of automatic cross-component
resynthesis has been extended from cross-synthesis of two
sounds to the processing of single sounds, and thus the
system has been generalized from a cross-synthesis framework to a full analysis/resynthesis framework. More flexibility has been added by introducing the possibility of automatic selection of spectra or activations based on objective features. Furthermore, the sound quality has been significantly improved by using a resynthesis stage based on

Wiener filtering. All operations will be illustrated by several sound examples available online 1 .
The ultimate goal of this line of research is to develop
a comprehensive analysis/synthesis software framework
that will allow composers and sound designers to exploit
the many possibilities of factorization-based processing,
including manual or automatic component-based, crosscomponent and cross-synthesis processing. A preliminary
implementation, called Factorsynth, is available for download (Sect. 6).
The two main sections of the paper concern the two main
synthesis modes implemented: Sect. 3 details several new
modules to perform cross-component synthesis from an
individual input sound. Sect. 4 briefly summarizes the
cross-synthesis system previously introduced in [6], and
introduces its new extensions, including the new activation
mapping module and constrained cross-synthesis. Finally,
Sect. 5 briefly discusses the new resynthesis module.
2. ANALYSIS STAGE
The first processing step for each input sound s(n) is the
extraction of its magnitude spectrogram matrix as the absolute value of its STFT: X = |STFT{s(n)}|. The system
accepts stereo or multichannel signals, but handles them
by processing each channel separately, so notation denoting multiple channels can be ignored. The spectrogram is
subjected to NMF, which requires that all elements on the
input and output matrices have to be zero or positive. NMF
is an iterative algorithm implemented as an optimization
that minimizes the reconstruction error, given by the sum
of an element-wise distance measure between observation
X and approximation WH:
D=

F X
T
X

d(X(t,f ) , WH(t,f ) ).

(1)

f =1 t=1

Different NMF algorithms exist, depending on the choice
of distance measure. Three possible choices were implemented and tested: the Frobenius norm (used in [6]),
the Kullback-Leibler (KL) divergence [7] and the ItakuraSaito (IS) divergence [8]. After some informal listening,
best-sounding results were obtained by the KL divergence,
given by
dKL (x, y) = x log

x
− x + y,
y

(2)

which was henceforth used 2 . The use of the KL divergence as error measure leads to a set of simple multiplicative update rules, first derived by Lee and Seung in their
2001 paper [7].
The crucial parameter at the analysis stage is the number
of components K, since it determines the level of detail
of the components. It is the single parameter having the
most important timbral consequences on the result. Several
guidelines on how to choose K depending on the desired
results are given on the previous work [6].
1

http://jjburred.com/research/icmc2014
More formal analysis and listening tests will be needed for a definitive choice.
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Figure 2. Conceptual overview of single-sound factorization-based operations. Vertically plotted curves are spectra, horizontally plotted curves are temporal activations. The numbers are the original component indices after NMF. Green arrows
correspond to components, red arrows to cross-components.
3. CROSS-COMPONENT PROCESSING OF
INDIVIDUAL SOUNDS
After factorization by NMF, the sound is decomposed into
a set of K spectra (or spectral bases) and K temporal activation functions. A distinction will be made between components and cross-components:
Components : Ck = wk ⊗ hk ,
Cross − components : Cij = wi ⊗ hj ,

(3)
i 6= j (4)

That is, components are obtained by multiplying spectra
and activations of the same index, and are actual subentities of the original sounds. Cross-components, in contrast, are new sounds not present in the original input, created by artificially combining spectra and activations of
different indexes. There are K possible components and
K 2 − K possible cross-components (it should be noted
that Cij 6= Cji ).
Source separation and NMF-based effects processing as
proposed in [5] both work by processing or filtering out
components. Here, the focus is on cross-components, and
three possible operations based on them are proposed in the
following subsections: scramble, rank, and constrained
scramble.
3.1 Scramble
The simplest way to obtain an output sound consisting entirely of cross-components is to do a “scramble” (random
permutation) of either the spectra or activation indices before multiplication, keeping the other index set unchanged
(in other words, the multiplication pairs are randomly chosen). This forces each and every spectra to be multiplied
by an originally unrelated activation (see Fig. 2(b)). The
main drawback of such an operation is obviously the lack
of control and unpredictability of results (beyond the ability to control the decomposition level K).

The audible results of scrambling could perhaps be described as follows: the overall, external timbre and temporal discourse of the original sound are both recognizable, but the internal pitch (harmonic, resonance) contents
is completely different.
The best is to illustrate this with some example sounds,
available on the previously cited webpage. In the first example (Sound 1), the first few measures of Wagner’s “Tristan und Isolde” are factorized into K = 20 components,
and subsequently scrambled. In the resulting sound, it is
possible to hear timbral elements from the original, arranged in such a way that the dynamic evolution is maintained (note the emphasis on the main chord). In the second example (Sound 2), an excerpt of the German Requiem
by Brahms, the dynamic evolution is flatter and the texture is highly homophonic. The resulting sound keeps the
timbral and texture contents, but completely alters the harmony.
3.2 Rank
A way of introducing some degree of control to automatic
cross-component processing is to independently sort the
spectra and activations following objective measures. It
should be noted that NMF and other factorization algorithms suffer from the permutation problem: the ordering
of the components is random 3 , thus the value of the individual ks has no physical interpretation whatsoever.
Here, it was chosen to rank the spectra by brightness,
measured by the spectral centroid:
PF
SCk =

n=1

PF

f (n)wk (n)

n=1

wk (n)

,

(5)

3 The random ordering of the components (indices k) produced by the
permutation problem should not be confused with the random coupling
between spectra and activations introduced by the scramble operation.
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where f (n) is the frequency at bin n, and the activations
by sparsity, measured by the kurtosis:
PT
1
(hk (t) − µk )4
T
,
(6)
Kk = 1 PTt=1
( T t=1 (hk (t) − µk )2 )2
where µk is the empirical mean of hk (t). These were also
the two measures used in [5] for the rearrangement of components, and were chosen here as well due to their simplicity and perceptual relevance.
The spectra and activations are independently sorted according to centroid and kurtosis, and then multiplications
are carried out for creating the cross-components (see Fig.
2(c)). In some cases, the spectra will find themselves opposite their original activation partners after ranking. For
instance, ranking the spectra by increasing brightness and
the activations by increasing sparsity turned out in preliminary tests to produce output sounds close to the original
(i.e., most of the resulting products were components, not
cross-components). This indicates a high correlation between brightness and sparsity (in many music examples,
darker sounds are slower and more sustained than impulsive sounds, which naturally tend to be brighter). Thus,
more different output sounds were found by inverting one
of the rankings (forcing brighter spectra multiply slower
activations), which results in a sort of spectral inversion.
The difference between direct and inverse ranking operations is illustrated by the Kraftwerk excerpt on the webpage. The first example (Sound 3) corresponds to direct
ranking: increasing brightness opposed to increasing sparsity. The output sound is, in character, quite close to the
original (the drums and low bass notes are kept), but with
several harmonic and slight timbral variations in the background. The second example (Sound 4) corresponds to inverse ranking. In it, some low sounds have been transferred
to the upper registers and the drum set has been greatly altered.
3.3 Constrained scramble
One of the problems of the fully-random scramble operation described above is that some noisy components, initially present with very low energy in the original sound,
or corresponding to short impulses such as consonants or
drum hits, might get greatly amplified if they happen to
get multiplied by a high-energy or highly sustained activation function. In some cases, this can produce unpleasant sounds with a high level of noise. For instance, in the
Brahms example discussed, there is a prominent oscillating
layer of noise on top many of the notes of the output.
To avoid this, and to introduce another way of controlling cross-component output, the scramble operation can
be constrained to be performed only on a subset of spectrum/activation pairs, leaving the rest coupled. For addressing the residual noise issue, it is highly effective to
leave a percentage of the high-centroid spectra, as measured by Eq. 5, out of the random permutation (see Fig.
2(d)). In the new Brahms example re-processed by this
kind of constrained scramble (Sound 5), the high-centroid
components, mostly corresponding to the consonants, are
left untouched, and the choral timbre is better preserved.

4. CROSS-SYNTHESIS
In cross-synthesis, two sounds (a source and a target) are
individually subjected to NMF analysis, and the resulting
spectra and activations from source and target can be combined in a wide range of different ways. Direct, randomorder multiplication is possible, but is more likely to produce unsatisfactory results than single-sound scrambling,
due to the even higher unpredictability of the results. Instead, user control and predictability demands a criterionbased selection of the cross-product pairings. Since no numerical ranking is needed (such as in Sect. 3.2), the use
of better-performing multidimensional features is possible,
and consequently, similarity amounts to proximity in a feature space.
Cross-synthesis is implemented in the system in one of
two possible ways: one based on spectral similarity, and
one based on temporal similarity.
4.1 Cross-synthesis based on spectral similarity
Here, the source and target spectra are first mapped 4 according to a measure of spectral similarity. Then, source
spectra are replaced by the most similar spectra from the
target, and multiplied by the source activations. This is
indicated by the red arrows on Fig. 3.
This approach was originally presented in [6]. The features used for the computation of spectral similarity are the
widely-used Mel Frequency Cepstral Coefficients (MFCC),
which can be interpreted as a compact description of the
spectral envelope. This type of cross-synthesis should be
used when the emphasis is on keeping temporal structure
of the source sound. Many processing details and options
for controlling the matching are described in the cited paper. On the sound example webpage, some new crosssynthesis examples are included (Sounds 6-8).
4.2 Cross-synthesis based on temporal similarity
The current implementation of the system adds the dual
process: the mapping can now also be performed in the
space of activations, according to a measure of temporal
similarity. Then, source activations are replaced by the
most similar activations from the target, and multiplied by
the source spectra (blue arrows on Fig. 3).
The emphasis now is on keeping the timbre of the source
sound, adapting the temporal structure. Temporal similarity is based on the computation of a two-dimensional vector consisting of a sparsity measure as given by Eq. 6, and
of a Dynamic Time Warping (DTW) minimum-cost alignment value, which can be understood as a measure of curve
shape similarity independent of curve length. Feature vectors in this space (called here shape space) are compared
by means of the Mahalanobis distance.
4.3 Constrained cross-synthesis
The issue of artificially high noise cross-components, which
was discussed in Sect. 3.3 in the context of single-sound
4 Here, mapping refers to the computation of a similarity matrix between all two possible feature vectors, followed by the assignment of
each source feature vector to its closest target feature vector.
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Figure 3. Conceptual overview of cross-synthesis operations. Red arrows denote cross-synthesis based on spectral similarity, blue arrows denote cross-synthesis based on temporal similarity.
processing, is also present here. Therefore, the possibility to use numerical ranking for discarding some spectra
(or activations) from the processing has been added. For
instance, in cross-synthesis based on spectral similarity,
target spectra having high centroid values can be flagged
to be ignored during the mapping stage. An example on
the webpage (Sound 9) compares cross-synthesis with and
without such a high-centroid discard condition.

tained by
Sk = M ◦ S =

wk ⊗ hk
◦ S,
WH

(7)

where S is the input STFT (complex), “◦” denotes
element-wise multiplication, and the division is also
element-wise. Since
WH =

K
X

wk ⊗ hk ,

(8)

k=1

5. WIENER-BASED RESYNTHESIS
Once the magnitude spectrogram of the output sound has
been obtained by adding the generated components or
cross-components, it has to be resynthesized back to the
audio domain. NMF processing does not take into account
phase information. Therefore, for resynthesis, phase has
to be either directly taken from the input complex STFT
(usually via Wiener time-frequency masking) or estimated
from the magnitude spectrogram.
The latter approach was used in the work previous to this
article [6], based on the Griffin and Lim phase estimation algorithm. Therein, it was argued that time-frequency
masking was not appropriate for a non-subtractive task
where artificial cross-components are present. Indeed,
Wiener filtering works by generating a mask matrix M that
filters out the undesired sounds from the input sound. For
example, the STFT of a particular component k can be ob-

the elements of the Wiener mask M are guaranteed to be
between 0 and 1, and thus the mask acts as a filter. In the
present case however, the artificial layers created by the
cross-components wi ⊗hj do not add to the approximation
matrix WH, and so the “mask” is no longer bounded and
can take values significantly higher than one. It will filter
out some time-frequency points but at the same time it will
enhance others. The final processed STFT is thus given
now by
P
i,j wi ⊗ hj
Sout =
◦ S.
(9)
WH
However, even if this is not the usual implementation and
interpretation of Wiener filtering, it was found that the
quality of the resynthesis produced by Eq. 9 was significantly higher (and more computationally efficient) than the
one obtained by Griffin and Lim estimation, mostly due to
the better definition of transients. A sound comparison is
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available on the website (Sounds 10-11). Finally, the last
step is to invert Sout back to the time domain via standard
overlap-add.
6. IMPLEMENTATION
The current analysis/synthesis framework exists as a software tool called Factorsynth, which is currently available
in two different implementations: as a command-line tool
and as a Max/MSP external object called factorsynth∼.
Both are available online for download 5 . In the current
version, both command-line tool and Max/MSP object use
offline processing and are not real-time capable.
Concerning computational requirements, the current implementation completes the processing in roughly 60% to
80% of the total length of the input sounds (measured on
a 2.3 GHz Intel Core i7 CPU with 4 GB of RAM). For
instance, for a 20s input sound, it will complete processing in around 13s. For cross-synthesis, the sum of lengths
of both input sounds has to be considered. This will vary
a little depending on the operations performed and on the
number of components chosen, but for most operations this
was a consistent figure (it is assumed that the STFT analysis parameters are always fixed).
For future implementations, the possibility of implementing a graphical interface will be explored. Users could
use a graphical representation of spectra and activations to
do manual connections or selections, similar in concept to
Figs. 2 and 3, or to correct cross-components created by
the automatic algorithms. Or alternatively, to navigate the
full matrix of cross-components.
As another improved aspect of future versions, the feasibility of a real-time implementation will be assessed. This
will require the use of online factorization algorithms [9].
For accelerating cross-synthesis, a possibility would be to
pre-compute and store the target spectra and activations,
and perform the source factorization and source-target mapping in real time.
7. CONCLUSIONS
The proposed framework implements some of the new
sound manipulation possibilities offered by spectrogram
factorization methods. By using relatively little control
data and computational requirements, it is possible to obtain a wide range of complex sounds by manipulating their
internal structure. The user can control the sound complexity and overall structure, as well as how much of the timbre
and temporal structure of the original sound is kept.
The focus of the current article was on the creation of
cross-components, which are artificial sounds not present
in the input, obtained by multiplying originally unrelated
spectra and activations. Another, still unexplored possibility, would be the individual processing of separate spectra
or activations. For instance, it will be possible to implement a selective time-stretching of only certain activations,
or a selective pitch-shifting of only certain spectra.
5

Another line of improvement would be to consider more
advanced factorization models. The current system handles stereo or multichannel signals by processing each
channel independently. Instead, explicit multichannel factorization models [10] can improve the extraction of the
components and minimize the reconstruction error. Another path to explore is the use of factorization models
based on the source/filter paradigm, such as the one proposed in [11].
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After the note generation from automatic composition
ABSTRACT
system, the selection of timbre or musical instruments is
The paper discussed the integration of the automatic
considered. Sound synthesis technology provides contricomposing and singing voice synthesis systems, to let the
bution of the note sounds, such as piano, violin, guitar,
computer can compose a new song and sing in Taiwanese.
etc. Synthesis of these instruments has been developed
First, the automatic composer system analyzes 10 Taifor a long time and is already quite mature. However in
wanese popular songs through a first-order Markov chain
the General MIDI, it only offers /a/ and /o/ human voice
and establishes the probability transition matrixes of the
in 127 kinds of sounds. This simple synthetic sounds unable to synthesize singing voice with semantics but textpitch and the duration. Second, the singing synthesis is
to-singing (TTSI) synthesis system can be used to solve
based on STRAIGHT algorithm and 509 Taiwanese basic
this problem. User can enter text and music information
syllables are analyzed to build a text-to-singing (TTSI)
to generate synthesized voice by TTSI synthesis system,
synthesis system. Finally, the MIDI music files which are
such as Japan YAMAHA Company launched in 2004
produced by automatic composer system and lyrics are
commercial software VOCALOID [4]. In VOCALOID,
fed into TTSI synthesis system to synthesis a new song.
users not only can write the lyrics to synthesize singing ,
In order to improve naturalness, the pitch curve adds the
but also tune the ten acoustic parameters to adjust the
vibrato and fine fluctuation.
naturalness of synthesized singing voice, for example,
vibrato, velocity(VEL), clearness(CLE), pitch bend(PIT),
1. INTRODUCTION
etc. However the complexity of the interface causes it
only suitable for professional arrangement. And it doesn’t
Algorithmic Composition refers to the use of mathematiprovide Taiwanese.
cal models or music theory rules to allow the computer to
Many scholars developed Mandarin TTSI synthesis
automatically generate music or assist people to compose.
system in Taiwan, such as the Professor Jang [5], ProfesArnold Schoenberg first introduced the idea of Twelvesor Gu [6], etc. But few people study in the Taiwanese
tone technique [1] in the late 20th century. Then further
[7], the main reason is that Taiwanese writing on is not
developed by Anton Webern and other successors, they
easy and not as a unified national language text represencharacterized the music and extract the pitch, duration
tation. But there are more than 1,500 people in Taiwan
and volume as parameters to train the model and produce
speaking Taiwanese, accounting for about 70 percent of
melody. Therefore, we can generate the music in totally
Taiwan's population [8]. It shows Taiwanese songs of a
random way. But this simple way of automatic composicertain size in Taiwan market, and Taiwanese have a
tion doesn’t fit the rule of music theory. Therefore, the
symbolic spiritual heritage of indigenous culture and arts,
automatic composition should use the result of analysis to
such as Taiwanese opera and Nanguan. Therefore, the
produce music. For example, Lejaren Hiller and
development of Taiwanese TTSI synthesis system is necLeonardIsaacson use music theory rules to enter stylized
essary indeed, particularly for recent years, the governmusical parameters and automatically generate the stylment in the promotion of local culture positive, and this
ized music through the program, modify and select three
system may also be able to teach the singing has been
steps [2]. Iannis Xenakis use mathematical models and
applied.
Sieve theory to complete the Formulized Music for autoThe paper is organized as follows. In Section 2, the
matic composer [3]. Phil Winsor also uses Sieve theory
background knowledge of the Taiwanese, automatic
and mathematical algorithms to develop the Composer's
composing and singing synthesis is described. In Section
Toolbox and Music Sculptor, which are two kinds of au3, system and process integration approach are described.
tomatic composition software.
In Section 4, experimental evaluations are described. Finally, we summarize this paper in Section 5.

Copyright: © 2014 Chih-Fang Huang et al. This is an open-access article
dis- tributed under the terms of the Creative Commons Attribution
License 3.0 Unported, which permits unrestricted use, distribution, and
reproduction in any medium, provided the original author and source are
credited.
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2. RELATED RESEARCH
2.1 Taiwanese
Taiwanese is one of the major common language and
also a tonal language like Mandarin and Hakka. Each
word consists of only one syllable with the basic tone
pronunciation unit, and each syllable is composed by a
consonant and vowels. According to the investigation
from Ministry of Education, Taiwanese has 17 consonants, 75 vowels and eight kinds of tone and the number
of Taiwanese basic syllables are 509 which can be used
as synthesis unit.
2.2 Automatic Composition Method
From past studies automatic composition system to learn
the rules and produce music can be divided into the implicit rules and explicit rules two methods [9]. The implicit rules need to learn the rules from other music and
produced music will have the similar style. On the contrary, explicit rules are based on music theory or experience
to set the rules and the user can specify parameters to
produce various musical parameters consistent with their
music. Theoretically, using explicit rules is based on music theory and not biased. But we are not composers and
composers usually create music with experience. In addition, there are no absolutely rules for composition in music theory, especially tonality, form and harmony are difficult to describe with rules. However, implicit rules are
based on the extracted musical features to establish the
database and rules. It can produce similar style with original music. Hence, analysis of the original score, the more
detailed the resulting sample database and composer
guidelines will be clearer. Since our main purpose is to
obtain the Taiwanese popular songs music, so in this paper we will use the first-order Markov chain algorithm,
which is a kind of implicit rules, to derive the implicit
rules of composition and the output of the music recorded
on MIDI music files.
2.2.1 First-order Markov chain
A Markov chain is a mathematical system that undergoes
transitions from one state to another on a state space. It is
a random process usually characterized as memoryless:
the next state depends only on the current state and not on
the sequence of events that preceded it. Markov chains
have many applications as statistical modelsof real-world
processes. Application of music [10], we assume that
each note as state, a state between another states is to
change the melody. This relation is defined in the following equations:

P( X n  jn | X 0  j0 ,..., X n  2  jn  2 )
 P( X n  jn | X n 1  jn 1 )

(1)

(2)
where P is probability transition matrix. So if we want to
randomly generate a particular musical style of music, we
can collect and statistic for this style of music. By establishment of a probability transition matrix, which selects
the next occurrence of the notes based on this probability,
the melody produced can exhibit this particular style of
music.
Every note in score contains three musical parameters:
pith, duration and volume. Among these parameters,
pitch and duration of the most affected auditory perception. Hence we take pitch and duration as a joint random
variable in a state, and then create the probability transition matrix. However, this method is the minimum degree
of randomness, but the maximum capacity to imitate musical styles.
2.3 Singing Voice Synthesis
The main voice synthesis methods are divided into
concatenative synthesis and parametric synthesis [11].
The former method needs to pre-recorded sounds of
different pitch and length for the large corpus. And according to the information of score, the corresponding
speech waveforms are selected and modulated by some
signal process technique such as Pitch Synchronous
Overlap and Add (PSOLA). Finally, the modulated waveforms are concatenated to synthesize the singing voice.
This method can produce good quality synthetic voice
without accurate speech model and has low computation
load. But the disadvantage is the need to build a large
corpus spends a lot of time and the voice quality is degraded by high modulation.
The latter method is based on source-filter theory
which divides the voice into two components: excitation
signal and vocal tract response. The advantage of this
method is that it can change the voice characteristic by
tuning the parameters [12] and do not need to create a
large corpus.
The quality of concatenative synthesis is better than
parametric synthesis in the past, but in recent years with
advances in digital signal processing, there are some
good parametric synthesis methods have been proposed
[13].
The Speech Transformation and Represen- tation using
Adaptive Interpolation of weiGHTed spectrum
(STRAIGHT) algorithm, proposed by Kawahara et al.
[14], is one of the parametric synthesis methods. This
algorithm is a high-quality analysis and synthesis method,
which uses pitch adaptive spectral analysis combined
with a surface reconstruction method in the timefrequency region to remove signal periodicity. Due to the
purpose of high quality and naturalness, so we chose
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STRAIGHT to implement Taiwanese TTSI synthesis
system.

3. SYSTEM STRUCTURE
First collected music and voice files are pre-processed
and save as .mid and .wav files to the database. The MIDI
files are analyzed through the first-order Markov chain
and then establish the probability transition matrix. In the
meanwhile, the wav files are analyzed by STRAIGHT
and the parameters are saved in syllable parameter database. Then, the probability transition matrix produces
similar styles of music depending on the initial tone. The
corresponding lyrics serve as information of modulation.
Finally, the singing voice is produced. The system
flowchart is shown in Figure 1.

Note
number
1
2
3
4
5
6
7
8
9
10
11

Pitch

Volume

Note on

Note off

Duration

76
76
74
72
72
64
69
67
69
69
67

127
127
127
127
127
127
127
127
127
127
127

0
0.5
1.25
1.5
4
4.5
5.25
5.5
8
8.5
9

0.5
1.25
1.5
3.5
4.5
5.25
5.5
7.5
8.5
9
9.5

0.5
0.75
0.25
2
0.5
0.75
0.25
2
0.5
0.5
0.5

Table 1. MIDI parameter matrix.
2. Find the rest in the score through the note on and note
off time and set pitch and duration of the rest. The result shows in Table 2.
Pitch
76
76
74
72
0
72
64
69
67
0
69
69
67

duration
0.5
0.75
0.25
2
0.5
0.5
0.75
0.25
2
0.5
0.5
0.5
0.5

Table 2. Adding the information of rest to MIDI parameter matrix.
Figure 1. System flowchart

3. Calculate the type of pitch and duration and take each
combination as a state in Markov chain. Figure 3
shows an example in this procedure.

3.1 Pre-processing
We collect ten popular Taiwanese songs and all of songs
are pre-processed. The pre-processing procedures for
music are list as follows:
1. Collect ten songs and the time signature are 4/4.
2. Remove accompaniment part.
3. Turn the scores into C major and set the tempo to 120.
4. Output the MIDI files.
Next, the 509 syllable units are also pre-processed. The
procedures are normalization of the volume and remove
all the silence part in the wav files.

Figure 3. An example in procedure 3.
4. Estimate the transition probability and build the probability transition matrix. The result shows in Table3.

3.2 Melody and speech analysis

To

Ten MIDI files are analyzed by first-order Markov chain
and the results are used to construct the probability transition matrix. The melody analysis procedures are list as
follows:
1. Using Matlab MIDI toolbox to analyze the MIDI files
and extract the parameters. Figure 2 shows an example
score and the corresponding result are list in Table 1.

From

Figure 2. An example score
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1

0

0

0

0

0

0

0

0

0.5
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0

0

fundamental frequency respectively [11]. The vibrato is
defined in (6).

Table 3. Probability transition matrix.
Finally, 509 syllable units are analyzed by STRAIGHT
and the excitation signal and spectral parameter are stored
in the syllable parameter database.
3.3 Prosody modification
There are difference in prosody between singing and
speaking, for example, the composition ratio of consonants and vowels and the contour of pitch curve. Hence,
the following modulation methods are introduced including pitch and duration modulation.
3.3.1 Syllable duration stretching.
Consonant and vowel ratio modulation are defined as
follows:
1. Compute the ratio between the note duration and the
syllable duration. The equation is defined in (3).
Scale  duration (MIDI)/duration (syll able)

(3)

F 

3 * F0
* sin(2ft )
100

(6)

Fine fluctuation means that the pitch contour has little
disturbance when singer maintains a constant pitch
[15].The equation is defined in (7),

F 

F0
(sin(12.7t) + sin(7.1t) + sin(4.7t))/3 (7)
100

where the F0 in (6) and (7) is fundamental frequency.
3.3.3 Runs and Riffs
Runs and Riffs means that the pitch contour of two or
more notes are interpreted by one syllable. The polynomial curve fitting technique is used to estimate the Runs
and Riffs effect. The equation is defined in (8),
i

y   an x n

(8)

n 0

where n is order and an are coefficients. We set n is equal
to 21. Figure 4 shows the pitch of Runs and Riffs.

2. If Scale larger than 1, the duration of vowel is
stretched. The equation is defined in (4).
duration ( syllable )
 duration (consonant )  Scale * duration (vowel)

(4)

3. If Scale less than 1, the duration of syllable is shorten. The equation is defined in (5).
duration (syllable)  duration (syllable)* Scale

(5)

The result shows in Figure 3. The duration of syllable
/tshue/ is 0.8 sec. The upper plot shows the syllable is
compressed to 0.5 sec and the bottom plot shows the syllable is stretched to 2 sec.

Figure 4. Pitch contour of Runs and Riffs
3.4 Singing voice synthesis
Finally, every modulated syllable units are concatenated
into singing voice and saved as a wave file. Figure 4
shows the synthesized singing voice and its pitch contour.

Figure 3. The waveform after duration modulation

3.3.2 Vibrato and Fine fluctuation
Vibrato is a musical effect consisting of a regular, pulsating change of pitch. From the observation of pith contour,
the vibrato effect is like a sine wave. The frequency and
amplitude of the sine wave are about 5~8 Hz and 3% of

Figure 5. Synthesized singing voice and its pitch contour.
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4.2 Listening test

4. RESULT
4.1 Picture based user interface
We use an engineering program, Matlab, to show the
construction system of combined steps as a structure.
Simultaneously we designed a picture based interface to
let this approach to be easier to use with the excuse of
being user friendly and to produce rhythm and typed lyrics to construct singing voices. As shown in Figure 6,
divided by three sections: Midi Generator, Singing Voice
Synthesizer, Audio Display. Firstly, Midi Generator can
be as the input MIDI files, or to have notes typed in for
MIDI files generation.

The main purpose of survey listening evaluation is to
evaluate this system of Taiwanese combined melodically
sound quality. There are 3 combined songs, which are
respectively quite familiar to the ear popular Taiwanese
folk songs: <Romance in Seasons (四季紅)>, <Spring
Breeze (望春風)>, <Wife (家後)>, 12 subjects who were
tested understood Taiwanese, during the process of listening they will assign to mark the Runs and Riffs lyrics.
Then use their own personal sense to make judgments to
the combined songs. Points Likert scale given are extensively used as Likert 5-point scale (5 = Very Natural, 4 =
Natural, 3 = Normal, 2 = Un-natural, 1 = Very UnNatural). The results are list in the Table 4.

songs
Romance in
Seasons
(四季紅)
Spring
Breeze
(望春風)
Wife
(家後)
Average
Score

Naturalness of
Runs
and
Riffs

Naturalness of
vibrato

Clearness of
pronunciation

Fluency
of singing

Acceptance
of singing

2.91

2.58

3.08

3.16

2.75

2.66

2.41

2.91

3.08

2.5

2.33

2.16

2.58

2.25

2.08

2.63

2.38

2.86

2.83

2.44

Table 4. Results of listening test.
Figure 6. Picture based user interface (1).

5. CONCLUSIONS

This is 30 auto-generated musical notes, which includes 2
rests. To proceed on, we have Audio Display, which will
act accordingly to serial number displayed musical note
information and transport MIDI file to the media player.
The tones of MIDI are piano based. Lastly, input lyrics
and Runs and Riffs mark to Singing Voices Synthesizer to
synthesize the singing voice. As shown in Figure 7, we
use the same steps to combine waveform with wave files
to transport to Audio Display.

In this study, we use first order Markov chain algorithm
to establish Taiwanese popular songs automatic composition system and STRAIGHT algorithm to establish Taiwanese TTSI synthesis system. And we achieve the integration of the two systems for validation. According to
this integrated system interface, the user can simply produce music with Taiwanese popular ballad style, and to
synthesize singing with any lyrics, so people, who cannot
read music, also can compose music.
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ABSTRACT
It is well-known that there is a rich correspondence between
sound and visual curves, perhaps most widely explored
through direct input of sound into an oscilloscope. However,
there have been relatively few proposals on how to translate
sound into three-dimensional curves. We present a novel
method for simultaneous production of sonic tones and
graphical curves based on additive synthesis of spherical
curves. The spherical curves are generated from a sequence
of elemental 3D rotations, similar to a Euler rotation. We
show that this method can produce many important twoand three-dimensional curves directly from sine waves and
thus provide a basic language for exploring timbre-shape
relationships.
1. INTRODUCTION
It has long been known that there is a direct, yet fertile correspondence between sound and visual curves. The most
well-known demonstrations of this include Young’s visualization of the transverse orbits of vibrating strings [1],
Wheatstone’s vibrating rod “kaleidophone” [2], and Lissajous’ light reflections off of tuning forks [3]. Most of
these early experiments demonstrate that simple harmonic
motions are capable of producing a seemingly endless variety of rich, complicated curves. Many artists have created
visualizations of sound through oscillography [4], the direct
mapping of two channels of sound into the x and y inputs
of an oscilloscope. Most of the earlier oscilloscope works
used the visual output only [5, 6, 7], but more recent works
[8, 9] also present the sound used to generate the visuals.
While it is well-known that one can directly map sound
pressure to curves in two dimensions and obtain interesting results, there has been little work on how to extend
this to three dimensions. Perhaps the most straightforward
approach is to extend the idea of oscillography by adding
a third channel of sound and mapping it to the z dimension. However, the question becomes how to do this in
a non-arbitrary way. Monro and Pressing [10] propose
the technique of embedding where all sound channels are
Copyright: c 2014 Lance Putnam et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

derived from delayed copies of a single source. While elegant in its generality and simplicity, the choice of delay
is not straightforward and many of the resulting figures,
especially in three dimensions, have a box-like appearance.
Also, it is not obvious how one would produce canonical
shapes, like a sphere or cone, using embedding. Glassner’s
shape synthesizer [11] can produce a wide variety of shapes
through its “vector-controlled” data flow paradigm which
is inspired by voltage-controlled modular sound synthesizers. Here, the fundamental data type is a 3-vector and the
modules perform scaling, rotation, translation, and other
spatial transformations. While the vector-controlled shape
synthesizer is very flexible, it does not produce sound nor
suggest a concrete synthesis method as a starting point. The
gyroscope has also been used to create 3D curves of light
[12], however these curves are limited to the surface of a
sphere.
In this paper, we present a novel geometric method for producing a large variety of tones and three-dimensional curves
simultaneously from one equation. The method consists of
two main parts: (1) generation of curves on a sphere and
(2) adding together two or more of these spherical curves
to produce non-spherical curves. The spherical curves are
generated by rotating a point through a chain of several elemental rotations, similar to an Euler rotation, and allowing
the rotation angles to vary linearly over time to produce a
curve. This method can produce a wide variety of canonical shapes and rich tones and thus can serve as a useful
starting point for synthesizing audiovisual forms at the level
of timbre-shape [13]. Alternatively (or in addition), this
method can be used to compose complex spatial trajectories
that can be used, for example, for movement of sounds
and/or graphical objects or for wave terrain synthesis [14].
2. MATHEMATICAL BACKGROUND
A well-known technique for mapping sound into visual
patterns is through a method first demonstrated by French
mathematician Jules Antoine Lissajous [3]. In his experiment, light was reflected off of two mirrors attached to
vibrating tuning forks positioned 90◦ from one another. The
resulting figures are described by the parametric equation

 

x(t)
cos(ω1 t + θ1 )
=
(1)
y(t)
cos(ω2 t + θ2 )
where ωk and θk are the frequencies and initial phases of
two sinusoids. The frequencies and phases of each sinu-
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soid impact the shape of the resulting curve. A Lissajous
curve is an orthographic projection of a sinusoidal curve
on the surface of a cylinder. Such a cylindrical sinusoid
can be given in cylindrical coordinates with the parametric
equation

 

ρ(t)
1
φ(t) =  ω1 t + θ1 
(2)
z(t)
cos(ω2 t + θ2 )
where ρ is the radius, φ is the angle parallel to the xy-plane
and z is the distance from the xy-plane. If we convert (2)
to Cartesian coordinates, we obtain

 

x(t)
cos(ω1 t + θ1 )
y(t) =  sin(ω1 t + θ1 )  .
(3)
z(t)
cos(ω2 t + θ2 )
The projection of this curve onto the xz-plane is clearly the
Lissajous curve given by (1). While the family of Lissajous
curves is quite varied, due to the nature of their embedding
in cylindrical space, they exhibit limited degrees of symmetry having a box-like appearance and tend to be more dense
near the edges of the figure.
Another type of curve, called the rose or rhodonea curve
[15], can also be produced directly from sine waves. However, unlike the Lissajous curve, it offers control over the
cyclic symmetry of the figure. A rose curve can be described parametrically as

 

x(t)
cos(ω1 t + θ1 ) + cos(ω2 t + θ2 )
=
(4)
y(t)
sin(ω1 t + θ1 ) + sin(ω2 t + θ2 )
where ωk are frequencies in radians/second and θk are initial phases. If the two frequencies can be expressed as a
simple integer ratio a : b, then the degree of cyclic symmetry of the figure is |a − b|.
Just as Lissajous curves are two-dimensional projections
of a curve on a cylinder, the rose curve can be shown [16]
to be a projection of a special type of curve on a sphere
called a Clelia curve [15]. A Clelia curve is given by

 

x(t)
cos(ω1 t + θ1 ) sin(ω2 t + θ2 )
y(t) =  sin(ω1 t + θ1 ) sin(ω2 t + θ2 ) 
(5)
z(t)
cos(ω2 t + θ2 )

XY -plane followed by a rotation on its ZX-plane. Rotations around the X, Y , and Z axes are given, respectively,
by the transformation matrices


1 0
0
RX (θk ) = 0 ck −sk 
(6)
0 sk ck


ck 0 sk
1 0
RY (θk ) =  0
−sk 0 ck


ck −sk 0
RZ (θk ) = sk ck 0
0
0
1
where, for brevity, we substitute ck = cos(θk ) and sk =
sin(θk ). If we perform the multiplication RZ (θ1 )RY (θ2 ),
we find that the position of the coordinate frame’s Z-axis is

 

x(θ1 , θ2 )
c1 s2
y(θ1 , θ2 ) = s1 s2 
(7)
z(θ1 , θ2 )
c2
which has the same form as (5). We can extend this
to a ZY X Euler (or Tait-Bryan) rotation by adding
a third rotation around the X-axis, thus obtaining
RZ (θ1 )RY (θ2 )RX (θ3 ). The Z-axis now has a position
given by


 
x(θ1 , θ2 , θ3 )
c1 s2 c3 + s1 s3
y(θ1 , θ2 , θ3 ) = s1 s2 c3 − c1 s3  .
(8)
z(θ1 , θ2 , θ3 )
c2 c3
The reason to choose ZY X instead of ZY Z is so that the
third rotation actually moves the Z-axis. Finally, we add
one more rotation along the Y -axis which can be helpful as
a shape changing parameter. The final sequence of rotations
becomes RZ (θ1 )RY (θ2 )RX (θ3 )RY (θ4 ) with the Z-axis
position given by

 

x(θ1 , θ2 , θ3 , θ4 )
(c1 s2 c3 + s1 s3 )c4 + c1 c2 s4
y(θ1 , θ2 , θ3 , θ4 ) = (s1 s2 c3 − c1 s3 )c4 + s1 c2 s4  .
z(θ1 , θ2 , θ3 , θ4 )
c2 c3 c4 − s2 s4
(9)
This final form is the most general as it produces (7) and
(8) when θ3 = θ4 = 0 and θ4 = 0, respectively.

where ωk are frequencies in radians/second and θk are initial phases. The next section describes how we extend the
Clelia curve to produce more complex spherical curves.
3. EULER ROTATIONS AND BEYOND
One of the interesting aspects of the Clelia curve is that its
equation is identical to a spherical to Cartesian coordinate
mapping—the only difference being the former describes
uniform rotational motion whereas the latter describes only
a mapping of position. Additionally, the spherical to Cartesian mapping can be decomposed into two elemental intrinsic rotations. This suggests that we can extend the Clelia
curve through additional rotations around different axes.
Given a coordinate frame with local axes designated
X, Y, Z, a Clelia curve is the path that the Z-axis of the
coordinate frame traces out undergoing a rotation on its

4. GENERATION OF SOUND AND GRAPHICS
To produce sound waveforms and curves from (9), we can
perform the substitution θk → ωk t + θk where t is time, in
seconds, and ωk is the frequency, in Hz, of the k th elemental rotation. Fundamentally, we therefore have 9 parametric
controls for each spherical curve—a frequency and phase
for each of the four elemental rotations and a global scaling/gain factor. The cosine and sine terms can be generated
accurately and efficiently using wavetables [17] or recursive complex multiplication [18]. The phase accumulators
or complex multiplications require, at a minimum, doubleprecision floating-point arithmetic to obtain an acceptable
level of phase coherency between the elemental rotations
over time. This is important as, visually, the curve shapes
are highly sensitive to the phases.
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(a)

(b)

(c)

(d)

(e)

Figure 1. Some basic types of spherical curves: (a) Clelia curve, (b) spherical trochoid, (c) satellite curve, (d) spherical rose,
and (e) warped Clelia curve.
Sound can be produced by using the x, z or y, z coordinates of the Z axis. The x and y coordinates have the
potential to be rich in sine waves since they contain several
trigonometric products; in terms of synthesis this can be
viewed as recursive ring modulation. Each product of sinusoids produces a sum of sinusoids whose frequencies are
the sum and difference of the sinusoid factor frequencies. A
product of four sinusoids can produce a sum of eight sinusoids, for instance. Thus, referring to (9), the x (or y) and
z components can produce a maximum of 16 and 6 unique
sine waves, respectively, leading to potentially rich tones.
The x and y components can be played out separately in the
left and right channels to produce complex stereo phasing
effects.
Graphically, it may be desirable to avoid overdrawing the
curve to reduce visual clutter and/or to improve rendering
efficiency. To do this, we only render enough vertices to
draw one period of the curve. Given a fundamental frequency f and audio sample rate fs , the number of vertices
in one period is N = fs /f . Optionally, we can simulate
a frame blurring effect by intentionally overdrawing the
curve using some integer multiple of N .
5. DISCUSSION OF PATTERNS
In this section, we present and discuss some of the patterns
that can be produced from the intrinsic ZY XY rotation
given in (9). For brevity, we use {k, θ}B to represent a
rotation of 2π(f kt + θ) radians around axis B where f
is some fundamental frequency, in Hz, and t is time, in
seconds. If θ is not given, it is assumed to be 0.
A general principle to note is that by selecting
harmonically-related frequencies throughout, we obtain a
stable, yet monotonous, timbre and shape. To make the

timbre and shape more lively and evolve over time, we can
choose slightly inharmonic frequencies.
5.1 Spherical Curves
First, the spherical patterns are discussed. Examples are
shown in Figure 1. A Clelia curve is given by {a}Z {b}Y .
When a  b the pattern is sectoral “slicing” the sphere,
when a  b the pattern is zonal producing “stacks”, and
when a u b the pattern is tesseral. Sectoral motions follow
great circles moving mostly through the poles, zonal motions move predominantly around the poles, and tesseral
motions move equally around and through the poles. Visually, surfaces generated from tesseral curves tend to have a
more solid appearance. Using slightly inharmonic frequencies causes the curve to spin around the z axis. We can move
the poles of the Clelia curve symmetrically along a great
circle with {a}Z {b}Y {a}X {0, θ}Y where θ controls the
amount of displacement of the poles. A spherical trochoid
[19] is produced with {a}Z {b}Y {0, θ}X where θ controls
the spread of the curve from the equator. A satellite curve 1
has the equation {a}Z {0, θ}Y {b}X . This curve is similar
to the spherical trochoid except that it has glide-reflection
symmetry with respect to the equator. It is possible to
create interesting time-varying patterns with the spherical
trochoid and satellite curve by replacing the zero-valued
frequency with a low (sub-audio) frequency in the range of
approximately 0-5 Hz. Lastly, a spherical rose curve can be
produced from {a}Z {0, θ}Y {b}X {0, θ}Y where θ controls
the degree to which the curve covers the sphere. Again,
replacing the zero-valued frequencies with low frequencies
produces a variety of intriguing time-varying shapes and
timbres.
1 http://www.mathcurve.com/courbes3d/satellite/
satellite.shtml
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(a)

(a) {10}Z {11}Y {12}X {55}Y

(b)

(c)

(b) {31}Z {30}Y {29}X {29}Y +{31}Z {30, 41 }Y {29, 14 }X {29}Y

Figure 3. More complex (a) spherical and (b) non-spherical
shapes with less symmetry apparent.
(d)

Figure 2. Non-spherical shapes made from a sum of two
Clelia curves: (a) toroidal sinusoid, (b) cylindrical sinusoid,
(c) conical sinusoid, and (d) centered trochoid surfaces
of revolution generated from a nephroid (left) and astroid
(right)

5.2 Non-spherical Curves
While many types of curves can be produced on a sphere,
we can also generate curves with different surface structure by adding spherical curves together. Here, we present
some of the patterns that can be produce from sums of
Clelia curves. A toroidal sinusoid is generated from
rmin {a}Z {b}Y +rmaj {a}Z {0, 14 }Y where rmin and rmaj
are the minor and major radii. Similar to a Clelia curve,
when a  b we obtain a “sliced” torus and when a  b
the curve forms “stacks”. It is possible to generate sinusoidal patterns on a cylinder, double cone, and sphere with
{a}Z {b}Y + {a, θ}Z {b, 14 }Y where θ = 0 is a sphere,
θ = 14 , 34 is a cylinder, and θ = 12 is a double cone. The
cylindrical sinusoid, when projected on a plane intersecting the z-axis, produces a Lissajous curve. Finally, we
can obtain centered trochoid surfaces of revolution with
{m}Z {n, φ}Y + A{am, θ}Z {bn}Y where φ adjusts the
revolution axis and θ controls whether the base curve is inward or outward looping. Examples of these non-spherical
curves are shown in Figure 2.
Figure 3 presents some shapes with more complicated

patterns. The curves still have symmetry, but it can be
difficult to see depending on the orientation the curve is
viewed at.

5.3 Motion Trajectories and Ornamentation
As mentioned previously, the spherical curves can also be
used to create trajectories in space. The patterns discussed
above remain, for the most part, fixated at the origin. To
make them move in space, we can simply add one or more
additional spherical curves whose frequencies are all at
sub-audio rates, for instance, in the range of 0-5 Hz. For listening, the low-frequency components can either be filtered
out using a DC blocker or can be split out beforehand from
the audio and sent as coordinates to a separate sound spatialization process. Typically, the trajectory curve will be
much lower in frequency and higher in amplitude than the
base curve. Figure 4a shows the sum of a Clelia curve given
1
8
by 13 {1}z {8}Y and a trajectory given by { 100
}z { 100
}Y .
The history is exaggerated somewhat to show the trajectory of the curve, but also shows how the trajectory will
unavoidably distort the base shape.
One can add ornamentation to a base curve by adding one
or more spherical curves with a much higher frequency and
lower amplitude. Due to the high frequencies, it might be
desirable to exclude the ornamenting curve from the audio
signal to avoid aliasing. Figure 4b shows a Clelia curve
{1}z {8}Y combined with an ornamenting Clelia curve
1
10 {100}z {800}Y .
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ABSTRACT
While there is a well-established workflow for stereo production in DAWs, options have been more limited when
working with Ambisonics. The Ambisonic Toolkit (ATK)
brings together a number of tools and transforms for working with first order Ambisonic surround sound, and includes intriguing possibilities for spatial soundfield imaging. These tools have previously only been available for
public release via the SuperCollider real-time processing
environment.
Cockos Reaper is a reasonably priced and flexible DAW,
popular among many composers and sonic artists working
with spatial sound. Reaper’s versatile design conveniently
supports the ATK’s Ambisonic workflow model. Using the
JSFX text-based scripting language, the ATK has now been
ported to plugins for Reaper; these include intuitive graphical user interfaces.
1. INTRODUCTION
1.1 Spatial sound representations
Spatial sound is usually represented in one of three ways:
as channel feeds, as spatial scene descriptions, or as soundfield encodings. ITU 5.1 and ITU 7.1 are examples of
fixed-channel distribution formats [1]. This approach becomes less practical as the number of channels increases,
and also has clear limitations due to the lack of flexibility in loudspeaker positioning. Object-based spatial scene
descriptions instead associate sound sources with metainformation describing location or direction. In this way
an auditory scene can be described independently of loudspeaker setup, and rendered appropriately for a chosen playback system. This is the approach used for e.g., Dolby Atmos and Wave Field Synthesis [2, 3]. SpatDIF, the Spatial
Sound Description Interchange Format, is an open format
offering a semantic and syntactic specification for storing
and transmitting such spatial audio scene descriptions [4].
Ambisonics encodes audio sources into a speaker-independent representation of the soundfield called B-format
[5]. Decoding is the process where an encoded soundfield
is translated to individual speaker channel feeds; an advantage being, decoders can be designed for different speaker
arrays. Ambisonics is based on spherical harmonic decomCopyright: c 2014 Trond Lossius et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

position of the soundfield, and depending on truncation of
the spherical harmonic decomposition, the B-format signal may be first order (FOA) or higher order Ambisonic
(HOA) 1 [6]. Spatial resolution improves with increasing
order, but so does the number of channels required for the
encoded signal. A number of commercial microphones are
available for recording in FOA [7], and free or commercial B-format recordings are available as sound effects libraries. 2
1.2 Spatial sound processing in DAWs
Encoding, processing and decoding of B-format signals requires support for multi-channel signals. Real-time programming environments are well-suited in this respect as
they offer flexible configuration and routing of channels.
Ambisonics is supported in all major real-time audio programming environments, such as Csound, Max, Pd and
SuperCollider, often as third party extensions to these programs.
The support for surround sound is more limited in most
Digital Audio Workstation (DAW) programs. Most DAWs
that support surround sound, such as Adobe Audition,
Cubase, Logic Pro X and Pro Tools are oriented towards
fixed-channel distribution formats, with an upper limit of 6
(5.1) or 8 (7.1) channels. Digital Performer also supports
10.2, and Nuendo supports up to 13 channels in various
fixed-channel distribution formats. Nuendo and Pro Tools
can be extended to support object-based spatial scene descriptions. The Iosono Spatial Audio Workstation program
plug-in for Nuendo extends the capabilities of this program
by adding abilities for object-based manipulation of sound
sources [8], and can be used with Iosono Core hardware
systems for wave-field synthesis. Dolby Atmos authoring is achieved using ProTools and the Dolby Rendering
and Mastering Unit (RMU). RMU provides the rendering
engine for the mix stage, and integrates with Pro Tools
through the Dolby Atmos Panner plug-in over Ethernet for
metadata communication and monitoring. The metadata is
stored in the Pro Tools session as plug-in automation [9].
The DAWs discussed so far are either limited with respect to surround sound abilities, or expensive and proprietary software and hardware systems for object-based spatial scene authoring and rendering. In contrast Reaper is
a reasonably priced and flexible DAW for spatial sound. 3
1

Third order Ambisonic is often abbreviated TOA.
http://ambisonia.com,
http://www.surround-library.com
and
http://www.spheric-collection.com. (All URLs in this article were
last accessed July 10th 2014.)
3 http://www.reaper.fm
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Supporting tracks of up to 64 channels, 4 it is exceptionally
open-ended with respect to routing of both channels and
tracks. All standard fixed-channel surround sound configurations are supported, and the included ReaSurround panning plugin caters for non-standard speaker configurations
[10]. Flexible routing makes Reaper well-suited for Ambisonics; it is a preferred DAW for many composers within
the Ambisonic community. 5 Additionally, Reaper’s FX
Chains feature conveniently allows plugin chains to be
saved as presets.
1.3 Plugins for Ambisonic processing
In recent years a number of plugins have emerged for Ambisonic processing. WigWare is a set of VST plugins for
Mac and Windows that includes FOA and HOA panners
and decoders for regular and irregular speaker layouts, as
well as an FOA 3D reverb. 6 Courville has developed a
suite of FOA, 2nd order and TOA plugins 7 . These include
encoding and decoding, rotations, reverb, and additional
convenient utilities. Additionally encoders and decoders
for 5th order pantophonic 8 are also available. Unfortunately, the plugins are developed using SonicBirth 9 , and
due to the long halt in development of this framework,
these plugins do not work reliably in all newer DAW versions. ambiX are cross-platform FOA, TOA and 5th order Ambisonic processors for encoding and decoding, including binaural decoding, as well as spatial transforms
[11, 12]. These plugins use the ambiX encoded signal convention, ACN channel ordering with SN3D normalization
[13], but also provides a conversions utility for other formats. They are accompanied by mcfx, a number of more
general multichannel plugins for equalising, delay, gain
adjustment and level metering [14]. Flux Ircam Spat wraps
the Ircam Spatialisateur multiformat room acoustics simulation and localization software as AU and VST plugins
for Mac and Windows [15]. Although this plugin mainly
provides object-based scene descriptions, it can render the
auralization as B-format. The HARPEX plugin for decoding FOA uses a spatial upsampling algorithm based on
high angular resolution planewave expansion (HARPEX)
in order to expand the smaller sweet spot of FOA to HOA
extents [16]. Blue Ripple Sound offers a wide range of
OSX and Windows VST plugins for TOA, 10 including encoders, transcoders and decoders, and a rich set of plugins
for spatial filtering of the encoded signal. Moreover, TOA
includes a HARPEX upsampler, facilitating FOA to TOA
conversion via the HARPEX algorithm.
2. AMBISONIC TOOLKIT

acousmatic and experimental music. The intention is for
the toolset to be both ergonomic and comprehensive, providing algorithms to creatively manipulate and synthesize
Ambisonic soundfields.
By focusing on the problem of synthesising and processing soundfields, the tools are framed for the user to ‘think
Ambisonically’. The model of the ATK is a sound-field
sound-image model rather than a sound-object sound-scene
model. In addressing the holistic problem of creatively
controlling a complete soundfield, the ATK allows and encourages the composer to think beyond the placement of
sounds in a sound-space and instead attend to the impression and image of a soundfield. This is viewed to be the idiomatic approach for working with Ambisonic technique,
leveraging the model the technology presents.
The ATK has existed in a variety of forms since 1998,
beginning as a collection of Csound orchestras, and later
as a set of privately distributed VST plugins. Development of the real-time ATK library for SuperCollider2 began in 2000, and in recent years ATK has primarily been
distributed as a version for SuperCollider3 [17]. Some of
the underlying ideas of ATK has also been incorporated
into the Blue Ripple Sound TOA plugins.
2.1 Ambisonic Toolkit Paradigm
Figure 1 illustrates how the ATK separates the task of production work with Ambisonics into three distinct elements:
Author: Capture or synthesise an Ambisonic soundfield.
Image: Spatially filter an Ambisonic soundfield.
Monitor: Playback or render an Ambisonic soundfield.
In its most simple form, Ambisonics can be regarded as
splitting the panning law into two separate parts: encoding
(Authoring) and decoding (Monitoring), where final panning (decoding) is deferred to an actual loudspeaker array
at the time of audition. The ATK considers Imaging (transforming) a soundfield to be an critical step; this is where
the artist shapes and processes the soundfield in a coherent
way which isn’t easily available via the other models for
working with spatial sound. Further details are discussed
in section 4, below.
Many publicly distributed implementations of Ambisonics provide only encoding and decoding. While giving
flexibility regarding final playback, failing to include transformers misses out the concept of imaging and fails to capitalise on the advantages of the sound-field sound-image
paradigm intrinsic to Ambisonics.

The Ambisonic Toolkit (ATK) brings together a number
of tools and transforms for working with Ambisonic surround sound [17]. Use is targeted towards the composer of
4

Suitable for 7th order HOA.
http://www.brucewiggins.co.uk/?page id=215
6 http://www.brucewiggins.co.uk/?page id=78
7 http://www.radio.uqam.ca/ambisonic/b2x.html
8 Horizontal only.
9 http://sonicbirth.com/
10 http://www.blueripplesound.com/product-listings/pro-audio
5

3. ATK REAPER: DESIGN CONSIDERATIONS
3.1 Choice of plugin architecture
When porting ATK for use in a DAW environment the
prime question is whether to implement plugins in C++
using plugin architectures such as VST 11 or AudioUnit
11
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Figure 1: Ambisonic Toolkit Paradigm.
[18]. If doing this, it seems beneficial to use a intermediate library such as Faust [19], Juce 12 or wdl-ol 13 , but
it will still require substantial overhead in terms of having
to compile and test the plugins for multiple processors and
platforms. At the same time the plugins are vulnerable to
future changes in OS and plugin platforms.
JSFX is a text-based scripting language for programming
audio-oriented effects compiled on the fly for Cockos Reaper. 14 Using JSFX for Reaper there is no need to compile,
and plugins immediately work with all platforms and processors supported by Reaper. Maintenance of the plugins
are not expected to be demanding, as Reaper itself will take
care of future changes to underlaying architectures. Using
JSFX has been speeding up the development process substantially, and development has been able to primarily focus only on the specific processing and interfacing. One
disadvantage is that graphics in plugins with custom GUIs
seem to be demanding on system resources, and the program indicate major CPU overhead when plugin GUIs are
open. However, once the GUI window is closed, the plugins do not seem to require any extra processing resources.
3.2 Coordinate systems and encoding conventions
Within the spatial audio community several coordinate system conventions are being used in parallel. Theory on
Ambisonics generally assume the same coordinate system
conventions as acoustics, with the x-axis pointing forward,
y-axis to the left, and the z-axis pointing upwards. Spherical coordinates also follows standard mathematical conventions, with 0◦ azimuth being forward, and angles increasing in the anti-clockwise direction so that 90◦ azimuth
is to the left. Positive elevation is upwards. This is the coordinate system convention used by ATK for SuperCollider
SpatDIF use a navigation-based coordinate system with
x-axis to the right and, y-axis pointing forward, and z-axis
pointing upwards. Azimuth is 0◦ in the forward direction,
and angles increase clockwise so that 90◦ azimuth is to the
right. Positive elevation is upwards [4].
There are also several conventions for how encoded Ambisonic signals are represented. B-format recordings made
with one type of encoding and played back using another

will have severe mismatches in amplitude levels and channel order.
Classic Furse-Malham encoding (FuMa) can be used for
up to third order signals, and at present appears to be the
preferred representation in musical applications. FuMa format signals adhere to acoustics coordinate conventions. The
W component is the pressure (omni or mono) component
of the signal, X is the pressure gradient component in the
forward-backwards direction, Y is the pressure gradient
component in the left-right direction and Z is the up-down
pressure gradient component. FuMa encoding is the preferred format for all of the Ambisonic plugins discussed
in section 1.3, except for the ambiX suite. Additionally,
recordings made using classic Soundfield microphones also
use FuMa encoding. To ensure interoperability with these
and other sources, processors, and plugin suites, ATK for
Reaper uses FuMa FOA signals throughout.
Cartesian coordinates are avoided throughout the plugin
suite, as ATK for Reaper strives to provide a consistent and
intuitive interface towards parameters regardless of whether
the user is accustomed with acoustics or navigational coordinate systems. Whenever possible the plugins offer graphical user interfaces to avoid ambiguities.
Due to current limitations in the Reaper JSFX API, there
are some considerations to be made with respect to description of azimuths. The desired behaviour is that azimuths increase anti-clockwise. At the same time it is also
preferable that for sources coming from the front half circle, moving the azimuth slider to the right results in the
direction of the sound also moving clockwise to the right,
similar to what happens when moving a regular stereo pan
pot. The Harpex and Blue Ripple plugins both functions
this way. In order to achieve this, horizontal azimuth sliders will need to be implemented with increasing values to
the left. This is however currently not supported in Reaper
JSFX, and for the time being ATK for Reaper uses azimuth values described according to a navigational coordinate system. If Reaper in the future is updated to support sliders with increasing values to the left, this design
decision is likely to be reconsidered, and changed to use
acoustic conventions.
3.3 Graphical user interfaces in spatial transforms

12

http://www.juce.com/about-juce
https://github.com/olilarkin/wdl-ol
14 http://www.reaper.fm/sdk/js/js.php
13

When a mono source is encoded and the resulting B-format
signal is exposed to subsequent matrix-based spatial trans-

- 1340 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

forms as discussed in section 4.2, the resulting B-format
signal W, X, Y, Z relates to the original mono signal s(t)
as:
W (t) = kw s(t)
X(t) = kx s(t)
Y (t) = ky s(t)
Z(t) = kz s(t)

(1)
4. ATK REAPER: THE SUITE OF PLUGINS

The four coefficients kw,x,y,z indicates four degrees of
freedom, and relates to gain g, azimuth φ, elevation θ and
the degree of directness γ (versus omnipresence, as discussed in section 4.2.2) as:
r
1 + sin(γ)
kw = g
2
p
kx = g 1 − sin(γ) cos φ cos θ
(2)
p
ky = g 1 − sin(γ) cos φ sin θ
p
kz = g 1 − sin(γ) sin φ
It follows that if the coefficients kw,x,y,z of the transformed signal are known, gain, azimuth, elevation and directness can be calculated as:
φ = atan2(ky , kx )
q
θ = atan2(kz , kx 2 + ky 2 )
r
2
g = kw
1 + sin γ
 2k 2 − (k 2 + k 2 + k 2 ) 
w
x
y
z
γ = arcsin
2kw 2 + (kx 2 + ky 2 + kz 2 )

from all directions. The representation of less directional
sources can be seen in figures 3-5.
Depending on the plugin, one or more bright blue knobs
in the GUI can be used to control azimuth and degree of
transformation.

ATK for Reaper is implemented as a set of Reaper JSFX
source files, one for each plugin. A shared library file
containing mathematical constants and conversions, matrix
operators and graphics calls used by several of the plugins, ensures a DRY (Don’t Repeat Yourself) programming
approach. Plugins are sorted into subfolders by categories
Encode, Transform and Decode, making it easy for the user
to understand the scope of each of the plugins–and understand their roles within the ATK production flow paradigm.
The following sections describe these.
4.1 Encoders
Most users approaching Ambisonics are usually presented
with two avenues to author an Ambisonic soundfield: capture a natural soundfield directly with a Soundfield microphone, or author a planewave 16 from a monophonic signal. The ATK provides a much wider palette of authoring
opportunities.
4.1.1 Basic Encoders

(3)

The graphical user interface (GUI) for several of the ATK
for Reaper plugins use equation 3 directly to illustrate the
effects of the applied spatial transform. A group of hypothetical sources (as planewaves) are placed at equidistant
angles around the horizontal plane. These are subsequently
processed via the specified transform, and the GUI then
displays the transformed prototype source image state.
The soundfield hemisphere is viewed from above. Gain
level for the transformed sources is indicated by colour
hue, with 0 dB being orange. Signals with increased gain
become red, and signals with reduced gain venture towards
green and blue. This can be seen in figure 6. The representation of azimuth is straight-forward. Elevation is indicated
by adjustments to lightness and saturation, as well as slight
alterations of radius. Additionally, distance from the centre of the hemisphere is reduced with increasing elevation,
as seen in figure 2.
With decreasing directness (directional definition) the circle grows in size, moves towards the origin, and becomes
increasingly transparent. In this way the visualisation helps
communicate that an omnipresent source does not sound
as a ‘focused source’ located in the centre. 15 This is a
common misrepresentation found in ‘hockey puck’ surround panners. Rather, the sound will appear to be arriving
15 Interior array ‘focused sources’ are only possible with very high order HOA or WFS.

The Omni plugin encodes a mono signal as an omnidirectional soundfield. This can be regarded in two ways: a
soundfield with no directional information, 17 or a soundfield with an infinite number of planewaves arriving in all
directions at once. In a well aligned damped studio environment, this usually sounds ‘in the head’. In concert hall
listening it usually appears as omnipresent.
A number of planewave encoders are included in the ATK.
The PlaneWave plugin provides classic encoding of a mono
source as a planewave, where the arrival direction (azimuth
and elevation) can be set. The Stereo plugin encodes stereo
left and right channels as two planewaves coming from
left and right; the angular spread between the two waves
is parameterised. Additional trans-coders are provided for
a number of fixed-channel distribution formats: Quad, 5.0
and 7.0 for the standard ITU layouts, and Pantophonic for
2D and Periphonic for 3D arrays.
Perhaps the most idiomatic Ambisonic encoder is the
ATK’s AtoB, which provides a powerful method for constructing full, complex soundfields via A-format encoding. 18 The user supplies four separate but related signals
to be distributed equally throughout the three dimensions
of the soundfield. These signals may either be synthesised
or captured by microphones. In FOA, A-format can be visualised as a tetrahedral sampling of the soundfield. 19 A
16

Planewave encoding is the classic Ambisonic panning technique.
Following the omnidirectional encoder with a transformer that adds
directness is expected for most uses.
18 The A-format encoder is a simple matrix and does not apply the frequency dependent coincidence compensation filters found in the Soundfield microphone [7].
19 Up to 3rd order HOA various Platonic solids may be used to sample
the soundfield.
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variety of tetrahedral orientations are made available.
4.1.2 Advanced Encoders
A few encoders remain to be ported from ATK for SuperCollider: The PseudoInverse encoding technique provides
a great deal of flexibility, and can be used with both microphone arrays and synthetic signals. In the absence of a
Soundfield microphone, this encoding technique gives the
opportunity to deploy real-world microphone arrays (omni,
cardioid, etc.) to capture natural soundfields. ZoomH2
adapts PseudoInverse for this popular portable recorder.
The final class of encoders remaining to be ported require convolution. These include Super, the classic ‘super stereo’ method for encoding stereophonic signals. The
UHJ encoder offers access to numerous published recordings for periphonic (2D) audition. Spread encodes a monophonic signal by smoothly rotating the signal across the
soundfield by frequency where Diffuse randomises the
phase of the incoming monophonic signal to create a diffuse field. Along with AtoB, these last two are regarded as
the primary ‘full’ soundfield encoding tools to be found in
the ATK.
We look forward to adding all these encoders soon in the
JSFX distribution.

Figure 2: Rotate, Tilt and Tumble transform.

4.2 Imaging transforms
For the artist, the real power of the ATK is found in the
imaging transforms. These are spatial domain filters which
reorient, reshape or otherwise spatially filter an input soundfield. As discussed in section 1.3, there are other plugin
libraries available for spatial transforms. The ATK provides a much wider and comprehensive toolset.
As described earlier and illustrated in figure 1, it is expected that Authoring (encoders), will be followed by Imaging (transformers). One can regard this as augmenting the
panning law of the initial encoding. For example, an omnidirectional or diffuse soundfield may be ‘pushed’ into a
planewave arriving from a single direction. Or, conversely,
the directivity of a soundfield composed of planewaves arriving from many directions may be collapsed to a directionless (omnidirectional) field.
4.2.1 RotateTiltTumble
The RotateTiltTumble plugin provides multi-axes FOA
rotations, with Rotation, Tilt and Tumble 20 applied in the
sequence indicated by the plugin name. If the user wishes
to change the order of rotations, it is possible to daisychain two or more instances of the plugin. Rotation does
not affect directivity of the signal. The screenshot in figure
2 demonstrates how variations in saturation, lightness and
radius of the displayed transformed sources serve to illustrate their vertical position. The separate effect of the Tilt
and Tumble transformations is indicated by the two blue
planes in the interface.
4.2.2 Direct and DirectO
The DirectO plugin (figure 3) adjusts the directivity of an
FOA soundfield across the origin. It is a spatial low-pass
20

Figure 3: DirectO transform plugin interface.

filter; with with an increasing degree of transformation, the
soundfield becomes less directional, and with a transform
of 90◦ the soundfield becomes omnipresent.
Similarly, the Direct plugin (figure 4) adjusts the soundfield directivity across across a plane specified by the user.
4.2.3 FocusPressPushZoom and Dominate
The FocusPressPushZoom plugin provides a unified interface to four different spatial transforms: Focus, Press, Push
and Zoom. These primarily differ in the directional response of the target planewave and the scaling of gain across
the soundfield. The amount of spatial transform is expressed as a soundfield distortion angle 21 in the range
from 0◦ to 90◦ . At 0◦ no distortion is applied. At 90◦
all four transforms collapse the soundfield to a planewave
arriving from the direction of interest specified by azimuth
21

Yaw, Roll, and Pitch
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Figure 4: Direct transform plugin interface.
Figure 5: Push transform plugin interface.
and elevation. These transforms fall into two groups.
Focus and Zoom are dominance related transforms and
can be described as ‘emphasising’ elements in the direction
of interest. The directional response of the target planewave
(distortion angle 90◦ ) is a cardioid. This means that gain
opposite the direction of interest is reduced. Focus maintains the gain forward at 0 dB. Zoom, however, increases
gain in the direction of interest and maintains gain perpendicular to this direction.
Press and Push 22 act differently. Rather than emphasising elements in a target direction, all are ‘pressed’ or
‘pushed’ towards the direction of interest. Where the target for Focus and Zoom is a cardioid, the target for this
second group is an omnidirectional response. As a result,
the gains of all elements are maintained to a similar level
and gathered toward the direction of interest. With all four
transforms available in the same plugin it becomes easy
to explore spatial expressive quality as part of the creative
process. GUIs for two can be seen in figures 5 and 6.
The Dominance plugin increases the gain of elements in
the direction of interest while decreasing gain opposite.
With the JSFX plugin directional gain can be boosted by
up to 24 dB. While the Focus, Press, Push, and Zoom
transforms do not generally have a significant impact on
the overall sound level of the soundfield, Dominance can
result in major alterations to sound levels. For this reason, and the difference in the way the amount of soundfield
transformation is specified (gain in dB vs. distortion angle
in degrees), the Dominance transform is implemented as a
separate plugin.
4.2.4 Mirroring
The Mirror plugin mirrors the soundfield across an arbitrary plane, while the MirrorO plugin mirrors the soundfield through the origin.
22

4.3 Near-field effects
Proximity facilitates the introduction of the proximity effect to encoded signals. The proximity effect can be an
important contributor to perceptions of nearness. At extremes, the proximity effect introduces a strong bass boost,
requiring careful handling. Distance is described in meters, and to prevent bass boost from getting out of hand,
the lower limit is set to 10 cm (0.1 m).
Nearfield compensation (NFC) is implemented via the
NearFieldCompensation plugin, and facilitates the reduction or removal of the proximity effect from encoded signals. NFC is usually used in conjunction with decoders to
compensate for the distance of loudspeakers on playback
in loudspeaker rigs with a smaller diameter. For the artist,
NFC can also be used to reduce the proximity effect found
in nearfield natural recordings.
Proximity and NearFieldCompensation respectively apply an integrator or high pass filter to the first order components of the encoded signal. 23 The Proximity filter undoes NearFieldCompensation given the same distance argument.
4.4 Audio Effects and Ambisonics
Spatial information is encoded in balance and phase relations between the four channels of a B-format signal.
Processing one or more of the B-format channels using an
audio effect which modifies gain and phase relations will
most likely disrupt or otherwise distort the encoded spatial
information. In most cases this is un-desired. The ATK
provides a remedy through the use of a pair of plugins,
BtoA and AtoB.
Native B-format signals are processed using familiar audio effects by first converting to A-format. Figure 7 illustrates the appropriate network. The BtoA plugin decodes
23

Two novel spatial transforms, at present found only in the ATK.
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decoders [20], Pantophonic is a regular 2D polygon decoder and Periphonic is a regular cylindrical decoder for
3D dual ring. Diametric is Gerzon’s classic decoder suitable for varied periphonic and pantophonic loudspeaker arrays [21]. While regular decoders are suitable for many
users, diametric decoding enables the greatest flexibility,
and allows the design of substantially varying semi-regular
arrays suitable for a wide variety of playback situations.
Meeting all the criteria outlined by Gerzon to qualify as
Ambisonic, this decoder is a good choice for full 3D critical studio listening.
The above surround decoders supports several modes. A
two-band psycho-acoustically optimised decoder is returned by dual, the optimum choice for small scale studio or
domestic settings [22]. Suitable for mid-scale arrays is the
single (aka ‘energy’) decoder. ‘Controlled opposites’ decoding (aka ‘in phase’) is returned by controlled, and may
be preferred for large scale arrays. The velocity setting returns ‘strict soundfield’ (aka ‘basic’) decoding. 25
The UHJ decoder and binaural decoders, using measured
and synthetic HRTFs, require kernel convolution. These
remain to be ported. While the virtual microphone stereophonic decoder is very easy and convenient, for production
work the authors advise using the UHJ decoder once the
port has been accomplished.

Figure 6: Zoom transform interface.

5. DISCUSSION

Figure 7: Process effects in A-format.

to A-format, while AtoB re-encodes into B-format. Spatial
information is preserved (or modified) in a similar way as
effects processing with two-channel stereo.
The Omni mono signal encoder in conjunction with the
network illustrated in figure 7 can also be used to synthesise interesting soundfields. Each of the effects units
should be tuned with slightly different parameters to ensure an active soundfield for this application.
4.5 Decoders
Perhaps one of the most celebrated aspects of the Ambisonic sound technique has been its design as a hierarchal
reproduction system, able to target a number of varying
loudspeaker arrays. The ATK provides a wide palette of
optimised decoders.
The Mono virtual microphone decoder returns a single
channel, and can be used to ‘listen in’ to the soundfield at
the specified azimuth and elevation. 24 The Stereo decoder
returns a pair of virtual microphones. Virtual microphone
polar patterns may be specified for both decoders.
Surround array decoders are included in a number of forms.
Quad is an optimised quadraphonic decoder with variable
loudspeaker angle, 5.0 uses Wiggins optimised ITU 5.0

While there is a well-established workflow for stereo on
DAWs, options have been more limited when working with
Ambisonics. From a compositional viewpoint, Ambisonic
field recordings sometimes can leave the sonic artist with
an impression of ‘take it or leave it’, as the sound image
can be both spectrally and spatially quite ‘full’. ATK for
Reaper brings both a comprehensive composition workflow model, the sound-field sound-image paradigm, and
a set of versatile tools for working with Ambisonics to
the DAW environment. The imaging tools available allow
soundfield imaging to become part of a compositional language: naturally recorded ‘too full’ soundfields can be reduced and controlled to fit a creative context, ‘too small’
synthetic generated material can be expanded.
In addition to Reaper’s flexible channel routing and signal flow, the FX Chains preset plugin chain feature accommodates the ATK’s design paradigm very well, and allows the user to assemble more complex Ambisonic signal processing by cascading a number of ATK plugins.
These can then be saved as FX Chains to be used again.
A quadraphonic decoder with nearfield compensation is
a simple example. The user would create an FX Chain
consisting of: NearFieldCompensation→Quad. A more
complex example could be a ‘custom DAFX’ mono encoder. Expanding on the network illustrated in figure 7:
Omni→BtoA→DAFX→AtoB→Push→Proximity. As a
saved FX Chain, this DAFX processor-panner then
becomes available throughout a user workflow, and mirrors the method found in ATK for SuperCollider. Similarly, favourite DAFX processes used in stereo workflows

24 This can also be thought of as extracting a monophonic feed from a
soundfield, e.g., a natural soundfield recording, in a direction of interest.

- 1344 -

25

Usually not preferred for FOA in most cases.

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

can be adapted to B-format as discussed in section 4.4 and
saved as FX Chains for re-use.
ATK for SuperCollider3 is distributed as open-source using the GNU GPL General Public License Version 3. This
license is incompatible for use with proprietary software
such as Reaper, and for this reason ATK for Reaper is distributed using the GNU LGPL Lesser Public License Version 3. ATK for Reaper will be available for download
from the Ambisonic Toolkit web site in the near future. 26
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• At the mastering stage, meters are used to check
compliance with upstream level and loudness standards, and to optimise the dynamic range for a given
medium.

ABSTRACT
The authors offer an introductory walk-through of professional audio signal measurement and visualisation using
free software.
Many users of audio software at some time face problems that requires reliable measurement. The presentation
focuses on the SiSco.lv2 (Simple Audio Signal Oscilloscope) and the Meters.lv2 (Audio Level Meters) LV2 plugins, which have been developed open-source since August
2013. The plugin bundle is a super-set, built upon existing tools adding novel GUIs (e.g ebur128, jmeters,..), and
features new meter-types and visualisations unprecedented
on GNU/Linux (e.g. true-peak, phase-wheel,..). Various
meter-types are demonstrated and the motivation for using
them explained.
The accompanying documentation provides an overview
of instrumentation tools and measurement standards in general, emphasising the requirement to provide a reliable and
standardised way to measure signals.
The talk is aimed at developers who validate DSP during development, as well as sound-engineers who mix and
master according to commercial constraints.

2. METER TYPES AND STANDARDS
For historical and commercial reasons various measurement standards exist. They fall into three basic categories:
• Focus on medium: highlight digital number, or analogue level constraints.
• Focus on message: provide a general indication of
loudness as perceived by humans.
• Focus on interoperability: strict specification for
broadcast.
For in-depth information about metering standards, their
history and practical use, please see [1] and [2].
2.1 Digital peak-meters

1. INTRODUCTION
An engineer reading and using audio level meters is comparable to a musician reading or writing sheet-music. Also,
just like there are virtuoso musicians who can’t read a single note, there are great sound-engineers who just go by
their ears and produce great mixes and masters without
ever looking at a single meter (although this doesn’t imply that the use of meters is the option for those who can’t
hear).
Audio level meters are very powerful tools that are useful
in every part of the production chain:
• When tracking, meters are used to ensure that input signals do not overload and maintain reasonable
headroom.
• Meters offer a quick visual indication of activity when
working with a large number of tracks.
• During mixing, meters provide a rough estimate of
the loudness of each track.
Copyright: c 2014 Robin Gareus et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

Similarly for technical engineers, reliable measurement
tools are indispensable for the quality assurance of audioeffects or any professional audio-equipment.

A Digital Peak Meter (DPM) displays the absolute maximum signal of the raw samples in the PCM signal (for a
given time). It is commonly used when tracking to make
sure the recorded audio never clips. To that end, DPMs
are calibrated to 0dBFS (Decibels relative to Full Scale),
or the maximum level that can be represented digitally in a
given system. This value has no musical connection whatsoever and depends only on the properties of the signal
chain or target medium. There are conventions for falloff-time and peak-hold, but no exact specifications. Furthermore, DPMs operate on raw digital sample data which
does not take inter-sample peaks into account, see section
2.7.
2.2 RMS meters
An RMS (Root Mean Square) type meter is an averaging
meter that looks at the energy in the signal. It provides a
general indication of loudness as perceived by humans.
Bar-graph RMS meters often include an additional DPM
indicator for practical reasons. The latter shows medium
specifics and gives an indication of the crest-factor (peakto-average power ratio) when compared to the RMS meter.
Similar to DPM’s, there is is no fixed standard regarding
ballistics and alignment level for a general RMS meter, but
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Figure 1. Various meter alignment levels as specified by the
IEC. Common reference level is 0dBu calibrated to -18dBFS for
all types except for DIN, which aligns +9dBu to -9dBFS. dBu
refers to voltage in an analogue system while dBFS to digital
signal full-scale.

various conventions do exist, most notably the K-system
introduced by Bob Katz [3].
2.3 IEC PPMs
IEC (International Electrotechnical Commission) type Peak
Programme Meters (PPM) are a mix between DPMs and
RMS meters, created mainly for the purpose of interoperability. Many national and institutional varieties exist:
European Broadcasting Union (EBU), British Broadcasting Corporation (BBC), Deutsche Industrie-Norm (DIN),..
[4].
These loudness and metering standards provide a common point of reference which is used by broadcasters in
particular so that the interchange of material is uniform
across their sphere of influence, regardless of the equipment used to play it back. See Fig. 1 for an overview of
reference levels.
For home recording, there is no real need for this level of
interoperability, and these meters are only strictly required
when working in or with the broadcast industry. However,
IEC-type meters have certain characteristics (rise-time, ballistics) that make them useful outside the context of broadcast.
Their specification is very exact [5], and consequently,
there are no customisable parameters.

Figure 2. Various meter-types from the meter.lv2 plugin bundle
fed with a -18 dBFS 1 kHz sine wave. Note, bottom right depicts
the stereo phase correlation meter of a mono signal.

It is based on the ITU-R BS.1770 loudness algorithm [6]
which defines a weighting filter amongst other details to
deal with multi-channel loudness measurements. To differentiate it from level measurement the ITU and EBU introduced a new term ‘LU’ (Loudness Unit) equivalent to
one Decibel 1 . The term ‘LUFS’ is then used to indicate
Loudness Unit relative to full scale.
In addition to the average loudness of a programme the
EBU recommends that the ‘Loudness Range’ and ‘Maximum True Peak Level’ be measured and used for the normalisation of audio signals [7].
The target level for audio is defined as -23 LUFS and
the maximum permitted true-peak level of a programme
during production shall be -1 dBTP.
The integrated loudness measurement is intended to quantify the average program loudness over an extended period
of time, usually a complete song or an entire spoken-word
feature. [8], [9].
Many implementations go beyond displaying range and
include a history and histogram of the Loudness Range in
the visual readout. This addition comes at no extra cost because the algorithm to calculate the range mandates keeping track of a signal’s history to some extent.
Three types of response should be provided by a loudness
meter conforming to R-128:
• Momentary response. The mean squared level over
a window of 400ms.
• Short term response. The average over 3 seconds.
• Integrated response. An average over an extended
period.

2.4 EBU R-128
The European Broadcast Union recommendation 128 is a
rather new standard, that goes beyond the audio-levelling
paradigm of PPMs.

1 the ITU specs uses ‘LKFS’, Loudness using the K-Filter, with respect
to to Full Scale, which is exactly identical to ’LUFS’.
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2.6.2 Goniometer
A Goniometer plots the signal on a two-dimensional area
so that the correlation between the two audio channels becomes visually apparent (example in Fig. 8). The principle
is also known as Lissajous curves or X-Y mode in oscilloscopes. The goniometer proves useful because it provides
very dense information in an analogue and surprisingly intuitive form: From the display, one can get a good feel
for the audio levels for each channel, the amount of stereo
and its compatibility as a mono signal, even to some degree what frequencies are contained in the signal. Experts
may even be able to determine the probable arrangement
of microphones when the signal was recorded.
Figure 3. EBU R-128 meter GUI with histogram (left) and his2.6.3 Phase/Frequency Wheel

tory (right) view.

2.5 VU meters
Volume Unit (VU) meters are the dinosaurs (1939) amongst
meters.
The VU-meter (intentionally) ”slows” measurement, averaging out peaks and troughs of short duration, and reflects more the perceived loudness of the material [10],
and as such was intended to help program producers create
consistent loudness amongst broadcast program elements.
In contrast to all the previously mentioned types, VU
metes use a linear scale (in 1939 logarithmic amplifiers
were physically large). The meter’s designers assumed that
a recording medium with at least 10 dB headroom over 0
VU would be used and the ballistics were designed to “look
good” with the spoken word.
Their specification is very strict (300ms rise-time, 1 1.5% overshoot, flat frequency response), but various national conventions exist for the 0VU alignment reference
level. The most commonly used was standardised in 1942
in ASA C16-5-1942: “The reading shall be 0 VU for an
AC voltage equal to 1.228 Volts RMS across a 600 Ohm
resistance” 2

Figure 4. Phase/Frequency Wheel. Left: pink noise, 48KSPS
with right-channel delayed by 5 samples relative to left channel.
Right: Digitalisation of a mono 1/2” tape reel with slight head
misalignment.

The Phase Wheel is an extrapolation of the Phase Meter.
It displays the full 360 degree signal phase and separates
the signal phase by frequency. It is a rather technical tool
useful, for example, for aligning tape heads, see Fig. 4
2.7 Digital True-Peak Meters

2.6 Phase Meters
A phase-meter shows the amount of phase difference in a
pair of correlated signals. It allows the sound technician to
adjust for optimal stereo and to diagnose mistakes such as
an inverted signal. Furthermore it provides an indication of
mono-compatibility, and possible phase-cancellation that
takes place when a stereo-signal is mixed down to mono.
2.6.1 Stereo Phase Correlation Meters
Stereo Phase Correlation Meters are usually needle style
meters, showing the phase from 0 to 180 degrees. There
is no distinction between 90 and 270 degree phase-shifts
since they produce the same amount of phase cancellation.
The 0 point is sometimes labelled “+1”, and the 180 degree
out-of-phase point “-1”.
2

This corresponds to +4dBu

A True-Peak Meter is a digital peak meter with additional
data pre-processing. The audio-signal is up-sampled (usually by a factor of four [6]) to take inter-sample peaks into
account. Even though the DPM uses an identical scale,
true-peak meters use the unit dBTP (decibels relative to
full scale, measured as a true-peak value – instead of dBFS).
dBTP is identical to dBFS except that it may be larger than
zero (full-scale) to indicate peaks.
Inter-sample peaks are not a problem while remaining in
the digital domain, they can however introduce clipping
artefacts or distortion once the signal is converted back to
an analogue signal.
Fig. 5 illustrates the issue. Inter-sample peaks are one
of the important factors that necessitate the existence and
usage of headroom in the various standards, Table 1 provides a few examples of where traditional meters will fail
to detect clipping of the analogue signal.
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mathematical
true peak value
+2.0982 dBTP
+0.7655 dBTP

Table 1. True Peak calculations @ 44.1 KSPS, both examples
correspond to 0dBFS.

Figure 6. 30 Band 1/3 octave spectrum analyser

Figure 5. Inter-sample peaks in a sine-wave. The red line (top
and bottom) indicates the digital peak, the actual analogue sinewave (black) corresponding to the sampled data (blue dot) exceeds this level.

2.8 Spectrum Analysers
Spectrum analysers measure the magnitude of an input signal versus frequency. By analysing the spectra of electrical signals, dominant frequency, power, distortion, harmonics, bandwidth, and other spectral components can be
observed. These are not easily detectable in time domain
waveforms.
Traditionally they are a combination of band-pass filters
and an RMS signal level meter per band which measures
the signal-power for a discrete frequency band of the spectrum. This is a simple form of a perceptual meter. A well
known specification is a 1/3 octave 30-band spectrum analyser standardised in IEC 61260 [11]. Frequency bands are
spaced by octave which provides a flat readout for a pinknoise power spectrum, which is not unlike the human ear.
As with all IEC standards the specifications are very precise, yet within IEC61260 a number of variants are available to trade off implementation details. Three classes of
quality are defined which differ in the filter-band attenuation (band overlap). Class 0 being the best, class 2 the
worst acceptable. Furthermore two variants are offered rex
garding filter-frequency bands, base ten: 10 10 and base
x
two: 2 3 . The centre frequency in either case is 1KHz,
with (at least) 13 bands above and 16 bands below.
In the digital domain various alternative implementations
are possible, most notably FFT and signal convolution approaches 3 .
FFT (Fast Fourier Transform, an implementation of the
discrete Fourier transform) transforms an audio signal from
3 There are analogue designs to perform DFT techniques, but for all
practical purposes they are inadequate and not comparable to digital signal processing.

the time into the frequency domain. In the basic common
form frequency bands are equally spaced and operation
mode produces a flat response for white noise.
For musical applications a variant called ‘perceptual analysers’ is widespread. The signal level or power is weighted
depending on various factors. Perceptual analysers often
feature averaging functions or make use of screen-persistence
to improve readability. They also come with additional features such as numeric readout for average noise level and
peak detection to mitigate effects introduced by variation
in the actual display.
2.9 Oscilloscopes
The oscilloscope is the “jack of all trades” of electronic
instrumentation tools. It produces a two-dimensional plot
of one or more signals as a function of time.
It differs from a casual wave-form display, which is often
found in audio-applications, in various subtle but important
details: An oscilloscope allows reliable signal measurement and numeric readout. Digital wave-form displays on
the other hand are operating on audio-samples - as opposed
to a continuous audio-signal. Figure 7 illustrates this.
For an oscilloscope to be useful for engineering work it
must be calibrated - for both time and level, be able to produce an accurate readout of at least two channels and facilitate signal acquisition of particular events (triggering,
signal history) [12].
3. STANDARDISATION
The key point of measuring things is to be able to meaningfully compare readings from one meter to another or to
a mathematically calculated value. A useful analogy here
is inches and centimetres, there is a rigorous specification
of what distance means. There are various standards and
conventions, but there is no margin for error: One can rely
on the centimetre.
Unfortunately the same rigour is not always applied to audio metering. On many products the included level meter
mainly serves to enhance aesthetics, “make it look cool”,
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features needle style meters (mono and stereo variants) of
the following
• IEC 60268-10 Type I / DIN
• IEC 60268-10 Type I / Nordic
• IEC 60268-10 Type IIa / BBC
• IEC 60268-10 Type IIb / EBU
• IEC 60268-17 / VU
An overview is given in Fig. 2. Furthermore it includes
meter-types with various appropriate visualisations for:
• 30 Band 1/3 octave spectrum analyser according to
IEC 61260 (see Fig. 6)
• Digital True-Peak Meter (4x Oversampling), Type II
rise-time, 13.3dB/s falloff.
• EBU R128 Meter with Histogram and History (Fig.
3)

Figure 7. 15KHz, -3dBFS sine wave sampled at 48KSPS. The
Oscilloscope (top) up-samples the data to reproduce the signal.
The wave-form display (bottom) displays raw sample data.

• K/RMS meter, K-20, K-14 and K-12 variants
• Stereo Phase Correlation Meter (Needle Display, bottom right in Fig. 2)

rather than provide a reliable measurement. This trend
increased with the proliferation of digital audio plugins.
Those meters are not completely without merit, they can be
useful to distinguish the presence, or otherwise, of a signal,
and most will place the signal-level in the right ballpark.
There is nothing wrong with saying “the building is tall”
but to say “the building is 324.1m high” is more meaningful. The problem in the audio-world is that many vendors
add false numeric labels to the scale to convey the look of
professionalism, which can be quite misleading.
In the audio sphere the most prominent standards are the
IEC and ITU specifications: These specs are designed such
that all meters which are compliant, even when using completely different implementations, will produce identical
results.
The fundamental attributes that are specified for all meter
types are:

• Goniometer (Stereo Phase Scope) (Fig. 8)
• Phase/Frequency Wheel (Fig. 4)

• Alignment or Reference Level and Range
• Ballistics (rise/fall times, peak-hold, burst response)
• Frequency Response (filtering)
Standards (such as IEC, ITU, EBU,...) govern many details beyond that, from visual colour indication to operating temperatures, analogue characteristics, electrical safety
guidelines, test-methods, down to electrostatic and magnetic interference robustness requirements.
4. SOFTWARE IMPLEMENTATION
4.1 Meters.lv2
Meters.lv2 [13] is a set of audio plugins, licensed in terms
of the GPLv2 [14], to provide professional audio-signal
measurements according to various standards. It currently

Figure 8. Goniometer (Phase Scope)
There is no official standard for the Goniometer and PhaseWheel, the display has been eye-matched by experienced
sound engineers to follow similar corresponding hardware
equivalents.
Particular care has been taken to make the given software
implementation safe for professional use. Specifically realtime safety and robustness (e.g. protection against denormals or subnormal input). The graphical display makes
use of hardware acceleration (openGL) to minimise CPU
usage.
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4.2 Sisco.lv2
Sisco.LV2 [15] implements a classic audio oscilloscope
with variable time scale, triggering, cursors and numeric
readout in LV2 plugin format. While it is feature complete for an audio-scope, it is rather simplistic compared to
contemporary hardware oscilloscopes or similar endeavours by other authors [12].
The minimum grid resolution is 50 micro-seconds - or a
32 times oversampled signal. The maximum buffer-time
is 15 seconds. Currently variants up to four channels are
available.
The time-scale setting is the only parameter that directly
affects data acquisition. All other parameters act on the
display of the data only. The vertical axis displays floatingpoint audio-sample values with the unit [-1..+1]. The amplitude can be scaled by a factor of [-10..+10] (20dB), negative values will invert the polarity of the signal. The numeric readout is not affected by amplitude scaling. Channels can be offset horizontally and vertically. The offset applies to the display only and does not span multiple buffers
(the data does not extend beyond the original display). This
allows the display to be adjusted in ‘paused’ mode after
sampling a signal.
#
1
2

Title
Signal Edge
Enter Window

3

Leave Window

4

Hysteresis

5

Constrained

6

Drop-out

7

Pulse Width

8

Pulse Train

9

Runt

10

LTC

11

RMS

12

LPF

Description
Signal passes ‘Level 1’
Signal enters a given range
(Level 1, 2).
Signal leaves a given range
(Level 1, 2).
Signal crosses both min and
max (Level 1,2) in the same
direction without interruption.
Signal remains within a give
range for at least ‘Time 1’.
Signal does not pass through
a given range for at least
‘Time 1’.
Last edge-trigger occurred
between min and max (Time
1,2) ago.
No edge-trigger for a give
time (max, Time 2), or more
than one trigger since a give
time (min, Time 1).
Fire if signal crosses 1st but
not 2nd threshold.
Trigger on Linear Time
Code sync word.
Calculate RMS, Integrate
over ‘Time 1’ samples.
Low Pass Filter, 1.0/ ‘Time
1’ Hz
Figure 9. Overview of trigger preprocessor modes available in

Table 2. Description of trigger modes in Fig. 9.

“mixtri.lv2”. The arrow indicates trigger position.

The oscilloscope allows for visually hiding channels as
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well as freezing the current display buffer of each channel individually. Regardless of display, data-acquisition
for every channel continues and the channel can be used
for triggering.
The scope has three modes of operation:
• No Triggering The Scope runs free, with the display update-frequency depending on audio-buffersize and selected time-scale. For update-frequencies
less than 10Hz a vertical bar of the current acquisition position is displayed. This bar separates recent
data (to the left) and previously acquired data (to the
right).
• Single Sweep Manually trigger acquisition using the
push-button, honouring trigger settings. Acquires
exactly one complete display buffer.
• Continuous Triggering Continuously triggered data
acquisition with a fixed hold time between runs.
Advanced trigger modes are not directly included with
the scope, but implemented as a standalone “trigger preprocessor” [16] plugin, see Fig. 9 and Table 2. Triggermodes 1-5 concern analogue operation modes, modes 69 are concerned with measuring digital signals 4 . Modes
10-12 are pre-processor modes rather than trigger modes.
Apart from trigger and edge-mode selectors “mixtri.lv2”
provides two level and two time control inputs for configuration.
5. CONCLUSION
An overview of various instrumentation tools and measurement standards was presented. The various tools are available as free software and have already found their way into
GNU/Linux distributions, making Linux even more suitable as a platform for Pro-Audio work.
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Thanks go to Jaromı́r Mikeš who created the initial software packages for Debian/Ubuntu, Alexandre Prokoudine
who took great care of public relations, and Axel Müller
who spent countless hours on testing and quality assurance.
Further thanks go to harrison.com which caters for binary
packages for OSX and Windows platforms, to be made
available with their Mixbus3 Product.

[3] B. Katz, “How to make better recordings in the 21st
century - an integrated approach to metering, monitoring, and leveling practices.” http://www.digido.com/
how-to-make-better-recordings-part-2.html, 2000, updated from the article published in the September 2000
issue of the AES Journal by Bob Katz.
[4] Wikipedia,
“Peak
programme
meter
—
wikipedia, the free encyclopedia,” 2013, [Online; accessed 1-February-2014]. [Online]. Available: http://en.wikipedia.org/w/index.php?title=Peak
programme meter&oldid=547296518
[5] IEC, “IEC60268-10 sound system equipment – Part
10 Peak programme level meters,” 1991, International
Electrotechnical Commission.
[6] ITU, “ITU BS.1770, Algorithms to measure audio
programme loudness and true-peak audio level,” http:
//www.itu.int/rec/R-REC-BS.1770/en, 2006, International Telecommunication Union.
[7] EBU, “EBU R-128 – audio loudness normalisation &
permitted maximum level,” https://tech.ebu.ch/docs/r/
r128.pdf, 2010, European Broadcast Union – Technical
Committee.
[8] F. Adriaensen, “Loudness measurement according to
EBU R-128,” in Proceedings of the Linux Audio Conference 2011, 2011.
[9] EBU, “EBU TECH 3342 – Loudness Range: A
measure to supplement loudness normalisation in accordance with EBU R-128,” https://tech.ebu.ch/docs/
tech/tech3342.pdf, 2011, European Broadcast Union –
Technical Committee.
[10] Wikipedia, “VU meter — wikipedia, the free
encyclopedia,” 2014, [Online; accessed 2-February2014]. [Online]. Available: http://en.wikipedia.org/w/
index.php?title=VU meter&oldid=588986200
[11] IEC, “IEC61260 electroacoustics – Octave-band and
fractional-octave-band filters,” 1995, International
Electrotechnical Commission.
[12] F. Adriaensen, “Design of an audio oscilloscope application,” in Proceedings of the Linux Audio Conference
2013, ISBN 9783-902949-00-4, 2013.
[13] R. Gareus, “Meters.lv2 - audio plugin collection,”
https://github.com/x42/meters.lv2, 2013.

6. REFERENCES

[14] “Gnu general public license, version 2,” https://www.
gnu.org/licenses/old-licenses/gpl-2.0.html, Free Software Foundation, June 1991.

[1] E. Brixen, Audio Metering: Measurements, Standards
and Practice, 2010, ISBN 0240814673.

[15] R. Gareus, “Sisco.lv2 - Simple Scope,” https://github.
com/x42/sisco.lv2, 2013.

[2] J. Watkinson, Art of Digital Audio, 2000, ISBN
0240515870.

[16] ——, “Mixtri(x).lv2 - matrix mixer and trigger processor,” https://github.com/x42/mixtri.lv2, 2013.

4 Digital signal trigger modes are of limited use with a generic audio
interface, but can be useful in combination with an adapter (e.g. Midi to
Audio) or inside Jack (e.g. AMS or ingen control signals).

- 1352 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

Audio-Rate Modulation of Physical Model Parameters
Edgar Berdahl
226 School of Music
Louisiana State University
Baton Rouge, LA, 70803, USA
edgarberdahl@lsu.edu

ABSTRACT

1.1 Discussion of Continuous-Time Models

Audio-rate modulation of the parameters of physical models is investigated. For example, the resonance frequency
of a simple resonator can be modulated smoothly at an audio rate to produce a brighter tone. As with traditional frequency modulation (FM) signal models, complex spectra
can be produced through variation of the resonator’s frequency.
It is possible to create such hybrid physical/signal models
in which the physical portion conserves energy despite the
modulation of its parameters. However, most interesting
hybrid models will have some nonpassive characteristics.
Example models are developed, whose vibrations can be
felt and interacted with using a haptic force-feedback device. This technique can make exotic systems tangible that
would not normally be found in nature. Hence, if one considers the process of designing a physical model a kind of
“dematerialization” process, then one could consider that
the present technique is physically “rematerializing” novel
audio-rate-modulated virtual objects.
1. INTRODUCTION
Physical models have been employed for decades to synthesize sound with computers. The most basic physical
modeling approach is to study the physics of a musical
instrument, and then simulate the physical equations in a
computer to synthesize sound [1, 2, 3, 4]. However, besides merely imitating prior musical instruments, new virtual instruments can be designed with a computer by simulating the acoustics of hypothetical situations [5], creating
a “metaphorisation of real instruments.” Of particular importance is also that sounds generated using physical models tend to be physically plausible, enhancing the listener’s
percept due to familiarity [6, 7].
That same ethos can be applied to the creation of digital
musical instruments even with techniques besides physical
modeling [8]. In other words, the idea is that by targeting sounds that share psychoacoustical characteristics of
acoustic musical instruments, sound designers and composers will be able to “create powerful, expressive and
evocative sounds” with signal-based sound synthesis [8].
Copyright: c 2014 Edgar Berdahl et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

In order to make this work as widely applicable and general
as possible, the models are presented in the continuoustime domain. These models describe what a physical system would do if its parameters were varied continuously. If
a model is not passive in the continuous-time domain, then
it will most likely still not be passive when discretized, and
that is what is studied first and foremostly in this work. It
is left to the reader as an exercise to decide which method
to employ for discretizing the continuous-time differential
equations to apply this approach in the future. 1
1.2 Control-Rate Modulation of Parameters
Physical modeling parameters can be adjusted continuously
at control rates to simulate interactions with human players. For example, a sensible input to a physical model
could be the position of a bow, and it would be natural
to modulate or adjust this input parameter at a control rate
to synthesize the sound of a bowed string [9]. Many researchers have also designed physical models for which the
parameters were adjusted continuously, but nevertheless at
a control rate [10, 3]. This kind of control-rate modulation
makes the physical model emulate a time-varying system
that is not guaranteed to be stable. However, in practice
with many physical models, slow modulations tend not to
drive the models unstable.
1.3 Audio-Rate Modulation of Parameters
In contrast, the concept of audio-rate modulation means
that the physical model parameters are adjusted at rates
faster than control or gestural rates. Examples include adjusting the fundamental frequency of a string according to
a pseudorandom input audio signal or sinusoidally adjusting the resonance frequency of a resonator at 300Hz. From
a compositional perspective, these examples are very intriguing because these sounds have not historically been
heard by the wider public: it’s very challenging to build a
real string whose fundamental frequency is varied pseudorandomly, and it’s hard to conceive how one might build
a mechanical resonator whose frequency could be significantly varied at 300Hz without side effects. Thus, the concept of audio-rate modulation is intriguing. However, since
1 The authors have discretized the models in order to simulate their
dynamics using a computer; however, the only instabilities observed have
been at low frequencies, suggesting that these instabilities are in fact due
to the continuous-time model being unstable and not as a result of the
nature of the discretization, and it is precisely those instabilities that are
the subject of the present paper.
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the modulations generally happen at fast speeds, audio-rate
modulations are less likely to be stable (except for a specific class of passive models identified below in Sections
2.1-2.2). Therefore, when making music using audio-rate
modulation of physical model parameters, care needs to
generally be taken to avoid choosing unstable settings.
1.4 Tangibility
A further advantage of this approach is that it can make
signal-based algorithms tangible with a force-feedback haptic device, since physical models are arguably the best way
to program haptic devices [4]. The physical model allows
a way for a user to interact with a signal-based algorithm
as rendered by the physical model.
Alexandros Kontogeorgakopoulos et al. have completed
related prior pioneering work in making signal-based algorithms tangible by way of haptic audio effects [11, 12].
In this work, a musical audio or speech signal is fed into
a physical model as an input to be processed by the physical model. Kontogeorgakopoulos has derived ways of employing physical models to produce similar psychoacoustical effects as certain signal-based audio effects algorithms,
thereby making the effects tangible [13]. The present work
differs in that the application is not signal processing of
an input musical audio or speech signal but rather direct
sound synthesis.

Consider a network of interconnected masses and springs,
for which the springs incorporate some linear damping loss.
If the coefficient describing this damping is suddenly reduced to zero, resulting in an ideal spring, then this cannot
destabilize the system since it does not contain any external sources of energy and is initialized with only a finite
amount of energy. Conversely, if the coefficient describing this damping is suddenly increased, then it, because it
implements a loss, will either decrease the time before the
system eventually comes to rest, or under some circumstances it will cause no change in the energy decay time
(e.g. if this energy is not accessible to the loss).
2.2.1 Example: Modulation of Damping in a 1DOF
Mechanical Resonator
A mechanical resonator can be formed by connecting a
mass m to ground via a spring (k, R) as depicted in Figure 1. If the mass is displaced, then it will tend to oscillate
with respect to ground. To facilitate connection to a haptic
device, the model also incorporates a plectrum, which provides for haptic interaction with the resonator (see Figure
1).

2. PASSIVE MODELS
2.1 Passivity
If physical model parameters are modulated in a passive
way, then energy cannot be created by the model or its
modulation. Consequently, subject to assumptions about
the haptic hardware and software implementation, the net
system will be stable [4]. Although stability is not necessarily a requirement for musical applications, it can be convenient if a system does allow for implementations that are
guaranteed stable. For this reason, we introduce continuoustime models that are guaranteed to be stable in the following section.
2.2 Modulation of Losses
As a mechanical musical instrument is struck, plucked,
bowed, etc., energy is imbued into it. It will continue to
vibrate until losses remove this energy, eventually allowing the instrument to essentially come to rest. There are
many sources of loss, including friction and damping, that
cause the energy of vibration to be converted into heat,
etc. When such losses are incorporated into a continuoustime physical model, then any terms providing such pure
losses can be modulated in real time without destabilizing
the model, as long as the model does not incorporate any
external sources of energy and as long as the loss parameters do not change sign. The reason for this is that pure
losses instantaneously dissipate energy; therefore, increasing or decreasing the (positive) loss coefficients should not
be able to destabilize a (passive physical) system that is
initialized with only a finite amount of energy [14].

Figure 1. A resonator is formed by a mass m connected
to ground via a spring (k, R). A human can pluck this
resonator by way of a virtual plectrum and haptic device.
This approach was first tested using a single resonator,
but the results were extended to a more complex model
in order to obtain a more interesting sound. The model
was a perhaps oversimplified, but nonetheless intriguing,
modal model of four gamelan bars. The model did not
incorporate beating or any significant amplitude modulation. The damping loss R(t) for the gamelan bars was then
configured to turn on and off at frequencies close to 4 Hz.
In other words, the damping parameter R(t) was switched
back and forth between 0.3 N/(m/s) and almost no damping (i.e. close to 0 N/(m/s)), as demonstrated in the example sounds files:
• GamelanPassiveDampMod.wav and
• GamelanPassiveDampMod2.wav.
The result was a gamelan-like sound and elementary haptic
interaction, for which the sound evidenced noticeable amplitude modulation at frequencies close to 4 Hz. The waveform for one strike on one of the gamelan bars is shown in
Figure 2.
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3.1 Audio-Rate Modulation of the Resonance
Frequency of a Mechanical Resonator

Figure 2. Displacement of a virtual gamelan bar when
plucked via a haptic device and subjected to passive damping modulation.

Further passive models can similarly be created by simply modulating pure losses such as damping in other models. However, some limitations in this technique can be observed. Its effect on the sound is limited by its passivity—
as soon as the increased damping affects the sound, it also
removes energy from the physical model, thereby bringing the model closer to rest. Therefore, in general when
long decay times are desired, passive damping modulation
is not an effective approach for employing external signals
to modulate the sound of physical models, unless an additional energy source is provided that can sustain the virtual
vibrations.

While the elemental haptic interaction with the resonator
shown in Figure 1 is intriguing, the sound is perhaps a bit
bare. It sounds like a transient followed by an exponentially decaying sinusoid. Therefore, it is interesting to consider modulating the parameters of the resonator. In Section 2, modulating the damping was already considered;
therefore, here we consider modulating the resonance frequency f0 (t) of the resonator instead. One way to implement this is to allow the stiffness k(t) and mass m(t) of
the resonator to be modulated, as indicated by the thin red
arrows in Figure 3, while the damping parameter R is held
constant. For this work, the resonator is implemented using
a phasor approach with equivalent mass m(t) as described
further in Appendix A [15, 16].

2.3 Nonpassive Damping Modulation
The approach from the previous section can be extended
by allowing the modulating signal to make damping parameters become negative as well as positive. A “negative damper” is dangerous as it creates energy locally in a
model and can destabilize the model; however, in some
situations, it can be balanced by a sufficient amount of
positive damping at a later time. In making the example sound GamelanNonpassiveStrongRM.wav, the damping parameter R(t) was switched back and forth between
−5.64 N/(m/s) and 6.36 N/(m/s) at 60 Hz. Therefore,
on average the damping parameter was positive. The result was a somewhat Gamelan-like tone with a significantly
long decay time but featuring a rapid amplitude modulation at 60 Hz. The sound could be described as a kind
of ring modulation of the Gamelan sound. Such a model
with large negative damping values could go unstable depending on the precise contents of the model; however, we
found the model to be stable when connected to a plectrum
and haptic device as depicted in Figure 1. The reader is encouraged to try out the same demonstration patch GamelanDampingMod˜.maxpat to explore the dynamic behaviors discussed in Section 2.

3. NONPASSIVE MODELS
Most approaches for modulating the parameters of a physical model will result in nonpassive behavior, which may
or may not be problematic for a specific application. In
this section, some approaches are described using example
models that provide useful results.

Figure 3. Modulating the stiffness k(t) and mass m(t) of
a mechanical resonator model to change its frequency.

3.2 Sinusoidal Frequency Modulation
To make the timbre more rich, the resonance frequency
f0 (t) can be varied sinusoidally [17]. 2 The “Simple FM”
synthesis program suggests employing the following equation to determine the frequency f0 (t) of the resonator [3]:


f0 (t) = fc · 1 + d sin(2πfm t) ,
(1)

where fc is the carrier frequency, fm is the modulation
frequency, and d is the frequency deviation d.
The reader can hear the effect of the sinusoidal frequency
modulation by comparing the sound files resonator.wav
with resonator-SFM.wav. The frequency of the unmodulated resonator (i.e. fc ) is tuned to MIDI note 52 (E3 at
164.8Hz), and the magnitude response for a window near
the beginning of the plucked resonator sound is shown in
thick blue in Figure 4. For the frequency-modulated waveform resonator-SFM.wav, the tone is much brighter due to
d = 0.95 and fm = 4.03fc . Because fm /fc is not tuned
precisely to an integer, some beating is audible; however,
because the modulation frequency is tuned almost harmonically, partials nearly corresponding to an (odd) harmonic
2 Alexandros Kontogeorgakopoulos has explored a similar technique.
Instead of implementing a model that gives precisely the same output as
the FM synthesis algorithm, he has designed a series of physical models,
whose fundamental frequencies vary over time due to various simulated
physical influences [18].
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series can be clearly observed in Figure 4 in thin red. Consequently, the timbre is brighter with sinusoidal frequency
modulation.

with this paper can be used to experiment with the techniques from both this section and Section 3.2.
3.4 Plucked Strings
The same approaches outlined for resonators can also be
applied to vibrating strings. Consider the simple plucked
string model depicted in Figure 5. It can be adapted for
real-time control of the fundamental frequency by adding
a virtual slide bar as shown in Figure 6, for which the string
is assumed to be arbitrarily long yet still tensioned appropriately. The position of the slide bar determines the point

Magnitude [dB]

60
40
20
0
−20
−40
500

1000
Frequency [Hz]

1500

Figure 4. Magnitude response of a simple plucked resonator (e.g. d = 0 in thick blue) overlaid over a frequencymodulated plucked resonator (e.g. d = 0.95 and fm =
4.03fc in thin red). Note that the energy near 0Hz comes
as a result of the model’s excitation via a virtual plectrum.
Although this model was not always passive, it is still musically useful. When the oscillator is not in contact with the
plectrum (see Figure 4), the model is passive and sounds
like an exponentially decaying FM synthesizer. In contrast, when the oscillator is in contact with the plectrum,
the energy in the oscillator tends to slowly grow gradually,
at a rate proportional to how hard the user is pressing into
the oscillator (see Figure 10). This interaction is intriguing
and musically useful.

Figure 5. Simple plucked string model.
at which the leftward-going wave is reflected back toward
the right, hence setting the fundamental frequency of the
portion of string that the listener hears (see Figure 6). The
Max patch pluck a string˜.maxpat included with this paper allows one to experiment with sinusoidal, sawtooth,
and random frequency modulation of vibrating strings.

3.3 Random Frequency Modulation
In contrast with sinusoidal modulation, the frequency of
the resonator can alternatively be randomly modulated. The
rand˜ object in Max is useful for this purpose. rand˜ outputs a noise signal that is bandlimited at frequency fB .
It does so by linearly interpolating its output between -1
and 1. Consequently, by introducing rand˜ using the same
scaling constant d, it becomes possible to modulate the frequency of the resonator randomly. If it is desired to prevent
the resonance frequency from becoming smaller than some
fmin , then the following equation can be employed to determine f0 (t):




f0 (t) = max fc · 1 + d · rand˜(fB ) , fmin , (2)
for which fmin may be set to a value such as 20Hz to prevent subsonic sound.
If fB is set to a low bandwidth such as fB = 5Hz, and
if d ≈ 0.1 or similar, the resonance frequency will sound
as if it is slowly wandering. This has an intriguing sonic
character and can be performed expressively using a haptic device. The changes in resonance frequency can be felt,
particularly when the resonance frequency is either becoming relatively low or is ceasing to be relatively low. Conversely, if fB is set much higher, such as on the order of
500Hz, then the resonator will assume a more noise-like
character. The model pluck a resonator˜.maxpat included

Figure 6. Arbitrarily long plucked string with slide bar for
changing pitch.
3.4.1 Sinusoidal Frequency Modulation of Strings
Sinusoidal frequency modulation tends to make the string
sound brighter, similarly to the case in Section 3.2. 3
3.4.2 Sawtooth Frequency Modulation of Strings
Sawtooth frequency modulation with sufficiently large fm
is similar but has a more grainy character due to the transients in the sawtooth signal. In contrast, at such slow modulation frequencies (e.g. fm < 2Hz and similar), the sound
is quite different. The instruments do not sound so much
like strings anymore. Their pitch variations are almost
dizzying, and the transient at the end of each sawtooth cycle has a perceptually similar outcome to re-energizing the
strings over and over. Illustrative examples can be heard in
the file SawtoothStrings.mov, which further demonstrates
the advantage of locking the phases of multiple sawtooth
waveform generators together in the case of multiple strings
simultaneously.
3 For this model, the fundamental frequency of the string cannot be set
negative so an absolute value function (or similar) must be incorporated
into (1).
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3.4.3 Random Frequency Modulation of Strings
The effect of random fundamental frequency modulation
on the initial response of a plucked virtual string with fc =
36.7Hz (MIDI note 26, i.e. D2) is represented in Figure 7. The unmodulated case with d = 0 is shown in
thick blue, and the modulated case with d = 0.15 and
fB = 6000Hz is shown in thin red (see Figure 7). Because fB is set so large, the spectrum of the randomly
modulated string is quite broadband, although clearly some
of the lowest harmonics are still distinguishable above the
noise-like sound (see the lowest seven or eight harmonics
of the thin red spectrum in Figure 7). Readers may wish to
listen to closely related sound examples in the included file
string ex MIDI 25.wav or the video RandomStrings.mov.
3.4.4 Rhythm Generation using very low Fundamental
Frequencies
One interesting usage of strings tuned to very low fundamental frequencies (e.g. 0.4Hz, 1Hz, etc.) is that they can
be employed to generate rhythms. However, such rhythms
can be performed using higher pitches by first initializing
the strings at typical audio pitches. For example, if the
strings are tuned to a chord, plucked, and then immediately
dropped to very low fundamental frequencies, the audio
content in the strings will slowly bounce back and forth
creating rhythms with the tonal content originally stored in
the strings. This can be observed in the sounds subsonicfreq-4strings.wav and subsonic-freq-1string.wav, the first
part of which is shown in Figure 8. This example demonstrates how physical modeling can be employed to synthesize sounds that would be very difficult to create in the real
world even using (modified) acoustic musical instruments
in a scientific laboratory.

To emphasize the physical nature of the interaction, a
video camera showing the view from Figure 9 is projected
onto a large screen at the venue. The video delay should
be as short as possible to promote coherence between the
sound and the video.

Figure 9. Bank of four FireFader devices, including eight
motorized faders total.

4.1 Philosophy
Haptic force-feedback devices can provide an exquisite tangible connection to software, but many questions still remain about how to program these devices. In music, another way of framing these questions is to ask, “How can
haptic force-feedback devices best enable and support expressive new music performance?” Transmogrified Strings
aims to help answer this question by investigating it in the
context of plucked string sounds. For the composition, a
series of virtual plucked string instruments have been designed, which have been made tangible (e.g. “rematerialized”) via the FireFader haptic device.
4.2 Programme Notes

Figure 8. String that was plucked at t=0 sec when tuned
to a note with a typical “audible” fundamental frequency,
which was then dropped to about 0.4Hz starting at time
t=1.7 sec.

4. MUSIC COMPOSITION
TRANSMOGRIFIED STRINGS
The above methods have been applied to vibrating strings
in the creation of the music composition Transmogrified
Strings. For the composition, eight force-feedback sliders are controlled from a laptop to provide interaction with
virtual vibrating strings and to produce eight output channels of audio. The haptic device housing the eight forcefeedback sliders was custom made for performing the composition. The device consists of a clear, plastic acrylic box
that houses four FireFader boards [19] (see Figure 9).

Oxford Dictionaries defines transmogrify as “transform,
especially in a surprising or magical manner,” which is the
basic concept of Transmogrified Strings. It aims to surprise
the listener with sounds that are both new yet uncannily familiar. In each section, virtual plucked string instruments
are transformed via a specific kind of operation. For example, strings can be tuned as low as 0.5Hz or as high as the
upper bounds of human hearing. The virtual strings retain
their tangible character even as the sound changes drastically, and the feel of the instruments changes too, which in
turn affects the performer’s rematerialized interaction with
the virtual strings. The composition is organized into various sections, each of which is preceded and punctuated by
the strumming of a harp. As the strings are transmogrified
differently in each section, they are specifically
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Figure 7. Magnitude response of a plucked string (e.g. d = 0 in thick blue) overlaid on top of a randomly frequencymodulated plucked string (e.g. d = 0.15 in thin red).

5. CONCLUSION
In this foray into the audio-rate modulation of physical
models, it was decided to focus more on producing intriguing sounds and physical interactions rather than producing
models which would be stable under all conditions. The
reader is encouraged to download the audio samples, video
samples, and Max patches associated with this paper for
further evaluation of the models from a personal perspective. 4
Several models for audio-rate modulation of the parameters of physical models were implemented and tested. In
general, it was observed that slower audio-rate modulation, such as modulation with bandwidths less than 20Hz,
were more likely to be stable than audio-rate modulation
at faster rates. However, damping modulation was shown
to be capable of implementing consistently passive models despite the audio-rate modulation, although the application of such models was limited to tones with shorter
decay times.
Further models for audio-rate modulation, such as frequency modulation of physical models, were tested that
were not guaranteed to be stable because they were nonpassive. However, they were still useful for many parameterizations. This includes frequency modulation of a resonator. The implementation discussed in the appendices
was determined to be applicable over a wide range of parameters.
Subjectively, sinusoidal frequency modulation was useful for brightening the timbre of low-order models at low
computational expense and creating new sounds. Sawtooth
and random frequency modulation were also subjectively
intriguing, paving the way for creating more new sounds of
unusual character. Such methods were employed in creating the music composition Transmogrified Strings for eight
haptic devices.
4 https://ccrma.stanford.edu/ eberdahl/ARMPMPExamples.zip
˜

Overall the techniques described in this paper can make
exotic systems tangible that would not normally be found
in nature. Hence, if one considers the process of designing a physical model a “dematerializing” process, then one
could consider that the present technique is “rematerializing” new kinds of audio-rate-modulated virtual objects.
For example, a haptic interaction with an FM-modulated
resonator (ref. Section 3.2) is depicted in Figure 10. While
the plectrum is in contact (i.e. when the force in Figure
10 (bottom) is non-zero), the user can not only feel the
vibrations of the resonator, but these vibrations are even
strong enough to significantly modulate the position of the
haptic device itself (see Figure 10, above in red) enabling
a rich kind of bidirectional musical interaction—the user
not only controls the physical model to produce intriguing
sounds, but the model also exerts some control over the
user. This interaction is the motivation for the development
of the models in this paper.
Resonator
Haptic device

5
Position [cm]

V. declassified (a string is made to fall apart into individual, disconnected masses).

5.1 Final Words on Tangibility

0
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IV. solidified (the string masses greatly increased, causing their pitches to become subsonically low to create
rhythms), and finally

0.5
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Figure 10. Above: position of a frequency-modulated resonator (in blue) and a haptic device (in red), below: force
between the frequency-modulated resonator and the haptic
device as exerted by the plectrum.
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A. IMPLEMENTATION OF AN INTERNALLY
ENERGY-PRESERVING RESONATOR
For the purposes of shortening the following discussion,
the resonator will be assumed to have zero internal damping. 5 Thus, the energy U stored internally in the spring
and mass shown in Figure 1 can be written as the sum of
the kinetic energy stored in the moving mass and the potential energy stored in the spring:
U=

1
1
mẋ2 + kx2 ,
2
2

(3)

where x is the position of the mass, ẋ is the velocity of the
mass, k is the stiffness of the spring, and m is the mass.
Assuming that there is very little damping, the resonance
frequency
r
1
k
f0 =
.
(4)
2π m
Thus, the resonance frequency can be adjusted by changing
k and or m; however, doing so also will generally affect the
potential energy. That is detrimental to the stability—if the
resonator is generating energy when it is being frequency
modulated, then that energy can cause the vibrations of the
resonator to suddenly become very large (i.e. too loud to
be conveniently listened to) or this energy can spread to
other parts of the model, in this case being imparted to the
haptic device and potentially driving it unstable.
In prior work, it was observed that k could be changed
without affecting the energy U if k was changed only when
5 For the purposes of argumentation, the damping could in any case be
implemented externally to the resonator.
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x = 0 [20]. However, for the fast frequency modulation required to achieve bright timbres, the resonance frequency
must be changed much faster than the time required for the
resonator to oscillate through half of a carrier cycle; therefore, this approach would not be practical for the present
application.
Consequently, an approach was developed for holding the
energy U constant subject to an instantaneous change at
time τ in both the stiffness and mass. The analysis is performed in the continuous time domain:
U=

1
1
1
∆ 1
mold ẋ2 + kold x2 = mnew ẋ2 + knew x2 . (5)
2
2
2
2

x and ẋ are required to be the same before and after the
change in resonance frequency in order to prevent transients from occurring in the output signal from the resonator (see (5)). Letting the time-varying mass be represented by the function m(t), then m(τ− ) = mold and
m(τ+ ) = mnew , and similarly for the stiffness function
k(t), k(τ− ) = kold and k(τ+ ) = knew . Then, given
q kold ,

kold
1
mold , the previous resonance frequency fold = 2π
mold ,
and the new target resonance frequency fnew , the unknowns
knew and mnew can be calculated.
∆
∆
For instance, by defining k̂new = ηkold and m̂new =
ζmold , then one can arrive at

η=

κ2 (mold ẋ2 + kold x2 )
,
mold ẋ2 + κ2 kold x2

(6)

where κ = fnew /fold . ζ can be determined using ζ =
η/κ2 . Under ideal conditions, the derivation would be finished, but to avoid error accumulation in knew and mnew
over time, it can be a good idea to rescale them to precisely match the resonance frequency despite q
any numeri∆ 1
k̂new
ˆ
cal round-off errors, etc. Defining fnew =
, we
2π

knew =

mnew =

2
2πfnew
· k̂new
fˆnew

s

and

fˆnew
· m̂new .
2
2πfnew

B. PRESERVATION OF INTERNAL ENERGY
DOES NOT PROVE ASYMPTOTIC STABILITY
FOR TIME-VARYING SYSTEMS
It was experimentally determined to be a useful property of
the resonator that it preserved its internal energy. However,
despite this feature, the model shown in Figure 3 was not
always asymptotically stable when the user was touching
the resonator (i.e. when the plectrum was behaving like
a spring with some damping). This is because, in a timevarying system, even when a component preserves the energy stored in its internal state variables, it still can cause
the energy stored in other (even LTI) elements’ state variables to grow due to its time-varying impedance.
Consider the case in which a spring with stiffness ka is
permanently attached to the resonator, as depicted in Figure 11. Although the stiffness and mass are updated in
order to satisfy (5), the net stiffness of the model, and thus
effectively the stiffness of the resonator, is in fact k(t)+ka .
Therefore, the total energy of the model
Utotal =

1
1
m(t)ẋ2 + (k(t) + ka )x2
2
2

(9)

m̂new

have the following:

s

extreme parameters without the model exploding. This
meant that it was quite easy to employ the model without worrying about it creating unpleasant sounds or large
forces. In other words, the FM synthesis parameters could
be tuned over a large range enabling tangible interaction
with an FM synthesis algorithm even for frequency deviations as large as d = 100.0 and fm as large as 100fc . From
a stability standpoint, it worked considerably better than
other more simplistic implementations of the frequencymodulated resonator that had been previously tested by the
authors.

(7)

(8)

Experimentally it was observed that (7) and (8) appear to
prevent the state variables from drifting over time. This
approach was employed to control a modified version of
the resonators object from Synth-A-Modeler [16]. The
stiffness and the mass were readjusted at each subsequent
audio sample. Thus, the resonator was implemented via
a state-space approach using a rotation matrix, where the
signals f (t) and m(t) were employed to tune the resonator
in real time [15]. It was necessary to provide a seed beginning mass value of m(0). With this approach, m(t)
affected the scaling of only the input force into the state
variables of the oscillator, and not the recursive computations involving the state variables. As a consequence, the
resonator could quite easily tolerate the time-varying parameters without internally becoming unstable.
In testing, it was determined experimentally that this resonator implementation allowed for FM synthesis even with

is no longer necessarily preserved. In simulations with a
haptic device, it was determined that the resonator tends to
self-oscillate at low magnitudes when in contact with the
haptic device (see Figures 3 and 10). However, the selfoscillations were small enough that they seemed more of a
feature than a bug in a sense that they became part of the
sonic and haptic identity associated with the model.

Figure 11. Time-varying resonator with mass m(t) and
stiffness k(t) connected to a spring with stiffness ka .
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ABSTRACT

Note duration is an important factor in the detection of
randomly altered spectra. Is a longer altered note more disEight sustained musical instrument sounds were randomly
criminable than a shorter one because listeners have more
altered by a time-invariant process to determine how well
time to detect the alteration? Or, is it easier to hear alspectral alteration could be detected on repeated notes. Sounds terations in shorter tones since less memory is required
were resynthesized in a series of eight 0.25-second repeated
to make the comparison? If shorter notes are repeatedly
notes and spectrally altered with average spectral alterations
joined together with the same duration as a single long
of 8, 16, 24, 32, and 48%. Listeners were asked to disnote, which is more discriminable?
criminate each randomly altered repeated note sequence
The current study seeks to test the discrimination of specfrom the original unaltered sequence. The results showed
tral alteration on repeated note sequences to address the
that spectrally altered repeated note sequences were sigabove questions as well as the following issues: How much
nificantly more discriminable than single tones in comparspectral alteration is needed to make the altered repeated
isons of the same duration (two seconds). Non-uniform
notes distinguishable from the original? Do repeated notes
repeated note sequences were more discriminable than unimake it easier or harder to hear alterations by exposing or
form sequences that simply repeated the same random inhiding the alterations?
stance.
To answer these questions, the current study aims at enlarging knowledge about the perception of musical sounds
1. INTRODUCTION
by systematically evaluating how well listeners can discriminate spectral changes in a sequence of repeated notes.
One of the most common criticisms of music synthesizThis work has wide applications in sound design for syners and soundcards is that the sound is too uniform and
thesizers, soundcards, and software synthesis.
lacks the natural variations of acoustic instruments. In
fact, if two notes are played at exactly the same ampli1.1 Previous Work Done on Spectral Alteration
tude and pitch on most synthesizers, the two notes would
be identical. The problem is especially pronounced on reMcAdams et al. investigated resynthesized tones where
peated notes of the same pitch, such as double-tongued
spectrotemporal parameters were simplified using various
wind tones. Clearly there needs to be enough note-to-note
methods [7]. Instrument tones from different families (strings,
variations to make each note sound different and yet inbrass and woodwinds) were tested. Listening test subjects
character for the instrument.
were asked to distinguish the original instrument tones from
To address this problem, Horner et al. proposed a linear
those data-reduced using methods similar to those used by
random spectral alteration model which introduced small
[8]. These data reductions smoothed the micro-variations
but noticeable timbral variations into each note [1]. The
in the tones.
model randomly alters the spectrum of a note with conGunawan and Sen studied the discrimination thresholds
trollable levels. The approach largely preserves spectral
for changes to spectral envelopes. They altered the spectral
centroid and attack time, which are widely recognized as
envelopes using 14 zero-phase bandpass filters with varitwo of the most salient attributes in timbre perception [2,
ous center frequencies and bandwidths [9]. Results showed
3, 4, 5, 6]. However, the model has only been tested on
that changes to the first few lower harmonics were more
individual, isolated tones - an important but preliminary
audible than to higher harmonics.
step.
Most relevant to the current study, one of the authors
of the current study investigated the time-invariant alterCopyright: c 2014 Chung Lee et al. This is an open-access article distributed
ation of musical instrument spectra, where each harmonic
under the terms of the Creative Commons Attribution 3.0 Unported License, which
was multiplied by a time-invariant random scalar [1]. It
permits unrestricted use, distribution, and reproduction in any medium, provided
was found that listeners had more difficulty discriminatthe original author and source are credited.
ing alterations to instrument sounds containing more pro-
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nounced spectral variations. This suggested that dynamic
spectral variations increase the difficulty of detecting spectral alterations.
1.2 Previous Work Done on Timbre Perception in
Note-to-Note Contexts
Campbell and Heller investigated the effect of melodic context on note onset perception [10]. Their stimuli were generated from performances of two-note legato phrases (F4 to
A4) played on six different instruments. Listening test subjects were asked to identify the instrument of the stimuli.
Based on the results, they concluded that 110-ms legato
transients gave higher identification rates than either attacks, steady states, or other shorter legato transients.
Kendall studied the importance of different partitions in
the task of instrument identification of musical phases[11].
He compared the role of attack and steady state in singlenote and melodic contexts. In melodic contexts, the rate
of successful identification of “steady-state only” stimuli
(with attack removed) was statistically equivalent to the
unaltered signals (84%). However, in single-note contexts,
both the “steady-state only” (50%) and the “attack only”
(51%) contexts were at the same level as the unaltered
tones (54%). Kendall concluded that the perceptual importance of transients had been overstated.

2.2 Preparation of Reference Tones
Frequency variations, tone duration, and loudness are potential factors in discrimination. To avoid this, they were
equalized in all reference tones. The reference tones were
standardized to a two-second duration by interpolating the
analysis data. Next, the duration-equalized reference tones
were compared, and amplitude multipliers were determined
such that the tones had approximately the same loudness
[15]. Finally, each harmonic’s frequency was set to the
exact product of its harmonic number and the fixed analysis frequency, resulting in flat equally-spaced frequency
envelopes. The frequency deviations were set to zero in
order to restrict listener attention to the amplitude data.
More details about the preparation of reference tones were
described in Horner et al [1].
2.3 Analysis Method
Instrument tones were analyzed using a phase vocoder algorithm. Harmonic amplitudes were judged (by visual inspection of the spectra) to be near-zero beyond 35 harmonics for the bassoon, oboe, and trumpet tones, so a sampling
rate of 22,050 Hz was used. The other tones were sampled
at 44,100 Hz (70 harmonics). More details on the analysis
process are given in Beauchamp [16].

1.3 Scope of the Current Study
In the current study, listening tests were conducted to determine the discrimination of linear random spectral alterations of repeated notes. Both uniform (i.e., using the same
random instance for all repeated notes) and non-uniform
(using multiple random instances in repeated notes) stimuli were tested. The single-note discrimination experiment
in Horner et al. was re-conducted for comparison [1]. Five
error levels (8%, 16%, 24%, 32%, and 48%) were included.
The major objective of the current study is to compare discrimination for uniform and non-uniform random spectral
alterations of repeated note sequences with single-note alterations.
Section 2 outlines the stimuli preparation for the original
and altered repeated note sequences. Section 3 describes
the details of the listening test. Section 4 describes the results of the test, and compares discrimination of uniform
and non-uniform repeated note sequences. Finally, we discuss the implications of these results.
2. STIMULUS PREPARATION
2.1 Prototype Instrument Tones
Eight sustained musical instrument tones were selected as
prototype signals for the listening test. These included
tones from a bassoon, clarinet, flute, horn, oboe, saxophone, trumpet, and violin performed at approximately 311.1
Hz (Eb 4 ). They represent the wind and the bowed string
families. All eight instrument tones were also used by a
number of timbre studies [1, 7, 12, 13, 14]. Using these
samples makes it easier to compare the results from the
previous studies.

2.4 Preparation of Repeated Note Sequences
For comparison with the previous random alteration study
[1], the duration of the repeated note sequences were set
to two seconds. The duration of each note should be long
enough so that the sustain can be perceived by listeners.
For this reason, we decided to use eight 0.25-second notes
to form the repeated note sequence. The attack and decay of all notes were equalized to 0.02 seconds so that the
sustain duration was long enough for discrimination. A
0.02-second attack/decay was long enough to prevent noticeable “clicks” at the beginning and end of each repeated
note. Duration, attack, and decay equalization were done
using the SNDAN program [16]. Horner et al. gives more
details about the procedure [1].
2.5 Random Spectral Alteration
Time-invariant random alteration was performed on the analysis data the same way as in Horner et al. [1] by multiplying each harmonic amplitude with a randomly selected
scalar. The random instance is accepted if the relativeamplitude spectral error is within 1% of the required error
level, otherwise re-picked.
Spectral centroid has been shown to be strongly correlated with one of the most prominent dimensions of timbre as derived by multidimensional scaling (MDS) experiments [3, 5, 17, 18, 19, 20]. To eliminate spectral centroid
from being a factor of discrimination, random alteration
instances were only accepted if the peak spectral centroid
of the original and altered spectra were within 2.5% of one
another.
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2.6 Choosing Random Instances for the Listening Test
Due to the random nature of random spectral alteration,
Horner et al. [1] included ten random instances for each
error level and instrument in their listening test. This averages out outlier discrimination scores. However, to limit
the excessive length of this listening test, multiple random
instances were not feasible. For each error level and instrument, we chose the random instance from the previous
study by Horner et al. [1] which had a discrimination score
closest to the average. The chosen instance was shortened to 0.25 seconds, with its attack and decay equalized,
and repeated eight times for uniform sequences. For nonuniform sequences, we discarded the two most extreme
outliers of the ten random instances in Horner et al. [1]
and used the other eight instruments. The eight chosen random instances were shortened to 0.25 seconds, with their
attacks and decays equalized, and randomly placed in a
non-uniform sequence. 1
3. EXPERIMENTAL METHOD
3.1 Subjects
Thirty listeners participated in our experiment. They were
undergraduate students at the Hong Kong University of
Science and Technology, ranging in age from 17 to 23
years, who reported no hearing problems. They had 5 to
15 years experience playing a musical instrument, with a
mean of 8.8 years. The listeners were paid to compensate
for their time spent in the experiment.
3.2 Stimuli
The eight musical instrument sounds were stored in 16bit integer format on a hard disk. All “reference” sounds
(resynthesized using the analysis data with strictly fixed
harmonic frequencies) were equalized for duration and loudness. Five error levels (8, 16, 24, 32, and 48%) for the three
sets of tones (single-note, uniform, and non-uniform repeated note sequences) gave a total of 15 modified sounds
for each instrument. Using the Moore-Glasberg loudness
program [15], it was confirmed that the loudness of the altered sounds matched that of the reference sounds within 2
phons.

500–ms silence, and the two pairs were separated by a 1-s
silence. For each trial the user was prompted with “which
pair is different, 1 or 2?,” and the response was given by
the keyboard. The computer would not accept a response
until all four sounds in a trial had been played. For the
complete listening test 480 trials were presented to each
listener (four trial structures × five error levels × three set
of tones × eight instruments). The order of presentation of
these 480 trials was randomized.
For each altered sound the discrimination performance
was averaged using the results of the four trials. Because
these four trials were presented in random order within the
480 trials, the effects of possible learning were averaged
out. The same trials were presented to each listener, although in a different random order. The duration of the
test was less than 120 minutes, including two 5-minute
compulsory rests after finishing 160 and 320 trials of the
listening test. A custom program written in Java ran on an
Intel PC to control the experiment.
Listeners were seated in a “quiet” room with less than
40 dB SPL background noise level (mostly due to computers and air conditioning). The covering of the ears by the
headphones also provided an additional reduction of the
noise level. Sound signals were converted to analog by a
SoundBlaster X-Fi Xtreme Audio soundcard and then presented through Sony MDR-7506 headphones at a level of
approximately 75 dB SPL as measured with a sound-level
meter. The X-Fi Xtreme Audio DAC utilized 24 bits with
a maximum sampling rate of 96,000 Hz and a 108-dB S/N
ratio. The sounds were actually played at 22,050 or 44,100
Hz. At the beginning of the experiment each listener read
the instructions and asked any necessary questions of the
experimenter. Five test trials (chosen at random) were presented prior to the data trials for each instrument.
4. RESULTS
4.1 Postscreening of Subjects

To ensure the quality of the statistical data, postscreening
of the subjects was necessary. Eight single-note sounds
with a 48% error level, which were easily discriminable
in our previous study [1], were used for post screening.
Thirty-two trials were used for this purpose (four trial structures × one error level × eight instruments). These altered
sounds were perfectly discriminable in the previous study
3.3 Test Procedure
[1], and subjects were expected to discriminate at least 26
Following a number of related previous studies [1, 9, 14], a
out of 32 of them. Twenty-six out of thirty subjects were
two-alternative forced-choice (2AFC) discrimination paradigm selected for statistical analysis.
was used. Each listener heard two pairs of sounds and
chose which pair was different. Each trial structure was
4.2 Effects and Interactions of Error Level and
one of AA-AB, AB-AA, AA-BA, or BA-AA, where A repInstrument
resents the reference sound and B represents one of the
Discrimination scores for single-note, uniform, and nonaltered sounds. This paradigm has the advantage of not
uniform stimuli were computed for each error level for
being as susceptible to variations in the listeners criteria
each instrument across the four trial structures for each lisacross experimental trials as compared to the simpler A-B
tener. Because the presentation order of the four trials was
method. All four combinations were presented for each alrandomized, any potential effects of learning were avertered sound. The sounds of each pair were separated by a
aged out. Figure 1 shows the scores averaged over all in1 Listening
test samples can be downloaded at http:
struments plotted against error level, with 95% confidence
//imleechung.wordpress.com/2014/06/26/
repeated-notes-discrimination/
intervals indicated by the vertical bars. (A 95% confidence
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interval means that if the listening test was re-run, the average discrimination score would have a 95% chance to lie
in the interval)
The discrimination scores of the three types of stimuli
(single-note, uniform, and non-uniform) were significantly
different for error levels up to 24%. The non-uniform discrimination scores were consistently highest while the singlenote discrimination scores were consistently lowest. All
three converged to near-perfect discrimination (i.e., 90%
discrimination scores) when the error level increased to
48%.
Figure 2 shows average discrimination plotted against error level for each individual instrument for single-note stimuli. The discrimination scores were similar though lower
than the previous study done by Horner et al [1]. Moreover, the discrimination scores of the violin and trumpet
did not yet reach to near-perfect at 48%.
For uniform repeated note sequences (Figure 3), the discrimination scores were generally higher than for singlenotes, and mostly above 0.7. The deviation among the instruments at the 8% error level was the greatest, and the
discrimination scores converged to near-perfect discrimination at 48%.
For non-uniform discrimination (Figure 4), scores quickly
converged to near-perfect discrimination when the error
level increased above 8%. The discrimination score of the
violin was an outlier at 8%, with most of the others above
0.8. The bowed string sound and its high spectral incoherence probably explains the outlier.
ANOVA analysis of the results used instrument, error level,
and type of stimuli as repeated measures to test the main
effects of instrument (8 instruments), error level (5 error
levels: 8%, 16%, 24%, 32%, and 48%), type of stimuli
(single-note, uniform and non-uniform) and their two-way
interactions (see Table 1). The main effects of instrument,
error level, type of stimuli, and their two-way effects were
confirmed by both parametric and non-parametric ANOVA
analysis.
5. DISCUSSION
Our results showed that random spectral alteration was more
discriminable in eight 0.25-second repeated notes than in a
single two-second note (Figure 1), especially for low error
levels. Although the sustain part of repeated notes were
relatively short, alterations on repeated notes were more
discriminable. Perhaps listeners found it easier to find differences in the repeated attacks and decays.
Alterations in non-uniform sequences were more discriminable than in uniform sequences (Figure 1). Perhaps because listeners had more opportunities to hear the differences in the repeated notes.
For direct comparison, we re-ran the single-note listening test in Horner et al [1]. The discrimination scores were
lower than in the original experiment, especially for violin and trumpet on the 48% error level (Figure 2). This
was probably due to the much smaller number of instrument instances presented to subjects (ten instances in the
previous study and any one instance in the current study).

The violin had a dramatically lower discrimination scores
compared to the other instruments at the 8% error level
for non-uniform sequences (Figure 4). Other than being
the only string instrument, the violin also had the highest spectral incoherence which may also be the reason for
the significantly lower discrimination score. The relatively
strong spectral variations of the violin effectively hid the
small 8% spectral alterations that were more apparent in
other instruments.
The current study has extended our understanding of timbre discrimination from single-note to repeated note contexts. Future studies can carry this further in the investigation of more complicated note-to-note contexts, and eventually to full melodic contexts.
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Figure 2. Average discrimination scores versus error level for the eight instruments for single-note stimuli.

Figure 3. Average discrimination scores versus error level for the eight instruments for uniform stimuli.
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Figure 4. Average discrimination scores versus error level for the eight instruments for non-uniform stimuli.

Source

DF

Sum of Square

Mean Square

F Value

Prob>F

Instrument

7

1.282

0.183

4.766

<0.0001

Error Level

4

29.137

7.284

189.503

<0.0001

Stimuli Type

2

23.413

11.707

304.550

<0.0001

Instrument & Error Level

28

2.849

0.102

2.647

<0.0001

Instrument & Stimuli Type

14

1.693

0.121

3.146

0.0001

Error Level & Stimuli Type

8

4.582

0.573

14.899

<0.0001

Measurement Error

3056

117.469

0.038

Corrected Total

3119

180.424

Table 1. ANOVA table illustrating the main effects and two-way interactions of instrument (eight instruments), error level
(five levels: 8, 16, 24, 32, and 48%), and stimuli type (three types: single-note, uniform, and non-uniform) on data collected
from 30 listeners participating in the discrimination experiment. Data are the percentage of correct discrimination scores
(100%, 75%, 50%, 25%, and 0%) over each group of four trials. All main effects are confirmed with non-parametric
Friedman ANOVA by ranks.
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ABSTRACT
This paper describes an exploratory study of different gestures and body movements of a viola player resulting from
the variation of bow strokes length and quantity. Within
the theoretical framework of embodied music cognition
and the study of musical gestures, we aim to observe how
the variation of a musical feature within the piece affects
the body movements of the performer. Two brief pieces
were performed in four different versions, each one with
different directions regarding the bow strokes. The performances were recorded using a multimodal recording platform that included audio, video and motion capture data
obtained from high-speed tracking of reflective markers
placed on the body of the performer and on the instrument. We extracted measurements of quantity of motion
and velocity of different parts of the body, the bow and the
viola. Results indicate that an increased activity in soundproducing and instrumental gestures does not always resonate proportionally in the rest of the body and the outcome in terms of ancillary gestures may vary across upper
body and lower body.
1. INTRODUCTION AND THEORETICAL
FRAMEWORK
Gesture and body motion in music performance have recently received increasing interest both in academic research and artistic practice. The subject has been addressed
by researchers from multiple disciplinary fields, giving rise
to a continuously developing interdisciplinary theoretical
apparatus [1, 2, 3]. New insights have led to define music perception as embodied (tightly linked with bodily experience) and multimodal, meaning that music is experienced not only through sound but also by way of visual
cues and sensations of motion, effort and dynamics [4].
These aspects are at the core of the paradigm of embodied
Copyright: c 2013 Federico Visi et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

music cognition (EMC) [5] within which the body is understood as a mediator between the physical environment
(where music moves as sound waves in the air) and the
subjective musical experience (one’s feeling in response to
music). By acting as a mediator, the body will build up a
repertoire of gestures and gesture/action consequences, or
what Leman calls a gesture/action-oriented ontology [6].
This repertoire can be considered as a collection of movements made to achieve a particular goal (actions) linked
with the experiences and sensations resulting from such
actions. Musical gestures are at the core of this repertoire
and the coupling of actions and perceived sensations forms
an engine that guides our understanding of music. Overall,
we could say that gestures are a vehicle for the construction of musical meaning.
Gesture has in fact become a key concept in music research, even though its definition appeared initially vague
and sometimes problematic. Within the musical domain,
Cadoz and Wanderley [7] review various definitions of gesture and proposed different classification of gestures including instrumental gestures (the effective gestures used
to play an instrument) and ancillary gestures, which support instrumental gestures but are not directly related to
the production of sound [8]. More recently, Jensenius et
al. [9] present a clear overview of the term gesture and
its use in music research. They denote that the notion of
gesture somehow blurs the distinction between movement
and meaning as it points both to physical displacement in
space and mental activation of an experience. Four functional categories of musical gestures are identified: soundproducing gestures, sound-facilitating gestures, sound-accompanying gestures and communicative gestures. This
terminology and categorisation is useful to differentiate subtle aspects of musical gestures while maintaining the broader
sense behind the term. The concept of gesture has, in
fact, the considerable advantage of working as a bridge
between movement and meaning, consequently bypassing
the boundary between physical world and mental experiences [9]. This monistic [10] quality of gestures clearly
makes them a key concept of the embodied music cognition paradigm as they allow the listener to relate physical
aspects of movement in space to expressive qualities, in-
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Figure 2. Baroque tune: excerpt from Pièces de violes,
Livre I (1686) by M. Marais.

Figure 1. Multimodal recording: still from the video
stream (left) and skeleton generated from the MoCap data
(right).
tentions and inner feelings.
The study of musical gestures and embodied music cognition also brought about a new understanding of the relationship between musician and musical instrument. From
this perspective, the musical instrument is embodied in the
body of the performer [11] and becomes a natural extension of the musician [12]. It is therefore part of the mediation together with the body, thus allowing a spontaneous corporeal articulation of the music, contributing to
the formation and conveyance of embodied musical meaning. In fact, according to Godøy [13], people continuously
re-enact mental simulations of musical gestures when listening attentively to music, adding a motor-mimetic element in music perception and cognition.
With this theoretical framework in mind, it is clear that
instrumentalist’s gestures have considerable expressive potential. Gesture has been employed as an expressive element in musical practice across different genres and styles
and has also inspired the development of several digital
musical instruments [14]. To mention some applications,
the composer Roberto Doati has written a series of pieces
for guitar that make use of the gestures of the fretting hand
of the performer to control parameters of live electronics
[15]. Maes et al. [16] use the EMC theory to inform
a different approach to parameter mapping and develop
a human-computer interface that facilitates gestural control over real-time digital signal processing of the singing
voice. Camurri et al. [17] instead employ a similar theoretical framework to implement interactive artistic applications and understand expressiveness in gestures using computational modelling.

Figure 3. Romantic tune: excerpt from Barcarolle, from
The Seasons (1876) by P. I. Tchaikovsky.
ferent bow stroke styles.
Past studies have observed gestures and movements of
string instrument players, focusing on motion features of
different bow strokes [18], the physical interaction between
the player and the instrument [19] and expressivity and interaction in ensemble playing [20]. Similar studies have
been carried out for other musical instruments, such as piano [21], harp [22] and clarinet [23].
2.1 Pieces and bow stroke variations
Two excerpts of two different pieces were chosen: a sarabande from Pièces de violes, Livre I (1686) by Marin Marais
(Fig. 2) and a passage from Tchaikovsky’s Barcarolle, from
The Seasons (1876, Fig. 3). These pieces were chosen to
allow comparison of body movements between two different styles (baroque and romantic respectively).
The viola player was asked to perform each piece in four
different versions:
• as she would normally interpret it according to the
score (this variation was labelled ‘Natural’ in graphs
for short);
• using the full length of the bow, from tip to frog,
during each bow stroke (labelled ‘Long’);
• using only the central part of the bow (about one
third of the total length, labelled ‘Short’);

2. AN EXPLORATORY EXPERIMENT: VIOLA
BOW STROKES
In this study, a viola player is asked to perform two short
pieces of music four times each, every time with different
directions regarding length and quantity of bow strokes.
Our intent is to observe how the variation of a musical feature also affects the movement of the performer and, secondly, if there are correlations in the way sound-producing
gestures and ancillary gestures vary according to the dif-

• by performing a bow stroke for every note, therefore
increasing the total amount of bow strokes necessary
to perform the piece (labelled ‘Many’).
2.2 Equipment and setup
The recording took place in an auditorium/concert hall,
suitable for experiments in an ecological setting. The musician performed on a stage where a multimodal recording
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platform was set up to capture and analyse the movement
data. The data was recorded using a Qualisys Motion Capture system. The viola player wore a suit equipped with
19 reflective markers: 3 on the head, 4 on the shoulders, 1
on the back, 1 on the sternum, 2 on the elbows, 2 on the
wrists, 2 on the hips, 2 on the knees and 2 on the ankles.
Additionally, 3 reflective markers were placed on the viola,
2 on the body and 1 on the curl. Markers were also placed
on the frog and the tip of the bow. Overall, 24 markers
were used. Along with the MoCap, video and audio were
recorded by means of a digital videocamera and a piezoelectric microphone placed on the viola. The multimodal
stream of data was recorded and synchronised using EyesWeb XMI software platform 1 .

Figure 4. Velocity of the bow joint.

3. DATA ANALYSIS AND RESULTS
3.1 Movement feature extraction
In order to extract various kinematic features, the MATLAB Motion Capture Toolbox was used [24]. First, the
data was trimmed to the duration of each performance. To
simplify the movement analysis, the MoCap data was restructured. This was done using joints, also called secondary markers, obtained by averaging the locations of a
subset of markers. Of the initial 24 markers, 4 joints (head,
hips, curl and bow) were taken into account. This particular choice allows for comparison between instrumental sound-producing gestures (bow) and ancillary soundfacilitating gestures (head, hips, curl). The joint of the curl
consisted of only one marker. The head joint was calculated from the three head markers, the hips from the two
markers on the left and right hip and the bow from the
markers at the tip and the frog (Fig. 1). Subsequently, two
movement features were extracted from the joint location
data:

Figure 5. Quantity of Motion of the bow joint.

1. Velocity for head, hips, curl and bow was calculated
in order to measure the activity of the different body
parts. The instantaneous velocity was averaged for
each joint, in order to obtain a general value for the
eight different performances.
Figure 6. General velocity for the four joints in analysis.

2. The cumulative distance travelled by each joint was
taken into account to measure the quantity of movement (QoM). This gives a good indication of the total amount of movement of each body part over the
whole performance [25].
3.2 Results
Velocity and quantity of motion of the bow joint indicate
the most immediate outcome that the bow strokes variations had for both pieces (Fig. 4, 5). In the ‘Romantic’ piece performance, bow velocity and QoM were much
lower for the short bowing condition. In the ‘Baroque’
piece, the long bowing condition stands out more. In general, the bow is the most active of the four body joints for
each piece in each performance, followed by the curl of the
viola (Fig. 6, 7).
1

Figure 7. General Quantity of Motion for the four joints
in analysis.

http://www.infomus.org/eyesweb_eng.php
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Differences in velocities of the ‘Romantic’

Figure 10.
piece.

Differences in velocities of the ‘Baroque’

Figure 9. Differences in Quantity of Motion of the ‘Romantic’ piece.

Figure 11. Differences in Quantity of Motion of the
‘Baroque’ piece.

Since the variations only involved instructions about bowing, changes of velocity and quantity of motion in other
body parts are not directly induced by the task. For each
joint, the velocity and QoM of the ‘Natural’ bowing performance were taken as a reference (0%) to compare against
the values obtained in the other variations.
The velocity and QoM graphs of the ‘Romantic’ piece
performance (Fig. 8, 9) appear similar, showing analogous
ratios among the four different performances. The movement and activity induced in the curl are very similar to that
in the bow, and give even larger extremes in the long and
short bowing performance. A different trend is observed
for head and hips. First of all, their overall velocity and
QoM in general is much lower than that of curl and bow
(Fig. 6, 7). As opposed to the curl, the head and hips do
not increase in QoM and velocity when longer bow movements are used. For short bow movements, the head and
hips are more consistent with the curl as their QoM is reduced by a half and their velocity decreases even more.
Overall, head and hips are active the most in the ‘Natural’
performance variation.
The outcomes for the ‘Baroque’ piece differ to a certain extent from the ‘Romantic’ ones. Here, velocity and
QoM do not change equally across the different variations
(Fig. 10, 11). The QoM for the curl increases when longer
bow strokes are used, but not as much as the value for the
bow joint. On the contrary, the velocity of the curl more

than doubles in the ‘Long’ bowing condition, as compared
to the ‘Natural’ condition. When short bow strokes are
used, both QoM and velocity of the curl decrease, but not
as much as in the performance of the ‘Romantic’ piece.
The head joint in the ‘Baroque’ performances follows a
similar trend as in the ‘Romantic’ piece: its velocity and
QoM do not increase with longer bow strokes and decrease
even more in the ‘Short’ bowing condition. On the contrary, the hips do not follow the head movement this time.
Similarly to the curl, its QoM increases with long bow
strokes and its velocity doubles, while in the ‘Short’ bowing condition it decreases again.
When many bow strokes are used, another difference between the ‘Romantic’ and ‘Baroque’ piece can be observed.
There is an increased effect on the head in the latter whilst
the curl is more affected in the former. Moreover, many
bow strokes induce almost as much movement and velocity
as longer bow strokes in the performance of the ‘Romantic’ piece, which is not the case for the ‘Baroque’ piece,
where longer bow strokes induce much more movement in
other body parts as well. In contrast, the velocity and QoM
of head and hips in the ‘Romantic’ piece are reduced to
less than a half in the ‘Short’ bowing variation.
In general, short bow strokes induce the least movement
and activity in all the body parts and long bow strokes induce the most QoM and velocity in bow and curl. When
many bow strokes are used, only the activity and move-
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ment of the bow is consistently increased in both pieces,
compared to the natural performance.
4. CONCLUSION AND FUTURE WORK
The movement data shows that ancillary and instrumental
gestures may shift in analogous ways across the different
bow stroke variations, but may also diverge. Similar effects
of different bow strokes are found both in the ‘Romantic’
and the ‘Baroque’ pieces. Nevertheless, some variations
occur, especially in the ‘Long’ and ‘Short’ bowing conditions. This is partially due to the musical structure and
conventional musical style of both pieces. A sarabande is
a Baroque dance, which is usually performed with shorter
and lighter bow strokes to give the piece a dancing character. In the ‘Romantic’ piece, the performance guideline andante cantabile requires more bowing and vibrato to create
the intended sound effect. Moreover, when comparing the
original scores of both pieces, we see that in the ‘Romantic’ piece there are more notes per slur than in the Baroque
sarabande, which implies the use of more bow in the former, and less in the latter. This explains why using short
bow strokes in the ‘Romantic’ piece has more effect on curl
and bow than using long ones and the other way around for
the ‘Baroque’ piece.
What happens with the head and the hips is more ambiguous. As the QoM and velocity increase in the ‘Long’ and
‘Many’ bowing condition, the movements made by head
and hips are reduced in comparison with the natural performance. A possible cause for this effect could be the
constraints posed by the task. By adding supplementary
directions regarding bow strokes, the performer focuses
on the additional movements required in order to accomplish the task, which may reduce spontaneous movement
in other body parts. However, a different effect is observed
in the performances of the ‘Baroque’ piece. Here, the velocity and QoM of the hips increase when the performer
uses long bow strokes, and the same can be observed in
the head joint when many bow strokes are used. Again, the
difference in musical style and structure could partially explain these contradictions. The long bowing condition implies more changes in the movements required to perform
the ‘Baroque’ piece as compared to the ‘Romantic’ piece.
Even with the task constraints in mind, these changes could
affect the movements of the hips too. Still, this does not
explain why this effect does not occur in the movements
of the head when long bow strokes are used. Moreover,
there is increased head movement in the ‘Baroque’ performance, but only when the performer uses many bow
strokes. In this condition however, the hips seem unaffected. A study by Glowinski et al. [26] shows similar
results. Three violinist performed a piece in metronomic,
emphatic and concert-like styles and movements of head,
torso, forearms, hips and violin were measured. Here, the
movement amplitude of the hips was significantly different from the other body parts. The differences between
upper and lower body parts were interpreted as part of a
compensation process in which the lower body is seen as
an anchoring point to enhance stability and compensate for
the higher movement activity of the upper body.

Overall, it is interesting to note that increasing QoM and
velocity of instrumental gestures resonate into ancillary
gestures of the rest of the body in different ways and that
this resonance may be hindered if the difficulty of the task
increases. Different musical styles may also have an effect
on how movement changes across the different bow stroke
variations. It is important to note that variating the bow
strokes alters the musical outcome in terms of timing, timbre and loudness of the notes. However the main goal of
the experiment is to observe the results in terms of body
movements and underline that variating bow articulations
in the score alters not only the sound but also the corporeal expressivity of the performer, therefore affecting the
experience of the performer and the audience on multiple
levels, as outlined in section 1 of this paper.
Future work may go towards a more detailed analysis
of other motion features and the evaluation of correspondences with recorded sound and specific passages in the
score. Velocity, along with its derivatives, acceleration and
jerk (i.e. acceleration variations), may be analysed over
time in synchronicity with audio in order to observe note
onsets and other structural features – such as beginning and
end of phrases – that shape musical meaning. In addition,
statistical analysis between the different performances in
terms of velocity, quantity of motion and note duration
may give further insights about the relationship between
body movement and audible features of the performance.
Joint investigation of sound and gesture articulation with
acoustic instrument may also help to inform new gesturesound mapping strategies in electroacoustic music as described by Rasamimanana et al. [27].
On a broader perspective, the purpose behind this study
was to approach possible ways in which movement and
gesture can be employed as an expressive musical feature,
wether directly determined in the score or indirectly induced by variating other musical features. It is still not
clear how gesture can be fully integrated with other expressive features in composition and performance therefore further research-led practice may lead to new helpful understandings. Moreover, movement in music performance is highly idiosyncratic; it depends on anatomical differences between players [28] and their different approaches to the instrument [22]. This preliminary work
involved only one performer, so different playing styles
among different performers could not be compared and
statistical testing is clearly beyond the scope of this exploratory study. However, consistency with other studies
[26] could be observed and the adopted methodology and
the focus on the relation between pre-determined variations of musical features and resulting variations of body
movement may inspire further practice-led research. In the
future, gestural idiosyncrasies may constitute new interesting challenges for composers, leading them to work closely
with performers in order to examine relationships between
scored musical features and gestures to explore the expressive possibilities of writing more gesture-aware music.
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ABSTRACT
This work investigates the associations between objectively
measured distance metrics and subjective assessments of
similarity in HRTF data. For this purpose two different
means of matching users to HRTF sets were compared: a
simple system computing correlations between personally
collected HRTF data and a repository of 111 measured binaural datasets, and an HRTF user-preference study assessing the spatial quality of a subset of this data based on certain attributes. The purpose of this comparison is twofold:
first, to investigate the presence of an association between
HRTF distance and perceived spatial quality, and second,
to identify factors that can affect subjective judgment. The
results primarily highlighted the importance of binaural reproduction exposure and training for the appreciation and
understanding of a virtual auditory scene. In addition, they
offered a means of assessing the effectiveness of the utilized evaluation criteria as a function of user expertise.
1. INTRODUCTION
The accuracy of measured or modeled Head-Related Transfer Functions (HRTFs) can be evaluated either objectively
based on a defined metric, or perceptually through a user
study. While in the first case a well fitted dataset is the one
that demonstrates the smallest possible variation from an
originally measured set, in the latter it is the one that conveys an accurate and convincing spatial image to the users.
Both alternatives have been extensively used in binaural
audio research.
For methods evaluated objectively the discussion of similarity between two binaural filters becomes one of distance. Several different metrics have been suggested and
the selection depends not only on the task, but mainly on
the feature space. The most commonly used choices include the Euclidean or squared-Euclidean distance [1–3],
the correlation distance [4–6], and the Mean Square Error
(MSE) [7–9].
Unarguably, objective evaluation processes can be quick,
as they mainly depend on the size of the data and the computational power of the analysis system. However, they
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rely on the assumption that there exist absolutely accurate HRTFs that can be used as a comparison to the rest
of the data. They also reward perfect reconstruction, often assuming uniformity in the perceptual weights of spectral variation across frequency. Nevertheless, the brain has
a certain degree of tolerance in HRTF variations, as studies have shown that the human auditory system has the
ability to successfully adapt to altered spectral cues, given
time [10]. Hence, perceptual criteria also need to be employed for a more conclusive evaluation process.
Subjective HRTF evaluation studies take the form of binaural localization, or user-preference tasks. In localization studies, users are requested to identify the apparent
location of a virtual sound-source, presented through headphones, based on auditory information [4, 11–13]. In userpreference ones, participants, who may or may not be experts in binaural reproduction, are asked to subjectively
evaluate the quality of different HRTF sets. The evaluation process can be based on a wide variety of criteria,
ranging from spatial realism attributes, like externalization
perception [14, 15], to spatial accuracy assessments, like
the precision in the trajectory of a sound stimulus [16]. In
addition, assessments may take the form of discrete or continuous scale responses.
Evidently, localization studies and user-selection procedures are complementary tasks evaluating HRTF spatial
quality from different perspectives. When the end-goal
is an accurate spatial reconstruction of an auditory scene,
where it is essential that the location of the target sound
source best matches apparent location of the reference one,
subjective localization tests are necessary. For cases, however, when the goal is a convincing spatial impression of a
virtual sound-scape, user selection studies may help reach
the intended outcome faster.
This work attempts to approach the concept of HRTF
similarity from a perceptual point of view, through a userevaluation study. Its purpose is twofold: first to investigate the presence of an association between HRTF distance and perceived spatial quality, and second to identify factors that might affect or bias one’s subjective judgment. Therefore, similarity between a HRTFs was quantified through two simple HRTF database matching implementations; one based on objectively computed correlation
distances between datasets and another based on a userpreference elimination task. Both designs are described in
the following sections, followed by a presentation and discussion of the study results.
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2. HRTF DATABASE MATCHING
2.1 Post Processing
The designed algorithm operated on a repository of 111
HRTF datasets from the LISTEN [17], CIPIC [18], and
FIU [19] databases. The following post-processing steps
were applied on the data. Binaural filter pairs were normalized to eliminate the potential effects of amplitude on
the task, shortened to 1.5 ms to include only the pinnae responses, and band-limited between 0.5 kHz and 16 kHz.
The specific frequency range was selected because it was
previously identified as the one containing the most predominant localization cues [6, 20, 21]. Each HRTF set was
reduced to an optimal subset of binaural filters, which minimize distance between datasets belonging to the same
group, while maximizing inter-group discrimination. This
optimization, which results to at least 67% data reduction,
was based on Linear Discriminant Analysis (LDA), and
was presented and discussed in length in a previous publication [22].
In brief, the LDA system was trained on the MARL database of repeated HRTF measurements [23], which consists of 40 datasets collected from four subjects, over the
course of eight months. For the purposes of this analysis
the data was divided into four labeled groups each containing HRTFs originating from the same subject, and was sent
to a linear classifier. The classifier was trained based on a
set of features (HRTF components), and their corresponding labels. Upon training, the algorithm returned a set of
weights describing the extent to which each feature contributed to a successful classification. Data reduction was
achieved by setting a perceptually evaluated threshold, and
eliminating all components below it.
2.2 Databased Matching Implementation
The database matching algorithm was designed to compare
sparse queries to an HRTF dictionary and return a ranked
list of all available datasets, along with the corresponding percentage of similarity. The similarity estimation was
based on aggregated correlation distances of the HRTFs’
cepstrum. More specifically, a separate distance matrix
was computed for each active location from the correlation
distance between the decomposed DTFs. The overall similarity between datasets was calculated by averaging across
the resulting matrices. Similar implementations for computing HRTF distance have been previously described in
the literature [24].
2.3 Search Query
The personalized search queries for the matching algorithm
were based on sparsely measured HRTF datasets. The recordings took place in the Spatial Audio Research Lab,
a semi-anechoic space at NYU. Participants were sitting
on an adjustable stool, and their alignment was monitored
through a Polhemus Liberty electro-magnetic tracker. No
support for their head, back and arms was provided. Five
Genelec 8030a speakers were positioned in a spiral configuration at a distance of 1 m from the subjects’ heads. The
measurements were done with the blocked-meatus method,

Figure 1. Graphical Interface for collecting user responses
in the HRTF preference task.
using custom-made miniature binaural microphones with
Sennheiser KE - 4 capsules, in azimuth increments of 15◦ ,
at 5 elevations from −30◦ to 30◦ .
3. METHODS
3.1 Participant pool and Experiment Outline
Twenty people volunteered to take part in this study, all
students of the NYU Music Technology graduate and undergraduate programs. Participants had reported having
normal hearing. Volunteers were divided into two groups
based on their level of expertise in binaural-audio reproduction. The first consisted of users who had some exposure to immersive audio concepts. Such experience ranged
from a couple of relevant courses to several years of research in the field. The second consisted of people with no
experience in the field, its concepts and terminology. The
ratio of participants in each group was nine to eleven.
No training in binaural audio reproduction was offered
to any of the users, except for the opportunity to familiarize themselves with the functionality of the interface. The
reason behind this decision lies in the wide range of experience in the “informed” group. We acknowledge that
participants whose familiarity with binaural audio reproduction was solely based on an academic course or the
participation in a few binaural audio studies cannot really
be considered a “experienced” users. Yet, their awareness
can be closer to that of a trained subject. Hence, to fully
explore the effect of binaural audio reproduction familiarity on user-preference decisions, no training was offered to
participants in the “naive” group.
The duration of the study was approximately one hour
and participants had the option of completing it during
one, or two sessions. The first part consisted of a sparse
HRTF measurement, and three personalized responses of
the Sennheiser HD 650 open headphones, averaged to create a single binaural equalization pair. The second part
included the HRTF preference/evaluation task.
3.2 HRTF Preference Task
3.2.1 Overview
The purpose of this task was not to evaluate the localization accuracy of different HRTF datasets, but rather to as-
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Figure 2. Aggregated user responses across all criteria and participants. P corresponds to the personally measured HRTF,
M i to the ith HRTF in the returned ranked list, K to the KEMAR set, L to the least similar set, and CT to the catch trial.

sess their perceived spatial quality based on three criteria:
externalization perception, front/back discrimination, and
up/down discrimination. A collection of sixteen HRTF
datasets was compiled for every participant, consisting of
their personally measured dataset, the MIT - KEMAR set
[25], a monophonic pseudo HRTF, used as a catch trial,
and thirteen datasets selected across the ranked list of responses from the database matching implementation.
The following notation will be used across the rest of
this paper to refer to the different HRTF classes used in
the study. P will correspond to the personally measured
HRTF, M i to the ith HRTF in the returned ranked list, K
to the KEMAR set, L to the least similar set, and CT to
the catch trial.
The CT was created from the first 128 samples of the 0◦
azimuth/elevation KEMAR binaural pair, with the filters
cross-summed and repeated at various amplitude values.
The stimuli were .5 sec pink noise bursts, presented to participants through the Sennheiser HD 650 open headphones.
In order to minimize any bias in the responses potentially
caused by ITD mismatches, all HRTFs were converted to
minimum phase and the extracted ITD information were
replaced by the individually measured ones. Headphone
equalization was also applied to reduce the effect of the
reproduction equipment on the evaluation procedure.
3.2.2 Protocol
The HRTFPref evaluation tool has been described extensively in several studies in the past [14, 22, 26]. In brief,
the task consists of three stages, each having multiple trials. For every trial, participants are presented with a reference monophonic sound followed by a series of spatialized
stimuli at various directions, and are instructed to select all
HRTFs that meet the stage-specific criterion. Trials consist
of a maximum of five intervals (HRTFs).
In order to eliminate variations in signal colorization, the
reference sound is created by cross summing the left and
right ear responses of the 0◦ azimuth & 0◦ elevation lo-

cation of the current HRTF. HRTFs are presented multiple times in a given criterion, and only the ones selected
more than 60% of the times advance to the next stage.
Such a configuration results in an elimination task. The
first stage of the study assesses the perceived spatial quality of a given HRTF based on externalization perception,
the second on front/back discrimination, and the last on
up/down discrimination. User responses were collected
through a graphical interface designed in MATLAB 2010b
(Figure 1).
4. RESULTS
The first attempt to investigate the relationship between
HRTF dissimilarity and perceived spatial quality is based
on observations of the overall user-evaluations across the
collection of HRTFs in the study. Figure 2 plots the aggregated user-preference across all criteria, and participants.
On the plot HRTFs appear in a decreasing similarity order
from left to right, with HRTFs closer to the personally measured set P (search query) appearing on the left on graph.
The ranking of all datasets was controlled by the output of
the designed HRTF database matching system.
The collected data indicates the presence of an association between HRTF rank and perceived spatial quality. As
it can be seen, user responses follow a declining order between the top matches and the least similar HRTF classes,
with the K and L sets receiving considerably lower scores
than P and the top three matches M1 - M3 . However,
for HRTF classes between the two extremes (center of the
graph) a lot more variation is observed, with HRTFs of
lower ranks occasionally receiving better scores than higher
ones. An example of such behavior is the increase in the
scores between HRTF classes M78 and M89 .
Further observations arise when analyzing the user responses for each evaluation criterion separately. Figure 3
contains the aggregated user-preference responses per evaluation criterion, across all participants. By looking at the
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Figure 3. Aggregated user-preference responses per evaluation criterion, across all participants. P corresponds to the
personally measured HRTF, M i to the ith HRTF in the returned ranked list, K to the KEMAR set, L to the least similar
set, and CT to the catch trial.
figure, it appears that the externalization criterion, almost
consistently, received the highest preference ratings. For
some cases these ratings reached the same levels as the
personally measured sets, or the top matches. This implies
that participants of this study evaluated a wide variety of
HRTFs as being equally convincing, in terms of externalization performance, to their measured sets. In addition,
it is this criterion that seems to be driving the direct relationship between objectively measured HRTF distance
and perceived spatial quality. As it can be seen on the
graph, externalization evaluations demonstrate a stronger
declining behavior between top matches and HRTFs further down in the ranked list.
On the contrary, the front / back and up / down discrimination evaluations seem to plateau at around 40% across
all classes, except for the personally measured HRTFs and
M1 to M3 . This implies that spatially convincing movements of virtual sources in an up/down or front/back manner were consistently attributed to datasets very close to the
measured HRTFs. This observation is in line with the binaural audio literature, demonstrating that, with a few exceptions, localization performance is optimal when users
are listening through their own binaural filters.
In an attempt to interpret the cause of these observations
user responses were divided in two groups according to
the users’ level of expertise: “experienced” and “naive”.
As discussed in 3.1, the experienced user group consisted
of volunteers who had some exposure to immersive audio
concepts, while the naive one of those with no experience
in the field. As mentioned earlier no training was offered
to the users, except for the opportunity to familiarize themselves with the experiment interface.
Figure 4 contains the aggregated user evaluations per criterion and familiarity group. The top graph holds the responses of the “informed”, and the bottom of the “naive”
user group. The most evident observation emerging from
this data division, is the imbalance in the ratings between
the two groups. It appears that experienced users consistently attributed higher ratings to every HRTF class across

all criteria, fact which implies variations in the evaluation
standards employed by each group. This imbalance is especially spotted in the front/back and up/down discrimination criteria. One possible explanation for that, could be
the lack of visual cues, enhancing the presence of sound
sources in the frontal hemisphere, Another factor could be
the static character of this experiment, where subject headmovement did not affect the reproduced binaural scene, resulting in virtual sources moving along with one’s head in
every turn. Even though participants were encouraged to
keep their eyes closed when listening to the stimuli, and
to refrain from turning their heads, it is quite possible that
these limitations made these two tasks more challenging
to “naive” participants. For that user group this resulted in
flat average ratings between 20% and 40% across all HRTF
classes except for the personally measured sets.
On the contrary, the experienced participant group, exhibited more variation in the corresponding average selection
rates, which appear to follow a declining trend as a function of distance from the measured set. In other words,
HRTF classes with lower similarity ranks were evaluated
positively less often. In general, for the data collected in
this study, there appears to be some correlation between
levels of expertise and perceived spatial quality. However,
this observation was made on a very small participant pool
and it is, therefore, subject to further investigation.
5. DISCUSSION
In binaural audio related research the two means of HRTF
evaluation are localization and user preference tasks. The
former is an objective method, where an effective HRTF
set is the one that results to smaller or fewer localization
errors, while the second is purely subjective and results
to a set that satisfies the personal quality standards of a
user. The need for so distinct methods of assessment arises
from the realization that the level of accuracy needed in a
virtual auditory space is task dependent. For example, in
mission critical applications, where effortless and accurate
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Figure 4. Aggregated user-preference responses per evaluation criterion and user familiarity. P corresponds to the personally measured HRTF, M i to the ith HRTF in the returned ranked list, K to the KEMAR set, L to the least similar set, and
CT to the catch trial.
virtual reconstruction of one’s auditory environment may
prove vital, localization accuracy and adaptation time are
the most meaningful means for HRTF evaluation. For applications in entertainment, however, an HRTF that meets
the spatialization expectations of the user should be preferred for an optimal experience. Nonetheless, there hasn’t
been any formal proof that spatial accuracy can be an indication of enhanced perceived quality and vice versa, or
a systematic approach to the appropriate criteria for subjective HRTF assessments. This paper investigated factors
that may affect subjective judgment as a function of the
utilized criteria and level of expertise.
The following main points arose from the analysis of the
user responses. First, the externalization criterion does not
provide sufficient information on the quality of binaural
filters. Results indicated that especially “naive” participants tended to find the vast majority of HRTFs convincing
with respect to this task, regardless of the level of decorrelation from their personally measured sets. Nevertheless,
this was the only criterion in this study, whose levels appeared to have a direct relationship to HRTF dissimilarity
measures. In other words, HRTFs more correlated to the
personally measured sets received higher externalization
ratings than the more dissimilar ones. This behavior was
common across users regardless of their levels of expertise.
On the contrary, the up/down and front/back discrimination tasks offer a better understanding of the correlation
between HRTF sets. As demonstrated earlier, HRTFs who
have received a lower ranking by the database matching algorithm were also attributed lower scores in the preference

task. However, this tendency seems to be stronger between
“informed” users. Results depicted in Figure 4 showed
that, unlike the experienced user group, the responses of
the naive participants ranged from around 20% to 40%
across all HRTF classes, except for the personally measured sets. This behavior suggests that people in this group
were unable to perceive convincing front/back or up/down
movement with any HRTF set but their own.
Such a finding highlights the importance of training and
binaural audio reproduction exposure, when trying to understand the notion of moving sources, and, especially,
when making general assessments about an HRTF’s spatial
quality. This observation is also supported by the difference in overall ratings across all HRTF classes between the
two participant groups. Experienced user responses covered a wider range of ratings compared to the naive group
ones, which, with the exception of the externalization criterion were compressed to a level around 30%.
Hence, spatial quality appreciation seems to be directly
related to one’s duration of exposure to binaural audio reproduction. This can be attributed to a number of factors: It
is possible that the expectations of the “naive” users were
less often fulfilled. Alternatively, users who had experience listening to, or working with binaural audio reproduction were accustomed to the sound-quality nuances and
limitations, and their expectations were violated less often.
It is also quite possible that this difference was a function
of understanding rather than interpreting the concepts of
the three criteria used for evaluation. Or, that the unappealing character of the pink-noise stimuli, even though com-
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mon practice for binaural studies, was not conductive to
an immersive experience for the “naive” participant group.
This are all points that will be considered in future studies.
6. CONCLUSION AND FUTURE WORK
The results of this study highlighted the importance of binaural - audio nuances awareness, when assessing the spatial quality of presented media. By separating user responses according to their levels of expertise distinct ranking patterns arose for different HRTF classes, which imply that spatial quality appreciation may be directly related to binaural-audio reproduction exposure. Three criteria were evaluated in terms of their effectiveness in leading to the most appropriate HRTF dataset during a userselection study. Externalization perception was found to
be less effective in discriminating between data, but it was
the only criterion whose ratings appeared to be related to
objectively computed HRTF dissimilarity measures. The
front/back and up/down discrimination tasks were found to
be more effective in selecting spatially convincing HRTF
datasets among “trained” but not “naive” users.
Future work includes the design of new evaluation studies, based on different criteria, and also the increase in
the number of participants in the evaluation tasks. It is also
of interest to further divide the group of experienced users
into more refined subsets, and explore how different levels
of expertise affect people’s judgments.
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Expérimentation cérébrale, vol. 148, no. 4, pp. 458–
70, Feb. 2003.
[13] J. Jeppesen and H. Moeller, “Cues for Localization in
the Horizontal Plane,” in 118th Audio Engineering Society Convention, Barcelona, Spain, 5 2005.
[14] A. Roginska, T. Santoro, and G. Wakefield, “Stimulusdependent HRTF preference,” in 129th Audio Engineering Society Convention, San Francisco, CA, USA,
2010.
[15] B. Seeber and H. Fastl, “Subjective selection of nonindividual head-related transfer functions,” in Proceedings of the 2003 International Conference on Auditory
Display. Boston, MA, USA, 2003, pp. 1–4.
[16] B. F. G. Katz and G. Parseihian, “Perceptually based
head-related transfer function database optimization,”
The Journal of the Acoustical Society of America, vol.
131, no. 2, pp. EL99–EL105, 2012.

- 1380 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

[17] O. Warusfel, “http://recherche.ircam.fr/equipes/salles/
listen/,” 2003.
[18] V. Algazi, R. Duda, D. Thompson, and C. Avendano,
“The CIPIC HRTF database,” in Proceedings of the
IEEE Workshop on Applications of Signal Processing to Audio and Acoustics, Mohonk Mountain House,
New Paltz, NY, October 2001, pp. 99–102.
[19] N. Gupta, A. Barreto, M. Joshi, and J. Agudelo, “HRTF
database at FIU DSP lab,” in International Conference
on Acoustics Speech and Signal Processing (ICASSP).
Dallas, TX: IEEE, March 2010, pp. 169–172.
[20] V. R. Algazi, C. Avendano, and R. O. Duda, “Elevation
localization and head-related transfer function analysis
at low frequencies,” The Journal of the Acoustical Society of America, vol. 109, no. 3, pp. 1110–1122, 2001.
[21] J. Hebrank and D. Wright, “Spectral cues used in the
localization of sound sources on the median plane,”
The Journal of the Acoustical Society of America,
vol. 56, no. 6, pp. 1829–1834, 1974.
[22] A. Andreopoulou, A. Roginska, and J. P. Bello, “Reduced representations of hrtf datasets: A discriminant
analysis approach,” in 135th Audio Engineering Society Convention, Oct 2013.
[23] A. Andreopoulou, A. Roginska, and H. Mohanraj,
“A database of repeated head-related transfer function
measurements,” in International Conference on Auditory Display (ICAD) 2013, Lodz University of Technology, Poland, July 2013.
[24] B. Xie, C. Zhang, and X. Zhong, “A cluster and subjective selection-based hrtf customization scheme for improving binaural reproduction of 5.1 channel surround
sound,” in 134 Audio Engineering Society Convention,
May 2013.
[25] B. Gardner and K. D. Martin, “HRTF Measurements of
a KEMAR,” Journal of the Acoustical Society of America, vol. 97, no. 6, pp. 3907–3908, June 1995.
[26] A. Roginska, G. Wakefield, and T. Santoro, “User Selected HRTFs: Reduced Complexity and Improved
Perception,” in Undersea Human System Integration
Symposium, Providence, RI, 2010, pp. 1–14.

- 1381 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

Gamma: A C++ Sound Synthesis Library Further Abstracting the Unit
Generator
Lance Putnam
Department of Architecture, Design and Media Technology
Aalborg University
Aalborg, Denmark
lp@create.aau.dk

ABSTRACT

to increase the range of application of Gamma’s unit generators.

Gamma is a C++ library for sound synthesis that was created to address some of the limitations of existing sound
synthesis libraries. The first limitation is that unit generators cannot easily be organized into separate sampling
domains. This makes it difficult to use unit generators with
different sample rates and in other domains, namely the
frequency domain. The second limitation is that certain
internal unit generator algorithms, such as interpolation,
cannot be customized. This tends to lead to closed architectures consisting of multiple unit generators with only slight
algorithmic differences. Gamma makes explicit two novel
abstractions—assignable sampling domains and algorithm
Strategies—to help overcome these limitations and extend
the application range of its unit generators.
1. INTRODUCTION
There currently exist myriad C++ libraries oriented towards
real-time sound synthesis. Each is based on the unit generator abstraction [1] in order to allow construction of a
large variety of synthesis instruments and effects. Where
the libraries differ, however, is in the more specific kinds of
generalizations incorporated into the provided unit generators. Gamma is a C++ sound synthesis library that aims to
provide a basic set of lightweight, efficient, and, most importantly, flexible unit generators both in terms of how they
can be connected and what types of data they can process.
Unlike existing libraries, Gamma utilizes both sampling domain and generic programming abstractions to extend the
range of applicability of its unit generators. Not only can
unit generators run at different rates, but they can also be
used in the frequency domain. In addition, unit generators
are type generic, and in certain cases, algorithm generic so
that they can easily be customized and extended without
having to re-implement certain core functionality.
In this paper, we first introduce related work and then discuss the motivation and design principles of Gamma. The
next sections discuss two novel abstractions—assignable
sampling domains and algorithm Strategies—that are used

2. BACKGROUND
Existing C++ libraries that are oriented towards real-time
sound synthesis include CLAM [2], the CREATE Signal Library (CSL) [3], the ICST DSP library [4], IT++ 1 ,
JamomaDSP [5], Marsyas [6], Maximilian [7], Nsound 2 ,
sig++ 3 , SndObj [8], SPKit [9], SPUC 4 , the Synthesis
Toolkit (STK) [10, 11], and UGen++ [12]. We identify at
least three main distinctions between the implementations
of unit generators in these libraries: (1) processing granularity (single-sample and/or block-based), (2) support for
processing generic types, and (3) ability to run at multiple
sample rates.
One distinction between the available libraries is their processing granularity, namely, whether the unit generators
operate on blocks of samples or process one sample at a
time. The advantage of single-sample processing is that it
allows arbitrary routing of signals between unit generators
making it trival to implement, for instance, loop filters and
feedback FM. Approximately half of the libraries identified above use block-based processing, while the others
are based on single-sample processing. The block-based
processing libraries typically require unit generators to be
connected into a graph structure in order to be used. With
single-sample processing, unit generators simply contain a
method that returns the next sample which obviates the need
for a separate graph structure. sig++ and SPKit are exceptions to this, where unit generators are explicitly connected
into a graph.
Another distinction that can be made, given that C++
supports generic types through its template mechanism,
is whether the unit generators can process generic types.
Kronos [13], a descendent of PWGLSynth [14], serves as a
good example of generic-type processing in musical DSP
albeit it is not a C++ class library. IT++ uses three different
generic types for the input samples, output samples, and
coefficients of its filters. SPUC also uses generic types for
its filters, but only one type, Numeric, for both the input
and output samples. IT++ and SPUC, however, are mainly
oriented towards filtering and more general signal process-
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ing tasks rather than (musical) sound synthesis. Mozzi 5
uses generic sample types for several of its unit generators, however, most are specialized for integer types. While
several libraries allow generic sample types, none of them
permit generic algorithms for customizing the unit generators. What is typically seen are suffixes added to unit
generator names to designate different behaviors, such as
different interpolation policies. Csound/SndObj and Supercollider/UGen++, for example, take this approach.
Synthesis libraries need to have a mechanism for keeping unit generators synchronized with a sampling domain.
Synchronization typically occurs according to either: (1)
a pull model whereby unit generators simply read a sample rate variable whenever control parameters are updated
or (2) a push model whereby unit generators are notified
of a change in sample rate. While the pull model is simpler to implement, the push model lends itself better to
optimizations involving pre-computing certain intermediate
variables, such as phase increment factors. In addition to
the push or pull approach, the sample rate is typically either
defined globally to be used by all unit generators or defined
locally within each unit generator. Defining the sample rate
locally permits unit generators to run at multiple sample
rates. Maximilian and Ugen++ unit generators read a global
sampling rate variable to stay synchronized. This has the advantage of simplicity, but does not allow unit generators to
run with multiple sample rates. CSL, NSound, and Marsyas
allow the sample rate to be specified locally for each unit
generator, thus allowing multiple sample rates. However,
the unit generator sample rates must be synchronized manually. In JamomaDSP, sig++, SndObj and STK, the unit
generator base classes have a virtual method permitting
specific tasks to be executed by unit generators when the
sampling rate changes. STK also allows unit generators to
ignore notifications of a change in the global sampling rate
so they can be used in a multi-rate context.
3. LIBRARY DESIGN
The purpose of this section is to introduce some of the
motivation and design decisions underlying Gamma. Since
the purpose of this paper is not to introduce the library in
detail, it is recommendation that interested readers peruse
the available documentation on the Gamma homepage 6 .
3.1 Design Motivations
The overall goal of Gamma is to provide an easy-to-use
library for constructing complex, yet efficient synthesis
instruments and effects that can run on a wide variety of
platforms. This goal implies a design that

4. supports generic types, and
5. strives for low per-object memory and CPU consumption.
C++ was desired largely for its zero-overhead rule of “what
you don’t use, you don’t pay for” [15] and for its templates
which support generic programming. Generic typing is especially useful for signal processing as many processing
algorithms are, at their core, simply algebraic formulations.
Single-sample processing was preferred over block-based
processing as it makes the least assumptions about how unit
generators should be used and keeps control parameter and
processing updates separate. Low memory/CPU consumption has obvious performance benefits, but is also seen as
an important component of scalability. A well-made library
should run efficiently on as many platforms as possible,
especially those with limited resources.
At the moment, there are no other sound synthesis libraries
satisfying all of these design requirements. The Synthesis
Toolkit [10, 11] comes close, but lacks an STFT class and
does not support generic types.
3.2 Unit Generators
Unit generators in Gamma are divided into generators and
filters. Generators produce a sequence of samples and filters
transform an input sample into an output sample. The basic
generators and filters are listed and described in Fig. 1 and
Fig. 2, respectively.
Unit generators are implemented as function objects [16].
Function objects are essentially objects with an overloaded
function call operator that performs the object’s main action.
The main action for unit generators is simply to process
the next sample. Generators overload the nullary function
call operator while filters overload the unary function call
operator. For example, the next output of a generator gen
is obtained by calling gen() and the next output of a filter
flt is obtained by calling flt(x) where x is the input.
4. PROCESSING ABSTRACTIONS
Gamma provides two primary abstractions that greatly extend the range of application of its provided unit generators.
The first of these is the use of generics for unit generator
sample and parameter types and processing algorithms. The
second abstraction is assignable sampling domains where
unit generators can operate under arbitrarily defined onedimensional sampling domains.
4.1 Generic Types

1. has a standard set of unit generators (oscillators,
noise, sample player, envelopes, filters, and variable
delays),
2. has a short-time Fourier transform (STFT),
3. performs single-sample processing,
5
6

http://sensorium.github.com/Mozzi/
http://www.mat.ucsb.edu/gamma

Generic types are used to increase the versatility of generators and filters without needing to change their underlying
algorithm. Gamma uses C++ templates to allow concrete
classes to be made according to generic types. The advantage of this approach over, for example, macros or typedefs,
is that the library can easily accommodate different sample types in application code without needing to resort to
multiple explicit compilations. This makes it easy to define
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Accum

Phase accumulator/timer

OnePole

1-pole filter

Osc

Wavetable oscillator

AllPass1

1st-order allpass

LFO

Non-band-limited oscillator

AllPass2

2nd-order allpass

Sine

Sine wave

Biquad

2-pole, 2-zero filter

SineR(s)

Sine resonance (bank)

Notch

2-zero notch

SineD(s)

Damped sine resonance (bank)

Reson

2-pole resonator

CSine

(Damped) complex sinusoid

BlockDC

DC blocker

DSF

Discrete summation formula

Integrator

Leaky integrator

Impulse

Band-limited impulse train

DelayShift

Fixed n-sample delay

Saw

Band-limited saw wave

Delay

Variable length delay

Square

Band-limited square wave

Comb

Comb filter/feedback delay

SamplePlayer

Sample/sound file player

Multitap

Multitap delay

NoiseWhite

White noise

Hilbert

Hilbert transformer

NoisePink

Pink noise

NoiseBrown

Brown noise

Env

N-segment exponential envelope

Decay

Exponential decay

Seg

Interpolated segment

Figure 2. Filter classes.

Figure 1. Generator classes.

processors having different precision within the same application. For example, single- and double-precision one-pole
filters can be declared as:
OnePole<float> opf;
OnePole<double> opd;

Beyond permitting different precision types, unit generators can also operate on non-scalar types, such as complex
numbers and vectors. For example, it is often necessary
to apply the same filter to a stereo signal. Ideally, only
one set of filter coefficients should be used to save memory
and eliminate duplicate effort in computing the coefficients
from parametric controls. A one-pole filter that processes a
2-vector using the provided n-vector class, Vec, is declared
as:
OnePole<Vec<2,float> > op2;

For convenience, Gamma provides 2-vector float2 and
double2 types, so the previous example can be written
OnePole<float2> op2;

4.2 Strategies
One can broaden the scope of generics beyond types to
also include algorithms. In the parlance of design patterns,
a Strategy is an object that represents an algorithm [17].
Strategies are light-weight function objects, typically having little or no data, that conform to an identical interface,

yet behave differently. Strategies permit certain behaviors
of a class to be swapped out or customized without having
to define a new class.
In Gamma, Strategies are employed for two main purposes—to reduce the number of base unit generator types
and to permit unit generators to be extended more easily
than by subclassing. For example, Listing 1 shows how
Strategies are used to declare different types of a wavetable
oscillator class. The Strategies used in Gamma are compiletime rather than run-time so that they can be efficiently
inlined. Two main Strategies are utilized—interpolation
and phase increment.
// Oscillator with truncating interpolation
Osc<float, ipl::Trunc, phsInc::Loop>
// Oscillator with linear interpolation
Osc<float, ipl::Linear, phsInc::Loop>
// One-shot with linear interpolation
Osc<float, ipl::Linear, phsInc::OneShot>
// Ping-pong oscillator with cubic
interpolation
Osc<float, ipl::Cubic, phsInc::PingPong>

Listing 1.
Different oscillator types based on
combinations of interpolation and phase increment
Strategies.
Interpolation Strategies are used to specify the interpolation method used in delay lines, table-based oscillators,
and envelope segments. Two types of interpolation Strategies are present in Gamma: random-access and sequence.
Random-access interpolation Strategies are used for interpolating values at arbitrary positions along an array. Sequence
interpolation Strategies are for interpolating a stream of
sample points.
The currently provided random-access interpolation
Strategies are Trunc, Round, Linear, Cubic, and
AllPass. The Switchable Strategy allows switching
between any of the aforementioned interpolation types at
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namespace ipl{

iplSeq::Linear lerp;
lerp.push( 0);
lerp.push(20); // sample points are 0, 20
lerp(0.5);
// returns 10
lerp(0.1);
// returns 2
lerp.push(40); // sample points are 20, 40
lerp(0.5);
// returns 30

// Truncating interpolation strategy
template <class T>
class Trunc{
public:
T operator()(
const T * src, int size,
int iInt, double iFrac) const
{
return src[iInt];
}
};

The Seg unit generator utilizes a sequence interpolation
Strategy to create an envelope between two sample points.
The basic operation of Seg is to interpolate between two
values over some specified length and then hold the end
value indefinitely. In this way, it can be used to smooth low
sample rate synchronous or asynchronous signals. Another
mode of operation allows periodic generation of segments
in a process similar to upsampling. This is accomplished
through an overloaded function call operator that takes a
function object as an argument. Whenever the end of the
segment is reached, it requests the passed-in function object
to generate its next sample, pushes this onto the segment’s
internal FIFO buffer, and starts the segment over. This effectively starts a new segment that is piece-wise continuous
with the old one. Perhaps one of the most useful applications of this mode of operation is producing low-frequency
signals from stochastic, non-linear, or other sequence generators. Listing 3 demonstrates how the NoisePink and
Seg unit generators can be used together to create lowfrequency, cubic-interpolated pink noise.

// Linear interpolation strategy
template <class T>
class Linear{
public:
T operator()(
const T * src, int size,
int iInt, double iFrac) const
{
return src[iInt] +
(src[(iInt+1)%size] src[iInt])*iFrac;
}
};
}
// Wavetable with interpolation strategy
template <int N, class T, class InterpStrat>
class Wavetable{
public:
T read(double index) const {
unsigned i = int(index);
double f = index - i;
return mInterpStrat(mTable,N, i,f);
}
private:
T mTable[N];
InterpStrat<T> mInterpStrat;
};

// SETUP
// Pink noise generator
NoisePink<> noise;

// Declare table w/ linear interpolation
Wavetable<1024,float, ipl::Linear> tableL;

// Interpolated segment running at 10 Hz
Seg<float, iplSeq::Cubic> seg(1./10);

// Declare table w/ truncating interpolation
Wavetable<1024,float, ipl::Trunc> tableT;

void audioCallback(...){
for(int i=0; i<blockSize; i++){
float s = seg(noise);
}
}

Listing 2.
Example interpolation Strategy class
definitions and usage with a Wavetable class.

Listing 3. Low-frequency, cubic-interpolated pink noise
built from the NoisePink and Seg unit generators.

run-time. Listing 2 gives example class definitions for
truncating and linear interpolation Strategies and their usage with a Wavetable class. Each interpolation Strategy shares the same function operator prototype to access
an array. (In practice, there could be many such function operators for specific types of array access.) The
Wavetable class takes an interpolation Strategy as a template parameter and then creates a member of that type.
In Wavetable::read, the interpolation Strategy’s overloaded function operator is called to compute the interpolated value.
Sequence interpolation Strategies maintain a small FIFO
buffer of samples from which an interpolated value can
be computed using a specific interpolation method. At
the moment, Trunc, Linear, Cubic, and Cosine sequence interpolation Strategies are provided. For example,
the Linear sequence interpolation Strategy operates as
follows:

In the example above, the noise object (not a noise sample)
is passed as an argument to the segment’s function operator
in the sample loop. The segment’s function operator will
generate the noise’s next sample and update the segment
endpoints on the condition that the end of the segment
has been reached. Otherwise, the next interpolated sample
between the existing endpoints is returned.
Phase increment Strategies include Loop, OneShot,
NShot, PingPong, and Rhythm (Fig. 3). Loop repeatedly cycles the phase, like a typical phase accumulator driving an oscillator. OneShot cycles the phase once and then
holds its end value. In this way, it can be used for one-shot
playback, such as with sample playback and table-based envelopes. PingPong is a bidirectional loop that alternates
the phase forward and backward. NShot and Rhythm are
slightly more complex Strategies that permit specific kinds
of phase patterns. NShot is like OneShot, except cycles
the phase a specified number of times. Rhythm repeatedly
cycles or holds the phase for one period according to a binary pattern of up to 32 bits. If the bit is 1, then the phase
wraps. If the bit is 0, then the phase holds its position for
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one period.

to attach a DomainObserver to a Domain. The following illustrates this
DomainObserver obs;
Domain dom;
dom << obs;
Loop

OneShot

PingPong

NShot

Rhythm

Figure 3. Phase increment Strategies. The dashed lines
indicate the Strategy’s long-term (repeating) pattern. The
Rhythm Strategy has the pattern string “/.//”.
Rhythm allows complex rhythmic patterns to be produced at both audio and sub-audio rates, as with pulsar
synthesis using burst masking [18]. Rhythm patterns can
be specified using a 32-bit unsigned integer where the most
significant bit is the start of the pattern or as a C-style character string. Character strings follow the convention of ‘.’
indicating off and ‘/’ indicating on in a similar fashion to
GROOVE [19]. For example, we can use Rhythm to apply
a rhythmic envelope to an oscillator (Listing 4).

It is possible to instantiate more than one Domain so that
multiple sampling intervals can be used within a single
system. DomainObservers can attach to any Domain,
but always have exactly one Domain.
Most of the time, unit generators will only need to observe
a single sampling rate. For convenience, a default Domain
called master is supplied. All DomainObservers are
automatically attached to master when constructed. The
master domain is initialized with a sample rate/interval
of 1. To set it to a specific sample rate, say 44.1 kHz, one
calls
Domain::master().spu(44100);

where spu stands for samples per unit. A slightly more
complex situation involves unit generators running at both
sample and control rate. For this, an additional control-rate
domain can be utilized. Listing 5 illustrates how one could
implement a vibrato effect operating at block rate.
// SETUP
Domain::master().spu(44100.);
Domain blockDomain(44100./blockSize);
Sine<> mod(5);
Sine<> car;

// SETUP
Osc<> src(400);
LFO<phsInc::Rhythm> env(8);
env.phsInc().pattern("/../../.");

// Attach modulator to block domain
blockDomain << mod;

void audioCallback(...){
for(int i=0; i<blockSize; i++){
float s = src() * env.downU();
}
}

void audioCallback(...){
car.freq( mod()*5 + 440 );
// SAMPLE LOOP
for(int i=0; i<blockSize; i++){
float s = car();
}

Listing 4. Using the Rhythm Strategy to apply a
rhythmic envelope to an oscillator source.
}

4.3 Assignable Sampling Domains

Listing 5. Control-rate vibrato implemented using a
block-rate time domain.

Perhaps the most novel abstraction of Gamma is assignable
sampling domains, a way to dynamically assign unit generators to a particular sampling domain. The original motivation behind this design was to make it easy to run unit
generators in both the time domain and frequency domain.
Of course, it also allows unit generators to be configured
to run at various rates, such as audio or block rate or some
windowed analysis rate.
The abstraction utilizes an Observer pattern [17] so
that groups of unit generators can be notified whenever their associated sampling interval changes. There
are two main classes involved with assignable sampling
domains, Domain and DomainObserver, which are
the subject and observer, respectively, of the Observer
pattern. By default, all unit generators inherit from
DomainObserver. A DomainObserver attaches itself to a Domain so that it is notified whenever the sampling interval changes. The overloaded << operator is used

A perhaps more interesting use of assignable domains is
configuring unit generators to operate in frequency domain.
For example, an oscillator or a break-point envelope can be
used as a magnitude envelope. Listing 6 demonstrates how
one can create a barber-pole combing effect using an STFT
and two sine oscillators.
All unit generators have as their last template parameter a
domain class which is inherited by the unit generator. The
default domain class is DomainObserver. A special
type of domain, Domain1, can be used for unit generators
that function entirely with normalized frequencies in the
interval [0, 1]. Domain1 has the advantage that it does not
consume memory or need to do unit conversions since both
its sampling frequency and sampling interval are fixed at 1.
This is also especially useful for composite objects where
unit conversions from a particular domain may only need
to be done once by the composing object.
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ital signal processing with a focus on audio and music,” Ph.D. dissertation, Universitat Pompeu Fabra,
Barcelona, Spain, 2005.

// SETUP
Domain::master().spu(44100.);
STFT stft;
Sine<> env(1/100.);
Sine<> envPhase(1);

[3] S. Pope, X. Amatriain, L. Putnam, J. Castellanos, and
R. Avery, “Metamodels and design patterns in CSL4,” in
Proceedings of the 2006 International Computer Music
Conference, 2006.

stft.domainFreq() << env;
stft.domainHop() << envPhase;
void audioCallback(...){

[4] S. Papetti, “The icst dsp library: A versatile and efficient
toolset for audio processing and analysis applications,”
in Proceedings of the 9th Sound and Music Computing
Conference, 2012, pp. 535–540.

// TIME SAMPLE LOOP
for(int i=0; i<blockSize; i++){
float s = ...; // current sample
// Check if next spectral frame is
ready...
if(stft(s)){
env.phase(envPhase()*0.5 + 0.5);
int N = stft.numBins();

[5] T. Place, T. Lossius, and N. Peters, “A flexible and
dynamic c++ framework and library for digital audio
signal processing,” in Proceedings of the 2010 International Computer Music Conference, 2010, pp. 157–164.

// FREQUENCY SAMPLE LOOP
for(int k=0; k<N; ++k){
stft.bin(k) *= env();
}

[6] S. Bray and G. Tzanetakis, “Implicit patching for
dataflow-based audio analysis and synthesis,” in Proceedings of the 2005 International Computer Music
Conference, 2005.

}
// Resynthesis
s = stft();
}
}

[7] M. Grierson, “Maximilian: A cross platform c++ audio synthesis library for artists learning to program,”
in Proceedings of the International Computer Music
Conference, New York, 2010.

Listing 6. Barber-pole combing effect using hop- and
frequency-domain oscillators.

[8] V. Lazzarini, “Sound processing with the SndObj library: An overview,” in Proceedings of the COST G-6
Conference on Digital Audio Effects (DAFX-01), 2001.

5. CONCLUSION
Gamma attempts to maximize the flexibility of its supplied unit generators by utilizing single-sample processing,
generic types and algorithms, and assignable sampling domains. Single-sample processing has proven to be very flexible and efficient if one is satisfied with static unit generator
graphs. Generic types and algorithms add more complexity
to the library, but it seems to be a reasonable trade-off as
they bring a whole new dimension of code reuse and extensibility, which are generally considered good. Assignable
sampling domains make it easy to manage unit generators
running at different rates. By allowing standard unit generators such as oscillators and envelopes to operate in the
frequency domain many possibilities for new and exotic effects emerge. It remains to be seen if LCCD filters, such as
biquads, have any meaningful applications in the frequency
domain. One unique attribute of the frequency-domain is
that it is non-causal, unlike the time-domain, and thus IIR
filters can be made linear phase through bidirectional filtering. Instead of filtering across frequency, one could filter
the temporal trajectories of individual bin magnitudes to
produce spectral blurring and other effects. This would
require filters to efficiently handle arrays as sample types,
something not handled in Gamma at the moment.
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ABSTRACT
Gene expression programming offers an alternative approach
in the evolutionary computation paradigm evolving populations of candidate solutions as valid computer programs
that can be used for a potentially wide range of problem
solving tasks, including sound synthesis. This paper proposes Gene Expression Synthesis (GES) as a method to
evolve sound synthesis functions as nested graphs of unit
generators. These functions are encoded into linear chromosomes according to the principles of gene expression
programming and evolved by subjecting the functions to
genetic operations and evaluating fitness. The design of
the fitness functions involves statistical methods and machine listening algorithms in an attempt to automate the
supervision of the synthesis process. Synthesis parameters for the population of candidate functions are designed
exploring artificial co-evolution, a parallel population of
functions that compute parameter values for the synthesis
functions share their fitness values, while being subjected
to genetic operations including recombination separately.
1. INTRODUCTION
Since the first artificial life experiments by Nils A. Barricelli in the 1950s, evolutionary computing has inspired
numerous problem solving and model building techniques
including ways to evolve sound synthesis algorithms inspired by processes of evolution by adaptation and natural selection. In our attempts to understand these natural algorithmic processes, which are purposeless and devoid of any intention, but nonetheless directly responsible
for all the complexity and intelligent behavior in the natural world, we keep developing increasingly more powerful technology that enables us to model and simulate,
albeit on a vastly simplified scale, the power of cumulative selection. Genetic algorithms and genetic programming have been firmly established as efficient and productive stochastic search and optimization methods within the
artificial intelligence field and have been widely used in
various disciplines for years. Gene expression programming was introduced as an improvement to the existing
paradigms, proposed by Candida Ferreira in 2001, by combining the best features of genetic algorithms and genetic
programming[1]. The fundamental differences between
Copyright: c 2014 Alo Allik et al. This is an open-access article distributed under
the terms of the Creative Commons Attribution 3.0 Unported License, which permits unrestricted use, distribution, and reproduction in any medium, provided the
original author and source are credited.

gene expression programming and its predecessors stem
from the separation of genotype-phenotype representations
and the modular multigenic structure of the chromosomes.
These improvements account for significant increases to
the efficiency of the algorithm for a number of benchmark
problems. The following account describes an experimental approach to evolving sound generating programs with
the proposed principles and explores creative applications
of evolutionary computation which do not necessarily presume a definite solution to a problem, but rather an openended solution space to be explored for aesthetic experimentation.
2. SOUND SYNTHESIS WITH EVOLUTIONARY
ALGORITHMS
The evolutionary paradigm has been harnessed in a broad
spectrum of applications in the realm of computer music,
applying the processes of gene expression, selection, reproduction and variation on many different levels of compositional hierarchy. Examples can be drawn throughout
all musical time levels, including producing waveforms directly by expressing binary genotypes as sample level time
functions, evolving synthesis graphs and optimizing parameters, generating longer time structures and patterns of
motives and phrases, all the way to composing comprehensive artificial environments inhabited by listening and
sound-generating agents. Magnus[2] developed a modified genetic algorithm that works directly on time-domain
waveforms to produce genetically evolved electroacoustic music. Garcia[3] proposed using evolutionary methods for selecting topological arrangements of sound synthesis algorithms and for optimizing internal parameters of
the functional elements. On the phrase and motive level,
there are two classic studies that paved the way for countless later explorations: John Biles[4] hierarchical GenJam
system that generates on-the-fly jazz chord progressions
and the “sonomorphs” proposed by Gary Lee Nelson[5].
Jon McCormack[6] developed an interactive installation
of evolving agents influenced by the presence and movement of audience as an example of a comprehensive digital sonic ecosystem. These are but a few examples of the
wide range of applications for evolutionary algorithms and
by no means meant as a review, rather a random sampling
of applications on different levels of the compositional process.
The abundance of different possibilities explored demonstrates the potential inherent in evolutionary processes which
can exhibit unparalleled efficiency and problem-solving resourcefulness even in a vastly simplified form as compared
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to the forces operating in the natural world. The idea of
automating the design process of sound synthesis algorithms using evolutionary methods has to be considered
in the context of computer music specification. Generating waveforms by the direct principle of sample-by-sample
calculation, for example, does not necessarily require any
higher level infrastructure or a specialized programming
environment, however, such an approach may complicate
the design of an efficient fitness function, especially considering unsupervised learning methods. Since the Music N programming languages (most prominently Csound),
the encapsulation of sound generating and processing functions into unit generators has cultivated a modular graph
based concept of synthesis with interconnectable functions
as building blocks. Most contemporary synthesis software,
regardless of whether the interface is graphical or textbased, operates based on this model. The method presented here has been implemented in the SuperCollider
environment, but is applicable in any audio programming
environment that has adopted the graph based paradigm,
where sound synthesis programs are defined as interconnected unit generator graphs. These graphs can be evolved
by evolutionary programming principles just like any other
computer programs that serve as the solution space for a
particular problem. The question then becomes how to define or, in other words, encode these graphs in terms of
evolutionary programming.
SuperCollider synthesis topologies have previously been
studied in the context of evolutionary programming. Dan
Stowell[7] presented a genetic algorithm for live audio evolution at the first SuperCollider symposium in Birmingham
2006. The system demonstrates how genetic methods can
be used in a live setting, with modifications to the synthesis process occurring in real time. Fredrik Olofsson [8]
released a similar algorithm for sound synthesis through
his personal website. The goal of his project was to create
genomes that would translate into realtime synthesis processes and allow the user to evaluate the results in a framework of a realtime sequencer. The algorithm is, similarly to
the one described above, based on arrays of floating point
values serving as genomes, which were translated into SuperCollider synthesis definitions.
The SuperCollider implementation of the gene expression programming proposed here expands on the foundations of the methods described above. The problem addressed is how to encode SuperCollider unit generator graphs
as populations of chromosomes and evolve these graphs
using genetic operators. In a similar way, there is a constrained selection of unit generators that are included in
the graphs and the translation process produces valid sound
generating functions that are evaluated for fitness. However, the following description introduces a number of modifications and distinct features in accordance with the techniques of the gene expression algorithm to introduce an
alternative strategy for evolutionary sound synthesis.
3. COMPONENTS OF GES
Gene expression programming (GEP) is a method of evolutionary computation providing an alternative to the es-

tablished paradigms of classic genetic algorithms (GA) and
genetic programming (GP)[1] [9]. The basic premises that
these methods share in common have been inspired by biological evolution and attempt to model the natural selection process algorithmically in computers. All these methods use populations of individuals as potential solutions to
a defined problem, select the individuals from generation
to generation according to fitness, and propagate genetic
variation within the population by random initiation and
applying genetic operators. The differences between these
algorithms are defined by the nature of individuals. In GAs
the individuals are fixed length strings of numbers (traditionally binary); in GP the individuals are non-linear tree
structures of different sizes and levels of complexity. GEP
combines these approaches by encoding complex expression trees as simple strings of fixed length to overcome the
inherent limitations of the previous methods. In GEP the
genotype and phenotype are expressed as separate entities,
the structure of the chromosome allowing to represent any
expression tree which always produces a valid computer
program. Another feature to set GEP apart from its predecessors is the structural design of GEP individuals that
allows encoding multiple genes in a single chromosome.
This facilitates encoding programs of higher complexity
and expands the range of problems that can be solved with
evolutionary computing.
GEP consists of two principal components: the genes
(genotype) and the expression trees (the phenotype). The
information decoding from chromosomes to expression trees
is called translation. The genome or chromosome consists
of a linear, symbolic string of fixed length composed of
one or more genes. Each gene is structurally divided into
two sections: a head and a tail. There are two types of
codons that make up a gene: ones that designate computer
functions and terminals which operate as placeholders for
static variables or arguments to the functions. The head of
a gene contains symbols representing both functions and
terminals with the start codon always holding a function
while the tail is entirely made up of terminals. This structure and the particular rules of translation in GEP ensure
that each gene encodes a valid computer program. Despite
the fixed length of the genome, each gene has the potential
to encode for expression trees of different levels of complexity and nesting. The translation from genotype to phenotype follows a simple, breadth-first recursive principle:
as the codons of a gene are traversed, for each function
encountered, the algorithm reserves a number of following
unreserved codons as arguments to that function regardless
whether they are functions or terminals. The number of
codons reserved depends on the number of arguments the
function encountered requires. In order to illustrate this
process, encoding of a simple phase modulation graph is
shown in Figure 1. Such a gene would have to consists of
a head section with at least 3 codons and tail with at least
6. The first 3 positions in the head of this gene contain
the two sine oscillator functions and a terminal in between
(the head part of the gene is indicated by a shaded grey
background). The tail is entirely made up of terminals.
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Figure 1. Encoding a phase modulation instrument as a
single-gene sequence
as a string of upper and lower case letters with position reference numbers above:
0123456789012
OaObcdefgacdb
The expression tree that emerges form this gene after the
translation process is shown in Figure 2.

Another feature that sets GEP apart from other evolutionary algorithms is the use of multigenic chromosomes.
Multigenic chromosomes can be combined together by a
function that serves as a linker. In order to provide an
example of a multigenic chromosome, let us consider a
slightly more complex example than the phase modulation
graph above. This time there are four unit generators involved: sine oscillator SinOsc (O), sawtooth wave oscillator LFSaw (S), random values oscillator with quadratic
interpolation LFNoise2 (N) and band-limited pulse wave
generator Pulse (P). Since the generator with largest number of arguments is the sine tone oscillator and the head
size remains the same for the time being, the gene size is
also the same as above, but this time the chromosome consists of two genes which are linked together by mathematical multiplication function in the translation process.
The gene expression tree of this chromosome consists of
two independent sub expression trees corresponding to the
multigenic structure: the first one has a noise generator as
the root codon and the second one a sawtooth oscillator.
There is an additional linker function, in this case multiplication, which combines the genes together into a single
composite function, as shown in Figure 3

*

Figure 2. Decoded expression tree of phase modulation as
a graph of sine oscillators. Sine oscillators are designated
by captial O and terminals by lower case letters
The first codon designating a SinOsc ar method (represented here by symbol O) - which in SuperCollider language specification expects four arguments: frequency, phase,
mul and add - is translated as the root node in the expression tree with four branches deriving their values from
codons in positions 1 to 4 in the chromosome string as
they get reserved according to number of arguments into
the function. When the algorithm encounters a terminal,
there is no need to reserve anything and the terminal is assigned its position in the tree with no further branching,
however, when it comes across another function at position 2 in the head of the gene, it looks ahead to reserve the
next sequence of codons, in this case four arguments are
expected again, therefore terminals at positions 5 to 8 fill
these nodes. Once the algorithm has filled all the function
arguments, the process stops and the rest of the terminals
in the tail section of the gene are ignored. This mechanism
allows to define the potential complexity and nesting in the
resulting computer programs as a function of overall gene
length. The expression tree above translates into a corresponding SuperCollider unit generator graph function:
{ arg a , b, c , d, e , f , g;

SinOsc.ar (a , SinOsc.ar (d, e , f , g) , b, c)
}

The size of the gene tail t is calculated based on the size
of the head h and the number of terminals n required by the
function with the largest number of arguments.
t = h(n − 1) + 1

N

O

a

d

c

O

c

d

h

S

g

e

D

c

h

f

f

d

a
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Figure 3. Expression tree of a multigenic chromosome
with multiplication function serving as a linker.
This expression tree translates to a unit generator graph
function in SuperCollider:
{ arg a , b,c , d,e , f , g,h; LFNoise2.ar(SinOsc.ar (a , d,
c , c) ,SinOsc.ar (d,h,e , c) , g) ∗ LFSaw.ar(

Pulse . ar (h, f , b ) , f , d, a )
}

GEP chromosomes contain several genes each coding for
structurally and functionally unique expression trees. Depending on the problem to be solved, these sub-trees may
be selected individually according to their respective fitness or they may form a more complex multi-subunit expression tree and be selected according to the fitness of
the whole chromosome. The linker between the individual expression trees can also be any function and depends
on the context of the task at hand. For example, in the
above structure, the multiplication could be substituted by
addition to produce additive synthesis instead of modulation synthesis or any other function that requires two arguments.
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4. THE SELECTION PROCESS
The gene expression process does not differ much from
that of the classic genetic algorithms. It begins with the
random generation of chromosomes of a certain number
of individuals for the initial population. In the next step,
these chromosomes are translated into computer functions
to be executed and the fitness of each individual is assessed
against a set of desired examples which act as the environment to which the individuals are to be adapted. The individuals are then selected according to their fitness (their
performance in that particular environment) to reproduce
with modification, leaving progeny with new traits. These
new individuals are, in their turn, subjected to the same
developmental process: expression of the genomes, confrontation of the selection environment, selection, and reproduction with modification. The process is repeated for
a certain number of generations or until a good solution
has been found.
The initial population in gene expression programming is
created in the same way as in other evolutionary computation algorithms either by randomly populating the gene
codons with functions and terminals determined to be part
of the solution space or using pre-existing individuals from
a pool of previous successful runs. In case of random generation of the population, which is by far the most common
method used, the genes are constructed, first, by randomly
selecting a root node from the included function definitions, then the head codons are filled by randomly selecting
a function or a terminal for each position and, finally, the
tail only includes random selections of terminal values. Although, it is not absolutely necessary to define a root node
as a function according to GEP principles, especially in
multigenic chromosomes, however it proves more crucial
of a factor in the special case of sound synthesis. Sound
synthesis is a special case for more than one reason and
the many constraints that it imposes on the GEP paradigm
will be discussed in detail in the following sections.
As in any other evolutionary programming model, the
most important and challenging component in GEP is the
design of the fitness cases as this is what drives the fitness
of the population and ultimately decides the success of the
problem solving algorithm. In most cases which are trying to find the single best solution to a particular problem,
the goal must be defined clearly and precisely in order for
the system to evolve in the intended direction. Although
it may not always be the case, particularly while evolving
candidate solutions for complex, open-ended situations including sound synthesis or musical phrase composition, a
poorly designed fitness function tends to produce random
meaningless results and either converges on an inappropriate solution or will not converge at all producing consistently large error values in individuals with the highest
fitness.
The selection process commences once each individual
in the population has been assigned a fitness value. The
purpose of this phase of the algorithm is to propagate the
fittest solutions to the following generation. Again, there
are a number of different methods by which to select the individuals, stochastic and deterministic, however in the long

run it makes little difference which one is used as long as
the best traits of the current population are preserved in the
new population. The preferred method in GEP is stochastic, which entails assigning each chromosome in the population a probability weight value proportional to its relative
fitness. This may mean that the fittest individual may not
always survive the selection process while mediocre individuals might be selected.
5. GENETIC OPERATORS
The selection process has a tendency to converge towards
a single high scoring solution and, without genetic operators, would rapidly get stuck in a local optimum. Therefore it is essential to maintain genetic diversity, which is
mainly achieved by several modifications introduced during the replication process of the genomes. There are a variety of genetic operators in GEP divided into three main
categories: mutation, transposition, recombination.
Mutation entails modifying a single value in a randomly
chosen position and can occur anywhere in the chromosome. However, the structural organization of the chromosome must be preserved to ensure that when expressed
the individual still produces a valid program. This means
that the root can only be replaced by another function, any
codon in the head section of the chromosome can be substituted by a function or a terminal and only terminals are
allowed as replacements in the tail section. Mutations of a
single codon can have a dramatic effect on the phenotype
a chromosome is encoding, especially if it occurs in the
head section. The following Karva notation strings display
a mutated chromosome before and after the mutation, in
which a terminal that occurs in position 1 in the original
gene has mutated into a sine oscillator in the next generation:
0123456789012
NcOgadccdhecc
0123456789012
NOOgadccdhecc

Figure 4 shows the effect on corresponding expression
trees of this single-point mutation.
(a)

(b)
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d
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g
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Figure 4. Single-point mutation. A terminal in (a) changes
into a sine oscillator function in (b)
Mutation rate is defined as a global constant in the GEP
algorithm and can be specified as a probability percentage
which each chromosome is subjected to. If the mutation
rate is defined as 0.1, it means each chromosome has a 10%
chance of being subject to a random one-point mutation.
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The transposition operations in GES copy short fragments
of the genome from their original locations to another location in the chromosome. For example the already familiar
gene from two previous examples is subjected to transposition of a short codon sequence shown in Karva notation
and Figure 5. The terminals at locations 5 and 6 are copied
into the head section of the gene, which results in the first
two parameters - frequency and phase in this case - of the
root codon sawtooth oscillator of the first gene to be replaced by a noise generator and a terminal instead of a sine
oscillator and a noise generator.

After subjecting these chromosomes to recombination,
the result is two new individuals that have characteristics of
each of the parents. In the symbol strings below, the components that made up the original chromosome 1 are indicated in bold to illustrate the effect of recombination. The
first of the two randomly selected recombination points is
located at position 3 of the chromosome and the second
occurred at position 27 located in the head section of the
second gene.

0123456789012345678901234567890123
SONSahihgifbbcdafOehObddiceedaebcd

0123456789012345678901234567890123
SONOdefadjfahffbaNNhObddjceedaebcd

0123456789012345678901234567890123
PPNOdefadifahffbaNNPNhaadhgbhhgdee

0123456789012345678901234567890123
SNhOdefadjfahffbaNNhObddjceedaebcd

The corresponding expression trees of the two parents
and their progeny is shown in Figure 6
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Figure 5. Transposition of a codon sequence
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SynthDef(’r00 g02 s001’ , { arg a ,b,c ,d,e , f ,g,h, i ;
Out.ar (0,
(LFSaw.ar(SinOsc.ar(e , f , a ,d) ,
LFNoise2.ar( i , f , a) , SinOsc.ar (a ,h, f , f ) , d)) ∗
(LFNoise2.ar( LFNoise2.ar(b,d,d) ,h,
SinOsc.ar ( i , c , e , e) ) )
)
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Recombination involves choosing chromosomes from the
pool of individuals that have successfully passed the selection process and exchanging their genetic material. This
process results in creation of two new individuals. A defined number of points are randomly chosen along the two
parents and their codons are copied to the child chromosomes as mixed set containing codons from each of the
parents. In order to illustrate the basic principles and effects of recombination let us consider two chromosomes
derived from the same four unit generators presented previously. The listings below display two parent chromosomes
in Karva notation (head sections in bold):

0123456789012345678901234567890123
PPNSahihgifbbcdafOePNhaadhgbhhgdee

S

(b) parent B

The SuperCollider synthesis function that is derived from
the transposed tree is shown in the code listing below:

0123456789012345678901234567890123
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Figure 6. Recombination

These are relatively simple examples in order to demonstrate the principles of genetic operations in gene expression synthesis. The synthesis functions that have been evolved
so far using this technique typically originate from chromosomes consisting of at least 4 up to 8 genes and head
sizes ranging between 8 to 16, resulting in much more
complex graphs with more levels of nesting. While the genetic operations ensure variability within the population,
evolution towards a goal is largely determined by a fitness
function.
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6. EVOLVING UNIT GENERATOR GRAPHS
The algorithm works in a cyclical pattern, first an initial
population of n individuals is generated, then each individual is expressed as a recursive expression tree beginning with the root node which can then be translated into
a sound synthesis function string. The function string is
evaluated and a synthesis process is started on the server.
An analyzer agent then assigns a fitness value to each individual. The selection process is stochastic and associates
a probability weight to each individual based on their relative fitness. Replicated individuals are then subjected to
a series of genetic operations depending on the settings of
the algorithm. Once every new individual has been exposed to the genetic operator phase, the cycle is completed
by replacing the original population with the new individuals which then are ready for the subsequent repeat of these
steps.
In order to begin the process of evolving unit generator
graph functions for sound synthesis, there are two crucial
components to be defined: (1) the specification of terminals as synthesis function arguments and (2) the design of
the fitness function so that the evolution proceeds towards
desired goals with minimal human supervision. The specification of terminals was solved by introducing a parallel population of calculation functions in which each individual becomes expressed as a list of floating point values. This parallel population is evaluated simultaneously
with the sound generating functions and each individual
receives the same score as its counterpart in the sound generating population. However, the selection process and the
genetic operators are applied separately so the population
retains a certain degree of independence. The number of
genes in this parallel population corresponds to the number of terminals necessary to fill all the parameters. The
functions used in this population are not sound generating
functions, but binary arithmetic operators of addition, subtraction, multiplication, and division and the terminals are
static floating point values. This solution imitates the phenomenon of co-evolution in the natural world where two
interdependent species indirectly cause mutual evolutionary changes across the confines of their genotypes.
7. DEFINING THE FITNESS FUNCTION
The fitness function uses machine listening algorithms to
analyze the candidate solutions once they have passed an
initial basic compilation test on the SuperCollider server.
Before the machine analysis can commence, any individual
that fails the basic fitness check and the expressed function
fails to compile, is automatically assigned a weight value
of 0 and consequently excluded from the selection process.
Compilation may fail for any number of reasons, the most
common being invalid input type and since initialization
is completely random, unsuitable function arguments become quite frequent in case unit generators that have arguments of specific type. A good example of an invalid unit
generator argument would be in case of a filter algorithm
which expects the first argument to be a signal of the same
rate (typically audio rate in this case) as it is running it-

self, therefore a floating point number is not accepted and
compilation fails. There is an option to start the process
by filling the initial population exclusively with candidate
solutions that pass this check.
The machine listening process analyses a set of mel frequency cepstral coefficients (MFCC), spectral flatness, spectral centroid, and amplitude measures into running mean
and standard deviation values over a desired duration, 3
to 8 seconds in the runs reported in this account. Invalid
output from any of the analysis processes (mostly NaN or
unrepresentable value as a result of a calculation, dividing 0 by 0 for example) is assigned an error value greater
than one which gets treated the same way as uncompilable functions and is thereby excluded from the selection
process. The fitness function that was used in all the variants of the gene expression experiments under investigation in this case used example analysis sets extracted from
sound examples towards which the algorithm was expected
to converge. The score of each individual was determined
as the difference between maximum possible score and the
total actual error in each of the analysis categories. The
mean and standard deviation statistics of each of the MFC
coefficients were given double weighting relative to other
statistical values and the maximum error in each of the statistical categories was set to 1.0. Spectral centroid values,
which are expressed in frequency values, were mapped to
range between 0.0 and 1.0. This meant a maximum individual score of 10.0 as the sum of scores from MFC coefficients adding up to 2.0 for both mean and standard deviation statistics, and to 1.0 for spectral flatness, spectral
centroid, and amplitude.
In order to imitate the condition of limited resources of
natural selection, each candidate solution is assigned a CPU
usage value measured during the execution of the synthesizer. At the end of each evaluation cycle, the CPU usage percentage is normalized relative to the minimum and
maximum values of the population and the scores recalculated adding in the CPU percentage as 10 percent of the
total score. This pressure introduces a tendency in the population of favoring simpler synthesizer graphs over more
complex ones. To counteract this tendency a conflicting
fitness pressure is introduced to encourage structural complexity. Maximum depth of unit generator nesting is a
straightforward indicator of complexity in graphs, so the
scores are adjusted according to the maximum depth of a
chromosome relative to the maximum of the population.
This way, the complexity can be maintained in populations, while still encouraging resource usage effectiveness.
These parameters can be adjusted depending on the purpose of the experiment.
8. DISCUSSION
The most striking feature of the implemented synthesis
system that emerged during the experiments is perhaps the
phenomenon of high fitness scores being present starting
from the initial randomly generated population. The maximum score remained fluctuating within a limited range at
the top of the fitness landscape and did not seem to improve. This reveals the crucial characteristics of the algo-
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rithm and informs of inherent properties and constraints
of sound generating functions going forward. One of the
factors for this outcome is the additional server compilation check applied prior to exposing the functions to the
statistical fitness evaluation procedures. This is an additional layer, which in standard framework of GEP problem
solving would seem redundant, but has been devised to accommodate for the specific language-server architecture of
the SuperCollider environment, which is essentially comprised of 2 different computer languages. Another characteristic that emerged from these experiments was the explosion of variety combined with rapidly improving mean
fitness of the entire population after 2-5 generations, which
produced the most interesting synthesis functions in large
variety compared to later generations. The variety tends to
diminish after a number of generations similar to classic
GA-s as strands of highest fitness individuals take over the
population. Furthermore, evolving sound-generating functions imposes rather strict constraints on the algorithm, which
in these experiments were largely ignored as much as possible. For example, the co-evolution of parameters to the
functions from a set of random calculations exposed the
audio system to unexpected output values which were weeded
out by the statistical analysis of amplitude tracking and
bad value checks. Further normalizers and limiters were
employed to try and keep the synthesis output within a
perceivable (and tolerable) range. The persistence of relatively high but static maximum scores also underlines the
limitations of the statistical fitness functions used in the
experiments. The mean and standard deviation statistics of
the example sounds do not provide sufficient time-domain
information, therefore, there was always a significant variety of functions with differing spectral and temporal characteristics attaining high scores. The main limitation to
the sonic output is the selection of unit generators, which
were naturally not expected to conjure up complex spectra of the human voice or traditional musical instruments.
The fitness statistics were intended rather as rough guides
to acceptable ranges of spectral characteristics of the candidate solutions and near exact matches were understood
to be virtually impossible from the outset even in the case
of GEP evolved synthesis experiment. In total, over 3000
new synthesis definitions have been selected as additions
to the GES database as of this publication. These synthesis definitions are stored together with their statistical
analysis data and linearly encoded chromosomes to be utilized in the interactive autonomous mikro improvisation
system, live coding improvisation performances, and as
genetic source material for further experiments in GES.
9. CONCLUSIONS
The claims of gene expression synthesis being superior to
its predecessors[1] appear to be corroborated based on the
speed of population mean fitness increase and high maximum scores starting with initial populations. These initial
experiments have provided a rich insight into the myriad of
sound synthesis possibilities latent in the GES algorithm.
Based on these experiments and taking aboard the methodology explored in previous evolutionary programming at-

tempts with SuperCollider, the algorithm can be expanded
to include range limitations for unit generator parameters
to safeguard against unreasonable output values. Special
classes of unit generators - such as filters, buffer players,
reverberation and spatialization functions can only be incorporated by providing structural constraints in the design
of the chromosome, but would significantly increase the
complexity of the potential sonic output. Further, the parameter definition could be optimized more efficiently.
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ABSTRACT

when complemented by the machinery of wave digital filters [8].

Physical modeling synthesis is a powerful means of access to a wide variety of synthetic sounds of an acoustic
character—one longstanding design principle underlying
such methods has been, and continues to be modularity,
or the decomposition of a complex instrument into simpler
building blocks. In this paper, various modular physical
modeling design environments, based on the use of time
stepping methods such as finite difference time domain
methods are described, with an emphasis on the underlying computational behaviour of such methods, both in the
run-time loop and in precomputation. As such methods are
computationally intensive, additional emphasis is placed
on issues surrounding parallelisation, and implementation
in highly parallel hardware such as graphics processing
units. This paper is paired with a recently completed multichannel piece, and the composer’s perspective on working
with such environments is also addressed.

The methods mentioned above are all distinct (with some
interesting points of contact) and all have strengths and
weaknesses. The lumped network paradigm allows for
very low level control (to the extent that the properties
of individual masses are accessible), but the construction
of distributed sound-producing objects, while possible, is
more cumbersome. Modal methods can be extremely efficient for linear objects with a relatively low number of audible modal frequencies (such as, for instance, a marimba
bar), but nonlinear behaviour becomes more difficult to
model (though again, possible), and precomputation costs
and storage for modal representations for nontrivial objects can be prohibitive. The waveguide framework yields
extremely efficient implementations for certain elements
such as an ideal string, or a uniform cylindrical or conical
tube, but loses efficiency quickly when extended to more
complex settings in higher dimensions or when nonlinearities are present.

1. INTRODUCTION

Direct time-stepping methods, operating over grids, such
as finite difference time domain methods [9], or finite volume methods [10], can be viewed as compromise allowing for generality and flexibility, especially in a modular
environment, while sometimes sacrificing efficiency and,
of course, introducing new problems all their own, such
as the maintenance of numerical stability and audible artifacts due, e.g., to numerical dispersion, requiring some
painstaking work at the design stage. For a fuller discussion of the distinctions between such time stepping methods and the other synthesis techniques listed above, from
the perspectives of both computational cost and perceptual
artifacts, see [11].

Physical modeling synthesis is a longstanding attempt to
overcome the limitations of abstract and sampling-based
synthesis methods; the aim is to allow the composer flexible access to a wide variety of sound material of an acoustic character. To this end, modularity is a useful design
principle.
Modular physical modeling construction environments,
whereby the user takes on the role not just of composer,
but also instrument builder are by no means new. The first
complete system, CORDIS, making use of lumped networks of masses and springs [1], has been under development since the late 1970s [2]. Another approach, based
on the use of modal expansions for distributed objects such
as strings, membranes, and plates, accompanied by a connection framework [3] is the basis for the MOSAIC and
Modalys systems [4, 5] developed at IRCAM. Finally, digital waveguides [6], based on the use of traveling wave
representations, and implemented efficiently as delay lines
also allow for such modular constructions [7], particularly
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This paper describes ongoing work at the University of
Edinburgh in large-scale, and ultimately 3D physical modeling synthesis under the umbrella of the NESS Project,
particularly using direct PDE solvers, and parallelized in
multicore and also on GPU. One aspect of such work is
the construction of modular physical modeling synthesis
systems, accompanied by work directly with composers.
This paper is structured as follows: In Section 2, various
components of a percussion-based modular synthesis system are described, including the surrounding 3D space as
a single “component” of its own. Section 3 describes, in a
general fashion, the application of grids and time stepping
methods to such systems, resulting in recursions operating
over a vectorized state, with a high-level description of the
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Figure 1. Left: vibrating 1D bar system. Center: Struck curved plate. Right: 3D acoustic field generated by striking a
drum.
functioning of such algorithms in the run-time loop. Section 4 is a presentation of three particular large-scale modular synthesis environments; parallelization and the resulting port to multicore and GPU are described in Section 5,
as well as a rudimentary interface in Section 6. Finally, the
musician’s point of view is considered in Section 7; after
having performed extensive investigation of such environments, one of the authors (Delap) successfully created an
original multichannel computer music piece, which forms
the companion to this article.
2. COMPONENTS
In the framework described below, the basic sound-producing
objects, or modules, are taken to be distributed—that is,
occupying space in 1, 2, or 3 dimensions. Each such module is thus characterized by a relatively small number of
material and geometric parameters. In this sense, it is similar to modal environments, but distinct from methods based
on lumped mass/spring networks.
2.1 1D Objects: Strings and Bars
The most basic distributed objects of interest in a physical modeling synthesis framework are 1D objects such as
strings and bars (wind instruments, based on acoustic tube
models, are also well-modelled in 1D, and under development in the NESS project, but are not covered here).
Such objects are assumed thin, so that the displacement
may be written as a function of time t and a single spatial
coordinate x. Strings are assumed to be without inherent
stiffness, and support vibration due to tensioning; bars are
assumed stiff, and untensioned; a stiff string incorporates
both such effects. See Figure 1, at left.
There are many models of the vibration of such 1D systems [12], of differing levels of complexity, including effects of longitudinal vibration, vibration in different polarizations, non-negligible thickness, and also different degrees of nonlinearity, including averaged effects such as
tension modulation, leading to pitch glides [13], and, in
the most involved case, full nonlinear coupling among the
transverse polarizations and longitudinal motion, leading
to effects such as phantom partial generation in piano strings
under high striking amplitudes [14].
2.2 2D Objects: Membranes, Plates and Shells
Thin 2D structures such as membranes and plates are analogous to the string and bar, respectively, and play a key role

in most percussion instruments. Nonlinearity, if modelled,
plays a much larger role than in the case of strings and bars,
leading to dramatic effects such as crashes in gongs [15].
Curved structures (shells) can also be employed as models
of instruments such as cymbals. See Figure 1, at center.
2.3 Embedding in 3D
For full 3D rendering, simulation of the acoustic field is
necessary, and is the most computationally heavy (but also
most parallelizable) operation. One major interest here is
in embedding other components in 3D space, such as isolated plates, or cavity/membrane combinations as in the
case of timpani [16] and snare drums [17], allowing for
natural modeling of acoustic radiation, and also for spatialized audio output, drawn directly from the field. If an
embedded instrument is to be modelled in isolation, a relatively small enclosing space can be employed, with absorbing boundary conditions used in order to reduce or
eliminate spurious reflections. If an entire room surrounding the instrument is to be modelled, then realistic room
impedance boundary conditions can be employed. See Figure 1, at right.
2.4 Connections
The view taken here of a connection is perhaps more general than in other physical modeling environments, in that
it refers to any interchange of energy between individual
components (including the acoustic field, in a 3D setting)
where conservation of momentum is enforced, and where
energy is conserved (or more generally dissipated). In particular, at the level of the resulting implementation, there
is not a distinction between lumped connections, and those
with a distributed character. What does have an impact on
the implementation is nature of the connection is linear or
nonlinear.
Linear connections include: a lumped linear mass-spring
connection between two components, at specified locations,
the pointwise connection of two distributed components
(such as a string and plate, in the case of a soundboard),
and also the interaction of a distributed object such as a
plate with the acoustic field. Nonlinear connections include: the interaction of a lumped striking or bowing mechanism with a distributed object, ans also fully distributed
interactions such as the collision of a membrane with a
wire (in the case of a snare drum), or of a string with a
fretboard or barrier. Linear and nonlinear connections are
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2. Au = Bulast + Me fen

handled differently in the resulting implementation—see
Section 3.

3. Al fl = Bl u + Cl ulast
4. φ(fnl , Bnl u + Cnl ulast ) = 0

3. TIME DISCRETIZATION, GRIDS,
RECURSIONS AND THE RUN-TIME LOOP

5. u := u + Ml fl + Mnl fnl

In sound synthesis applications, it is convenient to discretize the entire system at a uniform sample rate fs . When
time stepping methods are employed, the choice of sample
rate implies, for the simplest (explicitly computable) algorithms, a lower bound on the spatial grid size used to
represent a particular component, and, in order to minimize perceptual artifacts resulting from numerical dispersion [9], it is best to choose the grid so as to satisfy this
bound as close to equality as possible. In general, this implies that grids for different components will be distinct.
See Figure 2 for a depiction of grids used in 1D, 2D and
3D—all Cartesian, here, as such regularity leads to greater
ease in terms of parallelisation. It is important to note that
the grid representation here is not to be interpreted as a
network of lumped masses, as in the case of environments
such as CORDIS—the variables calculated over such grids
sometimes correspond to displacements of the medium,
and sometimes to other variables (such as potential functions, bending moments, etc.).

Figure 2. Regular grids used in the solution of systems in
1D, 2D and 3D.
Ultimately, regardless of the form of the modular construction, or the choice of grid, the state of the entire network may consolidated into a vector u, and must be advanced in time at the audio sample rate. See, e.g., [18] for
a more elaborate discussion on this topic. The resulting algorithm may be written in a generalized state-space form
outlined in the pseudocode given below:
Precomputation:
• From instrument definition:
Al , Bl , Cl , Bnl , Cnl , Ml , Mnl , Q
• From score:
Me , fen
Initialization:

ulast

Run-time loop:
for n=1:final
1. A = A(ulast ), B = B(ulast )

6. yn = Qu
7. ulast = u
end
Such codes have been developed in the style of Music N ,
requiring, as input, an instrument file, describing the properties of the individual components, connections, as well
as multichannel readout locations, and a score file containing information regarding the excitation gesture (in a percussion framework, this is the timing and amplitudes of
individual strikes).
The precomputation stage consists of two steps: the generation of matrices from the instrument definition of the
modular environment: Al , Bl , Cl and Ml , corresponding to linear connections, Bnl , Cnl and Ml , corresponding
to nonlinear connections and Q, corresponding to readout
locations from the modular system. Because of the local
nature of finite difference time domain methods, all such
matrices are easily constructed, and extremely sparse, and
thus storage requirements are low. The second step consists in generating, from score information, an input vector sequence of forces, fe , and a matrix Me (again sparse)
from excitation locations. The state ulast , is the collection
of displacement values over the grids for all components
in the system, at two initial time steps, arranged as a single
vector; in general, this vector is initialized to zero.
In the run-time loop, step 1., consisting of the construction of sparse matrices A and B, is necessary only when
at least one component in the environment is nonlinear;
otherwise, they may be constructed at the precomputation
stage—in an explicit update (which is ideal), A is the identity matrix. Step 2. is a first pass through the system in
the absence of connections, and introducing external control signal fe . Notice that in general, this requires a linear
system solution involving A. Step 3. is the calculation of
linear connection forces fl , generally requiring a linear system solution. Step 4. is the calculation of nonlinear connection forces fnl , framed in terms of a nonlinear function
φ (describing, for example, characteristics of collisions of
bowing actions). This step generally requires the use of an
iterative method such as Newton-Raphson. Step 5. is the
reinsertion of the calculated connection forces into the solution. Step 6. is the calculation of sound output (generally
multichannel). Step 7. is the shift of the state in preparation for the next step in the recursion.
The only operations which occur in the run-time loop are
sparse matrix-vector multiplication, sparse linear system
solution, and iterative methods such as Newton-Raphson.
In terms of the raw operation count, steps 1.,3.,5.,6., and
7. are generally not computationally costly. Step 2., if the
matrix A is not the identity (as is the case when nonlinear components are present) can be computationally very
heavy, as a large linear system solution is necessary. For
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Figure 3. Modular environments: Left: a connected network of plates, as described in Section 4.1. Center: a plate/string
network,as described in Section 4.2. Right: a set of nonlinear plates embedded in a 3D air box, as described in Section 4.3.
large 3D systems, even if A is the identity, this step can
also be extremely costly. Step 4. can also be quite heavy,
particularly when regions of distributed nonlinear contact
are present (as, for example, in the case of a snare drum
model). The implications of these operations for execution time in a parallel implementation will be considered
separately in Section 5.
4. ENVIRONMENTS
4.1 A Connected Network of Plates
A rudimentary environment, based on a previous system
described in [19], consists of a set of plates, over which the
user has individual control over the material type, thickness, dimensions, two-parameter frequency-dependent loss,
and boundary condition type (pivoting, clamped, or free);
the plates are modelled entirely in 2D, without embedding
in a 3D space. See Figure 3, at left. Connections are specified between specified points; such a connection is modelled as a combination of a linear spring, a cubic nonlinear spring, and a linear damper. Input is of three types:
striking, consisting of the insertion of pulses of specified
duration and amplitude at given locations, bowing, where
the user has control over bowing location, force and velocity, and through sending in an audio file, in which case the
environment is to be viewed as an effect algorithm. Multichannel output is drawn directly from plate displacement
or velocity at specified locations, in a manner somewhat
analogous to a contact microphone. Such an environment
formed the basis for the investigations of one of the authors
(Delap), and the resulting companion piece to this article.
4.2 Plate + Constrained Strings
A different environment, currently under testing, allows for
the connection of multiple string or bar modules to a single
plate, which could function as a soundboard (if the plate is
chosen large and thin enough); such a system is capable
of generating sympathetic resonance between the various
strings—see Figure 3, at center. In addition, each string is
constrained against a barrier (not indicated in the figure),
allowing for fretting action and nonlinear effects such as
those heard in instruments such as the sitar.

4.3 Embedded Nonlinear Plates in 3D
Another environment based on plate components has been
recently developed [20], and is similar in some respects to
that presented in Section 4.1, in that the user has control
over the different parameters of the system.
In this case, however, the underlying physical model for
each plate includes nonlinear effects described by the von
Kármán system [21]. At high striking amplitudes, this numerical model produces pitch glides and crashes typical of
gongs and cymbals [22], which are perceptually important
features that increase the realism of the synthetic sound.
Another difference with the network presented above is
that the plates are embedded in 3D, and their position can
be specified anywhere within a finite enclosure, as discussed in Section 2.3. See Figure 3, at right. The motion of each plate is coupled with the surrounding air, such
that the vibrations produced propagate throughout the finite enclosure—indeed, sympathetic resonance effects between the plate components are a possibility. Output sounds
can be picked up simultaneously at multiple points within
the box, and a moving output location is also a feasible option. It is also possible to incorporate a cavity terminated
on the plate so as to emulate drums.
The excitation mechanism for this environment is still at
a preliminary stage, and only short strikes can be fed in
at the moment. However, as in the previous case, bowing
gestures and input audio files could also be easily implemented.
5. ACCELERATION IN MULTICORE AND ON
GPU
Protyping work was carried out in the Matlab language.
The hardware platform to which prototype codes were ultimately ported consists of:
• Dual 6 core Xeon E5-2620 CPUs running at 2GHz
• 4 NVIDIA Tesla K20c GPUs
This machine provides a number of opportunities for accelerating the codes by exploiting parallelism at various
levels. The GPUs are very well suited to problems where
the same calculation is performed across a large number of
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Instrument File
# zcversion 0
# set 44100Hz sampling rate
samplerate 44100
# define a steel plate
# <name> <material> <thickness> <tension> <X> <Y> <T60@0Hz> <T60@1kHz> <bc type>
plate plat1 steel 0.002 0.0 0.3 0.2 10.0 6.0 4
# define a connection from one point on the plate to another
# <X1 Y1> <X2 Y2> <linear stiffness> <nonlinear stiffness> <T60>
connection plat1 plat1 0.8 0.4 0.6 0.7 10000.0 10000000.0 1000000.0
# define two outputs from the plate <X Y> <pan>
output plat1 0.9 0.6 -1.0
output plat1 0.3 0.7 1.0

Score File
highpass off # no high-pass filter
duration 1.0 # one second simulation
# define a strike
# <strt T> <component> <X Y> <Duration> <Amplitude>
strike 0.0 plat1 0.4 0.7 0.002 400000.0
# define a bowing action
# <strt T> <comp> <X Y> <dur> <F amp> <V amp> <friction> <ramp T>
bow 0.3 plat1 0.3 0.9 4.0 2.3 2.8 1.1 0.02
# define an audio input
# <file> <strt T> <component> <X Y> <gain>
audio drumming.wav 0.1 plat1 0.2 0.4 1.0

Figure 4. Instrument and score files for the modular plate environment described in Section 4.1.
data items and are therefore a good fit for running 3D components, such as the surrounding box described in Section
4.3. They are also effective for speeding up calculation for
some of the 2D components (the ones that are linear, as in
the environment described in Section 4.1, and reasonably
large). 1D components tend not to provide enough parallelism for GPU acceleration to be worthwhile. The GPUs
are programmed by using NVIDIA’s CUDA toolkit [23] to
implement key parts of the code.
There are also two levels of parallelism available on the
CPUs. Most obviously, the machine has 12 CPU cores in
total, allowing up to 12 threads of execution to run concurrently (though memory bandwidth may become a bottleneck if all of these threads are making heavy use of the
shared memory). This can be exploited by using a threading library such as OpenMP [24] or Pthreads [25]. Finally,
each CPU core includes a vector unit implementing Intel’s
SSE (Streaming SIMD Extensions) and AVX (Advanced
Vector Extensions) technologies [26]. These allow a single machine instruction to perform multiple calculations
simultaneously.
The linear plate network code described in Section 4.1
was accelerated by porting it to the GPUs. For a network
consisting of 4 medium sized (100x100 grid points) plates,
this gives a 7x speed up over a single-threaded CPU implementation; for 4 large sized (200x200 points) plates, the
GPU port is 27x faster.
The plate plus constrained strings environment described
in Section 4.2 proved unsuitable for GPU acceleration as
the bottleneck is the handling of collisions between the
strings and the constraining surface, and the string data is
not large enough to make a GPU port worthwhile, even in

the most extreme cases (i.e. a large number of low tension
strings and a large plate). Instead, an optimised multicore
port was created, running the collision code on multiple
threads to take advantage of the multiple CPU cores. This
gave a speed up of around 60x over the original Matlab
version of the code.
The embedded nonlinear plates code described in Section 4.3 was more complex and a hybrid approach was
used. The 3D surrounding air box was accelerated with
the GPUs, but the 2D plates were unsuitable for GPU acceleration - the linear system solution operation required
at each time step uses a preconditioner algorithm that is inherently sequential, and attempts to replace this with a parallel preconditioner were unsuccessful. However, it was
possible to optimise the preconditioner on the CPU using
vector instructions, and also to take advantage of multiple
CPU cores by updating each plate in a separate thread. Finally, the plate updates on the CPU were overlapped with
the airbox update on the GPU to reduce the runtime still
further. The optimised hybrid code is around 60-80x faster
than the original Matlab version of the code.
6. USER INTERFACE
As a preliminary step towards usability, a web-based user
interface has been implemented. The interface allows for
two main functions: submission of compositions to be run
on the dedicated GPU-based hardware, and the generation
of percussive gestures to be used in a composition score.
As of March 2014, there are three different modular codes
available via the user interface for the composers, representing the environments as discussed in Section 4.1, 4.2
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and 4.3. The simulations (hybridized over the GPU and
host in multicore, as discussed in the previous section) that
can be run with these codes are controlled by two input
files: the instrument definition file, and the score file. See
Figure 4 for a simple example of an instrument/score file
pair. The instrument file describes the individual properties
of a series of plates, as well as connections among them,
their type, and output locations. The score file describes either a series of gestures (such as strikes, bowing actions),
or an input audio file, to be used as excitations for the instruments.
Given that a score could ultimately be quite lengthy, in
order to quickly create a list of gestures a simple gesture
generator web interface was developed. This allows the
composer to quickly generate a series of strikes based on
a user-defined profile, controlled by a series of breakpoint
functions (see Figure 5). These can then be used in a rapidcalculation demo mode on a basic steel plate, or exported
directly to form part of a score. gestural properties which
can be specified are strike density (in strikes per second),
amplitude, duration, and x and y location of the strikes on
the plate as a function of time. A user-controlled randomizing function is also incorporated.

voicing instruments subsequent to design. The connected
plate network is particularly suited to creating percussion
instrument archetypes. However, through extreme instrument configurations, it is possible to generate sonic outputs
which might be unrealizable under natural conditions as a
consequence of an infeasible design, yet which maintain
the authenticity of the percussion-type instruments. Atypical outcomes can also be realized by driving plate models
in an “effect” mode with audio files. Investigation of such
a spectrum of instruments with familiar instrument types
positioned at one end, and novel sound material located at
the other presented one avenue of creative inquiry.
The user interface allowed for the generation of gestures
of considerable complexity. Such gestures could imply a
high degree of human agency (e.g. drumrolls) or could imply gestures of non-human origins (machinery, rain). Interplay between instrument and gesture types led to the creation of three soundworlds within the composition:
• A soundworld whereby human agency is strongly
implied through excitation of more-or-less familiar
instrument types (gongs, cymbals, bass drums, bells)
and integrating recorded speech elements which were
driven through large metal plates. Wind instruments,
generated through the wind instrument models, and
passed through very large plates were used in this
section.
• A soundworld where instrument types were less familiar and where human agency was masked or subverted. A large network of plates was excited in a
mechanistic fashion, and was combined with enormous wind instruments which had been driven through
metal plates. Breath sounds associated with the wind
instrument models also featured heavily here.
• A soundworld dealing with unfamiliar objects, and
one in which cues indicative of human performance
are largely absent. In this case, sound objects were
provided with dimensions which are highly unusual
in the design of typical instruments, and were excited though gestures abstracted from standard modes
of human performance.

Figure 5. The user interface gesture generator for the modular plate network.
Further details on the user interface are available at:
http://www.ness-music.eu/user-documentation
.

7. A COMPOSER’S PERSPECTIVE
The multichannel fixed-media composition, Ashes to Ashes,
was generated mainly through compositional exploration
of the modular environments described in Section 4.1 and
Section 4.3. One other modular physical modeling synthesis instrument, not described here, but currently in an
intermediate stage of porting from Matlab was also employed: a multi-valve brass instrument, also availed of and
fused into the fabric of the work.
The sound artist adopts multiple roles in terms of dealing
with materials and gestures: instrument builder, performer,
and composer. A high level of subtlety can be required in

A materials component is present which allowed for specification of parameters pertaining to the physical properties
of specific metals—in this case, uranium. The ability to allude to the properties of a particular metal was important
on a conceptual level.
8. CONCLUDING REMARKS
The NESS Project is concerned with raw sound generation from physical models, and in particular the algorithmic and computational aspects of synthesis. The musical goal is, simply speaking, to explore the possibilities
for synthetic sound, while making as few simplifying assumptions as possible about the systems under consideration. Even for relatively large scale systems, implementation in parallel hardware can (but does not always!) lead to
great acceleration—synthesis is not real time, but not as far
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ABSTRACT
The representation of α-stable distributions as scale mixture of normals is exploited to model the noise in musical
audio recordings. Markov Chain Monte Carlo inference
is used to estimate the clean signal model and the α-stable
noise model parameters in a sparse linear regression framework with structured priors. The musical audio recordings
were processed both as a whole and in segments by using a
sine-bell window for analysis and overlap-and-add reconstruction. Experiments on noisy Greek folk music excerpts
demonstrate better denoising under the α-stable noise assumption than the Gaussian white noise one, when processing is performed in segments rather than in full recordings.
1. INTRODUCTION
Signals contaminated by outliers (e.g., impulsive noise) or
corrupted by noise generated by an asymmetric probability density function (PDF) cannot be accurately modeled
by Gaussian statistics [1, 2]. The α-stable distributions
are more suitable to model the aforementioned phenomena due to their properties, such as infinite variance, skewness, and heavy tails [3, 4]. Among the α-stable distributions, the symmetric ones have been extensively studied
within a Bayesian framework, since the PDF of α-stable
distributions cannot be analytically described in general. In
[5], a particular mathematical representation was exploited
to infer the α-stable parameters using the Gibbs sampler.
Monte Carlo Expectation-Maximization and Markov Chain
Monte Carlo (MCMC) methods were introduced in [6],
which were based on the representation of α-stable distributions as Scale Mixture of Normals (SMiN). The SMiN
property was also exploited to model symmetric α-stable
(SaS) disturbances with a Gibbs Metropolis sampler [7].
Recently, a random walk MCMC approach for Bayesian
inference in stable distributions was introduced using a numerical approximation of the likelihood function [8]. An
analytical approximation of the positive α-stable distribution based on a product of a Pearson and another positive
stable random variable was proposed in [9]. Finally, a PoisCopyright:
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son sum series representation for the SaS distribution was
used to express the noise process in a conditionally Gaussian framework [10].

A growing body of research aims at extending sparsity
paradigms in order to better capture the structure of signals [11]. For audio signals, structure is a consequence of
basic acoustic laws describing resonant systems and impact sounds, implying that large classes of audio components are either sparse in the frequency domain and persistent in time or sparse in time and persistent in frequency
[12]. Here, the signal is modeled by two Modified Discrete Cosine Transform (MDCT) bases, one describing the
tonal parts of the signal and one describing its transient
parts [13]. Sparsity is enforced in the expansion coefficients of each MDCT base by means of binary indicator
variables with structured priors as in [13]. Alternatively,
one could employ Gabor frames and develop sparse expansions enforcing an `1 regularization to the expansion
coefficients [14]. In this paper, a SaS distribution models the noise in recordings of Greek folk songs performed
in outdoor festivities. Experimental evidence is disclosed
that demonstrates the validity of this assumption. Indeed,
both the probability-probability (P −P ) plots and the sampled value of the characteristic exponent in the SaS distribution indicate that the noise statistics deviate from Gaussian ones. By modeling the noise by a SaS distribution, the
framework in [13], where a Gaussian white noise was assumed only, is generalized. A standard MCMC technique
is used to estimate the signal and the α-stable noise parameters following similar lines to [8, 15]. Extending the
preliminary work [16], here the musical audio recordings
are processed both as a whole and in segments by using a
sine-bell window for analysis and overlap-and-add reconstruction. The experimental results demonstrate a superior
performance for the SaS noise assumption in the overlapand-add reconstruction with respect to the power of the
noise remaining after denoising and the acoustic perception of the processed music recordings.

The paper is organized as follows. In Section 2 the definition and the properties of the α-stable distribution are
reviewed. Section 3 is devoted to signal modeling, while
the inference of α−stable model parameters is studied in
Section 4. Experimental results are demonstrated in Section 5 and conclusions are drawn in Section 6.
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XY1/α1 ∼ fα1 ·α2 ,0 (σ, 0).
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Figure 1. PDFs of normalized unitary dispersion SaS
fα,0 (1, 0) for various values of the tail constant α.
2. α−STABLE DISTRIBUTION
A random variable (RV) X is drawn from a stable law distribution fα,β (γ, δ) iff its characteristic function is given
by [3]:
φ(ω) = exp (γ ψα,β (ω) + jδω)
(1)
where
−|ω|α [1 − j sign (ω)β tan πα
2 ], α 6= 1
−|ω|α [1 + j sign (ω)β log |ω|], α = 1
(2)
with −∞ < δ < ∞, γ > 0, 0 < α ≤ 2, and −1 ≤ β ≤ 1.
Accordingly, a stable distribution is completely determined
by four parameters: 1) the characteristic exponent or tail
constant α , 2) the index of skewness β, 3) the scale parameter γ, also called dispersion, and 4) the location parameter
δ. A stable distribution with a characteristic exponent α is
called α-stable. The characteristic exponent α is a shape
parameter, which measures the “thickness” of the tails of
the density function. If a stable RV is observed, the larger
the value of α, the less likely is to observe values of the RV,
which are far from its central location. A small value of
α implies considerable probability mass in the tails of the
distribution. The index of skewness β determines the degree and sign of asymmetry. When β = 0, the distribution
is symmetric about the center δ. SaS are symmetric stable
distributions with characteristic exponent α. If α 6= 1, the
cases β > 0 and β < 0 correspond to left-skewness and
right-skewness, respectively. The direction of skewness is
reversed if α = 1 [17].
The notations S(α, β, γ, δ) or fα,β (γ, δ) are often used to
denote a stable distribution with parameters α, β, γ, and δ.
The PDF of stable random variables exist and are continuous, but they are not known in closed-form except the following three cases: 1) the Gaussian distribution S(2, 0, γ,
δ) = N (δ, 2γ 2 ), 2) the Cauchy distribution S(1, 0, γ, δ)
and 3) the Lévy distribution S(0.5, 1, γ, δ), which admit a
closed-form PDF. For all the other cases, several estimation procedures for the PDF exist that rely on moment estimates or other sample statistics [4, 18]. Several SaS PDFs
are plotted in Figure 1.
The symmetric α-stable distribution is represented as a
scale of mixture of normals [19] by exploiting the following product property of the symmetric α-stable distribution [3, 15]: Let X and Y > 0 be independent RVs
 with
2 1/α2
X ∼ fα1 ,0 (σ, 0) and Y ∼ fα2 ,1 (cos πα
)
,
0
, then
2


ψα,β (ω) =

Let lf rame and nf rame denote the frame length and the
number of frames. Their product equals the number of
samples, N , in an audio recording. The observed audio
signal is modeled by an underlying clean signal represented
by two layers associated to tones or transients, and the corrupting noise [13]. Tones and transients are captured by
decomposing the audio signal into two types of MDCT
atoms [20], while noise is modeled as SaS noise. Let Φ1 =
[Φ1,1 , Φ1,2 , . . . , Φ1,N ] ∈ RN ×N be the MDCT base with
long frame length lf rame1 representing the tonals and Φ2 =
[Φ2,1 , Φ2,2 , . . . , Φ2,N ] ∈ RN ×N be the MDCT base with
short frame length lf rame2 representing the transients. For
i = 1, 2, N = lf ramei × nf ramei . The atoms of either basis Φi,k are indexed by k = 1, 2, . . . , N , such that
k = (n − 1) lf ramei + j where j = 1, 2, . . . , lf ramei is
a frequency index and n = 1, 2, . . . , nf ramei is a frame
index. Let also s̃1 , s̃2 ∈ RN ×1 be two coefficient vectors
and e ∈ RN ×1 be the noise vector comprising independent
identically distributed (i.i.d.) RVs drawn from a SaS distribution with characteristic exponent α, scale γ, and location
parameter δ (i.e., e ∼ fα,0 (γ, δ)). Then, the observed signal model x ∈ RN ×1 is given by:
x = Φ1 s̃1 + Φ2 s̃2 + e.

(3)

That is, for l = 1, 2, . . . , N , the lth element of the observed
signal in the time domain is expressed as
xl =

N
X

Φ1,l,k s̃1,k +

k=1

N
X

Φ2,l,k s̃2,k + el

(4)

k=1

where Φi,l,k is the lth element of Φi,k ∈ RN ×1 , i = 1, 2
and k = 1, 2, . . . , N . The product property of the SaS
distribution [3] suggests that the el are equivalently represented by a Gaussian RV conditionally independent on the
auxiliary positive stable RV ρk [15]:

 
πα 2/α
2
, 0 . (5)
el ∼ N (δ, ρl γ ) , ρl ∼ fα/2,1 2 cos
4
The two coefficient vectors s̃1 and s̃2 are sparse, since the
clean audio signal contains a limited number of frequencies. The sparsity in coefficients s̃i,k , is modeled by means
of indicator binary random variables gi,k ∈ {0, 1}. When
gi,k = 1, the corresponding s̃i,k has a normal distribution.
Otherwise, s̃i,k is set to zero enforcing sparsity to this coefficient [13]. The parameters of the underlying clean signal
model are estimated by means of MCMC methods.
3.1 MCMC Inference
Let θ collectively refer to the set of parameters to be sampled from their posterior distribution using the following
MCMC scheme [13].
1. Alternate sampling of (g1 , s̃1 ) and (g2 , s̃2 ).
The parameters (g1 , s̃1 ) and (g2 , s̃2 ) are sampled one
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after the other in an alternating fashion. The likelihood
of the observed audio signal x is written as follows
!
2
1
p(x|θ) ∼ exp − 2 Σρ (x − Φ1 s̃1 − Φ2 s̃2 )
2γ
(6)
where Σρ is a diagonal matrix with diagonal elements
√
√
[1/ ρ1 , . . . , 1/ ρN ] and k · k is the `2 norm.
2. Updating of (gi , s̃i ) using Gibbs sampling.
Let x̃i|−i be either x̃1|2 = Φ>
1 (x − Φ2 s̃2 ) or x̃2|1 =
>
Φ>
(x
−
Φ
s̃
),
and
ẽ
=
Φ
1
1
i
2
i e. s̃i,k is given a hierarchical prior described by p(s̃i,k ) = (1 − gi,k )δ0 (s̃i,k ) +
gi,k N (s̃i,k |0, vi.k ) with δ0 (·) being the Dirac delta function, and vi,k having a conjugate inverse Gamma prior,
p(vi,k ) = IG(vi,k |ai , hi,k ). hi,k is a parametric frequency profile expressed for each frequency index j =
1, . . . , lf ramei by a Butterworth low-pass filter with filter order νi , cut-off frequency ωi , and gain ηi [13]. Then,
a Gibbs sampler is implemented that samples (s̃i,k , gi,k )
jointly. Denoting by gi,−k the set
{gi,1 , . . . , gi,k−1 , gi,k+1 , . . . , gi,N }
and θgi the set of Markov probabilities for gi , gi,k at
(t)
the tth iteration, gi,k , is sampled from p(gi,k |gi,−k , θgi ,
(t)

(t)

vi , ρl γ 2 , x̃i|−i,k ) and s̃i,k is sampled from p(s̃i,k |gi,k ,
vi , ρl γ 2 , x̃i|−i,k ). A hypothesis testing problem is set to
estimate the first posterior probability for gi,k [21]:
H1
H0

: gi,k = 1 ⇐⇒ x̃i|−i,k = s̃i,k + ẽi,k
: gi,k = 0 ⇐⇒ x̃i|−i,k = ẽi,k .

(7)
(8)

4. Updating of ρl γ 2 using Gibbs sampling.
.p(ρl γ 2 |s̃1 , s̃2 , x) = IG ρl γ 2 |aρl γ 2 + N/2,

bρl γ 2 + (kΣρ (x − Φ1 s̃1 − Φ2 s̃2 )k2 )/2 .(12)
5. Updating of ηi using Gibbs sampling.
The gain parameter ηi of the Butterworth filter is given a
Gamma conjugate prior, p(ηi |aηi , bηi ) = G(ηi |aηi , bηi )
[13].
The full posterior
 distribution of the gain parameter ηi is
P
+ bηi
p(ηi |vi ) = G ηi N ai + aηi , k  j−11νi
1+

=

p(gi,k = 1|gi,−k , θgi , vi,k , ρl γ 2 , x̃i|−i,k )

=

1
1 + τi,k
τi,k
1 + τi,k
(9)

where
s
τi,k

=
×

ρl γ 2
exp
ρl γ 2 + vi,k

!

x̃2i|−i,k vi,k
2ρl γ 2 (ρl γ 2 + vi,k )

p(gi,k = 1|gi,−k , θgi )
.
p(gi,k = 0|gi,−k , θgi )

(10)

The posterior distribution for s̃i,k is given by
p(s̃i,k |gi,k , vi , ρl γ 2 , x̃i|−i,k ) = (1 − gi,k )δ0 (s̃i,k )


+gi,k N s̃i,k |µs̃i,k σs̃2i,k
(11)
where σs̃2i,k =
x̃i|−i,k .

1
ρl γ 2

+

1

−1

vi,k

and µs̃i,k =

σs̃2
ρl

i,k
γ2

gi,k IG vi,k

1
2

+ ai ,

s̃2i,k
2

+ hi,k

[13].

The posterior distributions of Pi,00 , Pi,11 and π2 are estimated by means of the Metropolis-Hastings (M-H) algorithm as described in [13] with corresponding proposed Beta distributions.
4. SAS MODEL PARAMETER ESTIMATION
Similarly to the signal model, in order to estimate the unknown SaS parameters of the noise model (5), we sample from the posterior distribution of the parameters θ =
{α, γ, δ} using MCMC methods with appropriate conjugate priors chosen for the model parameters.
4.1 MCMC Inference
1. Updating parameters γ and δ using Gibbs sampling.
The conditional posterior distribution for the location
parameter
 P δ with a Gaussian conjugate
 prior [16] is:
N

1
γ2

1
γ2

el
N
l=1 ρl

PN

+σδ mδ

1
l=1 ρl

+σδ

,

1
γ2

PN 1

1
l=1 ρl

+σδ

[15].

The full conditional for γ 2 , that has an inverse Gamma
conjugate
prior [16], is the inverse Gamma
distribution


PN
N 1
2
IG a0 + 2 , 2 l=1 (el − δ) + b0 [15].



3. Updating of vi using Gibbs sampling.
The conditional posterior distribution of vi,k is given by
p(vi,k |gi,k
 , s̃i,k , hi,k ) = (1 − gi,k) IG(vi,k |ai , hi,k ) +

vi,k

6. Updating of Pi,00 , Pi,11 , and π2 .
The indicator variables of the first basis corresponding
to tonal parts are given a horizontal prior structure and
are modeled by a two-state first-order Markov chain
with transition probabilities P1,00 and P1,11 considered
equal for all frequency indices [13]. The initial distribution π1 = P (g1,(j,1) = 1)) is its stationary distribution,
1−P
π1 = 2−P1,111,00
−P1,00 . The transition probabilities P1,00
and P1,11 are given Beta priors B(P1,00 |aP1,00 , bP1,00 )
and B(P1,11 |aP1,11 , bP1,11 ), respectively. The indicator
variables of the second basis corresponding to transient
parts are given a vertical structure. The corresponding
transition probabilities P2,00 and P2,11 are considered
equal for all frames and are given Beta priors B(P2,00 |
aP2,00 , bP2,00 ) and B(P2,11 |aP2,11 , bP2,11 ) as well. The
initial distribution π2 = P (g2,(1,n) = 1) is learned
given a Beta prior B(π2 |aπ2 , bπ2 ).

The following probabilities are used to draw values for
gi,k :
p(gi,k = 0|gi,−k , θgi , vi,k , ρl γ 2 , x̃i|−i,k )

ωi

[13].

2. Updating the parameter α using Metropolis sampling.
The M-H algorithm [22, 23] is used to estimate the parameter α, since the corresponding conditional distribution for α is unknown.
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(a) At each iteration t a candidate point αnew for α
is generated from a proposal symmetric distribution
q(·|·). That is, αnew ∼ q(αnew |α(t) ).
(b) U is generated from a uniform (0, 1) distribution.
(c) If U ≤ A(αnew |α(t) ) then αnew is accepted, otherwise αnew is rejected. That is, the candidate point
αnew is accepted with probability min {1, A}. Given
that the proposal distribution q(·|·) is symmetrical
and considering a uniform prior, p(α|α0 ) = α10 =
1
ratio A is
2 , 0 < α ≤ 2, thenacceptance/rejection
o
QN
p(el |αnew ,0,γ,δ)
l=1
given by A = min 1, QN p(e |α(t) ,0,γ,δ) where
l=1

l

p(el |αnew , 0, γ, δ) and p(el |α(t) , 0, γ, δ) are calculated for the probability density function as in [3,
24] 1 .
3. Estimating auxiliary variable ρl with rejection sampling.
Rejection sampling is used to sample from the posterior
distribution
p(ρl |el , γ, δ) ∝ N (el |δ, ρl γ 2 )·



πα 2/α
,0 .
· fa/2,1 ρl 2 cos
4

(13)

The likelihood forms a valid rejection function as it is
exp (− 12 )
bounded from above p(el |δ, ρl γ 2 ) ≤ √2π|e −δ|
. Hence,
l
the following rejection sampler can be used to draw
samples from ρk [15]:
i. Samples are drawn
 from thepositive
 stable distribuπα 2/α
tion ρl ∼ fa/2,1 2 cos 4
,0 .
ii. Samples are drawn
dis from the following uniform

1
1
tribution ul ∼ U 0, √2π|e −δ| exp − 2 .
l

2

iii. If ul > p(el |δ, ρl γ ) go to step i.
5. EXPERIMENTAL RESULTS
4 noisy musical excerpts (' 48s long each) from Greek
folk songs recorded in outdoor festivities were used. In all
excerpts, a clarinet and a drum are playing. The songs were
sampled at 44.1 kHz resulting in T = 221 = 2097152 samples for each song. They were also segmented in 17 and
67 “superframes” with 131072 and 32768 samples each,
respectively. In both cases, the superframes were overlapping by 1024 samples. A sine-bell window was used
for analysis and overlap-and-add reconstruction of the full
denoised signals. The denoising algorithm was tested for
restoring the excerpts as a whole as well as restoring the
superframes in every excerpt for the following parameter
values: (a) lf rame1 = 1024 and lf rame2 = 128, resulting
in nf rame1 = 2048 and nf rame2 = 16384 frames, respectively. (b) The Butterworth filter parameters were respectively set to ωi = lf ramei /3 and ν1 = 6 and ν2 = 4. (c)
ηi and ρl γ 2 were chosen to yield Jeffreys non-informative
1 http://www.mathworks.com/matlabcentral/fileexchange/
37514-stbl-alpha-stable-distributions-for-matlab/content/STBL_
CODE/stblpdf.m

distributions. (d) The hyperparameters for Pi,00 , Pi,11 and
π2 were set to aPi,00 = 50, aPi,11 = 1, aπ2 = 1, and
bπ2 = 5000. (e) The Gibbs samplers described in Sections 3 and 4 were run for 300 iterations with a burn-in
period of 240 iterations. The clean signal was estimated
(M M SE)
(M M SE)
by s(M M SE) = Φ1 s̃1
+ Φ2 s̃2
, where
M M SE stands for the Minimum Mean Square Error estimates of s̃1 and s̃2 , which were computed by averaging
their values in the last 60 iterations of the sampler.
The performance of the denoising algorithm is measured
by means of the overall output Noise Index (N I) [16],
which expresses the ratio of the original noisy signal to
the estimated noise, i.e.,
N Idb = 20 log10

kxk2
kx − s(M M SE) k2

(14)

The smaller N I value implies the higher noise power removal and thus a better denoising performance. The output N I values measured for the algorithm developed in
Section 3, when α-stable noise residual is assumed in (3),
are listed in Table 1 for the musical excerpts processed
both as a whole as well as in segments using overlap-andadd reconstruction. In the same table, the output N I values measured for the original algorithm proposed in [13]
that resorts to Gaussian noise residuals, are included. As
can be seen in Table 1, the assumption for a SaS noise
residual in (3) and the modifications made due to this assumption in the framework proposed in [13] yields better
denoising than the assumption of a Gaussian white-noise
residual. Especially, for the SaS noise residual assumption, the denoising performance is considerably improved
when the musical excerpts are processed in segments and
overlap-and-add reconstruction, while the denoising performance improvement when assuming a Gaussian whitenoise residual is negligible.
The aforementioned conclusions are also verified by listening to the denoised musical excerpts 2 . When a Gaussian white noise residual is assumed, the processed audio files still contain a considerable amount of recording
noise together with some new artifacts. When a SaS noise
residual is assumed, the recordings are free from recording
noise, but some cracks are inserted.
In Figure 2, the significance maps are depicted, when the
fourth Greek folk song is processed by the proposed algorithm that resorts to SaS noise residual (a1-a2) and the
algorithm in [13] that resorts to a Gaussian noise residual
(b1-b2). By comparing Figure 2(a1) and Figure 2(b1), it
is seen that the proposed variant for the tonal layer yields
similar results with the original algorithm in [13]. However, the performance of the two algorithms significantly
differs for the transient layer, since more artifacts are present, when a Gaussian noise residual is assumed (Figure 2
(b2)) than when a SaS stable noise residual is assumed in
the proposed variant of the algorithm in [13] (Figure 2(a2)).
Spectrograms of a 6s long excerpt extracted from the 4th
song are shown in Figure 3. The spectrogram of the raw
recording is shown in Figure 3(a). The spectrograms of the
2 https://www.dropbox.com/sh/jz65g0tgx5q05j5/
e4vktfFvxl
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Ind. Song
1
2
3
4
5

Kalonixtia (Good night)
Loukas (Luke)
To endika skorpio (Scatter at
11 o’ clock)
Sirto Panagioti (Panagiotis’
Syrtos)
Paulos Milas (Paulos Melas)

no oa
35.0
39.0
31.7

14-20 September 2014, Athens, Greece

SaS noise
oa 1
26.6
26.5
27.2

oa 2
29.8
29.7
31.5

Gaussian white noise
no oa
oa 1
oa 2
48.5
48.4
48.2
51.7
50.8
50.7
49.2
48.9
49.1

38.8

26.4

29.1

47.1

47.3

47.4

33.7

27.3

30.0

47.7

47.5

47.4

Table 1. Output N I values of the proposed algorithm for SaS noise residual and the algorithm in [13] for Gaussian white
noise residual applied on the musical excerpts processed as a whole (no oa) and in superframes by means of overlap-and-add
reconstruction (oa 1: 131072 samples long, and oa 2: 32768 samples long).
1000

120
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Frequency

Frequency

800
600
400

80
60
40

200

20
500

1000

1500

5000

2000

(a1)

15000

(a2)
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10000

Frame

Frame

600
400

80
60
40

200

20
500

1000

1500

5000

2000

Frame

(b1)

10000
Frame

15000

(b2)

Figure 2. Significance maps of the selected coefficients in Φ1 and Φ2 bases for the musical excerpt 4. The maps show the
MMSE estimates of the noise indicator variables g1 and g2 for: (a1)-(a2) SaS noise residual and (b1)-(b2) Gaussian white
noise residual in (3). The values range from 0 (white) to 1 (black).
denoised recordings that were reconstructed by the overlapand-add method, when either a Gaussian or a SaS noise
residual is assumed are shown in Figures 3(b) and (c). In
the reconstruction, 131072 samples long superframes were
employed. The inspection of Figure 3(c) reveals the superior denoising performance when a SaS noise residual is
assumed.
The MCMC inference for the SaS parameters is shown in
Figure 4, where the values of the characteristic exponent
√
α and the estimated standard deviation ρl γ of the SaS
noise residual averaged across the last 60 iterations of the
Gibbs sampler are depicted for each segment of the musical excerpt reconstructed by means of the overlap-and-add
method. The corresponding mean values are: α ' 0.2 and
α ' 0.25 for the overlap-and-add with 131072 and 32768
√
√
samples, respectively, and ρl γ ' 2.4 and ρl γ ' 2.6

for the overlap-and-add with 131072 and 32768 samples,
respectively. The mean values for the stable parameter δ
are of the order of 10−4 in all cases, as expected. The
sampled values of the characteristic exponent indicate a
strong deviation from the Gaussian statistics corresponding to α = 2.
Furthermore, three PDFs were tested for modeling the
noisy segments of recordings, namely the Gaussian, the
Student-t, and the SaS. The P − P plots were used for
that purpose. Let F () denote the cumulative density function associated to a model. For estimates of location and
scale parameters, µ̂ and σ̂, a P − P plot is defined by the
x −µ̂
set of points (ξl , F ( (l)σ̂ ) with l = 1, 2, . . . , N , where
l
ξl = N +1 and x(l) are the observations arranged in ascending order of magnitude, i.e., x(1) ≤ x(2) ≤ . . . ≤ x(N ) . A
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Figure 3. Spectrograms of a 6s long excerpt from the 4th excerpt for the: (a) Original recording. (b) Denoised recording
reconstructed by overlap-and-add, when a Gaussian noise residual is assumed and segments of 131072 samples were
employed. (c) Denoised recording reconstructed by overlap-and-add, when a SaS noise residual is assumed and segments
of 131072 samples were employed.
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Figure 4. Sampled values of the characteristic exponent
√
α and the standard deviation ρl γ of the SaS noise, averaged across the iterations of the Gibbs sampler for each
superframe of the overlap-and-add method.

strong deviation of the P − P plot from the main diagonal in the unit square indicates the the model assumed is
incorrect (or the location and scale parameters are inaccurate). The P − P plots from the aforementioned models
are shown in Figure 5. It is seen that the P − P plot for the
SaS model lies much closer to the main diagonal than that
of the Gaussian and the Student-t models.
All the experiments were run on a Mac Core 2 Duo running at 2.4 GHz with 8 GB RAM. On average, in the overlap-and-add case for the signal model with SaS noise residual, it took approximately 38 min for each 131072 samples long superframe to be processed and 25 min for each
32768 samples long superframe, resulting in approximately
10 hours and 27 hours of processing time, respectively.
When the song was processed as a whole it took around
11 hours. However, the greater memory requirements in
the latter case compared to those of the overlap-and-add
method make the latter method with 131072 samples long
superframe a good compromise between speed and memory requirements. Not to mention that the overlap-and-add
method can be exploited for parallel processing. The corresponding processing times for the signal model with Gaussian white noise residual are considerably smaller (i.e., 2
min for 131072 samples long superframes, 1 min for 32768

0
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

Figure 5. P −P plot for noisy observations extracted from
song 4 in Table 1 (Sirto Panagioti).
samples long superframes and 45 min for the full recording), since no additional effort is needed to estimate the
SaS model parameters, and especially ρl .
6. CONCLUSIONS
A musical audio denoising technique has been proposed
where the music signal is modeled by two MDCT bases
in the frequency domain and the residual noise is modeled
by means of an α-stable distribution. MCMC inference
has been used to estimate all the parameters. The experimental results on musical excerpts from raw noisy recordings of Greek folk songs processed either as a whole or in
superframes and overlap-and-add reconstruction demonstrate that the α-stable noise assumption is more suitable
than the Gaussian white noise one. Moreover, the overlapand-add method reduces memory requirements. The proposed method can be exploited to denoise old recordings
maintained by cultural archives, music recording and publishing companies, or broadcasting corporations.
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ABSTRACT
With an optimal network topology and tuning of hyperparameters, artificial neural networks (ANNs) may be trained
to learn a mapping from low level audio features to one
or more higher-level representations. Such artificial neural networks are commonly used in classification and regression settings to perform arbitrary tasks. In this work
we suggest repurposing autoencoding neural networks as
musical audio synthesizers. We offer an interactive musical audio synthesis system that uses feedforward artificial
neural networks for musical audio synthesis, rather than
discriminative or regression tasks. In our system an ANN
is trained on frames of low-level features. A high level
representation of the musical audio is learned though an
autoencoding neural net. Our real-time synthesis system
allows one to interact directly with the parameters of the
model and generate musical audio in real time. This work
therefore proposes the exploitation of neural networks for
creative musical applications.
1. INTRODUCTION
Training advancements in backpropagation, nonlinear activation functions, and regularization have allowed the formulation of expressive artificial neural networks (ANNs)
via deep architectures. Such networks are being applied
to multitudinous domains. In music, there have been advances in instrument classification [1], genre classification
[2–4], artist identification [2, 4], and key detection [4]. In
each of these works a new representation of low level audio features is implicitly learned from the training data;
in other works feature-learning for musical audio is explicit, e.g. [5–9]. Multimodal objectives are explored as
well. Features are learned from data of multiple domains
in [10]; a cross modal mapping between representations is
subsequently learned.
An autoencoder is a feedforward ANN that is trained to
approximately reconstruct its input. A simple autoencoder
has one hidden layer of nodes connected to a visible input
layer and to a visible output layer. Hence the output of
the hidden layer is a transformation or encoding of the network’s input. With suitable regularization the model may
Copyright: c 2014 Andy M. Sarroff et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

be trained so that the hidden layer produces a higher level
representation of the input that “explains” dependencies of
the input. Autoencoders are often stacked so that each hidden layer provides a successively more abstract representation of the input data space. A deep model consisting of
several hidden layers is often further optimized for a regression or classification task.
Despite their increased popularity, neural networks have
not been fully exploited to synthesize musical audio. If a
model has been trained using stacked autoencoders trained
on musical input, then the learned parameters may yield increasingly abstract representations of a musical data space.
By direct manipulation of the parameters, we may use the
model as an interactive musical audio processor and synthesizer.
In this work we suggest that the features learned by such
networks may be directly modified to generate new musical audio. The time complexity for a feedforward (synthesis) operation is at most quadratic in the number of nodes
of the largest layer. ANNs may therefore be used efficiently in musical synthesis tasks. ANNs are data-driven
models; they learn characteristics of the space of the training data. They may be trained in an online fashion and further adapted using new data as it becomes available. With
the use of nonlinear activation functions, ANNs may be
highly expressive and capture characteristics of the data
that linear models cannot. For these reasons, we believe
that ANNs warrant investigation for musical synthesis.
As with any machine learning paradigm, there are also
tradeoffs. The ANN is a highly general model and it may
be designed in a number of ways. Some critical decisions
that must be made include width of layers, depth of model,
optimization objective, training algorithm, learning rates,
types of nonlinearities, and types of regularizations. Thus
the search space for discovering the best model for musical
sound synthesis is large.
This paper evaluates a few simple models with the aim
of musical sound synthesis. Some of our design choices
are arbitrary, but they are rationalized in the appropriate
sections. We also provide a real time system for musical
sound synthesis based on shallow and deep autoencoders.
Our models are trained using the Pylearn2 machine learning library [11] which wraps around Theano [12] for fast
evaluation of mathematical expressions.
In the following section, we give some background on autoencoders. Section 3 describes how we have trained several shallow and deep autoencoders. It also addresses some
of the challenges associated with learning meaningful mid-
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level representation of the input features. We then describe
our musical interface for “playing” an autoencoding neural
net. Future directions are discussed in Section 5. All code
is written in Python and provided at https://github.
com/woodshop/deepAutoController. We hope
that this paper encourages others to examine how this highly
adaptable class of models may be used for creative musical
tasks.

Input
Layer

x1

(2)

where s(·) indicates an activation function (often nonlinear, such as a logistic function) and W, Wprime , bhid , and
bvis are the parameters that the model will learn. Activation function(s) for neural networks are a key component
of design and continue to be a topic of active research.
When training an autoencoder we choose an objective
function that minimizes the distance between the values at
the input layer and the values at the output layer according
to some metric. Popular metrics include squared error:
(3)

k=1

or if x, z ∈ {0, 1}d , cross entropy:
−

d
X

[xk log yk + (1 − xk ) log(1 − yk )] .

z1
y1

x2

z2

x3

and

(xk − yk )2

z0
y0

y2

A classical autoencoder (also known as an autoassociator)
is a deterministic feedforward ANN comprised of an input
layer, a hidden layer, and an output layer (see Figure 1).
Each layer of an autoencoder consists of one or more units.
The input and output layers of an autoencoder have the
same number of units. The autoencoder learns a mapping,
or encoding, from an input vector x ∈ Rd to a hidden
representation y ∈ Re . It also learns a mapping (decoding) from y to the output layer z ∈ Rd . The inputs to the
units in the hidden and output layers are weighted sums of
the activations of the layers immediately preceding before
them, i.e.
y = s(Wx + bhid )
(1)

d
X

Output
Layer

x0

2. AUTOENCODERS

z = s(Wprime y + bvis ) ,

Hidden
Layer

x4

The architectures of autoencoders vary. The number of
units in the hidden layer may be less than that of the input and output layers. In such cases the activations of the
hidden layer are a compressed encoding of the input signal.
Alternatively we may choose to give the hidden layer more
units than the inner and outer layers. In such cases we will
usually enforce sparsity or another regularization on the
model so that the overcomplete set of weights may learn
a meaningful representation of the data. One method of
regularization is denoising [13], in which the model learns
to reproduce the input from a corrupted version of the input. There are several types of corrupters used in practice,
e.g. gaussian distributed noise, dropout, and salt and pepper corruption.

z4

Figure 1. An autoencoder having 5-4-5 input, hidden,
and output units, respectively. The autoencoder’s objective function minimizes the difference between x and z, as
measured by some distance function.
After training a shallow (single hidden layer) autoencoder,
we may use the activations of its hidden layer as the input
to a second autoencoder. In this way we may stack autoencoders. For each successive model, we may learn a more
abstract mapping from the layer beneath it. The layer-wise
pretraining of autoencoders and subsequent stacking and
finetuning is a typical strategy for building deep neural networks.
Once a shallow or deep autoencoder has been successfully trained on musical audio, we may synthesize new
musical audio by running feedforward passes through the
model at an appropriate audio rate. By exposing the activations of the hidden units to a human operator, we may
exercise control over the sound of the output of the model.
In one case, we may stream audio through the model and
modify the activations at one or more hidden layers. Alternatively, we may remove the encoding part of an autoencoder and replace a subset of the hidden units with our own
streaming values, propagating them through the decoding
half of the model.
3. MODELS

(4)

k=1

z3
y3

As a proof of concept for an autoencoder synthesizer, we
trained several models and built an interface for manipulating the models. We chose simple model topologies and
performed some minor grid searching across model size
and quantity of corruption (for regularization). Our primary goal was to train several models having low reconstruction error that could be tested as music audio synthesizers using an interactive interface. We discuss the models
in this section and discuss the interface in the next section.
We experimented with three model variants:
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HL1
8
16
64
256
512
1024
1500
2048
2500
3500

0.00
0.0440
0.0414
0.0276
0.0187
0.0198
0.0352
0.0371
0.0983
0.0951
0.0951

0.01
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Noise
0.05

0.02

0.0360

0.0405

0.0547

0.0951
0.0951

0.0951
0.0951

0.0951
0.0951

0.10

0.25

0.50

0.0664
0.0711

0.0854
0.0927

0.0921
0.0980

0.1798

0.2114

0.0972

Table 1. Mean squared validation error on for pretraining of shallow autoencoders. The input/output layers of each model
had 1025 units. HL1 designates the number of hidden units. Noise designates the standard deviation of gaussian distributed
noise used to corrupt the input signal.
The first model we train is a simple autoencoder like the
one depicted in Figure 1. In the second variant we take
the output of the hidden layer of an already-trained autoencoder and train a second autoencoder to reproduce the
mapped input. Hence if the size of the hidden layer of the
first encoder is N , then this is also the size of the input
and output layers of the second autoencoder. There is no
limit to how many stacked autoencoders we may train in
this fashion. For our purposes, we have limited ourselves
to stacked autoencoders of depth 2. In the final variant we
build a deep composed autoencoder by taking the hidden
layers of two pretrained autoencoders and finetuning the
weights of the whole system to improve reconstruction of
the original input.
We note that this is often the order of events for training a
deep neural network. Each layer is pretrained in succession
as a shallow model with the previous layer providing the
input to the subsequent layer. When pretraining is finished
the system is “finetuned”.
3.1 Data
We used 70,000 frames of magnitude Fourier transforms
randomly selected from a dataset of approximately eight
thousand songs existing across unique artists. The dataset
is roughly stratified across 10 musical genres. Of these
audio frames 10,000 were held out as a validation set and
10,000 were held out as a test set. Each audio frame was
computed from a 2,048-point FFT on audio having a sampling rate of 22,050 samples per second. The entire data
set was normalized to the range [0, 1]. The magnitudes of
the first 1,025 frequency bins were given to the models as
the input vector of a shallow autoencoder.
We chose to use frames of magnitude FFTs for our models because they may be reconstructed exactly into the original time domain signal when the phase information is preserved, the Fourier coefficients are not altered, and appropriate windowing and overlap-add is applied. It was thus
easier to subjectively evaluate the quality of reconstructions that had been processed by the autoencoding models.
There are several disadvantages to using FFTs as the low
level training data; these are discussed later.

Figure 2. Top: STFT of original audio file. Bottom: STFT
of reconstructed audio file.

3.2 Training
Training was performed using stochastic gradient descent
on mini-batches of 100 frames. The learning rate was set
at 0.005 and a learning momentum 0f 0.5 was used. In
all training, the mean squared error was used as the cost
function. On pretraining of shallow networks, a sigmoid
activation function was used only on the hidden layer, with
linear activation on the output layer. When a second autoencoder was employed for a deep model, the sigmoid
activation function was used on both the hidden and output
layers of the second autoencoder. On some models we additionally used gaussian noise as a network corruptor for
regularization. The encoding and decoding weights were
untied in our models.
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HL1
256
256
256
1500
1500
1500

HL2
8
16
32
8
16
32

Noise
0.00
0.10
0.0737 0.0737
0.0737 0.0737
0.0737 0.0737
0.0331 0.0331
0.0348 0.0346
0.0356 0.0369
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HL1
256
1500

0.25
0.0737
0.0737
0.0737
0.0329
0.0344
0.0384

HL2
8
8

Validation
0.0723
0.0953

Test
0.1006
0.1333

Table 3. Mean squared error on validation and test set for
deep composed autoencoders. The models printed in bold
in Tables 1 and 2 were connected and finetuned.

Table 2. Adjusted mean squared validation error for
second-layer pretraining of deep autoencoders. The input/output layers of each model is designated by HL1. The
models printed in boldface in Table 1 were used to provide the inputs to the models in this table. HL2 designates
the number of hidden units. Noise designates the standard
deviation of gaussian distributed noise used to corrupt the
input signal. The mean squared error has been adjusted for
easier comparison with other tables. For each model, the
mean squared error was scaled by 1025
HB1 .
3.3 Training Results
Table 1 shows the mean squared error on the validation set
for each model that was trained. Smaller networks that employed no denoising perform the best. The optimal number of hidden units given the chosen hyperparameters and
model topologies appears to be 256, a feature size reduction of approximately 25%. Increasing the hidden layers
to yield overcomplete filters does not appear to improve
the models’ performance. This is expected behavior for
overcomplete models lacking regularization. Adding some
corruption to the model with 1500 hidden units appears
to improve results slightly. The largest models each show
the same reconstruction error. This result may mean that
one or more of the values of the hyperparameters (such as
learning rate, momentum, initial weights) were inappropriate.
Figure 2 shows the original spectrogram and a reconstructed spectrogram using a 256-8-256 unit autoencoder
trained without denoising. We observe that much of the
fine-grained detail is lost by the autoencoder, especially
above the lowest frequency bins. The figure does not depict
desirable behavior for an optimal autoencoder but nonetheless some of the detail in the lower frequency bins is approximately reconstructed.
Table 2 shows the adjusted validation performance of a
second autoencoder trained using the activations of the hidden units of a first autoencoder as input. The mean squared
error of each model has been scaled by 1025
HB1 so that it
may be directly compared with results shown in other tables. Once again smaller networks perform better than
large ones and denoising does not appear to help much.
Interestingly we find that the deep 1500-8 model has a better per-visible-unit performance than the 8 unit shallow autoencoder.
Table 3 shows the final validation and test error for two
models. The test error is significantly worse than the validation error—a sign of possible overfitting. The final finetuned models perform worse than the deep architectures

presented in Table 2, suggesting that the learning rate may
have been inappropriate. Overall more complex models
perform worse than the simpler topologies.
3.4 Discussion
We conducted informal listening tests in conjunction with
the synthesis interface described in the next section. The
reconstructions sounded similar to the originals, but with
a “grainy” noise mixed in. The detail in the high end was
missing but much of the harmonic material was preserved.
The optimal parameters of the models were mostly inhibitory. Therefore the deactivation of a unit in a hidden layer yields a denser mixture of sounds at the output.
Learning to play such an interface may prove difficult for
new users, as one typically expects the opposite behavior
from a musical synthesizer.
Neural networks have lots of hyperparameters over which
to search, including learning rate, regularization, layer width,
and model depth. The training results presented indicate
that the hyperparameters chosen for the models were probably inadequate. Further work is needed to examine how
these models might be improved.
It is notable that the low level input features, which were
magnitude FFT coefficients, exhibit decreased average amplitude as the frequency bin increases (cf. Figure 2. If
many of the input features are close to zero, then training may require more epochs and a steeper learning rate
to adjust. We choose to work with FFT feature frames
because the reconstruction will be cleaner than if we use
band-limited features, given an optimal autoencoder.
Future experiments will consider alternative low-level representations with which to train the models. It might be
more appropriate for musical sound synthesis if the models are trained using log frequency features rather than linear frequency. Log frequency representations more closely
match our auditory systems.
The input data was globally normalized to the range [0, 1].
As noted above the distribution of the data was highly sparse.
The sparsity of the input data may have affected the ability
of the models to optimize their parameters. In future models we will standardize the features to unit variance. Future
models will also explore log amplitude representations.
The shallow autoencoders in this paper use a sigmoid
encoder and linear decoder with untied weights. It has
been shown that these model topologies learn a transformation that spans the same subspace as Principal Components Analysis [14, 15]. Future models will explore alternate models having tied weights.
We have noted that the inhibitory nature of the weights
makes it difficult for a musician to learn how to play the
synthesizer. We explored models having nonnegative weights
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by using an asymmetrical weight decay as shown in [16].
The results are not presented here as they are preliminary.
Reconstruction error in such models is worse than without
nonnegativity constraints. But we find informally that the
models are somewhat more intuitive to play as synthesizers.
We also continue to explore other types of activation functions. In particular, rectified linear units have been shown
to work well in the audio domain [17]. We have investigated shallow and deep autoencoders with rectified linear units with and without nonnegativity constraints. We
have found that one of our shallow models with 16 hidden inits, unconstrained weights, rectified linear encoding
units, linear decoding units, and tied wights achieves relatively good performance, having a 0.0310 mean squared
validation error. The filters for this particular model sound
more “musical” to us and the model is more intuitive to
play as a musical sound synthesizer. However all current results on new developments are subjective and performance results are too preliminary to include in this paper.

Figure 3. A snapshot of the information window showing which hidden units are in view and what their scaling
settings are.
• Cycle: Shuts down the application

4. INTERFACE
We programmed a real-time interface for interaction with
the hidden units of deep or shallow autoencoders. Whichever
type of model is given to the program, the innermost hidden layer is exposed to the user for interaction. The interface is designed to work with models that have been trained
using the Pylearn2 library, but generalizing the program
to accept lists of parameters rather than class instances
of models is trivial. The code is available at https://
github.com/woodshop/deepAutoController; it
will be actively improved/updated. The current version is
written in Python, but another version which is written in
Objective-C++ may be deployed soon.
The current code consists of two classes, one for the interface, and one for the audio streaming and processing.
The program is executed with three mandatory input arguments: the path to a pickled Pylearn2 model; a file indicating the parameters for low-level feature extraction; and a
file designating what preprocessing to apply to the features.
At the initialization of the application a Python Queue is
instantiated for message-passing between the Autocontrol
class and the PlayStreaming class. The two classes are
briefly described below.
4.1 Autocontrol Class
The interface is designed to work with the Korg nanoKontrol2, a MIDI controller having 8 fader channel controls
and a transport. Although the code has been written for
this controller, it is easy to rewrite the mappings for another MIDI controller. The Autocontrol class instantiates a
MIDI connection and uses the Pygame package to poll for
MIDI events and produce informational output in a separate window (Figure 3). The interface receives and several
defined MIDI events form the nanoKontrol2:
• Track: Cyclically moves the view of hidden layer
units backward or forward by 8 units.

• Set: Sets the output of all units to 0.
• Rewind and Fast Forward: Switches between original and synthesized audio
• Stop: Stops the audio and rewinds
• Play: Plays/pauses the audio output
• Record: Resets all hidden units to original activation
values
• Pan pot and fader: Control a scaling factor which
is multiplied against a particular unit’s activity, thus
suppressing or augmenting the activity at that unit.
4.2 PlayStreaming Class
This class is instantiated as a separate process. It loads
the parameters of the Pylearn2 model an an optional audio
file. It polls for messages from a queue instance. When
a user interacts with the midi controller this class instance
receives a message from the Autocontrol class instance.
Audio frames are read directly from an open audio file
or the computer’s default input and transformed to feature
frames. If the user has designated that the original audio
stream should be monitored, the audio frame is immediately transformed back to the time domain and sent to the
output. Otherwise it is encoded (Eq. 1). The activation of
the hidden units are scaled or muted by the user’s settings.
The output is decoded (Eq. 2 back to an low level feature
frame, converted to the time domain, and sent to the output.
If an audio file is not provided, sound from the computer’s
default input device is used. The interface can also operate
in a no input mode. In this case, the class “fires” the hidden layer at an audio rate while the user maintains control
over the scale of the hidden layer units. A channel vocoder
provides phase continuity for the inverse FFT if the user
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decides to ignore the phase information from the input signal.

lutional network,” in Proceedings of the 12th international society for music information retrieval conference (ISMIR-11), Miami, USA, October 2011, pp.
669–674.

5. FUTURE WORK AN CONCLUSIONS
This paper presents a first step toward extending the typical
use patterns of neural networks beyond classification and
regression to audio synthesis. Training an autoencoder so
that it captures a meaningful mid-level or higher-level representation of the input is difficult. As has been shown in
Section 3 it may be difficult to optimize a model. Simply
adding extra layers to create a deep model does not automatically yield a richer instance. There are lots of model
hyperparameters to finetune in ANNs, including learning
rate, weight decay, momentum, and other forms of regularization. In the future additional effort will be placed
toward building more robust models.
One drawback of using neural networks for musical audio synthesis is that the learned weights may be negative.
Since weights may be subtractive as well as additive, it
is difficult to understand how they contribute to the model.
Future work will include investigating models that are trained
using nonnegative weight regularization, as well additional
sparsity constraints and activation functions. It is the authors’ belief that neural networks having overcomplete, sparse
nonnegative weights will be easier to musically control.
The currently investigated models do not consider temporal dependency. In the future we would like to apply
musical synthesis using temporally inclusive architectures
such as recurrent neural networks.
There are many other extensions to consider. For instance
we envision pretraining a deep autoencoder for optimal reconstruction, followed by supervised finetuning using instrument classes. If the model learns to respond well to
specific instruments (or other acoustic events), we may use
autoencoder synthesizers to remix music.
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ABSTRACT
This paper addresses the issue of controlling monodic pitch
in digital musical instruments (DMIs), with a focus on instruments for which the pitch needs to be played with accuracy. Indeed, in many cultures, music is based on discrete
sets of ordered notes called scales, so the need to control
pitch has a predominant role in acoustical instruments as
well as in most of the DMIs. But the freedom of parameter mapping allowed by computers, as well as the wide
range of interfaces, opens a large variety of strategies to
control pitch in the DMIs. Without pretending to be exhaustive, our paper aims to draw up a general overview of
this subject. It includes: 1) a review of interfaces to produce discrete and/or continuous pitch 2) a review of DMI
maker strategies to help the performer for controlling easily and accurately the pitch 3) some developments from the
authors concerning interfaces and mapping strategies for
continuous pitch control 4) some comparisons with acoustical instruments. At last, a Max/MSP patch –publically
available– is provided to support the discussion by allowing the reader to test some of the pitch control strategies
reviewed in this paper.
1. INTRODUCTION
Opposition between continuous and discrete is a question
which, beyond the universe of music, has occurred throughout the history of sciences and philosophy since antiquity.
It overlaps sometimes another dualism, which is usually
established between categorical and quantitative. In the
musical field, quantification of pitch values and duration
on scales or grids is omnipresent. Western music notation
acts as a clear evidence of this categorization.
Nevertheless, many instruments, such as string instrument or vocal music, allow to glide continuously from one
pitch to another. New electronic instruments from the XXth
century like Theremin and Onde Martenot [1], also offered the musician the possibility to play glissandi. Moreover, some composers [2] drew non-scaled soundscapes
that explored large frequency ranges through continuous
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F-75005 Paris, France.
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sweeps. Iannis Xenakis’ Metastasis, created in 1955 at
Donaueschingen festival, stands among the most significant works that arised from this research.
The concept of pitch, and the theories on harmony brought
up with it, is a vast field of study. This article focuses on
playing techniques, that allow to control precisely the pitch
on a digital music instrument (DMI). As developers and
players of such musical instruments, we will take here a
closer look at the interfaces and algorithms meant for continuous control of pitch. This article will aim at reviewing
existing techniques as well as introduce techniques developed by the authors. We also provide a simple implementation 1 and organisation of these algorithms in the Max
programming language 2 , as a cookbook for musician and
digital instrument makers.
2. PERCEPTION AND PRODUCTION OF PITCH
2.1 Pitch perception
The auditory system allows to distinguish very small pitch
variations. In the case of synthetic singing vowels with a
fundamental frequency of 80 Hz and 120 Hz, the smallest
discrete perceptible shift of pitch ranges between 5 and 9
cents. Common sense tends to link pitch to the fundamental frequency of an harmonic sound, but pitch perception is
not a thing as trivial as one could first imagine. Psychoacoustics showed how much this perception is contextually
and culturally biased. A known example is the perception
of pitch on low-tessitura instruments, such as the contrabassoon, which melody of certain overtones is sometimes
more likely to be perceived as the fundamental pitch than
the fundamental frequency of the notes played [4]. Meanwhile, some instruments make a purposeful use of their
rich timbre to enhance specific harmonics and produce a
melody in the high range (didgeridoo, jaw harp, overtone
singing).
Timbre can also disturb the recognition of a predominant pitch. For example, instruments with non-linear vibrations, such as bells, show several non-harmonic frequencies. Some drums also do not have a clearly perceptible fundamental frequency, when their sound is made

Copyright: c 2014 First author et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

1 Patcher LAM.pitch.processing.maxpat from the LAM-lib available at https://github.com/LAM-IJLRA/lam-lib/tree/
master/examples
2 Max c Cycling’74 - http://cycling74.com/
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of a broad spectral hump or when their fundamental frequency evolves rapidly in time. Pitch perception relies on
two concurrent auditory mechanisms. The terms “autocorrelation” and “pattern-matching” tend to replace the terms
“temporal coding” and “place coding” to describe these
two auditory mechanisms [5] which help us identify a pitch,
but these modes of perception interweave constantly, as
Shepard [6] and Risset showed with the famous endless
glissando 3 .
2.2 Pitch production in acoustic instruments
Pitch is an essential component of music; it is why harmonicity is so important in the instrument making process.
The production of a salient harmonic sound is most often
due to a resonance phenomenon, that filters out most frequencies other than the fundamental harmonics (that, is not
always the case in the digital field, as will be seen here below). Different pitches can then be obtained:
• by playing on several elements tuned differently (e.g.
harp strings, marimba bars, etc.);
• by modifying the structural characteristics of a resonant body, mostly its length (e.g. tube of wind instruments, cello strings, etc.);
• by selecting precise harmonics in a rich sound (e.g.
didgeridoo, diphonic singing, harmonics on a guitar
string).
These techniques can be used simultaneously, e.g. when
modulating the pitch around an average value. For instance, the player can modulate the tension of a string to
modify slightly the pitch, while using another string to
change the pitch more clearly. Among wind instruments
with a mouthpiece, musicians can have a specific control
on the vibration of their lips or the reed to slightly modify
the pitch whereas they modify the length of the air column
by changing the number of obstructed holes.
2.3 Pitch production in digital instruments
With digital instruments, the sound field is produced by
the loudspeaker (or any other acoustic transducer), when
excited by an audio signal. The pitch of this audio signal
can result from any or several of these processes:
• the playing speed of a wavetable (additive, sample
based, granular, FM synthesis...);
• the content of the wavetable itself;
• a delayed feedback that induces a resonant filter (subtractive synthesis, karplus-strong...);
• a frequency domain [re]synthesis (FFT).
The salient frequencies are thus no longer tied to the body
of the acoustic instrument. The “symbolic” pitch (that one
can compare to the pitch written in scores) becomes a digital variable that can be manipulated by algorithms, hence
giving more freedom in the production of a tuned sound
signal.

3. PLAYING INTERFACES
Most of the acoustic instruments let the musician play on
a discrete scale, with the help of keys, bars or frets causing them to vibrate at specific frequencies defined during
manufacturing and tuning. Some of them allow to produce
large glissandi, as is the case for the cello, the trombone, or
—to a lesser extent— wind instruments like bansuri flute,
with appropriate playing techniques. In some cases, accessories may also help to overcome the discrete scale of a
music instrument (e.g. bottleneck for the guitar). Last, a
few mechanical automaton, such as music-boxes or barrel
organs (however they may not be included in so-called music instrument, most of time) allow to play pitched notes by
using pre-composed material, usually with discrete pitches.
The next sections will present how this lutherie can be
transposed in the digital world.
3.1 Specificities of digital music instruments
Digital music instruments are very recent in music history
and possess their very own specificities [7].
Some of these characteristics are shared with electronic
instruments: energetic decoupling between the instrumentalist’s gesture and the produced sound; spatial decoupling
(the sounds are produced by loudspeakers, possibly away
from the musician); modularity of hardware interfaces and
audio processing (on modular synthetizers).
Some others are new [8]: decoupling due to symbolic encoding; embodiement of (very fast) computation; embodiement of (large amount of) memory; evolving nature of
softwares, allowing a more radical modularity; etc.
3.2 Interfaces for discrete pitch
3.2.1 Keyboard and fretting
Except for the instruments that strongly resort to harmonic
modes such as brass, the disposition of pitches on acoustic
instruments is usually arranged according to a scale. The
piano keyboard allows to play all pitches from the chromatic scale, but is organised around the C major diatonic
scale. If this layout is not the most ergonomic one, the
fame of this instrument led to use it as the standard pitch
layout for the first synthesizers.
Other pitch layout have been proposed. In particular, so
called “isomorphic” keyboards inspired by Euler’s Tonnetz, like the harmonic table or the Wicki-Hayden system
(Figure 1), propose a different layout for the pitches, which
allow to retain the same interval pattern independently of
any transposition. We are seeing a renewed interest for this
kind of keyboard [9] and several instrument manufacturers
adopted it for their devices (Ableton Push 4 , Thummer 5 ,
Dualo 6 , etc.).
Implementing these topologies from a 2d continuous surface is pretty straight forward, as it is defined by 2 vectors
generating a mesh. For instance, the Wicki-Hayden layout
can be generated by the simple equation pitch = 2x + 7y,
where x and y represent the 2 axes shifting the pitch by

3

See http://en.wikipedia.org/wiki/Shepard_tone
for details.
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(a)

(b)

Figure 1: (a) Harmonic table and (b) Wicki-Hayden note layouts, both implemented in the LAM-lib.
a whole tone and a fifth, respectively. Our software implementation makes it possible to use such notes layout in
an interchangeable way, using continuous surfaces such as
graphics tablets and multi-touch surfaces.
3.2.2 Incremental keyboard / sequencers
A few instruments have been created with the goal of playing relative pitches rather than absolute pitches. The Samchilian 7 is such an instrument, which keyboard aims at
playing pitch intervals rather than the pitch values. Despite
the interest of this type of keyboard for producing melodies
and arpeggi, it has neither become very popular to this day,
nor did the instrument reach a stable form so far.
A sequencer contains a score of events, usually notes defined by their pitch, intensity and length. While the sequencer is best known as a “play/stop” machine, an instrumental way to play a sequence, considered as a succession
of musical events ordered in time, has been investigated
by a few people. Among them, Jean Haury led a long
research comprising study, implementation, and virtuoso
practice on his “meta-piano” [10]. His idea is to leave the
pitch sequence and relative velocity to the sequencer, and
to keep one’s fingering focus on articulation, agogic, accents phrasing and nuances 8 .
3.2.3 Dynamic models
It is also possible to play pitches by controlling behavioural
models [11] that will play the notes following an evolution
proper to the model. In that case, a pitch class set can
be chosen beforehand, that will be played, mixed, interpolated or triggered according to the model’s behaviour. The
authors have presented such algorithms in [12].

the LinnStrument 10 , the Seaboard (Roli) 11 or the Theremini 12 to mention the most known. Each of these instruments tries, in its own way, to bring back together the
continuous and the discrete through a more supple change
from on to the other.
Though hijacked from its original usage, a commonly
used interface as digital instrument is the pen tablet [13].
By offering a highly precise measurement (0.1 mm precision, sampled at 200 Hz), this 2d surface has been used for
prototyping many innovative instruments. The pen tablet
proved to be a good controller for speech intonation, at
least as good as the natural voice during a mimic task experiment [14]. The case of musical sequence imitation is
more difficult than simple speaking intonation which does
not require as much pitch accuracy as music. A recent experiment from the LIMSI’s lab reported that while some
persons manage to sing with their natural voice as accurate
as with the tablet, most of the subjets played more accurate
with the tablet than with own voice [15].
In LIMSI, we chose a linear mapping of the pitch on the
X-axis of the tablet for our Cantor Digitalis instrument.
To help the user play in tune, we added a keyboard-based
printed layer on the tablet (Figure 2). Its interest resides in
the transformation of the traditional discrete and non-linear
spaced pitches traditional keyboard into a continuous and
linear one, while keeping the keyboard marks for people
with a keyboard playing background [16].
10

http://www.rogerlinndesign.com
https://www.roli.com/seaboard/
12 http://www.moogmusic.com/products/
etherwave-theremins/theremini
11

3.3 Interfaces for the frequency continuum
Since early XXth century, some electronic instruments allowed to glide from one note to another. The desire to overcome rigid frequency quantification crossed many inventions, and is still subject to new instruments design. Contemporary examples include the Continuum Fingerboard 9 ,
7

http://en.wikipedia.org/wiki/Samchillian
See performance example here:
http://youtu.be/
KAtROd5mus8
9 http://www.hakenaudio.com
8

Figure 2: The Cantor Digitalis keyboard from LIMSI. All
the vertical lines correspond to the chromatic pitches. The
bold lines fit with the traditional keys boundary. Bold lines
between Si and Do (B and C) and between Mi and Fa (E
and F) are missing to ensure the pitch linearity.
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4.1.2 Glissando
A glissando is a glide from one pitch to another. It can
be achieved continuously on non-fretted string instruments
such as cello by moving along the cello board. On a device
like a pen tablet or similar continuous surface sensor, the
gesture will be similar. Since the sensors sampled values
usually operate at a lower rate than audio, data should be
smoothly interpolated at audio rate to prevent clicks in the
audio signal.
4.2 Octave key, register shift and transposition

Figure 4: The spiral mapping of the pitch illustrated by
the LAM-lib, as used in the Voicer. In the LAM-lib, octave is automatically shifted each time the reference note
is crossed, to preserve pitch continuum.

Due to the dominating organisation of pitches on octave,
the octave key still remains of high interest in DMI, as it
makes it possible to reach other registers —lower or higher
pitched— while preserving the spatial equivalence of notes
on the instrument topology. Furthermore, it allows to extend the potential register of an instrument, while keeping
the pitch layout to a small size. We find such a system on
numerous synthesizers, often as a double incremental key
allowing to rise or descend one octave. Apart from the octave which is a special case, the transposition of the whole
pitch layout can help the player adapt to various concert
pitches, to perform score written for transposing instruments (e.g. clarinet), or to purposely detune the instrument
for stylistic reasons.
4.3 Mapping to scale

4. PLAYING TECHNIQUES
Playing pitches can be envisaged as a ternary process: playing in the frequency continuum by sliding freely on unscaled pitches, playing on the scale with all classical ornaments like trills and such, and modulating inside the scale
with vibrato and bends. We tried to organize these parts
logically, in order use them in a complementary manner.
The Figure 3 illustrates this organisation, which can be
found in its Max implementation.
4.1 Pre-scale processing
4.1.1 Continuous surface mapping
In the case of digital instrument, the hardware interface
provide sensor values which may not be directly correlated
with the axis of intended playing gestures. A first mapping
stage will convert the sensors output from the interface to
a pitch-wise ergonomic coordinate system.
The Voicer [17] allows to control the pitch along a spiral
path on the tablet, one round being associated to an octave
(Figure 4). The HandSketch [18] lets the user move the
pitch along a curve corresponding to the arm curve around
the elbow. A similar idea can be found in experimental
acoustic pianos which feature a curved keyboard [19]. The
Figure 5 compares these two interfaces.
Other examples of surface mapping are encountered by
the authors. They include: chaotic curves to deliberately
play chaotic pitch patterns while keeping gestures consistent to the surface dimension; scales with a repeated note
to get a kind of drone effect; multiple heterogeneous pitch
ranges; and octave interpolations.

4.3.1 Scales bank
An essential organisation of pitch is the scale, which consists in a restricted set of discrete intervals in the frequency
continuum. A great number of tonal and microtonal scales
have been stored in our Max patcher, in a bank directly
accessible as a list. Scales are stored as a list of intervals
expressed in floating point semitones, relative to an arbitrary root note set to zero. The last interval in the scale
represents the wrapping interval. As an example, for most
scales which are based on the octave equivalence, the last
interval will be 12. But scales not based on octave like
Bohlen-Pierce (wrapping on the tritave), or scales that simply do not wrap at all, are also possible in this system.
4.3.2 Adaptative scales
a) Adaptative stiffness of fretting
As part of the OrJo research project (2009-2012), supported by the Agence Nationale de la Recherche, the LAM
laboratory developed several algorithms in order to interpolate smoothly between continuous pitch and quantizedto-scale pitch.
A parameter ranging from 0% (continuous pitch) to 100%
(discrete pitch) allows to control the fretting steepness. Three
variations of this function exist: cat, dog and sigmoid. The
first two owe their name to the smooth (“meow”) or steep
(“woof”) transition between two pitches in the scale. The
third is a compromise between cat and dog versions (Figure 6).
These modules take a pitch value as input, as well as a
list of floating point values representing the scale.
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(a)

(b)

Figure 3: Schematic overview of (a) the pitch processing modules and (b) the associated Max patcher.

(a)

(b)

Figure 5: (a) Two ergonomic keyboards: the upper one features different key orientations while the lower one features a
curved keyboard (from Haury [19]). (b) The curved mapping of the pitch implemented in the LAM-lib.
The LAM.quantize.cat goes as follow:
• Let Pin the raw pitch value to be quantized
• Let S the list of pitch values representing the scale
• Let Z ∈ [0, 1] the fretting steepness.
• We search for P0 and P1 ∈ S, the closest scale values surrounding Pin .
• I ← (P1 − P0 )/2
• A ← P0 + IZ
• B ← P1 − IZ
• IF
Pin < A, Pout ← P0
ELSE IF Pin > B, Pout ← P1
1 −P0
ELSE
, Pout ← P0 + (Pin − P0 ) PB−A
b) Attack fretting
Being able to start in tune on a non fretted surface is another challenge. We can easily and quickly catch the right

pitch by ear-adjustment, but this is not always a satisfying
answer. The LIMSI [20] developed an adaptative system
allowing to get a perfectly quantized pitch at attack time
by dynamic anamorphosis of the pitch scale (see Figure 7.
The LAM developed a new version of this algorithm to
address non-chromatic scales, and stick to the closest degree in a possibly microtonal scale. Considering X0 the
input pitch at contact and P0 , Pa and Pb to be the closest
pitch, pitch directly below and directly above in the wanted
scale, the gamma coefficient of the curvature is given by
the formula:
γ=

ln(Po − Pa ) − ln(Pb − Pa )
ln(X0 − Pa ) − ln(Pb − Pa )

(1)

and the output pitch Y can be computed from the input
pitch X with the formula:

γ
X − Pa
Y =
(2)
Pb − Pa
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Figure 6: (a) A schematic view (detail) of a pitch transition between cat, dog and sigmoid algorithm, and (b) the associated
Max patcher.
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Figure 7: Mapping between pen position and pitch with relative coordinates. Left: linear mapping. Middle: mapping with
constraint on pitch position. Right: mapping without constraint on pitch position. From Perrotin & d’Alessandro [20].
4.4 Scale-relative modulation: mordent, trill,
gruppetto, turn, arpeggio, fall

4.5 Post-scale modulation

All these ornaments are usually played relatively to the current scale, potentially altered. A trill consists of a rapid alternation between two close degrees. A mordent is similar
but limited to a single alternation. Also, the alternation rate
can depend on the tempo.
It is hardly achieved with some acoustical instruments,
like with the natural voice, but possible with their digital
analogues. For instance, using DMI to modelize the voice,
D’Alessandro & Dutoit [18] combines the continuous control of the graphic tablet to perform portamenti and FSR 13
buttons added on the tablet to perform trills using guitarlike techniques.
The LAM implemented automatic audio rate trill, taking
a positive or negative degree, and the current scale, as arguments. The release of the trill is made by setting the
degree to zero, and the algorithm will automatically ensure
that the trill finished the last note properly.

4.5.1 Portamento

13

force-sensing resistor

The portamento is a short slide from one note to another.
This technique can be eased by the space-wise interpolation of the adaptative fretting we described earlier in section 4.3.2a) But this smooth transition can also be accomplished with a time-wise interpolation.
A time ramp could produce this effect, but a more interesting and lively way is to lowpass-filter the pitch change.
Then we will have 2 parameters to control the effect: the
filter frequency F and the resonance Q. However, for a better ergonomy, we can express the resonance in term of halftime release (T), with the formula: Q = 10−1/T .
This algorithm provides both smooth transition when set
with values such as F = 2 Hz and T = 500 ms, or vibration melting with vibrato with settings such as F = 7 Hz
and T = 5000 ms. With F set to high values, it also produces interesting and brassy transitory attacks.
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4.5.3 Vibrato

Figure 8: A Saraswati veena, with its scalopped fretboard.

Figure 9: A Gibson Les Paul equipped with a Bigsby
whammy bar.

4.5.2 Bend
The bend is an effect usually made on string instruments
like the guitar, achieved by pulling a string to shift temporarily the pitch a few semitone higher, but one can only
bend the note to a higher pitch typically a few semitone
higher- due to the instrument structure. The only possible
way to lower the string’s pitch is to “unbend” a pre-bent
string 14 .
A fretted guitar fingerboard can be scalloped by scooping
out the wood between each of the frets to create a shallow “U” shape. The result is a playing surface wherein
the guitarists’ fingers come into contact with the strings
only, and do not touch the fingerboard. This feature increases the ease and range of string bends by eliminating
friction between finger and fretboard. The scalloped fretboard, a feature also present on some Indian instruments
such as the veena (Figure 8, facilitates the rapid, microtonal variation that is important in Indian music. Without
scallops, the guitarist must play microtones by sliding the
string sideways on the fret.
For electric guitars, some mechanical systems, developed
since the 1930s, are used to produce pitch variations by
changing the tension of all strings simultaneously, typically at the bridge, using a controlling lever (referred to
as a whammy bar, vibrato arm/bar, or tremolo arm/bar, see
the Figure 9. The lever enables the player to quickly vary
the tension and sometimes the length of the strings, changing the pitch to create vibrato, portamento or pitch bend
effects. Some of these mechanisms allow downbends as
well as upbends.
On the other side, “pitch bend wheels” that have been
implemented on synthesizer keyboards can shift the note to
much greater extent and in either higher or lower direction.
One of the bend feature is that one should provide effort to
produce the shift, but little or no effort to release it and get
the pitch back to its original value. Our implementation of
the bend reflect this particular feature.

The vibrato is a pitch modulation around a central pitch. It
can be characterised in terms of two factors: the amount
of pitch variation (“extent of vibrato”) and its rate. For
soprano’s singing voice, the rate of the vibrato typically
ranges between 4 and 8 Hz and the extent ranges from 20
to 150 cents [21].
A simple automated implementation consists in modulating the pitch value in semitone with an LFO 15 . Given the
rate of the vibrato, this modulation should be sample at
least at 20 Hz. In Max the message rate is not sufficient for
a regular vibrato, so we implemented it at audio rate. Apart
from rate and depth, we added a “sharpness” parameter; it
is a saturation of the modulating sine wave, which makes
the vibrato more steep as the gain increases.
Though studies tend to prove that the perceived pitch is
the mean pitch of the frequency modulated sound [22] [23],
our implementation proposes a symmetry parameter (ranging -1 to 1) to place the modulation depth below, above or
centered on the modulated pitch.
4.6 Side effects of pitch modulation
The liveliness of the sound of acoustic instruments may be
partly due to the fact that pitch modulation is not affecting a single feature of sound but several of them. As an
example, [24] observed that features like spectral centroid,
loudness, or odd/even harmonics balance are also affected
by the vibrato gesture.
A consequence in the implementation design of our modular implementation is the output of raw modulating signal. Depending on the chosen sound synthesis algorithm,
it is then possible to use these signals to affect timbre and
dynamics.
5. PERSPECTIVES
Many musicians want to be able to play in tune when necessary while keeping the freedom to deviate from purely
quantized pitch for expressive reasons. Obviously, the research and methods we describe in this paper do not fully
cover the topic, and the implementation we propose are
over simplified compared to the complexity of instrumental acoustics.
Furthermore, we do not address at all the issue of polyphony control here, which we will like to address in a next
step, nor did we raise the internal evolution of pitch in
triggered sound event (such as in Road’s glisson synthesis [25]). However we hope this will contribute to give an
overview of how pitch can be played in a monodic fashion,
from instrument making to the practice of the instrument.
Digital instrument making is still a fairly new art, and
many new techniques are yet to be discovered. As Max
Mathews was stating some 50 years ago: “There are no
theoretical limits to the performance of the computer as a
source of musical sounds.” One can bet there is no theoretical limit to the number of ways computer sound can be
played.

14 One could also detune the string with the machine heads, though it
may be difficult to be virtuoso with the latter technique.
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ABSTRACT
A method has been developed for estimating the parameters of virtual musical instrument synthesizers to obtain
isolated instrument sounds without distortion and noise.
First, a number of instrument sounds are generated from
randomly generated parameters of a synthesizer. Lowlevel acoustic features and their delta features are extracted
for each time frame and accumulated into statistics. Multiple linear regression is used to model the relationship between the acoustic features and instrument parameters. Experimental evaluations showed that the proposed method
estimated parameters with a best case error of 0.004 and
signal-to-distortion ratio of 17.35 dB, and reduced noise to
smaller distortions in several cases.
1. INTRODUCTION
The demand for active music appreciation [1], which is
symbolized by consumer generated media (CGM) and user
generated content (UGC), has been increasing. A limited number of people have actively appreciated computer
generated music for the past 30-40 years due to its requirements for specific technical knowledge, experience,
and equipment. For example, musical composition and
arrangement may require knowledge of musical structure
and chord progression. A person must have adequate training to enjoy playing an instrument. Typically, only musical experts can actively appreciate music. One of the
main CGM activities is imitation and improvement of past
work. Sound source separation [2–6] is an important basic
technique for CGM. These sound source separation methods separate audio mixtures into sources at a good level
of accuracy under limited conditions. However, separated
sources are generally distorted and contain noise. These
effects degrade the quality of CGM products.
We have developed an alternative way to obtain isolated
instrument sounds without distortion from the input sound
mixtures by using virtual instrument sound synthesizers.
Various virtual instrument sound synthesizers, such as musical instrument digital interface (MIDI) synthesizers and
virtual studio technology (VST) instruments, have been
developed and used to compose musical pieces. A wide variety of musical instruments have been implemented, e.g.,
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Figure 1. Overview of proposed method.

acoustic instruments such as pianofortes, guitars, and violins, and electric and electronic instruments such as analog synthesizers and theremins. If we could collect every
virtual instrument sound synthesizer in the world, some
would produce sounds sufficiently similar to the original
sound sources without any distortion or noise in principle.
An overview of the proposed method is shown in Fig. 1.
Related work includes analysis and synthesis methods
that use physical modeling of musical instruments, e.g.,
plucked strings [7, 8] and bowed strings [9]. These methods explicitly model physical phenomena such as string
vibration and estimate the physical parameters from input sounds without noise and distortion. Similarly, VocaListener [10, 11] estimates the parameters of Vocaloid, a
singing voice synthesizer. Using the relationship between
several parameters and the pitch and volume, VocaListener
iteratively estimates the optimal parameters for the input
singing voice without noise or distortion.
Our method has two unique features.
1. It can deal with arbitrary virtual instrument synthesizers. That is, the relationships between the instrument parameters and the audio signals are unknown.
2. It can estimate the parameters of an instrument’s
sound without distortion or noise even if the input
sounds have distortion due to source separation.
The proposed method has two basic steps.
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1. Acoustic feature extraction. The low-level acoustic features are extracted from each time frame, the
delta features and gradients of the approximated
lines are calculated, and the statistics, including the
mean and variation, are calculated for each dimension.
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2. Model training. The coefficients of the multiple linear regression model between the acoustic features
and instrument parameters are iteratively estimated
under the assumption that the parameters are in the
acoustic feature space.
2. ACOUSTIC FEATURES
The extraction of the acoustic features comprises four
steps.
1. Framewise feature extraction: calculates low-level
features for each time frame from the instrument
sounds.
2. Time differentiation: differentiates low-level features and obtains delta features.
3. Accumulation: accumulates the features across
frames and obtains the fixed-dimension features for
each instrument sound.
4. Compression: reduces the feature’s dimensions by
using principal component analysis (PCA).
2.1 Extraction of Low-level Features
Acoustic features that represent the timbre of instrument
sounds were designed on the basis of previous studies
on instrument identification and musical mood detection
[12,13]. Input instrument sound signals are segmented into
overlapping short-time frames. Features are extracted from
the segmented signals, and magnitude spectra are calculated using a short-time Fourier transform. A number of
low-level features are extracted.

Mel-frequency cepstrum coefficients (MFCCs) Overall
timbre of the sounds. We use 12-dimensional
MFCCs.
Harmonic amplitudes Timbre of the harmonic components. We use the first to tenth harmonic components. This feature is extracted using PreFEst [14].
The dimension of the low-level feature vectors is 32.
The low-level feature vectors can represent the instantaneous characteristics of the instrument sounds but not
their time variation. We use three kinds of time derivatives of the features to represent the time variation: the
delta of adjacent frames, the gradient of the line approximated during the last 50 ms, and the gradient of the line
during the last 100 ms. Additionally, three second derivatives are calculated in the same way. As a result, we obtain
32 × (1 + 3 + 3) = 224 dimensional framewise feature
vectors.
2.2 Accumulation and Compression
The set of framewise feature vectors extracted from each
instrument sound contains an inconsistent dimension because the sound durations are inconsistent. The dimensions of the feature vectors must be equal to train the regression model. Thus, we accumulate the feature vectors
across the time frames into various statistics to make the
dimensions uniform.
Twenty-five statistical values are calculated for each dimension of the feature vectors:
1. Summation, mean, variance, skewness, and kurtosis.
These statistics represent the characteristics of the
distribution of the feature vectors.

Root-mean-square (RMS) Overall energy of the signal.

2. Minimum, maximum, median, 10th and 90th
percentiles, and their positions (time). These statistics represent another characteristic of the distribution of the feature vectors and their temporal structure.

Low energy Degree of energy concentration in the lowfrequency band.
Zero-crossing rate Intensity ratio between harmonic and
percussive components.

3. Bottom 10 coefficients of discrete cosine transform.
These statistics represent the temporal changes of
the feature vectors.

Spectral centroid Centroid of the short-time Fourier
transform spectrum.
Spectral width Amplitude weighted average of the differences between the spectral components and the centroid.
Spectral rolloff 95th percentile of the spectral distribution.
Spectral flux 2-norm distance of the frame-to-frame
spectral amplitude difference.
Spectral peak The largest amplitude values in the spectrum.
Spectral valley The smallest amplitude values in the
spectrum.
Spectral contrast The difference between the peak and
valley.

The characteristics of the instrument sounds vary in the
temporal region, e.g., attack, decay, sustain, and release.
We thus calculate the statistics in three temporal regions:
the entire interval, during excitation (i.e., MIDI note-on to
note-off), and during reverberation (MIDI note-off to silence). In addition, we segment each temporal region into
subregions: beginning to end, begining to {20, 40, 60, and
80} percent points, {20, 40, 60, and 80} percent points to
end, {200, 400, 600, 800, and 1000} ms from the beginning, and {200, 400, 600, 800, and 1000} ms until end (see
Fig. 2).
We thereby obtain 224 × 3 × 19 × 25 = 319, 200 dimensional feature vectors for each instrument sound. Although the regression model can be trained even as it is, we
apply PCA to reduce the dimension of the feature vectors
and computational costs for estimating regression model
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matrix of regression coefficients A and intercept vector b
are used to define the relationship
y = Ax + b.

Figure 2. 19 temporal subregions.

parameters. The dimension of the compressed feature vectors depended on the number of parameters of the virtual
instrument, which is roughly between 100 and 1000.

The parameters should be orthogonal in the acoustic feature space for precise parameter control. This orthogonality is achieved by minimizing the sum of the dot products
between each pair of the row vectors of A.
Optimal coefficient matrix and vector are obtained by
minimizing the objective
n
∑
i=1

3. REGRESSION MODEL
3.1 Parameters of Virtual Instrument
Virtual musical instruments, such as MIDI synthesizers
and VST instruments, have various parameters that are
both dependent and independent of the instruments. Each
parameter is treated as a scalar value within a given range,
such as 0–127 (MIDI) and 0–1 (VST). We assume that the
ranges of all the instrument parameters are normalized to
0–1 in this paper.
The parameters are divided into two types:
1. Continuous parameters. These parameters continuously affect the generated instrument sounds, e.g.,
the volume and reverberation.
2. Selective parameters. These parameters have a discrete effect on the sounds, such as the kind of wave
oscillation (sinusoidal, triangle, sawtooth, square,
etc.). The range of a parameter is segmented into
sub-ranges to enable a discrete value to be specified
from the set.
We assume that the instrument parameters have a linear
relationship with the acoustic features, but the selective parameters cannot be treated in a linear model. Therefore, we
convert the selective parameters to extended ones that are
suitable for a linear regression model.
Original parameters to extended ones Increase the dimensions of the parameters to the number of parameter options. Each option can then be described as a
1-of-K representation.
Extended parameters to original ones The original parameter corresponds to the maximum value of the
extended parameters. For example, (1, 0, 0, 0)
is converted to sinusoidal wave oscillation, and
(0.3, 0.5, 0.8, 0.2) is converted to sawtooth wave oscillation.
3.2 Model Training
A multiple linear regression model is used to represent the
relationship between the extended instrument parameters
and the acoustic features. Let x1 , . . . , xn be the acoustic
features, and let y1 , . . . , yn be the extended parameters. A

(1)

∥yn − Axn − b∥2 + λ

∑

ai · aj ,

(2)

i̸=j

where ∥x∥2 and x · y represent the Frobenius norm and
dot product, respectively, λ is a constant that represents
the effect of the orthogonality, and ai is the i-th row vector
of A.
By minimizing the objective function for each row vector,
we obtain the update equations
∑
∑
∑
akm′ n xnm xnm′
′
n ynk xnm −
∑
∑ 2 m ̸=m
and
akm =
′
k′ ̸=k ak m
n xnm + λ
(3)
∑
∑
∑
′
′
x
x
b
x
−
n nm nm
m′ ̸=m m
n nm
∑ 2
bm =
.
(4)
x
n nm
The optimal coefficients are calculated by iteratively applying the update equations.
4. EXPERIMENTAL EVALUATION
We conducted two experiments to evaluate the proposed
method. In the first experiment, the effect of the number
of parameters on the accuracy of parameter estimation was
examined. The number of parameters to be estimated was
chosen between one and ten. The unselected parameters
remained at their default values. If an instrument has less
than 10 parameters and the number of parameters to be
estimated exceeds it, the estimation procedure is omitted.
In the second experiment, the robustness of the proposed
method against noise was evaluated. We added white noise
to the sounds. The signal-to-noise ratio (SNR) was chosen
between −20 and 20 dB with 10 dB increments. The number of parameters to be estimated was fixed to one. The
size of training data was chosen from 1000, 2000, . . . , and
10000 for each experiment. The fundamental frequency
and duration of the sounds were fixed to 440 Hz and 0.8 s.
The experimental procedures are as follows. First, the set
of the parameters to be estimated was randomly extracted
for each instrument. Instrument sounds were synthesized
from randomly generated parameters and divided into ten
subsets for ten-fold cross-validation. The regression models were trained using the subsets. The parameters were
estimated for each sound of the remaining subset, and the
sounds were re-synthesized from the estimated parameters.
Finally the estimation error of the parameters and signalto-distortion ratio (SDR) [15] between the original and resynthesized sounds was calculated.
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Table 2. Classification of parameters.
Description
Volume
Envelope (attack, decay, sustain, and release)
F0 (vibrato and modulation)
Filter and equalizer (e.g., cutoff freq.)
Reverberation and delay
Effects (e.g., chorus and distortion)
Low frequency oscillator
Others (e.g., type of oscillators)

# of param.
20
47
31
26
23
34
32
69

The estimation error of the parameters is defined as:
ec + es
,
number of parameters
∑
ec =
|pest,i − pref,i |, and
e=

i

{
∑ 0
es =
1
i

if estimated parameter was correct
,
otherwise

Next, we discuss objective criteria of the parameter estimation error. The value range of the MIDI synthesizer
parameters is generally 0 to 127 7-bit digits. By assuming
that VSTi synthesizers operate in this way, any errors in the
estimated parameters of less than 0.008, i.e., 1/128, can be
treated as zero. For example, the SDR in the best case was
0.030, i.e., 3.8/128, which can be regarded as sufficiently
accurate for practical purposes.
5. CONCLUSION
This paper describes a method for estimating the parameters of a virtual musical instrument synthesizer. Multiple linear regression is used to model the relationship between the acoustic features and instrument parameters. In
the experimental evaluation, our method estimated accurate parameters under several conditions. Our future work
includes further evaluation using other virtual instruments
and other kinds of noise and distortions and achievement
of noise robustness.
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Table 1. Virtual instruments used for evaluation.
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# of param. URL
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http://vstantenna.info/
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Electric guitar
Chiptune

4
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8
16
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Electric piano
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5
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Figure 3. Result of the first experiment. Left and right figures show parameter estimation error and SDR, respectively.
Each line indicates the number of parameters to be estimated.

Figure 4. Result of the second experiment. Left and right figures show parameter estimation error and SDR, respectively,
Each line indicates the signal-to-noise ratio.
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ABSTRACT
In the present paper we employ sonification and simple
electroacoustic composition techniques to represent simulated controlled quantum dynamics. We suggest an intuitive sonification process in order to represent acoustically
and musically an important quantum phenomenon that is
used in quantum computation. A interesting problem in
this field has been to understand why states floats back
and forth between a number of configurations, seemingly
unguided, and yet almost miraculously reach target eventually. Through Parameter-Mapping-Sonification we explore the dynamics of this microscopic peculiar system. In
our current research, our sonification choices have both a
functional and an aesthetic goal.

that this is caused by competing frequency scales which
eventually interfere in harmony. Transferring methods from
sonification and music theory therefore could lead to novel
techniques- this is substantiated by preliminary results. The
current project is an ongoing research. The final original
sonifications presented in the paper are approached as conveyors of information and as artifacts with aesthetic value.
The paper is organised into four sections. Section two
offers some background work related to the field of sonification. In section three we focus more on the quantum
mechanical background of our research. Our sonification
design and explorations are presented on section four and
a presentation of the technical aspects of the project are
briefly described in section five. Finally section six offers
a discussion and an informal evaluation of our approach.

1. INTRODUCTION

2. CONTEXT AND PREVIOUS WORK

Music and Quantum Dynamics share a wave-like nature.
Many analogies and surprising connections between the
two fields exists, which can be illustrated and explored
through sonification techniques [1]. In the presented project,
compositional and sonification techniques have been employed to represent simulated controlled quantum dynamics [2].
Sonification, even if it is a quite young field of research,
has been used extensively in the last 25 years by scientists
and artists. Many definitions and interpretations have been
given to it, probably the most rigorous being presented in
[3]. Lately a lot of attention has been paid to it because
of the application of sonification techniques to the newly
discovered Higgs Boson by the pan-European GÉANT research network who turned these findings into music [4].
As we will see in the he following section, very little research has been done in the area of sonification of quantum
mechanical systems. Particularly the sonification of numerical simulations of controlled quantum dynamics are
explored for the first time according to the authors knowledge. A long-standing problem in quantum mechanics has
been to understand why states float back and forth between
a number of configurations, seemingly unguided, and yet
almost miraculously reach target eventually. Our thesis is

Data sonification is a relatively recent promising emerging research field that examines how the human auditory
system can be used to better understand changes and structures coming from any data streams [1]. In the field of
physics it has been used since the geiger counter, a detector for nuclear radiation, in the early 20th century. Several
works related to the sonification of quantum-mechanical
phenomena already exist. Some of them clearly lay on the
boarder of scientific research and artistic exploration.
On the purely scientific frontier, sonification has been
used in quantum mechanics in order to display scientific
results. Numerical data from the simulation of the XYspin model have been sonified using phase modulation [5].
An investigation on the sonification of quantum spectra
has been explored in [6]. In this work, sonification has
been used as tool for the classification and the exploration
of baryon properties by mapping the mass spectra to frequency spectra or to a scalable pitch range. The quantum
harmonic oscillator has been studied by Saranti, Eckel and
Piro [7]. Eigenenergies of the system were projected on
the frequency plane as frequencies of sinusoids, and simple
audification procedures have been employed for the timedepended perturbation. A metaphor procedure has been
suggested in [8], which approached sonification from an
inclusive design perspective.
From a purely musical point of view Bain has created a
simple algorithmic composition process and a composition
based on the Schrödinger equation [9]. A similar physical
system has been explored by Fischman [10] for the generation of musical material which are associated both on
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the structure and the sonic realization of the composition
by asynchronous granular synthesis techniques. Sturm has
developed a technique of a sound-based composition using quantum mechanics by employing both scientific and
compositional concerns [11]. Another research project and
musical composition has been created by Delatour [12], by
concentrating on the molecular vibrational spectra data.

the interaction

It is also interesting to mention at this point the essay
of Lynden Stone related to the representation of the phenomenon of quantum superposition represented by contemporary visual artists [13]. Voss-Andreae, both trained
as a physicist and artist like the first author of the current
paper, has also created a body of sculptural work related to
quantum concepts [14]. In our research and artist endeavor
it is important to understand how visual artists represent
and engage with quantum mechanical ideas since we are
simultaneously working on a music composition and an
audiovisual installation.

We try to control the movement of the electron by changing
the energy it experiences when it sits at the first site,
0
1
1
B
C
0
B
C
B
C
.
..
(3)
H1 = B
C.
B
C
@
A
0

3. CONTROLLED QUANTUM DYNAMICS
In this section we describe the basic quantum mechanical background to the project. A more detailed presentation can be found in the introductory textbook [2]. Over
the last few decades it was discovered that the seemingly
incomprehensible and weird dynamics of nanoscopic objects - quanta - can actually be used to perform computations. This in itself should not surprise, as any sufficiently
rich dynamics can be used for computation (even a pool
table [15]). The amazing result however was that for certain tasks, computation with quanta could be exponentially
faster than any classical machine. As a consequence, quantum computers can find solutions to problems which are
practically unsolvable on our current machines.
There is a large interest in building these novel type of
computers. Roughly speaking, the implementation of a
quantum algorithm U (T ) in a d dimensional quantum system corresponds to finding a time-dependent function f (t)
on the time interval [0, T ] such that the solution to the first
order differential equation
i

d
U (t) = (H0 + f (t)H1 )U (t)
dt

(1)

is given by U (T ). Here, U (t), H0 and H1 are d ⇥ d matrices with complex entries, and the initial condition of the
differential equation is the identity matrix U (0) = 1. The
function f (t) corresponds to a control pulse which is applied to the system; H0 describes the dynamics of the system in the absence of such control; and H1 describes how
our control interplays with the dynamics.
It might be helpful to provide a specific example of a
system which would be describable by the above equation (also known as Schrödinger’s equation). Consider an
electron which can take d different positions on a onedimensional lattice, and hop from one site to the other with

0

B 1
B
B
H0 = B
B
B
@

1
1
1
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..

.

.
1

1

C
C
C
C.
C
C
1 A

(2)

Although this looks like a very limited type of control, as
it is only experienced when the electron is on the first site,
it turns out that using combinations of H1 with the natural evolution H0 , any quantum algorithm may be executed
in the system[16]. The algorithm U (t) can be interpreted
2
in the following way: |Unm (t)| corresponds to the probability of finding the electron at site n at time t, provided
it started at site m initially. This probability quickly delocalizes, meaning that the electron appears to be at several
positions simultaneously (we will use this aspect later in
the sonification).
The most puzzling aspect of controlled quantum dynamics is the way the system moves from the initial configuration to the final one in a very peculiar way. For instance,
it seems to first go very close to the goal, but then move
far away again, only to return later even more closely. This
is a bit like the dynamics of a wave, and it hints to the
aforementioned links between music and quantum theory.
It has been a long-standing goal in control theory to develop a better understanding of this wave dynamics [17],
and here we aim to do so with the tools of sonification.
4. SONIFICATION
Our sonification choices have both a functional and an aesthetic goal. The research (and the reached outcomes so
far) forms the basis of musical compositions and scientific
systematic investigation. Therefore according to the broad
categorization suggested in [1], it covers both data exploration and the art-entertainment categories. What is more,
it is interesting to mention that our sonification decisions
have been influenced equally by artistic choices and by
scientific dictation by both authors when that was possible.
However, we should not forget what Sturm warned “Just as
in physical modeling synthesis, physics is at the service of
the composer creating innumerable possibilities. However,
here the composer has become restricted by the mathematics and methods of physics, and the scientist a slave to the
aesthetics and methods of music. Thus in order to employ
these techniques in a musically effective way one needs
both scholarships. ” [18].
The data we use in the present research are the elements
of some selected columns of the matrix U (t). An example
of a goal unitary matrix Ug is
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(4)

The size of the matrix in most of the cases is 15 ⇥ 15 or
30 ⇥ 30, corresponding to sizes which are currently experimentally relevant . This process of sonification and artistic creation relies on the iterative process of listening, assessing, and refining the system architecture and on more
formal approaches coming from quantum mechanics and
music theory. Below we present some of our mapping decisions 1 . The critical analysis of the results will be presented on the last section of the paper.

Each possible electron site is mapped to a scalable pitch
range drawn from a music scale. The scale selection consists a design choice with an element of artistic freedom.
In the present examples we have choosen a chromatic, a
major and a harmonic minor scale . The magnitude of a
single column of the matrix U (t) is mapped to amplitude.
Therefore the whole column appears as a chord. During the
simulation different chords are heard in succession. The
mapping can be expressed mathematically:
2

! amplitude
!
pitch

(5)

The result of this sonification is sequence of tunable chords.
The selected scale defines at great extent the harmonic vocabulary of the result. Clearly the chromatic scale gives
more an atonal character to the result with references to
chromaticism [19]. On the other side the unmodulated
tonal centre and the repetition has references to minimal
music. The pulse is static in both cases.
When we employ the same process on two different rows
and we pan them accordingly in a stereo layout, we perceive an interesting spatial movement. By using a multichannel sound reproduction system the movement becomes
more dramatic.
4.2 Mapping column index to pitch / phase to time
delay
This sonification expands the previous one by using phase
information. The most intuitive mapping was when the
phase of a single row of each element of the matrix U (t)
is mapped to a time delay. The mapping can be expressed
mathematically:
2

|Unm (t)|
n
\Unm (t)

! amplitude
!
pitch
!
delay

4.3 Mapping column index and magnitude to additive
synthesis parameters
An additive synthesizer has been designed in order to map
the magnitude of a single row of each element of the matrix
U (t) is mapped to the amplitude of the partials. This mapping dissolves the strong rhythmical domination of the previous sonifications and suggests continuity. The resulted
texture undulates according to the possible position of the
electron. It can be expressed mathematically:
|Unm (t)|
n

4.1 Mapping column index to pitch / magnitude to
amplitude

|Unm (t)|
n

The result of this sonification is sequence of tunable irregular arpeggios. This effect is directly related to the the
phase relationships of the possible states of the particle.
The rhythmic repetition breaks and interesting phasing patterns appear slowly.

(6)

1 The sound files of the presented examples can be found at at
https://www.dropbox.com/sh/wtpazymrd74pf4q/IN6PAWjWTT

2

!
!

amplitude
partial

(7)

This type of mapping evokes an alternative listening experience which is more subtle. Emphasis is putted on the
smooth spectral development and the result is closer stylistically to ambient music.
5. TECHNICAL IMPLEMENTATION
As stated already earlier in the paper, the project has various objectives emerging from the scientific and the artistic
components of the research. We have employed two programming environments in order to work and develop our
numerical simulations and our sonification algorithms. We
have also used a digital audio workstation in order to prototype faster some aspects of our project and for the postproduction.
The main research aim concerning quantum simulations
is the engineering of control functions for quantum dynamics. We employ the open source software package Dynamo, which implements a BFGS global optimization routine [20]. This method is modified by a set of algorithms
developed by D. Burgarth which allow a dynamical creation of visualization data and focus on the complexity of
the dynamics. A script written in Matlab language calculates the dynamics of the system a generates a plain text
file with the simulated data. Every line of the file is numbered and consists of the elements (complex numbers) of
the matrix U (t) at the instant t.
The data were imported and reformatted in Max graphical
programming environment where the actual sonification
took place. Parameter Mapping Sonification Technique is
used to associate the quantum information into auditory
and musical parameters. The MIDI (Musical Instruments
Digital Interface) protocol has been used in order to control
and communicate with the digital audio workstation. In
the basic setup, quantum variables and the control function
are translated into MIDI control messages and MIDI note
events. Those message are processed, smoothed, scaled
and mapped to nonlinear transfer functions before transmitted to software sound synthesis engines our to external
digital audio workstations. In the last case, the processed
MIDI information is eventually mapped into parameters of
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digital audio effects and commercial software synthesizers
and samplers.
The quantum data are mapped according to a simple transfer function into frequency/sound level and more precisely
into MIDI (Musical Instruments Digital Interface) data that
are controlling instruments (in the preliminary example, a
piano software synthesizer).
6. RESULTS AND CONCLUSIONS
Even though the project is in a work-in-progress stage,
we have achieved already some interesting and very encouraging results. From a physics perspective, we could
clearly listen and perceive several interesting and relevant
effects through the sonification. Probably the main advantage compared to visualisation is that we can tap into
several rows of the time evolution simultaneously, which
would be hard visually. A summary of the most interesting
result is:

For future work, we would like to simultaneously persuade research on the sonification the control function. We
have already started experimenting with several mapping
scenarios such is influencing the time evolution of the events
or controlling a digital audio effect applied to the final audio outcome. Those investigations has not been proved
useful yet put they revealed very interesting questions for
the future. The authors have also already started working
on an audiovisual art installation with many displays and a
multichannel diffusion system. The visualisation strategy
remains open but some preliminary results demonstrated
the strength of having sonification and visualisation procedures simultaneously.
Acknowledgments
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ABSTRACT
The use of Wave Terrain Synthesis as a control mechanism is a governing system that allows the performer to
create a complex and coordinated change across an existing complex parametric system. This research has focused largely on the application of Wave Terrain Synthesis for the control of Timbral Spatialisation. Various
mappings of the Wave Terrain mechanism are discussed,
to highlight some various ways in which frequency-space
morphology may be approached with such a model. With
the means of smoothly interpolating between various
terrain and trajectory states allow the performer to control
the evolving nature of sound shapes and spatial texture
generated by the model.

1. CONTEXTUALISATION
Robert Normandeau describes a technique of ‘spectral
diffusion’ and ‘timbre spatialisation’ he explored whilst
composing a series of acousmatic compositions: StrinGDberg (2001-3), Éden (2003), Palindrome (2006–09),
and Kuppel (2006–09) [1]. Normandeau describes the
process of separating sounds into different regions of
spectra using four bandpass filters, and assigning them
respectively to a series of speakers across a listening
space. It was across this period whilst working on these
compositions that Normandeau experimented with different approaches toward timbre spatialisation, altering the
centre frequency and width of each filter in StringDBerg
and Éden. In Palindrome Normandeau focused on controlling the extent of timbre spatialisation by mixing between the original unprocessed source and a spectrally
diffused version.
Stefani and Lauke refer not only to the idea of timbre, but
the notion of spatial decomposition and re-composition.
Spectral Analysis and Resynthesis techniques have traditionally allowed for this kind of deconstruction/reconstruction process, and relate synonymously
with the notion of spectromorphology. We can most certainly suggest that the central processes of ‘spectral diffusion’ and ‘timbre spatialisation’ are the conceptual notions of spectromorphology and spatiomorphology [2].
Both notions raise questions with regard to the potential
scope of spatial gesture and movement possible by ‘spectral diffusion’ and the role and relative importance of
timbre in clarifying the purpose of such a technique in
relation to other approaches of spectral spatialisation.
Timbre spatialisation suggests that timbre’s made of different frequencies are spread ‘across’ space, through a

process of fragmentation that Normandeau describes. If
the movement of spectra evolves in the time domain, the
spreading of frequencies create a morphology of sound
shapes, and this is evocative of the writing of Iannis Xenakis in his considerations of form, structure, and space,
when he writes about the song of cicadas in a summer
field, political crowds of dozens or hundreds of thousands
of people, and the geometric transformation of shapes [3].
Twenty years earlier, we find a slightly different approach to the distribution of timbre across the listener
space. Since 1993, Cort Lippe has written extensively on
real-time strategies for controlling timbre in the frequency domain [4]. In 1994 Lippe and Zack Settel began spatialising spectra in two channels using the IRCAM Signal
Processing Workstation (ISPW) [5], and in 1999 demonstrated how low-dimensional audio-rate signals could be
used as Spectral Processing Functions (SPF’s) for generating evolving spectral diffusion [6]. In 2002 Topper,
Burtner, and Serafin in a research paper describe a process of Spatio-Operational Spectral (SOS) Synthesis
controlling localization independently for frequency
bands across 8 speaker channels [7]. In 2004 Cort Lippe
and Ryan Torchia extended the spectral diffuser software
for a quadrophonic speaker arrangement, and allowing
for the circular distribution of spectra based on azimuth
and distance cues [8]. Christopher Keyes and Daniel Barriero have also published research concerning some 8channel spectral diffusers [9, 10], and David Kim-Boyle
proposed a simpler governing control methodology for
spectral spatialisation using the Boids algorithm and integrating the model with vector-based amplitude panning
(VBAP) [11, 12]. Whilst all of these research papers present control strategies to govern hundred’s, or potentially
thousand’s of real-time parameters, conclusions from this
research generally indicate a need for alternative and
more effective solutions for governing the spatial distribution of spectra. This research focuses on another governing control system for spectral spatialisation, the use
of Wave Terrain Synthesis as a control mechanism, but
not only with the intent on controlling the nature of the
way different frequency bands are localized, but how
timbre is distributed and governed across respective
speaker channels.

2. WAVE TERRAIN SYNTHESIS
Table lookup procedures for sound synthesis developed
not long after the birth of the microcomputer in the mid1970’s, and it was in 1978 that Rich Gold first coined the
term Wave Terrain Synthesis. There have been many ad-
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vantages to the table lookup procedure - it is considered
to be computationally efficient as processing requirements are consistently low, and the procedure allows for
storing and reloading tables of data. These data sets might
consist of either arithmetically generated values, statistical information, and measurement data, provided the data
range is adequately sufficient. For example we may use
“samples” of real world data, be it audio, video, or any
other collection. Extending the dimensionality of the table lookup procedure allows for describing the complex
non-linear behavior of electronic components and other
complex phenomenology such as the localized perception
of sound in a binaural setting using HRTF’s.
The idea of traversing data sets is well established in the
realms of sound synthesis and computer music. Wavetable lookup traditionally refers to the repeated scanning of
a list of numbers which describe a single cycle of an audio waveform in memory; this was originally used for the
generation of digital oscillators. Increases in memory
capacity since allowed for the use of larger wavetables
which has consequently seen flourish in other techniques
in sound synthesis including audio sampling, Waveshaping Synthesis (Le Brun, 1979), audio analysis via FFT or
wavelet methodologies and the subsequent resynthesis of
this data, and Convolution Reverb. The extending of these
wavetables by two or more dimensions has also seen other develops in sound synthesis including Wave Terrain
Synthesis (Gold, 1979), Graphical Synthesis, HeadRelated Transfer Functions (HRTF’s) for the binaural
treatment of existing sounds, and Multi-Impulse Response
techniques. In 1995 the author suggests that Wave Terrain Synthesis may be a possible method of controlling
sound spatialisation.

3. MAPPING STRATEGIES
Timbral Spatialisation is a technique that requires the
control of potentially thousands of separate frequency
bins, and for larger speaker arrays the number of relevant
parameters increases. Such a system benefits from a control system that operates at audio-rate, is timesynchronised, and allows the control of multiple parameter sets that interact across a multi-channel speaker array.
This sense of interaction between speaker channels is
important if the results are to generate a morphology of
“sound shapes” – for example a scene rotation would
require the parameters of one speaker to be transferable
from speaker to speaker, and henceforth. More complex
sound shapes involve some considerably more non-linear
transitions. The rationale of a Wave Terrain Synthesis
control mechanism is such that a trajectory traversing a
terrain may be time-division multiplexed or phase shifted
in order to extract several interrelated contour maps from
the one terrain surface, and these then might be used for
controlling the state of a parameter that is connected
across the entire system.

coherence, and immersiveness, whilst leaving it feasible
for the performers to inject a certain amount of the unpredictable.
Several mapping strategies were tested. The first strategy
commonly uses a circular trajectory curve, shown in Figure 1, where the angle of the read pointer traversing the
circle corresponds with azimuth cues, the distance from
the origin or the center of the circle corresponds with
distance cues, and the value of the terrain curve, or the
height z, corresponds with the associated frequency bin.
Whilst the height parameter z, may be represented visually in various ways, we can say that low values directly
correlate with low frequency bins and similarly high values with high frequency bins. As the lookup procedure is
performed at audio-rate, allocation of azimuth to various
frequency bins is feasible, however there is the potential
for the same frequency bin to exist in multiple locations.
Some outcomes consequently require a “folding” down
of data, such as a flat terrain curve shown in Figure 2
where the lookup process would generate many duplicates of the same frequency at various points of azimuth
implying that we have one single frequency band diffused
in many hundreds of positions. Apart from the unfeasibility of this with a single FFT for each respective speaker
output, the perceived effect should be that one frequency
is diffused across all output speaker channels available.
Folding down this data to the appropriate speaker configuration used is necessary. There can also be azimuth and
distance conflicts for frequency bins when trajectories
cross over within a single FFT frame such as the Archimedes Spiral shown in Figure 3. However, this may also
be resolved by unwrapping the angles of azimuth generated.
This mapping approach requires that the relevant spatialisation for specific frequency bins be decoded. Values are
multiplexed in terms of their corresponding azimuth in
the sound field, and then these lookup tables generated
are interpolated to find a generalized SPF for each respective speaker channel.
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Evaluation of each system depended largely on the performers ability to control the predictable outcome of timbre, sound shapes, spatial gesture, and various psychoacoustic concerns: source location, source width, spatial
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Figure 1. A trigonometric terrain curve traversed by a circular
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Figure 2. A flat terrain curve traversed by a circular trajectory
curve

Some of the advantages of this second approach are that
it is the most computationally efficient, generally has the
“smoothest” response in terms of the SPF’s generated,
and is the most responsive in terms of audio-rate morphology. The system is also generally intuitive to control.
For linear terrains and trajectories, such as in Figure 4 the
user is able to generate a series of bandpass filters as seen
in Figure 5, that sum perceptively to create a linear response curve across the frequency range.
Whilst this method is effective in creating evolving
timbral shapes, the perceived change does not always
correlate exactly with the wave terrain pictured in the
interface window. This is particularly the case at the
extremity of the spectrum where the highest frequency
bands cross over to adjacent low frequency bands of the
following FFT frame as can be seen in Figure 5.
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Figure 4. A linear terrain curve traversed by a linear trajectory and the resulting temporal curve
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Figure 3. A trigonometric terrain curve traversed by the Archimedes Spiral

The second model uses the contour z generated by Wave
Terrain Synthesis as the SPF. This SPF is phase shifted
several times and subsequently windowed for different
speaker outputs. As opposed to the first mapping strategy,
this approach has some different benefits, for example
when the terrain is flat, such as in Figure 2, the SPF is
also flat, hence all frequencies are passed at equal amplitude through all speakers. When the terrain is tilted, and
curvature is applied as found in Figure 1, there is a perceived effect of high frequency moving to one side, and
low frequency to the other. Whilst the exact relationship
between the terrain function and what is heard correlates
superficially, they are in fact abstracted from one another
in the sense that the “direction” of the trajectory as it
passes across the terrain function determines the order of
subsequent frequency bins, and hence any phase shift
applied is also subject to this clockwise or anti-clockwise
movement. The relationship between the terrain and the
resulting spatialisation is further abstracted for trajectory
functions that are more chaotic and stochastic in nature,
however the audio-rate topographical movement contributes in a significant way in influencing the evolution of
sound shapes generated across the soundfield.
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Figure 6. According to equal power panning and the phantom
image, separated frequency bands in Figure 5 perceptively
1
sum creating a linear response curve

For more nonlinear terrain and trajectory pairs the
resulting frequency response can also be considerably
more nonlinear. Figure 7 shows a complex series of
SPF’s generated, and the resulting combined frequency
response. In this way the nonlinearity and morphology of
Wave Terrain Synthesis can be useful for generating a
range of timbres and sound shapes.

still exist in regards to how they are semantically defined,
and secondly how they may be navigated in one connected parameter space. In other words, is it possible to navigate trajectories in such a way that they all exist along
one multi-dimensional continuum? The author suggests
they may be defined by two primary factors: firstly their
level of periodicity, and secondly by what topologists
refer to as their homotopy equivalence and homotopy
class. Navigating this as a continuum means that the way
different frequency bins are redistributed can be subtlety
or drastically altered morphologically in one connected
spatial gesture.
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Besides interpolating between 2 points on a line, 4 points
on a 2D plane, and 8 points in a 3D volume, this research
was looking for a more compact way of navigating many
trajectory curves across a 2D plane. One alternative for
interpolating parameters using a 2D interface is the nodes
object in MaxMSP. This object manages intensity levels
for a number of different nodes that vary according to
where a point lands in relation to a bounding circle
around each spatial node as seen in Figure 8. Unfortunately this means that for nodes that intersect, we have
several signals summed at varying weights, meaning that
we cannot maintain equal intensity interpolation across
this multichannel and arbitrarily designated array.
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Figure 7. A nonlinear series of SPF’s and their sum showing
the perceived loudness of separate frequency bands

The third mapping strategy was aimed at bridging
between the first and second methodologies. Like the first
strategy, this method accounts for differences in color as
representative of different frequency bins. By timedivision multiplexing of the trajectory into N pieces,
where N represents the number of output speaker
channels, a histogram is calculated on the relative
amounts of different colors analysed. This allowed for a
more intuitive relationship between the visual color
displayed, and the resulting spectrum generated. The
method allows the terrain or trajectory to be rotated,
resulting in a coordinated frame rotation around the
speaker array.

4. NAVIGATING A TRAJECTORY SPACE
One of the benefits of Wave Terrain Synthesis is the
wide-variety of audio-rate trajectory curves, but issues
1

This is stated without taking into consideration other variable factors
such as speaker frequency response, room acoustics, the Haas effect, air
absorption, and the non-linearities of the Pinna, head and shoulders.

Figure 8. The nodes object in MaxMSP allowing for interpolating across nine nodes positioned across a 2D plane

A more flexible solution for interpolating different audio
sources is the distance-based amplitude panning technique, a principle that extends the principle of equal intensity panning from a pair of speakers to a loudspeaker
array of any size, and is adaptable to arbitrary input and
output configurations [13]. The significant point of departure from traditional DBAP is rather than diffusing an
input source across a multichannel speaker array, we are
interpolating across a multi-channel input source for
summing into a single output channel. Each input source
is arbitrarily positioned within this virtual navigable
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space. The advantage of DBAP over nodes is the ability
for DBAP to adapt appropriate loudness curves where
different sound sources might normally intersect as managed by Equation 1. This also ensures that loudness rolloff curves are extended for where sources do not intersect.
N

I = ∑ vi 2 = 1

(1)

i=1

Where v refers to the amplitude of each source, and i refers to the source number, N being the maximum. This is
a slight point of difference in the use of the equation for
DBAP panning where i is normally used to denote the
speaker number. Navigation across many trajectories are
possible as shown in Figure 9.

Figure 11. Trajectory curve generated with feedback and
crosstalk applied

5. SPATIAL TEXTURE AND SPECTROMORPHOLOGY
The success of morphological systems depends on the
smooth transition from its current state to the next. This
model uses the jitter library in MaxMSP for managing the
multidimensional data sets that are used for Timbral Spatialisation. As a consequence of using Jitter frames, a
stepped-like artifact is evident at the frame-frame transition. This is pictured in Figure 12 below. This steppedlike artifact is not evident however in audio-rate transitions.

Figure 9. DBAP panning between a circle, square, rose curve,
Archimedes Spiral, Henon attractor

The evolution of the trajectory function is central to the
performers ability to control the morphology of sound
shapes generated by Timbral Spatialisation. Controlling
the relevant evolution of these curves gives the performer
the ability to control the level of periodicity, aperiodicity,
chaos, randomness, as well as the morphology between
these various states.
Other morphologies are possible such as the geometric
transformation of a trajectory curve generated. Besides
standard methods of affine transformation such as translation, scale, and rotation, there has been interest in exploring trajectory curves that are distorted in some way
through various manipulating means: smoothing functions rampsmooth~, foldover and wrapping with pong~,
and bit reduction with degrade~. Other potential distortions can be created through the use of phase distortion
algorithms such as kink~. Some of these can be seen in
Figure 10. Feedback and crosstalk can also be effective
ways of introducing distortion in the evolution of the trajectory as shown in Figure 11.

Figure 12. The stepped-like result of Timbral Spatialisation
when a terrain is rotated, and the equivalent when the trajectory is rotated instead

Figure 10. A trajectory curve with a smoothing function applied to it, and secondly a trajectory with foldover applied

It is possible to smooth over these stepped-like transitions
by buffering a number of jitter frames at a time, and interpolating across these frames. The author created a circular buffer for dynamical terrain maps allowing the extraction of continuous terrain data at audio rate.
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rate. Jitter frame interpolation was necessary in order to
generate continuous audio-rate signals.
Sound shape generated, as well as the perceived changes
in timbre are various, depending on the mapping strategy
used. A more intuitive approach mapping color to frequency bins allow the performer to quickly determine
how and where frequencies are allocated across a soundfield.
Figure 13. The video circular buffer generated in MaxMSP

The complex interaction of terrain and trajectory
structures often create a spatial texture and morphology
that is both coordinated yet in some cases erratic if based
on the evolution of chaotic and random trajectories. One
can see in Figure 14 the movement of different spectral
bands across an 8 loudspeaker system, tracing the various
nonlinear spatial movements generated.

Further research is required in developing lower-level
software for performing many of these processes, and
applying physical gesture as a means of performing Timbral Spatialisation.

7. REFERENCES
[1] R. Normandeau. “Timbre spatialisation: The
Medium is the Space.” Organised Sound. 2009.
[2] D. Smalley. “Spectro-morphology and Structuring
Processes.” In EMMERSON, S. The Language of
Electroacoustic Music, London, Macmillan Press
Ltd, 1986, pp. 61-93.
[3] I. Xenakis. Formalized music. (Rev. ed). New York:
Pendragon Press, 1992.
[4] C. Lippe. “FFT-based Resynthesis for the Real-Time
Transformation of Timbre,” 10th Italian Colloquium
on Computer Music, Milan, 1993, pp. 214-219.

Figure 14. The coordinated spectral movement and spatial
texture generated using a chaotic trajectory that is geometrically modulated over a linear terrain function

Intuiting frequency-space morphology largely depends on
the visualisation provided for the performer. The Timbral
Spatialiser software provides an interface for visualising
the terrain and trajectory movements generated.

6. CONCLUSIONS
The intersection of both morphology in the terrain curve
and independent modulation and morphology of the
trajectory curve allow for a complex interaction of two
different temporal structures, resulting in some
unexpected sound shapes. The ease of control through the
use of an existing and adaptable multidimensional lookup
strategy such as Wave Terrain Synthesis allows for a
wide variety of different topographies. The ability to
navigate trajectory curves of different type using some of
the principles of DBAP allows for the user to navigate
periodic, quasi-periodic, and aperiodic trajectories in one
connected space. Trajectories may also be categorized
according to their homotopy equivalence and class.
Morphology of audio-rate trajectories allows for smooth
transitions in Timbral Spatialisation from frame to frame,
but changes in the terrain curve result in a step-like
artifact when reading data from this multi-signal at audio-

[5] Z. Settel and C. Lippe. “Real-time Timbral
Transformation:
FFT-based
Resynthesis.”
Contemporary Music Review, Harwood Academic
Publishers, 1994.
[6] C. Lippe and Z. Settel. “Low Dimensional Audio
Rate
Control
of
FFT-Based
Processing”,
Proceedings of the 7th Biennial Symposium on the
Arts and Technology, Connecticut College, 1999.
[7] D. Topper, M. Burtner, and S. Serafin. “SpatioOperational
Spectral
(S.O.S.)
Synthesis.”
Proceedings of the 5th International Conference on
Digital Audio Effects (DAFX-02), Hamburg,
Germany, 2002.
[8] R. Torchia and C. Lippe. “Techniques for MultiChannel Real-Time Spatial Distribution Using
Frequency-Domain Processing.” Proceedings of the
2004 Conference on New Interfaces for Musical
Expression (NIME04), Hamamatsu, Japan, 2004.
[9] C. Keyes. “Three Approaches to the Dynamic
Multichannel Spatialization of Stereo Signals.”
Proceedings of the 2004 International Computer
Music Conference. San Francisco: ICMA, 2004, pp.
325–9.
[10] D. Barreiro. “Considerations on the Handling of
Space in Multichannel Electroacoustic Works”,
Organised Sound, 15(03), 2010, pp. 290–296.

- 1442 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

[11] D. Kim-Boyle. “Spectral and Granular Spatialization
with Boids” in the International Computer Music
Conference Proceedings, New Orleans, USA, 2006.
[12] D. Kim-Boyle. “Spectral Spatialization: An
Overview.” Proceedings of the International
Computer Music Conference, Belfast, 2008.
[13] T. Lossius, P. Baltazar and T. de la Hogue. “DBAP
– Distance-Based Amplitude Panning” Proceedings
of the International Computer Music Conference,
Montreal, 2009

- 1443 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

The sound effect of ancient Greek theatrical masks
Fotios Kontomichos
Dept. Electrical and
Computer Engineering,
University of Patras
fotkon@upatras.gr

Charalampos Papadakos
Dept. Electrical and Computer
Engineering, University of
Patras
papadakos@upatras.gr

Eleftheria Georganti
Experimental Audiology,
University Hospital of
Zurich
eleftheria.georganti@
uzh.ch

Thanos Vovolis
Dramatic Institute, Stockholm, Sweden
tvovolis@hol.gr

John N. Mourjopoulos
Dept. Electrical and Computer Engineering,
University of Patras
mourjop@upatras.gr

ABSTRACT
All theatrical forms developed in ancient Greece were
forms of masked drama. Apart from the obvious change
of the visual appearance of the actors, the masks also
altered the acoustic characteristics of their voices. Therefore, both from the listener’s and the actor’s points of
view these masks significantly modified the acoustic
events and inevitably transformed the overall theatrical
experience. In this work, we employ recreations of such
masks and through controlled experiments, via measurements and simulations, we evaluate their impact on the
acoustics of the most typical and famous of the ancient
theatres, this one of Epidaurus. Emphasis is given on unraveling the character of the combined acoustics of the
voice of masked actor and the response of such a theatre
which is famous for its perfect acoustics for speech and
drama plays.

1. INTRODUCTION
The acoustics of ancient Greek theatres impress experts
and the general public alike. Although the significance of
acoustics in the public buildings in ancient Greek culture
has been investigated using a wide range of contemporary
approaches and methodologies [1-3], there are aspects
related to the ancient theatrical drama, especially with
respect to the function of theatrical masks that are still not
properly clarified. It is accepted that the ancient Greek
theatres represent the earliest example of building acoustic design to support and enhance speech and music
communication, over large public audiences. Therefore
these ancient theatres have universal and timeless significance and if well-preserved, they still attract numerous
audiences fulfilling functions similar to those for which
they were constructed more than two thousand years ago.
The perfect acoustic reproduction of speech and music
for audiences of more than 12,000 people, enabled these
theatres to become the birthplace of the theatrical act so
that age-old ritual ceremonies in honor of gods were
transformed into great works of dramatic art performed
by actors for their fellow citizens and the world. Hence,
these buildings have a special significance for the heritage of the acoustic science and of the theatrical arts.

Theatre masks were a fundamental element of the ancient
Greek theatre tradition [4]. All theatrical forms that originally developed in Athens during the 6th and 5th centuries
BC (tragedy, comedy or satyr plays) and eventually
spread over the ancient world were forms of masked
drama, i.e. the actors always were performing wearing
such masks. A typical theatre mask allowed a transformation of the actor into a new dramatic identity. Hence
the function of such mask was crucial to the dramatic
work and was more than just a typical theatrical gadget.
In the early period of this art form, the vase paintings of
the 5th century BC never represented an actor wearing
the mask since the mask was considered indistinguishable
from his face. However, there are paintings illustrating
masks before or after the performance. In Figure 1, a
painting found in the Pronomos crater, circa 400BC, illustrates some actors who have just finished performing a
play and on the right side of the illustration, the chorus
leader Papposelinus is holding his white long-bearded
theatre mask [4, 5]. Moreover, during the Classical period, ancient Greeks used the same word for the mask and
the human face: “prosopon”. This approach didn’t
change until the second half of the 4th century BC when
Theofrastos used for the first time the word prosopeion to
describe a mask [4].

Figure 1. The chorus leader of the satyrs is holding his
mask (from the Pronomos crater 400BC)
All documentation shows that up to the end of the 5th
century ancient Greek theatre masks were closely fitted to
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the head. On the masks depicted on ceramics, both the
whites and the pupils of the eyes are painted, suggesting
that the eye holes of the original masks were as small in
size as the pupils of a living person. The minimization of
the sight leads to the maximization of the listening to the
other actors, hence to a different state of awareness of
their presence based not so much on seeing but on hearing. It leads the actor to the act of akroasis, the act of
conscious and active listening.
Ancient drama was largely based on theatrical speech.
According to Aristotle, acting was a matter of voice having three important qualities: volume, harmony and
rhythm. All these qualities are especially important for
communication in the outdoor theatres. Since the actor’s
voice was the most important theatrical element, the
mask is considered as an instrument to enhance the voice
presence over the entire theatre space and endow the
voice with a decided directional delivery. However, up to
now such assumption has not been verified. Also, such
elevated importance on acoustic presentation must be
also seen in conjunction to the reduced dramatic impact
of the visual element in the actor’s performance. The
mask was displaying a static facial expression, largely
functioning as a screen for the audience to project their
own emotional state [6].
It is now accepted through the archeological evidence
that classical masks had a head-enclosing (helmet) form
and the mouth and eyes openings were rather small [4].
However, the method for their construction has not been
identified, indicating that these masks were made of perishable materials. Note that such head-enclosing masks
apart from transforming the actor’s face, were also altering his voice and changed his self voice perception, especially if the ears were also fully enclosed [7].

performances [4-11]. However, prior to the earlier work
by the authors [7], there was no study available in the
literature providing acoustic measurements of reconstructed theatre masks. Although this early study provided acoustic measurements for such masks [7], it is still
not fully understood how such acoustic properties of the
masks were combined with the acoustic response of the
theatre and how they affected the overall aural experience
of the ancient drama. Hence, here it will be examined and
confirmed whether the mask amplified the actor’s voice,
creating resonances and allowing some control of the
direction and the intensity of the voice inside the theatre.
The broader functionality of the masks will be also evaluated since it has been also suggested that the mask
formed the actor’s personal resonance chamber, connecting him to the resonances of the ancient theatre. Note that
the word theatron means a place to watch, examine and
contemplate. It also implies a view, theoria and is also
etymologically connected to the word divinity, theos, and
to therapy, therapia [6]. Such a therapeutic function of
sound becomes even more relevant to the case of theatrical performances in the ancient theatre of Epidaurus
which appears to have been constructed especially for
healing purposes (see Section 2.2).
This paper is organized as following: Section 2 describes
the method used and the results obtained for the acoustics
of the reconstructed theatrical masks. Also, the acoustic
properties of the ancient theatre of Epidaurus are presented. Section 3 introduces the method for combining mask
and theatre responses and for generating speech at the
desired listener position. The objective results of angle
and frequency dependent gain for the masks in typical
audience positions inside the theatre are also established,
along with the effects on speech intelligibility. Finally,
Section 4 presents the conclusions of this work.

(a)

Figure 2. Keramikos' museum face mask marble template
The mask also influences the actor spatial awareness and
mobility leading to the rationalization of the movements
and gestures. The modification of the actor’s point of
view and mobility promotes an increased awareness of
his own body axis, the spine, the pelvis and the physical
actions. In an outdoor theatre, the actor has not only to
express the role but also, simultaneously, project it to the
audience through his presence and movements. In this
way, the actor must develop presence, relate to the performing space, and must reject all the personal, parasitical movements of everyday life [4].
Theatrologists, actors and directors have discussed the
acoustic effect of the theatrical mask by conducting informal experiments or by reporting their personal experiences from the use of the masks in contemporary artistic
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2. THE SOUND OF ANCIENT DRAMA
2.1 The acoustics of the masks
The work reported here extends on the measurements and
the methodology of the previous work by the authors [7].
For this earlier work, generic theatre mask samples were
constructed trying to replicate the essential elements of
the ancient Greek mask and not necessarily being exact to
any specific mask type. The construction relied on archaeological findings (Figure 2) but also on practical
considerations motivated from masked theatre performances experience [4, 9]. These masks were constructed
from hardened liquid stone plaster and were based on
alternative designs (closed, A1 and open ears, B1). Two
of the generic masks reconstructed can be seen in Figure
3. These masks were measured under semi-anechoic conditions using the Head and Torso Simulator (KEMAR)
manikin [7]. For excitation, sweep signals were transmitted through the built-in Mouth Simulator and recorded
through either a measurement condenser microphone
placed at a distance of 1 m and at the same height as the
manikin-mask mouth opening or the manikin’s in-ear
microphones for binaural measurements assessing the self
voice perception of the actor.

(a)
(b)
Figure 4. (a) the Hats manikin with the Mouth Simulator
and (b) with the mask fitted
The measurements produced a set hθi(n) of the discretetime impulse responses measured for the azimuth angles
θ (at 300 intervals from 00 to 1800) with the mask placed
on the manikin. From these impulse responses the corresponding magnitude frequency responses were obtained
via DFT. By comparing these responses to the corresponding responses measured when the mask was not
placed on the manikin, the angle dependent “mask filter”
was evaluated. The results from this work indicate that:
(i)
the mask has the properties of an angle-dependent
acoustic filter,
(ii)
the acoustic radiation of the actor’s voice is significantly enhanced for the off axis scenarios.
The typical polar plot of the “mask filter” is shown in
Figure 5, utilizing the mean data from the different mask
template types and azimuth angles extrapolating the mean
mask polar pattern, for octave bands centered in 0.25, 1,
2, 4 and 8 kHz [7]. For the low frequency 250 Hz band
the measured masks have omnidirectional characteristics.
For the mid-low frequencies below 1000 Hz there is a
relative amplification up to 5 dB for mask radiation for
the back and side angles.
As is found in Section 3.2.2 this property is advantageous
for speech intelligibility for off-axis radiation angles in-

side the semi-circular shape of the ancient Greek theatres.
As will be shown in Section 3.2.1, an increase of relative
levels at the off-axis positions of the cavea was confirmed particularly for the low-mid frequency region.
Note that the majority of the formants of the common
modern Greek vowels falls within this same frequency
range and that these vowels typically correspond to the
“cries” highlighting important and dramatic moments in
ancient Greek tragedies [12].

Figure 5. Polar patterns for the mask filter showing the
mask radiation for octave bands centered at 0.25, 1,2,4
and 8 kHz (from [12]).
Given that in the earlier work no significant differences
were found between the various alternative mask template designs, in this work two different mask templates
A1 and B1 were studied (Figure 3). Mask template A1 is
full-head enclosing (also enclosing the ears), while mask
template B1 covers the head but not the ears.
An important finding of the earlier work [7] was that the
mask significantly amplified the speech signal levels
reaching the manikin’s ears even for mask templates
leaving the ears open. This level boost is in average 18
dB and the effect is greater for high frequencies, clearly
drastically increasing the sound pressure level of the actor's own voice. Assuming that levels of at least 90 dBA
would be produced by the actors during ancient drama
performances, this finding indicates that with masks, the
potential in-ear levels could be up to 110 dBA. This
leaves open the possibility that the actors wore some kind
of earplugs for protecting their hearing from damage and
ensuring comfortable listening during the performance. It
should be noted here that according to the authors' experience, earplugs are often employed during many modern
theatre performances with masked actors.
It also possible that the ancient masks were constructed
by different materials than the templates tested here. For
example, it may be possible that the masks were only of
solid construction material for their front “face” and were
made of soft cloth for the rest of the head enclosure (often covered by synthetic hairdo in ancient times), hence
reducing sound levels at the actor’s ears.
2.2 The acoustics of ancient theatre of Epidaurus
The Epidaurus ancient theatre presents the finest early
example of building with acoustics appropriate for speech
communication over large public audiences. Such an
achievement was possibly crucial for the wide acceptance
of the theatrical, music and other performance-based arts
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by the ancient Greek society. Via the geographical spread
of these theatres and their continuous evolution through
the Roman era until the modern times, these art forms
have been established as an indispensable part of the
Western cultural heritage and became a timeless and universal constituent of our civilisation.
There are some obvious factors that are responsible for
these “good acoustics”. At first, the theatre is wellisolated from the pollution created by the noisy modern
activities and hence the level of background noise is low.
Secondly, unlike most other ancient theatres, the theatre
of Epidaurus has been preserved in an extremely good
condition, practically having intact all the tiers and structure of the cavea (koilon) and with only the stage building
structure missing (see Figure 6).
These factors allow the acoustic functionality of the
building to remain close to its original conception, thousands of years ago. It also has allowed detailed acoustic
measurements to be undertaken clarifying the reasons for
the exemplary acoustic performance of the theatre [13].

Figure 6. The ancient theatre of Epidaurus as it is today
The acoustics of the theatre of Epidaurus were perfectly
tuned for the performance of ancient drama and were the
result of an evolutionary design process. The measured
impulse responses of the theatre indicate excellent acoustic parameters especially for speech intelligibility which
remain around 0.9 (for STI / RASTI) at all audience positions, even at distances of 60m from the source, as can be
seen in Figure 7. Note that even today the theatre supports theatrical performances for audiences numbering
more than 14000.
The reasons for such properties are well understood by
using modern methods. From measurements and recent
studies [3, 13] it is now clear, that from any sound produced in the orchestra, the geometric shape of the theatre
generates reflected and scattered sound energy which
comes initially from the orchestra floor and then periodically, from the hard reflecting limestone surfaces at the
top and back of a number of seat rows around the listener
position. The main bulk of this reflected sound energy is
acoustically beneficial since it arrives at the listener’s
ears with very short delay (within 40 milliseconds) after
the direct signal and as far as the listeners’ brain is concerned, the early reflection sound is also perceived coming from the direction of the source at the stage. In this
way, the strong reflections fuse with the voice which is
perceived to be significantly amplified. Such increase in
voice level by reflections and backscattering is sufficient
to ensure good speech intelligibility even at the distant
positions. Some additional, beneficial diffuse reflections

are produced from sound diffraction along the tier edges
[13].
The width of the seating rows (0,746 m) and the height of
the seat backs (0,367m), as well as the cavea slope (26,20
for the lower rows and 26,50 for the upper rows), result to
fine tuning of the frequencies of in-phase and out-ofphase combinations of these direct and periodic reflected
sounds. So, at all positions, frequencies significant for
male speech (e.g. male speech pitch fundamental from
125-140 Hz, first voice harmonics from 250-420 Hz and
formants from 300 Hz to 3 KHz) are amplified whereas
relatively insignificant voice spectral regions (around 200
Hz) are filtered-out. This property ensures the preservation of the “voice quality” and speech intelligibility at all
listening positions being complementary to the previously
discussed perceived voice level amplification. The resulting tonal character can be observed in an exaggerated
way when the visitors clap their hands at the orchestra
and hear the response from periodic in-phase and outphase reflections which create a distinct metallicsounding effect. This sound is pitched close to the A note
(at 220 Hz) with emphasis at the note’s harmonics at 440,
660, 880 Hz, etc. Such tonal response is helping speech
sounds to reach clearly the audience although its sound
colour is stronger and most evident to the listeners at the
orchestra i.e. the performing actors. From contemporary
actors’ comments, it is deduced that this acoustic signature is less distinct when the theatre is filled with audience. However, recent measurements with audience in
the theatre show that speech intelligibility at the audience
is not affected and remains very high [13], provided of
course that the noise is kept low.

Figure 7. Measured speech intelligibility results for Epidaurus, for different distances and angles from an omni
source at the middle of the orchestra (position S1, [13])
Note also that the theatre is part of a complex of buildings situated in the nearby valley, constituting the ancient
sanctuary of Asclepius, the god of health, medicine and
healing. The acoustic clarity of voices and sounds during
the theatrical acts was also considered as an important
element of this healing process; hence it appears that the
location of the theatre and the valley were carefully chosen in order to protect the theatre space from extraneous
noise and provide ideal conditions for voice transmission.
Even today, the area remains largely free of such interferences from modern day activities and provides a perfect
test bed for studying the acoustic ethos of the ancient
Greek society.
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3. METHOD AND RESULTS

M

hCIRθij rj (n) = ∑ hMIRθi (n − m)hTIRθ j rj (m)

3.1 Method for combining mask and theatre acoustics
The combined acoustic effect of mask wearing actor and
the acoustics of the theatre is examined here via simulations, utilizing however the measured impulse response
functions. Let denote by hMIRθi(n) the discrete-time impulse responses of the “mask-filter” measured for the
azimuth angles θi (at 300 intervals from 00 to 1800) with
the mask placed on the manikin, as was described in the
previous section. We shall term this as “Mask Impulse
Response” set, or MIR.
For the theatre, we shall employ a set of early measurements by the authors [14], which correspond to monaurally recorded impulse responses at positions where computer simulations of the theatre were generated [3], and
also, a later set of response measurements was recorded
[13]. These impulse responses were post-processed so
that the loudspeaker impulse response used for excitation,
was removed by deconvolution.
As can be seen in Figure 9, 14 such Theatre Impulse Responses (TIR) were employed, for receiver positions (R1R14) at various angles (θj) and distances (rj) from a
source located at the centre of the orchestra (S1). An alternative source position (S2) at the front of the stage
building (proskenion) was also employed, but only for
simulated TIRs, given that the stage building is not present today and has to be reconstructed via a computer
acoustic model. Such a reconstructed acoustic model can
be seen in Figure 8.

(1)

m =1

Note that the coordinate system in the horizontal plane
may be different for the mask direction and the relative
angle of the listener position, so that the actor may be
facing at any angle of the measured audience positions.
Here, for simplicity we shall ignore any potential medial
plane variations in the mask-filter due to varying elevation of the listener positions. Figure 9 shows the coordinate audience positions that can be evaluated via this approach, noting that for simplicity and given the theatre’s
symmetrical shape, only half of the semi-circle is considered for further analysis.
Assuming that anechoic speech s(n) is used to drive this
simulated system, then at any receiver position, the
speech signal will be uCIRθijrj(n) given via the convolution:
M

uCIRθij rj (n) = ∑ hCIRθij rj (n − m) s (m)
m =1

(2)

S2

(a)

S2

S1

(b)

Figure 8. Visualisation of the combined acoustic effect
of mask wearing actor at the Epidaurus theatre. Actor
position S1 is at the centre of the orchestra (available for
both measured and simulated responses); actor position
S2 is at the stage building (available only for simulated
responses)

Figure 9. Horizontal plane measurement and simulation
coordinates for: (a) theatre source and receiver positions,
(b) masks

Let denote by hTIRθjrj(n) the discrete-time impulse responses of the “theatre-filter” TIR measured for azimuth
angles θj and distances rj. Then, the combined mask and
theatre impulse response (CIR) hCIRθijrj(n) at any audience
position, may be expressed as a discrete convolution of
the corresponding responses, i.e.:

The schematic diagram of the method used for acoustic
reconstruction is shown in Figure 10.
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listener position
angle (θj )
distance (rj)
actor speech sound

s(n)

Theatre filter, TIR

hTIRθjrj(n)
acoustic results
gain,
intelligibility (RASTI),
etc...

Combined filter, CIR

hCIRθjrj(n)
Mask filter, MIR

hMIRθi(n)

listener speech sound

uCIRθijrj(n)
actor direction
angle (θj )

auralisation

Figure 10. Schematic diagram for acoustic reconstruction
of actor performances in the ancient theatre of Epidaurus
based on measured responses
3.2 Results

From the evaluated TIR and CIR magnitude responses
(eq. (3), (4)), the normalized responses were derived for
octaves with central frequencies ko = 60, 125, 250, 500

3.2.1 Spectral and radiation effects of the masks
From the DFT of the combined response (CIR) of
equation (1), the corresponding magnitude frequency
response (in dBs) is evaluated as:

H

dB

CIRθij r j

{

}

(k ) = 20 log DFT hCIRθij rj (n)

(3)
Similarly, for the theatre response (TIR),
corresponding magnitude frequency response
evaluated as:

{

Figure 11. Frequency response at the position R1 (15.6
m) on-axis position of Epidaurus theatre and for the combined theater – mask response for the A1 and B1 masks.
All responses were smoothed at 1/3 octave resolution

and

1000

 dB CIRθ r (k )
H
ij j
o

}
(4)

Figure 11 presents the comparison between measured
magnitude frequency response of the theater of Epidaurus

H dBTIRθij rj (k ) to the combined frequency response of
the theatre and mask filter, H dB CIRθ r ( k ) for the onij j
axis listening position R1 (θj = 50 and rj = 15.63m ) from
a source located at the centre of the orchestra (S1). The
combined response is shown for both masks A1 (fully
enclosed) and B1 (with openings for the ears). The
responses were smoothed using a resolution of one-third
octave. In this graph it is evident that both masks boost
the frequency region up to 1000 Hz and, slightly, the
higher frequency band. These results agree with reports
indicating a resonance or "muffled" effect of masked
actor's voice in contemporary artistic performances [4,
15]. Such bass amplification was maintained for the other
test cases and for the off-axis receiver positions. Since the
masked actor response does not amplify the pronounced
mid-frequency region of the Epidaurus response, the
combined response appears now more balanced overall.

and

let

 dBTIRθ r (k )
H
ij j
o

and

be these functions. Then, the low-mid

frequency band relative gain for the mask-filter was evaluated as:

the
=
G ( ko )
is

H dBTIRθij rj (k ) = 20 log DFT hTIRθij rj (n)

Hz

 dB CIRθ r (k ) − H
 dBTIRθ r (k )
H
ij j
ij j
o
o

(5)

This octave-band relative gain is plotted in Figure 12 for
on-axis positions (θj = 50) and for different distances
(15.63m < rj < 47.6m). Figure 13 shows similar results
for positions at around θj = 450 and Figure 14 for side
positions in the cavea (θj = 900).
The results shown in Figures 12 - 14 indicate that in the
region of 60 - 1000 Hz the masks enhance the actor's
voice resulting in a "deeper" and amplified sound for
most listener position angles and distances. Hence, the
region around the fundamental of male speech appeared
to be amplified by the masks for most listener positions
around the cavea. For the on-axis position (Figure 12),
the amplification was more prominent for the close listening positions. It is interesting that although mask B1 generally is not boosting this frequency region for the onaxis positions, it does so for the off-axis positions θj = 450
(Figure 13) and θj = 900 (Figure 14) where the relative
amplification gain reaches 14 dB. It can be also observed
that especially for the off-axis listener positions, the lowmid frequency region amplification effect was significant
for the more distant positions. The results also indicate
that the shape of the mask can vary significantly the
speech sound radiated at different sections of the cavea.
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Figure 12. Total relative gain per octave frequency band
between a masked and a non-masked speaker for the onaxis listening at positions R1 (rj = 15.6 m), R4 (rj = 29.4
m) and R7 (rj = 47.6 m) in the theatre of Epidaurus

Figure 14. Total relative gain per octave frequency band
between a masked and a non-masked speaker for the θj =
900 listening at positions R3 (rj = 15.6 m), R6 (rj = 29.4
m) and R9 (rj = 47.6 m) in the theatre of Epidaurus.
3.2.2 Effect of the masks on speech intelligibility

Figure 13. Total relative gain per octave frequency band
between a masked and a non-masked speaker for the θj =
450 listening at positions R2 (rj = 15.6 m), R5 (rj = 29.4
m) and R8 (rj = 47.6 m) in the theatre of Epidaurus.

The discrete-time impulse responses hTIRθjrj(n) of the
“theatre-filter” (TIR) and the combined mask and theatre
impulse response (CIR) hCIRθijrj(n) measured for azimuth
angles θj and distances rj and for masks A1 and B1 were
analysed via a standard commercial software in order to
calculate the RApid Speech Transmission Index (RASTI). Such analysis will indicate the expected degree of
speech intelligibility that can be achieved for these conditions and positions. From Figure 15 it is observed that the
speech intelligibility measured for the theatre by a standard omnidirectional source (i.e. for responses TIR), was
not affected to any measurable degree when the source
was substituted by an actor wearing either mask A1 or
B1. The extremely high, distance and angle independent,
speech intelligibility measured via earlier studies in the
theatre (see Figure 7 and [13]) is thus fully maintained
when masks were employed by actors.

(a)
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(b)

(c)

Figure 15. RASTI comparison between non-masked and
masked speaker at the (a) on-axis listening positions R1
(15.6 m), R4 (29.4 m) and R7 (47.6 m), (b) θj = 450 listening positions R2 (15.6 m), R5 (29.4 m) and R8 (47.6
m) and (c) θj = 900 listening positions R3 (15.6 m), R6
(29.4 m) and R9 (47.6 m).

3.2.3 Simulations and auralisation

Analysing these combined mask-theatre responses, it was
found that the masks amplified the spectral region up to
1000 Hz. This effect was found to be stronger around the
male speech fundamental frequency. Given that the theatre responses present a significant peak around the mid
1000 Hz region, the “mask-filter” effect appears somehow to smooth the overall spectral profile of the “theatrefilter”. Furthermore, the masks would alter the actor’s
voice by boosting the low-mid region of speech reaching
the audience.
In addition to that, the masks were found to enhance directivity for the side of the actor’s head and hence amplify significantly such low-mid speech frequency region,
for listeners located beyond the central positions and especially at the sides of the cavea. This radiation property
of the masks would improve reception at these more
problematic audience positions, especially under noisy
conditions. However, under normal conditions, the masks
were not found to affect the excellent speech intelligibility of the Epidaurus theatre which has remained perfect
for all listener positions.
Further in-situ impulse response measurements of the
masked manikin in the theatre of Epidaurus would be a
desirable addition to the present study and are left for
future work. Moreover, binaural recordings of a masked
actor performing in the theatre may also allow more realistic demonstrations of the acoustic experience of the
ancient Greek spectators in such theatres and hence compliment this work.
Acknowledgments
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ABSTRACT
We present an analysis of the cymbal voice circuit from a
classic analog drum machine, the Roland TR-808 Rhythm
Composer. A digital model based on this analysis (implemented in Cycling 74’s Gen˜) retains the salient features of the original. Developing physical models of the
device’s many sub-circuits allows for accurate emulation
of circuit-bent modifications (including component substitution, changes to the device’s architecture, and voltage
starve)—complicated behavior that is impossible to capture through black-box modeling or structured sampling.
This analysis will support circuit-based musicological inquiry into the history of analog drum machines and the design of further mods.
1. INTRODUCTION
Despite significant work that has been done on cloning and
emulating the TR-808, there is an almost complete lack of
published analyses on the circuit. 1 We have begun to fill
this void with [3], which develops a physically-informed,
circuit-bendable, digital model of the TR-808’s bass drum
voice circuit. In the following paper, we will use related
techniques (well-represented in virtual analog literature) to
analyze the 808’s cymbal voice circuit.
The goals of this research are to partition the 808’s cymbal circuit into functional blocks, create a physically-informed analysis of each block, model each block in software, and evaluate the results. Throughout, we will pay
special attention to developing an analysis in terms of the
electrical values of circuit elements.
It is particularly important to analyze the 808 in this way,
because of the extant misinformation surrounding the device. 2 The 808’s rich mythology has been well-covered
1 previous work includes [2], which offers a qualitative discussion
of [1] in the context of imitating classic synthesized cymbal voices with
modular synthesizers
2 For instance: the user manual for the Novation Drum Station (an
early rack-mount TR-808/TR-909 emulator) says the cymbal sound is
generated by “multiple noise sources,” which is patently false. Some
improbable stories about the machine’s design turn out to be true. Don
Lewis, an early pioneer of drum machine modification, worked on the
design of the 808 and even developed techniques that influenced its voice
design [4]. He relates a story from his visit to Roland’s Tokyo offices in
the late 70s, where he worked with chief engineer Tadao Kikumoto. “That
day he had a bread board of an 808 and was showing me what was going

Copyright: c 2014 K. J. Werner et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

in music journalism, but this has distracted from focused
study of the individual voice circuits. The 808’s cymbal
voice circuit represents a significant leap forward in the
design of analog drum machine voices—it is a complex,
efficient circuit that reasonably approximates a real cymbal sound.
The 808 cymbal has only a few user-controllable parameters: decay, tone, and level. To access the latent potential
of the circuit, drum machine modders add additional tuning and architecture-level controls, even going so far as to
allow external audio to be routed through the circuit [6].
This tradition parallels the development of circuit-bending
and other music hardware hacking, and could potentially
be lost in the process of digitally emulating an 808.
By adopting a physically-informed approach, and favoring an analysis that elucidates the design intent, this work
supports informed mods of the circuit. A more complicated analysis could obscure the logic of the device’s construction, with minimal gains in accuracy. Framing the
analysis in terms of component values simplifies the simulation of mods based on component substitution. 3 Partitioning the circuit into blocks allows for the simulation of
mods based on changes to the circuit’s architecture. 4
We give an overview of the circuit in §2 and an analysis of each part of the circuit and their interconnections
in §§3–11. This is followed by a discussion of modeling
techniques in §12 and results in §13.
2. OVERVIEW
Fig. 1 shows a schematic diagram of the TR-808 cymbal
circuit. This annotated schematic labels important nodes
and currents, and shows how the circuit is broken down
into blocks: Schmitt trigger oscillators (see §3), band pass
filters (see §4), trigger logic (see §5), an attack smoother
(see §6), envelope generators (see §7), “swing-type voltagecontrolled amplifiers” (VCAs, see §8), high pass filters
(see §9), a tone control stage (see §10), and an output buffer
and level control (see §11). Fig. 2 shows a block diagram
of the digital model of the cymbal circuit. Both figures
on inside–he sort of bumped up against the breadboard and spilled some
tea in there and all of a sudden he turned it on and got this pssh sound–it
took them months to figure out how to reproduce it, but that ended up being the crash cymbal in the 808. There was nothing else like it. Nobody
could touch it.” [5]
3 for instance: adding tuning controls to the oscillators, band pass filters, and high pass filters; additional controls to the static envelope generators; or extending the tone controls.
4 for instance: allowing each of the 6 rectangular wave oscillators or
the bands to be individually muted, bypassing filters, or injecting external
audio.
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Figure 1. TR-808 cymbal schematic (adapted from [1]).
should be consulted alongside the analysis of each block
in the following sections.
To produce a cymbal note, the µPD650C−085 CPU applies a common trigger and (logic high) instrument data
to the trigger logic. The resulting 1-ms long pulse is delivered to the envelope generators via an attack smoother.
The output of this smoother drives four envelope signals,
which are applied to three swing-type VCAs, where they
control the amplitude of three bands of filtered rectangular wave clusters. Two different active band pass filters
sum and filter the output of six Schmitt trigger inverter oscillators, producing these clusters. The output of each of
the three swing-type VCAs is applied to a corresponding
Sallen-Key high pass filter. From there, each band is applied to a tone control stage and a level control, which sums
the three bands back together and buffers the output.
3. SCHMITT TRIGGER OSCILLATORS
The TR-808’s Cowbell, Cymbal, Open Hihat, and Closed
Hihat voice circuits all work by filtering and enveloping
rectangular waves. In fact, they all share a common bank
of six of these oscillators, ingeniously implemented with a
single HD14584 hex Schmitt trigger inverter chip. In each
of these astable multivibrators, the Schmitt trigger inverter
acts as the bistable element, and a passive network of a
single resistor and capacitor provides an RC time constant
that tunes the oscillator to a particular frequency. 5
Oscillators #1–4 are hardwired to a particular frequency.
The last two, which form the basis of the Cowbell voice
circuit, are tunable via trimpots that are only accessible
by opening up the TR-808’s internals. Although this was
intended for factory tuning, early drum machine hackers
were quick to pull these controls out to the front panel. 6
5 This technique was well-known to hardware hackers as early as
the 1960s, and forms an important building block of so-called “Lunetta
Synths”—CMOS-based devices inspired by the designs of Stanley
Lunetta.
6 Nowadays, this technique is well-documented among hackers and

This primarily had the effect of a producing a tunable cowbell voice. However, they also form an important part of
the cymbal sound as well. 7
The inverter has only low and high output states (VOL
and VOH ), and transitions between them are subject to hysteresis. When an input voltage VI rises above a positivegoing threshold voltage VT + , the output swings to VOL .
When VI falls below a negative-going threshold voltage
VT − , the output swings to VOH . 8
Since the positive-going and negative-going threshold
voltages for a Schmitt trigger input are different, the circuit
will oscillate back and forth as the capacitor is alternatively
charged and discharged. Considering the continuous-time
cases of a charging and discharging capacitor separately
yields the capacitor charge and discharge times:


VOH − VT −
(1)
tcharge = RC · ln
VOH − VT +


VOL − VT +
.
(2)
tdischarge = RC · ln
VOL − VT −
These times sum to the total period of oscillation T =
tcharge + tdischarge . Since the oscillator switches between
output states VOL and VOH , its amplitude is trivially equal
to their difference. The duty cycle is, by definition, the proportion of time that the oscillator spends in its high state.
Now, the salient features (frequency f = 1/T , amplitude
A = VOH − VOL , and duty cycle D = tcharge/T ) are availcreators of 808 clones and emulators. See: [7], Tactile Sounds’ TS-808,
Analogue Solutions’ Concussor, Acidlab’s Miami, &c.
7 Robin Whittle points to component tolerance (and, by extension,
variations in tuning for oscillators #5–6) as the source of the unique character of individual 808 cymbals [6].
8 The switching characteristics (output rise and fall time, propagation delay time [8]) of the HD14584 are all faster than 250 ns, and
the transitions are smooth. Keeping in mind the bandwidth of human
hearing (roughly, 20–20,000 hertz, corresponding to a minimum period
of 50 µs), this transition is treated as instantaneous. We forego aliassuppressed methods for rectangular wave simulation (for instance: [9]),
since the aliased components will be sufficiently filtered out or perceptually masked downstream.
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Figure 2. TR-808 cymbal emulation block diagram.
amplitude (volts)

able in terms of passive component values and the device
properties of the Schmitt trigger inverter.
Plugging in Equations (1)–(2) to the definition of duty
cycle, the time constant RC drops out—the duty cycle depends only on the inverter’s device properties VT − , VT + ,
VOL , and VOH :

SPICE
model

0.2
0.1
0
0.07

0.072

0.074
0.076
time (seconds)

0.078

0.08

Figure 3. Sum of all oscillators (Vsum ).


D=

ln

VOH −V −
T
VOH −V +
T



/ln



(VOH −V − )(VOL −V + )
T
T
(VOH −V + )(VOL −V − )
T
T



.

(3)
4. BAND PASS FILTERS

The six oscillators have nominal frequencies (or ranges)
of 205.3, 369.6, 304.4, 522.7, 359.4–1149.9, and 254.3–
627.2 Hz. Oscillators #5–6 have internal trimpots (TM2
and TM1 ) in series with their resistor, for factory tuning to
specific frequencies (800 and 540 Hz, respectively). 9
By design, the HD14584 is powered with 5 volts, yielding a duty cycle of D = 47.98% and an amplitude of
A = 5 volts for each oscillator. 10
All six oscillators are summed via voltage dividers in
a passive mixing network. The output of this network is
applied to the input of the band pass filters. Respecting
superposition (grounding the other oscillator outputs), an
example calculation of this attenuation (for oscillator #1)
is:

The two active band pass filters 13 each filter the combination of the six rectangular waves. What follows is a representative analysis and simulation of band pass filter #1.
Identical methods were used for #2.
Assuming ideal op-amp behavior, nodal analysis of band
pass filter #1 yields a transfer function of the form:
Hbp1 (s) =

9 Early manufacturing runs (prior to serial #000300) used different values for the resistors and capacitors in oscillators 5 and 6 [1].
10 using the “typical” values from the device’s datasheet [8]
11 Simulation Program with Integrated Circuit Emphasis, a widelyused family of general purpose analog electronic circuit simulators.
12 No attempt was made to align the phase of the model to the tabulated SPICE data. Fig. 3 just shows, qualitatively, that the model and the
reference SPICE simulation have similar features.

(5)

with coefficients:
β2
β1
α3
α2
α1
α0

Vsum
R53
=
. (4)
VO,1
R53 + (R37 k R39 k R46 k R48 k R50 )
Fig. 3 shows a comparison between the sum of all six oscillators (the signal applied to each band pass filter) and
tabulated data from a SPICE 11 simulation of the circuit. 12

Vbp#1
β2 s2 + β1 s
=
,
3
Vsum
α3 s + α2 s2 + α1 s + α0

= −R56 R57 (C13 + C14 ) C10
= −R57 C10
= R56 R57 R52 C13 C14 C10
= R56 R57 C13 C14 + R56 R52 (C13 + C14 ) C10
= R56 C13 + R56 C14 + R52 C10
= 1.

Fig. 4 shows the magnitude response of each band pass
filter. Band pass filter #1 has a center frequency around
3440 Hz and band pass filter #2 has a center frequency
around 7100 Hz. These band pass filters strongly accentuate the upper overtones of the square waves, while deemphasizing their fundamental frequencies.
13 whose topologies are closely related to the so-called “bridged-T network”, a bridged-T Zobel network in the negative-feedback path of an
op-amp, that is used in each of the 808’s voice circuits [3]
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Figure 6. Attack smoother output, no accent, time domain.

Figure 4. Magnitude responses of band pass and high pass
filters.

ing form approximates the behavior of this circuit:
Has (s) =

Vsmooth
1
=
,
Vtrig − VBE
1 + τs

(6)

where VBE is the voltage drop from the base of Q19 to its
emitter, and τ is an RC time constant. The values of these
constants are found by least-squares minimization to be:
VBE = 0.7258 ,

τ = 1.0244 · 10−4 .

Fig. 6 shows good agreement between this simplified model
and tabulated data from SPICE.
Figure 5. Band pass response in time domain, physical
model (top) and SPICE (bottom).

Fig. 5 shows typical behavior in the time domain. Each
time one of the six rectangular wave oscillators flips state,
the edge kicks some more AC energy into each band pass
filter.
5. TRIGGER LOGIC
The 808’s sequencer controls the timing and amplitude of
each voice circuit via the CPU. The CPU produces a timing
signal and accent signal, which are combined into a common trigger signal Vct , whose ON voltage is set by VR3 ,
a user-controllable global accent level. In general, instrument timing data (unique to each voice) sequenced by the
CPU is “ANDed” with Vct to activate individual voice circuits.
In the case of the cymbal, the circuit comprised of Q2 ,
Q6 , R3 , R6 , R10 , R15 , and R83 “ANDs” the instrument
data Vid with a buffered version of Vct (with its range narrowed to 7–14 V, depending on VR3 [1]). When Vid is
present (logic high), a 1-ms long pulse is passed to the collector of Q6 .
The effect of the varying accent level is complex, and
depends heavily on nonlinear downstream subcircuits: the
attack smoother, envelope generators, and the swing-type
VCAs.
6. ATTACK SMOOTHER
The circuit comprised of Q19 , R84 –R86 , and C35 “smooths”
the attack of Vtrig , the pulse that the trigger logic produces. Although the physics of this sub-circuit are difficult
to work out in closed form, a one pole filter of the follow-

7. ENVELOPE GENERATORS
The attack smoother applies a smoothed trigger Vsmooth
to three envelope generators via D6 –D8 . These envelopes
serve as amplitude control for each swing-type VCA. What
follows is a representative analysis and simulation of envelope generator #1. Identical methods were used for #2–3.
In envelope generator #1, an emitter follower buffers the
first stage (EG #1.1). The output of the emitter follower
drives two more stages (EG #1.2 and EG #1.3).
The first stage EG #1.1 is comprised of D6 , R93 , VR2 ,
and C41 . A simplified diode model 14 is leveraged to separate the attack and release phases, allowing simulation by
numerical solution of a switched first-order ordinary differential equation (ODE).
During the attack phase (while VB < Vsmooth − Von ,
and D8 acts as a short), an equation that approximates VB
is:
VB = Vin − Von .
(8)
During the release phase (while VB > Vsmooth , and D6
acts as an open circuit), nodal analysis yields:
VB
dVB
=−
,
dt
VR2 kR93 C41

(9)

where VR2 k is the resistance of the decay control with
maximum resistance VR2 and knob position k ∈ [0.0, 1.0].
At higher decay settings, the RC time constant of decay
increases, and the decay for this band is longer.
Von is estimated in the least-squares sense by a fit to
tabulated data from a SPICE simulation during the attack
portion on the envelope. This yields Von = 0.5899.
14 One that assumes the diode spends little time around the corner of its
I–V characteristic and can be treated as a switch:

∞ if Vdiode < Von
Rdiode =
(7)
0
if Vdiode ≥ Von

.
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R102 –R103 and C46 form a DC blocking high pass filter,
with an offset VB (which is estimated like before).
This kind of biasing scheme is inherently unstable to
temperature change, and depends strongly on the Bipolar Junction Transistor’s (BJT) β parameter, which varies
significantly from component to component. For this reason, this sort of biasing is usually discouraged [10]. Here,
it leads to clipping—a wild swing of the output between
VEG#1.2 and VlowerEdge , apparent intended behavior.
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8.2 Large-Signal DC Analysis
Figure 7. Log time envelope signals, physical model (top)
and SPICE simulation (bottom).
An emitter follower Q20 produces VEG#1.1 , a buffered
version of VB . Its output is taken at Q20 ’s emitter, with
a voltage gain of ≈ 1 and a negative offset VBE . VBE is
estimated just like Von , which yields VBE = 0.6195.
The output of this emitter follower is applied to two passive RC networks, EG #1.2 and EG #1.3. Nodal analysis
yields a continuous-time transfer function and a memoryless relationship:
VE3#1.2
R104
=
VB
sR104 R105 C45 + R104 + R105
VE3#1.3
R89 R91
=
.
=
VB
R89 R91 + R89 R92 + R91 R92

HEG#1.2 =
HEG#1.3

(10)


e

VBE
VT


−1

.

(13)

(11)

8. SWING-TYPE VCAS
So-called swing-type VCAs 16 perform nonlinear voltagecontrolled amplification. They resemble common-emitter
amplifiers, despite their non-standard biasing scheme, extra diode, and the fact the VCC has been replaced by an
applied envelope voltage. What follows is a representative
analysis and simulation of swing-type VCA #1. Similar
methods were used for #2–3. 17
An analysis and close approximation to the behavior of
a swing-type VCA is found by framing it as a modified
common-emitter amplifier, working through its biasing details, performing a large-signal DC analysis when the transistor is in forward-active operation, and estimating a memx (n + 1) = x (n) + T · f (x (n))
This odd name is given by [1]. §8.1 should offer a clue to its meaning.
17 For swing-type VCA #2, there are two envelope sources (EG #1.2
and EG #2). For swing-type VCAs #2–3, there are additional capacitors
to ground around the diodes, so analysis is complicated slightly, requiring
the use of ODEs.
16

where IES is the reverse saturation current of the base–
emitter p–n junction 18 and VT is the thermal voltage. 19
Since iB is much smaller than the others, it is reasonable
to approximate iC = iE via KCL. Now, ignoring output
loading, we can get a naı̈ve expression for Vout by finding
the voltage drop across the collector resistor R104 :
Vestimated#1 = VEG#1.2 − R104 IES

HEG#1.2 is a high shelf filter, and HEG#1.3 is a simple
passive voltage divider. Each part of the envelope circuit
is solved numerically in time by using the explicit Forward
Euler method. 15
Fig. 7 shows good agreement between the time domain
behavior of the physical model’s envelope generators and
a reference SPICE simulation. The traces are plotted in log
time to show more detail towards the start of the envelopes.

15

A BJT in forward-active operation is partially described by
an equation (an approximation to the Ebers-Moll model)
relating the emitter current iE to the voltage drop from the
base to the emitter, VBE :

 V
BE
(12)
iE = IES e VT − 1 ,

8.3 VCA Nonlinearity
The diode gates the output when VEG#1.2 is low enough.
Without the diode, the output of the VCA would never shut
all the way off. The approximation in Equation (13) is
fairly accurate for negative values of VBE . However, it
takes neither the gating action of the diode nor the fact that
the transistor can operate in the saturation region into account. These two behaviors are approximated by estimating the lower edge of the output as a function of VEG#1.2
and calculating the output voltage VV CA#1 as a nonlinear
function of VEG#1.2 , VlowerEdge and Vestimated#1 .
Unsurprisingly (due to the presence of two p–n junctions), VlowerEdge is well-approximated by the sum of two
stretched exponential functions and an offset:
VlowerEdge = α0 e−β0 VEG#1.2

γ0

+ α1 e−β1 VEG#1.2

γ1

+ α2 . (14)

20

Curve-fitting yields the coefficients shown in Table 1.
The clipping behavior of the diode and the transistor’s
behavior in its saturation region are approximated by a
nonlinear equation of Venv , VlowerEdge and Vestimated#1 :
VVCA#1 = 

Vestimated#1 − Venv
1+

Vestimated#1 −Venv
Venv −VlowerEdge

1
α α

+ Venv . (15)

normally between 10−12 –10−15 amperes
a function VT = kT/q of temperature, Boltzmann’s constant k ≈
1.3806 · 1023 joules/kelvin, and the charge of an electron q ≈ 1.6022 ·
1019 coulombs. VT ≈ 25.85 mV at room temperature (300 K).
20 via Matlab’s cftool
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9. HIGH PASS FILTERS
What follows is a representative analysis and simulation of
high pass filter #1. Identical methods were used for #2–3.
High pass filter #1 (Hh1 ) is a 2nd-order high pass SallenKey filter [14] with an emitter follower (Q25 ) as its buffer
amplifier element. Assuming the emitter follower acts as a
perfect buffer, this yields a continuous-time transfer function [15]:
Vh1
VVCA#1

=

β2 s2
,
α2 s2 + α1 s + α0

(16)

with coefficients:
β2
α2
α1
α0

= R124 R127 C48 C59
= R124 R127 C48 C59
= R124 C48 + R124 C59
= 1.

4

10

Ht2

*

−16
−17

2

3

10

−26

4

10

Ht3

*

−28
2

3

10

This is a modified version of the clipping equation from [11].
The parameter α controls the “sharpness” of the function’s
corners. A value of α = 3.5 21 gives a good visual fit to
a tabulated SPICE simulation 22 Fig. 8 shows VCA #1’s
behavior in the time domain.

Ht3
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Table 1. coefficients for VlowerEdge fit
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Figure 9. Family of tone stage magnitude responses with
tone control k ∈ [0.01, 1.0]. k = 1.0 responses are marked
with an asterisk (∗).
transfer functions, Ht1 = Vtone/Vh1 , Ht2 = Vtone/Vh2 , and
Ht3 = Vtone/Vh3 . These transfer functions are fifth order,
and the expressions for their filter coefficients are far too
lengthy to print in this work or to provide much insight by
visual inspection. They are reported on this work’s companion site. 23
Fig. 9 shows a family of magnitude responses for each
of the three bands. The primary effect of the tone control
is to change the amount of attenuation in the third band.
However, the center frequencies of all bands and the attenuation of the first and second bands are also somewhat
affected. The tone control of the TR-808 cymbal voice
shares the property of weakly-separated, non-orthogonal
controls with guitar amplifier tone stacks [16].
11. OUTPUT BUFFER AND LEVEL CONTROL

High pass filter #2 (Hh2 ) is a 2nd-order, high pass, nonunity-gain Sallen-Key filter with an op-amp as its buffer
amplifier element.
High pass filter #3 (Hh3 ) is a 3rd-order high pass Sallen–
Key filter with an op-amp as its buffer amplifier element.
Using an op-amp in place of an emitter-follower allows for
the design of non-unity-gain buffering. This manifests as
resonance at the corner frequency (around 10500 Hz) in
the magnitude response.
Fig. 4 shows the magnitude responses of the three high
pass filters.

The output buffer sums together the three cymbal bands,
through the tone stage, and offers level control. Assuming an ideal op-amp, there will be no current through, and
therefore no voltage across, R118 . Nodal analysis yields a
transfer function of the form:
Hle (s) =

21 This value may be related to the fact that this function approximates
hyperbolic trigonometric functions [11], [12], something that would probably arise from the exponential terms in the interaction between two p–n
junctions
22 Due to capacitive loading, and the associated time behavior, it is hard
to do a proper least-squares fit (see also: [13]), hence the visual fit.

(17)

with coefficients:
β2
β1
α2
α1
α0

10. TONE STAGE
The tone stage is a highly-interconnected passive network
of resistors and capacitors, which can be described by three

Vout
β2 s2 + β1 s
=
,
Vt1
α2 s2 + α1 s + α0

= −R128 VR6 kC90 C78
= −R128 C90
= R128 VR6 kC77 C78
= (R128 + VR6 ) C78
= 1.

where VR6 k is the resistance of the level control with maximum resistance VR6 and knob position k ∈ [0.0, 1.0].
Fig. 10 shows the magnitude response of the transfer functions at various level settings. In addition to attenuation,
23 https://ccrma.stanford.edu/ kwerner/papers/
˜
icmcsmc2014.html
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Figure 10. Family of level control magnitude responses
with level control k ∈ [0.01, 1.0]. The k = 1.0 response is
marked with an asterisk (∗).

arising from mutual interaction between the VCAs and envelope generators, fictitious unit delays are inserted. Since
the envelope signals change very slowly with respect to the
sampling rate, the error that is introduced by the unit delays is not very significant. However, in general, inserting
fictitious unit delays into systems with feedback can have
negative effects on accuracy and stability [18].

13. RESULTS AND CONCLUSIONS
the output level control buffer also acts as a differentiator in the audio band—it has a frequency response with a
6 dB/octave rising slope.
12. MODELING
We implemented a digital model with Cycling 74’s Gen˜,
a low-level DSP environment in Max/MSP. The model
contains stock controls for the cymbal decay, tone, and
level. Additionally, the model contains bends for tuning
and muting individual Schmitt trigger oscillators, tuning or
bypassing each band pass and high pass filter, and controlling the release of envelope generators #1 and #3. One bend
that has a surprising effect on the sound is replacing R53
with a logarithmic potentiometer. Recalling Equation (4),
this bend controls the attenuation of each oscillator on its
way into the band pass filters and dramatically alters the
timbre of the cymbal.
All discrete-time filter coefficients are calculated with
the bilinear transform. The bilinear transform is used to
map continuous-time transfer functions to discrete time,
though it has an inherent frequency warping which adversely affects high frequencies. This frequency warping
can be mitigated by oversampling and/or tuning of the bilinear transform’s c parameter. By tuning this parameter
for each filter, exactly one analog frequency can be precisely mapped to the correct digital frequency (the cutoff
or center frequency of a filter gives good results) [17]. 24
Since many of the filters in the TR-808 cymbal voice
circuit have response features that are high in frequency
with respect to normal audio sampling rates (i.e. fs =
44100 Hz), this frequency warping must be addressed. All
examples in this work are rendered at 4× oversampling
(fs = 44100 × 4 Hz), so they suffer only negligibly from
frequency warping.
There will be some bandwidth expansion in the VCA
stage, due to its nonlinearity. Although this creates the
potential for aliasing, the cymbal circuit creates tightlypacked, inharmonically-related partials by design. As well,
some of the aliasing will be mitigated by the oversampling.
Unsurprisingly, the presence of low amplitude aliased frequency components seem to be perceptually insignificant.
Some parts of the model are oversimplified. The VCAs
and envelope generators, in particular, are modeled with
significant simplifications, and some of their nonlinearities ignored. Non-idealities in high pass filter #1’s emitterfollower buffer are ignored. To break the delay-free loops
24 https://ccrma.stanford.edu/ jos/fp/Frequency_
˜
Warping.html

Fig. 11(a) is a spectrogram/waveform pair of a reference
cymbal note, produced via SPICE simulation. Fig. 11(b)
is the same output from the physical model, which shows
good agreement with the SPICE simulation.
Figs. 11(c)–11(f) show some of the bends that are available in the model. These bends can dramatically alter the
cymbal’s timbre and texture.
Fig. 11(c) shows the effect of disconnecting three of
the rectangular wave oscillators, and tuning the remaining
three to an open-voiced A major chord. Rather than producing a glut of inharmonically related partials, as in the
circuit’s stock configuration (or a real, physical cymbal),
these harmonically related partials have a comb-filter- or
resonator-like effect.
Fig. 11(d) shows the effect of lowering the values of resistors R56 and R58 by a factor of one half. This raises their
center frequencies, affects their Qs, and generally eliminates much of the low-frequency content.
Fig. 11(e) shows the effect of lowering R53 . This affects
the level of the signal going into the band pass filters, and
causes the signal to only sporadically clip in the VCAs—
this has an effect on the texture of the output.
Fig. 11(f) shows the effect of a 50% voltage starve. This
technique is common in circuit bending and guitar pedal modification 25 but remains unexplored in the context
of the TR-808. 26 Lowering the voltage supplied to the
HD14584 (by changing voltage divider pair R60 –R61 ) affects the inverter’s device properties VT − , VT + , VOL , and
VOH . 27 This will affect the tuning, amplitude, and duty
cycle of each oscillator. Due to the nonlinearity of the
VCAs, this will have complex timbral consequences.
Audio examples and other supplementary materials can
be found online at this work’s companion site. 28
Acknowledgments
Some preliminary analysis insights were developed with
Kevin Tong as part of professor Greg Kovacs’s Analog
Electronics course. Thanks to Melissa Kagen for help with
editing.
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(a)

(b)

(c)

(d)

(e)

(f)

Figure 11. Waveform/spectrogam pairs of cymbal voice circuit simulations: (a) a baseline SPICE simulation for comparison, (b) a baseline emulation with the physically-informed model, (c) muting 3 of the rectangular wave oscillators and
tuning the remaining 3 to an A major chord, (d) altering the band pass filter responses by lowering R56 and R58 , (e) effect
of lowering R53 , and (f) voltage starve. All are rendered at 4× oversampling, with the decay knob at 25%, tone knob at
50%, and level knob at 50%.
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ABSTRACT
We propose a novel set of chroma-based audio features inspired by pitch class set theory and show their utility for
style analysis of classical music by using them to classify recordings into historical periods. Musicologists have
long studied how composers’ styles develop and influence
each other, but usually based on manual analyses of the
score or, more recently, automatic analyses on symbolic
data, both largely independent from timbre. Here, we investigate whether such musical style analyses can be realised using audio features. Based on chroma, our features
describe the use of intervals and triads on multiple time
scales. To test the efficacy of this approach we use a 1600
track balanced corpus that covers the Baroque, Classical,
Romantic and Modern eras, and calculate features based
on four different chroma extractors and several parameter
configurations. Using Linear Discriminant Analysis, our
features allow for a visual separation of the four eras that
is invariant to timbre. Classification using Support Vector Machines shows that a high era classification accuracy
can be achieved despite strong timbral variation (piano vs.
orchestra) within eras. Under the optimal parameter configuration, the classifier achieves accuracies of 82.5%.
1. INTRODUCTION
The analysis of musical style is a major task in musicology. For the investigation of Western classical music, the
most important research topics are the life and works of the
composers, as well as their relationships and mutual influences. Finding similarities and trends among composers
living at the same time leads to a categorization into historical periods comprising musical works composed under similar artistic premises [1]. In Music Information Retrieval (MIR), the classification of music data into genres
is a widely explored task [2]. Some work has been done
to obtain a finer resolution of subgenres for Jazz, Pop, and
Rock [3] as well as for classifying music into global cultural areas [4]. For such tasks, features describing the timbral properties of the music such as instrumentation, playing and singing style, have been applied successfully since
short fragments of music have been shown sufficient to
capture the typical sound of a genre.
Copyright: c 2014 Christof Weiß et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

Simon Dixon
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In contrast, the subdivision of the genre “Classical” has
been addressed sparsely for audio data. However, passionate classical music listeners are usually able to identify the
historical period or the composer of a work after a few seconds. Since this holds independently of the instrumentation or genre, there must be internal structures in the music
that make a Mozart piece sound like Mozart, be it a piano sonata, a string quartet, or a symphony. We show that
such structures can be found in the dimensions of tonality,
harmony, and melody. Obviously, timbral features will not
be able to describe such properties. Therefore, we present
a set of timbre-invariant features and evaluate them on a
subgenre classification task for classical music audio collections.
Musicologists often prefer the detailed view of single composers or even single works to observe very subtle stylistic
differences. They find a great individuality in the style of
single composers, together with substantial evolutions and
breaks within their oeuvre. Nonetheless, one can observe
developmental lines in music history, as well as the breaking of such lines. This is why a classification into eras can
be helpful as a first step for analysis, which may be followed by a closer look at individual stylistic tendencies [5,
6]. Most commonly, the classical repertoire, which dominates Western concert halls and classic radio programmes,
is divided into historical periods (“eras”). This categorization is a simplification but can provide “a reasonably
consistent basis for discussion” [1]. On these grounds, we
evaluate our features on the rather superficial problem of
classifying music into the periods Baroque, Classical, Romantic, and Modern. Treating this task with success is a
first step towards more detailed classification scenarios.
The ideal source for studying composer-specific properties is the musical score since it contains that fraction of
a musical performance which is created and controlled by
the composers themselves. Approaching scores or symbolic data, several studies have been published: McKay
and Fujinaga have performed hierarchical classification into
root and leaf genres using high-level musical features on
MIDI data [7]. As classical subgenres, they have considered the periods Baroque, Romantic, and Modern. In [8],
chord profiles have been used for composer style identification. A similar task has been performed in [9] relying on high level interval-based features. Van Kranenburg
has evaluated different composer identification tasks on
score [10] and MIDI data [11] using interval- and pitchrelated features as style markers.
Perttu studied the increasing chromaticism in Western
music from the year 1600 to 1900 on score data [12] while
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Ventura used symbolic music text representations to identify historical periods from melodic properties [13]. Another melody-based approach has been tested in a study
based on the Peachnote Corpus [14] containing statistics of
melodic intervals obtained via Optical Character Recognition from open-access graphical scores. On that data, Rodriguez Zivic et al. [15] performed an unsupervised clustering into compositional styles obtaining a division into
the eras Baroque, Classical, Romantic, and Modern. Honingh’s approach [16, 17] is based on pitch class profiles
which are motivated by recent musicological theories and
relate to interval categories. The evaluation was performed
on several clustering and classification tasks on MIDI representations of individual pieces. De Leon and Iñesta
tested a pattern recognition approach for style identification on MIDI data of monophonic melodies [18].
Such high-level representations are not available in many
analysis scenarios. For automatic classification tasks on
large audio archives as well as for music search and recommendation tasks, algorithms capable of directly handling
audio data are necessary. To extract tonal information from
audio, chroma features have been used widely. For example, Müller et al. [19] have made use of their capability for
audio matching between orchestral and piano versions of
the same piece of music. On that account, we build our
system on chroma or pitch class features. 1
The main contributions of this work are the introduction
of novel template-based features computed from chroma
and the evaluation of their suitability for describing musical style. We test four different chroma feature types as
basis features and investigate the time-scale dependence of
the features. For evaluation, we present a new large crossera data set of classical music audio recordings. On this
data set, we show different visualizations and perform classification experiments on several 4-class problems. In particular, we examine the timbre invariance of the features.
To evaluate this aspect, we investigate piano music as well
as orchestral music and compare the results of different
configurations of that data.

and the orchestral data neither includes works featuring
voices nor solo concertos. To obtain a subgenre classication rather than capturing individual composer styles, every category contains music from a minimum of five different composers from three different countries.
Since we want to perform a baseline experiment, we did
not include composers whose style can be described as lying between two of the periods. 2 To make sure that we
do not classify properties other than style-related ones, we
tried to include a certain amount of works by the single
composers, considering different musical forms (Sonatas,
Variations, Suites, Symphonies, Symphonic poems, Overtures, and many more) as well as fast and slow movement types (head movements, minuets, etc.). The keys and
modes (major/minor) of the pieces are mixed arbitrarily.
The composers and their countries are listed in Table 1.
3. METHOD
We perform a common Machine Learning based classification experiment using a Support Vector Machine (SVM)
classifier. First, we obtain the audio signals by decoding
the MP3 data. Based on this representation, we calculate four different types of chroma features which have
been tested successfully on chord recognition tasks (Section 3.1). To evaluate the influence of time scales and temporal resolution, we compute different smoothed representations of the chroma (Section 3.2). Finally, we calculate a
set of interval- and chord-related mid-level features which
will be used as input for our classifier (Section 3.3).
3.1 Basis Features
Since early studies have shown the suitability of chroma
features for representing tonal characteristics [20, 21], a
number of different chroma feature extraction methods
have been presented and evaluated. The basic idea of
chroma is the mapping of the spectrogram bins into a series of 12-dimensional vectors ci representing the energy
of the pitch-classes independent of the octave:

2. DATABASE
For our classification task, we built a 1600 track corpus of
classical music audio recordings compressed in the MP3
format. The main source for the recordings is a large data
set of recordings released by the label NAXOS. We considered music clearly assignable to the four historical periods
Baroque, Classical, Romantic, and Modern.
To evaluate the influence of timbre and scoring, we took
into account solo piano music as well as orchestral music.
For each period, we collected 200 tracks each of piano and
orchestra. To avoid the system learning timbral particuliarities, we only selected Baroque piano music performed
on the modern grand piano (no harpsichord recordings),
1 We know that many harmonic properties cannot be derived this way:
In a chroma representation, the separation of the voices is not possible.
Therefore, voice leading information is lost. Additionally, characteristics
of harmonic intervals depend strongly on the pitch order. For example,
a note in perfect fourth distance above the bass note was treated as a
dissonance over centuries of Western music whereas the same interval
appearing between the upper voices was considered consonant.


ci1 , ci2 , . . . , ci12 =
b (C, C], . . . , B) .

(1)

cik denotes the k-th element of the i-th chroma vector.
One of the fundamental difficulties of the chroma representation is the handling of the partials: Each note played
by an acoustical instrument generates a spectrum showing
energy not only at the fundamental frequency but also at
the integer multiples of this frequency. While the octaverelated harmonics do not cause problems in a chroma representation, harmonics corresponding to other pitches such
as the upper fifths may lead to wrong musical interpretations. Several chroma extraction methods try to cope with
this issue [22–24]. On this account, we are considering
four different chroma computation techniques to test the
influence of this processing step:
2 For example, no works from Beethoven or Schubert were selected
because these composers show influences from both Classical and Romantic styles.
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Era

Scoring

Composers

Countries

Baroque

Piano

Bach, J. S.; Couperin, F.; Giustini, L.; Platti, G. B.; Rameau, J.-P.

France, Germany, Italy

Orchestra

Albinoni, T.; Bach, J. S.; Corelli, A.; Handel, G. F.; Lully, J.-B.; Purcell, H.;
Rameau, J.-P.; Vivaldi, A.

England, France, Germany, Italy

Piano

Cimarosa, D.; Clementi, M.; Dussek, J. L.; Haydn, J.; Mozart, W. A.

Austria, Czechia, England, Italy

Orchestra

Bach, J. C.; Boccherini, L. R.; Haydn, J. M.; Haydn, J.; Mozart, W. A.;
Pleyel, I. J.; Salieri, A.

Austria, England, Germany, Italy

Piano

Brahms, J.; Chopin, F.; Faure, G.; Grieg, E.; Liszt, F.; MendelssohnBartholdy, F.; Schumann, C.; Schumann, R.; Tchaikovsky, P. I.

France, Germany, Hungary, Norway, Poland,
Russia

Orchestra

Berlioz, H.; Borodin, A.; Brahms, J.; Bruckner, A.; Dvořak, A.;
Grieg, E.; Liszt, F.; Mendelssohn-Bartholdy, F.; Mussorgsky, M.;
Rimsky-Korsakov, N.; Saint-Saëns, C.; Schumann, R.; Smetana, B.;
Tchaikovsky, P. I.; Verdi, G.; Wagner, R.

Austria, Czechia, France, Germany, Hungary,
Italy, Norway, Russia, USA

Piano

Bartók, B.; Berg, A.; Boulez, P.; Hindemith, P.; Messiaen, O.; Milhaud, D.;
Prokofiev, S.; Schoenberg, A.; Shostakovich, D., Stravinsky, I.; Webern, A.

Austria, France, Germany, Hungary, Russia,
USA

Orchestra

Antheil, G.; Bartók, B.; Berg, A.; Britten, B.; Hindemith, P.; Ives, C. E.;
Messiaen, O.; Prokofiev, S.; Schoenberg, A.; Shostakovich, D.; Stravinsky, I.;
Varese, E.; Webern, A.; Weill, K.

Austria, England, France, Germany, Hungary,
Russia, USA

Classical

Romantic

Modern

Table 1: Composers contained in the data set, and their countries.
• CP chroma: Müller and Ewert [19, 25] presented a
chroma extraction method using a multirate pitch filter bank [26]. We use the basic Chroma Pitch (CP)
as baseline representation. The code was published
in the Chroma Toolbox package [26].

• EPCP chroma: A different chord labeler was tested
on a number of chroma feature types in [28]. The
Enhanced Pitch Class Profiles (EPCP) by Lee [23]
came out best in this study. They used an iterative
approach called harmonic product spectrum (HPS).
We use three HPS iterations in our work.
• NNLS chroma: In [24], an approximate transcription method using a Non-Negative Least Squares
(NNLS) algorithm was presented for chroma extraction. The features were used as input to a high-level
model for chord transcription which was tested on
the MIREX Chord Detection task with good results.
The code was published as “Vamp” plugin. 3
We computed all chroma feature representations with an
initial feature rate of 10 Hz using a step size of 4410 at
an audio sample rate of 44100 Hz. The features are normalized to the Euclidean norm (`2 norm) to eliminate the
influence of dynamics.
3.2 Multi-Scale Feature Smoothing
Tonal characteristics of music can be regarded at various
time scales. On a rough scale, local keys and modulations
play an important role. Regarding a finer level, chords and
3

http://isophonics.net/nnls-chroma

CP
temporal resolution

• CLP chroma: Jiang et al. [27] tested several filterbank-based chroma features on a chord recognition
task. They found a significant improvement when
using logarithmic compression before applying the
octave mapping. We test the Chroma Logarithmic
Pitch (CLP) with compression parameter η = 1000
performing best in this evaluation.

feature type
global

CP200
100
CP100
20
CP20
10
CP10
5
CP42
local
CP

CLP

global

CLP200
100
CLP100
20
CLP20
10
CLP10
5
CLP42
local
CLP

EPCPglobal

NNLSglobal

EPCP200
100
EPCP100
20
EPCP20
10
EPCP10
5
EPCP42
local

NNLS200
100

EPCP

NNLS100
20
NNLS20
10
NNLS10
5
NNLS42
NNLSlocal

Table 2: Feature type [ Chroma ]w
d for different time scales
specified by the smoothing parameters w and d.
chord changes provide more detailed information. Finally,
considering the melodic and voice leading properties will
give an insight into the relationship of the pitches to the
underlying chords. These layers of tonal characteristic are
crucial for musical style recognition: Analyzing a piece of
dodecaphonic music, we will find a complex tonality making use of most of the chromatic pitches on a fine scale as
well as on a global scale. A Romantic symphony may look
similarly complex globally due to numerous modulations
while being built on simple harmony on a fine level.
Therefore, we have to consider different temporal resolutions for the computation of our classification features. To
do this, we start with the 10 Hz chroma features introduced
in Section 3.1 and apply a feature smoothing with different resolutions. We use the approach introduced in [21]
for the CENS features with smoothing window length w
and downsampling factor d given as numbers of frames.
The smoothing procedure is part of the MATLAB Chroma
Toolbox [26]. After the smoothing, the feature frames are
normalized by the `2 norm again. Together with the local
10 Hz features and global chroma statistics, we have seven
different temporal resolutions (Table 2).
3.3 Classification Features
Relying on the chroma feature types listed in Table 2, we
then compute semantic mid-level features describing the
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with the interval templates

PC1

minor second / major seventh

1 / 11

PC2

major second / minor seventh

2 / 10

PC3

minor third / major sixth

3/9

T(2) = (1 0 1 0 0 0 0 0 0 0 0 0)

PC4

major third / minor sixth

4/8

T(3) = (1 0 0 1 0 0 0 0 0 0 0 0)

PC5

perfect fourth / perfect fifth

5/7

T(4) = (1 0 0 0 1 0 0 0 0 0 0 0)

PC6

tritone / diminished fifth

6

T(5) = (1 0 0 0 0 1 0 0 0 0 0 0)

T(1) = (1 1 0 0 0 0 0 0 0 0 0 0)

T(6) = (1 0 0 0 0 0 1 0 0 0 0 0).

Table 3: Pitch Class Set Categories PCa, their characteristic intervals, and the interval distance in semitones.

tonal content of the audio data at several time scales. Since
we do not want our features to depend on the global or
local key, these features have to be invariant under cyclic
shifts of the chroma vector. Motivated by music theory,
we start with simple binary templates modeling the interval
and chord content of the music. Inspired by the Pitch Class
Set Theory, Honigh and Bod [16, 17] performed classification and tonal analysis experiments on MIDI data which
showed that pitch class sets can be valuable style markers. A pitch class (PC) set is characterized by its predominant interval class (Table 3). From these classes, so-called
prototypes with different numbers of notes can be built.
The occurences of these categories are used as classification features.
Since in the chroma vector the octave information is
missing, we cannot discriminate between the intervals and
their complements. Thus, the six interval categories related to PC1 . . . PC6 are the only information left. On
every chroma vector ci (see Equation 1), we compute a
score for the joint appearance of two chroma values related by the respective interval class by multiplying their
values. For example, for the feature F5 related to the perfect fourth/fifth (PC5), we multiply the C chroma with the
F chroma (distance of 5 semitones):
i
F5,1
= ci1 · ci1+5

(2)

We are interested only in the type of the interval, and not in
the specific pitches. Therefore, we want to equally weight
all keys and chords and sum over all cyclic shifts:
F5i =

12
X
m=1

i
F5,m
=

12
X

cim · ci1+(m+5−1) mod 12

(3)

m=1

Finally, we sum over all chroma frames i and divide by the
total number of frames N to obtain the average likelihood
of this interval on the given time resolution:
F5 =

N
1 X i
F
N i=1 5

(4)

We can generalize this expression using binary templates
T(a) of exponents for the different interval classes PCa:


N
12 1+(m+11)
Y mod 12
(a)

1 XX
T
F(a) =
cip p  (5)
N i=1 m=1
p=m

(6)

This procedure can easily be extended to sets with three
or more notes. As the most basic harmonic vocabulary of
Western tonality, we considered the triad types Major, Minor, Diminished, and Augmented:
T(7) = (1 0 0 0 1 0 0 1 0 0 0 0)
T(8) = (1 0 0 1 0 0 0 1 0 0 0 0)
T(9) = (1 0 0 1 0 0 1 0 0 0 0 0)
T(10) = (1 0 0 0 1 0 0 0 1 0 0 0).

(7)

Note that also the triad inversions are considered by this
approach. All of the template-based features F1 . . . F10 are
calculated for every chroma feature type of Table 2 resulting in 10 × 7 × 4 = 280 different features per track.
4. RESULTS
4.1 Visualization
To visualize the discriminative power of the proposed features, we apply a dimensional reduction technique known
as Fisher transformation or Linear Discrimant Analysis
(LDA). This supervised decomposition reduces the dimensions of the feature space in such a way that the classes
Baroque, Classical, Romantic, and Modern are optimally
separated [29]. The procedure has been used for a similar
task in [11]. The results for the full data set are shown in
Figure 1, and the visualizations of the piano and orchestra
data can be seen individually in Figure 2. A rough separation for the full data seems to be possible with this type
of feature; the scenarios considering piano or orchestral
music only show slightly better separation of classes. The
clustering procedure groups the classes in accordance with
their historical ordering. To a great extent, overlapping regions only occur between neighbouring periods.
4.2 Classification
To measure the features’ performance for the 4-class era
classification problem, we conduct experiments using a
standard Support Vector Machine (SVM) algorithm implemented in the LIBSVM library [30]. We are making use
of a Radial Basis Kernel Function (RBF kernel) with standard parameters as suggested in [30] and perform a 10-fold
cross validation (CV) to study the individual features’ influence on the classification performance. All classification experiments are conducted for five configurations of
the data performing classification on (1) the Full data set,
(2) the Piano data only, and (3) the Orchestra data only,
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14

10

Baroque

9

Classical

12

Romantic

8

11

Modern

7

Discriminant 2

Discriminant 2

13

6
5
4

9
8
7

3

6

2

5

1
0

10

1

0

−1

−2

−3

−4

−5

−6

−7

−8

−9

4

−10

0

−2

−4

Discriminant 1

−6

−8

−10

−12

Discriminant 1

(a) Piano data set.

(b) Orchestra data set.

Figure 2: LDA visualization of the data subsets.
8

Full

Piano

Orch

P/O

O/P

63.1 %
63.1 %
64.7 %
79.8 %
81.9 %

61.0 %
60.6 %
62.3 %
79.5 %
81.8 %

65.4 %
67.6 %
69.3 %
84.9 %
86.5 %

46.4 %
48.9 %
52.0 %
65.6 %
64.5 %

48.8 %
37.5 %
41.9 %
50.5 %
55.6 %

Baroque

CP
CLP
EPCP
NNLS
all

Classical

6

Romantic

Discriminant 2

Modern
4

2

Table 4: SVM classification accuracy for the different
types of basis chroma features in a 10-fold (Full, Piano,
Orch) and 2-fold (P/O, O/P) cross validation.

0

−2
−4

−2

0

2

4

6

Discriminant 1

Figure 1: LDA visualization for the full data set.

as well as a 2-fold CV (4) training on the piano and evaluating on the orchestra data P/O and (5) vice versa O/P.
The latter two configurations serve to test our hypothesis
of invariance against orchestration and timbre.
First, we test the influence of the basis feature type and
perform a classification using all templates and time scales
(70 features) for each of the chroma types. The results are
shown in Table 4. Compared to the simplest chroma approach (CP) resulting in 63.1% accuracy on the full data
set, the enhancement of weaker components via a logarithmic compression (CLP) does not improve the classification performance (63.1%) except for a little increase
on the orchestral data. This is in contrast to the results
of [27] where this procedure improved the performance of
a chord labeler. The consideration of the harmonics leads
to a weak improvement in the case of the EPCP features
(64.7%), whereas the NNLS features show a better performance of 79.8% accuracy reaching almost the result of all
chroma feature types combined (81.9%). The reasons for
this substantial difference have to be examined in detail in
the future. Due to this result, we choose the NNLS chroma
as basis feature in the following. Interestingly, the algorithm performs better on the orchestral data compared to

the piano data for all feature types. This may be a hint
to the fact that composers showed a higher degree of individuality when writing piano music. Another explanation
could be the existence of remaining timbral information or
peculiarities of the instrumentation in the chroma, which
are used by the classifier to determine the era.
To understand the influence of the different time scales,
we performed two studies for each of the seven temporal
resolutions in Table 2, once (a) using only the respective
temporal resolution (10 features) and once (b) leaving out
the respective time scale (60 features). The results shown
in Figure 3 confirm our assumption that for a powerful
classification more than one time scale is needed. Only
relying on the global scale leads to bad results since a 12dimensional global chroma statistics cannot be representative for the tonal characteristics of the music. Nonetheless, also the local and fine scales alone are not sufficient
for a good classification either. Leaving out one of the
medium resolutions only slightly affects the performance.
Thus, we confine ourselves to use only four different time
scales for our final experiments, while keeping the variety
of different resolutions including global and local scale:
10
local
NNLSglobal , NNLS200
.
100 , NNLS5 , and NNLS
On these four temporal resolutions of the NNLS chroma,
we test the performance’s dependence on the type of the
templates. To do this, we first use the two-part interval
templates only (6 × 4 = 24 features, see Equation 6) compared to using the three-part triad templates (4 × 4 = 16
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Figure 3: Classification accuracy for different temporal resolutions.

Intervals
Triads
all

Full

Piano

Orch

P/O

O/P

68.7 %
64.3 %
75.1 %

65.4 %
60.6 %
71.1 %

75.6 %
75.3 %
80.9 %

60.0 %
60.1 %
69.6 %

41.5 %
46.3 %
45.1 %

5-dim
4-dim
3-dim
2-dim
1-dim
no red.

Table 5: SVM classification accuracy (10-fold CV) for the
different template types on 4 selected temporal resolutions.

features, Equation 7). The results are listed in Table 5. The
interval templates are performing slightly better than the
triads. However, considering all template types leads to
the best results. This may be seen as a motivation to test
advanced templates modeling more complex chords. Interestingly, the triad templates show a higher capability to
generalize in the cross-instrumentation test.
Keeping this 40-dimensional feature space (4 temporal
resolutions × 10 templates), we finally test if the dimensional reduction technique used for visualization in Section 4.1 improves the classification. To do this, we calculate the decomposition matrix on the training folds and
multiply the feature vectors of the test data to this matrix
before applying the SVM classifier. Table 6 shows the results for different numbers of dimensions remaining. As
we expect for a 4-class problem, the ideal number of feature dimensions after the LDA is 3. In total, classification
performance only slightly improves compared to the usage
of the full feature space. The cross-instrumentation task
fails completely when using LDA. The reason for that may
be the preference of different features for the two data sets.
The most important dimensions for separating piano music
seem to be different from those separating orchestral eras.
Nevertheless, there must be features capable of separating
both of them well, otherwise classification of the Full set
would lead to worse results.
For the previous experiments, the parameters c and γ in
the RBF Kernel of the SVM classifier have been fixed to
standard values. To examine the final classification performance of our system, we conduct a three-stage grid search
on these two parameters to optimize the classifier (search
area as suggested in [30]). To this, the data set is split into
training and test set with equal numbers of classes in each

Full

Piano

Orch

P/O

O/P

78.1 %
77.5 %
78.5 %
68.3 %
60.9 %
75.1 %

77.9 %
78.5 %
78.5 %
68.0 %
54.6 %
71.1 %

84.4 %
84.1 %
84.5 %
82.5 %
67.5 %
80.9 %

17.6 %
17.1 %
15.9 %
7.6 %
25.0 %
69.6 %

25.0 %
25.0 %
25.0 %
25.0 %
25.0 %
45.1 %

Table 6: SVM classification accuracy (10-fold CV) including a reduction to a different number of dimensions.

Fold 1
Fold 2
Comb.

Full

Piano

Orch

P/O

83.4 %
81.6 %
82.5 %

83.0 %
82.5 %
82.8 %

87.8 %
86.3 %
87.0 %

O/P

55.8 %
58.0 %
56.9 %

Table 7: SVM classification accuracy of the grid search.
For the last two columns, the folds 1 and 2 are identical to
the piano and orchestra part of the data, respectively.

fold (Stratified Cross Validation). On the training fold, the
best parameters are selected in another 5-fold cross validation. We measure the classifier’s performance with these
parameters on the test set and repeat the procedure commuting training and test set. The final results are shown in
Table 7, and the confusion matrices for the three sets are
displayed in Table 8. The averaged confusion matrix for
the cross instrumentation experiment (train/test with either
piano or orchestra data) is shown in Table 9. Applying a
grid search improves performance from 75.1% to 82.5%.
4.3 Discussion and Outlook
The presented results show that our chroma-based features
are able to discriminate classical music styles. The hypothesis of timbre invariance can be verified since the classfication on the full data set leads to similar results as the
individual piano or orchestra1 classification. Inspection
of the confusion matrices suggests that the best recognition rates can be found for the Modern style. This is no
suprise because our “Modern” data contains mostly atonal
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Baroque
Classical
Romantic
Modern

Bar
.85
.11
.06
.02

Class
.10
.81
.07
.01

Rom
.05
.09
.76
.09

Mod
.01
.00
.11
.89

Rom
.06
.08
.80
.12

Mod
.01
.00
.06
.86

Rom
.05
.07
.89
.07

Mod
.01
.00
.03
.93
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cation approach using standard features such as Mel Frequency Cepstral Coefficients. The templates used in this
work describe interval and basic triad types. Since more
complex chords such as seventh or ninth chords can represent style characteristics, templates with more non-zero
entries should be included. Furthermore, templates modeling voice leading phenomena such as suspended chords or
characteristic dissonances should be tested.
Concerning the data, experiments with finer “stylistic resolution” such as the classification of sub-eras (Early Romanticism, Late Romanticism, etc.) would be interesting contributions. This includes the composer identification task, or even beyond that: Can we see that the early
Beethoven sonatas are closer to the Classical area than the
later sonatas, which are “more Romantic”?

(a) Full data set.

Baroque
Classical
Romantic
Modern

Bar
.82
.09
.03
.03

Class
.12
.84
.13
.00

(b) Piano data set.

Baroque
Classical
Romantic
Modern

Bar
.83
.09
.06
.01

Class
.11
.84
.03
.00

5. CONCLUSIONS

(c) Orchestra data set.

Table 8: Confusion matrices of the grid search classification on the different data sets.

Baroque
Classical
Romantic
Modern

Bar
.32
.19
.11
.03

Class
.22
.49
.04
.00

Rom
.25
.29
.58
.09

Mod
.22
.03
.28
.89

Table 9: Averaged confusion matrix of the grid search
classification in the cross instrumentation test (P/O and
O/P).

music and music with a very advanced tonality so that the
harmonic material does not consist of triads and common
chords anymore. The worst rates are found for the Romantic period. This can have a couple of reasons: Firstly,
the transition from the Classical to the Romantic style happened gradually so that these styles may be more similar
than other neighbouring eras [1]. On the other hand, late
Romantic composers used historical citations and elements
from older styles—including also the Baroque style—as an
artistic means. Lastly, late Romantic music anticipates the
movement towards complex tonality in the 20th century.
In all experiments, the orchestral data can be classified
better than the piano or the combined data. We suggest
two explanations for this: firstly, the style characteristics
could be more pronounced for orchestral music. This could
arise from the fact that orchestral music is dedicated to a
larger audience and thus may be less complex than piano
music. Secondly, our features could still contain timbral
information which may be more useful when classifiying
on a purely orchestral data set.
There are several open questions that should be addressed
in further work. We aim to look into the data in more detail as well as develop more elaborate features to further
improve classification performance. To underline the suitability of timbre-invariant features for the analysis of musical styles, the method should be tested against a classifi-

In this work, we proposed chroma-based features which
quantify the occurrence of interval and triad types at different temporal resolutions. Our approach links to more
recent ideas in musicology such as the Pitch Class Set
Theory. As basis features, we tested four chroma extraction methods (three of them are public code). After a
multi-scale feature smoothing, we obtained seven different
temporal resolutions. Based on these features, we computed ten classification features making use of a templatematching strategy for intervals and triads.
To test the hypotheses of stylistic differences and timbre
invariance, we compiled a 1600 track data set containing
piano and orchestral music from composers who can be
assigned clearly to one of the four historical periods Baroque, Classical, Romantic, and Modern. Using Linear
Discrimant Analysis, we showed the features’ capability
for separating these classes and for producing nice visualizations. We performed several classification experiments
using a Support Vector Machine classifier. In these studies,
we evaluated each of the different feature extraction steps.
As basis feature, the Nonnegative Least Squares chroma
worked best with our features (79.8%), reaching almost
the result of using all basis features combined (81.9%).
We showed that for a proper classification, more than one
time scale is needed and finally considered four temporal
resolutions. The test of different templates resulted in a
better performance when using interval features (68.7%)
rather than triad templates (64.3%), but best performance
was obtained with all templates together (75.1%). Combining the most successful features, we performed a grid
search to optimize the classifier (82.5%). The results on
the orchestra data outperformed the full results by up to 5
percentage points, the piano results were similar or worse
than the full data classification. Separating training and test
fold between piano and orchestra yielded worse accuracies
but still above chance level.
These results indicate that classical music style can be
analyzed directly from audio recordings. Apart from the
difficulties of the categorization into four eras, the features
are able to describe the main stylistic differences of these
classes while showing a high degree of timbre invariance.
In further studies, we will test the method on tasks with
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finer resolution such as sub-era and composer classification. Together with the proposed features, modeling more
complex harmonic properties such as tonal complexity and
chord sequences will allow us to gain insights into further aspects of musical style and influences between composers.
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Jyväskylä, 2011.
[4] A. Kruspe, H. Lukashevich, J. Abeßer, H. Großmann, and
C. Dittmar, “Automatic classification of musical pieces into
global cultural areas,” in Proceedings of the 42nd AES International Conference on Semantic Audio, 2011.
[5] J. Webster, “The eighteenth century as a music-historical period?” Eighteenth Century Music, vol. 1, no. 01, pp. 47–60,
2004.
[6] P. L. Frank, “Historical or stylistic periods?” Journal of Aesthetics and Art Criticism, vol. 13, no. 4, pp. 451–457, 1955.
[7] C. McKay and I. Fujinaga, “Automatic genre classification
using large high-level musical feature sets,” in Proceedings
of the 5th International Conference on Music Information Retrieval (ISMIR), 2004, pp. 525–530.
[8] M. Ogihara and T. Li, “N-gram chord profiles for composer
style identification,” in Proceedings of the 9th International
Conference on Music Information Retrieval (ISMIR), 2008.

[14] V. Viro, “Peachnote: music score search and analusis platform,” in Proceedings of the 12th International Society for
Music Information Retrieval Conference (ISMIR), 2011.
[15] P. H. Rodriguez Zivic, F. Shifres, and G. A. Cecchi, “Perceptual basis of evolving western musical styles,” Proceedings
of the National Academy of Sciences, vol. 110, no. 24, pp.
10 034–10 038, 2013.
[16] A. Honingh and R. Bod, “Pitch class set categories as analysis tools for degrees of tonality,” in Proceedings of the 11th
International Society for Music Information Retrieval Conference, 2010, pp. 459–464.
[17] ——, “Clustering and classification of music by interval categories,” in Proceedings of the Third International Conference
on Mathematics and Computation in Music, ser. MCM’11.
Springer-Verlag, 2011, pp. 346–349.
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ABSTRACT
Touchpoint is a multi-touch tablet instrument which presents the chaining-together of non-linear effects processors
as its core music synthesis technique. In doing so, it utilizes the on-the-fly re-combination of effects processors as
the central mechanic of performance.
Effects Processing as Synthesis is justified by the fact that
that the order in which non-linear systems are arranged results in a diverse range of different output signals. Because the Effects Processor Instrument is a collection of
software, the signal processing ecosystem is virtual. This
means that processors can be re-defined, re-configured, created, and destroyed instantaneously, as a “note-level” musical decision within a performance.
The software of Touchpoint consists of three components. The signal processing component, which is addressed via Open Sound Control (OSC), runs in Reaktor Core.
The touchscreen component runs in the iOS version of Lemur, and the networking component uses ChucK.
The resulting instrument unifies many perceptual domains
of modulation into a consistent interface, encouraging an
expressive exploration of the areas between their borders.
Touchpoint attempts to embody and make vital an aspect
of contemporary music which is typically treated as augmentative and secondary.
1. INTRODUCTION
In the 21st century, digitally automated, computerized recording is the mainstream method of music engineering.
More often than not, any style of music – be it rock music,
jazz, folk, bluegrass, dance music, film scores, and especially hip-hop and experimental music – is tracked to hard
disk, and variously employs the techniques of computerbased creation. [1]
Thanks to plug-ins and the Digital Audio Workstation
(DAW), granular synthesis, phase vocoding, sampling, and
a serialist’s sense of parametric automation have found a
home in the toolset of the average recording studio.
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Figure 1. The sprawl of peripherals used to control IDM
artist Tim Exile’s live performance.
In time stretching, pitch correcting, sample replacing, noise reducing, sound file convolving, and transient flagging
their recordings, studio engineers of every style are regularly applying the tools of art music composition from
decades past in their work. [2] The lines between recording, editing, composition, and sound design have blurred,
and the definition of what is considered a “computer music” technique is obscuring.
As the compounding of elaborate digital techniques becomes easier to apply, popular new sounds and genres are
more frequently emerging from non-performative, non-instrumental, or virtual sources. [3]
1.1 Live Presentation
It is generally accepted that the concert presentation of
most electroacoustic / academic computer music is inherently a playback of a series of heavily edited, throughcomposed moments. However, the ordinary assumption
made in popular music is that every musical element is being presented live, as an instrumental performance. Anything other than a totally mimetic presentation of the music
is simply excused as “magic.” [4]
Too often, the disembodiment and unperformability of
recreating these emergent forms of popular music live is
replaced with pure spectacle. However, those who attempt
to re-enact the studio process in a live setting find themselves buried under a pile of generic controllers, like in
Figure 1. The commitment to the re-embodiment of these
processes interferes with an emotional connection to the
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recitation of the music itself.
Certainly, the idea of the performative effects processor
is nothing new in computer music studies. The Hands of
Michel Waisvisz [5] explored the idea of gesturally manipulating audio buffers to great effect nearly thirty years ago.
The pursuit of embodied computer music systems with
performative interfaces has seen such an investment from
institutions like Stanford’s CCRMA [6], UC Berkeley’s
CNMAT [7], and the Princeton Sound Lab [8] that an entire conference dedicated to New Interfaces for Musical
Expression (or NIME) was created in 2001, annually collating the developments of computer music performance.
Thanks to the iPhone, the mobile device has been responsible for a recent explosion of dynamic touchscreen-based
interfaces. [9, 10] In pursuit of embodying the use of effects processing in contemporary pop music, even previous
attempts to sandbox and consolidate plug-in based compositional ecosytems have been realized before. [11, 12]

Figure 2. The Input page of Touchpoint.
1.3 Overview

1.2 The Signal Processing Instrument
This paper presents Touchpoint, which is a software instrument that networks an iPad-based touchscreen interface with a signal processing engine that lives on a remote
host computer.
It is primarily inspired by a wave of recent DAW plugins which are multi-effects processors. Products such as
Native Instruments’ The Finger (2009) 1 , iZotope’s Stutter
Edit (2011) 2 , and Sugar Bytes’ Turnado (2011) 3 represent the nascent efforts of the commercial plug-in industry
responding to the growing reliance upon elaborate signal
processing techniques in contemporary popular music.
Touchpoint presents effects processing as a momentary,
performative mechanic by presenting a performer with a
series of two-dimensional touch fields on an iPad interface,
similar to a KORG KAOSS Pad. Touching a field crossfades in an effects process onto the end of a dynamically
constructed serial stack. This makes the order that effects
are activated in important. Whether starting with a sine
wave or an entire ensemble of live instruments, performing with Touchpoint centers around gesturally introducing, removing, and manipulating effects processors in such
a transformative way that the original sound merely becomes an excitation signal for an entirely different texture,
synthesized by the combination of non-linear processes.
Virtualization is a key aspect of Touchpoint in several
regards. Signal processing sources and controller interfaces share an asymmetrical relationship, meaning that one
or several instances can be performed by one or several
performers in any arrangement. Furthermore, the objects
within a signal processing chain are virtual, meaning that
the mechanics of object creation, patching, and destruction
are lucid. This forms the core of a performance practice.
1 http://www.native-instruments.com/en/
products/komplete/effects/the-finger
2 http://www.izotope.com/en/products/
effects-instruments/stutter-edit
3 http://www.sugar-bytes.com/content/products/
Turnado/index.php?lang=en

Section 2 will describe in greater detail the layout of the
iPad interface of the instrument. The effects processors
available to the system are then overviewed in Section 3.
A scenario of the average sound design process when using the instrument follows in Section 4. The mechanics of
non-linear processor arrangement are discussed in Section
5, and then the networked structure of interface support is
explained in Section 6. Evaluation of the system by other
performers is documented in Section 7, followed by a reflective conclusion in Section 8.
2. INTERFACE
The iPad-based interface of Touchpoint is divided into six
pages of functionality. The Input page determines a sound
source, offering either a subtractive synthesizer or a stereo
audio input. Next, a Snapshots page allows the performer
to define “presets” of available effects processors. The
main area is divided into three Performance Pages, where
the effects processors are performed. Finally, a Mixer page
allows for the crossfading of any currently active effects
processes to be gesturally controlled. Each section will
now be examined in further detail.
2.1 Input
Shown in Figure 2, the Input page defines what the sound
source that excites the signal processing chain will be. If
Live Input is selected, a stereo audio input is made constantly audible, unmuted by any actions upon any signal
processors.
If Synth is selected, a sub-window is displayed that contains all the basic functionality of a simple subtractive synthesizer. A multi-waveform oscillator (which includes white noise and an impulse) is run through an ADSR amplitude envelope that can be filtered by a state-variable filter
of low-pass, high-pass, band-pass varieties in both 2-pole
and 4-pole versions. Both the filter and the envelope can be
turned off. If the envelope is turned off, then the oscillator
will be constantly heard regardless of processor states, as
with Live Input.
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If the performer hooks up any kind of standard keyboard
MIDI controller into the computer which is running the
Reaktor Ensemble, they can perform the synthesizer, with
note events abiding by the amplitude envelope. Alternatively, a button on every processor window allows the performer to trigger the amplitude envelope of the Input Synth,
which is discussed in Section 2.3.1.
By default, the oscillator will play a root A440Hz pitch,
but this can be changed in the presence of any new MIDI
pitch. Tapping the Input Synth’s REINIT button will normal the synth to a basic amplitude envelope, low-pass filter,
sine wave, and gain state.
2.2 Snapshots
Performing with Touchpoint tends to be a very exploratory
affair, with each recital taking very different turns. However, if the performer recalls a certain set of processors
which work particularly well for achieving a certain kind
of sound, the instrument takes advantage of Reaktor’s capacity for Snapshot recall. In Touchpoint, Snapshots refer
to the state of the instrument’s current selection of processors, their settings, their internal phase, and their active/inactive status within a potential signal flow.
Although Snapshot creation is a manual process, switching to a Snapshot is instantaneous. Tapping a button on this
page will completely erase the state of all nine processors
and replace them with another previously defined state.

The X-axis is mapped to a modulating frequency, the range
of which is scalable. If the performer taps a second finger anywhere within the same XY field, this will reset the
phase of the modulating oscillator back to its starting point.
2.3.1 Slot configuration
Above each XY field, there are two features. Up top is a
drop-down menu, manipulated with a single tap-and-drag
motion. This menu picks the type of effect that the XY
field below it pertains to. Below this, there is a two-page
window of parameters for that effect.
The first page is the Global page, which describes parameters that are shared across any effect placed in that Slot,
regardless of the effect. This includes the “Onset” and “Release” times of the presence of the effect when a finger is
placed on its XY field, the range of the X-axis’ modulation frequencies, and a toggle for selecting whether or not
the input signal is auditioned when the performer touches
an XY field. (This feature allows for the changing of Xand Y-positions to be passive, so that they can be modified
without re-triggering an envelope of the audibility of the
input signal.)
The second parameter page per-processor describes features that are relevant to the type of processor selected in
that Slot. This can include things like a basic waveform
shape, pulse width, polarity, wet/dry amount, and modulation depth. Both pages have an effect re-initialization
button, and a button for “latching” the effect, i.e. holding
a finger down on that effect at the last-registered X and Y
positions.
As the performer touches an XY field, that processor is
crossfaded onto the end of a serial stack, over a time specified by the “Onset” value on that effect slot’s Global page.
Removing a finger from an XY field crossfades the presence of this effect out of the signal as per that effect slot’s
“Release” value. The implementation of this is described
in Section 5.

Figure 3. One of the Performance Pages of Touchpoint.

2.3 Performance Pages
The three Performance Pages, partially shown in Figure
3, consist of nine two-dimensional “XY” fields which are
comparable to a KORG KAOSS Pad. Each XY field is reponsible for the activation of an effects process when it is
touched. The effect is faded out when the performer’s finger is released. Each dimension corresponds to a certain
parameter of that effects process.
Each processor “Slot” is labeled with a letter, from Slots
A, B, and C on the first page to Slot I on the third page.
In general, the Y-axis of each XY field is mapped to the
depth at which the effect is present upon the input signal.

Figure 4. The Mixer page of Touchpoint.

2.4 Mixer
At the Mixer page (shown in Figure 4), the performer has
access to an additional wet/dry control per effect slot, which
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Table 1. Percieved modulation effects, Sinusoid
Modulation Rate
Volume
Pitch
Slow (1Hz-5Hz)
Fade-In/Out
Wow/Flutter
Medium (5Hz-20Hz)
Tremolo
Vibrato
Fast (20Hz-20KHz) Ring Modulation FM Synthesis

are contextually created, describing the order of the effects
that are present. Effects are indexed by their Slot letter,
which goes from A to I. Above the maximum nine faders is
an additional horizontal fader that allows for the performer
to only feed the input signal to a specific subset of audible
processors out of the total chain.
This feature works best when there are close to the maximum number of processors active, over a sustained period.
It allows the performer to effectively “tap” the point within
the chain at which they want to feed the input signal in.
The direction of the processor “tap” can be reversed with a
toggle menu next to this fader.
At the right of the Mixer page is a global Master Volume
fader, expressed in percent. This is an easy option for ending a performance, for instance.

fied in semitones, and the Comb object is a sample buffer
with two modes; with or without feedback. The “feedback” mode acts as a rudimentary Karplus-Strong plucked
string [13], and the “no-feedback” mode simply repeats the
input material at the specified length until release.

Figure 5. A visual metaphor of each process in a typical
signal chain.

2.4.1 Whole-system feedback
By turning on the Feedback button at the bottom of this
page, the end of the signal chain is recursively fed into
the beginning at an attenuated percentage specified by a
newly-displayed crossfader which goes up to 90%.
Like the “source tap”, the Feedback component of the
Mixer is also “tappable”, with a reversible direction toggle
menu.
Since each processor has a hyperbolic saturator built into
it for protection, this can lead to some really interesting,
chirpy, overdriven artifacts from the whole system. This
feedback signal is also filterable by a state-variable filter
with variable cutoff frequency and resonance.
3. OBJECT CHOICES
Rather than inviting a diverse array of existing signal processor types (of varying degrees of complexity) into the
instrument’s design, just for the sake of variety, there are
only three objects in the Touchpoint ecosystem.
These objects are focused from the bottom up, where each
processor only modifies one attribute of the signal that is
fed into it. However, when viewed from the top down,
these parameters actually describe several different “effects”, when driven by a periodic modulator at different
frequency ranges. This modulation spectrum is outlined
per-effect by Tables 1, 2, 3.
By presenting these phenomena on a traversable continuum, the performer can create moments where the stutter edit begins to blur into the table lookup oscillator, or
where tremolo begins to create sum-and-difference tones,
or where vibrato becomes deep and fast enough to become
an operator pair with the incoming audio to become FM
synthesis.
Thus, the AM object simply changes a signal’s gain, the
FM object just shifts a signal’s pitch by an amount speci-

4. WORKFLOW EXAMPLE
Figure 5 provides a subjective visual analogy for a typical
thought process behind creating a “patch” for this environment. What follows is another example, described in text.
The performer begins a session with a single A440Hz
sine wave for an input signal. The Input Synth’s amplitude
envelope is turned off, so that they can hear it streaming
through the environment at all times.
The performer adds an AM object to the empty chain,
intending to use it as a ring modulator. The object’s modulation range is scaled at the minimum faster than perceivable rhythmic units, but slower than frequencies that will
alias. They make the modulator bipolar, and place their
finger on the object’s XY field, splitting 440Hz into two
midrange sine tones. They press the Latch button on that
slot’s Global page, holding the activated ring modulator at
its current settings.
Next, the performer adds an FM object onto the chain,
intending to use it for FM synthesis. The modulation range
is scaled within an audible frequency range, and its depth
is set to 12 semitones or more. The effect is triggered and
latched.
Next, the performer adds another AM object, scaling its
modulation range within rhythmic units. They make the
modulator a unipolar, inverted sawtooth wave, and they activate the effect. This creates rapid 16th note pulses out of
their inharmonic, dense cloud of an input sound.
The performer then uses those pulses as an excitation for
a Karplus-Strong model by adding a Comb object to the
chain, turning feedback on, scaling its modulation oscillator to a midrange frequency and activating the effect.
The performer calls up another FM object in order to
gradually drift the pitch of these string excitations within
+0.5 semitones of the original pitch, latches it, and then
calls up another Comb object with no feedback and the full
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Table 3. Percieved effects, Buffer manipulation
Modulation Rate
Feedback
No feedback
Slow (1Hz-5Hz)
Echo
Loop
Medium (5Hz-20Hz)
Delay
Stutter Edit
Fast (20Hz-20KHz) Comb Filter Table Lookup

Table 2. Percieved modulation effects, Pulse wave
Modulation Rate
Volume
Pitch
Slow (1Hz-5Hz)
Mute
Siren
Medium (5Hz-20Hz)
Gate
Yodel/Arpeggio
Fast (20Hz-20KHz) Ring Modulation
FM Synthesis

range of repetition frequencies, with a quick attack-release
activation crossfade envelope. This is used to “performatively stutter” the sound, occasionally re-sampling the input by tapping the XY field rhythmically with a second
finger, while also moving around the pitch of the previous
Comb instance.
In this example, each of the objects was used in several
different applications by adjusting their settings. The AM
object was used as a frequency-refracting ring modulator at
one time, and as a makeshift amplitude envelope / clocked
step sequencer in another. They differed only in waveform
shape, polarity, and frequency. The FM object was used
as an FM Synthesis engine, and an emulation of tape wow
and flutter at different points. The Comb module was used
as a pitched, resonating string and as a performative stutter
buffer, differing only in their ranges and whether or not
feedback was present in the signal path.
5. NON-LINEAR PROCESSOR ARRANGEMENT
The key conceit of the concept of Effects Processing as
Synthesis is that the order of non-linear processing systems matters. In DSP (Digital Signal Processing) theory,
a Linear System refers to any process which, amongst other
characteristics, exhibits additivity in combination. [14] This
means that a sum of several processes can still be inferred
as being the combination of a series of individual operations. Each transformation is observable in the final result;
the order of operations is unimportant.
In combining a series of non-linear processors, the output
result is inherently tied to the order in which transformations are applied. Individual processors will respond with
different output results depending on the characteristics of
the incoming signal, such as its spectrum and loudness. In
Touchpoint, this principle is applied by treating each processor as an entry within a dynamically compressed stack,
represented in Figure 6.

5.1 Example
In Figure 7, a spectrograph was rendered, comparing an
input signal of an A440Hz sine wave with two different
combinations of the same two objects placed after it. Each
configuration is played for four seconds, lasting twelve
seconds total. Each of the effects processors has the same
frequency and wet/dry strength in its modulation oscillator.
In the center configuration, an AM object is placed before an FM object. In this scenario, the fundamental pitch
appears to have been tuned a chromatic half-step up, with
the appearance of at least two perfect octaves somewhere
below it, and a lot of typical clangorous Bessel Function
FM activity in the midrange.
In the configuration at right, the same AM object is placed
after the FM object. The resulting sound has a dominant
fundamental a whole step above the original pitch, with
many overlaid pure tones above it that make it sound like
a two-tone DTMF dial tone-type sound. Many more sustained, pure frequencies are generated in this configuration
than with the previous configuration.
If these processors were Linear Systems, their order would
not matter; both cases should produce the same spectrum.
However, each of these processors subtract and insert their
own spectral content and amplitude envelope modifications
which are dependent upon the signal being fed to them,
thus creating a dynamic output result that is dependent
upon order.

Figure 7. Sine, Sine/AM/FM, and Sine/FM/AM.

6. “N-PLAYER” SUPPORT

Figure 6. Processors are serially appended in the order
they are activated.

The networked implementation of the exchange of control
messages between the tablet interface and the software engine allows for multiple tablets to control one instance of
Touchpoint. This is a natural manifestation of the fact that
this instrument is the embodiment of a virtual ecosystem
with many simultaneously operating components.
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Figure 8. Software requirements of “N-player” vs. single-performer configurations of Touchpoint
As depicted in Figure 8, if only one performer is operating Touchpoint, then the OSC messages generated by the
tablet can go directly between Lemur and Reaktor, without
the use of a ChucK server. ChucK becomes involved if,
for example, the performance was centered around three
performers manipulating one instance of Touchpoint.
This feature is made possible by the addition of general
port listening and UDP 4 multicasting in newer versions of
ChucK. Because ChucK no longer needs to search for a
specific address path from a specific Open Sound Control
source, it acts as an open-door middleman between Lemur
and Reaktor.
At startup time, the IP address and output port of each
tablet is specified. Each tablet is given its own thread on
the CPU, with an additional thread broadcasting any GUI
(Graphical User Interface) changes received Reaktor-side
to be multicasted back to all of the tablets.
This can also lead to a totally asymmetrical model of
Touchpoint instances and controller interfaces. Two sessions could be manipulating two different audio input sources, with three players manipulating the first session, and
the third player also using his control data to manipulate
the same area of the second session. This kind of flexibility leads to all kinds of interesting networked performance
settings.
7. EVALUATION
Touchpoint has met the performing hands of several other
people throughout the previous year of its development.
Given the goal to eventually perform in a collaborative improvisation, two people were deliberately introduced to the
instrument with very disparate amounts of time to learn
and practice with it.
This strategy was conducted in the interest of seeing if
significantly divergent performance styles could arise, particularly on such a personalized style of DMI.
4 User Datagram Protocol, a form of network packet which is utilized
in the Open Sound Control format.

Christopher Knollmeyer only had a mere couple of days
with Touchpoint. He corroborated its capacity for a reflexive and impulsive sound design process, while criticizing
on its relative lack of performance interface feedback.
“Touchpoint is a valuable tool for performance because
it offers the user immediate control of complex processes.
Upon seeing the visual interface, the first elements to gain
attention are the three x-y fields. These are obviously very
hands-on and can be used impulsively. This impulsive capacity allows for a greater sensation of spontaneity, an element missing from much live electronic music.
The option to configure three spaces with three processors gives significant freedom to the range of playability,
but is nonetheless limited to these three qualities of effect.
If I were to ask for something more within the Touchpoint
interface, it would be the ability to enter a specified range
of each x-y field for more specified results. This could lend
use to more arranged moments between a group of players with one or more musician performing on Touchpoint.
For example, I would like to have a delay time or modulator frequency happening close to a specific song tempo.
A choice of scaling options could behoove the x-y field as
well.”
Colin Honigman, in contrast, was given ample time and
opportunity to develop a relationship with Touchpoint unmitigated by instruction or aesthetic tutoring from the developer. Over a period of nearly six months, Colin regularly performed with Touchpoint in a traditional electroacoustic orchestral ensemble.
“Touchpoint is a novel combination of touch interface
and synthesis technique that results in a multi-faceted and
expressive instrument. To begin with, it is a fairly simple interface that can be more or less understood without
much explanation. On the surface, it is easy to begin playing, and it is obvious that many sounds can be achieved.
With practice and exploration, the instrument is found to
be capable of a multitude of sounds, with the added ability
to manipulate those sounds on micro and macro levels.
The choice of three sound generators for each unit allows
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for a surprising amount of variation, and provides continuously surprising and pleasing effects. Looping, while
not an independent feature, is achievable through knowledgeable manipulation of the comb filter. In a performing
context, Touchpoint allows for great control and expressivity, and is especially useful in an improvisatory context.
Repeatable performances are achievable, but require practice, and the careful use of presets.

with electronic and acoustic instruments alike.
The instrument intrigued the other ensemble members,
who would say things like, “I don’t understand what you’re
doing, but I like it.” Like the acoustic instrumentalists, I
found myself “warming up,” creating a basic starting pallete at the beginning of rehearsal that I would change and
explore variations of throughout each piece. I was noting
the combinations of parameter values, positions, gestures,
and modules that seemed to work well.
With each practice (both ensemble and personal), I found
that I had more control and increased ability to repeat
sounds and transitions from one sound to another. There
was always the element of surprise, as there are so many
combinations available that even very small changes can
have drastic results, especially when creating complex signal chains. Personally, I look forward to continue playing
this instrument, for both performance and production purposes.”
Knollmeyer and Honigman’s reactions help to illustrate
that the balance between the opaque and the discrete in the
instrument’s current interface has mutually valuable benefits and drawbacks. While it can lead to the sensation of
wonder in Honigman’s “exploratory” method, it can also
appear to be a bit too continuous – like an unlabeled violin
neck – to those who wish to compose for it.

Figure 9. L-R: Suda, Knollmeyer, Honigman in concert.
However, the exploratory approach is my personal favorite. This approach also makes Touchpoint an excellent
tool for sound design and sample creation. While extended
performance requires more practice, for production purposes, this instrument can be used to easily create a large
amount of content with very little effort. Moving back and
forth from simple to complex timbres, many exciting sonic
possibilities reveal themselves, through the interaction of
the modules.
Sonically, Touchpoint seems very similar to a modular
synthesizer. However, the ability to traverse the timbral
spectrum is unprecedented when compared to the analog
method of patching cables. Although, because it is digital,
it suffers and benefits from its digital behaviours. There
were a few “glitches”, in the developer’s mind, that I found
to be unique features that allowed for the creation and performance of different styles. For instance, tapping a second
finger on the xy pad to restart the phase could cause a percussive clicking sound that allowed for precise rhythmic
performance otherwise not really achievable without this
“glitch.”
While Touchpoint is similar in theory to a Kaoss pad,
this is only a consequence of the xy touch interface itself.
In my past experiences with it, the Kaoss pad feels like one
is merely manipulating the parameters of different effects.
With Touchpoint, the interaction is more expressive, and
the output can be more surprising, especially as modules
are locked, stacked, and manipulated simultaneously.
I learned and played this instrument while rehearsing
with an Electronic Music Ensemble, an improvising electroacoustic ensemble. I found that I had the ability to improvise a large range of dynamics and sounds that worked well

8. CONCLUSION
In this paper, it has been suggested that many of the sounds
of DSP-based computer music have entered into popular
music, as music recording has become computerized and
accessible. While the need to present the techniques of
computer music in a recitative fashion is not a requirement in academic settings, this disembodiment has become
problematic for the traditionally “live” style of pop music.
Meanwhile, the academic scene has substantiated the embodiment of computer music for decades. Platforms such
as the iPhone and iPad are providing an avenue for years of
gesture mapping [15] and sensor-based interface research
to be embraced by the public.
By associating a complex signal processing engine with
a touchscreen-based hardware interface, the potential bloat
of needing many physical controllers to control an ecosystem of objects is reduced to a single device. While there are
notable drawbacks to the use of a touchscreen controller as
an intuitive peripheral – namely, the lack of haptic feedback – the modularity of expanding the interface of such
a peripheral with just a little bit of extra code exceeds the
urgency of this concern.
While devices such as guitar effects pedal boards, modular synthesizers, rack-mounted studio gear, the software
plug-in, and other forms have embodied the signal processor onstage before, Touchpoint cherry-picks many of their
mechanics, seeking to represent a comprehensive embodiment of the signal processor as an instrument, in the name
of accessibility. Its interface is neither too opaque and nonrepresentative, like a new form of gestural DMI (Digital
Music Instrument), nor is it too much a mess of windows
and keyboard and mouse operations, like a computer application.
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Virtualization – in both the hardware interface, and the
software engine – was identified as the most important aspect behind Touchpoint’s construction. A touchscreenbased virtual hardware interface allows for the dynamic
representation of an ecosystem which contextually spawns
and removes subsets of controller widgets.
Virtualized objects within this environment allows for the
existence of objects and their relationship to each other to
become a stream-of-consciousness musical decision. Finally, a virtualized link between hardware interface and
software engine allows for asymmetrical pairings of instruments and performers in an “N-player” relationship.
Touchpoint has a great depth of settings configuration
options, while also being subconscious in its actuation mechanics. Not aspiring to be the interface of a “score-level”
conducting system, or an “effect-level” global parameter
adjuster, the instrument is such that playing a single processor is a “note-level” action [16], akin to pressing a single key of a piano. Early appraisal of the system by external performers provides a valuable insight into the efficacy
and novelty of this design strategy, as well as where it is
headed in the future.
Touchpoint seeks to combine the aesthetics of audio plugin heavy, effects processing-based music composition with
the recent explosion of app-based multitouch tablet instruments, in an attempt to embody what has traditionally been
neglected in the concert performance of popular music.
Principally grounded by the dynamic outcome of gesturally instantiatied non-linear processor re-combination, the
instrument quickly does something that a DAW channel
strip loaded with a long series of effects processors cannot
do without excessive preparation.
By liberating the effects processor from the burden of
premeditated preparation, the performer is potentially obliged to performatively embody the previously offline aspects of their composition which are so important. Also,
the re-contextualization of this practice as an instrument
can lead to new forms of musical expression and genre by
itself. The “effects processor recital” - solo, or even in an
ensemble - suddenly becomes a coherent notion.
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ABSTRACT
This work presents a strategy for developing an estimator of tonehole configuration or “fingering” applied by a
player during performance, using only the signal recorded
at the bell. Because of a player can use alternate fingerings and overblowing to produce a given frequency, detecting the sounding pitch does not produce a unique result. An estimator is developed using both 1) instrument
transfer function as derived from acoustic measurements of
the instrument configured with each of all possible fingerings, and 2) features extracted from the produced sound—
indirect correlations with the transfer function magnitudes.
Candidate fingerings are held in sorted stacks, one for each
feature considered and a final decision is made based on a
fingering’s position within the stack, along with that stacks
weighting. Several recordings of a professional saxophonist playing notes using all fingerings are considered, and
features discussed.
1. INTRODUCTION
Much of the work presented here is motivated by a discussion with a professional tenor saxophonist[1] who frequently employs extended techniques in addition to his welldisciplined virtuosic playing:
I have sometimes been frustrated by the limited control of the saxophone, particularly in
lower registers where controlling the sounding
pitch is done mainly by applying a particular
fingering.
Miller continues to say that, as a result, transitions between
notes at low frequencies is slow, and sliding between notes
is nearly impossible. Control, from his point of view, starts
to get interesting when playing in higher registers:
Though it’s more difficult to play up there, I
feel as though I’m playing a more responsive
instrument, one that is more ideal, one that approaches the human voice.
This work presents preliminary research toward the end
objective of identifying a saxophone fingering, that is, a
Copyright: c 2014 Tamara Smyth et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

configuration of open/closed toneholes, as shown in Figure 1, during real-time performance. In so doing, a performer would be able to apply or map estimated fingerings
to parameters of a synthesis model, perhaps even a physical model of his/her very own instrument, allowing for
both the benefits of 1) better nuanced control in altissimo
playing (as described in the above quote), and 2) improved
sound such as that available in the lower saxophone register or an altogether different processed sound. For this
to be of use to most saxophonists, identification would require only appending a microphone at the bell—a sensor
with which they are usually accustomed. Any additional
sensor or device might not withstand the rigor of playing,
or might impede the player’s technique, ultimately interfering with expression on the the instrument.
Though a pitch estimator can get an idea of fingering, it
doesn’t consider the whole story. In extended techniques,
many notes are produced by overblowing or bugling, resulting in several possible alternate fingerings that can be
used to produce a given note. Furthermore, since resonant
frequencies of the saxophone are not precisely harmonic,
that is, they are not strictly integer multiples of a fundamental but rather are stretched with increased frequency,
overblowing on a particular fingering can produce a note
that may be sharper than expected—sometimes by as much
as a semitone or more. Though the player can adjust the
tuning with embouchure, it might happen after the attack
which could be too late depending on the desired latency.
The problem of fingering estimation is, therefore, a system identification problem, akin to that of extracting the
glottal pulse from recorded speech [2], the inverse problem for a trumpet physical model [3], or of estimating the
clarinet reed pulse from instrument performance [4]. In the
former case for speech, it is common to use Mel-frequency
cepstral coefficients (MFCC), linear predictive coding (LPC)
[5], or more distinctly and recently, convex optimization
[2] to separate a source-filter model. In the case of the saxophone (and indeed the clarinet) however, the reed has a
much smaller mass than the vocal folds, and its vibration
is more effected by the internal state of traveling waves
in the bore. This, along with the fact that it generates a
more significant reflection than a fleshy biological valve,
makes source-filter estimation methods less appropriate—
that is, the “filter” for woodwind reed instruments is not
well described by an all-pole representation of the produced sound’s spectral envelope. That approximation is already tenuous for speech; it is even more remote for blown
closed cane reeds.
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Figure 1. The fingerings or tonehole configurations, for the tenor saxophone.
Furthermore, the dynamics of a played note can significantly alter the spectrum of the produced sound, vastly
changing the spectral envelope. In quieter notes there is
less (if any) beating of the reed and the input pressure to
the bore is relatively pure in frequency content. As a result,
the resonances of the instrument are less likely to be excited, and there is less contribution of the instrument bore
and bell which characterize a particular fingering.
As described in Section 2, we expand upon a previously
described measurement technique for obtaining the instrument transfer function (the filter) at the bore base (mouthpiece), HM , and the transfer function outside the bell, HB ,
corresponding to all regular fingering used on the tenor
saxophone [6]. We then attempt to explain salient features
of a sound spectrum, incorporating known characteristics
of a particular fingering.

describing the reflection and transmission functions of the
bell, the non-cylindrical/non-conical section at the end of
the instrument [7]. This leads to the following instrument
transfer functions as measured at the mouthpiece
HM (z) =

YM (z)
1 + RI (z)
=
X(z)
1 − RM (z)RI (z)

(1)

TI (z)
YB (z)
=
X(z)
1 − RM (z)RI (z)

(2)

and the bell,
HB (z) =

where X(z) is the pressure input into the bore, the product
of volume flow and the characteristic of the bore, YM (z) is
the transfer function of the pressure at the bore base (downstream from the reed), YB (z) is the transfer function of the
pressure recorded outside, and on axis with, the bell, RI is
the round-trip instrument reflection function (from reed to
bell then back to reed) given by
RI (z) = RB (z)λ2N (z)z −2N ,

(3)

and TI (z) is the one-way transmission (from reed to bell)
given by
TI (z) = TB (z)λN z −N .
(4)

Figure 2. Joel Miller, saxophonist, applies fingering during a measurement session.

2. OBTAINING FINGERING TRANSFER
FUNCTIONS

If RB (z) and TB (z) are permitted to have “long-memory”
acoustic information, the model given by (1) and (2) can be
made to include tonehole configurations by lumping open
tonehole radiation and scattering into RB (z) and TB (z).
Here, however, we apply an existing measurement technique in [6] for obtaining RI (z) and TI from measurement, and we apply the technique for all possible fingering
in the range of the tenor saxophone (see Figure 2).
2.2 Measurement Setup

2.1 Saxophone Waveguide Model
The transfer function of the saxophone bore and bell make
be approximated in one-dimension with a bi-directional
delayline accounting for the acoustic propagation delay in
a conical bore, as well as filter elements λN (z) and RM (z)
accounting for the propagation loss, and reflection at the
mouthpiece, respectively, and elements RB (z) and TB (z)

Since the spectral characteristic of any particular fingering
is governed by its transfer function, measurement of the
horn is required for each of the possible fingering within
the playable range of the tenor saxophone.
It’s well known that if the input to an LTI system is an
impulse, the output is the impulse response of the system.
There are problems, however, in using an impulse as the
test signal—an impulse having sufficient energy to excite
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that is in alignment, within a certain threshold to allow for
flexible tuning, with f0 (see Figure 4). Though it’s possible
to do this theoretically, i.e. fingering candidates θ could
be reduced to those for which f0 is an integer multiple of
the pitch frequency of HL (θ; ω), but since GB (θ) is not
strictly harmonic, alignment with actual transfer functions
obtained from measurement greatly improves accuracy.

cylinder, speaker−closed

cylinder, speaker−saxophone
2 meters

Figure 3. The measurement system consisting of a 2-meter
tube with a speaker and co-located microphone at one end.
The tube is measured first closed (top), then with a saxophone appended (bottom) to produce the measurement’s
impulse response under both terminating conditions.
the system above the noise floor will likely produce distortion (and nonlinearities) in the driver. An alternative is to
use a sine swept linearly, or logarithmically (as was here),
over the frequency range of interest. By smearing the impulse in time, more energy can be applied to the system
without introducing distortion.
Estimating the round-trip instrument reflection R̂I (z) is
done by first taking a measurement of the tube with a closed
termination as in Figure 3 (top). Following the steps described in [8] allows for estimation of speaker transmission, the reflection off the speaker, and the propagation loss
of the measurement tube. All these filter elements related
to the measurement system are necessary before further
estimating round-trip reflection and one-way transmission
from a second measurement, taken with the saxophone appended to the measurement tube as in Figure 3 (bottom).
following the steps in [6], the measurement system can be
expressed algebraically before isolating for RI and TI .
3. ESTIMATOR
Once measurement and postprocessing is complete for each
fingering, a stack S is produced containing candidate magnitudes GB (θ) = |HB (θ; ω)| for tonehole configuration
θ. Each GB (θ) may be consulted by the estimator as described below before making an informed decision as to
which fingering θ is most likely to have produced the sound
spectrum recorded at the bell YB (ω).
In developing an estimation strategy, a stack of magnitude transfer functions Sµ is created and sorted according
to the strength by which GB (θ) possesses the feature described by µ. The final candiate fingering θ is selected
based on the position of each GB (θ) in the stack, as well
as the weighting of feature µ.
In the following, the features are described and illustrated
with examples of how recorded data YB (ω) might fare.
3.1 Selection of Initial Candidates Based on
Frequency
Initial selection of stack Sf0 is done based on an estimation
of the fundamental frequency f0 of the sound recorded at
the bell YB (ω)—consistently its lowest resonant peak for
the saxophone. Possible candidate fingerings θ are selected
and sorted based on the whether there is a peak in GB (θ)

Figure 4. An initial selection of candidates is made by
comparing the fundamental of YB (ω) with all measured
fingerings HB (ω; θ) and finding fingerings with an aligned
partial (within a threshold of tolerance).

3.2 Presence (and Absence) of Subharmonics
As shown in Figure 5, it is often the case that, if a note
is overblown, the magnitude of YB (ω), will have peaks
present below the fundamental frequency f0 , called subharmonics. If this occurs, the task of estimation, and the
creation of stack Sh for subharmonics h, is facilitated considerably. In the presence of subharmonics, the note is certainly overblown and certain candidates θ can be omitted
altogether in the formation of Sh .
Furthermore, the subharmonics will typically correspond
to the resonant peaks of GB (θ), and so can be used in sorting Sh . As shown in Figure 5 (left), an example of middle
C played with a low C fingering produces subharmonics
at the octave below. In this case, an estimation of the frequency of the subharmonic clearly shows that the sounding
note is the second harmonic of the fingering for low C. It is,
of course, often the case that more than one subharmonic is
produced. In Figure 5 (middle), there are 3 subharmonics,
clearly making the fundamental f0 , corresponding to note
high C, the 4th harmonic of GB (θ), for θ being low C (2
octaves below). It is often the case, however, that the magnitudes of the subharmonics are so slight they might not be
detected, or their inharmonicity makes it difficult to simply detect a pitch for determining θ. Consider, for example, the magnitude of the second subharmonic in Figure 5
(right)—it is so low in amplitude that it risks not being noticed by a peak detector. Other examples, not shown here,
have shown 3 subharmonics with the amplitude of the sec-
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Figure 5. Subharmonics for middle C played with low C fingering, high C played with low C fingering, and high B with
low B fingering. Though the subharmonics are rarely actual “harmonics”, i.e. they are typically not evenly spaced, their
presence greatly simplifies the estimation task.
ond harmonic being significantly more pronounced than
the first and/or third—possible suggesting to a peak detector that the sounding frequency f0 is actually the second,
rather than the fourth harmonic corresponding to fingering
θ (producing an error of an octave).
It is preferable, therefore, to use a salience measure between the subharmonics of YB (ω) and GB (ω; θ) when sorting S—again showing how the existing measured transfer
functions can inform, and provide greater accuracy to, the
estimator.
In addition to the presence of subharmonics, their absence can be similarly revealing. With the current data set
of recordings, subharmonics have been observed in YB (ω)
for all cases where f0 is two or more octaves above the
sounding frequency of GB (ω; θ). Though it’s too early to
say whether this is a definitive feature, a stack is, nevertheless, created and sorted based on the absence of subharmonics. If no subharmonics are detected in YB (ω), the
stack is reordered giving less priority to candidate fingerings for which f0 would the the fourth (or greater) harmonic of GB (ω; θ). Though this stack is created, because
of the uncertainty of the feature, it is not as strongly considered in the final estimation.
3.3 Gains in YB (ω) Spectral Envelope
The natural state of harmonics in the spectrum produced
by a vibrating reed attached to a cylinder is for them to
decrease with frequency. It follows, therefore, that gains
(peaks in the spectral envelope) in the sounding note that
occur above the fundamental frequency are explained by
resonant peaks in the instrument. It should perhaps be emphasized, however, that the spectral envelope of the sound-

Figure 6. Absence of subharmonics in YB (ω) (top) reduces the likelihood of a candidate fingering having a
GB (θ) (middle and lower) pitch frequency two octaves below the sounding frequency. Though the figure suggests
removal of candidates low C and low F, the stack is actually sorted giving these candidates less priority.

ing note bears very little resemblance to the magnitude
of the instrument transfer function (why the use of LPC
for estimation of HB (z) is not accurate). For this reason,
the magnitude GB (ω; θ) cannot be used to directly to estimate the fingering from YB (ω. It can, nevertheless, be of
tremendous use.
Because gains are a result of resonances in the instrument, overblown notes typically have a steep decay in the
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spectral envelope—harmonics of the vibrating reed are not
being supported by resonances of the instrument beyond
the fundamental. But a decaying spectrum in YB (ω) cannot necessarily be used to identify an overblown note; a
note played at a soft dynamic, one where the input pressure
X(ω) is nearly sinusoidal, will similarly exhibit a decay in
energy above the fundamental frequency.
This suggests, therefore, that gains in the spectral peaks
of YB (ω) can be used as a feature that is explained by
closer observation of GB (ω; θ). As shown in Figure 7,
the frequencies of harmonic peaks in YB (ω) are first determined, producing vector fh ; the ratio of the amplitudes
at these frequencies produces a ratio vector R which may
be used to determine significant gains at frequencies fh .
The gain in GB (ω; θ) at frequencies fh is then observed
(as shown by the black dots in Figure 7 (left)), and the ratios similarly taken to sort a stack Sg , based on a closest
match.

Figure 7. Frequencies of peaks in YB (ω) are looked up
under the curve GB (ω; θ) (black dots on dotted line in
right-most figure). The slope of amplitudes at peaks in
YB (ω), given by R1, R2, R3, etc., are used to determine
gains above the fundamental frequency (formant peaks in
the spectral envelope). The similarity between gains in R
and gains under the curve in GB (ω; θ) is used to sort Sg .

3.4 Frequency-Centered Energy Above the Noise
Floor (Subbands)
It is sometimes the case that the magnitude spectrum of a
recording YB (ω) will have neither gains nor subharmonics, making it difficult to estimated accurate based on the
features previously discussed.
Subbands are defined as regions centered about a frequency having increased energy above the noise floor. Subbands are related to subharmonics, and though subharmonics may not have been detected by a peak picker, it may
be possible to determine the presence of subbands using
a salience measure, such as a cross correlation of YB (ω)
with each HB (ω; θ), up to the fundamental frequency f0 .
Figure 8 shows and example of pitch high D played with
a middle G fingering—no subharmonics are present, and

Figure 8. A magnitude spectrum of YB (ω) shows a decay
in amplitude with frequency (i.e. there are no characteristic gains in the spectral envelope) and no subharmonics).
Zooming in to the region below the fundamental frequency
however, shows the existence of energy in clearly define
frequency bands—called subbands. In this example, the
increased energy centered around 350 Hz coincides with
the first peak in GB (ω; θ) for the fingering middle G.
the spectral magnitude is decaying with frequency. Zooming into the the region below f0 , however, shows the existence of subbands, centered approximately around 175
Hz and 350 Hz. These peaks correlate most strongly with
the peaks in GB (ω; θ) for middle G fingering, however a
sorted stack Sb is created holding correlation values for
all fingerings.. Had the region centered about 175 Hz been
stronger to that centered about 350 Hz, the subbands would
have better correlated with the low G fingering. This is a
reasonable result given that the primary difference between
the GB (ω; θ) for low G and middle G is that the latter has
reduced amplitude at the first resonant peak (caused by the
applied octave key) which makes it easier to overblow.
Once stacks Sf0 , Sh , Sg , Sb , are created and sorted for
features pitch (fundamental frequency), subharmonics, spectral gains, and subbands, respectively, the final candidate
may be chosen by assigning each fingering a score. The
score is determined based on the position of each fingering
θ within stacks Sf0 ,h,g,b (the lower the position index, the
lower the score and the greater the likelihood the fingering
was used to produce the sound), weighted by the strength
of each feature.
4. CONCLUSIONS
In this work, features of sound recorded at the saxophone
bell, played with an applied fingering, are discussed in relation to instrument transfer functions derived from measurement, with measurements taken of the instrument configured with of all possible fingerings throughout its range.
A databased of sound, having notes played with alternate
fingerings and overblowing, is used to assess four (4) features that may be used to inform an estimator which makes
a final decision on the most likely fingering used to produce a given sound. Candidate fingerings, represented by
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transfer function magnitudes GB (θ), are held in stacks,
one for each feature considered, and sorted according to
the salience of a feature in a particular fingering. Each fingering is given a score based on the index of GB (θ) within
a stack, as well as that stack’s weighting.
It is likely, in future work and algorithm refinement, that
the final feature measuring the salience of subbands could
replace several of the other features. Focusing on this has
become of higher priority since the spectral envelopes and
gains vary so tremendously with dynamics, making estimation based on gains in the spectrum rather tenuous
and unreliable. It is believed that perhaps looking at what
seems to be absent might be as revealing as what is obviously present.
Though performance of the algorithm is quite successful
with the current database and shows good promise, refinement is needed before brining it into a real-time performance situation, where increased noise floor, and possible
bleed from other instruments, will introduce further difficulties.
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ABSTRACT
Electric guitar is one of the most emblematic musical
instruments. It benefits from a large community that
constantly extends its frontiers by innovating playing
technique and adding control surfaces. This work focuses
on palm muting, one of the most known electric guitar
techniques. This technique is produced when the palm of
the picking hand is used to damp the strings and this can
have a strong effect on the timbre and dynamics of sound.
However there are not known sensors or sound analysis
techniques to precisely measure this effect. We introduce
a new approach of sensing performance gestures by using
pressure sensors between the strings. We explored several
designs for the sensing system and have performed
preliminary experiments on the relationship between the
palm pressure, the sound and the behavior of the picking
hand.
1. INTRODUCTION
The electric guitar has become one of the most
emblematic and ubiquitous musical instruments of
popular culture. Amplification of string vibrations has
also allowed the incorporation of what was once seen as
extended techniques – like bending, tapping, palm muting
– that are now fully assimilated as the regular practice of
being an electric guitarist.
Moreover, through the
influence of guitarists like Jimmy Hendrix in the 70s, the
electric guitar has become a field of sonic exploration,
integrating tone research through additional effects in the
performers’ skills, very similarly to what happened with
keyboard performers and the analog (then digital, then
computed-based) synthesizers.
Most of guitar techniques quite straightforwardly follow
Cadoz’s classification of the musical gestures [1]: the
fretting hand selects a note (or a group of notes) on the
fretboard and the picking hand excites the string(s) to
produce the sound; both hands can also be involved in the
modulation of the guitar tone. Due to their production
role, the gestures of the picking hand have a great
influence on the attack, the intensity and the overall tone
Copyright: c 2014 Julien Biral et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided

Adrian Freed
CNMAT, University of
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of the guitar sound. They are therefore very important.
Among guitarists, it is often said that, while dealing with
the fretboard fingering is an obvious thing to focus on, the
subtlety in the picking reveals a greater level of mastery
and musicality.
Today one of the most popular technique is palm
muting. It consists of damping the strings with the palm
of the picking hand in the area near the guitar bridge. This
paper focuses on palm muting: being able to recognize
and parametrize this technique can lead to many
improvements in various aspects of guitar playing: guitar
transcription, guitar synthesizers/controllers and overall
modeling of the picking hand.

1.1 Guitar Transcription
Being able to automatically recognize techniques and
gestures of guitarists is useful for guitar transcription. It is
convenient to play a song while it is transcribed
automatically on the computer, thanks to a software
recognizing pitches and techniques. Building a sensor
measuring palm muting is interesting because damping
the string is a common technique to give other nuances to
the sound. Moreover it has its own tablature notation.

Figure 1. Diagram of the developed pressure sensor and
its disposition: (1) Pickup; (2) Conductive band; (3) Fret
(used as a sensor support); (4) Bridge; (5) Saddle.

the original author and source are credited.
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1.2 Guitar Synthesizers and Controllers
Today plenty of guitar controllers are on the market.
Some do not have strings [2]. Some scan the fingerboard
to find exactly which notes are fretted [3]. Others use
various techniques of pitch-detection, which have been
improved considerably during the last decades. With the
emergence of polyphonic pickups, pitch detection devices
became more important and led to the development of
systems directly connectable to the guitar. These systems
allow the guitar to be used like a synthesizer, e.g. the
Fishman Tripleplay and Roland VGuitar Systems.
However those guitar controllers do not accurately track
pitches when strings are palm muted. Therefore they
generally require the performer to play without muting the
strings [4].
1.3 Modeling the Picking Hand

techniques [10]. This recognition was combined with
real-time audio processing to create an augmented guitar.
However their system can only recognize an ongoing
technique as a whole, without further parametrization.
Particularly the palm mute technique requires such a
quantitive description because it is the vehicle with which
many expressive changes to the sound are made
including: shorter duration of the guitar note, attenuation
of the global energy in the spectrum and less higher
frequencies. These correspond to salient features for the
listener such as loudness, brightness and attack time [11].
2.2 Apparatus to Measure Palm Muting
The apparatus we have built combines two measuring
systems: a hexaphonic pickup for string vibration and a
piezoresistive fabric, multipoint pressure sensor array.
2.2.1 Hexaphonic Pickups

Usually the fretting hand stops the guitar strings to
establish the pitches of notes and chords that a guitarist
plays. The picking hand is usually considered as the
”playing hand” – the one that has the most impact on
timbre and timing. Much of the character of the personal
style of the guitarist and the sound itself arise from the
gestures of this playing hand. A fruitful axis of research is
to model the relationship between the gestures of the
picking hand and the sound produced so that gestures can
be inferred from real-time analysis of the sound alone.
This has been done successfully to identify the pick
position [5, 6], the pick interaction [7] and the angle of
attack [8]. Moreover multimodal recordings – sound and
sensors – of the musical performances can help to bring
this idea of surrogate sensing even further, by using
machine learning techniques to determine the relation
between audio and sensor data [9].
1.4 Structure of the Paper
In this paper Section 2 will present the overall arc of the
work, i.e. the setup that we used and the building of the
pressure sensor. The results will then be shown in
Section 3 and discussed more deeply in Section 4. Finally
we will conclude this work in Section 5.
2. SENSOR SETUP
This section describes the fundamental concepts related to
this work. Then we present the building of the pressure
sensor: its position, its design and its refinement. Figure 1
illustrates the specific terminology related to the guitar
field.
2.1 Guitar Techniques
The development of comprehensive models of guitar
techniques is difficult because of the variety and the
complexity of guitar sounds and the richness of
contemporary performers’ explorations. An important
contribution to this modeling problem was proposed by
Reboursière et al.
who used various classification
approaches to recognize some popular guitar

Among existing guitars with hexaphonic guitar pickups,
we selected one that used piezoelectric sensors in the
bridge saddles. This avoids potential problems associated
with inductive coupling between current flows in the palm
pressure sensor array and a magnetic pickup. The ability
to record the six strings is important, as we can explore
hypotheses such as how palm damping could reduce the
crosstalk between strings that often complicates pitch
tracking of guitars. It also allows us to temporally and
spatially locate the primary source of energy driving the
string from the initial pluck.
2.2.2 Pressure Sensing Array and Microcontroller
Sensing palm pressure is challenging because it requires
high spatial resolution, high sensitivity to light pressure,
relatively high speed and no interference with the
guitarist’s regular playing technique. Piezoresistive fabric
was chosen to solve the light pressure requirement and for
its thinness and the ease with which it can be cut during
prototype explorations. Commercially available force
sensing resistors (FSR’s) are simply not available in the
required shapes and they are not effective for very light
pressures.
To confirm that fabric pressure sensing would work and
to tune the choice of fabric, we built the first prototype
using conductive strip board as shown in Figure 2.
Conductors are wired alternately as signal input and
ground to form an interdigitated linear array. Input signals
were wired to a simple passive analog conditioning array,
as illustrated in Figure 3, and the resulting voltages were
acquired and translated into USB OSC messages using the
Teensy 3.1 ARM microcontroller. We selected the Teensy
because it is low cost, fast enough to send a sensing frame
every 2 ms and it has an Arduino-compatible
programming environment, including OSC library [12]
support.
The circuit shown in Figure 3 is a simple voltage divider
in which the second resistor, RF ab , is implemented by the
piezoresistive materiality of the fabric. This method is
convenient in its simplicity and economy which is
important because we replicate the circuit many times.
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the hand and the pressure sensor. Indeed, the side of the
hand has a complex structure which varies over time
according to the gesture made by the guitarist. This is not
an issue for our application as knowing the relationship of
the textile to an applied force is sufficient for our purposes
as we have ascertained that the functional relationship is
monotonic [13].

Internal Resistance (Ohms)

25

Figure 2. First attempt to sense the guitar thanks to a
pressure sensor array attached right onto the guitar bridge.
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Figure 4. Measured response of the internal resistance of
the piezoresistive fabric to an applied force on the pressure
sensor.

R

Vd

×105

Vout
−

Figure 3. Passive circuit of the pressure sensor. In this
diagram, RF ab is the variable resistance of the fabric.

The piezoresistive fabric was chosen with relatively low
resistances to lower the thermal noise in the sensor.
However, for a light touch, the impedance of the circuit is
still too high to charge the storage capacitor of the A/D
converter in the short time of the sampling operation. This
problem is addressed with the additional capacitor which
also serves to filter noise at high frequencies from nearby
RF sources for example. In this work, a sampling
frequency of 500 Hz has been achieved with a precision
of 10 bits.
Calibration of FSR’s is notoriously difficult. In this
application we used a lightweight Spandex from Eeonyx
and take advantage of the good consistency of the fabric
resistivity and the regular sensor spacing to produce
repeatable relative values. Calibration measurements were
made using the response of the internal resistance of the
fabric to a force applied on the sensor, illustrated in
Figure 4. The measured relationship between the force
and the internal resistance of the textile is specially
interesting for its sharp decreases for small forces, which
allows for simple detection of very light contacts with the
fabric. However, it is relatively difficult to convert this
force into pressure due to the complex contacts between

The sensor array was positioned immediately behind the
bridge of a guitar and we were able to confirm that we
could obtain good one-dimensional measurements of palm
pressure.
Unfortunately we found during musical performance
that the significant measurements of palm pressure need
to be done on the other side of the bridge, i.e. the side the
strings vibrate on. In fact, there is nothing of interest to
sense over the bridge itself. This makes the engineering
problem much more challenging and perhaps explains
why we could find no prior work on palm pressure
sensing.
2.2.3 Saddle-Mounted Sensor Design
The illustrations in Figure 1 and 6 show the challenging
mechanical environment of the Gibson Les Paul bridge.
The saddles are adjustable in position to refine pitch
intonation and the whole bridge can be raised and lowered
from the guitar top. We concluded that the palm sensing
for each string had to be at the same points, adjacent to
the string relative to the saddle position itself as the
pressure of the side of the hand is applied on this area, as
illustrated by Figure 5. This makes a single assembly
impossible. Sensors are therefore integrated into the
saddles themselves. In the first prototype of this idea,
shown in Figure 8, we soldered fret wire to the saddles
around which a series of conductive bands are wound
(with appropriate heat shrink tubing for insulation).
Piezoresistive fabric is then wrapped around this
assembly.
The series of bands affords two dimensional tactile
”imaging” to reflect our observation that the rolling of the
hand over the bridge creates a complex pressure profile
along the first few centimeters of each string.
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(b)

Figure 5. Positioning of the hand when the guitarist does
palm muting: (a) palm muting area without the hand, (b)
palm muting applied by the side of the hand. Therefore,
the area between the bridge and the bridge pickup must be
sensed to measure this technique.

Figure 7. Equivalent electrical network of the pressure
sensor, where Vd is the power voltage, the fabric, at the top,
acts like variable resistors between each conductive ring.
The resistors R are pull-up and pull-down resistors that
allows the measure of the variable resistors and maintain
a similar dynamic for each area.

(a)

Figure 6. Pressure sensor soldered on the saddle of a Les
Paul bridge, sensing palm pressure along the string.

(b)

Figure 8. Prototype of one pressure sensor to mount along
the string: (a) Profile view, (b) Front view. We see the
fabric laying on the top of the conductive rings, whose are
connected to wires.
2.3.2 Audio Recording

Each area of the sensor is a derivative of a voltage
divider, illustrated in Figure 7, where each conductive ring
acts as an output and is connected to a voltage follower
and a second-order Butterworth-like filter to prevent
aliasing when the microcontroller samples the output
voltages. This circuit has been analyzed and the variable
resistances are inferred from the output voltages.

The guitar audio is recorded from a Gibson Les Paul
thanks to a hexaphonic pickup. The sound is amplified by
the RMC Poly-Drive II and split in six jacks by the RMC
Fanout Box. Finally, those six signals are gathered by the
soundcard MOTU UltraLite MK3 and sent to the computer
through the USB port. The audio can then be analyzed in
Max/MSP or recorded for further examination.

2.3 Audio and Pressure Recordings

3. PRELIMINARY RESULTS

This setup has been been developed to gather multimodal
information about the palm muting technique. In this
section, we explain the details of how we recorded these
channels.
2.3.1 Pressure Gathering
After being gathered by the sensors and the
microcontroller, the pressure dataset is filtered digitally by
a FIR filter with 128 coefficients, then it is downsampled,
time-stamped and sent, via OSC packets, to the computer
through the serial port. This dataset is then processed in
the software Max/MSP and can be analyzed in real-time
or recorded for further examination.

Our custom pressure sensor has been tested in a simple
playing situation, consisting of attacking the open E2
string first with no muting. Then the muting has been
raised progressively until the guitar sounded heavily
damped. Two different ways of palm muting have been
tested: the former consists of moving the hand away from
the bridge progressively, the latter consists of varying the
applied pressure on the strings in a fixed position. Finally,
three methods of plectrum picking are studied: the
downward picking, the upward picking and the alternate
picking. These tests have been recorded (audio and sensor
data) and the following parts present some preliminary
results computed in Matlab.
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3.1 Synchronization of the Datasets
Normalized Pressure Intensity
RMS Audio Envelope
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First the pressure and audio datasets have been
synchronized.
Actually it is impossible to know
automatically the delay between the two recordings
because they are not sampled by the same processor. The
pressure dataset is sampled by the ADC converter and
time-stamped by the OSC protocol but the internal clock
of the microcontroller is not the same as the one on the
computer. The synchronization is thus made manually by
hitting the E2 string at the beginning of the recording and
realigning of the peaks in both datasets.
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The second test consists of rolling the palm along the
sensor and measuring its response. This experiment is
interesting because it illustrates the distribution of the
pressure along the strings when the hand stands in
different positions. The results are shown in Figure 9,
where the time flows on the y-axis and where the x-axis
corresponds to each four areas of the sensors (1 is the
closest to the bridge and 4 is the closest to the bridge
pickup). In this case the hand applied a strong pressure
near the bridge (represented by the warmer colors on the
graph) and slightly rolled off towards the bridge pickup
until 44 seconds, before rolling back to the bridge. One
can observe that the pressure applied on the first, second
and fourth area of the sensor is more intense as the hand
rolls off close to the pickup. However, the third area
remains more or less constant and a less intense pressure
is applied on it. This can be explained by the complexity
of the side of the hand that applies the palm muting: the
interaction between the location of muscles, the
malleability of the skin and the distribution of the pressure
that balances the hand on the guitar could explain this
observation and further explorations are required to
understand this phenomena.
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3.2 Sensor Response to the Rolling of the Palm
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Figure 10. Normalized pressure intensity over time on the
second area of the sensor with its associated audio RMS
envelope for: (a) downward picking, (b) upward picking,
(c) alternate picking.
3.3 Picking Analysis

Figure 9. Measured response of the sensor (x axis) to the
rolling gesture of the palm over time (y axis). The intensity
of the colors represents the intensity of the normalized
pressure on the sensor.

We performed pressure recording when a guitarist was
playing with a plectrum with different picking techniques:
downward picking, upward picking and alternate picking.
The pressure profiles of three played notes as well as the
RMS envelope of their audio signal are shown in
Figure 10 for each kind of picking. We can see that a drop
in intensity occurs every time the string is picked when
palm muting. By looking at first at Figure 10a, we can
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divide each drop into three main phases:
• Just before the string is picked, the pressure
intensity starts to fall slightly: this is probably due
to the movement of the hand that anticipates the
picking by positioning the fingers adequately.
• When the string is picked, the pressure intensity
quickly falls to a lower value. Indeed, when
guitarists play a string, they need to do it briefly
with a certain force to produce a good sound. The
hand can therefore be seen as a pivot where its
applied force is distributed between the strain
applied on the string and the movement required to
play a note.
• After the string is picked, the pressure still
continues to drop during a certain time. In fact, the
hand keeps an inertia (momentum) after picking the
string and then needs to be positioned to anticipate
the next attack.
The same phases are observable on the upward picking
pressure set in Figure 10b and differentiating the two sets
requires further analysis. However, the pressure data set
of the alternate picking differs from the two first ones.
Indeed, alternate picking is performed by strictly
alternating downward and upward picking strokes in a
continuous flow. This guitar technique is important
because it is the most common method of plectrum
playing. If the two first cases presented a similar behavior,
the plot of the normalized pressure intensity over time of
the alternate picking, shown in Figure 10c, is expected to
give a slightly different result. Indeed, if in upward or
downward picking, the hand must anticipate the gesture
before the attack, alternate picking allows continuous
attacks of the string without positioning the hand between
each picking. One can observe that this is the case as each
drop in pressure intensity is dividable in two phases:
when the string is picked and after the string is picked.
The phase that is preliminary to the attack does not appear
in this plot. This informs our hypothesis that looking to
the pressure profiles of a guitarist would be a way to
recognize and study the playing of a guitarist. Moreover,
as the sensor works in real-time, all this data could be
interpreted and visualized directly.

as the sensor is low-latency. This could lead to the
rehabilitation of the playing of guitarists that suffer from
injuries. Moreover, the study of the anticipatory gesture of
the downward and upward picking is interesting as it
could be a way to predict the attack of the string.
Therefore, the observation of the sensor curves can give
relevant information about the sound produced and the
behavior of the hand, such as the intensity and the position
of the pressure that produce a certain damped sound, or
even knowing the strength of the attack by analyzing the
steepness of the drop in pressure when picking.
Finally the experiment consisting of rolling the hand
along the sensor shows that the distribution of the pressure
when palm muting is a complex problem that requires
further work: damping heavily the string by rolling off the
hand towards the bridge pickup does not simply translate
the pressure intensity towards the pickup. The extraction
of correlations between the intensity and the position of
the applied pressure is consequently more difficult that
has been imagined and necessitates a better understanding
of the behavior of the hand motion of guitarists.
5. CONCLUSION
In order to analyze the palm muting technique, we built a
pressure sensor that can measure the pressure applied by
the palm on the strings. Then we refined the sensor and
explored the integration challenges of that kind of device
on a popular guitar, a Gibson Les Paul. Our experiments
clearly showed that it could sense the palm pressure
accurately. Moreover the results that we obtained gave
interesting information about the behavior of the picking
hand, such as a slight release of the pressure before
picking the string or that the distance of the hand from the
bridge is more important than the applied force. These
early experiments show us that this category of sensor will
serve as an interesting platform for further research.
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ABSTRACT
Sound is all about vibration, and the GENESIS environment provides an efficient way for modeling and simulating complex vibrating structures, enabling to produce rich
sounds.
In this paper, we propose an overview of tools recently developed and available within the GENESIS environment, allowing a better understanding on how massinteraction networks behave and introducing some enhanced tuning of their vibrating properties. All these tools
try to address an inherent need of any creative process
either in the physical world or in GENESIS, which is to
create bidirectional connections between properties of a
phenomenon, in our case, audible sounds, and properties
of what produced it, here, mass-interaction networks.
For this purpose, we will introduce the topological
and modal representations of such mass-interaction networks and appreciate how relevant it can be to switch
between these different representations to really apprehend its inner properties and those of the sounds it produces.

Once built and parameterized, the model will be set in
motion through an outer excitation, and its movement
will be « listened to » (Figure 1).

1. INTRODUCTION
GENESIS [1] is a musician-oriented software environment for sound synthesis and musical composition. It
implements the modular language CORDIS-ANIMA [2]
that provides a set of primitive elements, modules satisfying Newtonian physics.
The elementary bricks of CORDIS-ANIMA are distinguished in two categories: the <MAT> modules that
designate “matter” being either moving or fixed and the
<LIA> modules that designate interactions and allow
interconnections between <MAT> modules.
A GENESIS “topological” model is then constructed by
connecting these modules to each other into a dedicated
2D space called “the bench”, this by direct manipulation
(Figure 1). Such a model will be defined by its “topology”, meaning its network structuration, by the parameters
of each one of the modules it is made of (M for inertia of
MAT modules, K for stiffness, Z for damping for LIA
modules), and finally by a set of initial conditions carried
by MAT modules (position and/or velocity).
Copyright: © 2014 J. Villeneuve and al. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.

Figure 1. Mass-interaction network of a “string” (indeed, its geometry is quite unusual, but it does not matter. Its topology does). Yellow dots are moving
<MAT>, green ones stay fixed.

From there, one can build simple or very large massinteractions networks, composed with thousands of modules. Once simulated, these allow obtaining complex and
rich sounds. But whatever the size of such models, when
it comes to exploring the variety of sounds they are able
to produce, or even to adjust their nature or structure with
the aim of fine-tuning this sounds, a major problem arises. Its widest formulation expressing a need to establish
two-ways relations between causes and effects.
There are several complementary ways to go on with
such concerns.
The first, empirical, is to build one’s own knowledge
of how objects, models, behave according to how we act
on or modify them. One will have to learn how slight
adjustment of model parameters will alter perceptive
properties of the product of its simulation. Furthermore,
in the case of the GENESIS environment, it is now possible to physically experiment virtual models by means of
haptic interfaces [3], which allow, by an additional gestural feedback, a very direct and instrumental way to
investigate the properties and possibilities of models in
terms of musical creation. In both cases, a closed loop is
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set that involves a model and its simulation, the perceptive outcomes of this simulation, and the adjustment of
action or modification applied on this model.
A second one is to get to have a better understanding
of the model and the sound it produces by using dedicated analytic technics and tools. These can be derived and
adapted from the physical world to the virtual world
proposed by GENESIS, or having a more mathematical
essence. In our case, we will have to understand the matter at its very smallest scale, so the properties of large
objects made of this matter can be easily deducted. For
that we will introduce in the following a complementary
representation to the topological mass-interaction networks. Based on both representations, and by switching
between them, we will present some tools now implemented in the GENESIS environment and allowing to
help users in their creative process.

2. MODEL ANALYSIS
Real objects, made out of real matter, and played as musical instruments are since quite recent times under the
extensive survey of acoustic, fundamentally motivated in
understanding how they produce sound [4]. But even if
the mechanisms of some musical instruments are still
nowadays freshly discovered, instrument-makers haven’t
waited to develop tremendous know-how in their conception and neither have the musicians to learn how to play
and to take the best out of them.
Sound synthesis by the mean of mass-interaction networks modeling and simulation is one of a few methods
that, before producing sounds, require to handle matter
and to build complex objects out of it. A virtual matter
for virtual objects, of course, but still existing in itself,
answering to its own “physics” and that can be studied as
it is. And it is precisely by having this objects that one
can learn a lot about the sound that it might ultimately
produce. This, by developing and using a dedicated
“acoustic” of mass-interaction networks
The concept is there to extract, directly by studying
the properties of a model, its structure and parameters,
without neither simulation nor signal analysis, relevant
information regarding to the sound phenomena it will
allow to produce. It is basically a transposition of what
the Fourier analysis is for the sound signal to the model
that enables its simulation.

proper study of the latters will allow a complete
knowledge of the original model in terms of mechanical
behaviour and acoustical properties.
The following development applies to free vibrating
structures without any outer perturbation.
2.2 From topological model to modal model
As a network, a linear topological CORDIS-ANIMA
model can be mathematically described by the combination of 3 real symmetric matrices: M , K and Z , carrying
respectively inertia, stiffness and damping parameters of
its constitutive modules.
Obtaining the equivalent modal model of a topological one is done by diagonalizing two real symmetric
matrices K ' et Z' in the same basis.
Z' = M −1/2 ZM1/2

& K ' = M −1/2KM1/2

(1)

This is achievable only if the matrices K ' and Z'
commute (ie : K'Z' = Z'K' ), which is always the case if
they are linearly co-dependent [6], meaning that Z' is
proportional to K ' :

Z' = a + bK '

or

Z = aM + bK

(2)

If it answers to relation (2), the viscosity matrix is
then said “proportional”. The diagonalization process will
allow to obtain: two diagonal matrices K m and Z m , respectively containing n modal stiffness k im and n modal
damping z im , and an additional Q m matrix such as :

Z m = Q m Zt Q m and K m = Q mK t Q m

(3)

Mathematically, k im and z im are the respective eigenvalues of K ' and Z' , and the Q m matrix, representing
the common basis of K m and Z m , contains their associated eigenvectors (directly interpretable as modal shapes
of the equivalent topological model).
The n harmonic oscillators of the modal model are
then directly defined by unitary inertias, k im and z im as
parameters.

2.1 The model modal representation
The model modal analysis relies on a mathematical description of the “mechanical network” that is intrinsically
every topological CORDIS-ANIMA model. This mechanical network must be a linear vibrating structure
moving with only one degree of freedom. Then, the analysis process first aims at switching in representation from
a topological model to its equivalent modal model [5].
The latter can be seen as a set of damped harmonic oscillators with unitary inertias (counting as much oscillators
than the number of punctual moving <MAT> of the original topological models).
These oscillators represent the stationary vibration
modes of the original topological structure. Ultimately, a

Figure 2. Example of what can be an equivalent Modal
Model of (Figure 1) Topological Model.

2.3 Reading a model modal representation
Some of the mathematical tools that are used for describing and studying vibratory and acoustical properties of
physical matter are adaptable to the virtual matter handled in GENESIS. Nevertheless, CORDIS-ANIMA relies
on a discrete representation of time and matter, which
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implies well-quantified differences between continuous
and discreet equations of movement.
Having the modal model, it is now possible to simply
analyze each of its individual elementary harmonics oscillators [7]. They are defined by 3 parameters, m (=1),
k im and z im in direct relation with:

implement a simple algorithm testing this proportionality
prior to the diagonalization process, which alerts the user
about the relative quality of the obtained result.
One can select a model or a portion of it directly from
the bench and launch the Modal Analysis function.

The vibration mode frequency:

# 2 − k m + zm
i
i
f i = Fe ⋅ arccos %
% 2 ⋅ 1− z m
$
i

(

) &(
(
'

(4)

Where Fe is the sampling rate value of signals produced when simulating a GENESIS model (default value:
44100 Hz)
The vibration mode damping time:

F
1
= − e ⋅ ln 1− zim
τi
2

(

)

(5)

We can also learn about relative amplitudes of the different oscillators by a proper reading of the transfer matrix Q m . By choosing the topological structure moving
<MAT> on which a listening module will be plugged
(identified as 𝛼), and the topological model moving
<MAT> that will be submitted to an impulsive excitation
(identified as 𝛽). Then we can estimate the relative amplitude of each vibration mode impulse response according
to:

A i = Q(mα ,i ) ⋅ Q(mβ ,i )

(6)

The theory beyond complex excitations and sustained
oscillations of mass-interaction networks is already greatly documented [8]. From the modal representation perspective, calculation of each independent harmonic oscillator transfer function enables a first insight of vibrating
model properties under such constraint. For instance,
resonant frequencies can be determined and a whole
frequency response of a topological model can be displayed.

Figure 3. Screenshot of the whole Modal Analysis
Window.

The displaying window of the result is organized in 3
distinct parts (Figure 3), which are:

• A general sheet section, gathering the whole information relative to each identified vibration mode of the
structure, and by extension, to each partial that will compose a sound produced out of it. It also provides an explicit conversion from frequency to equivalent musical
note, octave and cents (Figure 4).

2.4 Model analysis implementation
A specific tool for model modal analysis has been developed in GENESIS [9] and has now been updated. Follows a quick tour of its latest improvements and functionalities.
The diagonalization process involved in switching
from topological to modal representations is processed by
using the Jacobi method [10, 11], which allows to obtain
simultaneously and efficiently both eigenmodes and eigenvalues of a given matrix. This operation is quite costly
but enable to compute the modal representation and
acoustical properties of models counting more than 9000
moving <MAT> modules.
Regarding the proportionality constraint over the viscosity matrix (2), the modal analysis can be run even if
the model is not proportional. However, we chose to

Figure 4. Modal Analysis Table, gathering modal model information. Purple columns collect the k im and z im
modal parameters. The green columns display their associated acoustical properties.

• A modal shapes visualization section, that allows to
individually display an interactive 3D representation of
each topological structure modal shapes. The latter can be
animated and rendered with various static or dynamic
color gradations. All this allowing for example to clearly
identify nodes and antinodes of the vibrating structure,
and ultimately determine where to act on a structure in
accordance to modes/partials that should or should not be
predominant (Figure 5).
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• A normalized impulse response graph section, providing a global picture of the whole frequency spectrum
associated with relative amplitudes of model vibration
modes. This supposes that both in and out points, respectively, excitation and listening points, are selected directly on the model displayed in the modal shape visualization section (Figure 6).

Figure 6. 3 impulse responses of a “string” model,
composed of 40 moving <MAT> modules, excited and
listened in different points. (a) Input: module 1, Output:
module 40. (b) Input: module 4, Output : module 40. (c)
Input: module 20, Output : module 20.

3. MODEL TUNING
Having a mass-interaction network and looking to have a
better understanding of it is one thing. Trying to tune it,
or in the most extreme case, having a “sound” in mind
and trying to reproduce it by the mean of massinteraction networks suggest an other level of considerations. With the idea to provide tools to help the users, and
to keep close to the illustrative concepts of the model
modal analysis, we have tried to explore the way back
from a modal model to its topological equivalent.
First thing first, lets assume that one has built a topological model. How can they tune the latter by modifying
properties of its modal equivalent?
3.1 From modal back to topological
Figure 5. Collection of various topological models
modal shapes. Left: we can identify the typical modal
shapes of a circular membrane (here composed of 2148
moving elements). Middle: we represent some of the
modal shapes of a “labyrinth” model (from which you
can escape by looking closely at the first one). Right:
various “punk smiley” model modal shapes.

In the very limited case of a topological model of which
the modal equivalent carry a single harmonic oscillator,
we can easily reverse the linear equations (3) and (4) and
then tune this oscillator by recovering a proper set of
stiffness and viscosity parameters with frequency and
damping time as inputs.
Considering a modal model with more than one harmonic oscillator, it wouldn’t be possible to tune each one
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of them independently because of K m and Z m that must
be preserved for the relation (3) to stay true (necessary
condition to get back from a modal representation to the
original topological representation). Nevertheless it is
possible to apply a single multiplicative coefficient to
each of these matrices. This authorizes to set one vibration mode frequency and damping time. Of course all the
other structure vibration modes will be proportionally
tuned. This function exists in GENESIS and is built directly into the modal analysis window. Hence, from the
general sheet section, one can simply edit the acoustical
properties (frequency, or related musical note) of one
vibration mode of the modal representation and tune the
topological model.
Relative amplitudes of modes depend on the model
properties and for the most part on how/where it is excited and listened. There is no trivial function enabling to
tune a model in a way that the sound it produces has a
precise amplitude distribution among its partials. For that,
one will rely on the modal shapes visualization and on the
impulsion response graph of the Modal Analysis window,
which might help in finding the best set of input(s)/output(s).
It is not possible to have an extensive control over the
physical parameters of a model, according to acoustical
properties, without altering the equivalence/bridge standing between its modal and topological representations.
But by breaking this relation that allows to keep causes
and effects close together, advanced tuning possibilities
can be foreseen.
3.2 From modal back to …?
Indeed, at a certain point, one could seek to obtain a
GENESIS model given nothing else that the description
of a sound they want it to produce.
A simple solution to that concern would be to recompose complex sounds by reproducing what’s done in
additive sound synthesis or modal synthesis [12], which
as already been specifically studied for CORDIS-ANIMA
applications in [5]: Knowing the modal characterization
of a sound phenomenon, we could compose it by synthesizing as many sinusoidal signals as necessary, this by
replicating a relevant amount of independents harmonic
oscillators. The main issue of this approach is that one
will have to artificially selectively distribute energy
among the independent oscillators and selectively “listen”
to each one of them. Thus, it prevents to obtain a topological representation of the proposed modal model and
might considerably limit users in theirs exploration process.
In [13], the authors already explore ways to tune a
specific model under frequency constraints. Nevertheless
a more general approach, aiming at obtaining a topological mass-interaction network out of multiple acoustical
descriptors of sounds, is addressed in [14] and is referred
as an “inverse problem”. Follows the outcomes of preliminary investigations in simplified cases and their effective
implementation in the GENESIS environment.

3.3 An inverse problem
A model of n moving <MAT> has an equivalent
modal model of n independent oscillators and thus n
eigenmodes. If we now consider the description of a
sound composed of n partials, setting a modal model of n
moving <MAT> as an input, then a generative topological model must have at least n moving <MAT>, and we
can suppose it is enough to define it. Among the multiple
solutions that this problem can have, it is necessary to
arbitrary choose an alleged generative mass-interaction
network. The simplest topological model of n moving
<MAT> is the linear “chain”, a “string” fixed at its extremities (such as in Figure 7), at one extremity or none.

Figure 7. CORDIS-ANIMA linear chain model.

The reduced inverse problem is then to define, given
3 vectors of n frequencies, amplitudes and damping
times, a generative mass-interaction string of n moving
<MAT> connected by visco-elastic interactions. Different
approaches have been followed to resolve it, all basically
trying to recover the descripting matrices of the topological (M, K, Z) model given diagonal matrices of the tuned
modal model ( K m and Z m ):
The first one, a numerical resolution, relies on an
adapted optimization procedure. It partially addresses the
reduced problem by tuning only the stiffness parameters
of the generative model, allowing an individual control of
each structure vibration mode frequencies (in this case,
the moving <MAS> modules are set with unitary inertias).
The second is algebraic and allows to control frequencies as well as relative amplitudes of each vibration
mode of the generative structure. Hence, the stiffness and
inertia parameters of the latter are tuned. Unlike the numerical approach, this one is case specific and only allows to generate “string” models.
In this case the relative amplitudes are set by direct
manipulation of the modal shapes matrix Q m .
Further details about the previous can be found in [14]
A third approach has been dedicated to enable a specific control over vibration modes damping time. We
previously discussed the term of “proportional viscosity
matrix” and expressed it with relation (2). Going from a
modal representation to a topological one implies to stick
close with this rule. Hence, having the inertia and stiffness parameters of a topological model already tuned
regarding frequencies and relative amplitudes of its vibration modes, gives a pretty restricted control over the relation (2). Indeed, only two multiplicative values, a and b,
can be edited, meaning that only two vibration modes
damping time can be adjusted (the other ones will be
proportionally balanced).
Actually, these two values are physically coherent and
are a proper metaphor of external and internal viscosities
of a mechanical object. a, applied to the inertias matrix,
can be liken to an external viscosity and represent the
dissipative effect of viscous environment in which a
model is immersed. b, applied to the stiffness matrix,
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could represent an internal viscosity and stand for the
dissipative effect inherent to the model internal physical
matter. Thus, by renaming respectively a and b to z int and

z ext in (2) we have a direct expression of the topological
model viscosity matrix:

Z = z ext M + z int K

(7)

Setting the damping-time of the i th and jth modes,
with i < j, implies:
(8)
τi ≥ τ j
The internal and external viscosities constants are
then defined by:

! 2 $
! 2 $
&
&& − exp ## −
exp ## −
&
" τ i Fe %
" τ j Fe %
int
z =
m
K (mj, j) -K (i,i)

z ext =

!
! 2 $$
!
! 2 $$
m #
&&
&&&& − K (i,i)
1− exp ## −
K (mj, j) ##1− exp ## −
&&
#
τ
F
" τ i Fe %%
"
"
%%
j
e
"
m
K (mj, j) -K (i,i)

Figure 8. Screenshot of GENESIS PNSL Script Editor.

(9)

(10)

It is interesting to point out that the relation (8) guaranties positive internal viscosity values. On another hand,
external viscosities might take negative values, which
metaphorically would imply that the model environment
provides energy instead of absorbing it.
Also, viscosities do have an influence on the vibration
mode frequencies, but, they are quite insignificant, and of
course this influence has to be evaluated regarding perceptual matters.
This approach works on every linear mass-interaction
network, whatever its topology and complexity.
It doesn’t seem possible to go further in controlling
the damping-time of a modal model vibration modes
without breaking the proportionality, altering the topology of the resulting model, or by staying physically coherent and thus being easy to handle by any user.
3.4 Model tuning implementation
3.4.1 PNSL Scripts
The different approaches previously proposed have been
implemented thanks to an additional tool included within
GENESIS: The Physics Networks Scripting Language
(PNSL) [1]. This language has been developed to address
mass-interaction networks modeling specific needs. For
instance, by putting down some lines of script, it allows
to create modules, to inter-connect them, to compute and
set them with precise parameters, to automate repetitive
tasks regarding topological or bench positions matters, to
alter selected models, and so on. All this is fully integrated so one can edit and execute scripts directly into the
GENESIS environment (Figure 8), and provides another
modeling process, complementary to the bench direct
manipulation of modules.

One of the central considerations in building this tool
and its syntax was to make it intelligible and easy to use,
even for users non-acquainted with programming languages. Nevertheless, it is built over Tool Command
Language (TCL) scripting language and therefore includes a lot of advanced libraries [15].
3.4.2 Inverse problems scripts
The numerical approach allows to efficiently obtain generative models defined by up to 20 frequencies. The time
of resolution increases dramatically with the number of
frequencies to deal with (in the case of 20 tuned vibration
modes, the calculation might take about one hour). Its
main advantage is that it doesn’t depend on the kind of
topology you may expect for the output model. It is also
convenient to have all inertias set to 1 when bringing the
generative model back to a common utilization in using
GENESIS.
In its latest version, the algebraic approach is suitable
for fixed, half-fixed or free linear chains. Any other topology for the output model would need to have its dedicated algorithm. However, with this approach we managed to obtain generative models defined by up to 50
frequencies and relative amplitudes. The global quality of
this resolution, as well as the coherence of the resulting
model, relies on the relative proximity of the wanted
frequencies. For instance setting the modal model with
very close frequencies (of about 1Hz) might introduce
numerical imprecisions during the algorithm calculation
and lead to partially tuned generative models.
Both of the previous methods can be executed in
GENESIS and produce a topological network right on the
bench.
The damping-time tuning method needs the user to select
a model directly on the bench. Running the script will
then only tune its viscosity parameters.
With PNSL, a lot of new functions can be developed,
easily used, and of course modified and enhanced, allowing easing prospective works in mass-interaction networks modeling. Inverse problem resolution scripts were
the first ones to fully take advantage of this tool, and will
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be fully accessible as demonstrative scripts in the next
update of GENESIS.

4. CONCLUSIONS
The mass-interaction networks modeling used in GENESIS rely on a very unique set of concepts. Its modularity
makes it very generative and the exploration of what can
be expected out of it seems far from its ending despite
decades of developments, experimentations, and of
course, of active utilization and artistic creations made by
researchers and artists.
Luckily these concepts are close to the physics of real
things, so on one hand, users can easily bring their physical instincts in the creative process involved in sound
synthesis and musical composition and, on another hand,
the tools developed with the aim of easing this creative
process can themselves rely on physical metaphors and
make direct sense to users.
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ABSTRACT
In this paper we will discuss a model aimed at improving the spectral data representation of stereophonic audio
in a way that allows efficient stereophonic data visualization and linear manipulation of arbitrary parts of the stereo
image. The stereo pair is here interpreted as a single spectrum with additional dimensions, expressing the Interaural
Intensity Difference (IID) and Interaural Phase Difference
(IPD) for each FFT bin. These dimensions are evaluated
assuming that the stereo signal is an instantaneous mixture
with a residual amount of convolutive phenomena. Even
if this assumption is not generally true for the majority of
music signals it is applicable to single stems or submixes
used during music production or other signals that comes
in pairs.
After a brief overview of the state of the art in stereo data
representation, we will introduce the proposed dimensions,
then we will show how they can be displayed and finally
we will suggest a technique to manipulate the stereophonic
data in realtime.
1. INTRODUCTION
State of the art stereo representation is generally aimed at
improving audio coding, compression, and transmission
and relies on perceptual cues [1] [2] [3]. In [2] it is also
possible to perform manipulation tasks thanks to [4]. An
interesting case of stereo data representation is [3], where
a preliminary analysis on the input signal refers to IID and
IPD in a way which is similar to our approach, but extracted data is then used for different purposes (mainly statistical compression).
Beside the classical Mid-Side coding, where the stereo
signal is encoded as sum (Mid) and difference (Side) of
the left and right channels, approaches which focuses on
low level information retrieval for high quality manipulation seems to be left to patented techniques only; with the
exception of [5] which provides a clever way to manipulate stereo signals, but it is not very flexible and in fact it is
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only oriented to source separation.
We propose here a simple rearrangement of low level information that allows to gain a new perspective on data,
enabling the ability to investigate and manipulate stereophonic audio in a simple but novel and more straightforward way.
2. ADDING POSITION AND CLARITY INDEXES
TO SPECTRAL DATA AS CUES OF IID AND IPD
Generally, instantaneous stereophonic mixtures are obtained
mixing monophonic sources distributed in the stereo image 1 via panning and level weighting. A common implementation of the pan-pot tool can be found in equation (1)
(other pan laws are differentiated by a gain factor which is
here negligible). This applies in both time and frequency
domain, so in case of a monophonic input the equation (1)
can be considered as the weighting function of each FFT
bin used to generate the stereophonic output.
L = source · cos(pan + π4 )
R = source · sin(pan + π4 )

(1)

Where source is an FFT bin (a complex number) coming
from the monophonic input signal; L and R are the panpot output bins; and pan is the position in the stereophonic
image α where the source should be placed. Negative values of pan shift the signal to the left and positive values to
the right. The π4 factor is introduced to have pan = 0 for
the centre position.
The case of pan = π4 corresponds to the right loudspeaker position (L = 0; R = source) and pan = − π4
to the left loudspeaker position (L = source; R = 0).
Since L and R vary consistently and continuously while
changing the pan parameter, we can interpret the panned
signal as a continuous distribution on the azimuth plane α,
and the pan-pot output L and R as observations in correspondence of α = π4 and α = − π4 . In optimal circumstances the perceived source position is α = pan as shown
in Figure 1.
The curve in Figure 1 represents the magnitude of a source
in every position of the stereo image. The function we used
to trace the curve is shown in equation (2) and it is derived
1 In this context we refer to the stereophonic image as the azimuthal
plane α of the spherical coordinates system centred on a virtual listener’s
head.
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Figure 1. Magnitude of a single source bin as function of
the azimuth: The curve has been interpolated by the values
of L and R, which are thought as two observations of a
continuum in the stereo image. In this case source = 1,
pan = 0 and IP D = 0
from the interpolation of the complex values L and R obtained with equation (1).
M agLR (α) =

√1 [(|S| sin α
2

+ |M | cos α)2 +
1

+ |M | |S| sin(2α) · (cos ∆ϕMS − 1)] 2

(2)

Where M = R + L, S = R − L and ∆ϕMS is the
phase difference between M and S bins. This function has
a periodicity of π and peaks in correspondence of an angle
σ with a value equal to the source bin magnitude. We can
infer σ by finding the zeroes of the α derivative of equation
(2). The resulting function is shown in equation (3):
σ=

1
2 |S| |M | · cos(∆ϕMS )
arctan
2
2
2
|M | − |S|

(3)

Now, every pair of L, R bins can be described as a single
point in the azimuth plane at an angle σ and magnitude
M agLR (σ). In case the assumptions are fulfilled L and
R are in phase and equation (2) gives consistent results
(M agLR (σ) = |source| and σ = pan). Valid results are
also provided in the case that L and R are in anti-phase,
since equation (1) consider pan = π2 as a legitimate pan
position which generates anti-phase L and R as output.
In case of different sources, with overlapping harmonics
or convolutive phenomena, a significative phase difference
between L and R can occur. In this case equations (2) and
(3) provides ambiguous results, as shown in Figure 2.
This happens when differences in phase are close to π2 .
In this case L and R have minimum absolute correlation
and the signal can be thought as equally distributed in the
azimuth plane.
With equation (4) we introduce a clarity parameter C
which describes the conformity to the assumptions, the accuracy of σ evaluation, and the spread of the signal along
the azimuth plane:

Figure 2. Here IP D is very close to π2 , indicating a frequency widely diffused in the stereo image. In this case
inaccurate results in the computation of σ can occur.

1
[cos(2∆ϕLR ) + 1]
(4)
2
C will approach the value 0 for phase differences of π2
(which indicates a diffuse sound), and 1 for phase differences of kπ (which indicates a strongly localized sound).
Please note that in equation (4) we used the phase difference between L and R, and not the difference between M
and S as in the previous equations.
Since every function described above depends on the FFT,
it is very important to choose an appropriate FFT frame
size. From a preliminary study we found that windows
smaller than 1024 samples at 44.1 kHz result in a overall
fall of the C value due to the loss of frequency resolution,
which causes harmonics of distinct sources to be merged in
a single bin. Similarly, windows bigger than 4096 samples
introduce the risk of merging sources which are separated
in the time domain and reduces the ability to track sources
with pan-pot automations. Ultimately we found that frame
sizes of 2048 samples can handle the majority of the tested
material.
C=

3. DATA VISUALIZATION
When considering the sonogram of a stereophonic signal,
a naive approach is to display the sonogram of the sum of
the channels. In this way those components which are not
in phase are cancelled from the plot. So, a more refined
way to mix the spectra is to sum only the magnitude after
the FFT process. Anyhow, in the classic L + R sonogram,
no information about the relations between the channels is
presented. At the same time, the display of two separate
sonograms for the inspected channels is not really easy to
interpret and introduces a lot of redundancy.
This lead us to render a new kind of sonogram (see Figure 3),
which encodes M agLR (σ) with brightness, σ with hue
and C with saturation. This method reduces the redundancy of having two separate sonograms and highlights the
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differences of the channels, without discarding any binaural information. Moreover low-level visual cues such as
brightness, hue and saturation are processed by our brain
faster than the pattern recognition task needed to compare
two separate sonograms [6].
For example, if a colourful image appears like in Figure 3
(left), it means that the observed signal fully satisfies the
assumptions and sources are easily identifiable in the sonogram. If a greyscale image appears, like in Figure 3 (right),
it means that the spectrum is very diffused in the stereo image and the channels have a very low absolute correlation.
This two samples were chosen to represent a well fitting
dataset (in case of Coltrane’s ”In a sentimental mood” excerpt) and a very bad fitting dataset (in the Grieg’s ”Morning mood” excerpt).
This kind of sonogram helps interpreting the stereo image more as a continuum than a discrete set of channels,
and packs a wide range of information in a compact area,
letting the user recognize the signal properties at a glance.
On the other hand, the subjective visual brightness of different colours could reduce the perception accuracy of the
components loudness, but this issue is not critical, since
precise loudness measurements are more affordable in the
classical 2D spectrum magnitude profile plot.
Other information can be collected and plotted from the
proposed space, like the dispersion of bins in the stereo
image. However plotting the mere distribution of bins σ
can produce misleading graphs, because bins with different
magnitude have the same influence on the graph. Also the
simple M agLR (σ) weighting can be misleading, because
bins with C = 0 are placed at an angle σ which is very
likely incorrect. So, to plot the bins dispersion in the stereo
image, we decided to use the product of M agLR (σ) ∗ C
to obtain a plot which weights more the bins fitting the
assumptions than the unfitting ones.
Figure 4 presents the distribution of M agLR (σ) ∗ C over
the azimuth-frequency plane, while Figure 5 presents the
distribution of the same product over the azimuth-time plane.
These plots can give hints about the stereophonic balance
along time and frequency. The first sample is easily interpretable, but also the second sample reveals patterns in the
data distribution (like the clear bias towards the left channel).
Figure 6 shows the overall M agLR (σ) ∗ C accumulation
over the stereo image (this plot is similar to the one introduced by [5]). Since the distribution is weighted by the
factor C, the range of the plots can give hints about the
general fitness of the data to the assumptions: the left sample of Figure 6 have a peak over 0.4, while the right sample
peaks under 0.08. This difference reflects the fitness to the
assumptions of the two samples. (input data has been normalized to keep the excerpts comparable).
4. DATA MANIPULATION
M agLR (α), σ and C functions can be exploited to perform
two different kinds of data manipulation: Spectral masking
and Azimuth resampling.
Spectral masking is a simple way to control the level of
specific components of the stereo image using σ as key to

mask parts of the spectrum. This can be useful in mastering, restoration, and noise suppression processes. Also C
can be used to generate masks useful to split the instantaneous components of the mix from the convolutive or overlapping components.
Please note that spectral masking with σ as key is similar
to the process presented by [5] where phase cancellation
and gain scaling are exploited in the frequency domain to
seek and separate sources across the azimuth plane. By
using masking instead of resynthesis we are able to obtain
a linear deconstruction of the input, which is not true in the
case of the resynthesis technique used by [5].
Azimuth resampling is a resynthesis process which relays
on the M agLR (α) function to rotate the listening space or
generate virtual listening points. Rotation is made choosing any α and α + π2 to create new output channels. Similarly, virtual listening points can be rendered from the
stereo input choosing any α as argument for the magnitude function (see equation (5), where β and γ are the new
listening positions). For example it is possible to generate multichannel audio from a stereo track interrogating
M agLR (α) in more than two points.
|new L| = M agLR (β)
|new R| = M agLR (γ)

(5)

If β and γ are close to ± π4 the output can be resynthesized
with the same bin phase of L and R. Otherwise, for β and
γ closer to k π2 , the phase of M and S can be used (since
those positions of the azimuth corresponds to the M id and
Side components of the stereo image).
The two aforementioned techniques can be combined to
perform selective phase correction along the spectrum, or
can be used to create special spatialization effects.
To listen to some examples and to see other minor plots
browse http://www.lim.di.unimi.it/stereocode

5. CONCLUSIONS
We presented a model that can improve realtime stereophonic data visualization and permits spectral transformations in specific stereo coordinates. In the proposed space
it is possible to investigate and manipulate the frequency
distribution along the stereo image and render different
perspectives of the input space.
This technique is easy to implement and can be used in
spatialization, mastering and restoration tasks, but also provides a general purpose data structure that can be used to
improve existing algorithms, such as [5] or other stereodependent algorithms.
Beside the data visualization tasks, this technique can
be exploited to perform phase correction, spatialization,
stereo-localized equalization and dynamic processing and
noise reduction.
Future works will also take in account ITD (interaural
time difference) to extend the algorithm to convolutive mixtures.
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Figure 3. Sonogram with colour-coded binaural data: Brightness is related to magnitude, hue to IID and saturation is a
function of IPD. (Left) Coltrane’s ”In a sentimental mood” excerpt: in this example it is possible to spot sax (blue), piano
(cyan), drums and bass (different shades of green). (Right) Grieg’s ”Morning mood” excerpt: in this example sources are
not clearly visible, due to reverberation, ITD and sources overlapping.

Figure 4. Projection of clarity-weighted magnitude over azimuth-frequency plane. (left) Coltrane’s ”In a sentimental
mood” excerpt: here the spectrum occupied by each source is clearly visible. (right) Grieg’s ”Morning mood” excerpt: the
only visible pattern here is an overall bias towards the left and a higher concentration of high frequencies always on the left
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Figure 5. Projection of clarity-weighted magnitude over azimuth-time plane. (left) Coltrane’s ”In a sentimental mood”
excerpt: in this plot it is possible to localize sources in time. (right) Grieg’s ”Morning mood” excerpt: from this plot it is
possible to tell when the overall balance bias occurs

Figure 6. Distribution of clarity-weighted magnitude in the stereo image. (left) Coltrane’s ”In a sentimental mood” excerpt:
in this plot it is possible to count the number of sources panned in the stereo image. (right) Grieg’s ”Morning mood” excerpt:
the peak of this graph suggests an overall lack of clarity C.
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ABSTRACT
This paper describes HarmonyMixer, a method that enables a user without musical expertise to personalize the
mood of existing polyphonic musical recordings by modifying their chord sequences. Our method lets the user
choose a reference song with a character that the user wants
reflected in chords of a target song. It is, however, difficult to modify chords in existing complex sound mixtures
since technologies of sound source separation and multipitch analysis are not yet accurate enough for those mixtures. To overcome this difficulty, HarmonyMixer does
not rely on those technologies and instead modifies chords
by leveraging chromagrams. It first analyzes a chromagram feature matrix by using Bayesian non-parametric
Non-negative Matrix Factorization, and then interpolates
basis matrices obtained from reference and target songs
to convert the chromagram of the target song. It finally
modifies the spectrogram of the target song by reflecting
the difference between the original and converted chromagrams while considering relations between frequency bins
and chroma bins. Listening to the output from our method
confirmed that modification of chords had been derived.
1. INTRODUCTION
While Active Music Listening Interfaces [1] allow contentbased manipulations of audio signals, the personalization
of chords in polyphonic audio has not yet been addressed.
We introduce a method that enables users to direct chord
sequence modifications in recordings of popular songs
without musical expertise. The proposed method mixes
up the character of chord sequences in two or more audio
signals, which led us to name the method HarmonyMixer.
Editing the chords in a musical recording of popular
songs is particularly a challenging task, especially for a
user without musical expertise, since it requires significant
musical knowledge to recognize the existing chords and
how they may be altered without causing undesired dissonances. On the implementation side, it also requires techniques for extracting and altering the audio corresponding
to the chords in polyphonic and multi-instrument audio.
Having separate tracks of multi-track audio recordings is
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Figure 1. Process flow of HarmonyMixer mixing the character of chords among polyphonic audio. The method
factorizes a matrix consisting of chroma vectors, interpolates the bases obtained through the factorization, and converts the spectrum to create an audible modification in the
chords.
preferable when editing a chord sequence, but such tracks
are often not available.
There are methods which aim to overcome difficulties of
applying music-theoretical knowledge and enable users to
modify music easily. Drumix [2], an active music listening
interface for editing drum tracks, enables a user to modify drums in audio music signals. Concatenative synthesis
approaches [3, 4, 5] were proposed to combine audio fragments in music database and enable the user to create or
edit music easily by only choosing the audio fragments.
AutoMashUpper [6], provided a powerful interactive tool
to create mush-ups or arranging the mood of a song by
converting and synchronizing songs. ChordSequenceFactory [7], which is our previous system sharing the motivation, can modify chord sequence described in chord symbols, but cannot be applied to acoustic music signals.
Developments in signal processing techniques seems to
solve the problem on the implementation side of our task:
modification of the polyphonic audio. In fact, as related
works, multi-pitch analysis [8, 9, 10] and sound source
separation techniques [11, 12, 13] have been proposed.
Source separation techniques are also used for enhancement, suppression and re-panning of stereo mixtures [14].
A method for adaptive harmonization and pitch correction
of polyphonic audio have been conducted by using multipitch analysis method [15]. However they only provide
limited accuracies in estimating the pitches and separating sources where many tracks are mixed. Audio pitch-
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shifting using the constant-Q transform [16] has been proposed for key modulation of music audio. Phase vocoder
based approach to pitch-shifting and harmonizing audio
has also been conducted [17]. However they cannot be
used to modify chord sequences in polyphonic and multiinstrument audio.
In this paper, we propose a method that enables a user
to edit a target song by changing its chord sequence referring to a reference song. The target song is the song
whose character of chords the user wants to modify. The
reference song is the song which has the mood that the
user wants to reflect in the target song. With our approach,
users can edit the chord sequence in the target song by simply choosing a reference song and a mixture weight. The
chord sequences of the target song and the reference song
are analyzed automatically, and the chord sequence of the
target song is edited reflecting the analyzed result of the
reference song. Furthermore, the audio signal of the target song is converted in order to modify chords audibly,
without using multi-pitch analysis methods. This method
enables a user without musical expertise to modify a chord
sequence since it is relatively easy for a user to choose a
favorite song compared to analyzing and describing what
kind of chord sequence that the user actually likes. In addition, the user can try various reference songs until he or
she is satisfied with the result.
To achieve these functionality, we construct an analysis
and synthesis framework of chords which can be applied
to polyphonic music signals. The flow of our method is
shown in Fig. 1.
In the analysis phase, audio signals of the target song and
the reference song are converted into chromagrams (matrices which consist of chroma vectors). Extraction of the frequently observed pattern of pitch set in songs is mathematically formulated as Non-negative Matrix Factorization [8]
of a chromagram matrices. Since we do not know exactly
how many patterns exist in songs, the number of the patterns and the patterns themselves are simultaneously estimated by applying Bayesian non-parametric Non-negative
Matrix Factorization (BNMF) [18] to our task.
In the synthesis phase, characters of chords which are extracted from the target song and the reference song are
mixed up by the linear interpolation of bases. A chromagram is re-generated through multiplication of the interpolated bases and the original activations of the target
song. Finally, the audio signal is converted to create audible modifications. This audio conversion is not exploiting multi-pitch analysis or source-separation techniques,
but adding and reducing the sound by searching the optimal note sequence by using dynamic programming. The
note sequence achieves modification with similar harmonic
structure observed in the target song.
The structure of this paper is as follows: the discussions
on how the analysis phase and the synthesis phase can be
formalized are described in Section 2 and 3 respectively.
Experiments are described in Section 4 and 5 for validating
the analysis phase and synthesis phase of our method, and
we report the result of the generated audio and discuss the
further perspectives. Section 6 summarizes our findings.
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Figure 2. Example of chromagram and its circular shifted
chromagram. It is created by a circular shift as whose maximum value within a chroma vector to be the first element
(interval=0). With this feature, typical chord types are observed removing the transposition of chord driven by the
change of the root note.

2. ANALYSIS OF CHORDS
2.1 Acoustic feature for chord characteristics
A chroma vector is an acoustic feature which has been
shown to be effective in analyzing pitch content [6], and
especially chords [19] in acoustic signals. We can obtain
chroma vectors by summing up the frequency spectral amplitude in analysis frames, ignoring the octave differences
but corresponding to the notes in chromatic scale (C, C#,
... , A, A#, B). Chroma vectors are effectively used in the
audio chord recognition research [20, 21, 22].
When chroma vector analysis is conducted over a short
time frame of the music, a set of pitches observed in the
frame includes frequently observed pitches such as major
third, minor third triad and dominant 7th. In addition, 9th
and 11th notes of chord tones, and non-chord notes in the
vocal melodies are also simultaneously observed.
The modification of relative intervals between the notes
contained in a chord can achieve changes in character of it.
We wish to represent these aspects of chord character with
an acoustic feature vector, but a chroma vector with the
original definition is insufficient, since the feature changes
depending on the transposition of keys even the relative
intervals between the notes are the same. We would like to
find a feature that is robust to the difference derived from
the transposition of chords.
Therefore, we apply a circular shift of the chroma vector so that the first element of the vector has the maximum value. The example of a chromagram and the circular shifted chormagram is shown in Fig. 2. We expect
that ordinary chord types, such as major 3rd or diminished
7th, will appear in this shifted chroma vector as the peak
values.
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Figure 3. Overview of our analysis and synthesis framework of chords based on Non-negative Matrix Factorization of
circular shifted chromagram: character of chords used in the target song and the reference song are extracted as frequently
observed patterns of pitch set with two step of matrix factorization. The first step extracts the universal bases which are
common in songs in the database, and the second step extracts bases adapted to each target song and reference song. To
reflect the character of chords in the reference song to the target song, the extracted bases are linearly interpolated, and the
chromagram is re-generated by adding the modification derived from the interpolation of the bases.
(i)

2.2 Convex representation of the chroma vector
The circular shifted chromagram can be represented as
a convex combination of frequently observed patterns of
notes, with time varying non-negative weights. This
can be understood by considering that there are common
notes within chords with different chord types. For instance, triad notes are common in major chord and 7th
chord. Let the chroma vector for each analysis frame
cn = (c1 · · · c12 )T ∈ R12 , n = 1, · · · , N , with analysis frame (n − 1)λ ≤ t < nλ whose length is λ. In
addition, let the frequently observed patterns of pitch set
wk = (w1 · · · w12 )T ∈ R12 , where k = 1, · · · , K are
the indices of patterns. xT denotes the transposition of a
vector x. These patterns can be represented with the same
dimension and property as the chroma vector. The chroma
vector is represented with the convex combination as follows:
K
X
cn =
hkn wk ,
(1)
k=1

where hkn is the non-negative weight for adding the pattern wk at analysis frame n.

(i)

[c1 · · · cN (i) ], where the length of the sequence is denoted
as N (i) . The factorization is:
C (i)

' W (i) H (i)

=

h
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..
.

(i)

(2)


(3)


where W (i) is the matrix collecting the patterns obtain
from the ith song (i = 1, · · · , I), and H (i) is the matrix
(i)
(i)
collecting the weights (h1n · · · hKn ) for adding the patterns at each analyzing frame as
(i)

(i)

(i)

(i)

H (i) = [(h11 · · · hK1 )T · · · (h1N (i) · · · hKN (i) )T ]. (4)
The factorization of Eq. 2 is possible with Non-negative
Matrix Factorization (NMF) [8, 12], since the components
in the matrices are all non-negative. NMF techniques tend
to factorize into bases containing the patterns that are observed frequently in the data. Through this property, we
expect typical combination of notes in chords to be obtained by applying NMF to the shifted chromagram. In the
NMF context, the patterns and the weights given above are
called bases and activations, respectively.

2.3 Obtaining patterns from a chromagram
To discover the frequently observed patterns of the pitch
set from a chromagram, we can apply matrix factorization
techniques. Let the matrix collecting the circular shifted
chroma vectors of the ith song in the database be C (i) =

2.4 Comparing the character of chords
We can compare the character of chords among songs in
the database by looking at the difference in bases that represent the character of chords. The difference in tension
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notes, for example can be observed as the different location of peaks in the corresponding chroma vector in a pair
of bases. However, if NMF is applied to a song individu(i)
ally, the chord type represented by wk is not always the
(j)
same as the type represented by wk . We need to align the
order of bases with a common order among all the songs
to compare them to each other.
To do this, we can utilize the NMF property that the factorization result depends on the initial values set for the
iterative solution. The overview of the process is shown
in Fig. 3. We first obtain the universal bases W ∗ =
[w∗1 · · · w∗K ], which are the bases obtained from all songs
in the database, with an appropriate number of bases to
capture the characteristic patterns. We then decompose the
chromagram of each song, with the initial value for the
bases equal to the universal bases, with the fixed number
of bases. Through the NMF property that the result largely
depend on settings of initial value before the decomposition, we expect the bases that each base in W (i) to be similar and aligned to the ones in W ∗ , but adjusted for each
song.
We can obtain universal bases by concatenating the
shifted chromagrams for the whole songs in the database
(index i = 1, · · · , I, the corresponding shifted chromagram C (i) ), and factorizing it as:
h
i
h
i
C (1) · · · C (I) ' [w∗1 · · · w∗K ] H (1) · · · H (I) . (5)
To adjust the number of bases with a probabilistic prior, we
use Bayesian non-parametric Non-negative Matrix Factorization [18] to factorize the concatenated chromagram.
2.5 Use of bases as features for genre classification
With the method described above, we can extract the frequently observed pattern of pitch set of a song. This means
that we can analyze the character of a song in respect to
the chord types. If we assume that the chord types are important to distinguish the genre of a song, we can use the
obtained bases as features for classifying songs into genres. We investigate this point in the evaluation section with
genre classification task by using the obtained bases as features.
3. SYNTHESIS OF CHORDS
3.1 Mixing the character of chords
With the bases obtained through the analysis described
in Section 2.4, we can modify the character of the circular shifted chromagram by switching or interpolating the
bases. The overview of the process is shown in Fig. 3.
Let the bases obtained from the target song be W tar , and
the activations be H tar . We linearly interpolate between
W tar and W ref via:
f = αW tar + (1 − α) W ref
W

(6)

where α ∈ [0, 1] is the interpolation factor.
Furthermore, let the bases obtained from the reference
song be W ref . We can re-generate the new shifted chroe that reflects the character of the reference song,
magram C

f with the original
by multiplying the interpolated bases W
activation matrix. The reconstruction of the shifted chromagram is calculated as:


e = C tar + W
f − W tar H tar .
C
(7)
e using the
By inversely shifting the chroma vectors in C
preserved index of the maximum value in each chroma
vector, we obtain the converted chromagram that reflects
the character of the reference song.
3.2 Generating audio from a chromagram
The inverse problem of generating an audio signal when
given a converted chromagram cannot be solved uniquely.
This is because the chromagram representation lacks the
octave differences and it is difficult to determine the octaves to reflect the modification of the converted chromagram. For instance, adding energy equally to the every
octave in the energy spectrum will not result in sounding
like note being added to the music signal. On the other
hand, concentrating energy in specific octave will result in
generating sine wave, which is not adequate for converting
the music signal.
Considering that there are certain degree of freedom in
transferring the modification of chromagram to the spectrum, we need constraints on the property of the adding
and reducing sounds. We put constraints on the property
of the audio signal generation so that the generated signal
has an audible modifications in chord sequence and is not
unnatural as a music signal.
3.3 Constraints on adding and reducing sounds to
achieve chord modifications
The adding or reducing sounds for achieving the modification of chromagram should satisfy the following four constraints:
3.3.1 Constraint 1: similarity in chromagram
When the added or reduced sound is converted into a chromagram, it should be similar to the difference between before and after of the conversion of the chromagram by the
multiplication of interpolated bases and the activation.
We introduce the positive component ∆c+
n and negative
component ∆c−
of
the
difference
between
the converted
n
chroma vector c∗n and the original chroma vector cn at
analysis frame n:
−
c∗n − cn = ∆c+
n − ∆cn ,

(8)

−
where all elements in ∆c+
n and ∆cn are constrained to be
+
−
positive. Each ∆cn and ∆cn correspond to the chroma
vector for adding and reducing sounds, respectively.
Let ∆cˆn be a chroma vector calculated from the generated audio of adding and reducing notes. We can define a
measure for evaluating the difference between the newly
generated ∆cˆn and the modification components of the
−
2
chroma vector ∆c+
n or ∆cn by calculating the L norm:
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D ∆cˆn |∆c+
,
n = ∆cˆn − ∆cn

(9)
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3.3.2 Constraint 2: harmonic structure
The adding or reducing sound should hold a harmonic
structure similar to the one in the target song. We exploit the pitch-shifted audio signals as sources to obtain
harmonic structures for the adding or reducing sounds. We
first apply wavelet transform to the pitch-shifted audio signals to analyze the power of each semitone in the chromatic
scales. The harmonic structure can be extracted by using a
harmonic comb filter.
3.3.3 Constraint 3: pitch range
The pitch range of the adding or reducing sound should
be the medium voice range, in order not to result in dissonances with the melody lines (typically the vocal parts) and
the bass lines. To impose a constraint, we use a function r
which takes a larger value for the sound with the medium
pitch range:



1
1
2
,
exp − 2 (f − fc )
r ((f, s)n ) = log √
2σ
2πσ 2
(11)
where (f, s)n represent the audio fragment with the length
of the analyzing frame in pitch f in Hz obtained from the
sth pitch transposed source at the nth analyzing frame. fc
and σ are the mean frequency and the frequency deviation
of the adding or reducing sounds, respectively. We left
the parameters fc and σ as user parameters to change the
generated result. In the experiment, these parameters were
set heuristically as fc = 220 and σ = 0.1.
3.3.4 Constraint 4: sustained notes
The adding or reducing sound should not change rapidly
in time, since they should be the consisting notes of edited
chords. We can put constraint on the length of the sounds
by imposing costs on rapidly changing ones. We introduce
the cost function q:
(


0 (f, s)n−1 = (f, s)n
q (f, s)n−1 → (f, s)n =
a otherwise
(12)
where → represents the transition between two sounds (i.e.
notes). The parameter a ∈ [0, 1] controls the smoothness
of note sequences, which in our experiments we varied between 0.0 (no smoothness) to 0.7 (more smoothness).

11
10
9
8
7
6
5
4
3
2
1
0

1.6

1.4

1.2

1.0

0.8

0.6

1 2 3 4 5 6 7 8 9

11
10
9
8
7
6
5
4
3
2
1
0

0.96

0.88

0.80

0.72

0.64

0.56

0.48

1 2 3 4 5 6 7 8 9

0.40

Index of obtained universal bases (k) Index of obtained universal bases (k)

Figure 4. Bases obtained from a chromagram of all 100
songs by BNMF on the left. Normalized bases by dividing
the values with the maximum value in each base are shown
on the right. Typical chord types can be observed (minor
in k = 3, major in k = 6).

Figure 5. Bases obtained from three songs by NMF: the
difference corresponding to the character of chords in each
song can be observed.
where λd , λr , λq are parameters to control the weights of
the constraints, which are heuristically set in the experiment. Searching for the adding or reducing sounds under
these constraints can be formalized as:
∗

{(f, s)n }N
n=1 = argmin

{(f,s)n }N
n=1

N
X


J + (f, s)n−1 → (f, s)n ,

n=1

(14)
where
J + ((f, s)0 → (f, s)1 )


1
λd D ∆cˆ1 |∆c+
.
=
1 + λr r ((f, s)1 ) (15)
λd + λr
Since the sum of J + can be calculated recursively, we
can use dynamic programming [23] to effectively search
∗
the optimal series of sound {(f, s)n }N
n=1 .

3.4 Searching the optimal note sequences for
modifying chords
To obtain the series of sound, we can search for the sounds
which minimize the cost function J + , in which all three
constraints are combined:


J + (f, s)n−1 → (f, s)n = λd D ∆cˆn |∆c+

+λr r ((f, s)n ) + λq q (f, s)n−1 → (f, s)n , (13)

1.8

Interval in chromatic scale

By minimizing the value of this measure, we can obtain
audio that is similar to the difference of the chromagram.

Interval in chromatic scale


− 2
D ∆cˆn |∆c−
.
n = ∆cˆn − ∆cn
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4. EXPERIMENTS WITH THE ANALYSIS
FRAMEWORK
We evaluated whether our approach using Non-negative
Matrix Factorization can extract character of chord sequences from the chromagrams. First, we verify that chord
notes with typical intervals such as major 3rd, minor 3rd
are observed in the obtained bases. Furthermore, we check
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the differences in patterns for each song which are obtained
by factorizing the chromagram. Second, we investigate
whether the bases obtained with our method hold information regarding the genre of a song. The investigation is
done in the context of genre classification.
4.1 Evaluation of extracting character of chords
Experiments were conducted with 100 songs of the
RWC Music Database (RWC-MDB-P-2001 No. 01 No. 100) [24]. The songs in the database all included vocal
components and most include drum tracks. The audio signals were monophonic, sampled at 44.1 kHz with 16-bit
encoding. The chromagrams were calculated with shorttime Fourier transform using a Hamming window 0.8 s in
length with 0.4 s overlap.
First, the chromagrams of 100 songs were concatenated
into a single chromagram which was then factorized using
BNMF. The initial number of bases was 50, which converged into 9 after 100 algorithmic iterations. The obtained
9 bases are shown in Fig. 4. Second, chromagrams for each
of the songs were factorized by NMF with the initial bases
set as those obtained by BNMF. We observed changes in
the values of the bases after the NMF iterations. Selected
examples of the bases obtained with the method are shown
in Fig. 5. Distance measures for both BNMF and NMF
were KL-divergences.
In the bases obtained when BNMF was applied to 100
songs, the consisting notes of the major 3rd chord, minor 3rd chord and the diminished chord were observed.
This indicates that typical chord types can be learned without prior knowledge by applying BNMF to chromagrams.
Changes on 7th or 9th notes were observed in the bases obtained on individual songs, which indicates that our methods are able to capture the character of chords.
4.2 Evaluation with genre classification
As explained in Section 2.5, we can expect the result of
genre classification by using chroma vector patterns obtained with our method as features to be reasonably accurate.
We used 100 songs from RWC Music Database (RWCMDB-G-2001 No. 1 - No. 100) with a genre label as
ground truth for each song. The database consists of 33
clusters of genres. Each cluster contains 3 songs.
After converting the audio signals into 16-bit encoded,
44.1-kHz sampling, monaural signals, we applied shorttime Fourier transform (frame length: 0.8 s, frame shift
length 0.4 s, Hamming window) to them to obtain a timefrequency representation. The chroma vector patterns obtained from each song were used as features for genre classification. Hierarchical clustering was conducted from the
distance matrix [25]. The method used for the clustering
was the Ward method, which minimizes the squared sum of
distances within a cluster. We chose the five largest clusters in the result and calculated a histogram of the genre
labels in each cluster.
The classification results are shown in Fig. 6. In clusters
1, 3 and 5, the major genre labels observed were ”dance”,
”vocal” and ”classical”, respectively. The labels ”vocal”

and ”dance” were especially condensed in particular clusters and rarely appeared in the other clusters.
These results indicate that the features we used in mixing the character of the chord sequence hold information
related to genre, and they potentially can be used to edit
the character of a chord sequence. Chroma vectors are already often used in genre classification tasks, and it is not
surprising that a feature derived from a chroma vector is
effective as shown in our experiment. However it was not
obvious that the bases extracted from the chromagram still
hold information of genre and suitable for editing the audio. We confirmed that the extracted features from chroma
vectors hold information about the genre of each reference
song.
5. EXPERIMENTS WITH SYNTHESIS
FRAMEWORK
5.1 Preliminary experiment for modifying chords
We first conducted a preliminary experiment to find
whether we can edit chords in polyphonic audio with our
method by manually converting the chromagram. We
prepared audio of an organ playing a major triad chord.
The chromagram of this audio was manually converted
to achieve the chord modification from a major triad
chord to a seventh chord. The added seventh note was
clearly generated with our method. The audio samples are available at http://staff.aist.go.jp/
s.fukayama/ICMCSMC2014/.
These results indicate, in very simple condition of audio
source (only one instrument played, and no drums or vocal) and with the correct modification on chromagram, our
proposed method can modify chords in polyphonic audio
signal. We confirmed audible changes in the generated audio. The converted sound shows the proof of our concept,
although the quality of the added sounds were not satisfactory compared to that of the original instrument sounds.
5.2 Experiments with a song database
We then conducted experiments in a more realistic situation using audio including drums and a vocal part. The following generated audio are available at http://staff.
aist.go.jp/s.fukayama/ICMCSMC2014/. We
used RWC-MDB-P-2001 No. 63 from the RWC Music
Database as the target song [24]. We chose RWC-MDBG-2001 No. 32 as the reference song whose genre label is
”jazz”. The chromagram was converted through our proposed method by executing interpolation of obtained NMF
bases.
Tuning parameter a in Eq. (12) to control the smoothness
of adding sounds was varied from 0.0 to 0.7. With the
variation of a, we obtained rapidly changing adding notes
when a = 0.0, and stable notes but not corresponding to
the chord modifications when a = 0.7.
As shown in Fig. 7, the differences of power in chromagram were approximately reproduced with the sound generated by our proposed method in both positive and negative components.
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Figure 6. The result of hierarchical clustering (ward method, L2 norm) using bases obtained with factorization of chromagram as features. Dendrogram of the cluster (above) and histogram of number of songs for each genre in clusters (below).
The database contained 3 songs per every 33 midium-large genre clusters and 1 a cappella song (100 songs as a whole).
Number of songs for each genre is shown in the brackets of each legend. We found 5 relatively large clusters containing
songs with similar genre labels.
6. CONCLUSION
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ABSTRACT
This work presents a protocol for integration of two software platforms, the Ensemble framework for musical multiagent systems and the Pure Data programming environment. Ensemble is written in Java and requires knowledge
of this language in order to access high-level features of the
framework, such as creating customized agent reasonings,
new event servers for non-supported data-types, or new
physical models for the virtual world. On the other hand,
Pure Data (Pd) is a very popular programming environment for real-time audio processing (among other things)
and has an ever-growing community of users interested in
sound and music applications. The protocol described here
allows Pd users with no knowledge of Java to create musical multiagent applications in Ensemble with a high degree
of flexibility, including configuration of parameters defining the virtual world, creation of agents and agent components (sensors, actuators, memories and knowledge base)
and the definition of agent reasonings, which control agent
behaviour and agent interactions in the virtual world, all
from within Pd patches.
1. INTRODUCTION
The interest in multiagent systems in music started about
fifteen years ago, and several such applications have appeared in the literature, which included distributed artificial intelligence concepts such as autonomous agents, virtual world modelling and collaborative agent interactions,
in musical environments dealing with composition, improvisation and performance [1, 2, 3, 4, 5, 6, 7, 8]. Many of
these applications [9, 10, 11, 12, 13, 14, 15, 16] presented
a whole conception of the virtual world and its laws, and of
agents with specific cognitive and musical functions, following determined algorithms.
A few exceptions to this rule are systems designed to
aid the development of general musical multiagent applications, such as MAMA [4], ISO [5] and Ensemble [6, 8].
MAMA focused in agents which exchanged and produced
exclusively MIDI information; ISO is oriented towards the
idea of a swarm orchestra, where agents in a swarm are
controlled by complex collective behaviours. Ensemble
on the other hand concentrates on the idea of autonomous
agents, and has tackled from its inception both symbolic
Copyright: c 2014 Pedro Bruel et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

exchange (MIDI, text, musical data and algorithms) and
audio communication between agents immersed in a virtual world, which required physical modelling of sound
propagation in various virtual realities (including, but not
restricted to, realistic 3D spherical sound propagation).
The Ensemble framework has been written in Java, to allow some degree of platform-independence, uses the JADE
multiagent middleware and depends on a sound engine,
such as Java Sound (over the native OS sound server), PortAudio or JACK. Although many existing components in
Java may be combined and assembled through XML configuration files to produce a number of musical multiagent
applications, the high degree of flexibility that the framework offers is only available to a Java-literate user, who is
thus able to design new components, new reasonings, new
event types and event servers, and ultimately new virtual
realities. Unfortunately for Ensemble, a number of potentially interested users are not Java programmers and their
interest wane before the perspective of having to dive into
Java code.
libpd [17] is a project which allows programmers to access and control Pure Data objects, patches and the whole
DSP engine from within other applications. The libpd API
is written in C and has language bindings for Java, which
allows Ensemble to benefit from this infrastructure, allowing parts of the framework, that were originally meant to
be written in Java, to be defined in Pd and accessed through
libpd’s API. On one hand, this possibility requires not only
the incorporation (in Ensemble) of mechanisms for accessing and controlling Pd patches and the data that flows between Ensemble and these patches, but also defining a complete protocol for accessing Ensemble agent structures, such
as sensors, actuators, memories and its knowledge base,
from within Pd patches. On the other hand, this integration provides the user with the ability of completely defining high level agent processes through Pd patches, and unleashes Ensemble from its requirement of Java-literacy (on
the part of the user).
This paper is structured as follows. Section 2 presents
the structures in Ensemble dealing with agent reasoning,
including components that exchange information with a
reasoning, such as sensors and actuators, memories and
knowledge bases. Section 3 describes libpd and the functions that allow control of Pd patches from within Ensemble. Section 4 describes the implemented Pd-Ensemble
protocol, which allow access to Ensemble structures from
within a Pd patch. Section 5 shows examples of how to
use the protocol to configure and control Ensemble applications. To conclude, section 6 evaluates the contributions
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of the proposed implementation and discusses the remaining aspects of Ensemble that still require Java knowledge,
which lead to proposals of future work.
2. AGENT REASONING IN ENSEMBLE
Musical agents in Ensemble are computational entities inhabiting a virtual world, with specific physical and biological laws which are defined by the user (the application
designer). They use sensors and actuators as mediators
for all interactions with the virtual world and with other
agents. For instance, hearing sensors and sound-producing
actuators are used for capturing sound from the environment and producing sound in the environment, which will
reach other agents according to a user-defined sound propagation law; motion actuators are used to allow the agent
to control its position within the virtual world, and contact
and sight sensors can be used to grasp information about
external agents and objects [6].
The environment itself is an agent in Ensemble, which
controls all kinds of agent-environment and agent-agent interactions through event servers dealing with specific types
of information. For instance, an audio event server is the
recipient of all sound events produced by each (soundproducing) actuator in the system, and is responsible for
carrying out the prescribed sound propagation law in order
to deliver sound to each (sound-capturing) sensor. Sensors and actuators dealing with each type of information
are required to register themselves with the corresponding
event server in order to guarantee proper working of the
framework. Many pre-defined sensors and actuators for
most common tasks, such as sound-capturing and soundproducing, motion and text message exchange, are available with all the technical details already implemented and
can be used readily in applications [8].
Reasonings play a central role in agent interactions, because in these components are the cognitive mechanisms
that analyse, combine, decide and synthesize every action
and sound that the agent is going to produce in the virtual environment. Although creating agents and plugging
components can be done in Ensemble through simplified
XML initialization files, defining new forms of complex
behaviour for Ensemble agents was only possible by writing new Java components within the framework.
Reasonings are able to operate on several data that the
agent has access to, including sensor/actuator values and
the knowledge base, which is used to hold facts, theories,
memories, etc. Memories are a specialized type of stream
data that the agent may instantiate and use for its algorithmic processes, but are also automatically handled in the
case of sensor/actuator stream values. A sensor has a corresponding read-only memory that holds past received data
and is continually updated with the sensor’s input, and an
actuator reads the data that it will produce from a corresponding memory, which has been previously filled by the
reasoning that wants to control that actuator.
In Ensemble lingo both Sensors and Actuators are EventHandlers which can behave periodically or sporadically;
periodic events are those produced and consumed at a fixed
rate (e.g. audio streams, video input and output) while spo-

radic events may be produced or consumed at any time,
without any assumed regularity (e.g. motion requests or
MIDI and text message exchange).
The former type is regulated by the Environment agent
through an EventServer, which periodically notifies all registered Actuators of the beginning of a cycle (which works
similarly to the DSP cycles in Pd or Jack, for instance).
Actuators then notify associated Reasonings through the
needAction() method, which establishes a deadline for data
to be written in the corresponding Memory for the Actuator
to produce in the next cycle. Sensors receive data from the
corresponding EventServer, write the received data in the
corresponding Memory and notify associated Reasonings
through the newSense() method.
Sporadic events are treated straightforwardly, through direct communication between the related components: a
Reasoning writes an Event in an Actuator’s Memory, then
triggers the action that sends data to the EventServer, which
in turn delivers the Event to the appropriate Sensors, who
register it in their corresponding Memories and notify the
appropriate Reasonings of the incoming sense data.
Specialized components have been made available for several common tasks, including AudioSensors / AudioActuators / AudioMemories and MovementSensors / MovementActuators / MovementEventMemories, that are treated by
the corresponding EventServers which implement many
alternatives for sound propagation and motion simulation
within the virtual world, including realistic 3D spherical
sound propagation (with the implied Doppler effect) and
rotation and acceleration instructions considering friction,
obstacles, etc. The use of these components in a Javawritten Reasoning is straightforward, and the proposed interface between Ensemble and Pure Data makes these components accessible through Pd Reasoning patches.
3. LIBPD AND ENSEMBLE
Libpd comprises a series of C functions that wrap a subset of the Pd C API [17]. User interface, timing, threading
and audio API are left out of the wrapper, allowing application code to use Pd as an embeddable Digital Signal
Processing library. The libpd C code compiles to a dynamic library that has bindings for several languages such
as Python, Java, Processing, and Objective-C, also supporting Android and iOS applications. The developer is
then able to write applications that communicate with Pd
patches, sending and receiving data and using patches as
audio synthesis and prototyping systems [18, 19].
As opposed to what happens in traditional instances of
Pd, patches loaded by libpd receive and send audio samples via arrays, sent as arguments to a processing method
called by the user application. Also, internal clocks are
incremented only when such method is called, meaning
that audio sample calculations and DSP cycles are not affected by what is done in the application until the process
method is called again. Because of this, objects that need
time tracking to function properly, such as
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will update their timers only when the application is processing Pd cycles. For example, if Pd was initialized with
the default values of block size and sample rate, each call
to the process method will advance Pd’s internal clock by
64/44100 s or approximately 1.45 ms.
After a call to the process method, the application has to
poll Pd for symbols, messages, floats, bangs, arrays and
MIDI events, carry on its own processing cycles, and send
its own symbols, messages, floats, bangs, arrays and MIDI
events to the patch.
The PdBase class offers the Java bindings for libpd, thread
synchronization and type conversion between Java and C.
With the methods implemented in this class, it is possible
to open patches, poll Pd for its current state, and process
Pd DSP ticks.
To receive data from Pd, the application has to register the
Pd symbols that it will listen to via the subscribe method in
PdBase. The PdDispatcher class implements one callback
function for each data type that Pd is able to send, and
when Pd is polled for messages via the pollPdMessageQueue method in PdBase, it calls the appropriate methods
of PdDispatcher for each data type that was sent to subscribed symbols. Symbols can be subscribed and unsubscribed to at any moment.
Ensemble extends the PdDispatcher class, overriding the
callback methods to return encapsulated Pd data, which is
processed by the PdEventServer class. This Event Server
also parses messages received from Pd and encapsulates
data from Ensemble to the patch, providing another layer
in the access of the PdBase class, making future changes
to the protocol easier to implement.

code should be required from the user of Ensemble through
this Pd Ensemble protocol. Ideally, the Pd Ensemble user
should not be even aware that any data is coming from or
going to the Ensemble Java kernel outside Pd.
4.1 Environment
Ensemble applications can be configured and initialized by
an XML file parsed by a loader class, where the user defines the application’s components, such as Event Servers,
Worlds and its Laws, Musical Agents and their Sensors and
Actuators. The Ensemble-Pd interface allows these configuration parameters to be defined by message arguments
sent to symbols that Ensemble subscribe to. These messages should be sent at the moment the patch is loaded by
Ensemble’s Pd instance.
Messages sent to the global symbol define Ensemble’s
clock, schedule and process modes; messages sent to the
environment symbol define the Environment Agent, World
and Laws; and messages sent to the add_agent symbol define Musical Agent names that will be added to the application, and whose definition should be in subpatches inside
the configuration patch. Table 1 shows the Pd symbols and
objects used in the initialization, their arguments and usage.
Symbol/Object
global

environment
4. THE PD-ENSEMBLE PROTOCOL
With the libpd Java bindings, it is possible to divert all requests to any given agent reasoning (in Java) to a call to
libpd that causes a Pd patch to be executed, and to collect any data produced by this patch back to the reasoning for further processing by Ensemble (through its actuators, event servers, etc). In such a context the Java-written
reasoning is nothing more than a generic wrapper that requires only a few parameter inputs (e.g. the Pd patch filename that contains the actual reasoning).
In order for this wrapper-reasoning to work, the Pd patch
has to adhere to a certain protocol, using specific Pd objects
and a well-defined syntax to gain access to the structures
contained in the agent’s representation in Ensemble. This
protocol should define Pd objects for accessing and modifying memories corresponding to existing sensors and actuators and for retrieving and storing data in a knowledge
base, which are essential operations in the design of any
reasoning. Furthermore, this protocol should also specify
Pd objects to create and modify agents and components,
and also to define characteristics of the virtual world that
were formerly configured in an XML initialization file.
This protocol, defined in the sequel, should aim at complete transparency (from the user point-of-view) with respect to inner workings of the Ensemble framework, that
will still be carried out by its Java kernel. In practical
terms, no knowledge of the Ensemble Java classes and

add_agent

Arguments
<clock_mode>
<process_mode>
<scheduler_threads>
<class>
<world>
<world_class>
[<world_law>]
<name>

[r <agent>/start]

Usage
Sets
execution
parameters
Sets
environment
and world
parameters
Adds
an Agent
Receives
agent
startup bang

Table 1. Application Startup Symbols.

4.2 Sensors and Actuators
Every Musical Agent added to the Pd application has its
own subpatch, where its Reasoning, Actuators, Sensors,
Memories and Knowledge Base are defined and configured
via messages, which are sent to Ensemble symbols when
the framework is ready to start processing that Agent. This
is done to prevent Ensemble from losing the agent configuration messages, because at the moment of loading the
patch Ensemble has not yet received the agents’ names,
and so could not have subscribed to their symbols. Table 2
shows the Pd symbols and objects used in Sensor and Actuator creation and communication, their arguments and
usage.
Ensemble starts agent processing by sending (through libpd)
a bang to the symbol <agent>/start (see Table 1) which
will be received in the application’s patch by a Pd object
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Symbol/Object
add_actuator

add_sensor
remove_actuator
remove_sensor
[s actuator_name]
[r sensor_name]

Arguments
<name>
<type>
[<scope>]
<name>
<type>
[<scope>]
<name>
<name>
<data>
[<scope>]
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Usage

Symbol/Object

Adds a new Actuator

new_fact

Adds a new Sensor

update_fact

Removes an Actuator
Removes a Sensor
Writes data
to actuator_name
Receives data
from sensor_name

remove_fact

Table 2. Actuators and Sensors Symbols.

[read_fact]

Arguments
<agent>
<name>
<value>
<agent>
<name>
<value>
name
<agent>
<name>
<value>

Usage
Adds a new Fact
Updates a
fact if it
exists
Removes a Fact
Reads a
Fact and
returns a value

Table 3. Knowledge Base Symbols.
Table 4 presents the Pd symbols and objects used in Memory creation, writing and reading, their arguments and usage.

r <agent>/start
Messages in the patch connected to this object should contain the names and parameters for the desired components
and Knowledge Base facts. Messages in the patch sent to
the symbol corresponding to the agent name are used to
create components; for instance sending a message to a
symbol <agent> with contents add_actuator or add_sensor
initialize (in Ensemble) the corresponding Sensors and Actuators, and also define the type of Event that this component will handle; optionally this message can define a
scope, allowing for private communication between selected
actuators and sensors.

Symbol/Object
new_memory

write_memory

read_memory

Arguments
<agent>
<name>
<type>
<agent>
<name>
<value>
<agent>
<name>
<time>

Usage
Adds a new Memory
Writes to a
Memory at
current time
Reads a
Memory and
returns a value

Table 4. Memory Symbols.

4.3 Knowledge Base
Adding facts to the Knowledge Base at agent startup time
is done by sending a message with the fact name and value
to the symbol new_fact. Facts can later be recovered by
sending messages to the object
read_fact <agent_name>
which receives a fact name in its inlet and returns the value
in its outlet (assuming the fact exists in the agent’s Knowledge Base). Updating the fact in the agent’s Knowledge
Base is done via messages to the object

5. PD-ENSEMBLE EXAMPLES
A minimal Pd-Ensemble application should start by defining the internal clock and processing modes of Ensemble,
the environment agent and world, and how many agents of
a given class the application will instantiate. In a patch,
these parameters are defined by sending messages to the
symbols shown in Table 1. The patch in Figure 1 shows
these messages loaded at startup time and a subpatch corresponding to an agent.

update_fact <agent_name>
that receives a fact name and new value in its inlet and updates the Knowledge Base accordingly. In Table 3 are the
Pd symbols and objects used in creating, accessing, removing and updating a fact in the Agent’s Knowledge Base,
their arguments and usage.
4.4 Memories
In the same way, different types of Agent Memories can
be created and read from with messages to the symbols
new_memory and read_memory. To read from a memory, a message must specify a memory name and a time
value; when writing to a memory (e.g. an actuator’s memory), the value sent to the symbol write_memory is written in the specified Memory at the current processing time.

Figure 1. Pd-Ensemble initialization patch
The agent reasoning is defined inside the subpatch, in this
case agent1, which will also define the agent components.
Figure 2 shows the agent1 patch, that adds one sensor and
one actuator of the type audio.
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Figure 5. Pd abstraction for receiving a signal from an
audio sensor
Figure 2. Agent configuration and reasoning
The reasoning defined by this patch is also shown in Figure 2, and uses the abstraction in Figure 3 to process two
audio signals using an FM structure. These signals are received from an audio sensor (immediate input), and from
reading an audio memory corresponding to the same sensor with a 10-second delay, using the Pd objects
sense˜
act˜
Figure 6. Pd abstraction for reading from memories of an
agent

read_memory˜
shown in the patch. The Pd abstractions for these objects
are shown in Figures 4, 5 and 6, and serve as wrappers of
the Pd-Ensemble Protocol.

For a given Ensemble configuration Pd patch, one can
run Ensemble with that patch by passing the patch name
to the Loader class, as in ensemble.tools.Loader
-patch patch_name, or in a full command-line example:
$ java -cp ../lib/libpd.jar: \
../lib/ensemble_apps.jar: \
../lib/ensemble.jar: \
../lib/NetUtil.jar: \
../lib/jade.jar \
ensemble.tools.Loader -patch patch_name
6. DISCUSSION AND CONCLUSIONS

Figure 3. Signal processing Pd abstraction used in this
example

Figure 4. Pd abstraction for writing a signal to an actuator

The protocol here defined enables the creation of multiagent musical applications in Ensemble by users with knowledge of Pure Data programming. Objects and messages in
Pd have been presented which allows a Pd patch to define several characteristics of the virtual world, including
topological and physical aspects, to create agents and components, such as sensors and actuators, and to manipulate
such components, allowing the behaviour of agents to be
entirely defined via Pd patches.
The Ensemble Pd interface does not contemplate several
higher-level structures that affect the virtual environment
as a whole. For instance, with Java an Ensemble user is
able to define new types of data for agent communication
that are not currently supported, along with the physical
laws that govern the distribution of such data among regular agents and the environment agent. The user can also
create (in Java) alternatives to existing laws, such as arbi-
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trary sound propagation rules limited only by one’s imagination; for instance, sounds that accelerate away from each
sound source or boomerang-like sounds that bounce back
toward the source a while after being produced are easily defined in Java, but are still off-limits to a pure PdEnsemble user.
These possibilities should become available to a Pd user
in one of two possible forms, which are the theme of future
work. Either the protocol here defined is enlarged in order
to accommodate all sorts of substitutions in the Ensemble kernel (e.g. virtual world laws, environment policies)
for surrogate Pd patches, or the entire Ensemble kernel is
rewritten in C as a series of Pd externals.
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ABSTRACT
We usually think of an audio application as a self-contained
executable that will compute audio, allow user interface
control, and render sound in a single process, on a unique
machine.
With the appearance of fast network and sophisticated,
light and wireless control devices (such as tablets, smartphones...) the three different parts (that are audio computation, interface control and sound rendering) can naturally
be decoupled to run on different processes on a given machine, or even on different machines (on a LAN or WAN
network).
We describe a solution to run and control audio DSP on
different machines based on:
• the FAUST audio DSP language which permits local and remote dynamic compilation, code migration and deployment (using libfaust, libfaustremote
and LLVM)
• local and remote control capabilities (via OSC and
HTTP based control interfaces)
• JACK/NetJack network audio real-time layer to handle remote audio processing and rendering.

build custom working environments. The Jack Audio Connection Kit [2] (JACK) for instance not only allows applications to share audio and MIDI devices, but also do interapplication audio and MIDI routing. With its NetJack extension, networks of connected machines exchanging audio and MIDI streams in real-time on the LAN can be
built. Alternative audio over network solutions, like JackTrip, an infrastructure over TCP/IP Wide Area Networks,
have been developed and continuously extended [3], [4].
Concerning remote DSP processing, proprietary and commercial solutions like Apple Logic Pro distributed network
audio system 1 have existed for years.
1.1 Control, Compute, Communicate
Until now, very few solutions have existed which easily
compile, migrate and deploy arbitrary audio DSP code on
different machines, only using open-source components.
This can be done if the different parts of the audio application are clearly defined and separated, thus more clearly
expressing the ubiquitous nature of the computation the application is going to achieve.
We can roughly describe any audio application as having
three principal parts (see Figure 1), which are named with
the Control-Compute-Communicate terminology:
• control: the control part changes the parameters in
real-time

1. INTRODUCTION
Audio applications are usually self-contained executables
running on a single machine. Most of them can be extended with additional audio processing capabilities using
plug-ins following different standards (VST, Audio Unit,
LV2, etc.). Control is usually either done directly by interacting with the application user interface, using the keyboard, mouse, or multi-touch devices that liberate and extend control access.
Several control protocols have been designed over the
years, going from the old MIDI protocol to the more general and flexible Open Sound Control [1] one, and several
more specialized ones (Mackie...).
Audio architectures themselves have evolved to offer to
the developer and the user a more flexible infrastructure to

Yann Orlarey
GRAME
orlarey@grame.fr

• compute: the audio DSP computation processes audio inputs and produces audio outputs
• communicate (with the audio card): the audio rendering part triggers the audio computation.
This paper presents a practical solution using the FAUST
audio DSP language and the JACK/NetJack audio system
where:
• control can be done locally or externally using the
flexible architecture concept used to wrap FAUST
compiled code
• DSP code can be compiled and deployed locally or
externally by “migrating” the DSP source itself, using libfaust and libfaustremote libraries
• distributed audio rendering and processing can be
implemented using the JACK/NetJack audio/MIDI
infrastructure.

Copyright: c 2014 Stephane Letz et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
1

the original author and source are credited.
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ers traditionally require a whole chain of tools to be installed (compiler, linker, development libraries, etc.). For
non-programmers this task can be complex. The development cycle, from the edition of the source code to a running application, is much longer with a compiler than with
an interpreter. This can be a problem in creative situations
where quick experimentation is essential. Moreover, binary code is usually not compatible across platforms and
operating systems.
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Figure 1. Audio application structure

2. FAUST AUDIO DSP LANGUAGE
FAUST [Functional Audio Stream] [5] [6] [7] is a functional, synchronous, domain-specific programming language
specifically designed for real-time signal processing and
synthesis. A unique feature of FAUST, compared to other
existing music languages like Max 2 , PureData, Supercollider, etc., is that programs are not interpreted, but fully
compiled. FAUST provides a high-level alternative to C/C++
to implement efficient sample-level DSP algorithms.
2.1 The compilation chain

!

The FAUST compiler translates a FAUST program into an
equivalent imperative program (typically C, C++, Java, etc.),
taking care of generating efficient code. The FAUST package also includes various architecture files, providing the
glue between the generated code and the external world
(audio drivers and user interfaces).

2.2 FIR: Faust Imperative Representation
In order to generate alternative output (like pure C, Java,
JavaScript, LLVM IR etc.), an intermediate language called
FIR (Faust Imperative Representation) has been defined in
the faust2 development branch. This language allows the
description of the calculations performed on the samples
in a generic manner. It contains primitives to read and
write variables and arrays, perform arithmetic operations,
and define the necessary control structures (for and while
loops, if structure etc.). The language of signals internal
to the compiler is now compiled in this FIR intermediate
language.
2.3 LLVM
LLVM (formerly Low Level Virtual Machine) is a compiler infrastructure, designed for compile-time, link-time,
run-time optimization of programs written in arbitrary programming languages. Executable code is produced dynamically using a “Just In Time” compiler from a specific code representation, called LLVM IR 3 . Clang, the
“LLVM native” C/C++/Objective-C compiler is a frontend for LLVM Compiler. It can, for instance, convert a
C or C++ source file into LLVM IR code (Figure 3).
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Figure 3. LLVM compiler structure
Figure 2. Steps of FAUST compilation chain

The current version of the FAUST compiler produces the
resulting DSP code as a C++ class, to be inserted in the
architecture file. The C++ file is finally compiled with a
regular C++ compiler to produce the final executable program or plug-in (Figure 2).
The resulting application is structured as shown in Figure
1. The DSP becomes an audio computation module, linked
to the user interface and the audio driver.
If compilers have the advantage of efficiency, they have
their own drawbacks compared to interpreters. Compil2 the gen object added in Max6 now creates compiled code from a
patch-like representation, using the same LLVM based technology

Domain-specific languages like FAUST can easily target
the LLVM IR. This has been done by developing a special
LLVM IR back-end in the FAUST compiler [8].
2.4 Dynamic compilation chain
The complete chain goes from the DSP source code, compiled in LLVM IR using the LLVM back-end, to finally
produce the executable code using the LLVM JIT. All steps
are done in memory. Pointers on executable functions can
be retrieved in the resulting LLVM module, and their code
directly called with the appropriate parameters (Figure 4).
3

tion

The Intermediate Representation is an intermediate SSA representa-
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In the faust2 development branch, the FAUST compiler
has been packaged as an embeddable library called libfaust, published with an associated API [8]. This API imitates the concept of oriented-object languages, like C++.
The compilation step, usually executed by GCC, is accessed through the function createDSPFactory. Given a
FAUST source code (as a file or a string), the compilation
chain (FAUST + LLVM JIT) generates the “prototype” of
the class, as a llvm-dsp-factory pointer.
Next, the createDSPInstance function, corresponding to
the new className of C++, instantiates a llvm-dsp pointer,
to be used as any regular FAUST compiled DSP object, run
and controlled through its interface.
Figure 5. Typical NetJack use case

natural to extend this model on the network to enable remote processing. This way, compilation and DSP computation can easily be redirected on a remote machine.

Figure 4. LLVM compiler structure

3.1.1 Remote server

3. NETJACK NETWORK AUDIO LAYER
NetJack is a real-time Audio Transport over a generic IP
Network, fully integrated into JACK [2]. Based on a master/slave model, NetJack synchronizes all clients to the master machine sound card, running all slaves with the same
sampling rate and buffer size. When run directly in the
JACK server, NetJack appears as two different parts (Figure 5):
• the master component (netmanager in JACK2 4 implementation) is loaded in a server running and synchronized on an audio back-end
• the slave component is used as the back-end (netjack back-end in JACK2 implementation) of a slave
JACK server running on the remote machine. This
way the slave machine is synchronized with the master machine so that no re-sampling on the slave side
is needed.
This way, two (or more...) separated machines running
each an entire JACK infrastructure (that is a JACK server
and several JACK applications) are connected and synchronized through the network.
But the NetJack protocol is also available in a library
called libjacknet that embeds and offers the master and
slave components as a C API, to be used in applications
developed outside of the JACK server context, as explained
in the following sections.
3.1 Remote processing
Since the entire FAUST DSP to executable code chain is
now completely embeddable, it becomes quite easy and
4 JACK2 is the C++ implementation of the JACK server and API running on major OS: Linux, OSX and Windows

On the remote machine, the compilation/processing service appears as a specialized HTTP server waiting for requests. Remote processing service is detected on the local
machine side using the libfaustremote library.
The first step (compilation) is carried out by the function
createRemoteDSPFactory. The Faust DSP code is sent to
the server, which compiles it and creates the “real” llvmdsp-factory. The remote-dsp-factory returned to the user is
a proxy for the “real” factory. Before sending the FAUST
code, a FAUST to FAUST compilation step is locally executed, to solve all code dependencies, and thus send a completely self-contained expanded code version to the server
(Figure 6).
All available machines on the network can be scanned
with getRemoteMachinesAvailable, and for a given one,
already compiled DSP factories can be retrieved with getRemoteFactoriesAvailable.
3.1.2 Local “proxy”
On the client side, a “proxy” API makes it transparent to
create a remote-dsp pointer rather than a local llvm-dsp.
Using the createRemoteDSPInstance function, the remotedsp-factory can then be instantiated to create remote-dsp
instances, which can then run in the chosen audio/control
architecture.
To be able to locally create the interface, the server returns a JSON encoded interface. This way, the function
buildUserInterface can be recreated, giving the feeling that
a remote-dsp works as a local llvm-dsp.
3.1.3 NetJack audio/control connection
Using a NetJack low-latency audio connection the audio
data is sent (using the master component of the libjacknet
library) to the remote machine to be processed and sent
back (as a slave component of the libjacknet library).
In addition to the standard audio flow, one MIDI port
is used to transfer the controller values (Figure 6). The
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benefit of this solution is to transmit synchronized audio
and controller values in the same connection. Audio samples can be encoded using the different possible audio data
types: float, integer, and compressed audio (using the OPUS
5
codec).
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Figure 6. Remote compilation

4.2.1 OSC control
The OSC [1] support opens the FAUST applications control
to any OSC capable application or programming language.
But it also transforms a full range of devices embedding
sensors (wiimote, smartphones, tablets...) into physical interfaces for FAUST applications control, allowing their direct use as music instruments (Figure 8).
The UI with its layout and UI items hierarchy is encoded
as a OSC address space, to be retrieved and used by OSC
client applications. Several ports are defined:
• 5510 is the listening port number: control messages
should be addressed to this port.
• 5511 is the output port number: answers to query
messages are send to this port.
• 5512 is the error port number: used for asynchronous
errors notifications.
4.2.2 HTTP control

The libfaustremote library uses libcurl to send HTTP requests to the remote server, handled with libmicrohttpd.
The ZeroConf protocol is used to scan the remote machines
presenting the service and export them as a list of available
machines.
3.2 Remote rendering
NetJack layer can also be used to separate the audio processing and audio rendering parts. Instead of using it’s own
sound card, the machine will start a NetJack slave audio
driver, receiving its audio inputs from a remote NetJack
master and sending back its audio outputs.
4. USER INTERFACE CONTROL
A FAUST UI architecture is a glue between a host control
layer and a FAUST module. It is responsible for associating a FAUST module parameter to a user interface element
and to update the parameter value according to the user’s
actions.
This association is triggered by the buildUserInterface
call, where the DSP object asks a UI object to build the
module controllers. Moving UI elements later on changes
parameter values which are “sampled” at each audio cycle
and used by the DSP computation loop.
4.1 Local control
Local controllers are typically built using UI frameworks
(like GTK or QT) that allow to create buttons, sliders, text
entry zones or bargraphs. Those elements are then arranged
on a complete window following an abstract layout description that is part of the Faust DSP source.
4.2 Remote control
Moving controls on a remote machine assumes that a control communication protocol has been defined between the
local and remote machines.
5

http://www.opus-codec.org

The FAUST HTTP architecture provides an UI architecture
to be controlled by standard browsers. The compiled application embeds a specialized HTTP server (developed using
the libmicrohttpd library), that waits for connections on a
identified port (like 5510), delivers the UI to clients as a
JSON encoded string with some JavaScript code to decode
and display it, and build a fully controllable client side user
interface.
To ease the opening of the interface, a QrCode is built
from the HTTP address, thanks to libqrencode. Most smartphones and portable equipments have a QrCode decoder.
By scanning the QrCode, a browser gets connected to the
interface page.
Control parameters are transferred in both directions, so
that the browser can effectively display values produced by
the DSP computation (like vumeters level for instance).
Several control machines can possibly be used, each one
having its own opened browser. While the OSC control
interface is designed to be used on a LAN network, the
HTTP control model is easily usable on WAN, thus opening interesting possibilities (see Figure 7).
5. USE CASES
With the FAUST local and remote dynamic compiler and
JACK/NetJack network audio layer in place, a wide variety
of interesting use cases can now be put in practice.
5.1 Remote control
Any Faust DSP program can be remotely controlled using
either the OSC or the HTTP architecture. The DSP object
is dynamically wrapped by the appropriate user interface
C++ class. This way it becomes accessible on the network
for any available control application.
We have tested OSC control from Max/MSP patches, and
HTTP control using standard browsers on laptop, tablets
or even smartphones. Sound installations are a typical use
case where publishing the QrCode built from the HTTP
address allows visitors to interact with the system.
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Figure 9. NetJack based audio rendering

dio DSP programs on tablets and smartphones uses the following steps:
• a generic application running on the tablet/smartphone
scans all machines on the network with getRemoteMachinesAvailable
Figure 7. HTTP interface: karplus DSP running in a
browser with a SVG based UI built from the JSON exported interface

• for a given one, already compiled DSP factories can
be retrieved with getRemoteFactoriesAvailable
• a remote DSP instance then can be created, connected to the tablet/smartphone audio system, and
locally controlled
We have successfully tested this example on a MacBook
Pro laptop, with audio rendering and control running in
wireless mode on an iPad 6 . An audio effect can be developed and rapidly tested on the tablet, then later on fully
compiled to native and self-contained version for final deployment.

Figure 8. OSC interface

5.2 Remote audio rendering
By using JACK/NetJack on a LAN, several slave machines
can access a master one, which would typically be connected on a high quality studio audio system.
Another typical use case is a class room, where a unique
sound system is available: all pupils can possibly connect
their machines and use it (Figure 9).

Figure 10. Remote processing

5.4 FaustLive as a demonstration platform
5.3 Remote audio processing
Migrating DSP code on a remote machine (Figure 10) makes
sense when CPU heavy DSP cannot be computed on the
user’s machine. A typical case would be a composer coming with his/her laptop in the studio, and possibly using the
more powerful available machines.
Another interesting use case we have experimented to facilitate the rapid development and experimentation of au-

Most of the scenarios described above can be tested out
with FaustLive, a QT based application available on Linux,
OSX and Windows. FaustLive is a standalone just-in-time
FAUST compiler, that allows to easily write, test, experiment and deploy DSP programs [9].
6 this is also an elegant way to deal with the current limitation of iOS,
which does not allow to embed a native dynamic compiler infrastructure
on the tablet itself...
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Distributed control, processing and rendering can also
be tested on multiple machines using the application and
JACK/NetJack infrastructure.

6. PERFORMANCES AND BENCHMARKS
The following section gives some numbers concerning the
performance and capabilities of the “control, compute, communicate” approach.
6.1 Compilation and startup
The first advantage of the fully dynamic and embedded
compilation chain is to simplify the deployment of the Faust
compiler technology itself. But it also gives major speedup
in the compilation step when deploying FAUST DSP code.
Here are three examples of simple to quite heavy DSP programs (Table 1).
Effect
karplus32
cubic interpolation
ethersonik

C++ time
5.3s
6.5s
5.9s

LLVM time
0.3s
1.6s
0.7s

8. CONCLUSION AND PERSPECTIVES
As a result of FAUST dynamic code compilation and migration capabilities based on libfaust, libfaustremote, and
JACK/NetJack, audio DSP code can now be easily deployed
and controlled on local and remote machines.
More precise benchmarks and analysis still need to be
done on more complex audio DSP networks.
Moreover it could be interesting to have any FAUST audio
DSP node embed its own DSP source (as a self-contained
expanded string), so that a graph of connected audio DSP
nodes could be analyzed and possibly be “rewritten” as
an equivalent single FAUST DSP code, then possibly redeployed on another target.
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ABSTRACT
We conduct a systematic comparison of several probabilistic
models of symbolic music, including zeroth and first order
Markov models over pitches and intervals, a hidden Markov
model over pitches, and a probabilistic context free grammar with two parameterisations, all implemented uniformly
using a probabilistic programming language (PRISM). This
allows us to take advantage of variational Bayesian methods
for learning parameters and assessing the goodness of fit of
the models in a principled way. When applied to a corpus
of Bach chorales and the Essen folk song collection, we
show that, depending on various parameters, the probabilistic grammars sometimes but not always out-perform the
simple Markov models. On looking for evidence of overfitting of complex models to small datasets, we find that
even the smallest dataset is sufficient to support the richest
parameterisation of the probabilistic grammars. However,
examining how the models perform on smaller subsets of
pieces, we find that the simpler Markov models do indeed
out-perform the best grammar-based model at the small end
of the scale.

1. INTRODUCTION
Music usually exhibits a great deal of what is loosely called
‘structure’, both in acoustic and symbolic form, and over
both local and global time scales. What exactly we mean by
‘structure’ could be discussed at great length, for example, in
terms of relationships between parts, repetition, transformation, variation, not to mention specifically music-theoretic
concepts such as scale, harmony, tonality and so on. One
rather general approach to the notion of structure grew out
Shannon’s information theory [1], which prompted some
psychologists [2, 3] to suggest that our perceptual systems
are attuned to the detection of redundancy (an information
theoretic concept) in sensory signals. Redundancy occurs
when a sensory signal tells us something we already know,
either from prior experience or from another part of the
same sensory signal. Given the probabilistic underpinnings
of information theory, this means, essentially, that redundancy is any departure from complete unpredictability, and
Copyright: ©2014 Samer A. Abdallah et al. This is an open-access article distributed under the terms of the Creative Commons Attribution 3.0 Unported License,
which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are credited.

this, we would argue, a good definition of what we mean by
‘structure’. As animals in the world, detecting redundancy,
especially over time, is a good thing to do, as it enables
us to make predictions about what is coming next and to
prepare for it accordingly. It has been said that ‘the purpose
of perception is to make the world seem less surprising’;
in learning not to be surprised by a thing, we are forced to
notice all the ways in which certain parts or aspects of that
thing tell us about its other parts or aspects. This is the basis
of our sense of its structure.
These ideas lead us firmly to probabilistic modelling as a
way to understand both perception and structure, and therefore, by extension, musical structure; indeed, probabilistic
modelling has been at the heart of music informatics for
the last ten years or more, and before that, the role of expectation in shaping the listening experience had long been
recognised [4, 5].
In the following sections, we will discuss some of the
issues around probabilistic modelling (§ 2), probabilistic
models of symbolic music (§ 3), and the use of probabilistic
programming as a flexible environment in which to develop
such models (§ 4). We will then describe the particular models we implemented and present the results of fitting these
models in a number of variations to a corpus of symbolic
music. We will take, for the sake of brevity, a rather less
than rigorous approach to writing probability formulae, and
will use the convention that, for example, P (x|y) denotes
for a conditional probability where x and y are the values
of random variables left implicit given the context.
2. PROBABILISTIC MODELLING AND MODEL
SELECTION CRITERIA
A probabilistic model of a domain is basically an assignment of probabilities to things that may occur in that domain.
It is these probabilities which determine how surprising a
thing is and, in temporal domains, how it might continue.
In the sequel, when we say ‘model’, we mean probabilistic model. The discussion of models and data may seem
somewhat removed from musical matters, but the reader
should bear in mind that in application, ‘data’ becomes one
or many pieces of music in symbolic form, and a ‘model’
can embody anything from a structural analysis of a single
piece to an entire music theory for a large corpus. Hence,
this section is concerned with answering the questions, ‘how
do we recognise a good music analysis when we see one?’;
‘how do we recognise a good music theory when we see
one?’
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In order to be able to adapt to new situations (for example,
new styles of music), we must be able to build or adapt
models on the basis of observations. Even when listening to
an individual piece of music, our expectations are fluid and
adaptable: a theme or motif is less surprising in reprise than
on initial presentation. When there is only a finite amount
of data, it is not possible to pin-down a single ‘correct’
model, and we need a way to evaluate candidate models
against each other to establish which one is likely to give the
best predictions. In machine learning, this is the problem of
model selection, and brings up a number of issues which are
familiar in that field. The use of an overly complex model
with many parameters that must be inferred from the data
can result in over-fitting when applied to too small a dataset,
resulting in poor generalisation, that is to say, the model
becomes tightly coupled to the intimate, accidental details
of the data and fails to recognise (is surprised by) more data
of the same sort. On the other hand, an overly simple model
might not be capable of capturing the regularities that are in
the data. Some way of managing the trade-off is required.
Although there are other methods (such as cross-validation),
Bayesian model selection criteria offer a theoretically and
philosophically appealing solution to this problem [6, 7].
The fundamental basis of Bayesian inference is the consistent use of probabilities to represent the uncertainty of the
agent doing the inferring about all entities under consideration, including models and their parameters. 1 For example,
given an agent committed to a parameterised model M, the
agent does not initially know how the parameters θ should
be set, and must represent this uncertainty as a prior probability distribution P (θ|M). Then, on observing some data
D, the agent should update its ‘belief state’, giving, not a
point estimate of θ, but a posterior probability distribution
P (θ|D, M) =

P (D|θ, M)P (θ|M)
,
P (D|M)

(1)

which takes into account both the prior and the likelihood
that the model with parameters θ could have produced the
observed data. The reason why this is the correct policy is
that, in order to make the best possible prediction of a new
piece of data d, given the model and observations so far, the
agent needs to compute
Z
P (d|D, M) = P (d, θ|D, M) dθ
Z
= P (d|θ, M)P (θ|D, M) dθ.
This means the agent can forget about the data D as long
as it remembers the posterior distribution P (θ|D, M). The
denominator in (1) is known as the evidence and can be
computed as
Z
P (D|M) = P (D|θ, M)P (θ|M) dθ.
(2)
If there are several candidate models M1 , . . . , MN , then
the whole inferential process is lifted from distributions
1 If we choose to represent degrees of belief as real numbers, probability
theory is the only consistent method for reasoning under uncertainty [8].

over parameters to distributions over models, with prior
P (Mi ) and posterior
P (Mi |D) =

P (D|Mi )P (Mi )
.
P (D)

(3)

If the agent is initially uncommitted to any particular model,
so P (Mi ) is relatively flat, then we can see that the evidence P (D|M) plays the key role in determining the relative plausibility of the models after the data has been observed. The committed Bayesian will work with this posterior distribution to make predictions and decisions (this is
model averaging), but forced to make a choice, perhaps because of limited computational resources for keeping track
of multiple models, a reasonable policy is to pick the model
with the greatest evidence.
If a model is too simple, then it may not be able to fit the
data and ends up assigning low probability to our given
dataset D, resulting in low evidence. If it is too complex,
then it may be able to fit our given dataset well, but also
many other possible datasets. It assigns significant probability to a greater variety of datasets and therefore less to any
particular dataset, also reducing the evidence. Hence, using
the evidence as the model selection criterion automatically
penalises models which are more complex than the data can
support, giving a formal expression of Ockam’s razor, the
philosophical principle that, other things being equal, we
should choose the simplest explanation.
Another view on simplicity is provided by the minimum
message length principle [9] (and the related minimum description length [10]) which states that we should adopt
a model that allows us to produce the shortest possible
description of the data, including the description of any
model parameters. However, given the close relationship between compression and probabilistic structure, this leads to
a conclusion which is essentially the same as the Bayesian
approach [11], modulo some minor differences [12].
Representing uncertainty about model parameters, computing the evidence and doing model averaging can be
expensive operations computationally and approximations
are often needed. For some models, variational Bayesian
learning [13, 14] can be a good solution, combining an efficient representation of uncertainty about parameters with a
tractable learning algorithm, delivering an estimate of the
evidence, as a function of the variational free energy F .
We omit the details of how this is defined, but note that the
algorithm works to minimise F by adjusting its approximation of the posterior (1), and F is an upper bound on
− log P (D|M), that is,
− log P (D|M) ≤ F,

(4)

and so, after learning is complete, we can use F instead of
the true evidence for model comparisons. Thus, we come
to the methodology we adopt for our subsequent modelling
experiments: given a dataset and number of candidate models, we fit each model using variational Bayesian learning
and use the variational free energy to compare them: the
lower the free energy, the better the model.
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3. MODELLING SYMBOLIC MUSIC
Probabilistic models of symbolic music can, to a large extent, be divided into two broad classes: those based on
Markov (n-gram) models, and those based on grammars.
While fixed-order n-gram models have problems avoiding
over-simplicity for low n and over-fitting for high n, variable order Markov models have been used successfully to
model monophonic melodic structure [15, 16] and chord sequences [17]. We review grammar-based models below and
discuss the relationship between the two classes in § 3.2.
3.1 Grammar-based models
Formally, a context free grammar (CFG) consists of a set of
terminal symbols, a set of non-terminal symbols, a set of
production rules describing how each non-terminal can be
rewritten as a sequence of terminals or non-terminals, and a
distinguished non-terminal called the start symbol. A probabilistic CFG (PCFG) adds to this a probability distribution
over the possible expansions of each non-terminal.
Grammars have been applied in computational musicology since the late 1960s [18, 19, 20], resulting in influential
theories like Lerdahl and Jackendoff’s Generative Theory of
Tonal Music [21] and Steedman’s jazz chord sequence grammar [22]. However, probabilistic grammar-based models of
music are a relatively recent development, broadly falling
into two groups: models of harmonic sequence [23, 24],
and models of melodic sequence [25, 26, 27]. We focus on
melodic models only in this paper.
Gilbert and Conklin [26] applied a PCFG to melodic structure analysis, drawing parallels between their approach and
the hierarchical graphs of Schenkerian analysis [28], that
also attempts to account for the details of melodic structure in terms of elaborations of simpler underlying forms.
Schenker’s elaborations are similar to grammar production
rules, but because some of them (such as the introduction of
neighbour notes or passing notes) depend on two adjacent
notes, they cannot be written as a context free grammar if
the melody is represented as a sequence of pitches. By representing melody as a sequence of pitch intervals, Gilbert
and Conklin were able to devise a CFG that embodies four
type of melodic elaboration illustrated thus (as in figure 1
of [26]):
repeat:
neighbour:
passing:
escape:
Mavromatis and Brown [29] reported that they were able
to design a CFG for Schenkerian analysis by adopting the
same policy of elaborating interval sequences. Kirlin and
Jensen [27] also base their probabilistic model of musical
hierarchies on the elaboration of intervals, but adopt Yust’s
[30] triangulated graphs as their structured representation,
rather than the trees of conventional grammatical analysis.
Other attempts to formalise Schenkerian analysis that are
not explicity probabilistic but do incorporate heuristics to
guide the search for reductions include work by Ebcioğlu

[31] and Marsden [32]. Marsden in particular discusses
how adopting an interval-based encoding, to avoid the need
for context-dependent rules, leads to problems if the grammar is developed further to model durations and to cover
more types of elaboration. 2 Nonetheless, we will base our
probabilistic grammar on that of Gilbert and Conklin.
3.2 Markov- vs Grammar-based models
The contrast between Markov-based and grammar-based approaches reflects a similar division in computational linguistics, where probabilistic grammars and statistical parsing are
widely used for tasks where the hierarchical structure of a
syntactic analysis is required (e.g. language understanding).
Such approaches do not perform as well as n-gram models
in assigning probabilities to sentences. This was discussed
in 1998 by Brill et al [33], and, while n-gram and grammar
based models have both advanced since then, variable order
Markov models continue to out-perform grammatical models (e.g. [34]). It appears that what Markov models lack in
linguistic sophistication they more than make up for in the
raw statistical power of learning which words tend to occur
together regardless of syntax. In computational musicology,
a systematic framework for comparing across models has
yet to be established despite increasing research activity
using probabilistic grammars.
We propose that such a framework can be provided using
variational Bayesian learning within a probabilistic programming language able to support a wide variety of models. We have begun with small number of relatively simple
models, but the framework will support the exploration of
increasingly sophisticated models such that robust musicological conclusions can be drawn about their relative merits
when applied to a variety of musical corpora.
4. IMPLEMENTATION
Probabilistic programming Probabilistic programming
languages aim to provide an environment where a wide
variety of probabilistic models can be defined succinctly
and in a way that goes beyond such formalisms as Bayesian
networks, by making available powerful constructs that are
familiar from ordinary programming languages, such as
abstraction, recursion, and structured data types. The earliest grew out of probabilistic logics developed in the logic
programming community [35, 36, 37], but very soon an
alternative branch of the family was developed based on
concepts from functional programming [38, 39]. More recently, interest in this area has grown quite considerably and
there are many languages, each exploring various aspects
and implementation strategies, for example [40, 41, 42].
We adopted a language called PRISM (PRogramming
In Statistical Modelling), which has been in development
since 1995 [36]. As it is based on Prolog, it inherits logic
programming features such as logic variables and powerful
meta-programming facilities.
2 Even with the repeat elaboration, there are subtleties to consider:
should an interval of N semitones be expanded to 0 N , or N 0? The
answer relates to whether we associate the interval with the time-span of
the first or the second note in the interval respectively. Gilbert and Conklin
follow the latter convention; we, in our grammar, the former.
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PRISM was chosen because it has several features that
make it suitable for implementing probabilistic grammars.
Firstly, because it inherits Prolog’s definite clause grammar
(DCG) notation, CFGs can be encoded very succinctly. Secondly, because it inherits and relies on the underlying Prolog’s tabling mechanism, the process of parsing replicates
the structure and computational complexity of Earley’s efficient chart parsing algorithm without any special effort by
the programmer [43]. 3 Thirdly, PRISM provides parameter
learning mechanisms that subsume standard expectation
maximisation (EM) and variational Bayesian (VB) methods
[44, 40]. This enables us to compare models on the basis of
variational free energy, as discussed in § 2.
PRISM has been used for implementing probabilistic gramars for natural languages and estimating their parameters [45] and for doing grammar induction using VB for
model selection [44]. PRISM has also been used for music
modelling, but using a hidden Markov model rather than a
grammar-based model [46].
4.1 Implementing PCFGs in PRISM
A PCFG can be easily implemented in PRISM by writing a DCG interpreter with probabilistic choice between
alternative rule head expansions. In ordinary Prolog, DCG
rules (non-terminals) can be parameterised and arguments
used to represent such linguistic phenomena as number or
tense agreements 4 . Augmenting a DCG with probabilities
presents some difficulties which become apparent in the
implementation. The problem is that unification, inherent in
DCG processing, amounts to the imposition of constraints
and can result in failure. Introducing failure into a probabilistic program results in a significant complication of
inference and learning [47].
For our purposes, the problem of failure can be avoided by
breaking the rule expansion process into two stages: first,
a given non-terminal is matched against all applicable rule
heads, and for each rule that matches, its optional guard (an
ordinary Prolog goal) is executed. Rules with successful
or absent guards are collected and then chosen from probabilistically. The bodies of these rules are not allowed to fail.
Any constraints which might cause failure must be encoded
in the rule heads or the guards. Thus our DCG language is
similar to standard Prolog DCGs but, instead of the usual
Head −→ Body notation, rules are written in one of two
forms (notes on Prolog syntax can be found in appendix A):
Head :: Label =⇒ Body.
Head :: Label =⇒ Guard |Body.
Label is an atom that is unique for different clauses of
the same nonterminal, and Guard is an ordinary Prolog
goal that can only use variables in Head. A terminal symbol X is written out using +X instead of [X], and nil is
used instead of [] for an empty rule body. Finally, PRISM
switches, which are PRISM’s primitive for probabilistic

choice and represent learnable probability distributions, can
be sampled using goals of the form Val~Switch, which corresponds to the PRISM goal msw(Switch,Val). The range of
values for a given switch is determined by a corresponding
values(Switch,Values) clause.
All of this can be illustrated with reference to the program
in fig. 3. The neighbour note rule (labelled neigh) applies to
the expansion of a non-terminal i(P), where P is a pitch interval in semitones, but only when P=0. The deviation P1 to
the neighbour note is sampled from a random switch called
step, and is between -4 and 4. The rule labelled term shows
how a non-terminal i(P) can produce a terminal symbol, in
this case, the integer P.
Parameterisation of rule expansion distributions Programs written in our DCG language define the permissible
expansions for non-terminals with arguments, but not how
the probability distributions over those expansions are parameterised. We implemented two approaches. The first is
to treat each ground instance of each rule (that is, with definite values for all variables) as an independent PCFG rule
with its own distribution that can be learned from examples.
This corresponds to the “rule schema” approach adopted by
Gilbert and Conklin, and we will refer to it as the “ground
head” parameterisation.
An alternative is to collect together all rule heads with the
same functor and arity and which lead to the same set of
applicable expansions, and have them share a single probability distribution. For example, in fig. 3, all non-terminals
of the form i(P) where the absolute value of P is between 6
and 16 share the functor i/1 and can be expanded using the
rules term, rep and esc. Thus, under this “head functor” parameterisation, they share the same probability distribution
over those three expansion rules. This approach generally
produces a model with fewer parameters, which could potentially reduce the likelihood of over-fitting to small datasets.
5. EXPERIMENTS
Using the implementation framework described above, we
conducted an experiment to compare the performance of
several models on a corpus of monophonic melodies. We
used a corpus of scores in Humdrum/Kern format, comprising three datasets, all available from the Kern Scores
website at http:// kern.humdrum.org. The first is a set of 185
Bach chorales, BWV 253–438 excluding 279. This is the
dataset that was used by Gilbert and Conklin. The second is
a larger set of 370 Bach chorales. The third is the Essen folk
song collection, containing 6174 scores. Because the full
Essen collection was too large to process with the Gilbert
and Conklin grammar on our test computer (an Apple laptop
with 8 GB of memory), we took two random subsets of 1000
scores each. These datasets will be referred to as chorales,
chorales371, essen1000a and essen1000b respectively.
5.1 Methods

3

For a variety of models, tabling results in efficient probability computations equivalent to the optimal special purpose algorithms for those models,
such as the forwards-backwards algorithm for HMMs, the inside-outside
algorithm of PCFGs, and belief propagation in Bayesian networks.
4 Indeed, the DCG formalism is Turing complete and can therefore, in
principle, represent any linguistic phenomenon.

A total of seven probabilistic models were implemented
as PDCGs. Pitches are encoded as MIDI note numbers,
while interval-based models assume an input encoded as
a list of integers followed by the Prolog atom end. This is
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values(nnum, X) :− numlist(40,100,X).
values(mc(_), X) :− values(nnum,X).
values(hmc(_), X) :− num_states(N), numlist(1,N,X).
values(obs(_), X) :− values(nnum,X).

values(step, X) :− numlist(−4,4,X).
values(leap, X) :− numlist(−16,16,X).
values(passing(N), Vals) :−
( N>0 → M is N−1, numlist(1,M,I1)
; N<0 → M is N+1, numlist(M,−1,I1)
),
maplist(N1, (N1,N2),N2 is N−N1,I1,Vals).

% start symbol for p1gram
s0 :: tail =⇒ nil.
s0 :: cons =⇒ X~nnum, +X, s0.

values(escape(N), Vals) :−
( N<0 → I1 = [1,2,3,4]
; N>0 → I1 = [−1,−2,−3,−4]
),
maplist(N1,(N1,N2),N2 is N−N1,I1,Vals).

% start symbol for p2gram
s1(_) :: tail =⇒ nil.
s1(Y) :: cons =⇒ X~mc(Y), +X, s1(X).
% start symbol for phmm
sh(_) :: tail =⇒ nil.
sh(Y) :: cons =⇒ X~hmc(Y), Z~obs(X), +Z, sh(X).

% start symbol
s :: last =⇒ i(end).
s :: grow =⇒ P~leap, i(P), s.

Figure 1. PDCGs for 0 th and 1 st order Markov chains and 1 st
order HMMs over pitch (encoded as MIDI note number). The
number of states in the HMM is a parameter of the model.
values(ival, X) :− numlist(−20,20,X).
values(mc(_), X) :− get_values(ival,X).
% start symbol for i1gram
s0 :: tail =⇒ +end.
s0 :: cons =⇒ X~ival, +X, s0.

i(P) :: term =⇒ +P.
i(P) :: rep
=⇒ i(0), i(P).
i(P) :: neigh =⇒ P=0 |
P1~step, {P2 is −P1}, i(P1), i(P2).
i(P) :: pass =⇒ passable(P) |
(P1,P2)~passing(P), i(P1), i(P2).
i(P) :: esc
=⇒ escapable(P) |
(P1,P2)~escape(P), i(P1), i(P2).
passable(P) :− abs_between(2,5,P).
escapable(P) :− abs_between(1,16,P).
abs_between(L,U,X) :− Y is abs(X), between(L,U,Y).

% start symbol for i2gram
s1(_) :: tail =⇒ +end.
s1(Y) :: cons =⇒ X~mc(Y), +X, s1(X).

Figure 2. PDCG for 0 th and 1 st order Markov chains over pitch

Figure 3. A grammar modelled on Gilbert and Conklin’s [26],
written in a DCG language defined in PRISM. maplist/5 and
between/3 are standard B-Prolog predicates and numlist(L,U,X) is
true when X is a list of consecutive integers from L to U.

interval to next note in semitones.

because we chose to represent each note by the pitch interval
to the following note, and the last note has no following
note. As we develop the models to handle other musical
dimensions (e.g. duration, metrical strength, articulation
etc.), the attributes of the last note can be associated with
the end symbol. The models, with their short names, are:
1. 0 th order Markov model over pitches (p1gram).
2. 1 st order Markov model over pitches (p2gram).
3. 1 st order hidden Markov model over pitches (phmm).
4. 0 th order Markov model over intervals (i1gram).
5. 1 st order Markov model over intervals (i2gram).
6. Modified Gilbert and Conklin grammar with grounded
head parameterisation (gilbert2).
7. Modified Gilbert and Conklin grammar with head
functor parameterisation (gilbert3).
The DCG rules for all of these models are shown in fig. 1
(p1gram, p2gram and phmm), fig. 2 (i1gram and i2gram),
and fig. 3 (gilbert2 and gilbert3 share the same rules and
differ only in their parameterisation). We have omitted some
supplementary code for intialising the switch probabilities
and other ancillary tasks, as well as the DCG interpreter
itself; these are available from the authors on request.

All the Markov models use the head functor parameterisation, so for s0, s1(_) and sh(_) there is only one distribution
over the labels [tail, cons] which determines whether or not
the chain is terminated or continues. The transition distributions are determined by the PRISM switches mc(_) and
hmc(_), and are distinct for each ground instance, as are the
observation distributions for the HMM.
Our version of Gilbert and Conklin’s grammar differs from
the original in two ways. Firstly, it uses a different mechanism for introducing new intervals not explained by any
of the elaboration rules: the s non-terminal is not parameterised by interval and simply expands into a sequence
of i(P) non-terminals, where the P are intervals chosen independently from the leap distribution. Secondly, because
an interval is associated with the former note of a pair, the
rep elaboration maps i(P) to i(0), i(P) and not i(P), i(0) as
in Gilbert and Conklin’s version. In our grammar, this has
the sense of subdividing the note with the repeated pitch,
whereas in Gilbert and Conklin’s, it is the preceding note
that is subdivided. This is clearer if one imagines that a
note has a duration which is also subdivided along with
the pitch interval. It would be possible to compare the two
approaches directly within this framework, but we have not
done this yet. Finally, the numerical ranges of steps, leaps,
and the limits for allowing passing or escape note introductions had to be chosen arbitrarily as this information was
not given in Gilbert and Conklin’s paper.
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Model performance by dataset
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Bits per note
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Figure 4. Overall performance, in bits per note, of each model
against each dataset. The smaller the bpn is, the better the performance. For each model/dataset pair, the bar shows the range values
obtained over the various parameter combinations described in the
text. The phmmN bars represent the HMMs with N states; the bars
for the chorales datasets extend off the top of the chart.

Parameterisation A number of ‘hyperparameters’ control the Dirichlet priors over the probability distributions for
each switch, affecting the shape of distributions (e.g. over
pitch intervals or absolute pitches) that might be expected to
be weighted towards a central value (e.g. zero in the case of
intervals, or a central register for absolute pitches). The distributions are given their expected shape by a weighted sum
of binomial and uniform distributions. The prior_weight
hyperparameter affects all distribution priors, effectively
determining the volume of data required to override prior
beliefs about the switch distribution. The complete set of
hyperparameters and their range of values is shown below.
prior_weight:
prior_shape :
leap_shape :
pass_shape :
num_states :
trans_self :

{0.3,1,3,10,30}. % all models
shape_spec % for all Markov models
shape_spec % for grammar models
shape_spec % for grammar models
{1,2,3,5,7,12} % for HMMs
{0,1} % for HMMs

shape_spec = {binomial, uniform, binomial+uniform}
∪ {binomial + K*uniform |K in {0.1,0.3}}
Subset selection We extracted subsets of elements from
each dataset to evaluate the effect of dataset size on comparative model performance and to investigate whether the
complex models over-fit to small datasets. Subsets of size 1
to 30 were considered, 10 subsets being chosen at random
from the full dataset in each case. The same subsets were
supplied to all models for training. Thus, each subset can
be identified by a dataset name, a size from 1 to 30, and an
index from 1 to 10.
5.2 Results
Fig. 4 shows a summary of the overall performance of each
model on each dataset, under a range of parameter values.

To compare performance between datasets of different sizes,
the variational free energy in each case is divided by the
total number of notes in the dataset and displayed in ‘bits
per note’ (bpn). The data for p1gram, the 0 th order Markov
model over pitches, is not shown, as its best-case performance was always worse than that of all the other models,
achieving at best about 3.7 bpn on the chorales.
The next-worst model is i1gram. It performs worse than
p2gram, consistent with the fact that a pair of consecutive
pitches (a 2-gram) contains information about both pitch
interval and absolute pitch, while the latter is not available to
i1gram. If sparsity and over-fitting can be avoided, p2gram
should be able to make predictions at least as well as i1gram.
The results show that even the smallest dataset chorales is
large enough to permit this.
The HMMs have the widest range of results, most likely
because the learning algorithm has a tendency to get stuck
in local optima. The HMMs, for larger state-space sizes, perform noticably better on Essen collection than on chorales.
Proceeding onwards, the p2gram and gilbert3 models overlap somewhat for the chorales, but not for the Essen collection. Under their best (respective) parameter settings,
p2gram performs better than gilbert3 for all datasets. Perhaps surprisingly, the PCFG in its less flexible (head functor
parameterisation) form is out-performed by a first order
Markov model over pitches, showing that one cannot assume that a grammar-based model will always out-perform
even a first-order Markov model.
For all datasets, the best two consistently performing models are gilbert2 and i2gram. The latter achieves approximately 2.68 bpn on the chorales dataset with the parameter
settings:
prior_weight :
leap_shape :
pass_shape :

3,
binomial + 0.1*uniform,
binomial,

though the results are fairly insensitive to the pass_shape
parameter. This is comparable with the 2.67 bpn reported
by Gilbert and Conklin (bear in mind that the variational
free energy includes a model complexity penalty). It is
encouraging to note that the grammar-based model gives
the best account of both chorales datasets, although it is
beaten by the Markov model on the larger Essen datasets.
Considering that higher-order Markov models would be
likely to perform better still (since the Essen collection is
large enough to support a more complex model) this shows
that designing by hand a probabilistic grammar capable
of out-performing variable order Markov models is a nontrivial task.
Fig. 5 shows how the models perform relative to each other
on the much smaller datasets obtained by extracting random
subsets from the chorales dataset. The graph shows how, for
smaller datasets, the simpler Markov models out-perform
the grammar-based models, with gilbert2 only emerging
as best with datasets of 20 or more pieces. The first order
Markov model over intervals, i2gram, though out-performed
for larger datasets, performed consistently well over the
whole range.
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A. PROLOG SYNTAX
Prolog code and data consist of terms built from a functor
and a number of arguments; e.g., a(10,b,X) is a term with
a head functor a/3 (because it has three arguments), and
arguments 10 (an integer), b (an atom or symbol), and X
(a logic variable). Atoms and functor names start with a
lower-case letter, while variable names start with an uppercase letter or underscore. A solitary underscore (_) stands
for a variable whose value is not needed. Functors can be
declared as prefix, infix, or suffix operators, for example,
we declare ~ to be an infix operator, so the head functor of
P~leap is ~/2. The definite clause grammar (DCG) notation
allows grammar rules to be defined using clauses of the
form Head −→ Body, where Head is a term and Body is a
list of one or more comma separated DCG goals. Within
the body, a list [X,Y,...] represents a sequence of terminals,
while a term enclosed in braces, {Goal} is interpreted as an
ordinary Prolog goal.
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ABSTRACT
This paper describes further developments of the SUM
tool, initially developed for the sonification of images, towards the composition and execution of graphic scores.
Closer integration of the SUM user library within the
computer-aided composition environment of PWGL has
allowed the composition and realization of more complex
graphic scores. After first explaining the existing structure and sonification approach of the SUM tool, we introduce its new macro-structure utilising PWGL’s VIUHKA
texture generator, which supports higher structural levels
and thus the generation of more complex sonic events. As
a proof-of-concept demonstration of SUM’s new macro
scheme, we attempt to reproduce the graphic scores of
Greek composer Anestis Logothetis, notable for his extensive graphic-sound taxonomy. We thus demonstrate the
combined capabilities of PWGL and the SUM tool to support the computer-aided composition of graphic scores.
1. INTRODUCTION
The SUM tool[1] is a user library with a graphical user
interface within the computer-aided composition environment of PWGL[2]. Initially designed for the sonification
of images, through a user-defined mapping process, it also
supports the composition of graphic scores.[3]
Tools for the computer-aided composition of graphic
scores can be seen to have grown from Xenakis’ UPIC 1 ,
which allowed the drawing of frequency over time as opposed to the following of traditional musical notation. This
has since led to more modern and accessible versions of
software such as HighC 2 . While graphical in nature, both
are still limited to piano-roll lecture reading the image from
left to right. However, graphic scores are by nature open to
interpretation. Development of image-sonification toolkits such as SonART[4] have since allowed the exploration
of images by raster-scanning or real-time probing. How1 Unité Polyagogique Informatique du CEMAMu (UPIC), a computerized graphical musical composi- tion tool developed by Iannis Xenakis,
Paris, 1977
2 http://highc.org/history.html

Copyright: c 2014 Sara Adhitya et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

ever, the definition and management of time is limited for
compositional purposes.
The SUM tool can be seen to provide more flexibility in
both the composition and execution of graphic scores, by
allowing both the pixel-by-pixel exploration of a score as
an image, as well as its temporal reading from any number of angles by one or more spatio-temporal time paths.
While supporting the importation of existing raster images,
it also has the ability to generate vector images internally,
allowing the representation of non-traditional symbols or
images often used in graphic scores.
This paper will explore the latest developments of the
SUM tool in the computer-aided composition of graphic
scores. We first present an overview of the existing structure of the SUM tool. We then introduce a higher structural
level called the macro-layer. The introduction of macro objects and events allows us to better integrate the SUM tool
to the powerful computer-assisted tools of PWGL. For the
purposes of this paper, we will utilize a compositional tool
called VIUHKA[5] to define the expansion of the macro
events. We then demonstrate how this macro-structure can
be used to reproduce the graphic score notation of Greek
composer, Anestis Logothetis. Through the recreation of
one example of his graphic scores, we demonstrate the
combined power of PWGL and the SUM tool in the composition of graphic scores.
2. SUM EXISTING STRUCTURE
First, we describe the existing spatial and temporal structure of the SUM tool, in order to explain its sonification
processes used to map image to sound. In particular, we
explain how this structure can be used to generate the variety of image-sound notation utilized in graphic scores.
2.1 Existing Image Layers
Currently in the SUM tool, images are used as musical
’data-sources’. Raster images can be imported, with the
spatial scale determined by the resolution of the image in
DPI. Vector objects can also be created within the tool.
SUM supports the superimposition of multiple images,
which we call layers (visualised in Figure 1).
Layers have a central role in the design of the SUM tool.
A layer defines the context inside which the objects are
interpreted. A raster layer allows us to explore bitmap images and vector layers provide the means for both the manipulation and exploration of vector objects. These layers
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can either be read independently or in combination with
each other.

of the current sonification approach is that the rasterisation
of bitmap images is both granular and lacks the possibility
for defining higher-level temporal structures. In order to
overcome the textural and temporal limitations of the existing rasterisation processes, in the next section we utilise
the powerful computer-assisted tools of PWGL to generate
a new ’macro-structure’ for the SUM tool.
3. SUM’S NEW MACRO-STRUCTURE
In this section, we propose the generation of a new macrostructure for the SUM tool, introducing the concept of the
macro-layer, consisting of any number of macro-objects,
and facilitating the generation of macro-events.
3.1 Introducing the macro-structure
A macro-layer is a higher-level layer encompassing SUM’s
existing image layers, as is visualised in Figure 2. A
macro-layer can thus define more complex graphical objects than a single image layer.

Figure 1. Visualisation of image layers in SUM.

2.2 Existing Time Paths
The temporal structure of the SUM tool is path-based, defined by the user drawing a vector path and applying it
to one or more image layers. The path samples the image layer(s) according to Bresenham’s line algorithm[6].
The user can define the start-time and speed of each path,
which then determines the sampling rate and thus the timing of the score. Multiple spatio-temporal paths are also
supported, allowing the score to be read at different speeds
simultaneously. Thus the timing of an open graphic score
can be managed flexibly by the composer or interpreter.
2.3 Image-Sound mapping process
In order to sonify the image layer(s) with the path(s), a
parameter-mapping process must take place which translates the image attributes (i.e. colour) into audio attributes
(i.e. pitch, volume, articulation and timbre). Mapping image to sound parameters in SUM currently relies on the
user-definition of one or more mappers, which draws on
any combination of image layers to define each sound parameter. This flexible mapping process allows a composer
much freedom in defining the relationship between an image and sound as described in [7]. However, the mapped
result is still limited to a single sonic event or attribute.

Figure 2. SUM’s new macro-structure: macro-layers consisting of one or more image layers.
A macro-layer contains graphical objects called macroobjects. Macro-objects are translated into macro-events by
applying a path to the macro-layer (as shown in Figure 3).
The path effectively ”reads” the macro-layer and produces
a sequence of macro-events. The macro-events are then
expanded through a user-definable macro-expansion process. In effect, a macro-event defines a slice of time with
specific, user-definable attributes.

2.4 Opportunities and limitations
The existing structure of SUM offers many opportunities
for graphic composition. Its flexible combination of multiple image layers and spatio-temporal time paths supports
the creation of a multi-dimensional graphic score. At the
same time, the vector drawing capability of the SUM tool
allows a composer to develop his or her own graphic notation (see [8]).
Currently, the existing layers allow for the pixel-by-pixel
exploration of the material. Consequently, the limitation

Figure 3. Macro time-path for the activation of macroevents.
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3.2 Macro mapping process
As explained in section 2.3, the existing sonification approach of SUM is limited to the mapping of each image
parameter (i.e. colour) to a single sonic event or attribute.
With SUM’s new macro-structure, the macro-events define
a higher level mapping process allowing the generation of
more complex sonic sequences (see Figure 4).
macro-layer

system is designed to produce material that can be subjected to advanced temporal manipulations, as well as be
easily scaled to fit inside a specific time span. This means
that we can use, for example, the duration of the SUM
macro-event directly as a parameter to precisely control the
duration of the resulting texture. Finally, the box named
“sum” (2) at the bottom of Figure 5 defines the exit point
of the VIUHKA macro patch. This returns the value of the
macro-expansion and also returns control back to SUM.
This described process is repeated for every macro-event.
2D-Editor
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Figure 4. SUM’s macro-expansion process: a macro-layer
object is mapped to a macro-event which will be expanded
according to a user-definable macro-expansion process.
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3.3 Defining SUM macros in VIUHKA
To define the macro-expansion of SUM’s compositional
structure, we utilize a PWGL user-library called the VIUHKA. Designed for, and based on, the ideas of the
Finnish composer Paavo Heininen, it allows for the creation of complex, multi-layered musical textures for the
purposes of purely instrumental music, as well as the production of material for sound synthesis.
From the user’s point of view, the macro definition process is relatively transparent. It is based on the user-defined
associations between colors and attributes, the composition
of the macro-layer and the paths, and finally the definition
of the macro-expansion processes through a visual PWGL
patch. The association between a given macro-event and
a PWGL patch is established by matching a macro-event
name to a PWGL patch name.
Currently, we are using an internal transfer protocol
to exchange information between SUM and the associated VIUHKA macro patch, which can receive the data
through special entry points as shown in Figure 5 (see
“dur” and“vel”). The names refer to the attributes of the
SUM macro-events which, in turn, are retrieved from their
respective image sources, as explained above. During the
generation of the SUM score, the macro-events use these
entry points to pass arguments to the VIUHKA patch. Each
entry point can refer to a single macro note attribute such
as duration, pitch, or velocity. Although the arguments represent real musical values, their use in the patch is not constrained in any pre-defined way. However, the VIUHKA

E


value

(2)

sum


Figure 5. Entry points “dur” and“vel” (1) and exit point
“sum” (2) for transferring information between SUM and
PWGL.

4. RECREATING GRAPHIC SCORES
As a proof-of-concept demonstration of SUM’s new
macro-structure, we attempt to realize a graphic score.
Graphic scores are by nature user-defined in their imagesound taxonomies. The graphic scores of Greek composer
Anestis Logothetis (1921-1994) are of particular interest
as he developed an extensive semiology in the 1960’s,
which was implemented in a number of his graphic scores
throughout his career.
4.1 Introducing Logothetis’ graphic score notation
Logothetis’ parasemantics have been ’decodified’ in [9] by
Georgaki and Baveli to produce a taxonomy which is explained briefly below. Three groups of symbol types have
been identified, as is seen in Figures 6, 7 and 8 below.
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4.1.1 Pitch Symbols

4.1.3 Action Symbols, Logothetis

The following symbols were used to indicate the pitch, at
any octave (Figure 6).

Action symbols utilise lines and dots to represent movement, as shown in Figure 8 below.

Figure 8. Action symbols, Logothetis [9].

4.2 Recreating Logothetis’ graphic scores

Figure 6. Pitch Symbols, Logothetis [9].

4.1.2 Association factors
Association factors indicate loudness, timbre and sound
character through the use of symbols as shown in Figure
7, and summarized in Table 1 below.

Figure 7. Association symbols, Logothetis [9] .

Symbol
Dots
Lines
Size/ intensity
Shape
Color

Meaning
Duration - Short
Duration - Long
Loudness
Character - Accent
Timbre

Table 1. Summary of the correlation between form and
meaning in Logothetis’ association symbols.

Now, we demonstrate how the new macro-structure of
SUM can be used to play an example graphic score, using a combination of Logothetis’ sound symbols arranged
non-linearly in graphic space.
As seen in Figure 9, a raster image of the original score is
used as a starting point. The score is also analyzed both visually and aurally to reveal the structure of the piece. This
structure is then superimposed over the original score with
the help of the macro-layer. Then, the different sections of
the piece are marked and identified using the vector-based
macro-objects. Colors are used to both visually emphasize
the different sections and to allow for the generation of the
macro-events. In order to define the sequence of macroobjects, a path is drawn over the macro-layer to activate
the macro-events in time.
As an example, we will examine more closely one of
the macro-expansion patches. Figure 10 shows the definition of the “free pitches” section of Logothetis’ graphic
score. Here, we are using a combination of standard visual PWGL boxes such as those representing time-varying
values and a few special SUM related boxes for defining
the resulting musical texture. The box named “dur” (1) defines an entry point for an incoming parameter named dur.
Here, we use the dur parameter to scale the result of the
VIUHKA patch inside the duration of the incoming macro
event. We are also taking full advantage of the advanced
tempo modification features of the VIUHKA tool, by using a tempo function to control the internal temporal evolution of the generated texture. The two breakpoint functions
shown at the top left of the patch (2) can be used to select
the desired tempo modification, which, in our example, can
be one of ritardando or accelerando. The breakpoint function in the middle of the patch (3) defines a complex pitch
field that is used to generate the individual pitches of the
given texture. In our case, the pitch field is defined in absolute pitch. An incoming pitch parameter could be used
to transpose the pitch field to a desired range. However, in
the case of this score, we will follow Logothetis’ reference
pitches.
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(1)

(2)

Figure 9. Reproduction of Logothetis’ graphic score in the SUM tool
(2)

2D-Editor

The resulting texture is shown in (4). The pitch contour
follows the breakpoint functions given in (3) and the temporal evolution, in turn, follows the selected tempo function (2) by realizing a gradual accelerando. Finally, the box
named “sum” at the bottom of the patch (5) completes the
macro definition protocol and defines the exit point of the
VIUHKA macro patch.
The resulting translation of image to sound is visualised
in Figure 9. SUM’s GUI shows the original graphic score,
overlaid with its macro-layer of color-coded macro-objects
above (1), and the resulting piano-roll of pitch versus time
below (2). The connection between image and sound
object, including the texture of the different sections, is
clearly seen through the use of color. The sequence of
macro-events, as defined by the vector time path, is maintained in the time axis of the piano-roll.
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5. CONCLUSIONS
In this paper we have introduced the new macro-structure
of the SUM tool, resulting from the powerful texture generation of the VIUHKA. The new macro structure has resulted in a closer integration with its computer-aided composition environment of PWGL. It has allowed us to reproduce the more complex graphic-sound objects of Logothetis, in particular their various textures and temporal
evolution. As well as allowing us to execute, interpret
and analyse existing graphic scores, it is also hoped that
this system will aid other composers in the development of
their own graphical notation systems.
6. FUTURE DEVELOPMENTS
In the future, further integration of the SUM tool with
PWGL’s computer-aided tools will allow even more powerful graphic score composition. The macro-events could

E

value

(5)

sum

Figure 10. A VIUHKA macro patch defining the “free
pitches” section. The patch contains two special SUM
boxes named “dur” and “sum” which implement in the visual patch entry and exit points exposed to SUM.

be sent via OSC to other software packages such as
MaxMSP. Furthermore, to make the SUM tool more
extensible and open-ended, alternative macro-expansion
schemes will also be provided, potentially linking SUM
to other environments and/or programming languages. Finally, the visuals could be transferred from the PWGL
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patch back to SUM to allow not only for the generation
of the sonic events, but the graphical composition of the
score as well.
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ABSTRACT
DIMI-6000 is an early microcomputer-based synthesizer
designed in the mid-1970s by the Finnish inventor Erkki
Kurenniemi. Designed as a hub for electronic music
studios, DIMI-6000 featured a computer-controlled
analog sound synthesis circuitry and a modular design.
Despite its innovative design, only two units were built,
one for Finland's national broadcasting company Yle and
the other for Swedish composer Ralph Lundsten. This
paper presents an overview of the instrument and its use,
especially of the unit built for the Experimental Studio of
Yle.

1. INTRODUCTION
In the 1960s and 1970s Kurenniemi made a significant
contribution to the early development of Finnish
electroacoustic music. Kurenniemi played a multi-faceted
role as a studio builder, composer and especially as a
designer of electronic instruments. From the mid 1960s to
mid 1970s, he designed ten unique musical instruments
and studio devices for various composers and artists in
both Finland and Sweden. After a series of custom-built
one-of devices, Kurenniemi founded the Digelius
Electronics Finland company for manufacturing and
marketing the DIMI line of instruments. However, none
of the instruments were developed beyond the prototype
stage and their serial production never started. Thus most
of the remaining instruments are unique. Nevertheless,
Kurenniemi's instruments and their sound form a
distinctive feature of early electronic music in Finland.
Their sound made also their mark on Swedish electronic
music through the works of composer Ralph Lundsten.
An overview of Kurenniemi's instruments is presented by
Ojanen et al. [1].
The microprocessor-controlled synthesizer DIMI-6000
was the last one of Digelius Electronics' musical
instruments. DIMI-6000 was commissioned in mid 1970s
by Yle for its newly-founded Experimental Studio.
Composer Henrik Otto Donner, the head Yle's music
entertainment at the time and Kurenniemi's close
collaborator from the early 1960s, organized the funding

Mikko Ojanen
Musicology
Department of Philosophy,
History, Culture and Art Studies
University of Helsinki
mikko.ojanen@helsinki.
fi

for the purchase and user training of the instrument.
DIMI's Finnish design and manufacture was considered a
benefit and Donner and the Experimental Studio team
saw the project partly as an opportunity to promote
national expertise in modern technology. A second unit
was built for Lundsten's Stockholm-based Andromeda
studio.
DIMI-6000 was Kurenniemi's most ambitious
instrument. Compared with some of Kurenniemi's
previous designs, it was more than a mere case study on
musical user interfaces or an application of digital
electronics. Instead, it introduced many features of the
computer-based synthesizers of the 1980s and even
modern digital audio workstations. In contrast to typical
mainframe-computer-based hybrid systems of the early
1970s, DIMI-6000 was a compact device and relatively
easy to transport.
DIMI-6000 was in use at Yle until the late 1980s and
was put in storage for most of the 1990s. In 2002, the Yle
unit was given to the Electronic Music Studio at
University of Helsinki where remains on display along
with most of Kurenniemi's other instruments (see Figure
1). Lundsten's DIMI-6000 was dismantled soon after its
purchase. Only a piece of a rack panel remains a reminder
of the instrument at the Andromeda studio. One of the
first
microcomputer-based
musical
instruments
worldwide, DIMI-6000 represented a significant
technical advancement in Finland during the time when
even analog synthesizers were uncommon in the country.

Copyright: © 2014 Kai Lassfolk, Jari Suominen and Mikko Ojanen. This
is an open-access article dis- tributed under the terms of the Creative
Commons Attribution License 3.0 Unported, which permits unrestricted
use, distribution, and reproduction in any medium, provided the original
author and source are credited.
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Figure 1. The Yle DIMI-6000 system at the University
of Helsinki Electronic Music Studio in 2014.

2. EARLY DESIGN IDEAS
Kurenniemi's working style has often been described as
impulsive. Indeed, many of his instruments remained in
prototype stage as he already started working on the next
one. Even the DIMI-6000, the most advanced of his
projects in many ways, can be regarded as a prototype
when examined as an individual instrument. However,
when Kurenniemi's instrument design work is viewed as
a hole, it forms a logical process that points directly
towards modern music production methods and
computer-based modular digital audio workstations. In
this process, DIMI-6000 is an important step.
Already in the 1960s Kurenniemi was well known for
his advanced instrument designs among the Finnish
electroacoustic music community. A radio amateur in his
teens, Kurenniemi gained strong knowledge with
electronics very early on. With his school mates Erkki
Salmenhaara and Ilkka Oramo, both future professors and
musicologists, Kurenniemi build a modest electronic
music studio in the organ balcony of his school in the late
1950s. Some years later the newly appointed professor in
musicology, Erik Tawaststjerna, was looking for
someone to build an electronic music studio under the
premises of the Department of Musicology at the
University of Helsinki. During the 1960s, Kurenniemi
was free to design instruments according to his visions.
He didn't get any salary, but the department provided
funding for the studio equipment and component
purchases.
Two primary trends directed Kurenniemi's studio and
instrument design plans during the 1960s and early
1970s. Firstly, he was interested in algorithmic

composition and in designing an instrument that could
produce pre-programmed music with "a flick of a
switch". Application of digital logic to sound production
and control became important to Kurenniemi. Among his
sources of inspiration were the RCA synthesizer by Olson
and Belar [2] of the 1950s as well as his programming
experience from the analog computer of the Department
of Nuclear Physics, University of Helsinki in the early
1960s. Kurenniemi was convinced that "the future would
be digital" and chose to design his studio based on digital
logic - a trend which was already applied in the Siemens
studio in Munich and followed couple of years later in
Stockholm in EMS.
Secondly, already in his early studio design Kurenniemi
envisioned the studio as an integrated system of sound
producing and processing modules. The first version of
this idea was his three piece studio device initially called
Sähkö-Ääni-Kone (Electric Sound Machine). Later in
Kurenniemi's memos this integrated set of equipment is
called System-1 and years later it has been entitled
Integrated synthesizer. In the 1970s, this design trend
appeared in Kurenniemi's work as the modular DIMI-U
(U for Universal) system. DIMI-U was based on an idea
that the customer could choose from a set of different
sound producing and processing modules. No DIMI-U
systems were built, but the microcomputer controlled
DIMI-6000 can be seen as one manifestation of the basic
idea and anticipated a computer-based music production
suite.
Until the early 1970s, the University of Helsinki
Electronic Music Studio was the best equipped of its kind
in Finland. In contrast, the equipment of the YLE
experimental studio, founded in 1973, was initially
modest, consisting of a couple of tape recorders and
sound generators. Therefore, DIMI-6000 was a major
endeavor for Yle. By Donner's request, Kurenniemi
presented his ideas for the possible features of the new
instrument at YLE. The first steps in designing the
instrument were made in 1974 [3]. Although YLE's main
objective was to acquire an advanced synthesizer, one of
the initial ideas was also to substitute the studio mixer, an
expensive device at the time [4].
Kurenniemi's earlier instrument, DIMI-A was used as a
starting point, although a much more advanced design
was aimed for. Instead of the discrete digital logic
circuitry and shift register memory of the DIMI-A, a
modern microprocessor chip and random access memory
was chosen for DIMI-6000. Moreover, the DIMI-A was
severely limited by its small parameter memory and lack
of mass storage device. Ideas from analog synthesizers,
such as the VCS-3 synthesizer of the University studio,
were also adapted. As a result, DIMI-6000 became a
microcomputer-controlled analog synthesizer with a
semi-modular architecture. In April 1975, the instrument
was delivered to the Yle studio. One month course on
user training by Digelius and Kurenniemi followed the
delivery [3].

3. HARDWARE ARCHITECTURE
DIMI-6000 consists of a main chassis, a video computer
terminal and one or two C cassette mass storage devices.
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Both the terminal and C cassette units are general
purpose devices. The terminal is an ADDS Consul 880
and C cassette units were ITT SL 56 Automatic models,
standard reporter tape recorders at Yle. The main chassis
was manufactured by Digelius Electronics.
The main chassis of the Yle's DIMI-6000 consists of
three parts: processor unit, (sound) generator unit and
patch bay. The physical patch bay was added by special
request from Yle. The processor unit of the DIMI-6000
was based on the Digelius Electronics' DIS System, the
first microcomputer manufactured in Finland. Like the
DIS System, the control unit is based on the Intel C8008
8-bit microprocessor. The random access memory was
expanded in several stages. Initially, the instrument had 4
kilobytes of RAM [3]. Later it was expanded to 7
kilobytes and further expansion of 4 KB was planned [5].
1.25 KB of the processor memory map was allocated for
ROM and the remaining memory was left for the system
software and user programs.
The generator unit contains four oscillators, four
multiplier modulators, two filters and two main audio
outputs. The oscillators have separate outputs for sine,
triangular and square waveforms. Kurenniemi considered
8-bit digital oscillators for DIMI-6000, but, interestingly,
did not find the sound quality sufficient for this
application [6]. Instead, he used ICL8038 waveform
generator chips that had been introduced few years earlier
and would later end up being one of the most popular
microchips for such purposes [7]. Multiplier units are
based on the ICL8013 chip and may be used either as
ring modulators or voltage controlled amplifiers,
depending on the input signals. The filters have dedicated
low-pass, band-pass, and high-pass outputs [8]. Both the
processor and generator units contain standard size
interchangeable PCB cards based on the Eurocard
system.

Figure 2: Block diagram of the DIMI-6000 signal path
[5]
The signal path is divided into two parallel halves each
with two oscillators, a ring modulator, an amplifier and a
filter. (See Figure 2.) Each oscillator pair is followed by
an 8-input/1-output switching matrix that allows to mix
the oscillator waveforms and two external input signals.
Another pair of switching matrices is located between the
filters and main audio outputs. Each of these matrices

allows to mix the outputs of the three filter bands of both
two filters and two external input signals. The oscillators,
amplifiers and filters are voltage controlled with 10 bit
resolution while the semiconductor switching matrices
are controlled by digital on/off signals.
The audio inputs and outputs as well as various signal
insert and input/output connectors are located in the
Tuchel connector based patch bay unit. Furthermore,
each of the parrallel signal paths is split into two sections
in between the ring modulator and amplifier. The
matrices and the physical patch bay provide a two-level
modular architecture for the generator unit. Installed as a
late addition, the batch bay unit includes D-connectors
for 8 digital-to-analog and 16 analog-to-digital converter
signals.
The C cassette players act both as mass storage devices
and as recording and reproduction devices for real-time
digital control commands. Typically, one C cassette
player was used to play back previously recorded control
data and the other one was used for simultaneous
recording. This allowed to make real-time overdub
recordings of the control data. The ADDS terminal
provides the main user interface of the system through its
computer keyboard and ASCII character output.

4. USER INTERFACE AND SOFTWARE
The first system software of DIMI-6000 was DISCORD,
written by Kurenniemi. DISCORD was a simple program
that allowed to play the instrument [9]. DISCORD
allowed to program timed sequences as well as real-time
control from the terminal keyboard. Only miscellaneous
handwritten notes remain from the DISCORD
documentation.
Based on the user experiences from DISCORD,
composer and programmer Jukka Ruohomäki was hired
to develop new software both to address the instrument's
technical shortcomings and to enhance its user interface.
In 1977, he completed the DISMAL (DIS Musical
Assembly Language) program. In particular, DISMAL
addressed the problems of tuning the unstable oscillators
through tuning tables. Ruohomäki also wrote a detailed
operating manual for DISMAL and the overall use of the
instrument.
Like DISCORD, DISMAL allowed both real-time
playing and writing pre-programmed sequences called
scores. In practice, DIMI-6000 was typically used by
typing the 8008 processor instructions as octal codes
which, according to Ruohomäki (2014), were easy to
memorize.
The DISMAL user manual [5] points out several
shortcomings and peculiarities of the instrument. The
8008 processor was already considered outdated and too
slow for advanced use. Furthermore, the control voltage
values of the DACs had to be refreshed periodically by
the user, which added to the processing overhead of the
system. The boot procedure of the instrument was
cumbersome and could require several trials to get it into
a stable state. The DISMAL system worked as a program
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interpreter rather than a compiler with obvious penalties
to the program execution speed.
After the completion of DISMAL version 1.0, a 16
channel AD converter was added to the main chassis.
Ruohomäki was once again contracted to write the
sequencer program DISEQ to take advantage of the new
hardware. However, both DISMAL and DISEQ saw little
or no use besides Ruohomäki himself. DISEQ was
neither fully completed nor documented [9].

5. USE IN THE YLE EXPERIMENTAL
STUDIO
Among the users were composers Pekka Sirén, Otto
Romanowski, Joe Davidow, Jukka Ruohomäki and Marja
Vesterinen. Ruohomäki, for example, used DIMI-6000 to
make sound material for his composition Ennen iltaa
(Late Afternoon 1977). Sirén, a full-time sound engineer
and one of the main forces at the experimental studio,
was the most active user and advocate of the instrument.
Sirén made several compositions and miscellaneous
recordings with it. He also assisted and instructed many
of the other users. Additionally, the DIMI was used to
make sound effects for various YLE programs. However,
overall usage of the instrument was limited.
According to Sirén [4], DIMI-6000 served best as a
chaotic sound generator. It produced a raw and rough
sound and was capable of producing more complex sound
gestures than the Minimoog, for example. On the other
hand, the computer terminal user interface diverted many
"keyboard-oriented" composers from the DIMI.
Therefore, it did not fulfill all the initial expectations.
Instead of a substitute of a mixer, and the central hub of
the studio, the DIMI-6000 was used as a special purpose
instrument among the other devices of the studio.
Gradually, as the studio acquired new equipment, the role
of DIMI-6000 diminished even further. Especially, the
acquisition of a PDP-11 minicomputer and the Synclavier
programmable synthesizer made DIMI-6000 practically
obsolete.
In the 1990s, the instrument lay abandoned in storage at
Yle. In the early 2000s, with the renewed interest in
Kurenniemi's work, DIMI-6000 was given to the
University of Helsinki Electronic Music Studio, where
most of Kurenniemi's other remaining instruments are
stored. The instrument was on display at the Kurenniemi
exhibition in the Kiasma Museum of Modern Art in
Helsinki from November 2013 through February 2014.
Despite some efforts to revive the instrument, DIMI6000 is currently in an in-operational state. Its system
software cassettes are either lost or destroyed. All
hardware components and most of its documentation are,
however, still present.

slow for the instrument to be used as a serious
compositional tool or integrated music production device.
On the other hand, the bankruptcy of Digelius Electronics
prevented from developing a next generation instrument.
Like Kurenniemi's designs in general, the DIMI-6000
had two typical characteristics: application of digital
electronics and an unconventional user interface. Lack of
a piano-style keyboard and the steep learning curve
diverted many composers from using the instrument.
Furthermore, due to its technical shortcomings, especially
the limited processing power of the C8008
microprocessor, DIMI-6000 saw only limited use even by
composers interested in computer programming.
However, during its time, DIMI-6000 was a significant
technical achievement. For a short period in mid 1970s, it
placed the Yle studio to the forefront of electronic music
technology.
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6. CONCLUSIONS
Kurenniemi's impulsive working style also reflects itself
from DIMI-6000. In particular, he was eager to use the
first available microprocessor, which proved to be too
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ABSTRACT
Languages for music audio processing typically offer a
large assortment of unit generators. There is great duplication among different language implementations, as each
language must implement many of the same (or nearly the
same) unit generators. Csound has a large library of unit
generators and could be a useful source of reusable unit
generators for other languages or for direct use in applications. In this study, we consider how Csound unit generators can be exposed to direct access by other audio processing languages. Using Aura as an example, we modified
Csound to allow efficient, dynamic allocation of individual unit generators without using the Csound compiler or
writing Csound instruments. We then extended Aura using
automatic code generation so that Csound unit generators
can be accessed in the normal way from within Aura. In
this scheme, Csound details are completely hidden from
Aura users. We suggest that these techniques might eliminate most of the effort of building unit generator libraries
and could help with the implementation of embedded audio systems where unit generators are needed but a full
embedded Csound engine is not required.
1. INTRODUCTION
Csound [1, 2] is a Music-N-based computer music system
with a long history. Over time, it has been recognized that
the Csound functionality could be valuable in forms other
than the monolithic Csound command-line application. An
embeddable engine evolved that can be used by desktop,
mobile, and web-based applications. Especially with the
continuing growth of Csound opcodes, the equivalent of
Music-N unit generators, Csound offers a large library of
signal processing elements. While these are available by
using Csound as a whole or through an embedded Csound
engine, there are cases where one might like to use individual opcodes or access the opcode library through alternative audio frameworks.
This paper will discuss research into the use of Csound
opcodes within the distributed, realtime object and music system, Aura [3]. We will analyze how opcodes work
within Csound, see what is necessary to use them outside

John ffitch
University of Bath
Department of Computer Science
jpff@codemist.co.uk

of Csound, and show steps taken to recontextualize opcodes to function within Aura. Finally, we will explore
future directions for this work and how it can be useful
for research and music systems design. The main result
of this work is a new interface that exposes direct access
to Csound opcodes and the wealth of signal processing resources they represent. 1 We also offer a detailed description of the Csound opcode and instrument architecture.

2. RELATED WORK
Previous research has taken a different approach to the
problem of unit generator code reuse. Several efforts have
been made to create abstract representations of the signal processing within unit generators, allowing code generators to convert these high-level descriptions into implementations. The description can be as simple as a set
of parameters and state variables and an inner loop written in C. For example, the RATL system [4] can generate
unit generators for at least 4 different systems. Faust [5]
is a functional programming language for signal processing that can be compiled into C++ implementations for a
dozen or more systems. Finally, plug-in standards such as
Steinberg’s VST and LADSPA [6] provide a standard API
for dynamically loadable audio signal processing modules.
However, these modules typically have higher overhead
than unit generators and may have graphical interfaces, so
they usually contain larger building blocks such as entire
virtual instruments.

3. ANALYSIS OF CSOUND OPCODES
Csound’s system design is based on two key abstractions:
Instruments, which represent a time-schedulable series of
unit-generators, and Opcodes, the unit-generators that operate to generate or process values. These abstractions
have a number of facets that must be considered in order to
understand how opcodes can be used either inside or outside of the Csound framework. These facets include context, definition, allocation, initialization, performance, and
destruction.

Copyright: ©2014 Steven Yi et al. This is an open-access article distributed under
the terms of the Creative Commons Attribution 3.0 Unported License, which permits unrestricted use, distribution, and reproduction in any medium, provided the
original author and source are credited.

1 Csound 6.02.0 and Aura 4 were used for this research. Their
project pages are available at http://www.github.com/csound/
csound and http://sourceforge.net/projects/aurart/,
respectively.
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3.1 Context
When a user compiles and runs Csound orchestra language
code, a series of steps take place that contextualizes each
architectural layer. First, a CSOUND structure is allocated.
This structure contains the complete state for a Csound
engine instance. This includes current definitions of instruments and opcodes, live instances of instruments and
opcodes, current run-time state, and management of resources such as function tables. Certain properties, such
as the current sampling rate and block size (called ksmps
in Csound), are set in the CSOUND structure and referenced
globally.
The CSOUND structure also contains function pointers for
a number of functions that are used by opcodes as well as
by host programs. These include such things as allocating memory and other resources, querying state, processing FFT data, and so on. It is important to note that an
opcode’s initialization and performance functions can and
do use the data and function pointers within the CSOUND
structure.
After the CSOUND structure is initialized, Csound Orchestra code is then compiled. This reads in definitions
of instruments and user-defined opcodes, as well as global
resources and opcodes to run once at the start of Csound’s
performance. At this point, the CSOUND structure contains definitions of instruments and user-defined opcodes,
but does not yet contain any instances of those definitions.
Next, Csound score code may be read in and processed.
This information will be used to trigger events at runtime,
including instantiation or forced destruction of instrument
instances, creation of function table resources, and ending
the score (and thus stopping the Csound engine).
After all compilation is done, runtime begins. Before the
initial run, opcodes found in the global code space (commonly called instrument 0) are executed. Next, Csound
runs one audio block at a time. In that time, instrument instances may be scheduled to be instantiated or deactivated,
and active instances will be run. Csound does not instantiate, deactivate, or run opcodes by themselves, but rather
only as part of an instrument instance.
In addition to the CSOUND structure, opcodes may also
read in information from the instrument instance they are
a part of. This may include information such as if the instance of the instrument was initialized by MIDI, whether
the instrument is in a held or releasing state, duration of
note, and so on. More importantly, the value that is most
often used from the instrument instance context is the local ksmps (buffer size) for the instrument instance. As
Csound allows for setting local ksmps per instrument instance, all opcodes that work with audio-rate signals use
the local ksmps value when calculating how much audio to
render or process.
3.2 Definition
Csound opcodes are defined using the OENTRY data structure, as seen in Figure 1.
The data structure is made up of:

typedef struct oentry {
char
*opname;
uint16 dsblksiz;
uint16 flags;
uint8_t thread;
char
*outypes;
char
*intypes;
int
(*iopadr)(CSOUND *, void *p);
int
(*kopadr)(CSOUND *, void *p);
int
(*aopadr)(CSOUND *, void *p);
void
/* user opcode
*useropinfo;
parameters */
} OENTRY;

Figure 1. Definition of OENTRY struct.
opname the name of the opcode as used in Csound orchestra code
dsblksize the size in bytes of the data structure to use with
the opcode
flags bit flag that describes resource reading/writing dependencies, used by Csound’s automatic parallelization algorithm
thread bit flag that describes if the opcode has init, k-rate,
and a-rate performance functions
outypes a string description of the types used for the output arguments of the opcode
intypes a string description of the types used for the input
arguments of the opcode
iopadr, kopadr, aopadr function pointers to use for initialization and performance of the opcode
useropinfo additional data used for user-defined opcodes
An OENTRY describes an opcode, but is not the instance
of an opcode used at run-time. Instead, the information
from an OENTRY is used to create, initialize, and perform
an OPDS data structure, which is the active instance of an
opcode. This is similar to the difference between a class
definition and and object instance in Object-Oriented Programming.
Figure 2 shows the OENTRY definition for the oscils opcode.
{ "oscils",
S(OSCILS), 0, 5, "a", "iiio",
(SUBR)oscils_set, NULL, (SUBR)oscils },

Figure 2. OENTRY definition for the oscils opcode.

3.3 Allocation
The data structure for an opcode is allocated with a size
equal to the OENTRY’s dsblksize. The value for a dsblksize
is set using sizeof() with a struct that will be passed
into the opcode’s initialization and performance functions.
Note that it is the convention in Csound that the struct
always starts with its first member being an instance of
OPDS. This allows all opcode instances to be cast to OPDS
and handled generically within the engine. Following the
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OPDS are a set of pointers, one for each of the output
and input arguments. These argument pointers are set by
Csound at runtime, using the information defined in the
intypes and outypes fields of the OENTRY. After the
pointers for arguments to the opcode come any internal
state data that the opcode will use between calls to its performance function. This layout of data is shown in Figure
3.
/* oscils opcode struct */

Figure 3. Definition for OSCILS struct, used for the oscils
opcode.
Csound does not allocate memory for an opcode individually, but rather allocates a single large memory block for
an entire instrument instance. The compiler tracks the total amount of memory required for an instance of an instrument. The total is a sum of the size of an INSDS struct, the
dsblksize’s of opcodes used within the instrument, and the
sizes of types for the variables defined for the instrument.
Upon allocation of the total memory block, the memory
is then divided up using pointers to addresses within the
block. As shown in Figure 4, the initial part of the memory
is used as an instance of INSDS (the data structure for an
instrument instance), the second part of the memory is used
as variables, and the last part is used as opcode instances.
Variables

int oscils_set(CSOUND *csound, OSCILS *p);

Figure 5. Function prototype for oscils opcode’s initialization function.
This step in the opcode’s lifecycle is generally used to
pre-compute values that can be reused at run-time, as well
as allocate any further resources that the opcode may need.
The opcode will use values set in the input-argument pointers, as well as write values out to the output-argument pointers.

typedef struct {
OPDS
h;
/* opcode args */
MYFLT
*ar, *iamp, *icps, *iphs, *iflg;
/* internal variables */
int
use_double;
double xd, cd, vd;
MYFLT
x, c, v;
} OSCILS;

INSDS

for the opcodes will have their second argument already
cast to the type of the opcode’s data structure. Figure 5
shows the initialization function of oscils with a second
argument of OSCILS*, not void*.

Opcodes

Figure 4. Memory block diagram for a Csound instrument
instance.
The information for what opcodes and what variables are
used in the instrument instance, as well as how to wire
up the memory are all gathered up during the compilation
phase. That information is stored with the instrument definition (the INSTRTXT data structure). Csound will allocate, then wire up the memory before any initialization of
the instrument instance occurs.
3.4 Initialization
Once the memory is allocated for an instrument and wired
together by setting pointers, Csound runs through the list of
opcodes and calls initialization functions (if the opcode has
an init-function). As shown in Figure 1, the iopadr has a
function signature where it takes in a pointer to a CSOUND
struct, as well as a void*. In general, the function used

3.5 Performance
Csound’s kperf() function is used to perform one buffer’s worth of audio. In this time, active instances of an
instrument are performed by running through each opcode
for that instrument calling their performance function. This
will map to the opcode’s kopadr or aopadr function
pointer, depending on what pointer was set for use during
initialization. 2 The function is called with the same set of
arguments as discussed in Section 3.4.
3.6 Destruction
For opcodes, there are two aspects to destruction. The first
may be considered a form of deinitialization when an instance of an instrument completes (for example, when a
note stops). In this scenario, any opcode that has registered
a deinitialization callback will have that callback executed.
The callback may be used to perform cleanup of resources
that might be valid only for that instance.
The other aspect to destruction is when the memory for
an instance of an instrument is being freed. Within a score
section, Csound does not destroy instances of instruments
when they become inactive and deinitialized. Rather, the
inactive instance is left in a pool and made available for
reuse and reinitialization. The memory for an instance is
actually freed only at the end of a score section or at the
very end of score rendering. When it is freed, all opcode
instances for the instrument are included as they are subparts of the larger instrument instance memory, as shown
earlier in Figure 4.
4. RECONTEXTUALIZING THE OPCODE
By analyzing how Csound uses opcodes in Section 3, the
following points were understood to be necessary for using
opcodes outside of the Csound engine:
1. Opcodes are defined in OENTRYs. We will need to
reference the OENTRY to be able to allocate, instantiate, and perform an opcode.
2 Csound has the ability to change what performance function is used
by an opcode. This is done to optimize runtime code performance.
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2. The Csound engine does not allocate an opcode’s
data structure on its own, but rather as part of a larger
block of memory for an instance of an entire instrument. However, we should be able to allocate memory to use for the data structure on its own, using the
dsblcksize field from the OENTRY.

be enough to allow the target set of opcodes to function
properly when run on their own.
Outside of the constructor and destructor, the
OpcodeFactory class has one public method, shown in
Figure 6.

3. Besides the opcode’s data structure, opcodes may
also rely on three other data structures for operation.
These include the CSOUND, INSDS, and OPDS data
structures. As OPDS is already part of the opcode
data structure, we will not have to handle allocation
specifically outside of allocation of the opcode data
structure. On the other hand, we will need to allocate an instance of CSOUND and INSDS to use the
opcode.

CSOpcode* createCsOpcode(char* opName, char*
outArgTypes, char* inArgTypes);

4. The CSOUND structure is used as an argument to opcode’s functions, as is the opcode’s data structure.
The INSDS will have to be wired to the OPDS data
structure in the opcode. Additionally, opcode input
and output arguments are allocated outside of the opcode data structure, and pointers are set within the
data structure to make the values from the arguments
available for use by the opcode’s processing functions.
Understanding the above, we set out to create a basic set
of C++ classes that could encapsulate a single opcode for
use outside of Csound. To do this, we have to support the
entire lifecycle of opcodes–allocation, initialization, performance, and destruction. We also have to honor the aspects of Csound’s internal design to allow the opcode to
perform as if it were running within Csound. Additionally,
we want the design to be flexible enough to function within
any desired music system context, and in particular, within
Aura.
From here, we designed two layers of classes. The first
layer is a generic Opcode layer capable of creating opcode
instances that can be used on their own. The second layer
builds upon the first to use those opcodes within Aura.
While both layers were developed within the Aura 4 code
base, the first layer was developed with the intention that it
could be used within other applications, and could even be
moved into Csound’s code base as part of its public API.
4.1 OpcodeFactory and CSOpcode
The generic Opcode layer uses two classes,
OpcodeFactory and CSOpcode. OpcodeFactory
is a utility class that handles allocation and pre-setup of
CSOpcodes. In its constructor, it allocates and initializes
a single CSOUND and INSDS that will be shared by all
CSOpcodes. The CSOUND and INSDS within
OpcodeFactory uses a ksmps block size of 32 samples,
matching the default value of Aura. 3 By creating a single instance of CSOUND and INSDS, all opcode instances
share the same world-view as if they were part of a single Csound instrument instance. This was determined to

Figure 6. Public methods for OpcodeFactory class.
The createCSOpcode() method requires that the calling code pass in the exact name, intypes, and outypes
strings that matches those of the OENTRY to use for the
opcode. This design places the responsibilty for choosing
what version of an opcode (in the case of using a polymorphic opcode) on the caller. We chose this design as it
worked best for the Serpent code generation system discussed further below in Section 5.4.
With the given arguments, the OpcodeFactory will
search the list of opcodes in the CSOUND structure that
matches those parameters. If a valid OENTRY is found,
createCSOpcode() calls the CSOpcode constructor
(shown in Figure 7) to create a CSOpcode instance, using the shared CSOUND and INSDS structures, as well
as the found OENTRY. The factory will then return the
CSOpcode to the factory’s calling code. If a valid OENTRY
is not found, the factory will instead return NULL.
CSOpcode(CSOUND* csound, INSDS* insds, OENTRY*
oentry);

Figure 7. Constructor for CSOpcode class.
The CSOpcode constructor allocates and sets up an instance of a Csound opcode. It stores a reference to the
CSOUND structure to later pass in as an argument for the
opcode’s initialization and performance functions. It also
allocates the opcode data structure and wires it up to the
shared INSDS instance. Afterwards, using the the
OENTRY’s input and output argument type string, it determines the storage requirements in terms of Csound
MYFLT’s 4 . Once the storage requirements are calculated,
a block of memory is allocated for the total size of the input and output arguments (this is held in the MYFLT* data
member of the CSOpcode class). The argument pointers
for the opcode are then configured to point to various addresses within the data block.
Note that the input and output argument types defined in
an OENTRY describe allowable types. These types may
be concrete types (i.e. i-, k-, or a-rate variables), optional
argument of type x (i.e. the type specifier "o" means an
optional i-rate variable that defaults to 0), or var-arg of type
x (i.e. the type specifier "z" means an indefinite list of krate arguments). 5
4

In Csound, MYFLT is a macro defined to be either a float or double.
For more information about Csound’s type specifications, please see
Engine/entry1.c and Engine/csound_standard_types.c files, found within
the Csound source code.
5

3 For the purpose of research this was adequate to continue development, though this should be made configurable for general use.
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As some of the type specifiers may indicate types which
have different storage requirements (i.e may be of type k
or type a, the first being a single scalar value, and the latter
being a vector value), the size of the possible types with the
largest value is used. This ensures that there will be enough
memory for the type that is actually used, regardless of
which type is chosen.

4.2 Argument Handling
Once a CSOpcode is returned from an OpcodeFactory,
the memory for the opcode data structure is ready to be
used, but arguments for the opcode have not yet been set.
Pre-configuring the opcode data structure to point to preallocated memory for arguments allows for two different
approaches to argument handling (the methods for these
approaches are shown in Figure 8). The first approach allows setting of opcode arguments by value. Using these
methods will copy values to and from the data member of
the CSOpcode class. Because the opcode data structure
is configured to point to the values held in the CSOpcode
data member, those values will be used when the opcode
initialization and performance functions are executed.
void setInArgValue(int index, void *mem, size_t
size);
size_t getOutArgValue(int index, void* mem);
void setInArgPtr(int index, void* mem);
void setOutArgPtr(int index, void* mem);

Figure 8. Methods for argument handling in CSOpcode.
The second approach allows for directly setting the argument pointer in the opcode data structure to an address supplied by the CSOpcode client. This approach assumes the
client has allocated memory and that the size of the memory is equal in size to the space requirement for the argument that the opcode expects. For example, if the opcode
expects an a-rate argument, it will expect that argument
will point to memory equal to the size of MYFLT × ksmps
block size. This approach removes the need to copy the
value if the value is already allocated elsewhere and can
lead to more efficient processing. Figure 9 shows a diagram of how the two approaches handle argument pointers.

4.3 Initialization, Performance, and Destruction
Once arguments have been set by value or by reference, the
opcode data structure is ready for initialization. CSOpcode
exposes two public methods for initialization and performance (see Figure 10). opInit() delegates to calling the
function pointer set as the iopadr in the OENTRY, passing in the CSOUND structure and opcode data structure.
This is the same function as would be called if an opcode was being initialized within Csound’s engine. The
opPerform() function delegates similarly to the
opInit() function, but instead uses either the kopadr
or aopadr function pointers.
int opInit();
int opPerform();

Figure 10. Opcode initialization and performance functions in CSOpcode.
Once an init and/or performance function is called, the
value in the output argument pointers for the opcode may
be read with the updated value generated from the opcode.
This can be done by either retrieving the value if using
the set-by-value argument methods, or reading the memory
directly for the pointer set on the opcode data structure.
When it is time to finish using the opcode, the
~CSOpcode() destructor function will handle releasing
memory for the Csound opcode and cleaning up the internal data allocated by CSOpcode.
The OpcodeFactory and CSOpcode class design allows for allocating, initializing, performing, and destroying an opcode instance, separate from its normal usage
within a Csound engine. This completes the general usage
layer of abstraction. Next we will discuss how this layer is
used with Aura’s object model and runtime system.
5. USING CSOUND OPCODES IN AURA
To use Csound opcodes in Aura, we must first analyze the
differences between the abstractions and designs. Next,
we must determine how to map concepts from Csound to
Aura. Finally, we must develop a means to bridge the two
together.
5.1 Aura Concepts

External Data

CSOpcode

Opcode
Arg Data

Figure 9. Memory diagram for CSOpcode and argument
handling.

In Aura, there are two main abstractions for audio related
code: Instr and UGen. These roughly map to Csound
instruments and opcodes, but have features unique to Aura.
Similar to an opcode, a UGen defines a signal generator or
processor. Examples include oscillators, signal summers,
and filters. Also like an opcode, UGens are used as part of
an Instr. An Instr is basically a container for one or
more UGens, much like Csound instruments contain opcodes.
Instr however, differs somewhat from Csound instruments. Instrs can use other Instrs as inputs and outputs, and the network of Instrs can be composed together within the Audio Zone at runtime, often under the
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control of programs written in the scripting language Serpent [7].
In regards to the two abstractions, the CSOpcode class
developed in Section 4 functions much like an Aura UGen,
and would be used primarily within C++ where input and
output data can easily be allocated and managed. However, to allow users to instantiate opcodes dynamically,
possibly by writing code in Serpent, we need to wrap each
CSOpcode within an Aura Instr. Rather than write
many Instrs by hand, or even generate many Instr
subclasses automatically, we developed a special Instr
class that uses both OpcodeFactory and CSOpcode to
interact with Csound, handle exchange of values between
CSOpcode and clients of the Instr class, as well as
function normally as any other Instr class would within
Aura. Additionally, we developed the appropriate Serpent
code to instantiate and use this new Instr class.
Figure 11 shows the design between the Csound, Opcode,
and Aura layers.
C++

Serpent

Aura

CsoundOpcode

Opcode

CSOpcode

Csound

CSOUND INSDS OENTRY

Serpent Wrapper

Figure 11. Architecture showing relationship between
Csound, Opcode, and Aura layers.

5.2 Code Generation
Aura uses a preprocessing script to aid development. The
preprocessor reads comments in .h (header) files and automatically generates C++ code and declarations for some
Instr methods and for remote method invocation as well
as Serpent wrapper code for instantiating the Instr. For
this project, we designed a special Instr class called
CsoundOpcode that can dynamically create a CSOpcode
at initialization.
For native Aura Instrs, there is a one-to-one mapping
of an Instr to its Serpent code wrapper. In the case of
CsoundOpcode, the decision was made to have a oneto-many mapping. This means that the user writing Serpent code would be presented with many Csound opcodes
to use, but that all of the Serpent wrappers would use instances of the same CsoundOpcode class. To achieve
this, initialization steps were added to CsoundOpcode
not found in other Instr classes. Also, a second Serpent
generator script was designed to generate the opcode mappings that would reuse the generated CsoundOpcode Serpent code. More details of each follow below.
5.3 CsoundOpcode
The CsoundOpcode class is a sub-class of Aura’s Instr
class. As mentioned in Section 5.1, the class uses the Opcode layer to create and use CSOpcodes to bridge Aura

Instr usage with Csound’s opcode usage. In general,
most of the Aura Instr lifecycle maps closely to Csound’s
opcodes, and CsoundOpcode simply delegates actions
to CSOpcode.
The unique aspect of CsoundOpcode is its multi-step
initialization. For a native Aura Instr, when Serpent
code sends a message to create an instance of an Instr,
the Instr is first constructed using its constructor, then an
init_io() function is called as a means to set up argument pointers between Instrs, as well as perform other
initialization. However, to accommodate the generic design of CsoundOpcode to map to multiple Serpent representations, the initialization steps of CsoundOpcode
were modified.
First, the constructor for CsoundOpcode takes no arguments. At construction time, it only allocates the basic data for the class, but as of yet does no initialization.
Next, the init_io() function just calls the parent class’s
init_io() with zero inputs and outputs. Instead of making the usual connection to other instruments, we will wait
to do it at a later time.
Following the standard construction and initialization, a
number of special methods were added. First,
set_opcode() is a method used to set what Csound opcode the CsoundOpcode class should use. This passes
in the exact opcode name, input arg string, and output arg
string that should be matched against in the list of OENTRYs
available from Csound. This information is then used by
OpcodeFactory to create an instance of CSOpcode.
Next, set_a_input(), set_b_input(), and
set_c_input() functions are called. Each take in an
int index for what argument to set by arg position, and an
Aura object that should correspond to the Aura a, b, or c
type of the function called. (Aura types are described below.) Once all inputs have been set, a final
init_complete() method is called. This then performs the operations that a native Instr would in its
init_io() function, setting up argument pointers.
While care must be taken to call these functions in a specific order, the user does not have to particularly worry
about it as the generated Serpent code takes care to do all
of the operations correctly. To the user, the Serpent code
looks very much like any other Serpent class that wraps an
Aura Instr.
5.3.1 Mapping Csound and Aura types
An important part of allowing CsoundOpcode to function within Aura as an Instr is mapping of Aura types
to Csound types. In Aura, there are three types: a (audiorate vector), b (control-rate scalar), and c (constant scalar).
Fortunately, there is a direct mapping of these types to
Csound’s a-, k-, and i-type variables, respectively. Not
only are they related in purpose, but they also match in
storage requirements, if Csound is compiled with MYFLT
set to float.
In general, Aura Instrs share values directly by reference, sharing pointers between Instr instances. When
an Instr goes to process audio, it will first call the processing methods for the Instrs it depends on, then use
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the values shared through the pointers directly. For flexibility in CsoundOpcode, code was written to check the
sizeof(MYFLT) and compare to the sizeof(float).
If these match, then CsoundOpcode will use the standard Aura practice and share pointers, using the corresponding CSOpcode methods for setting and getting arguments
by reference. If these do not match, this will be detected
and extra work will be done to read and convert values to
and from Csound. In this case, the CSOpcode methods
for setting and getting arguments by value are used. This
gives the flexibility for the Aura user to use the
CsoundOpcode class with either the double or float version of Csound. 6
Another important thing to note is that while there are
corresponding types in Csound for Aura’s types, the opposite is not true. Csound has other types for which Aura
does not have a corresponding type. These include things
like f-sig (phase vocoder analysis signals) and array data
types. These types can be accessed through C++ but they
are not automatically available using Serpent. This then
restricts what opcodes can be supported by automatically
generated code, as described in the following section.

The following section demonstrates usage of the generated
Serpent script.

5.4 Generating Serpent Code

rtsched.cause(4.0, nil, 'csTest', 0.5, 400)
rtsched.cause(6.0, nil, 'csTest', 0.5, 600)
rtsched.cause(8.0, nil, 'csTest', 0.5, 700)

The design of the CsoundOpcode Instr enables the
use of Csound opcodes from Aura. However, to make this
convenient and safe to use, we need to generate Serpent
code that will create CsoundOpcode instances and configure them for the desired opcode. Additionally, we want
to make what the user sees look like any other Aura Serpent code, with the Csound opcodes looking and functioning like native Aura Instrs in Serpent.
A Python script was developed to generate stubs in Serpent that encapsulate the operations and parameters needed
to instantiate Csound opcodes. Python was used because
Csound has an API available to Python. We use the API to
query the available opcodes in Csound and then use that information to generate Serpent code. The script takes care
not to generate Serpent classes for opcodes where argument types are not available in Aura. Also, a whitelist
and blacklist system was added for special cases where
OENTRY’s were marked up differently than what was documented in the manual, as well as for skipping generation
for opcodes that really make sense only in the context of
Csound instruments (i.e. opcodes for gotos, if-branching).
One other adjustment was required for Csound opcodes
that are polymorphic based upon their output argument
types. To handle these cases of polymorphism, the actual
name of the generated class has the output types appended
to them, i.e. "Linseg_a", "Linseg_k". This puts the burden
on the user to understand and know what version of the opcode to call, but this was vastly simpler than implementing
a type inference system.
The output from the script is a single Serpent file called
csound_opcodes.srp. Using this code, end users can now
avail themselves of Csound opcodes within their projects.
6 In principle, one could also define Aura’s sample type to be double
and do all DSP in double precision.

5.5 Example Code
Figure 12 shows a simple example making use of Csound
opcodes within Aura, using the Serpent scripting language.
The code begins by loading csoundopcode_rpc.srp, which
was generated from the CsoundOpcode class. The information in that file is in turn used by the csound_opcodes.srp
script, discussed in Section 5.4. This is all that is necessary
for Aura Serpent users to begin to use Csound opcodes.
load "csoundopcode_rpc"
load "csound_opcodes"
def adsr(a, d, s, r, u)
[a, 1, a + d, s, u, s, u + r, 0]
tone_bps = adsr(0.01, 0.1, 1.0, 0.5, 1.0)
def csTest(amp, freq):
tone = Mult(Moogladder(Vco2(1.0,
Linseg_k(freq, 0.4, freq * 2, 0.4,
freq, 0.1, freq)),
2000, 0.9), Env(tone_bps), t)
tone.name = "moogladder"
tone.play()

Figure 12. Example Serpent code using Csound opcodes
and Aura Instrs.
The next block of code defines a utility function that will
pack a list with values appropriate for use with the Aura
Env Instr. Then, tone_bps is defined to be used globally by the rest of the script.
Next is the csTest() function. Given an amplitude and
frequency, it will create an enveloped, filtered, saw-tooth
sound with a modulated frequency. It will last the duration
of Env Instr, using the values from tone_bps. After
creating the sound generator, it will call play() on it to
schedule it for playback. Note that Mult and Env map to
native Aura Instr classes, while Moogladder, Vco2,
and Linseg_k all map to CsoundOpcode Instrs. The
CsoundOpcode-based classes look and act in the exact
same manner as the native Aura Instr-based classes. (For
reference, Figure 13 shows an equivalent Csound ORC
code example, written using Csound 6 function-call syntax style.)
The final part of the script uses rtsched() to schedule
three events. It uses the csTest() function to generate
and play Instr instances at times 4.0, 6.0, and 8.0. These
events will play using starting frequencies of 400 hz, 600
hz, and 700 hz.
6. CONCLUSIONS
This paper has analyzed how Csound opcodes are used in
Csound. We developed two layers of code to allow using
opcodes outside of the Csound engine in general, as well as
to use opcodes within the Aura music system. Bridging together two different music systems has shown us that while
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Computer Music Conference. International Computer
Music Association, September 2001, pp. 103–106.

0dbfs=1
nchnls=1
instr 1

[5] Y. Orlarey, D. Fober, and S. Letz, Faust: an Efficient
Functional Approach to DSP Programming. Edition
Delatour, 2009.

iamp = p4
ifreq = p5
out(moogladder(
vco2(1.0,
linseg(ifreq, 0.4, ifreq * 2, 0.4,
ifreq, 0.1, ifreq)), 2000, 0.9)) *
adsr(0.01, 0.1, 1.0, 0.5)))

[6] R. Furse, “LADSPA SDK Documentation,” 2000.
[Online]. Available: http://www.ladspa.org/ladspa_
sdk/

endin

Figure 13. Csound ORC example using function-call syntax.
system designs may differ, there are points of commonality
that would encourage reuse between systems. The end result is a working example where Csound opcodes are used
within Aura in a way that is natural for the Aura user.
For the future, we can see the generic Opcode layer discussed in Section 4 becoming a part of Csound’s own public API. For other music systems developers, we see the
possibility of Csound becoming a library and resource upon
which to build larger systems. Within Csound itself, the
ability to instantiate and wire up opcode instances individually invites experimentation with live signal graph modifications. This would allow a number of use cases to be
addressed where Csound cannot currently be used, such as
patcher applications with live graph modifications. Also,
having an alternate compilation method within Csound that
allocates opcode instances individually might facilitate the
development of debugging facilities such as watches, probing, and logging.

[7] R. B. Dannenberg, “A language for interactive audio applications,” in Proceedings of the 2002 International Computer Music Conference, M. Nordahl, Ed.,
ICMC2002.
School of Music and Music Education, Göteborg University: ICMC, September 2002,
pp. 509–515.
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ABSTRACT
Flocking 1 is a framework for audio synthesis and music composition written in JavaScript. It takes a unique
approach to solving several of the common architectural
problems faced by computer music environments, emphasizing a declarative style that is closely aligned with the
principles of the web.
Flocking’s goal is to enable the growth of an ecosystem of tools that can easily parse and understand the logic
and semantics of digital instruments by representing the
basic building blocks of synthesis declaratively. This is
particularly useful for supporting generative composition
(where programs generate new instruments and scores algorithmically), graphical tools (for programmers and nonprogrammers alike to collaborate), and new modes of social programming that allow musicians to easily adapt, extend, and rework existing instruments without having to
“fork” their code.
Flocking provides a robust, optimized, and well-tested architecture that explicitly supports extensibility and longterm growth.
Flocking runs in nearly any modern
JavaScript environment, including desktop and mobile
browsers (Chrome, Firefox, and Safari), as well as on embedded devices with Node.js.
1. INTRODUCTION
A prominent stream in computer music research over the
past few decades has focused on the creation of specialized languages for expressing musical and time-based constructs programmatically [1, 2, 3, 4]. This emphasis on
new forms of syntax and language-level expression has
produced noteworthy computer music environments and
useful results for many use cases such as live coding.
Nonetheless, there is also a risk associated with the proliferation of isolated, specialist programming languages for
music and art: an increased gap between creative coders
and the resources available to mainstream software developers. For example, in many self-contained computer
music environments, it continues to be difficult to create polished user interfaces or to connect with web-based
services and sources of data—tasks that are routinely addressed in mainstream programming environments such as
1

http://flockingjs.org/

Copyright: c 2014 Colin Clark et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

JavaScript. As artists and musicians increasingly use networked devices, sensors, and collaboration in their work,
these limitations take an increasing toll on the complexity
and scalability of creative coding.
Flocking is an open source JavaScript framework that
aims to address some of these concerns by connecting musicians and artists with the cross-platform, distributed delivery model of the web, and with the larger pool of libraries, user interface components, and tutorials that are
available to the web development community. Further,
it emphasizes an approach to interoperability in which
declarative instruments and compositions can be broadly
shared, manipulated, and extended across traditional technical subcultural boundaries.
1.1 Interoperability in Context
A primary motivating concern for Flocking is that the
tendency towards music-specific programming languages
shifts focus away from interoperability amongst tools and
systems. The term “interoperability” is used here to describe a specific concept: the ability to share a single instance of a computer music artifact (i.e. an instrument or
score) bidirectionally amongst human coders, generative
or transformational algorithms, and authoring or graphical tools. Bidirectionality implies that a software artifact
needs to preserve sufficient semantics and landmarks that
it can be inspected, overridden, and extended by humans
and programs not only at creation time but throughout the
process of being used and maintained.
Today, a prospective computer musician often must
choose from the outset whether or not she wants to use a
code-based environment (such as SuperCollider or ChucK)
or a graphical one (Max/MSP, Pd, or AudioMulch, for example). Since imperative programming code can’t easily be parsed, generated, and understood by tools outside
the chosen environment, the code and graphical paradigms
rarely interoperate. This compounds the difficulty of collaborating on a musical project across modalities.
Interoperability amongst computer music systems has
been addressed in a number of ways and to varying degrees. Open Sound Control [5], for example, helps support cross-system, message-based interoperability at runtime. Some graphical environments such as Max and Pd
support the embedding of programmatic “externals” within
an otherwise graphical instrument. FAUST offers unidirectional code generators for a variety of target languages, enabling programs to be written in the FAUST language but
deployed within other environments. The Music-N family’s simple textual format has fostered a variety of third-
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party compositional tools that can process and generate
score and orchestra files.
Some computer music environments also provide APIs
for manipulating the language’s parsing and compilation artifacts. One of CSound 6’s new features includes
an abstract syntax tree API, enabling a user to write C
code that manipulates an orchestra prior to compilation
[6]. Max/MSP’s Patcher API supports the programmatic
traversal and generation of a Max patch using Java or
JavaScript code 2 . Lisp-based languages such as Extempore go further towards potential interoperability, providing macro systems that allow for more robust generative algorithms to be created within the facilities of the language
itself.
Within this context, Flocking aims to provide a framework that supports extended interoperability via a declarative programming model where the intentions of code
are expressed as JavaScript Object Notation (JSON) data
structures. JSON is a subset of the JavaScript language
that is used widely across the web for exchanging data 3 .
Flocking’s approach combines metaprogramming with an
emphasis on publically-visible state and structural landmarks that help to support the alignment, sharing, and
extension of musical artifacts across communities of programmers and tools.

Flocking
UGen
User
Input

Script
Processor
Node

UGen

UGen

Scheduler

UGen

Figure 1. A diagram showing Flocking’s primary components and how they relate to each other and to the Web
Audio API.
2.2 Declarative Programming
Above, we described Flocking as a declarative framework.
This characteristic is essential to understanding its design.
Declarative programming can be understood in the context
of Flocking as having two essential aspects:
1. it emphasizes a high-level, semantic view of a program’s logic and structure
2. it represents programs as data structures that can be
understood by other programs

The core of the Flocking framework consists of several
interconnected components that provide the essential behaviour of interpreting and instantiating unit generators,
producing streams of samples, and scheduling changes.
Flocking’s primary components include:
1. the Flocking interpreter, which parses and instantiates synths, unit generators, and buffers
2. the Environment, which represents the overall audio
system and its configuration settings
3. Audio Strategies, which are pluggable audio output
adaptors (binding to backends such as the Web Audio API or ALSA on Node.js)
4. Unit Generators (ugens), which are the samplegenerating primitives used to produce sound
5. Synths, which represent instruments and collections
of signal-generating logic
6. the Scheduler, which manages time-based change
events on a synth
Figure 1 shows the runtime relationships between these
components, showing an example of how multiple synths
and unit generators are composed into a single Web Audio
ScriptProcessorNode.
http://cycling74.com/docs/max5/vignettes/js/jspatcherobject.html
http://json.org

Enviro

Synth

2.1 The Framework

3

Audio
strategy

UGen

connected to

2. HOW FLOCKING WORKS

2

Synth

Web Audio API

J.W. Lloyd informally describes declarative programming as “stating what is to be computed but not necessarily how it is to be computed” [7]. The emphasis here is
on the logical or semantic aspects of computation, rather
than on low-level sequencing and control flow. Traditional
imperative programming styles are typically intended for
an “audience of one”—the compiler. Though code is often shared amongst multiple developers, it can’t typically
be understood or manipulated by programs other than the
compiler.
In contrast, declarative programming involves the ability to write programs that are represented in a format that
can be processed by other programs as ordinary data. The
Lisp family of languages are a well-known example of this
approach. Paul Graham describes the declarative nature
of Lisp, saying it “has no syntax. You write programs in
the parse trees... [that] are fully accessible to your programs. You can write programs that manipulate them...
programs that write programs.” Though Flocking is written in ordinary JavaScript, it shares with Lisp the approach
of expressing programs within data structures that are fully
available for manipulation by other programs.
2.3 JSON
The key to Flocking’s declarative approach is JSON, the
JavaScript Object Notation format. JSON is a lightweight
data interchange format based on a subset of JavaScript
that can be parsed and manipulated in nearly any programming language. JSON provides several primary data types
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and structures that are available across programming languages. The following table describes these data structures
and their syntax:
Type
Syntax
Description
Object
{}
Dictionary of key/value pairs
Array
[]
An ordered list
String
"cat"
A character sequence
Number 440.4
A floating point number
Since JSON’s syntax and semantics are identical to
JavaScript’s own type literals, JSON is a convenient language for representing data in web applications without
imposing additional parsing complexity. All of Flocking’s
musical primitives are expressed as trees of JSON objects.
These objects can be easily serialized, traversed, manipulated, and merged with other objects. In comparison to
other music programming environments, which often describe themselves as functional or object-oriented, Flocking weaves the two approaches together in a manner that
could be called “document-oriented.”

unit generator implementations (using their own namespace to avoid conflicts) and have the Flocking framework
manage them in the same manner as any of the built-in
types.
2.5 Synth Definitions
A collection of unit generator definitions form the basis of
a synth definition (synthDef). Synth definitions describe
a complete instrument to be instantiated by the Flocking framework. Synths typically include a connection to
an output bus—either the speakers or one of the environment’s shared “interconnect” buses. In this respect, Flocking’s architecture is inspired by the SuperCollider server
[8, pp.25]. Here is a simple example of a synthDef that
outputs two sine waves, one in each stereo channel:
{
ugen: "flock.ugen.out",
sources: [
{
ugen: "flock.ugen.sinOsc"
},
{
ugen: "flock.ugen.sinOsc",
freq: 444
}
]

2.4 Unit Generator Definitions
Musicians working with Flocking don’t typically instantiate unit generators directly. Instead, they compose JSON
objects into trees. Each node in the tree, called a unit generator definition (ugenDef), describes a unit generator instance and its connection to others in the signal-processing
graph. A ugenDef includes the following information:
1. the type of unit generator to be instantiated

}

2. a named set of inputs (key/value pairs), which can
consist of either literal values (floats) or other unit
generator specifications
3. the rate at which the unit generator will be evaluated (audio, control, or constant); this defaults to
"audio" if omitted
4. a named set of static options, which describe how
the unit generator should be configured
Below is a simple example of a sine wave oscillator, illustrating how Flocking unit generators are defined in JSON:
{
ugen: "flock.ugen.sinOsc",
rate: "audio",
inputs: {
freq: 440,
mul: 0.25
},
options: {
interpolation: "linear"
}
}
Unit generator types are expressed as dot-separated
strings called key paths or EL expressions. These strings
are bound to creator functions at instantiation time by
Flocking. All type expressions refer to a global namespace
hierarchy so that developers can easily contribute their own

This example also illustrates a key aspect of Flocking’s
interpreter and its document-merging approach. In the case
of the first unit generator, we have omitted all input values. When the synth is instantiated, it will automatically be
given a frequency of 440 Hz and an amplitude of 1.0. This
is due to the fact that every built-in unit generator declares
a set of default values. The Flocking interpreter, prior to
instantiating the unit generator, will merge the user’s ugenDef values on top of the defaults. If a property is omitted,
the default value will be retained; if a user specifies a property, it will be used in place of the default. To save typing, the interpreter will also handle input names correctly
when they aren’t nested inside an “inputs” container. Notably, this defaulting and permissiveness is implemented in
a publicly visible way (as JSON defaults specifications),
helping to ensure that these programming conveniences
wont’t restrict interoperability with other tools.
To instantiate a Synth, its creator function must be called.
In Flocking, a component creator function typically takes
only one argument—the component’s options structure—
and returns an instance of the component. For all synths,
the options object must include a synthDef as well as any
other settings needed to appropriately configure the synth
instance. Figure 2 shows how a Flocking synth is created
programmatically.
By default, synths are automatically added to the tail of
the Environment’s list of nodes to evaluate, so they will
start sounding immediately if the Environment has been
started.
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var synth = flock.synth({
synthDef: {
id: "carrier",
ugen: "flock.ugen.sinOsc",
freq: 440,
phase: {
id: "mod",
ugen: "flock.ugen.sinOsc",
freq: 34.0,
mul: {
ugen: "flock.ugen.sinOsc",
freq: 1/20,
mul: Math.PI
},
add: Math.PI
},
mul: 0.25
}
});

lines of code in the Flocking OSC library. 4
3. SCHEDULING
3.1 Unit Generators Represent Change
Modelling the architectural distinction between different
types of changes that occur at varying time scales is a common challenge faced by computer music systems. Such
changes include:
1. highly optimized data flow-based changes that occur
at the signal level
2. value or instrument changes scheduled at fixed or indeterminate rates (a “score”)
3. messages or events sent between objects in an
object-oriented system
4. user-triggered events from an OSC or MIDI controller, or from graphical user interface components
such as buttons and knobs

Figure 2. Instantiating a custom phase modulation synth.
2.6 Updating Values
Once a synth has been instantiated, its inputs can be
changed on the fly. Flocking supports a highly dynamic
signal processing pipeline; unit generators can be added or
swapped out from a synth at any time, even while it’s playing. Behind the scenes, everything in the signal graph is a
unit generator, even static values.
In order to direct changes at a particular unit generator,
it has to be given an identifying name. In the example
shown in figure 2, the carrier and modulator unit generators
are each given an id property that exposes them publicly.
These names represent “cutpoints” into the overall tree that
provide easier access to a particular unit generator. Synths
keep track of all their named unit generators and provide
get and set methods for making programmatic changes
to their inputs.
Changes can be targeted at any unit generator within the
tree using key path expressions. Here is an example of
how changes can be made to different points in the unit
generator tree with a single call to Synth.set():
synth.set({
"carrier.freq": 220,
"mod.mul.freq": 1/30
});

Different systems take markedly different approaches to
modelling these distinctions. Flocking attempts to unify
the means for expressing both micro- and macro-level
changes in a composition. Where other systems create
a fundamental semantic and syntactic distinction between
different sources of change (e.g. unit generators vs. patterns in SuperCollider), instruments and scheduled events
alike are specified in Flocking as a tree of unit generators.
The primary difference is the rate at which these unit generators are evaluated. This allows the same instruments
that are used to define the note-level timbre and texture of
a piece to be reused when shaping the larger-scale phrasing
and structure of the music. Figure 3 provides an example
of how changes are scheduled using Flocking’s declarative
scheduler to create a simple drum machine.
This example assumes that there is already a synth running (named “drumSynth”), which will produce a drum
sound whenever its trigger input changes. First, we instantiate an asynchronous tempo scheduler—a type of scheduler that runs outside of the sample generation pipeline and
that accepts time values specified in beats per minute. Currently there are only asynchronous Schedulers in Flocking; a sample-accurate implementation is in the planning
stages.
The details of the desired changes are specified in the
“score” section of the example. This particular score is
defined with the following parameters:

This example lowers the frequency of the carrier oscillator by an octave while simultaneously slowing down the
rate at which the modulator’s amplitude is oscillating.
This hierarchical path-based scheme for addressing
Flocking’s graph of signal generators is inspired by Open
Sound Control’s addresses, which provide a similar means
for specifying arbitrary message targets within a tree. Indeed, OSC messages can be easily adapted to Flocking
change specifications; this is accomplished with only a few
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• it should be repeatedly applied, every beat
• each change should be targeted at a particular instrument (specified by name)
• the value of each change should be determined by
evaluating the supplied synthDef
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flock.scheduler.async.tempo({
bpm: 180,

3.2 Rationale

score: {
interval: "repeat",
time: 1,
change: {
synth: "drumSynth",
values: {
"trig.source": {
synthDef: {
ugen: "flock.ugen.sequence",
list: [
1, 1, 0, 1,
1, 0, 1, 0
],
loop: 1
}
}
}
}
}
});

Figure 3. Scheduling changes with the Flocking Scheduler.

In Flocking, synths can be evaluated at different rates, including at audio, control, scheduled, and demand rate. The
scheduler automatically takes care of parsing the JSONbased change specification, producing a value synth running at the specified scheduled rate, and targeting its
stream of changes to the desired instrument synth. In figure 3 above, the scheduled synth will be evaluated on every
beat. It produces values using a simple sequence unit
generator, which cycles through a list of numbers in order.

invokes
Clock

evaluates

updates
Value
Synth

Async
Scheduler

ugen

Target
Synth

This approach was inspired by an insight in James Tenney’s Computer Music Experiences [9], where he points
out the conceptual similarity between the macrostructure
of a composition—events that occur over the duration of
a piece of music—and the changes that occur at the microlevel of unit generators. In the early 1960s, Tenney attempted to use Music IV’s unit generator system as the
basis for algorithmically specifying the large-scale time
structure of his compositions. He commented that the
instruments ”produced results that were quite interesting
to me, but it was not very efficient to use the compiler
itself for these operations. . . [requiring] a separation between the compositional procedures and the actual samplegeneration” [9, p.41–42]. This suggests that the architectural rift between composition-level and signal-level
changes, which has been inherited by several generations
of computer music systems since the 1960s, was born out
of early performance issues.
Few would doubt that the performance factors of today’s
computer music systems are the same as they were on early
mainframe systems, and the elegance and power of using unit generator for both signal- and composition-level
changes is worth revisiting. Aside from simplicity, one of
the main advantages of Flocking’s approach to declarative
scheduling is that it offers the potential to actually improve
performance in the long run. A typical problem with computer music schedulers is ensuring that whatever work a
user schedules is deterministic and optimized for real-time
performance. Schedulers either have to trade off expressivity, limiting the types of changes that can be scheduled
(such as with the Web Audio API’s AudioParams), or leave
it entirely up to the user to implement event producers that
are sufficiently optimized. Flocking attempts to help users
express changes in a way that can be optimized automatically by the framework. Unit generators are explicitly designed to be used in a real-time constrained context. As a
result, the Flocking interpreter is free to take a scheduled
synthDef and, if appropriate, inject its unit generator tree
directly into the signal path of the target synth, ensuring
that all changes occur with as little overhead as possible.
SynthDefs are similarly used in Flocking’s MIDI and
OSC libraries to define transformations between incoming
control values and the inputs of an audio synth.

ugen

4. CURRENT STATE

ugen

4.1 Relationship to the Web Audio API

generates a value

Figure 4. Diagram showing the runtime structure of Flocking’s declarative scheduler.
A full version of the example in figure 3, which also illustrates how synths and schedulers can be woven together
in an entirely declarative way, is available on Github 5 .

Flocking currently makes limited use of the built-in native
audio processing nodes in the W3C’s Web Audio API 6 . It
is the opinion of the authors that the version of the Web Audio API shipping in browsers today is insufficient to support the expressivity required by creative musicians without the support of additional libraries. Many of the limitations of the API are outlined in detail in [10]. Web Audio
currently provides limited options for web developers who
want to create their own custom synthesis algorithms in

5 https://github.com/colinbdclark/flockingexamples/blob/master/drum-machine/drum-machine.js

6
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taking into account the performance of real-world signal
processing algorithms.
Avoiding the temptation to focus on micro-benchmarking
and premature optimization, the approach we have taken in
Flocking is to build an architecture and framework that can
serve as a flexible, long-term foundation on which to continually evolve new features and improved performance.
Significant effort has been invested in developing automated unit and performance tests for Flocking that measure the real-world costs of its approach.
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it is difficult to mix native and JavaScript-based nodes in
the same signal graph without imposing latency and synchronization issues.
Flocking predates the first Web Audio API implementation, and was architected specifically to allow web developers to contribute their own first-class signal processing
implementations in an open way. As a result of this philosophy, and due to the performance and developer experience issues of the current Web Audio specification, Flocking uses only small parts of the API. Instead, it takes full
control of the sample-generation process and provides musicians with an open palette of signal-generating building
blocks that can be used to assemble sophisticated digital
instruments.
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Several other libraries also take a similar “all JavaScript”
approach. Gibberish [11] and CoffeeCollider [12] are
two prominent alternatives to Flocking. CoffeeCollider
attempts to replicate the SuperCollider environment as
closely as possible using the CoffeeScript programming
language [13], while Gibberish takes a more traditional
object-oriented approach. Although these environments
each offer their own unique features, neither has attempted
to stray far from the conventional models established by
existing music programming environments.
Flocking, too, has taken architectural inspiration from
several existing music programming systems, particularly
the design of the SuperCollider 3 synthesis server. Flocking shares with it a simple “functions and state” architecture for unit generators, as well as a strict (conceptual)
separation between the realtime constraints of the signalprocessing world and the more dynamic and event-driven
application space, manifested in the architectural distinction between unit generators and synths [14, pp. 64].
4.3 Performance
Much has been written about web audio performance issues related to the current generation of JavaScript runtimes generally (lack of deterministic, incremental garbage
collection) and the Web Audio API specifically (the requirement for ScriptProcessorNodes to run on the main
browser thread) [10, 11]. If history is any indication, it
seems likely that the performance characteristics of the
JavaScript language will keep improving as the browser
performance wars continue to rage between Mozilla,
Google, and Apple. In addition, Web Worker-based strategies for sample generation are currently being discussed
for inclusion in the Web Audio API specification 7 , which
will significantly improve the stability of JavaScript-based
signal generators.
In the interim, many claims have been made about the
relative performance merits of various optimization strategies used in toolkits such as Gibberish [11]. Most of these
claims, however, focus on micro-benchmarks that measure
the cost of small-scale operations in isolation, rather than
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Figure 5. A comparison of performance between Flocking
and Gibberish. Smaller bars are faster.
With just-in-time compilers such as Google’s V8 8 and
Mozilla’s IonMonkey 9 , we believe that real-world performance is best achieved by using simple algorithms that
represent stable “hot loops” that can be quickly and permanently compiled into machine code by the runtime.
The risk of micro-optimization efforts such as the codegeneration techniques promoted by Gibberish is “lumpy”
(i.e. of an unpredictable duration) real-world performance
caused by the JavaScript runtime having to re-trace and
recompile code. This is particularly an issue when code
needs to be dynamically generated and evaluated whenever the signal graph changes, such as the introduction of
new synths or unit generators into the pipeline. Flocking avoids this risk while maintaining competitive performance by using a simple algorithm for traversing and evaluating unit generators. Synth nodes and unit generators are
stored in flat, ordered lists. Flocking is able to quickly iterate through these lists and evaluate each signal generator
in order. Synth nodes and unit generators can be added
or removed from the pipeline at any time without forcing
the JavaScript runtime to spill its caches when evaluating
a new piece of code. This helps to ensure that Flocking’s
performance profile remains stable and consistent at runtime.
Despite very little optimization effort to date, preliminary benchmarks 10 suggest that Flocking’s approach is
promising both from the perspective of good performance
as well as greater simplicity and maintainability in comparison to systems that use more complex code generation
techniques. Figure 5 shows a simple test where one second’s worth of samples were generated and timed for an
FM synth consisting of three sine oscillators. This test
8
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https://wiki.mozilla.org/IonMonkey/Overview
10 https://github.com/colinbdclark/webaudio-performance-benchmarks
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was performed 10000 times to illustrate realistic VM behaviour. The minimum, average, and maximum times are
graphed in milliseconds. The tests were carried out on an
Apple MacBook Pro laptop with a 2.3 GHz Intel Core i7
processor. Many factors can influence benchmark results,
but Flocking’s performance appears to be significantly better than Gibberish on every browser.
4.4 The Flocking Playground
Flocking’s data-oriented approach can be useful for a variety of musical and social purposes. For example, a generative music application can algorithmically produce JSON
synthDefs on the fly that introduce new instruments or variations on existing instruments into the system. Similarly,
a visualization and editing environment can traverse the
source code of a synthDef and produce a rendering that
allows users to inspect or edit their instruments visually.
The Flocking Playground (see figure 6) is a simple webbased development environment that serves as an evolving
platform for showing Flocking’s features and approach. It
provides the ability to:
• browse, audition, edit, and share links to a variety of
Flocking demos
• develop new instruments and compositions in the integrated code editor
• see a synchronized visual rendering of a synth’s
source code
The Playground’s graphical mode parses a user’s JSON
SynthDef specifications and renders them on the fly using a combination of HTML, CSS, and SVG into a flowbased diagram that illustrates the synth’s structure and signal flow.

Figure 7. A screenshot of the Playground’s visual view.
synchronization between the graphical and source views of
the Playground. Infusion continues to be a source of significant architectural inspiration for Flocking, and the two
frameworks share a common philosophy and approach.
4.5 Greater Web Audio Integration
Due to the fact that Flocking takes control of the sample
generation process directly, it uses very few features of the
W3C Web Audio API. As the specification evolves, plans
are underway to adopt more of its features in Flocking. At
the moment, Flocking consists of a single ScriptProcessorNode that is connected to the Web Audio API’s destination sink. Limited support for injecting native Nodes
before and after the Flocking script node is available, opening up the possiblity of using nodes such the MediaStreamSource, Panner, and Analyser nodes in tandem with
Flocking. Nonetheless it remains difficult to build complex
graphs that mix native and Flocking-based processors.
We are in the midst of planning an updated version of the
Flocking architecture that allows Flocking unit generators
to be interleaved freely with native Web Audio nodes. This
approach will introduce a proxy unit generator type that
adapts inputs between a native node and a Flocking unit
generator.
Web Audio API
Panner
Node

Web Audio API
Script
Processor
Node

Panner
Node

Media
Stream
Node

connected to

Flocking

Figure 6. A screenshot of Flocking’s interactive programming environment.

UGen

Input
Proxy

Evaluator

UGen

The Flocking Playground is built with Fluid Infusion 11 ,
a JavaScript framework that supports end-user personalization and authoring [15]. Infusion’s infrastructure for
relaying, transforming, and firing changes across diverse
models within an application are critical for maintaining
11

Figure 8. A diagram showing how Flocking will support
mixing unit generators with native Web Audio API nodes.
This architecture change will also help prepare Flocking

http://fluidproject.org/products/infusion
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for Web Worker-based ScriptProcessorNodes, which are
planned for a future version of the Web Audio specification 12 .
5. CONCLUSIONS
Flocking is a new framework for computer music composition that leverages existing technologies and ideas to
create a robust, flexible, and expressive system. Flocking
combines the unit generator pattern from many canonical
computer music languages with Web Audio technologies
to allow users to interact with existing and prospective web
technologies. Users interact with Flocking using a declarative style of programming.
The benefit of Flocking’s approach, when considering
various examples of web development environments using both text and visual idioms, has been demonstrated.
Flocking provides users with a clear and semantic way to
represent the materials of digital music, a promising framework for growing new features and tools, and a light performance footprint.
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• What are the stylistic relationships between composers?

ABSTRACT
The paper introduces G3M, a framework that aims to outline the musical genome through a memetic analysis of
large musical databases. The generated knowledge provides meaningful information about the evolution of musical structures, styles and compositional techniques over
time and space. Researchers interested in music and sociocultural evolution can fruitfully use the proposed system
to perform extensive inter-opus analysis of musical works
as well as to understand the evolution occurring within the
musical domain.
1. INTRODUCTION
Music is a highly structured phenomenon which can be
easily analysed through computational techniques. Nowadays, a large amount of data and information are freely
available on the Internet. That is the case of music as well.
Indeed, the ready availability of musical data can be exploited by extracting relevant information directly from the
structure of musical compositions, in order to discover unknown relationships between musical utterances, pieces,
and composers. Furthermore, this process could unveil the
inner evolutionary process of music, which is responsible
for the change of musical style, taste and compositional
techniques over time. Surprisingly, very few projects exploited the increasing availability of big data in music for
performing extensive structural analysis of musical works.
In this paper we propose a framework that aims to automatically discover the musical genome: GenoMeMeMusic
(G3M). The task is performed by identifying and finding
the occurrences of musical memes [1] within large musical
databases. Musical memes (musemes) are cognitively relevant chunks of musical information which can be copied
from one brain to another. Indeed, G3M considers music
as a cultural evolutionary process, thus it extracts fundamental components which make up music, and traces their
evolution over time and space. The framework addresses
the following research questions:
• How does music evolve over time and space?
• What does the musical genome consist of?
Copyright: c 2014 Valerio Velardo et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

• What are the best strategies for identifying musical
memes and tracing their mutations?
The knowledge inferred by the G3M framework provides
useful insights on musical structure, style and evolution,
to researchers interested both in music and sociocultural
evolution.
The remainder of this paper is organised as follows. First
we summarise relevant related works, then we provide the
necessary background on memes and musical pattern discovery. Section 4 describes the high level structure of G3M.
Section 5 provides a working definition of musical memes
as used by the framework. Sections 6 and 7 describe the
main modules of G3M as well as the provided outputs. Finally, section 8 gives the conclusions.
2. RELATED WORKS
Artistic, biological and sociological phenomena such as
pieces of music, DNA or literary movements usually show
extremely complex structures. One of the most exploited
approaches to handle such complexity is to reduce it by
splitting the phenomenon into a sequence of constituents
that encode bits of information. When some of those constituents are arranged together through generative rules, an
instance of the phenomenon arises, showing high level of
complexity. Therefore, in order to understand and describe
complex systems it is necessary to unveil the single parts
of the structure and discover the generative rules that allow
their combination. From a high-level point of view, this
approach can be regarded as discovering the genome of a
complex system.
The Human Genome Project is the main example of the
process of discovering and categorising the components of
a complex system [2]. In particular, the Human Genome
Project had the goal of determining the sequence of chemical base pairs which constitute human DNA, as well as to
finding and mapping all the genes of the human genome.
The project, which was completed in 2003, found 20,500
genes and analysed more than 3.3 billion base pairs.
After the Human Genome Project, a number of projects
attempted to create a map of constituents of complex phenomena functionally similar to the genetic one. The most
interesting examples consider either artistic or sociological
phenomena.
The Book Genome Project proposes an intelligent system that identifies and measures the salient aspects which
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make up a book. 1 Different components, such as language, characters and themes, are analysed in order to organise and categorise books. Books are separated one from
another and put into an abstract complex space of books
named the “booksphere”. The Book Genome has three
primary gene structures (i.e. language, story, characters),
which contain a specific subset of measurements. The system tracks and quantifies the different measurements and
put the results into an online database. The final outcome
is a genome which systematically encodes and categorises
different possible manifestations of a book.
A similar study covers the visual art domain. The Art
Genome Project aims to categorise artists and artworks by
providing a unique genome for each of them. 2 Particularly, every artistic genome is made up of about 400 genes
which are organised in coherent categories such as medium,
time period and style. The result is an abstract space that
organises and structures the visual art domain coherently.
The same approach has been used also to categorise music. The Music Genome Project proposes a specific genome
that uniquely describes a musical composition [3]. The
musical genome is made up of 450 different genes which
reflect salient characteristics of a piece of music such as
tempo, key and gender of the lead vocalist. The process of
categorisation is carried out by musical experts, who listen
to a musical work and give a score to each of the different 450 genes. Every genome is then stored in an online
database. The project has also a web application, called
Pandora. Pandora is a web radio which suggests pieces of
music to the listeners. The suggestions are based on listeners, musical preferences, and are made by exploiting the
database of the Music Genome Project.
Although the Music Genome Project has demonstrated itself to be effective, it is possible to identify some issues. It
relies on music experts to extract information from a piece
of music and, therefore, to compile the musical genome.
This interactive process shows two major flaws. First, there
could be significant differences between experts in how
they judge music and score genes. Secondly, there is a
substantial problem of scalability. Indeed, the greater the
number of pieces the project wants to analyse, the greater
the number of music experts needed. Moreover, the Music
Genome Project uses very broad categories to define the
genome of a musical composition. Thus, the project focuses on high-level descriptions, ignoring the raw musical
content that actually makes up a piece of music, such as
rhythms, notes and melodies.
To overcome some of these problems, Hawkett proposed
an automatic extraction system which identifies musical
patterns and performs research based on pattern similarity on a group of different pieces [4]. The outcome is a
form of musical genome that encodes the melodic materials that make up a set of string quartets. Hawkett exploits a
brute-force approach, which considers every musical pattern defined as a group of notes containing from 3 to 11
tones. Also, the study attempts to demonstrate the existence of musical memes by analysing the evolution and the
1
2

http://bookgenome.com (last accessed 05/05/2014)
https://artsy.net/theartgenomeproject (last accessed 05/05/2014)

properties of music patterns extracted from the string quartets. This work has a significant weakness. The algorithm
of extraction ignores the cognitive relevance of the musical patterns, since it focuses on every possible pattern of 3
to 11 notes. Therefore, the system overlooks the musical
relevance of the patterns identified.
3. BACKGROUND
This section introduces the concepts of meme, museme
(i.e. musical meme) and the existing relevant techniques
of pattern matching used in music.
3.1 Memes and Musemes
Memes are cultural traits that can be passed on from one
person to another by non-genetic means such as imitation
and teaching [5]. They can be habits, ideas, stories, songs
or tunes [6]. Memes are selfish replicators like genes, since
they are bits of information that are copied with variation
and selection. They can be encoded in different ways, as
pieces of information in the human brain or on DVDs, and
they compete for survival evolving in a meme pool. Although memes and genes are quite similar, there are some
major differences between them. Genes are made of DNA,
whereas memes are not. Furthermore, there is no equivalent to a base pair for memes. Finally, genes are more stable than memes, since they experience a radically slower
rate of mutation than memes.
Nonetheless, memes and genes share some basic properties, such as copying-fidelity, fecundity and longevity [6].
Copying-fidelity assures that replicators are copied accurately and remain recognisable over time. This process
does not exclude variation, rather it indirectly fosters the
dynamic process of selection that memes undergo within
the meme pool. Fecundity refers to how rapidly a meme
can be replicated and spread. This property is of primary
importance: it guarantees a clear competitive advantage to
replicators which have large number of copies. Longevity
measures how long a meme can survive and evolve. The
greater the amount of time a meme remains active, the
greater the possibility of spreading. Fidelity, fecundity
and longevity are complementary properties of replicators
which contribute to define the success of memes.
Memes evolve over time and respond to selective pressure. The memetic-evolutionary process is analogous to
the genetic-evolutionary process. Dennett identifies three
elements of an algorithm that guarantee evolution: variation, heredity or replication and differential fitness [7].
Variation refers to a huge amount of different elements
within a pool of replicators. Heredity or replication refers
to the capacity of element to create copies of themselves.
Differential fitness provides a selective process guaranteed
by the interaction of the elements at a certain time with
the environment. Variation, heredity or replication and differential fitness are conditions that appear both within the
memetic and genetic domains.
It is worth saying that group of memes can be organised, so that they replicate and adapt together. Such complex memetic structures might be termed memeplexes [8].
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Memes that live within a memeplex benefit from the success of the memeplex itself. Examples of memeplexes are
religions and cultures which consist of a set of coherently
organised memes that spread and replicate together.
Memes can also play a fundamental role in analysing music. As suggested by Jan, it is possible to consider music
from a memetic point of view [1]. This approach is compatible with applications of Darwinian theories of evolution, and provides a useful theoretical framework to understand relevant questions such as why some musical structures and procedures are more common than others at certain times.
Jan defines a musical meme or museme as a:
Replicated pattern in some syntactic/digital elements of music - principally pitch and, to a
lesser extent, rhythm - transmitted between individuals by imitation as part of a neo-Darwinian
process of cultural transmission and evolution.
Musemes are cognitive relevant musical structures and
listeners can identify them partly through bottom-up innate
cognitive processes, and partly through top-down learned
listening strategies. Moreover, musemes exist at several
structural hierarchical levels of a musical piece and are
usually multi-parametric instances of pitch and duration.
Several musemes constitute musical memeplexes across
many hierarchical musical structures, up to the level of the
piece as a whole. Musemes manifest the basic meme properties of longevity, fecundity and copying-fidelity. Additionally, they undergo the same algorithmic evolutionary
process which consists of the three steps of variation, replication and differential fitness.
As far as we know, there are few studies attempting to
identify musemes in musical compositions. In 2004, Jan
[9] tried to track and identify musemes in the Adagio in C
Major for Glass Harmonica, KV 356 by Mozart, exploiting the Humdrum Toolkit. Even though the work opens
new avenues of research, its methodology inherently lacks
scalability. Indeed, the patterns had to be manually inserted into the system in order to discover the occurrences
of musical memes within a single piece. Therefore, an
application to large musical databases would be impractical. Rather, an intelligent system that could autonomously
identify and confront musemes within a large set of musical works is needed.
3.2 Musical Pattern Discovery
Pattern discovery is a fundamental part of symbolic music processing [10], which has numerous applications such
as music analysis, music information retrieval and music
classification. There are several algorithms that perform
pattern discovery exploiting different strategies.
Conklin [10] proposes an approach that considers interopus pattern discovering, i.e. the process of discovering
recurring patterns within a corpus of musical pieces. The
system addresses the issue of pattern ranking by focusing
on distinctive patterns, which are defined as frequent patterns that are over-represented in the corpus, as compared
to an anticorpus of random generated musical pieces. Even

though the system proposed by Conklin manages to find
occurrences of the patterns across several pieces, it does
not consider the evolution of the patterns over time and
their structural organization.
Lartillot [11] proposes an algorithm of pattern discovery
based on relevant cognitive processes. The system represents music along two dimensions: melody and rhythm.
Musical patterns are modelled as a chain of states. The algorithm exploits the main feature of associative memory,
i.e., the capacity of relating items which show similar properties. Associative memory is represented by hash tables
which encode the two different musical parameters. The
huge number of patterns that can potentially arise from the
algorithm are reduced through a filtering technique, that
follows the criteria of selection of the longest and most
frequent patterns. However, the system works only at an
intra-opus level, since it can only process a single piece at
a time, and it is limited to monophonic music.
Conklin and Anagnostopoulou [12] propose an approach
that focuses on deeper musical structures called viewpoints.
Viewpoints model specific typologies of musical features
such as melodic contour, duration and intervals. The algorithm can find deeper transformed representation of a
pattern, shifting the problem of looking at similarity between two patterns from a surface level into a deeper representational level. The system does not adopt a cognitive
approach and again considers only the intra-opus level.
Szeto and Wong [13] tackle the problem of identifying
patterns in post-tonal music by modelling a musical work
as a network. Every note of a piece is represented by a
node, and the relationships between two notes by an edge.
Searching for a musical pattern is equivalent to looking for
a subgraph of the network. The algorithm also models
the perceptual dimension by considering melodic groups
of notes as single coherent and continuous line called a
stream. The system is limited to post-tonal music, and
adopts a not very sophisticated strategy to detect similarities between patterns.
Meudic [14] considers similarity in polyphonic contexts.
The proposed algorithm uses three musical factors to decide whether or not two patterns are similar. These are
pitch, melodic contour and rhythm. The system initially
performs a measurement of similarity along these three
aspects, and then considers a global similarity measure,
which derives from their linear combination. The similarity measure for pitches and melodic contours considers
only the musical events falling on the downbeats. Furthermore, the system focuses only on intra-opus analysis.
An interesting approach to pattern discovery is adopted
by Lartillot [15], which focuses on analogy and induction.
The algorithm of pattern detection copes with approximation rather than repetition, and exploits a powerful system
of induction. The system is capable of inducting new patterns based on analogies with older patterns. The algorithm
adopts an interesting cognitive approach. It considers the
experience of music as a temporal progression, and infers
the global musical structure of a piece through induction of
hypotheses from local viewpoints. Additionally, the algorithm is capable of inferring patterns of patterns and organ-
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pieces, based on musemes shared. The second one is focused on confirming and evaluating the main known properties of musical memes.
The rest of the paper will describe the modules of the
G3M framework, in particular from the functional perspective.
5. IN SEARCH OF MUSEMES

Figure 1. The structure of the GenoMeMeMusic framework.

ising a musical piece in a semantic network, with information distributed throughout the network. This system does
not discover similar patterns across different pieces and,
moreover, it sometimes does not recognise relevant musical patterns within a piece, due to the inductive cognitive
process itself.
Although there are many systems which perform musical pattern discovery, none of them deals with the memetic
structure of music. Likewise, none of them analyses the relationships among different musical patterns in order to infer the evolutionary process undergone by music. Indeed,
until now the inference of the musical evolutionary process
has been carried on a qualitative base by musicologists and
music theorists who directly analysed scores.

The G3M framework substantially differs from any related
project on musical pattern discovering in music, since it
focuses on musemes and musical evolution. The G3M
framework uses a cognitive approach in discovering patterns in musical compositions. Indeed, it considers musical utterances which are maximally relevant for the human
brain. These structures are short musical phrases usually
from 3 to 5 seconds long, which have fewer than 25 musical events [17]. These reflect the cognitive constraints of
human memory.
Indeed, people perceive music in coherent chunks which
are stored and processed in Short Term Memory. Some of
these chunks, through rehearsal, are then passed to Long
Term Memory. This second type of encoding allows the
listener to experience motivic connections and relate large
hierarchical structures of music while listening to a piece.
However, the real-time processing of music is carried by
Short Term Memory. This phenomenon implies that the
actual musical currency used by the brain is the musical
phrase 3 to 5 seconds long as defined by Snyder [17]. For
this reason, we propose that musemes, which are bits of
musical information that spread from one brain to another,
should correspond to this musical structure, which in turn
is the most cognitively relevant. It is not surprising that
classical composers often adopted these musical structures,
instinctively aligning to natural cognitive constraints. Furthermore, musical phrases usually have a character of closure which concludes a small as well as self-contained musical discourse. This can be explained by considering that
musical phrases, and thus musemes, are the bits of information directly processed and stored by the brain as a unitary structure.

4. FRAMEWORK
Figure 1 shows the structure of the proposed G3M framework. It gathers music files, in the Music XML standard,
from the Internet or other existing sources. Music XML
has been selected due to its high expressivity (it can include much more information than other standards, e.g.,
MIDI) and to the large number of available sources [16].
Music XML is translated in the internal encoding format,
described in section 6.1. This encoding has been designed
for simplifying the operation that will be performed by the
Museme Identifier, namely segmenting music and looking
for similarities. The knowledge extracted and organised by
the Museme Identifier is then exploited by the Reasoner,
which analyses the obtained structures and information and
provides the output, i.e., the musical genome. The output
is provided under two main forms: networks and meme
characteristics. The first focuses on representing information by using relationships between composers and music

6. MUSEME IDENTIFIER
This section identifies the strategies adopted by the Museme
Identifier in order to encode music, find musemes, manage
polyphony and assess similarity between musemes.
6.1 Musical Encoding
Symbolic musical representation is a fundamental aspect
of music information retrieval. A good musical representation facilitates the manipulation of musical information, increasing the overall computational efficiency of algorithms
which deal with musical segmentation and similarity.
The G3M system uses a basic representation of music
which focuses on pitch and duration. This representation
is a simplified version of the MIDI encoding. Secondary
parameters such as timbre, loudness and articulation are
ignored, since they are not exploited by the algorithm and
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Figure 2. Example of internal encoding of a traditionally
notated melody.

they are not believed to be critically relevant in musemes.
In the G3M representation, a piece of music is encoded as
a list of lists. Every internal list represents a musical part
or instrument of a musical score. For example, a string
quartet is encoded as a list of four lists, where the internal
lists correspond respectively to the musical parts of first
and second violin, viola and cello. Furthermore, additional
meta-information extracted from the music XML original
file, like author and geographical position, are saved.
Internal lists are made up of a sequence of musical events,
which are the salient features of a musical part. A musical
event is a note that comprises both a pitch or a rest and
its duration. The complete representation of a musical part
consists of a sequence of musical events arranged in a list.
Every musical event encodes the information relative to
pitch and duration using a simple string of digits. The first
part of the string deals with the pitch of a musical event
and is identified by two parameters: octave and pitch class.
The octave is represented by a digit from 0 to 9. The pitch
class by a number between 1 and 13, where 13 indicates
a rest. For example, middle C is encoded as ”41”. A rest
has the value of the octave equal to 0. The second part
of the string encodes the duration of a musical event. The
duration is encoded considering the actual duration of a
musical event expressed in seconds.
Duration and pitch are grouped together and form a single
musical event. Within the string that represents a musical
event, pitch and duration are divided by the symbol “/”.
For example, a middle C with a duration of one second is
encoded as “41/1”.
Figure 2 shows an example of the internal encoding of
G3M. A traditionally notated melody is encoded as a list
of musical events.
6.2 Grouping
The Museme Identifier segments the music for identifying musemes. The resulting groups must be cognitively
relevant, in order to reflect the actual bits of musical information which are stored in the human brain and passed
from one listener to another. These groups correspond to
the musical phrases of 3 to 5 seconds long identified by
Snyder [17].
The algorithm of grouping adopts a series of preference
rules inspired by the work of Temperley [18]. Boundaries
between musical phrases are identified by considering a
set of different, sometimes conflicting, conditions which
have different weights in order to choose a specific musical phrase. The algorithm uses a multi-parametric metric

which exploits the rules of proximity, similarity and good
continuation, discovered by Gestalt psychology, as well as
the concepts of musical parallelism and intensification.
The algorithm prefers musical structures which are 3 to 5
seconds long and which have fewer than 25 musical events,
in order to target pieces of information that are stored in
Short Term Memory. The rule of proximity guarantees that
musical events that are close together are heard as coherent
unified musical structures. The rule of similarity assures
that musical utterances which are somehow similar with
respect to some musical parameters should be grouped together. The rule of good continuation guarantees that coherent musical chunks, such as ascending or descending
scales, are put within the same group. Parallelism guarantees that slightly different repetitions of musical chunks
are grouped as a unified element. The same applies for the
concept of intensification, which considers different musical passages which have in common the same deep structure, though they are characterised by thicker or lighter surface texture.
Often, these rules provide different cues on how to group
a musical phrase. To overcome the issue, the algorithm exploits a metric based on a linear combination of the aforementioned rules. This metric provides an overall score
for segmenting a musical work and finds the most likely
musemes.
6.3 Polyphony
The G3M framework can analyse polyphonic music. It divides a polyphonic piece into as many parts as the number
of voices of the piece, and then performs an in-depth analysis treating every line separately, as a monophonic piece.
This approach has several benefits. First, it is easier to implement and manage, since the complexity arising from the
combination of multiple lines and vertical musical structures can be ignored. Secondly, the approach is computationally efficient, since it performs analysis only on linear
sequences of musical events. As a consequence, the approach allows the system to save a significant amount of
time when dealing with large sets of musical pieces. Finally, the approach is musically effective. Even if some
musemes are probably lost while considering each line as
a single piece, the great majority of them are still present
and detectable. Melodic musemes usually appear in the
same musical part and are not split between different musical lines.
However, it is undeniable that the process of turning a
polyphonic piece into a sequence of monophonic lines eliminates relevant musical information. For this reason, future work will consider the polyphonic aspect of music
as a whole, focusing on harmonic structures and vertical
musemes as well.
6.4 Similarity
G3M has a specific algorithm which measures similarity,
in order to detect the occurrences of musemes both within
the same piece (i.e., intra-opus) and among different pieces
(i.e., inter-opus). The algorithm deals with approximation rather than perfect repetition. Indeed, one of the ma-
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jor challenges of G3M is to decide whether or not two
musemes can be regarded as the ’same’ pattern. To determine this, the algorithm uses an approach based on cognition, which considers several parameters to judge the similarity of two musemes.
In particular, the algorithm considers the number of tones
and the distance in pitch, rhythm and melodic contour between two musical phrases as different parameters to evaluate. Moreover, the algorithm introduces a metric which
considers the complexity of the museme itself. The rationale behind this is that the more complex a museme is, the
more difficult is to relate two patterns together when they
differ along some parameters. All of these metrics are arranged altogether in a linear combination. The resulting
score value is used for comparing musemes.
The process of recognising the similarity between two
musemes is essential for understanding and explaining the
memetic process of music. Indeed, this algorithm, which
is part of the Museme Identifier module, is the most critical
element of the whole framework.
7. OUTPUT
This section analyses the outputs of the memetic analysis performed by the Reasoner of the G3M framework.
These outputs correspond to the genome of music. The
section considers both the main properties of memes (i.e.,
longevity, fecundity and copying-fidelity) as well as the
structural organisation of musemes within music pieces
considered at the inter-opus level. Furthermore, the Reasoner will exploit time and geographical information encoded within the music pieces, in order to highlight how
museme parameters evolve over time and space.
7.1 Meme Properties
In order to prove that music can be regarded as a memetic
phenomenon, it is necessary to demonstrate that the extracted patterns show the salient properties of memes.
7.1.1 Longevity
Longevity refers to how long a meme can survive, and can
be observed in pieces composed at different times. To assure memetic evolution, memes must survive a sufficient
amount of time. Therefore, it is of main importance understanding whether or not the musemes identified by G3M
are persistent enough to establish an evolutionary process.
The Reasoner measures longevity by calculating the average lifetime, as well as other relevant lifetime-related information, of the musemes in the dataset. However, it is
likely that the average lifetime of the musemes could be a
meaningless measure, since a power-law distribution is expected. Indeed, we think that just a few musemes are extremely long-lived, whereas the majority of them ususally
present a shorter lifetime.
7.1.2 Fecundity
Fecundity refers to the rate of replication of a meme. The
greater the rate of replication, the greater the possibility of

that meme to spread throughout the meme pool. To measure this parameter, the Reasoner checks the number of occurrences of each identified museme. The measurement
considers only one occurrence of a museme per musical
piece, whether or not the museme appears more than once
within the same piece. The rationale behind this choice is
to avoid internal redundancy. The Reasoner extracts the
distribution of the number of occurrences of the musemes
over the considered dataset. Again, we expect a power-law
distribution with a small number of musemes overrepresented within the database.
7.1.3 Copying-fidelity
Copying-fidelity refers to the capacity of producing faithful copies of a meme. The more accurate the copy, the
more will remain of the initial pattern after several rounds
of replication. The Reasoner measures infidelity by calculating the ratio between the number of mutated occurrences
of a museme and the total occurrences of the same museme
within the database. Copying-fidelity can be easily derived
by subtracting the value of infidelity from one. Then, the
system calculates the average fidelity and the standard deviation, and finds the statistical distribution. As for previously discussed properties, a power-law distribution is
expected.
7.2 Networks
To visualize the database of musemes as well as to gain analytical insights, the system organises the data in two different complex networks, which provide relevant musical
information and which should prove the memetic evolutionary process undergone by music. These networks properly correspond to the musical genome that the research
aims to track.
7.2.1 Museme
In the Museme Network musemes are the nodes. Nodes
are connected by edges, which correspond to a music piece
which two musemes both appear in. The edge is weighted.
The greater the number of the pieces two musemes appear simultaneously in, the greater the weight of the link
they share. The network organises the musical material depending on the relationships musemes have within pieces
of music.
The Museme Network represents a kind of genome of
music, since it corresponds to the meme pool of basic musical structures encoded in the human brain. This network
can be easily analysed for gaining insights on the closeness
of some musemes. We expect a free-scale network, with a
small number of components which are hyperconnected,
and a huge number of musemes which are connected to
few others. Additionally, the network can be generated
and studied by considering different time periods, in order to understand how the components, their links and the
general parameters which describe the network evolve over
time.
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7.2.2 Composer
The Composer Network considers composers as nodes and
musemes as edges. In particular, a link between two composers is created if they used the same museme in one of
their works. The edges are weighted, since the greater
the number of common musemes two composers use, the
greater the weight of the link that unites them. As a consequence, the Composer Network shifts the focus of the research from the musical materials themselves to the artists
who used them. This network highlights the relationships
and similarities among composers. It is possible to identify clusters of composers which are aggregated together,
since they used similar musical structures. Furthermore,
a measure of similarity between composers is also possible by considering the number of the same musemes two
composers share. As a consequence, the Composer Network represents a kind of genome of composers based on
the musical materials they adopt in their works.
We expect a network with few composers overconnected,
who can be regarded as the pillars responsible for the evolutionary process of music. The rationale behind this distribution is that we think of music as a complex memetic
system, socially structured and based on imitation and passage of information. All of these aspects inherently imply
an aristocratic (i.e. power-law) distribution, where a few
hubs act as gigantic connectors.
8. CONCLUSIONS
Despite the increasing availability of musical pieces due
to the Internet, very few systems carry out extensive structural analysis of musical works for highlighting their relationships and providing insights into the cultural evolutionary process of music.
In this paper we proposed GenoMeMeMusic, a framework that discovers the musical genome and its evolution,
by exploiting the concept of museme. The G3M framework includes two main modules, one of which is devoted
to identifying musemes in a large database of compositions, and the other which exploits the knowledge encoded
by the Museme Identifier for high-level reasoning. The
output of G3M will be in the form of networks, either of
composers or musemes, and of meme properties. Future
work includes the implementation of the proposed framework and a preliminary analysis on the Essen folksong collection.
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ABSTRACT
This paper gives a brief overview of the three core features of LC, a new computer music programming language we prototyped: (1) prototype-based programming
at both levels of compositional algorithms and sound synthesis, (2) the mostly-strongly-timed programming concept and other features with respect to time, and (3) the
integration of objects and functions that can directly represent microsounds and the related manipulations for
microsound synthesis. As these features correspond to
issues in computer music language design raised by recent creative practices, such a language design can benefit both the research on computer music language design
and the creative practices of our time, as a design exemplar.

1. INTRODUCTION
While the advance of computer technology and programming language research has largely influenced the
evolution of computer music languages, issues found in
creative practices have also motivated the development of
new computer music languages. For instance, “the need
for a simple, powerful language in which to describe a
complex sequence of sound” in the early days of computer music [13, p.34] led to the invention of the unitgenerator concept, which still serves as a core abstraction
for digital sound synthesis. In another example, Max and
some other languages for IRCAM’s Music Workstation
were designed with the motivation that “musicians with
only a user’s knowledge of computers could invent and
experiment with their own techniques for synthesis and
control” [18].
Therefore, the problems revealed by the creative practices
can also be regarded as significant design opportunities
for a new computer music programming language. In the
design and development of LC, a new computer music
programming language, we also took the issues raised by
the creative practices of our time into account. While LC
has been partly described in our previous works [14, 15,
16, 17], significant extensions have been made to its original language specification in the design process.
Copyright: © 2014 Hiroki NISHINO et al. This is an open-access article dis- tributed under the terms of the Creative Commons Attribution
License 3.0 Unported, which permits unrestricted use, distribution,
and reproduction in any medium, provided the original author and
source are credited.
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In this paper, we first address three issues in computer
music language design, which were raised by the creative
practices of our time: (a) the insufficient support for dynamic modification of a computer music program, (b) the
insufficient support for precise timing behavior and other
features with respect to time, and (c) the difficulty in microsound synthesis programming.
In the following sections, we discuss these problems and
then how they correspond to the three core features of
LC: (1) prototype-based programming, (2) mostlystrongly-timed programing, and (3) the integration of the
objects and functions for microsound synthesis within its
sound synthesis framework, together with related works
and a brief discussion.
Such a discussion regarding the language design and the
issues found with the creative practices can benefit further research on computer music languages and the investigation on how creative exploration by computer musicians should be supported by computer music languages.

2. THREE ISSUES IN TODAY’S COMPUTER MUSIC LANGUAGE DESIGN
2.1 The insufficient support for dynamic modification
of a computer music program
Recent computer music practices suggest a significant
need for more dynamic computer music programming
languages today. For example, live-coding performances
[6], involve the creation and modification of computer
music programs on-the-fly on stage, even while the programs are being executed. In addition, dynamic-patching
as seen in reacTable [12] involves the dynamic modification of a sound synthesis graph.
However, many computer music languages still exhibit
certain usability difficulties when performing dynamic
modification at least at one of these levels. Such difficulties can obstruct further creative musical explorations. As
the degree of support for the dynamism in a programming
environment depends not just on the design of a library or
a framework utilized, but also on the basic language design, which can be substantially limiting. It is highly desirable to consider such an issue as one of the important
criteria from the earliest stage of the language design
process.
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2.2 The insufficient support for precise timing behavior and other features with respect to time
The precise timing behavior of a computer music system
has become a traditional issue. Even in earlier decades
when a real-time interactive computer music system consisted of a computer and external synthesizer hardware,
the slow processing speed of CPUs and the low bandwidth of hardware interfaces have motivated the research
on the improvement of the timing precision required for
better musical presentation of live computer music compositions1. Today, even sample-rate accurate timing behavior is considered desirable. For instance, to render the
output of a microsound synthesis technique as theoretically expected, sample-rate accurate timing precision in
scheduling microsounds is essential.
While some recent computer music languages provide
sample-rate accurate timing behavior as in ChucK [22],
LuaAV [21], their synchronous behavior can result in the
temporary suspension of real-time DSP in the presence of
a time-consuming task, as it blocks the audio computation until all the scheduled tasks are finished. Moreover,
the features with respect to time that were seen in the
computer music languages of earlier eras, such as timing
constraints and time-fault tolerance, seem to not be considered in many recent computer music languages; even
Impromptu [20], which is a good exception that is clearly
designed with such considerations, still lacks some desirable features with respect to time. For example, Impromptu cannot handle the violation of execution-time
constraints.
As above, the support for precise timing behavior and
other features with respect to time is still an issue of significance in today’s computer music language design.
2.3 The difficulty in microsound synthesis programming
Broadly speaking, usability difficulties can be caused
when the abstractions applied to the software are incompatible with what a user thinks. As “the co-evolving nature of technology adoption results in new concepts
emerging through use of technology”, such a gap caused
between the existing abstractions and emerging concepts
“may introduce usability difficulties”, which did not exist
previously [3].
This view may correspond to the unit-generator concept
and microsound synthesis, as the latter was brought into
practice much later than the establishment of the former;
one of the earliest well-known experiments in microsound synthesis is one by Roads in 1974 [19, p.302],
long after the invention of unit-generator concepts in
1960 [7, P.26].
Indeed, several researchers have already discussed the
gap between the traditional unit-generator concept and

microsound synthesis. Bencina discusses such an issue in
the object-oriented software design for a software granular synthesizer in [2]. In another example, the design of
Brandt’s Chronic computer music language is also highly
motivated by problems exhibited in the traditional unitgenerator concept when describing microsound synthesis
techniques [4]. While its application domain focuses only
on frequency-domain signal processing and analysis,
Wang et al. describe a similar issue when discussing
ChucK’s unit-analyzer concept [23].
However, The former two works are not very adaptable
to the design of a real-time interactive computer music
language. The work by Bencina targets the stand-alone
software rather than the language design. Brandt’s Chronic is a non real-time computer music language, the design
of which still leaves ‘an open problem’ for application to
real time computer music languages because of its acausal behavior 2 [4, p.77]. The target domain of ChucK’s
unit-analyzer concept is only signal processing and analysis in the frequency-domain, and it lacks the generality
to apply to various microsound synthesis techniques; The
substantial necessity for further research on more appropriate abstractions that can tersely describe microsound
synthesis techniques still remains.

3. THREE CORE FEATURES OF LC
3.1 Prototype-based programming at both levels of
compositional algorithms and sound synthesis
In prototype-based languages, “each object defines its
own behavior and has a shape of its own”, whereas “each
object is an instance of a specific class” in class-based
languages [11, p.151]. Unlike class-based languages,
slots (or fields and methods) can be added to an object
dynamically after its creation. Prototype-based languages
allow a significant degree of flexibility and tolerance
against the dynamic modification of a computer program
at runtime. The LC language adopts prototype-based programming at both levels of compositional algorithms and
sound synthesis, for better support of dynamic modifications to a computer program.
At the compositional algorithm level, Table is provided
for prototype-based programming. Figure 1 describes a
simple example of prototype-based programming by Table. A shown, LC is a dynamically-typed language and
also supports other features such as duck-typing and firstclass functions.
LC also supports prototype-based programming at the
sound synthesis level. Instead of Table, Patch is provided,
which can be utilized to build and modify a unitgenerator graph dynamically. Figure 2 (example a) describes an example of creating and modifying a Patch
object. As shown in Figure 2 (example b), syntax sugars

1

FORMULA well represents the research on timing precision and the
time-related features in its era, even though its target application domain
was still a hybrid computer music system that consists of a computer
and the external MIDI synthesizer(s) [1].

2

In Chronic, a future event can influence the result already made. As
Brandt admits, this is a significant obstacle for the adoption of its programming model to a real-time computer music language [4. p.77].
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are provided to make the code more readable. Additionally, a patch can be used as a subpatch (see Figure 3)
01:
02:
03:
04:
05:
06:
07:
08:
09:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:

//create an object ex nihilo and initialize it.
var obj = new Table();
obj.balance = 0; //the initial balance is 0.
//attach the methods to the object.
obj.deposit = function (var self, amount){
self.balance += amount;
return self;
};
obj.withdraw = function (var self, amount){
self.balance =+ amount;
return self;
};
obj.showBalance = function (var self){
println("current balance:" .. self.balance);
return self;
};
//deposit and print.
obj.deposit(obj, 1000);
obj.showBalance(obj); //this prints out ‘1000’
//obj->method(a, b, c) is a syntax sugar of
//obj.method(obj, a, b, c).
obj->withdraw(750);
obj->showBalance(); //this prints out ‘250’.

Figure 1. An example of prototype-based programming
at the level of compositional algorithms in LC.
Example (a)
01: //create a patch object.
02: var p = new Patch();
03:
04: //create ugens and assign them to the slots.
05: p.src = new Sin~(freq:440);
06: p.rev = new Freeverb~();
07: p.dac = new DAC~();
08:
09: //make connections.
10: p->connect(\src, \defout, \rev, \defin);
11: p->connect(\rev, \defout, \dac, \defout);
12:
13: //'compile’ the patch to reflect above.
14: p->compile();
15: //play the patch and wait for 1 sec.
16: p->start();
17: now += 1::second;
18:
19: //modify the unit-generator graph
20: p.src = new Phasor~(freq:1760);
21: p->connect(\rev, \defout, \dac, \ch1);
22: p->disconnect(\rev, \defout, \dac, \defout);
23: p->compile();
Example (b)
01: //the patch statement can create and connect
02: //ugens at once and then perform compilation.
03: var p = patch {
04:
//`=>’ builds a connection.
04:
src:Sin~(freq:440) => rev:Freeverb~()
05:
=> dac:DAC~();
06: };
07:
08: //play the patch and wait for 1 sec.
09: p->start();
10: now += 1::second;
11:
12: //modify the unit-generator graph.
13: update_patch(p){
14: src:Phasor~(freq:1760);
15: //`=|’ can be used for disconnection.
16: rev =| dac;
17: //the inlet & outlet can be given as below.
18: rev {\defout => \ch1} dac;
19: };

Figure 2. An example of prototype-based programming
at the level of sound synthesis in LC.
01: //Inlet~ and Oulet~ can be used in a subpatch.
02: var s = patch {
03: defin:Inlet~() {\defout => \amp} Sin~(440)
04: => defout:Outlet~();
05:};
06: //a simple tremolo effect. the above 's'
07: //is given as a subpatch (`sub:s’ on line 09)
08: var p = patch {
09:
amp:Sin~(freq:5) => sub:s => dac:DAC~();
10: };
11: p->start();

3.2 Mostly-strongly-timed programming and other
features with respect to time
3.2.1 Mostly-strongly-timed programming
The ideal synchronous hypothesis underlies the stronglytimed programming concept (and other similar synchronous approaches). It assumes “all computation and communications are assumed to take zero time (that is, all
temporal scopes are executed instantaneously)” and “during implementation, the ideal synchronous hypothesis is
interpreted to imply the system must execute fast enough
for the effects of the synchronous hypothesis to hold” [5,
p.360]; in a computer music language designed with such
a synchronous approach, this assumption can be invalidated when the deadline for the next audio computation is
missed because of a time-consuming task. This invalidation leads to the temporal suspension of audio output,
which is undesirable for computer music programs. As
this problem in strongly-timed programming is rooted in
the underlying concept of the ideal synchronous hypothesis, the temporal suspension of audio output in the presence of a time-consuming tasks is inevitable without
making any extension to the original concept.
LC proposes a new programming concept, mostlystrongly-timed programming, which extends stronglytimed programing with the explicit context switching
between the synchronous/non-preemptive behavior and
the asynchronous/preemptive behavior. When the current
context of the thread is asynchronous/preemptive, the
underlying scheduler can suspend the execution of the
thread at an arbitrary timing, even without the explicit
advance of time.
Thus, mostly-strongly-timed programming allows the
time-consuming part of a task to be executed without
suspending real-time DSP and to run in the background,
while maintaining the precise timing behavior of strongly-timed programming. To switch the context explicitly,
sync and async statements can be used. These statements
will execute 	
  the following statement (or compound
statement) in the synchronous/non-preemptive and asynchronous/preemptive contexts respectively. These two
statements can be nested. Figure 4 describes a simple
example of mostly-strongly-timed programming.
3.2.2 Other features with respect to time
3.2.2.1

Timing-Constraints

LC can express both start-time constraints and executiontime constraints with sample-rate accuracy. For start-time
constraints, both patch and Thread objects can be given
an offset to the start-time as an argument. For executiontime constraints, the within-timeout statement is provided.
Figure 5 and Figure 6 describe these features respectively. As shown, when the code consumes more time than
the given constraint by a within statement during the execution of its following statement (or blocked statements),
it immediately jumps to the statement (or blocked statements) in the matching timeout block. When timeout is

Figure 3. An example of subpatch in LC.
- 1567 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

omitted, the code simply jumps to the next statement after
the within statement. As seen in Figure 7, execution timeconstraints can be correctly nested.
3.2.2.2

Time-tagged message communication

In LC, the message-passing model is applied to the interthread communication. When a message is sent out, the
delivery timing of the message can be specified. Figure 8
describes the example of message-passing in LC. As
shown, when the ‘<-’ operator is used for message passing, the delivery time or timing offset can be given. When
any value of the type time is passed, it is interpreted as
the delivery time. If the value is of the type duration, it is
interpreted as a timing offset.
01:
02:
03:
04:
05:
06:
07:
08:
09:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:
31:
32:
33:
34:
35:
36:
37:
38:
39:

01:
02:
03:
04:
05:
06:
07:
08:
09:
10:
11:
12:
13:
14:
15:
16:
17:
18:

Figure 6. An example of execution-time constraints in LC (1).
01:
02:
03:
04:
05:
06:
07:
08:
09:
10:
11:
12:
13:
14:
15:

//'sync' is the default context. create a patch
// to make the suspension of DSP audible.
var p = patch {
Sin~() => DAC~();
};
p->start();
//loading large files and extracting wavesets.
//as DISK I/O can be time consuming, this can
//temporarily suspend the real-time output.
LoadSndFile(0, "/large_snd_file.aiff");
var wavesets = ExtractWavesets(0);
//performing it in `async'.
async {
//as this block can be preempted without
//the advance of logical time, the suspension
//of the audio computation does not occur.
LoadSndFile(0, "/large_snd_file.aiff");
wavesets = ExtractWavesets(0);
}
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//sync/async can be nested freely
sync {
//now in the synchronous context
some_function_call(1, 2,3 );
//switch to the asynchronous context
async {
some_ohter_function_call(4, 5);
//switch to the synchronous context again.
sync {
yet_anohter_function_call(4, 5);
}
//now back to the asynchronous context
println("done.");
}
//now back to the synchronous context
println("bye!");
}

//giving the start-time offset to a patch.
var p = patch {
Sin~(880) => DAC~();
};
//the patch starts 1 second later.
p->start(offset: 1::second);
//giving the start-time offset to a thread.
//create a first class function.
var f = function(var message){
println("message : " .. message);
};
//create a thread by LC’s ‘@’ operator.
var thread = f@("Hello, world!");
//the thread starts executing after 2 second.
thread->start(offset: 2::second);

Figure 5. An example of start-time constraints in LC.

within(1::second){
within(2::second){
//the code jumps to the outer timeout block
//exactly after 1 second.
now += 3::second;
}
//this timeout block will never be reached.
timeout {
println("the inner ‘timeout’.");
}
}
//the code jumps to below block as expected.
timeout {
println("the outer 'timeout'.");
}

Figure 7. An example of execution-time constraints in LC (2).

Figure 4. An example of mostly-strongly-timed programming in LC.
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//giving the execution-time constraints
within(2::second){
var cnt = 0;
while(true){
println("count : " .. cnt);
now += 0.5::second;
cnt += 1;
}
//the below code is never reached.
println("done.");
}
timeout {
println("timeout!");
}
//’time out’ block can be omitted.
within(3::second){
async while(true) println(“*”);
}

//a function to be launched as a thread.
var f = function() {
var thread = GetCurrentThread();
while(true){
//receive a message in the blocking mode.
var msg = thread->recv(\blocking);
if (msg == \quit){
break;
}
println("message :" .. msg);
}
println("quit.");
return;
};
//create and start a thread.
var thread = f@();
thread->start();
//sending messages...
//deliver the message immediately.
thread <- "Hello!";
//deliver the message at the given 'time'.
thread <- @now + 1::second, "1 second passed";
//deliver the message after the given duration.
thread <- @2::second, "2 second passed";
thread <- @3::second, \quit;

Figure 8. An example of time-tagged inter-thread message
communication in LC.

3.3 The integration of the objects and library functions that can directly represent microsounds and the
related manipulations for microsound synthesis
The sound synthesis framework of LC integrates the objects and functions that can directly represent the microsounds and related manipulations for microsound synthesis. LC was first designed as a hosting language to
enclose the LCSynth sound synthesis language [15, 17],
yet there has been a significant degree of modifications
made in the sound synthesis framework since then.
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In the current version of LC, the microsound synthesis
objects and functions are completely separated from the
unit-generator sound synthesis framework in the current
version. However, the basic programming model for microsound synthesis in LCSynth as described in [17] is
still applicable to LC programs.
In LC, Samples is the object used to represent a single
microsound. Samples is an immutable object, which contains the sample values within. There is no limitation for
the sample size3. SampleBuffer is a mutable version of
Samples. These two objects are mutually convertible by
calling toSampleBuffer and toSampleBuf method.
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ulation [19, p.127] in LC, respectively. As seen on line
05 in Figure 9, each sample within Samples and SampleBuffer is directly accessible by the ‘[]’ operator.
Figure 11 shows a pictorial representation of waveset
harmonic distortion. As shown, each waveset 5 is
resampled to produce the harmonics of the original
waveset and then overlap-added to the original after being weighted. Figure 12 shows a simple example only
with the second harmonics, not weighted.

//instantiate a new SampleBuffer object and
//fill it with sinewave of 256 samp freq * 4.
var sbuf = new SampleBuffer(1024);
for (var i = 0; i < sbuf.size; i+=1){
sbuf[i] = Sin(3.14159265359 * 2 *
(i * 4.0 / sbuf.size));
}
//create a grain.
//first convert it to a Samples object.
var tmp = sbuf->toSamples();
//apply a hanning window.
var win = GenWindow(tmp.dur, \hanning);
var grn = tmp->applyEnv(win)->resample(440);

Figure 11. A pictorial representation of waveset harmonic
distortion technique.

//perform synchronous granular synthesis
within(5::second){
while(true){
PanOut(grn, 0.0); //0.0 = center.
now += grn.dur / 4;
}
}
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Figure 9. An example of synchronous granular synthesis in LC.
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//load the sound file onto Buffer No.0.
LoadSndFile(0, "source.aif");
//perform sound synthesis for 2 seconds.
within(2::second){
//these are the synthesis parameters.
var pitch = 2;
var rpos
= 0::second;
var grnsize= 512;
var grndur = grnsize::samp;
var win
= GenWindow(grndur, \hanning);
var rdur
= grndur * pitch;

//perform a simple waveset harmonic distortion.
for (var i =0; i < wvsets.size; i+= 1){
//resample the waveset at the given index
//so to create the 2nd harmonics.
var orig = wvsets[i];
var octup= orig->resample(orig.size / 2);
//schedule the original.
WriteDAC(orig);
//schedule two 2nd harmonics. give the offset
//to schedule another right after the 1st one.
WriteDAC(octup);
WriteDAC(octup, offset:octup.dur);
//sleep until the next timing.
now += orig.dur;
}

Figure 12. An example of waveset harmonic distortion in LC.

//perform pitch-shifting.
while(true){
//read the sound fragment.
var snd = ReadBuf(0, rdur, offset: rpos);

Figure 13 describes almost the same example of waveset
harmonic distortion, but with the triangle envelope applied to the entire output. As shown, a Samples object
can be written directly into the input of a unit-generator
(lines 16 to 22) and the output of a unit-generator can be
taken out as a Samples object (line 24). Figure 14 shows
another example of waveset harmonic distortion. This
example also applies reverberation together with envelopshaping. As shown, a patch can be used in the same manner as the Figure 13 example. Furthermore, as seen lines
31to 46 in the Figure 14 example, if a patch is active, the
patch automatically reads the given input and outputs the
processed sound to the DAC output.

//resample and apply an envelope.
var tmp = snd->resample(grnsize);
var grn = tmp->applyEnv(win);
//output the grain. advance the read pos.
PanOut(grn);
rpos += grn.dur / 2;
//wait until the next timing.
now += grn.dur / 2;
}
}

Figure 10. An example of pitch-shifting by granulation in LC.

Figure 9 and Figure 10 describe simple examples of synchronous granular synthesis4, and pitch-shifting by gran3

//load the sound file and extract wavesets.
LoadSndFile(0, "/sound/sample1.aif");
var wvsets = ExtractWavesets(0);

However, an out-of-memory exception is thrown if the memory allocation failed when creating a Samples or SampleBuffer object.
4
In synchronous granular synthesis, the sound "results from one or
more stream of grain” and “the grains follow each other at regular intervals” [19, p.93].

Thus, the collaboration between the unit-generator concept and LC’s microsound synthesis abstraction can be
performed quite easily.
5

A waveset is defined as “the distance from a zero-crossing to a 3rd
zero-crossing” [25, Appendix II p.50]. In Figure 11 (left), each waveset
is separated by grey lines.
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To add more, FFT/IFFT can be also performed within the
same microsound synthesis framework. Figure 15 describes a simple cross-synthesis example in LC.
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//load the sound file and extract wavesets.
LoadSndFile(0, "/sound/sample1.aif");
var wvsets = ExtractWavesets(0);
//create an triangle envelope ugen. trigger it.
var env = new TriEnv~(2::second);
env->trigger();
//perform a simple waveset harmonic distortion.
for (var i =0; i < wvsets.size; i+= 1){
//resample the waveset at the given index
//so to create the 2nd harmonic.
var orig = wvsets[i];
var octup= orig->resample(orig.size / 2);
//write the original to the ugen input.
env->write(orig);
//write two 2nd harmonics. give the offset
//to schedule another right after the 1st one.
env->write(octup);
env->write(octup, offset:octup.dur);

//load the sound files onto the buffers.
LoadSndFile(0, “/sound/sound1.wav”);
LoadSndFile(1, “/sound/sound2.wav”);
//the duration of each FFT/IFFT window and
//the number of the overlapping windows.
var dur =1024::samp;
var ovlp= 4;
//process 800 frames.
for (var i=0; i < 800; i += 1){
//first, extract snd fragments from the buffers.
var src1 = ReadBuf(0, dur, offset:i* dur / ovlp);
var src2 = ReadBuf(1, dur, offset:i* dur / ovlp);
//perform FFT. PFFT applies a window and returns
//an array of Samples objects [magnitude, phase].
var pfft1 = PFFT(src1, \hanning);
var pfft2 = PFFT(src2, \hanning);
//cross synthesis
var ppved = pfft1[0]->mul(pfft2[0]);
//perform IFFT and writes to the sound output.
var pifft = PIFFT(ppved, pfft1[1], \hanning);
//wait until the next timing.
now += src1.dur / ovlp;
}

Figure 15. An example of cross-synthesis in LC.

//read the output of the ugen. send it to dac.
var out = env->pread(orig.dur);
WriteDAC(out);
//sleep until the next timing.
now += wvsets[i].dur;

4. DISCUSSION

}

4.1 Prototype-based programming in LC

Figure 13. An example of waveset harmonic distortion in LC,
with the triangle envelope applied to the entire output.
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As briefly mentioned in Section 2.1, while there exists
the need for a more dynamic computer music language,
the existing computer music languages exhibit certain
problems at least at either the level of sound synthesis or
the level of compositional algorithms.

//load the sound file and extract wavesets.
LoadSndFile(0, "sample2sec.aif");
var wvsets = ExtractWavesets(0)
//create a patch and trigger the envelope
var pat = patch {
defin:TriEnv~(2::second) => Freeverb~()
defout::Outlet~();
};
pat.defin->trigger();

For instance, as ChucK is a statically-typed class-based
language, ChucK is not suitable for dynamic modification
at runtime. Assume a variable src is assigned a SinOsc
unit-generator; one cannot simply assign a Phasor unitgenerator to src for replacement, since the types of these
two objects differ. Using a common parent class Ugen for
the type of src would hinder access to the fields or methods that exist in SinOsc or Phasor, but not in Ugen. Furthermore, it shows a certain degree of viscosity6 in the
modification of a synthesis graph, as it is required to disconnect the connections to the unit-generator to be replaced first, and then rebuild the connections to a new
unit-generator. This is because ChucK builds the connections between the instances of the unit-generators rather
than the variables.

//perform a simple waveset harmonic distortion.
for (var i =0; i < wvsets.size; i+= 1){
//resample the waveset at the given index
//so to create the 2nd harmonics.
var orig = wvsets[i];
var octup= orig->resample(orig.size / 2);
//write to the patch’s default input.
pat->write(orig);
pat->write(octup);
pat->write(octup, offset:octup.dur);
//read the output of the ugen. send it to dac.
var out = pat ->pread(orig.dur);
WriteDAC(out);
//sleep until the next scheduling timing.
now += wvsets[i].dur;
}

SuperCollider [24] seems fairly dynamic in its basic language concept, yet its Just-in-Time programming library
[24, chapter 7] exhibits a different kind of viscosity
against the dynamic modification of a synthesis graph. In
Just-in-Time programming, while there isn’t the necessity
for reconnection as in ChucK, the modification of a synthesis graph is allowed only at the point where a proxy
object is utilized. When a modification where a proxy
object is not used needs to be made, it can require a considerable degree of recoding. Figure 15 briefly illustrates
a typical viscosity problem in Just-in-Time programing;
even only to make c and d in the synthesis graph (on lines

//swap the outlet with DAC and play the patch.
update_patch(pat) {
defout:DAC~();
};
pat.defin->trigger();
pat->start();
//perform a simple waveset harmonic distortion.
for (var i = 0; i < wvsets.size; i+= 1){
var orig = wvsets[i];
var octup= orig->resample(orig.size / 2);
pat->write(orig);
pat->write(octup);
pat->write(octup, offset:octup.dur);
//as the patch is active, there is no need to
//read the patch and send it to dac.
now += wvsets[i].dur;
}

6

Figure 14. An example of waveset harmonic distortion in LC,
with the triangle envelope and reverberation applied.

Viscosity is defined as “resistance to change: the cost of making small
changes” and it “becomes a problem in opportunistic planning when the
user/planner changes the plan” [3].
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07 and 08) replaceable, almost the whole code must be
rewritten as on lines 17 through 26.
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vides one solution for this problem by extending strongly-timed programing with the explicit switching between
synchronous and asynchronous contexts as described in
the previous section.

p = ProxySpace.push // if needed
~a = Lag.ar(LFClipNoise.ar(2 ! 2, 0.5, 0.5), 0.2);
(
~b = {
var c,d;
c = Dust.ar(20 ! 2);
d = Decay2.ar(c, 0.01, 0.02, SinOsc.ar(11300));
d + BPF.ar(c * 5, ~a.ar * 3000 + 1000,0.1)
};
);

Many computer music languages lack certain desirable
features with respect to time. While the designers of Impromptu clearly take such features into consideration and
provide the capability for timing constraints, Impromptu
does not provide the feature of time-fault tolerance and
cannot handle the violation of execution-time constraints.
Impromptu’s framework to handle execution-time constraints has another significant problem in that it cannot
describe the nested execution-time constraints. Moreover,
as Impromptu performs sound synthesis in a different
thread than threads for compositional algorithms, the timing behavior of Impromptu is not very precise in comparison with other languages designed with the synchronous
approach.

~b.play;
// the refactored code from above
(
~a={
var a;
a = Lag.ar(LFClipNoise.ar(2 ! 2, 0.5, 0.5), 0.2);
BPF.ar(~c.ar * 5, a * 3000 + 1000, 0.1);
}
);
~c = {Dust.ar(20 ! 2)};
~d = {Decay2.ar(~c.ar,0.01,0.02),SinOsc.ar(11300)};
~b = ~a + ~b;

On the contrary, LC provides the sample-rate accuracy in
timing behavior. Both constraints on start-time and execution-time are performed with the sample-rate accuracy.
Start-time constraints will be never violated due to LC’s
synchronous behavior. By the within-timeout statement,
LC can handle the violation of execution-timing constraints. Execution-time constraints can be correctly nested.

~b.play;

Figure 16. Refactoring a synthesis graph at runtime
in SuperCollider [24, p.212].

Impromptu also supports a considerable degree of dynamic modification at the compositional algorithm level,
as it is an internal domain-specific language7 built on
LISP, which is highly dynamic. At the sound synthesis
level, it depends on Apple’s Audio Unit framework and
the dynamic modification of the connections between
Audio Units is also supported. However, the replacement
of audio units must involve the removal of existing connections and requires reconnections as in ChucK.

4.3 The Integration of the objects and library functions/methods for microsound synthesis in LC

On the contrary, LC adopts the concept of prototypebased programming at both the compositional algorithms
and sound synthesis levels. As the connections in a synthesis graph in LC’s patch are made between the slots and
not between the instances of unit-generators, the replacement of unit-generators can be performed simply by
an assignment. The modification of a synthesis graph can
be performed quite simply as shown in Figure 2.
4.2 Mostly-strongly-timed programming and other
features with respect to time in LC
As already discussed in Section 2.2, in computer music
languages designed with the synchronous approach, a
time-consuming task can easily lead to the temporary
suspension of real-time DSP, as seen in ChucK, LuaAV
and the like. However, if the sound synthesis thread (or
process) is separated from a thread (or process) that performs compositional algorithms, the synchronization between them will be imprecise and sample-rate accurate
timing behavior will be unrealizable in today’s computer
systems; thus, such languages as SuperCollider or Impromptu fail to provide the sample-rate accurate timing
behavior. LC’s mostly-strongly-timed programming pro7

“An internal DSL is a DSL represented within the syntax of a generalpurpose language” [9, p.15] and morphs “the host language into a DSL
itself – the Lisp tradition is the best example of this” [8].

As discussed in Section 2.3, LC is not the first language
with objects that can directly represent microsounds. The
previous works by Bencina (the software design for granular synthesizers), Brandt (Chronic computer music language), and Wang (ChucK’s unit-analyzer concept) also
discuss the necessity for more appropriate abstractions
for microsound synthesis, emphasizing the difference
between microsound synthesis techniques and other conventional synthesis techniques that can fit within the unitgenerator concept.
Bencina states “granular synthesis differs from many
other audio synthesis techniques in that it straddles the
boundary between algorithmic event scheduling and polyphonic event synthesis” [2, p.56]. Brandt attributes the
difficulty in microsound synthesis programming in unitgenerator languages partly to the inaccessibility to the
lower-level details, which the unit-generator concept abstracts away8[3]. Wang et al. also state that “the highlevel abstractions in the system should expose essential
low-level parameters while doing away with syntactic
overhead, thereby providing a highly flexible and open
framework that can be easily used for a variety of tasks”
when discussing the design of ChucK’s unit-analyzer
concept [23].

8

Brandt discusses that “if a desired operation is not present, and cannot
be represented as a composition of primitives, it cannot be realized
within the language” in a unit-generator language, in [3, p.4].
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LC’s microsound synthesis framework is also designed
with a similar approach. As shown in the examples in
Section 3.3, in LC’s programming model, microsound
synthesis is described straightforwardly as an algorithmic
scheduling of microsound objects. Each sample within a
microsound object is directly accessible, while the utility
methods are also offered to manipulate samples at once.

[8] M. Fowler, Language workbenches: The killer-app
for
domain
specific
languages,
http://www.martinfowler.com/articles/languageWor
kbench.html. [Online; accessed on 22/Mar/2014].
[9] M. Fowler, Domain-Specific Languages. AddisonWesley. 2010.
[10] T. R. Green and A. Blackwell, “Cognitive
dimensions of information artefacts: a tutorial”, in
BCH HCI conference, 1998.

The significant difference between LC and these previous
works is that LC provides a programming model for realtime interactive computer music languages with more
generality; the works by Bencina and by Brandt do not
target the design of real-time computer music languages,
and Wang’s unit-analyzer concept targets only frequencydomain signal processing and analysis. In addition, LC’s
microsound synthesis framework is also highly independent from the unit-generator concept.

[12] M. Kaltenbrunner et al., “Dynamic patches for live
musical performance”, in Proc. Intl. Conf. New
Interfaces for Musical Expression, 2004.

5. CONCLUSIONS

[13] M. V. Mathews, et al., The Technology of Computer
Music. MIT press, 1969

In this paper, we discussed the three issues in today’s
computer music practices and described how each feature
of LC corresponds to them, with code examples and a
comparison with other languages. As LC’s language design is motivated to contribute to the solutions to the issues discovered in recent creative practices, it can benefit
both further research on computer music languages and
creative practices, as one design exemplar.

6. FUTURE WORK
As the current version of LC is just a proof-of-concept
version, we are currently planning to implement a more
efficient version. We are also currently working to provide more detailed publications on each of LC’s features.
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ABSTRACT
The Model-View-Controller (MVC) software architecture
pattern separates these three program components, and is
well-suited for interactive applications where flexible human-computer interfaces are required. Separating data presentation from the underlying process enables multiple
views of the same model, customised views, synchronisation between views, as well as views that can be dynamically loaded, bound to a model, and then disposed.
Jamoma 0.6 enables MVC separation in Cycling’74 Max
through custom externals and patching guidelines for developers. Models and views can then be nested for a hierarchal structuring of services. A local preset system is
available in all models, along with namespace and services
that can be inspected and queried application-wide. This
system can be used to manage cues with modular, stringent
and transparent handling of priorities. It can also be expanded for inter-application exchange, enabling the distribution of models and views over a network using OSC and
Minuit. While this paper demonstrates key principles via
simple patchers, a more elaborate demonstration of MVC
separation in Max is provided in [1].
1. INTRODUCTION
1.1 Concept of Model-View-Controller separation
Model-View-Controller (MVC) is an architecture pattern
for developing interactive computer applications that
breaks the application’s design into three distinct elements
[2]. A model represents a collection of data together with
the methods necessary to process these data. The view provides an interface for monitoring and interacting with the
model. The controller is the link between the model and
view, and negotiates information between them. MVC enforces a clear separation between processes, their states,
and how these are being represented to the user. This separation results in each concept being expressed in just one
place, which in turn makes the code easier to write and
maintain. The architecture also makes it possible to have
multiple views for the same model. In this way, views can
Copyright: ©2014 Trond Lossius et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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be customised and adapted dynamically based on the needs
of the user at any one time, without these changes affecting
the model itself. Furthermore, this separation permits the
developer to completely overhaul the look and feel of the
application simply by reworking the views, without requiring any changes to the models.
While MVC separation is common within many programming domains such as web applications development, it is
far less common in interactive computer music platforms
such as the Cycling’74 Max environment 1 . In applications for real-time creative work, the model could be a synthesis or audio process algorithm, while the view provides
the graphical user interface (GUI) for the algorithm. Alternatively, the view could also be an interface with hardware
controllers, or an interface for inter-application communication using e.g., OpenSoundControl (OSC) [3].
Prior to Max 5, the programming of user interfaces tended
to render the logical flow of a patcher’s underlying algorithm undecipherable due to dense overlaying of objects
and patch cords. In versions 5 and later, a patcher can
be represented in two ways: Edit Mode and Presentation
Mode. Typically, a user of the program will employ Edit
Mode during initial development, organising a patcher’s
layout with an emphasis on the logical structure of the processing algorithm. Presentation Mode is then used to reorganise the layout into a more intuitive GUI for interaction, displaying only select objects of relevance and hiding patch cords. Still a tight connection remains between
the algorithm represented within a given patcher and its
interface, as they are typically coded together in the same
patcher window. The interface can not easily be substituted
or altered without touching the underlying algorithm when
both are contained within a single patcher. MVC separation would be improved by instead storing the algorithm
as a patcher that is separated from its interface, so that several different views could be developed for interaction with
a single underlying model.
1.2 Jamoma project to date
Jamoma began as a system for developing high-level modules in the Max environment. It addressed concerns about
sharing and exchanging Max patchers in a modular system, and leveraged this structured environment to provide
an effective, efficient, and powerful means of automating
1 http://www.cycling74.com. All URLs in this article were last accessed July 14th 2014.
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and controlling patchers [4]. The source code is currently
maintained as an open-source C++ framework, named Jamoma Core 2 , consolidating several frameworks [5, 6, 7],
and a number of implementations, the most complete being Jamoma for Max 3 . The most recent stable version of
Jamoma for Max, version 0.5.7, was released early 2013 4 .
The upcoming version 0.6 of Jamoma implements improved model-view-controller separation, and depends on a new
Modular framework within Jamoma Core [7]. This paper
will not discuss the design of the C++ code in further details, but rather present how Jamoma 0.6 enables modelview-controller separation in Max, how models and views
can be designed, and discuss benefits of this approach with
respect to custom and alternative interfaces, namespace exploration, monitoring of changes in the patchers, management of mappings and states, and inter-application communication.
2. MVC IN MAX USING JAMOMA
In the following description, key terminology will be introduced using italics, the name of Max externals will be
boldface, and object arguments and attributes, as well as
messages communicated to and from objects, will be denoted using monospace.
Jamoma 0.6 for Max employs an object-oriented programming approach along side a client-server architecture in
order to provide MVC separation. The model is a Max
patcher that wraps a high-level entity such as a media generator or signal processor with an accompanying set of
functional services. The view is implemented as a separate Max patcher to provide an interface for monitoring
and controlling the services of one or many models, most
commonly by means of a GUI. Considered in terms of
object-oriented programming, the model and view are both
classes, but their purposes differ. Considered in terms of
client-server architecture, the model is a server, while the
view is a client that binds to the server.
2.1 Setting up a model

Figure 1. A Jamoma model.
2

https://github.com/jamoma/JamomaCore/
https://github.com/jamoma/JamomaMax/
4 http://jamoma.org/download/
3

Figure 1 is an example of a simple Jamoma model. This
stereo audio effect wraps a pair of degrade~ objects, reducing bit depth and sample rate in order to distort the signal. A Max patcher is declared as a model if it contains
a j.model object, with the attributes of this object primarily used to document the model. Specific uses of the @tags
attribute will be explored in section 3.4. Within a model,
j.parameter, j.message and j.return objects declare various
services and specify the properties of these services as attributes.
j.parameter defines a property of the model. In Max,
the associated value for this property can be easily set and
queried. The state of the model is the ensemble of the values of all of its parameters.
j.message defines a method of the model. In Max, this
results in a message that can be sent to the model to induce a specific action. Users should be aware that any argument(s) of such a message are not stored as part of the
state of the model.
j.return is used to return control information to Max. For
example, if a metro object were wrapped as a model, the
user could enlist j.return to output information at each tick.
For the model in figure 1, two parameters are declared as
services of the model, samplerate ratio and bitdepth, but
the model has no message or return objects. For each of
the parameters, a number of attributes can be specified, as
detailed in [8, 9], including the type of data they can hold
and process, the range of values accepted, what to do when
receiving values outside that range, whether it is possible
to ramp to new values over time, and whether repetitions
in the value will be filtered to save processing resources or
not. The output from these parameters connects to the relevant inputs of the two degrade~ objects they are to control.
This model receives audio signals to be processed, and
returns the processed signals. The j.in~ objects declare the
signal inlets, while the j.out~ objects declares the signal
outlets. These two objects introduce a number of additional services for adjusting output gain, mixing dry and
wet signals, muting or bypassing the model’s audio processing, and remotely sending and receiving the incoming
and processed audio signals. These additional services are
collectively referred to as audio amenities. The argument
to the j.in~ and j.out~ objects identifies the channel and informs the model what inlets and outlets are to be associated
for mixing and bypassing. The benefits of these services
will be discussed further in section 2.2, when a view is designed for this model.
Although this example demonstrates a stereo audio effect, model design is not limited to audio algorithms. Any
patcher can be wrapped into a model, including those that
process control data, audio, Jamoma AudioGraph multichannel audio signals [6] and/or video signals in the form
of Jitter matrices, Jitter OpenGL textures, or other kinds of
Jitter OpenGL data. In the same way that j.in~ and j.out~
provides common services of relevance to audio processing, dedicated objects are available for control rate data including video (j.in and j.out) and AudioGraph multichannel signals (j.in= and j.out=). Each of these offer amenities
relevant to the stated data or signal type.
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2.2 Designing a view

Figure 2. A Jamoma view in Edit mode.
A Max patcher is declared as a view if it contains a j.view
external. In a similar way to how j.parameter, j.message
and j.return declares services in a model, the j.remote,
j.send, j.receive, j.send~ and j.receive~ objects can be used in
views to bind to corresponding services within the model.
j.remote allows the view to both receive notification about
updates from the model and send value changes to the model.
It is the most common way to bind to a j.parameter within
a model.
j.send instead communicates changing values to the model
from the view, but does not inform the view about changes
in the model. This will often be used when binding to a
j.message within a model.
j.receive notifies the view about changing values from the
model, but does not provide any means to control the model.
Typically, this object will be used to bind to a j.return
within a model.
j.send~ and j.receive~ are audio rate counterparts of j.send
and j.receive.
Figure 2 serves to illustrate uses of the above objects by
presenting the default view for the audio effect discussed in
section 2.1 with the patcher in Edit Mode. Two instances
of j.remote bind to the corresponding j.parameter objects
in the model, and can be connected to GUI objects within
the view patcher so that the values of the parameters can be
monitored and changed. Two instances of j.receive~ bind to
the signals sent by the pair of j.out~ objects in the model,
and provide a means for monitoring levels of the processed
audio signals from the model. j.ui provides a default visual
background for the view’s GUI, while also offering access
to additional services related to preset handling, as well as
audio and/or video amenities, depending on the content of
the associated model. The purpose of these will become
apparent as we start using the model and view together
in section 2.4. While j.ui provides convenient access to
a number of services, it is not mandatory to include this
object; developers are free to design the look and feel of a
view in any way they want.
By default, views open in Presentation Mode, hiding the
Jamoma controller objects and organising the layout of user
interface elements, or widgets, into a functional interface.
Some examples of views can be seen in figure 3.
2.3 Controllers
Jamoma does not require Max developers to develop a third
patcher to act as a controller for models and views. In-

stead, controller responsibilities are mostly integrated into
the various j.* externals presented and discussed throughout this paper.
When the Max application starts, the j.loader external initiates the Jamoma environment and sets up a global node
directory for organising all future nodes into a tree structure [7]. Models and views are dynamically added to and
removed from this directory structure as they are created
or disposed off, ensuring global awareness of all the nodes
that are available at any given time. The Jamoma environment enables behind-the-scenes communication between
the j.model object and the various services in the model,
between j.view and the various subscribers in the view, and
between subscribers and the services that they bind to. It
also enables behind-the-scenes communication of audio signals between pairs of j.in~ and j.out~ objects in audio effects models needed for dry/wet mixing and bypassing, as
part of the audio amenities. Finally, Jamoma enables the
various advanced abilities for querying, monitoring and
controlling models that will be described in section 3.
2.4 Using models and views

Figure 3. Three Jamoma models for audio processing, and
their associated views.
Figure 3 is a simple Max patcher illustrating the use of
three models and their corresponding views. Models and
views are stored as separate files, and the convention is to
use a .model suffix in the filename of models, and a .view
suffix in view filenames. This patcher contains three audio
models: input~.model, degrade~.model and output~.model.
The input model wraps common sources of audio signals
such as file playback, input from the sound card, and test
signals. In figure 3, it is currently being used to play a
sound file from disk. The degrade model was previously
discussed in section 2.1. The output model offers saturation, limiting, stereo balance and gain adjustment as master
effects before passing the signal to the system’s audio outputs. Additionally, it provides the ability to record the audio signal to disk. Arguments to the three models provide
each of them with an identifying name: my input, my degrade
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and my output. These names must be unique, so that views
can unambiguously address a specific model instance.
The patcher also contains three views, each of them instantiated as a bpatcher. Each view needs to know which
model instance it should bind to, something that can be set
in two ways. In this patcher it is set statically as the first argument to the bpatcher in its inspector. j.view will grab this
argument at load time. Alternatively it can be set dynamically by changing the value of j.view’s model:address attribute to the address of the chosen model. We will see examples of this later, in section 3.5. Once the view has been
associated with a specific model instance, all instances of
j.remote, etc., in the view will monitor and allow access to
the corresponding services (j.parameter, j.message or j.return) of the model.
Comparing the look of the j.ui object of degrade~.view
in figure 2 to the one in figure 3, four additional widgets
have appeared in the upper right corner. When the view
binds to the model, it is informed by the aforementioned
pairs of j.in~ and j.out~ objects that the model offers specific audio amenities for output gain adjustment, mixing,
bypassing and muting. j.view then instructs j.ui to provide additional widgets for accessing these services. j.ui
can provide widgets for similar amenities when a view is
binding to Jamoma AudioGraph multichannel audio models or video processing models. The upper left widget of
all j.ui objects opens a pop-up menu offering access to a
number of services for preset storing, recalling and interpolation, and querying of the current state of the associated
model, collectively known as the preset amenities. The
same pop-up menu also offers access to documentation for
the model. There is an additional pop-up menu available
under the name of the bound model, which will give a list
of all services for this particular model, and allow users to
see and edit all of their attributes in a pop-up window.
In figure 3, the models and views have been located side
by side for simplicity, but they can just as well be located
in different patchers or subpatchers. Readers familiar with
complex, real-time interactive applications can imagine a
collection of all models together in one patcher, with a corresponding collection of views in a separate patcher. This
hopefully provides a glimpse of the benefits that MVC separation can bring to patcher organization in Max.
It should be noted that the j.model or j.view objects are
mutually exclusive, and therefore cannot be located within
the same patcher. This restriction is in place to enforce
separation of a model and a view. However, a model may
have additional j.model objects present in subpatchers, resulting in nested models, as discussed in section 3.1. In
the same way, views can be nested using additional j.view
objects within subpatchers.
3. MVC AND PATCHER MANAGEMENT
Implementing Max patchers with MVC separation using
Jamoma helps address a number of real life problems experienced when working on larger applications and artistic
projects in Max that might otherwise require advance programming skills. Separating models, controllers and views
has proven to be useful in many other programming con-

texts, but has previously been difficult to achieve in Max
because of challenges in implementing the controller layer.
Because Jamoma provides a ready-made controller layer
for Max, it frees the developer to concentrate on the development of models and views.
3.1 Nested models

Figure 4. The output model embeds several other models,
indicated as objects with red border.
One of the earliest motivations for making the transition
to MVC in Jamoma was the ability to have nested models with a hierarchal structuring of services. The inner
workings of the output~.model provides a good example of
why this is useful. As mentioned in section 2.4, the output model provides saturation, limiting and stereo balance
as master effects, in addition to audio recording capabilities. Figure 4 reveals how the output model provides these
effects and capabilities via several nested models. Each
of these models has functionalities that are useful outside
of the output model, and rather than having duplicate implementations of effects such as the limiter, it is more DRY
(Don’t Repeat Yourself) [10] to create a limiter~.model and
then embed this in other models as needed.
During our earlier discussion of the degrade model in section 2.1, the concept of audio amenities was introduced.
By default, the limiter model would have these generic
audio services for controlling gain, mix, bypassing, muting and level metering. It would also have services associated with presets. However, when used as a nested
model, it might make sense to avoid duplication of the parent model’s services and deactivate these services within
the limiter model. To facilitate this, the @amenities attribute
can be used to enable or disable these amenities using the
keywords all or none, or more selectively specifying specific services, such as audio or preset. When present, this
attribute is retrieved by the j.model object within the embedded model, and configures services accordingly.
Nesting models leads to well-structured and descriptive
namespaces for the parameters in the model, as illustrated
by the namespace of parameters in the output model listed
in figure 5.
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as a model; instead, it is implicitly added to the namespace
tree when the service is registered. If the priority of these
two parameters should be raised in comparison with other
nodes in the output model, it needs to happen at the node
level where dac resides, rather than the sub-branch where
the two nodes channel.L and channel.R reside. In order to
accomplish this, a j.node object is introduced, raising the
priority of the DAC and enforcing a priority for these two
parameters that is after the saturation and limiter models,
but before the stereo balance and recording models. j.node
can be thought of as a lightweight cousin of j.model, providing control over a few select properties at a node level,
but without turning that node into a full-fledged model.

audio / gain
a u d i o / mute
b a l a n c e / mode
balance / position
balance / shape
dac / c h a n n e l . L
dac / c h a n n e l . R
limiter / active
l i m i t e r / dcblocker / active
l i m i t e r / lookahead
l i m i t e r / mode
l i m i t e r / postamp
l i m i t e r / preamp
limiter / release
limiter / threshold
record / f i l e / type
r e c o r d / samptype
saturation / active
s a t u r a t i o n / depth
s a t u r a t i o n / mode
s a t u r a t i o n / preamp

3.3 Object instances
Figure 5. Output model parameter namespace.
3.2 Management of priorities
When initialising a model or recalling a preset, proper configuration of the model is often dependent on ensuring that
parameters are updated in a particular order. For example,
when describing the loudspeaker layout for multichannel
sound reproduction, the number of speakers needs to be
set before the positions of the speakers. This can be administered using the @priority attribute of j.parameter.
In larger models, the nested sub-models might need to
be configured in a prioritised sequence as well. Although
it is not really needed for this particular model, figure 4
illustrates how a priority attribute can be set for the embedded models. Priorities are sorted according to a preorder depth-first recursive traversal of the node tree [11].
The four embedded models of the output model reside at
the same level of the node tree structure, as illustrated in
figure 5, and since the saturation model has first priority, it
will be the first to be set. The various parameters of the saturation model will be set according to how priorities have
been specified internally in the model. Next the limiter
will be set, and finally all the nodes that do not have any
priority, such as the balance and record models.

Figure 6. Setting priority of a node using j.node.
When creating model parameters, it is possible to design
the namespace to use intermediate nodes without having
to set them up as models of their own. Figure 6 shows
the dac subpatcher of the output model, containing two parameters labeled dac/channel.L and dac/channel.R. In this
case, the intermediate node dac is not declared anywhere

There are many situations where it is advantageous to use
a specific model multiple times within a patcher, whether it
be for parallel filters in an equalizing filter bank, or sources
and speakers in spatial scene descriptions. Whenever a
given model is used multiple times within the Max environment, there are several ways that Jamoma supports accessing these distinct instances of the model, starting with
the namespace. Whereas the forward slash separator allows users to discriminate between successive nodal hierarchical levels, the dot separator is used to discriminate
between different instances of the same class residing at
the same hierarchical level. Instance identifiers can be provided as a numeric or symbolic suffix, depending on what
best describes their scope. The addresses of the dac parameters dac/channel.L and dac/channel.R in figures 5 and
6 illustrate this, setting what physical output channel on the
sound card the left and right channel signals of the model
are supposed to send audio to. This method for dealing
with instance naming represents a key difference between
namespaces in Jamoma and OSC addresses [12]. OSC addresses such as /channel/L offer no way to discriminate between the functional description (channel) and the part used
to describe the instance (L). By comparison, the dot separator in (/channel.L) makes this explicit for humans and
computers alike.
Objects instances, be they models or services, can be created manually by providing the instance identifier as a suffix to the address argument. The binding mechanism of
Jamoma requires that all nodes have unique names, therefore two models can not share the same address. Whenever
a conflict arises, either by opening the same patcher twice
or by duplicating a model in a patcher, Jamoma posts a
warning to the Max window and temporarily solves the issue by introducing unique instance suffixes such as my output.1 and my output.2. If this happens simultaneously for
models and views, Jamoma will attempt to keep correct
bindings between associated models in views while introducing unique identifiers for both.
It is also possible to create arrays of models dynamically
by loading the patcher into a poly~ object. In this case, the
poly~ instance number will be adopted by Jamoma to identify the model instance. Arrays of services can be created
with the j.parameter array, j.message array and j.return array externals. For example, parameters controlling the as-
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signment of eight audio channels could be configured easily using j.parameter array channel.[8]. It is then possible to create implicit nodes for each instance in this array
of parameters. In the case of our eight audio channels,
we could add parameters to control the speaker position
on each channel using j.parameter array channel.[8]/position.
3.4 Namespace management
The address of a service functions in a manner similar to
file and folder paths within a POSIX-compliant terminal
shell. Addresses with a leading forward slash are considered absolute, and start from the root of the local application. The absolute address of one of the parameters of the
degrade model in figure 3 is /my degrade/bitdepth. Absolute addresses are OSC-compliant [3]. Addresses with no
leading forward slash are considered relative to the context
of the current objects.
j.model sets up a local namespace context within the model,
and if a parameter or some other service is provided with a
relative address, the address will be relative to the address
of the model instance. When creating a my degrade model
instance in figure 3, the address of the bitdepth parameter from figure 1 becomes /my degrade/bitdepth. The same
holds true for views. If subscribing objects within the view
are provided with a relative address, it will be relative to
the address that j.view binds to. When the degrade view
seen in figure 2 binds to the /my degrade model as seen in
figure 3, the bitdepth j.remote object within the view will
bind to /my degrade/bitdepth.
When using absolute addresses for j.remote, j.send or j.receive, it is possible to design views that bind to services in
several separate models. Using absolute addresses, it is
also possible to use j.remote, j.send and j.receive outside
of patchers strictly defined as views by the presence of a
j.view object as described in section 2.2. The same applies
to j.send~ and j.receive~. The address to bind to can be set
dynamically by setting the @address attribute of subscribing
objects, as demonstrated in figure 7.

syntax, to filter nodes based on what type of object they
represent within the node tree (e.g., model, service, preset,
or signal inlet), or on the value of their attributes. For instance the arguments of the j.model tag attribute in figure 1
identifies this class of models as as a distortion audio effect, and it will show up in namespace queries for nodes
tagged with each of these keywords. Figure 7 illustrates
how j.namespace can be used to build a menu of models,
and also a menu of parameters for the my degrade model.
Combined with the ability to dynamically set what address
subscribers bind to, this provides incredible flexibility for
manipulating the mappings between parameters during development or performance.
While j.namespace narrows in on a few select nodes at a
time, j.modular provides a bird’s-eye perspective, reporting the whole namespace of the local application. This can
be exported as an XML file, or used to announce the services of the local environment for use in query-based interapplication communication with other OSC-compliant or
Jamoma-based applications. An example of inter-application communication will be provided in section 3.6
At the time of this writing, only a limited subset of the address pattern matches described in the OSC specification
[13] have been implemented in Jamoma. Asterix can be
used as a wildcard between forward slashes (/*/) to select
all nodes at a certain level, and can even be used to select
all instances of a certain kind, such as using /channel.*/ to
access all eight audio channels from the description in section 3.3. Because this is implemented within the controller
infrastructure, it is a powerful feature for monitoring parameters. For example, if we designed a my midi in model
to receive and parse incoming MIDI messages from an external device on all 16 channels, we could easily monitor
all incoming continuous controller messages on all channels using j.receive /my midi in/channel.*/cc.*.
j.remote array provides access to an array of values, either as a list of all values for all instances when set to
the @format array, or individually for each instance when
set to @format single. j.remote array is not dependent on
how the services of the node tree have been created in
the patchers. For instance, if we create eight instances of
the input~.model as introduced in section 2.4 and named
my input.1, my input.2, etc., the volume of all models can
be accessed using a single j.remote array /my input.[8]/audio/gain object.
3.5 Multiple and dynamic views

Figure 7. Querying of namespace for models and model
parameter, and dynamically setting what service to bind to.
The namespace of a Jamoma application can be explored
in several ways. Using j.namespace, the node tree namespace can be explored recursively node by node, or it can
be explored using a flexible set of filters. Some pre-set filters are available in order to filter nodes based on the type
of Max object they represent, such as j.model, j.parameter,
j.message and j.return. It is also possible, with a dedicated

It is important to note the direction of dependencies between a model and view: The view depends on the model,
but the model does not depend on the view [14]. One implication of this direction is that a variety of views can
be created for one and the same model. For a computer
musician working with interactive systems as part of an
extended performance instrument, the interface could be
adapted to specific needs of a given situation. In rehearsal
situations, a lot of details about the model may need to be
exposed, while only a few services are relevant during the
actual performance. It is also possible to load and dispose
of views during the course of a performance, so that the
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exposed interface dynamically updates to present only the
information relevant to a specific moment in performance.
Another benefit, when combined with observer pattern
implementation, is that it is possible to have several simultaneous presentations of the same parameter [14]. Section
2.2.3 of [1] provides an example of how several views towards the same audio filter can co-exist. One view displays
the filter parameters as numerical values, while the other
view provides a graphical interface displaying the resulting frequency response, using filtergraph~. The two subscribers do not interact directly, but a change in one will
update the state of the model, and then be reflected by an
update of displayed value in the other subscriber.
3.6 State management and inter-application
communication
Managing states is a critical feature of a multimedia system. In Jamoma, there are two systems for state management: presets and cues. Both use the same underlying
mechanism, with some important differences. The preset
system is an embedded utility in j.model, and is local to
the model (and its potential sub-models). Presets can be
saved as text files and shared amongst several instances of
the same model, and such presets are used for the default
initialisation of models. The j.cue object stores and recalls
states as well, but operates application-wide. It can store
states for the entire system, or more selectively for designated parts of the namespace. Different cues stored in
the same j.cue object might address different subsets of the
namespace. j.namespace can be used with j.cue to provide
an interface for selecting what subset of the namespace to
use when storing new cues. Cues and presets both respects
priorities as discussed in section 3.2.
The j.modular object facilitates inter-application communication using multiple protocols via a set of plugins within
a generic framework [15]. This provides a way for new
protocols to be added as they are developed, as well as existing protocols to be maintained within a consistent interface. At the time of this writing, two protocols are implemented as plugins and available within j.modular; OSC [3]
and Minuit. The Jamoma implementation of OSC can be
used to pass OSC messages between the two applications,
and makes it possible to mirror a remote application after
loading its namespace from an XML file. j.remote objects
can then bind to parameters in the remote server application and create networked client views in Max for models residing in the other application. Minuit is a protocol
that enhances OSC to allow querying of namespaces and
the value of specific nodes within remote applications, as
well as subscriptions to remote services 5 . Minuit also enables remote control of Jamoma model parameters, so that
a remote application can provide networked views of local
models within a Jamoma application. These abilities are
used by the i-score application, an interactive intermedia
sequencer. i-score can query and visualise the namespace
tree of one or several Jamoma applications, and then remotely create snapshots or automate any of their services.
The snapshots of application state can be further arranged
5

https://github.com/Minuit/minuit

as structural events in time in the i-score sequencer in order to author time-based multi-media interactive scenarios
[16].
4. CONCLUSION AND FUTURE DIRECTIONS
In interactive applications, user interfaces are especially
prone to frequent change requests. The ability to maintain a flexible interface design and respond to such change
requests can be hindered if the user interface is tightly interwoven with the underlying processing algorithm. The
Model-View-Controller architecture pattern divides such
applications into distinct parts, separating interface development from other parts of the program’s development and
making it easier to remain flexible.
[14] argues that the most important separation is that between view and model, as they are fundamentally about
different concerns. This point is just as valid in real-time
music applications as it is in business applications: The
development of the view should focus exclusively on UI
layout and mechanics. In contrast, the development of a
model should focus on processing signals, media and control data. Depending on context, users may want to see the
same underlying model information presented in different
ways. Separating model and view enables the development
of multiple views that all use the same model. A key point
of this separation is the direction of the dependencies; the
view depends on the model, but the model does not depend
on the view. Due to the implementation of a observer pattern, each view is updated whenever the associated model
changes, so that several synchronised views can co-exist
[17]. Views become ‘pluggable’, and can be substituted
one for another dynamically at run-time.
Jamoma 0.6 introduces a number of externals that together enable MVC separation in the Cycling’74 Max environment. The network communication features of the
controller layer in Jamoma even enables inter-application
distribution of responsibilities, where views on one or more
clients interact with models hosted at a server. This can
be used for networked, distributed and collaborative performances. Designing models and views as patchers is
straight-forward, and results in tangible improvements to
the overall process of designing interfaces within Max.
This paper has provided several brief examples that serve
to illustrate these improvements. For a more extended
demonstration of MVC separation in Max using Jamoma,
please see [1]. In that demonstration, an equaliser model is
created with an array of filter bands of variable size. Next,
a series of views are developed for displaying frequency
response of the equaliser, and for interacting with a single
filter band. Finally, all of the above is combined to provide
a compound view that demonstrate the use of several parallel views towards the same service, dynamic binding of
views to services, and the use of nested views. As such, the
examples demonstrates many of the functionalities, possibilities and benefits that MVC separation offers.
MVC separation is also beneficial with respect to automated testing. The development of Jamoma relies heavily
on such testing during each C++ build, as well as implementation testing in Max [18]. Non-visual objects are usu-
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ally easier to test than visual ones, and separating model
and view allows to test model logics without having to
script GUI updates [14]. In the future, we anticipate that
MVC separation will make it easier to develop model and
intra-model integration tests.
The need to refactor Jamoma for MVC separation has
been motivated by its developers own artistic and research
practises. During the alpha development of Jamoma 0.6,
it has been used for a number of large artistic projects in
France and Norway, including works developed at GMEA,
BEK, by The Baltazars and a new stage production currently in development by Verdensteatret.
Jamoma 0.6 is scheduled for release during the summer
of 2014. It requires Max 6.1 or higher, and is distributed as
a downloadable package 6 . Externals are currently available for Mac OSX only, however we invite assistance from
experienced Windows developers to help in making it available for this platform.
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ABSTRACT
Due to its synchronous behaviour, a strongly-timed program can suffer from the temporary suspension of realtime DSP in the presence of a time-consuming task. In
this paper, we propose mostly-strongly-timed programming, which extends strongly-timed programming with
the explicit switch between synchronous context and
asynchronous context. If a thread is in asynchronous context, the underlying scheduler is allowed to preempt it
without the explicit advance of logical time. Timeconsuming tasks can be executed asynchronously, without causing the temporary suspension of real-time DSP.
We also discuss how the concept is integrated in LC, a
new computer music programming language we prototyped, together with the discussion on implementation
issues.

1. INTRODUCTION
The issue of timing precision is a traditional topic in
computer music. Even today, when the advance of computer technology has made significant improvements in
both computational speed and communication bandwidth
with the external hardware, timing precision continues to
be a topic of significant interest. When performing microsound synthesis techniques [16], sample-rate accuracy
for scheduling microsounds is a crucial factor in rendering the output as theoretically expected.
The strongly-timed programming concept that Wang et
al. proposed in the ChucK audio programming language
[21] is interesting in that it contextualizes such a problem
as an issue with the programming language design. It
adopts the concept of synchronous programming [10] to
an imperative programming language for interactive systems, by letting a user program explicitly control the advance of logical time. In this manner, even sample-rate
accurate precise timing behaviour can be realized.
However, due to its synchronous behaviour, a stronglytimed program can suffer from the temporary suspension
of real-time DSP in the presence of a time-consuming
task. Such a problem can occur in any other computer
music languages and systems, which take a similar synchronous approach in the design.
Copyright: © 2014 Hiroki NISHINO et al. This is an open-access article dis- tributed under the terms of the Creative Commons Attribution
License 3.0 Unported, which permits unrestricted use, distribution, and
reproduction in any medium, provided the original author and source
are credited.

In this paper, we propose a new programming concept,
mostly-strongly-timed programming 1 , which extends
strongly-timed programming with explicit switching between synchronous context and asynchronous context.
The underlying scheduler can suspend threads in asynchronous context at an arbitrary time, even without the
explicit advance of logical time; thus, the temporary suspension of real-time DSP can be avoided by enclosing the
time-consuming part of a task in asynchronous context.
We adopted this concept into LC [12, 13], a new computer music programming language we prototyped. In the
following sections, we briefly review the related works
and describe the mostly-strongly-timed programming
concept with code examples in LC, followed by discussions on the concept, together with implementation issues.

2. RELATED WORKS
2.1 The Earlier Live Computer Music Systems
For non real-time computer music languages, the issue of
timing precision was not a concern in the early days of
computer music, as even the sample-rate accuracy was
easily achieved simply by setting the audio-rate and control-rate [7, p.468] to the same settings. However, precise timing behaviour in a computer music system became an issue of significant interest, soon after the emergence of live computer music. In the era when a computer music system still consisted of a computer and its external synthesizer hardware, the concerns were concentrated around how to deal with the limitations that comes
from slow CPUs and the low bandwidth of the hardware
interface of the time.
FORMULA by Anderson and Kuiliva [1, 2] is one of the
most notable works in that it represents efforts made in
this era. FORMULA uses the time-sliced approach inspired by discrete-event simulation [4], and the tasks in
FORMULA are performed in system-internal logical
time. By performing tasks in logical-time, the events can
be given the same logical timestamps, as if they were
generated or scheduled at the same time, regardless of the
actual timing in real time when they are generated or
scheduled. Together with the mechanism to buffer the
output events, FORMULA achieved desirable timing
precision for live computer music in this era.

1

A very early discussion on mostly-strongly-timed programming is
presented in [14].
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2.2 Stand-Alone Live Computer Music Systems
After stand-alone real-time sound synthesis is made possible on a personal computer, the issue of timing precision was again raised. As computer music systems must
process the compositional algorithms and real-time DSP
simultaneously, the software design for such a computer
music system had to be investigated. The popularization
of microsound synthesis techniques also led to the demand for more precise timing behaviour.
2.2.1 The separation between audio computation thread
and compositional algorithms thread(s)
One of the approaches taken in the design of computer
music systems is to perform the real-time sound synthesis
in a separate process (or a separate thread) with higher
priority and perform compositional algorithms in other
processes (or threads). This approach is still frequently
seen in many computer languages. For example, SuperColllider [22] consists of two processes, scserver (the
sound synthesis server) and sclang (the interpreter for its
programming languages). Impromptu [19] also performs
sound synthesis in a different thread than the compositional algorithms. The sound synthesis software frameworks and libraries are also frequently designed with the
same approach. For example, both Jsyn for Java [8] and
CsoundXO for python [11] are designed in this manner.
This approach can avoid the suspension of real-time
sound synthesis, as all the compositional algorithms, including a time-consuming compositional task, are performed in a different thread/process. Instead, this makes
it significantly harder to synchronize sound synthesis
with the compositional algorithms. Generally speaking,
the synchronization between threads and processes in
today’s operating systems are not so fine-grained to realize sample-rate accurate timing precision in such a software design.
2.2.2 The synchronous approach
To achieve better timing precision, many computer music
languages and systems take the synchronous approach,
which is based on the ideal synchronous hypothesis. In
the ideal synchronous hypothesis, “all the computations
are assumed to take zero time (that is, all temporal scopes
are executed instantaneously)” and “during implementation, the ideal synchronous hypothesis is interpreted to
imply the system must execute fast enough for the effect
of the synchronous hypothesis to hold” [9, p.360].
01:
02:
03:
04:
05:
06:
07:
08:
09:
10:
11:
12:

-- define a function to print a message
-- repeatedly, every 1 second.
function printer(message)
while true do
print(message)
wait(1) -- wait 1 second
end
end
-- start ticking:
go(printer “tick”)
-- start tocking after 0.5second:
go(0.5, printer “tock”)

Figure 1. A simple example of a LuaAV program [20].

In practice, when designing a real-time computer music
system, the ideal synchronous hypothesis is interpreted to
imply that real-time DSP must be blocked until the system finishes processing all the scheduled tasks and the
system must execute all the tasks before the deadline for
the next DSP cycle. To achieve such behaviour, the execution of the compositional algorithms and the audio
computation are normally interleaved in one thread.
While many widely-used languages are implemented
with this synchronous approach2, LuaAV [20] provides
an interesting design exemplar for textual computer music languages, in that it utilizes collaborative (or nonpreemptive) multi-tasking by coroutines to achieve synchronous behaviour. Figure 1 describes a simple LuaAV
example [20]. In LuaAV, the user code is executed as a
coroutine within the software framework. By calling the
wait function3 (as seen on line 06), the current coroutine
explicitly yields so that the underlying sound synthesis
framework can perform the audio computation.
After the given duration has passed, it resumes the
coroutine. The go function calls are made to execute new
coroutines on line 10 and line 12.
As coroutines can yield and resume much faster than native threads, it is easy to realize the fine-grained synchronization and synchronous behaviour between the compositional algorithms written as coroutines and sound synthesis, when performing both in the same audio computation thread.
2.2.3 Strongly-timed programming
The strongly-timed programming concept proposed by
Wang et al. in the ChucK audio programming language
[21] is also of significant interest in that it clearly puts
this issue of precise timing in the context of the programming language concept. While most synchronous
programming languages are designed for reactive systems4, ChucK targets interactive systems5, with an exclusive focus on audio programming. As a variation of synchronous programming, ChucK integrates the explicit
advance of logical synchronous time within an imperative
programming language.
Figure 2 illustrates a simple strongly-timed program in
ChucK [21, p.43]. As seen on line 10, logical time is explicitly advanced by a user program. The audio output is
computed only when logical time is advanced6; if there
exists any active thread that is still being executed, the
audio computation is blocked.

2

For instance, “audio and message processing are interleaved in Pd”
[15].
3
The wait function can also wait for a certain event to occur.
4
Reactive systems are “computer systems that continuously react to
their environment at a speed determined by this environment”[10].
5
Interactive systems are computer systems that “continuously interact
with their environment, but at their own rate” [10].
6
Similar to LuaAV, a ChucK program can wait for a certain event; the
thread of execution can be suspended and logical-time can be advanced
until the occurrence of the event.
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While there may be a certain degree of similarity between
the Figure 1 LuaAV example and the Figure 2 ChucK
example, it should be emphasized that strongly-timed
programming itself is not directly associated to any particular implementation strategy; while the concept may
be implemented by translating a strongly-timed program
to another program that utilizes coroutines, which would
look similar to the LuaAV example, it is also possible to
implement a virtual machine that executes the bytecode
generated by its own compiler as in ChucK. There can be
various implementations of a strongly-timed programming language, as it is purely a programming concept.

asynchronous/preemptive context respectively. Figure 3
describes an example of mostly-strongly-timed programming in LC. As shown, the sync and async statements can be nested as desired. As seen in the comments,
the time-consuming part of a thread can be preempted
when necessary, just by enclosing it within an async
block; thus, temporary suspension of real-time DSP can
be avoided.

01 :	 //	 synthesis	 patch	 
02 :	 SinOsc	 foo	 =>	 dac;	 
03 :	 
04 :	 //	 infinite	 time	 loop	 
05 :	 while(true)	 
06 :	 {	 
07 :	 	 	 //	 randomly	 choose	 a	 frequency	 
08 :	 	 	 Std.rand2f(30,	 1000)	 =>	 foo.freq;	 
09 :	 	  //	 advance	 time	 
10 :	 	 	 100::ms	 =>	 now;	 
11 :	 }	 
	 	 

Figure 2. A simple strongly-timed program in ChucK [21, p.43].

3. MOSTLY-STRONGLY-TIMED PROGRAMMING
3.1 Extending the strongly-timed programming concept with asynchronous/preemptive behaviour
While the synchronous approach can realize fine-grained
timing precision, due to the underlying ideal synchronous
hypothesis, a time-consuming task can temporarily suspend real-time DSP, since audio computation is blocked
until the task is finished. Such a situation is clearly not
desirable in live computer music.
The proposition of strongly-timed programming implies
that this problem can be considered as a problem of the
programming concept applied to the language, not just as
an implementation issue. One of the possible solutions
suggested from this perspective is to extend the stronglytimed programming concept with asynchronous behaviour.
3.2 The mostly-strongly-timed programming concept
Based on the idea described above, we propose mostlystrongly-timed programming, which extends stronglytimed programming with the explicit switch between the
synchronous/non-preemptive context and the asynchronous/preemptive context. In a mostly-strongly-timed program, a thread in the former context is executed synchronously as it is in a strongly-timed program and audio
computation is blocked until the thread explicitly advances logical time or waits for an event. On the contrary, in
the latter context, the underlying scheduler is allowed to
suspend and resume a thread at any arbitrary time if necessary.
In LC, two statements, sync and async, are provided for
explicit context switching. These statements switch the
current context to the synchronous context and to the

01 :	 //create/play	 a	 sine	 wave	 oscillator	 patch	 to	 	 
02 :	 //make	 the	 temporary	 suspension	 of	 DSP	 audible.	 
03 :	 var	 p	 =	 patch	 {	 
04 :	 	 	 Sin~(440)	 =>	 DAC~();	 
05 :	 };	 
06 :	 p->start();	 
07 :	 	 	 	 
08 :	 //loading	 16	 large	 sound	 files	 at	 once	 from	 the	 
09 :	 //hard	 drive.	 This	 can	 consume	 lots	 of	 time	 and	 
10 :	 //temporarily	 suspend	 real-time	 DSP.	 
11 :	 for	 (var	 i	 =	 0;	 i	 <	 16;	 i+=	 1){	 
12 :	 	 	 //load	 sample0.wav-	 sample15.wav	 
13 :	 	 	 LoadSndFile(i,	 “sample”	 ..	 i	 ..	 “.wav”);	 
14 :	  }	 
15 :	 
16 :	 //this	 infinite	 loop	 suspends	 the	 DSP	 forever;	 
17 :	  //it	 doesn’t	 advance	 logical	 time	 at	 all,	 
18 :	  //while	 the	 thread	 is	 in	 the‘sync’context.	 
19 :	 /*	 
20 :	  while(true){	 
21 :	 }	 
22 :	 */	 
23 :	 	 	 	 
24 :	 //----------------------------------------------	 
25 :	 //	 	 	 	 mostly-strongly-timed	 programming	 
26 :	 //----------------------------------------------	 
27 :	 }	 
28 :	 //an	 array	 with	 16	 elements.	 
29 :	 var	 wsarray	 =	 new	 Array(16);	 
30 :	 
31 :	 //using	 an‘async’	 statement	 to	 switch	 to	 the	 	 
32 :	 //asynchronous/preemptive	 context,	 so	 that	 the	 
33 :	 //task	 can	 be	 preempted	 by	 the	 scheduler.	 
34 :	 async	 {	 
35 :	 	 	 //the	 below	 doesn’t	 suspend	 real-time	 DSP,	 
36 :	 	  //as	 the	 thread	 can	 be	 preempted	 this	 time.	 
37 :	 	 	 for	 (var	 i	 =	 0;	 i	 <	 16;	 i+=	 1){	 
38 :	 	 	 	 	 //load	 sample0.wav-	 sample15.wav	 
39 :	 	 	 	 	 LoadSndFile(i,	 “sample”	 ..	 i	 ..	 “.wav”);	 
40 :	 	  	 }	 
41 :	 	 
42 :	 	 	 //then	 switch	 back	 to	 the‘sync’context	 
43 :	 	 	 sync	 {	 
44 :	 	 	 	 	 //now	 in	 the	 non-prepemtitve	 context.	 
45 :	 	 	 	 	 //the	 code	 is	 executed	 with	 the	 sample-rate	 	 
46 :	 	 	 	 	 //accurate	 timing	 behavior.	 
47 :	 	 	 	 	 for	 (var	 i	 =	 0;	 i	 <	 10;	 i+=	 1){	 
48 :	 	  	 	  	 	  //randomly	 change	 the	 sine	 wave	 frequency.	 
49 :	 	 	 	 	 	 	 p.s.freq	 =	 Rand(1,	 10)	 *	 2220;	 
50 :	 	 	 	 	 	 	 now	 +=	 1::second;	 
51 :	 	 	 	 	 }	 
52 :	 	 	 	 	 //now	 switch	 to	 the	 ‘async’	 context	 again.	 
53 :	 	 	 	 	 async	 {	 
54 :	 	  	 	  	 	  //extract	 wavesets	 from	 the	 buffers.	 
55 :	 	 	 	 	 	 	 //the	 analysis	 can	 take	 time	 if	 the	 sound	 	 
56 :	 	 	 	 	 	 	 //data	 is	 large.	 Yet,	 the	 below	 task	 won’t	 
57 :	 	 	 	 	 	 	 //suspend	 real-time	 DSP	 as	 the	 thread	 	 
58 :	 	 	 	 	 	 	 //is	 now	 in	 the	 async	 context.	 	 
59 :	 	 	 	 	 	 	 for	 (var	 i	 =	 0;	 i	 <	 10;	 i+=	 1){	 
60 :	 	 	 	 	 	 	 	 	 wsarray[i]	 =	 ExtractWavesets(i);	 
61 :	 	 	 	 	 	 	 }	 
62 :	 	  	 	 }	 //the	 end	 of	 the	 async	 block	 (lines	 53-62)	 
63 :	 	 	 }	 //the	 end	 of	 the	 sync	 block	 (lines	 43-63)	 
64 :	 	 	 	 
65 :	 	 	 //now	 we	 are	 in	 the	 async	 context	 (lines	 34-	 )	 
66 :	 	  //unlike	 on	 line	 20-21,	 the	 below	 loop	 does	 not	 
67 :	 	  //suspend	 real-time	 DSP,	 since	 the	 thread	 	 
68 :	 	  //is	 currently	 in	 the	 async	 context.	 
69 :	 	  while(true){	 
70 :	 	  }	 
71 :	 }//the	 end	 of	 the	 async	 block	 (lines	 34-71)	 
	 

Figure 3. A mostly-strongly-timed programming example in LC.
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4. DISCUSSION
4.1 Extending strongly-timed programming with the
asynchronous/preemptive behaviour
As discussed in Section 2, in a computer music system
that performs real-time DSP in a separate thread, it is
difficult to synchronize the timing between compositional
algorithms and real-time sound synthesis. The use of the
synchronous approach and logical time may compensate
for such a loss of the timing precision to a considerable
degree. Depending on how the runtime environment (e.g.,
virtual machine or interpreter) schedules internal tasks,
the predictability and repeatability can be also recovered
at least at the logical time level. For instance, the scheduling strategy of the ChucK virtual machine is made highly
deterministic and predictable [21].
However, as repeatedly emphasized, due to the underlying ideal synchronous hypothesis, a computer music system built upon the synchronous approach can suffer from
the temporary suspension of real-time DSP in the presence of a time-consuming task. As both real-time DSP
and compositional algorithms are performed within the
same thread, if any task blocks audio computation for a
long period, the computer music system may miss the
deadline for sound output.
There are various kinds of tasks that can be timeconsuming in computer music. For instance, it would
consume a significant amount of time to analyse large
sound data. It may be argued that the temporary suspension of real-time DSP can be avoided by dividing a timeconsuming task into a number of sub-tasks, interleaved
by the explicit advance of logical time.
Contrary to expectation, this programming pattern is not
always realizable. For example, assume that a user wants
to load a large sound file from the disk. This task can
consume a significant amount of time, as it involves disk
access. A user may divide this task into the number of
disk accesses to load the sound data a little at a time. Yet,
the duration of the I/O block caused by the disk access is
unpredictable; there may be other processes accessing the
same disk simultaneously, or the disk itself may not be
located on the same computer, but on the local area network. In both cases, each sub-task can consume more
time than expected.
One of the perspectives suggested by the strongly-timed
programming concept is that the issue of timing behaviour can be viewed as a problem with the programming
concept applied to the language. This perspective allows
further investigation as to wether there can be a programming concept that suits as a solution, temporarily
putting the software framework design issues aside,
which are more related to implementation.
Based on this perspective, we proposed the mostlystrongly-timed programming concept. As our view of this
problem is that the temporary suspension of real-time

DSP is rooted in the underlying ideal synchronous hypothesis, our approach is to extend the strongly-timed
programming concept by utilizing asynchronous behaviour. By such an extension, mostly-strongly-timed programming intends to avoid temporary suspension of realtime DSP by the explicit switch to asynchronous/preemptive 	
  context when performing a timeconsuming task.
Previous works already exist that extend synchronous
programming languages with asynchronous behaviour.
The target application domain and the background motivation of the mostly-strongly-timed programming concept greatly differ from these works. Berry et al. extended Esterel [5], a synchronous programming language for
reactive systems for communicating reactive processes,
“where a set of individual reactive synchronous processes
is linked by asynchronous communication channels” in
[6]. Baldamus and Schneider also discussed the extension
of Esterel and PURR [17] by asynchronous concurrency
and non-determinism to describe asynchronous systems
and to generate more optimized code in [3].
Thus, these previous works target reactive systems. Their
motivations are in communicative reactive processes or
in the optimization of the generated code, whereas mostly-strongly-timed programming targets interactive systems, with a significant focus on computer music applications. The motivation here is achieving precise timing
behaviour while avoiding the suspending of audio computation; both the target application domain and the
background motivation of mostly-strongly-timed programming significantly differ.
4.2 The implementation issues
While strongly-timed programs in ChucK are executed as
software threads within ChucK’s own virtual machine, it
is not difficult to translate it to the programs that utilize
coroutines in another language. However, such a simple
conversion is not possible for a mostly-strongly-timed
program, because the underlying scheduler must be allowed to preempt threads in asynchronous context, at an
arbitrary time.
A user may consider it is possible to check if the underlying scheduler is requesting a preemption, by inserting
synchronization points into the translated program7. As
the request status can be actively checked at the synchronization points and a coroutine can yield when the request is made, it seems possible to mimic the preemption.
However, this strategy does not work well for the tasks
that involve the I/O block as described. For instance, if a
native function call is made to load a large file, this single
native function call may consume a significant amount of
time for disk access. As the compiler or virtual machine
7

The strategy of inserting synchronization points into the generated
code by a compiler can be also often be seen when implementing a
garbage collector. “At such a synchronization point, a test of a global
variable indicates if a thread switch is required, and some code is executed if this is the case” [18, p.43], for instance, the code to scan the
root objects at the beginning of a garbage collection phase.
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cannot simply insert a synchronization point inside a native function, as they are able to into a translated code or
into a bytecode, the underlying scheduler cannot perform
the preemption until the native function call is over.
Moreover, the sync and async statements seem irreplaceable with corresponding API functions and may require
handling at the virtual machine level, when considering
non-local exits, (e.g., execution-time constraints or exception-handling). Figure 4 describes a simple example
that involves an execution-time constraint in LC. The
within-timeout statement can be used to give an execution
time constraint in LC. When the execution-time constraint given by the within statement is violated, the code
immediately jumps to the timeout block; otherwise the
timeout block is simply skipped.
In Figure 4, the code jumps when exactly five seconds
have passed from line 05 to line 09. On line 09, the thread
already exited async context, and sync context should be
recovered. Hence, there should be no advance of logical
time when the code reaches to the timeout block; line 09
should be executed right at the timing, when the execution-time constraint is violated (exactly five seconds after
line 02 is executed).
01 :	 sync	 {	 
02 :	 	 	 within(5::second){	 
03 :	 	 	 	 	 async	 {	 
04 :	 	  	 	  	 	  //a	 function	 call	 that	 consumes	 10	 sec.	 
05 :	 	 	 	 	 	 	 funcConsume10sec();	 	 	 	 	 	 	 
06 :	 	 	 	 	 }	 
07 :	 	 	 }	 
08 :	 	 	 timeout	 {	 
09 :	 	 	 	 	 println(“timeout!”);	 
10 :	 	 	 }	 
11 :	 }	 
	 	 

Figure 4. A simple execution-time constraint example in LC.
01 :	 var	 prevCtx1;	 
02 :	 {	 	 	 
03 :	 	 	 //save	 the	 current	 context	 to	 recover	 it	 later.	 
04 :	 	 	 prevCtx1	 =	 GetCurrentContext();	 
05 :	 	 	 //switch	 to	 the	 sync	 context.	 
06 :	 	 	 switchToSyncContext();	 
07 :	 	 	 {	 
08 :	 	 	 	 	 var	 prevCtx2;	 
09 :	 	 	 	 	 within(5::second){	 
10 :	 	 	 	 	 	 	 //save	 the	 current	 context	 (sync)	 
11 :	 	 	 	 	 	 	 prevCtx2	 =	 GetCurrentContext();	 
12 :	 	 	 	 	 	 	 switchToAsyncContext();	 
13 :	 
14 :	 
	 //a	 function	 call	 that	 consumes	 10	 sec.	 
15 :	 	 	 	 	 	 	 funcConsume10sec();	 	 	 	 	 	 	 
16 :	 
17 :	 	  	 	  	 	  //recover	 the	 previous	 context	 (sync)	 
18 :	  	 	 	 	 	 	 setCurrentContext(prevCtx2);	 
19 :	 	 	 	 	 }	 
20 :	 	 	 	 	 timeout	 {	 
21 :	 	  	 	  	 	  //before	 the	 below	 function	 call,	 
22 :	 	  	 	  	 	  //the	 underlying	 scheduler	 may	 preempt!!	 
23 :	 	  	 	  	 	  //recover	 the	 previous	 context	 (sync)	 
24 :	 	  	 	  	 	  setCurrentContext(prevCtx2);	 
25 :	 	  	 	  	 	  println(“timeout!”);	 
26 :	 	 	 	 	 }	 
27 :	 	 	 }	 
28 :	 }	 
29 :	  //recover	 the	 original	 context	 	 
30 :	  setCurrentContext(prevCtx1);	 
	 	 

Assume that a mostly-strongly-timed program is translated to another language, the runtime environment of
which is capable of performing preemption in asynchronous context, and assume that the API calls, such as
switchToSyncContext, switchToAscynContext and setCurrentContext, can perform explicit switching and be used
for recovery of the given context, respectively. Given
such an assumption, it could be argued that the Figure 4
example may be translated into a program similar to the
Figure 5 example.
However, the code does not work as expected, and these
two examples behave differently in a certain situations. In
the original Figure 4 example, when the code should
jump to line 08, the current context should be recovered,
since in synchronous/non-preemptive context, logical
time should not be advanced, as described earlier. Yet, in
the Figure 5 example, the code is still in the asynchronous context until the setCurrentContext API call is made
on line 24 to recover the sync context. The underlying
scheduler may preempt right after the code jumps to the
time out block, before line 24 is executed, so that it can
avoid allowing the virtual machine to miss the dead line
for audio computation. As a result, the preemption would
cause the implicit advance of logical time, as the audio
computation is performed. Such behaviour clearly differs
from the Figure 4 example.
Thus, unlike a purely strongly-timed program, a mostlystrongly-timed program is not well translated into other
programs that utilize coroutines. It seems to be desirable
to be executed a mostly-strongly-timed program in a
runtime environment spefically designed for mostlystrongly-timed programing.
Considering such issues, the current proof-of-concept
prototype of LC provides its own bytecode compiler and
virtual machine. The virtual machine executes the software threads, which run the user programs, and audio
computation is performed within the same native thread
inside the virtual machine. Context switching and restoring are managed by the virtual machine, together with
other features such as execution-time constraints and exception handling. Some built-in native functions that may
cause I/O blocking, such as file access and console output, are implemented so that they can be performed in
separate threads when called in asynchronous context so
that they do not block audio computation.
While there can be various implementations of the
runtime environment for mostly-strongly-timed programming, the current prototype of LC can execute mostly-strongly-timed programs as expected from the concept.
The prototype proved that the concept is fairly realizable,
without damaging the precise timing behaviour of the
original strongly-timed programming concept and the
capability of real-time DSP.

Figure 5. An example of performing context switching by the
corresponding API function calls.

5. CONCLUSION
In this paper, we proposed a novel programming concept,
mostly-strongly-timed programming, which extends
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strongly-timed programming by the explicit switching
between synchronous context and asynchronous context
and its integration into the language design of LC, a new
computer music programming language we prototyped.

[9] A. Burns and A. J. Wellings. Real-Time Systems and
Programming Languages: Ada 95, Real Time Java
and Real Time Posix. Addison Wesley. 2001
[10] N. Halbwachs. Synchronous Programming
Reactive Systems. Springer-Verlag. 2010.

of

Since the underlying scheduler can perform the preemption of the threads in asynchronous context, a mostlystrongly-timed program can avoid temporary suspension
of real-time DSP in the presence of a time-consuming
tasks as seen in strongly-timed programs, by enclosing
the time-consuming tasks within an asynchronous context.

[11] V. Lazzarini et al., “A toolkit for music and audio
activities on the xo computer”, In Proceedings of the
2008 International Computer Music Conference,
2008

We also described why such an extension in the behaviour makes a mostly-strongly-timed program practically
untranslatable to another program that utilizes coroutines
unlike in the case of a strongly-timed program, together
with the issues to consider in the implementation of the
runtime environment.

[13] H. Nishino et al., “LC: A New Computer Music
Programming Language with Three Core Features,”
submitted to Proc. ICMC-SMC, 2014

6. FUTURE WORK
While the current proof-of-concept prototype proved that
the mostly-strongly-timed programming concept is realizable, the programming concept itself is still in its infancy and leaves room for improvement. Further discussion
on the concept and implementation is desirable.
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ABSTRACT

Of these principles, 2, 3, 6, and 7 are perhaps the most important for our purposes. Since the creation of a work of
Media/arts programming is often experimental and exploratory art is a speculative process, a clear and well-defined specification for a piece of software is rarely possible. Iterain nature and requires a flexible development environment
tive development where the software is tested and evaluto enable continually changing requirements and to faciliated in the context of the piece being created is essential
tate iterative design in which the development of software
to allow the software and the concept of the work of art to
impacts the design of a work of art which in turn proco-evolve. To promote this type of exchange, the developduces new requirements for the software. We discuss agile
ment environment must be one that is flexible, not brittle,
development as it relates to media/arts programming and
and one that welcomes potentially drastic change as the
present aspect-oriented programming and its implementaresult of incremental use and evaluation. Aspect-oriented
tion in Max/MSP using Open Sound Control and the odot
programming can limber up the development environment
library as tool for mobilizing the benefits of agile developwhen used sparingly and judiciously.
ment.
1.1 Aspect-Oriented Programming
1. INTRODUCTION
Media/arts programming is often speculative in nature and
its practice is most closely related to that of agile development [1] in the software engineering community. The
following principles constitute (with some slight modifications for media/arts development) agile programming [2,
3]:
1. The person for whom the development is being done
(often oneself) should be satisfied through early and
continuous delivery of valuable software.
2. Welcome changing requirements, even late in development. Agile processes embrace change as the
artist adapts his/her vision of the project based on
iterations of the software.
3. Deliver working software frequently.
4. Artists and developers must work together often throughout the project.
5. Working systems are the primary measure of progress.
6. Agile processes promote sustainable development.
The artists and developers should be able to maintain a constant pace indefinitely.
7. Continuous attention to technical excellence and good
design enhances agility.
8. Simplicity—the art of maximizing the amount of work
done—is essential.
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Before providing a description of aspect-oriented programming, it is useful to define some terms that are used throughout the literature [4].
1.1.1 Terminology
The following terms are from the AOP literature
Cross-cutting concerns Aspects of a program that cut across
or are interwoven among many different parts of a
program.
Advice Additional behavior applied to data in the context
of an aspect.
Join point A point in the control flow of a program (in
dataflow languages like Max/MSP, PD, or Ptolemy
II [5] 1 these points are inlets and outlets of data flow
actors).
Pointcut A set of join points that may have advice associated with them.
1.1.2 Description
“Aspect-oriented programming (AOP) is a programming
methodology [which separates out] cross-cutting concerns
[. . . ] from the main code of the actions to which the concerns apply.”[6] Some examples of crosscutting concerns
that are useful in the context of real-time media/arts programming are:
- Logging
- Visualization
1

author and source are credited.
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Structural analysis
Commentary
Scaffolding
Stream capture
Performance profiling
Debugging, printing and tracing
Input/Output validation and assertion
Dynamic code injection without modifying existing
(possibly running) code
Most modules in a complex program will need some of
the features itemized above at some point in the development process. AOP enables those elements of the program
to be injected when necessary and easily removed when
they are no longer needed without modifying the code to
which they are applied. AOP frees programmers from the
need to foresee functionality and, often obviates the need
for programmers to revisit code to extend or modify its behavior. By providing each Max abstraction with the proper
hooks, we can quickly and unobtrusively add additional
behavior (“advice”) at various points in the program (“join
points”) without modifying existing code. Further, AOP
obviates the need to remember a number of ad hoc systems
for mundane functionality such as printing to the Max window.
2. SIMPLE EXAMPLE

Body

Body

(a) Max abstraction

things: a) modification to the existing patch which carries
with it the loss of any stored internal state and the potential
of introducing new bugs or behavior that can impede the
search for the bug, or b) foresight during the initial implementation of the patch resulting in debugging components
that will aid in our current situation.The former is cumbersome, and the latter, when generalized to all types of debugging situations, requires the kind of forward thinking
design that is particularly difficult in dynamic and speculative work.
One of the tenets of AOP is that the programmer should
be oblivious to future aspects that may be applied at a later
date, obviating the need for the programmer in our example to predict future debugging situations. One must still
ensure that each inlet and outlet of the abstraction is connected to an o.in or o.out, but assuming those hooks are in
place, the input to a patch may be produced as follows (see
figure 2).
1. Create a new patch and instantiate o.aspect.receive.
2. Filter the stream of bundles based on the port type
(and possibly other contextual information).
3. Display the data in an appropriate way if it matches
the contextual criteria.
4. When the visualization is no longer necessary, save
the aspect in case it may be useful in the future, and
simply close the window. If it becomes useful again,
reopen it.

Advice

(b) Max abstraction with hooks

Figure 2: o.aspect.print

Figure 1: On the left, we see the typical dataflow through
an abstraction in Max. On the right, the use of o.in and
o.out to forward incoming and outgoing data to aspects.

4. MAX/MSP IMPLEMENTATION
In figure 1a, we see the skeleton of a module in Max,
while in figure 1b o.in and o.out provide join points where
advice can be applied. Data enters a module and is forwarded by o.in to o.aspect.receive where advice is applied.
After processing, it is sent back to where it came from, in
this case o.in, by o.aspect.receive. o.in then forwards the
(possibly modified) data to the body of the Max abstraction. o.out behaves identically to o.in with the exception of
its contextual information.
3. APPLICATIONS
As programs grow in complexity, the need to understand
what is going on inside of submodules nested deep in the
patcher hierarchy can present serious difficulties. For example, we may suspect that something is going wrong in
an abstraction and wish to see the values that are being sent
into it as a way to determine whether the problem occurs
inside or outside the abstraction. This requires one of two

The implementation of AOP in Max that we introduce here
makes use of Open Sound Control [7] as a rich, composite
data type, and the odot library [8] for providing contextual information and high-level processing of OSC data.
AOP is implemented in Max using a pair of Max “abstractions” or shims called o.in and o.out which are placed immediately after and before each inlet and outlet in a module, respectively. o.in and o.out are thin wrappers around
o.port which collects contextual information from its environment such as the name of the module it is in and the
name of the parent patch, as well as the arguments to those
patches. This data is added to the OSC bundle along with a
“return address” and sent, using Max’s built-in “send” object, to the global location “o.aspect”, i.e., [send o.aspect].
We provide two additional abstractions that aid in writing aspects: o.aspect.receive which simply wraps [receive
o.aspect], and o.aspect.send which uses the “return address”
to set the forward object to send to that location (see figure
3).
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ule.
The following enumerated items correspond to those in
figure 4.
1. OSC bundles are processed and all other non-OSC
data is simply passed through untouched.
2. The port type, “inlet” or “outlet”, is bound to /o port/type
and blended into the incoming OSC stream.
3. The context information for this port is blended into
the incoming OSC stream.
4. The bundle is passed to the join point.
5. All contextual information is stripped off before outputting.

Figure 3: o.aspect.send

To create an aspect, one builds a Max/MSP patch and
instantiates o.aspect.receive and o.aspect.send (both with
no arguments). o.aspect.receive will produce all messages
sent to the location “o.aspect”. The bundle can then be
processed according to the advice that this particular aspect
provides. Certain aspects may choose to inject data into
the bundle (e.g., profiling data) in which case the aspect
should send the modified bundle back using o.aspect.send.
If no modifications are made, this step may be skipped and
a copy of the original bundle will be produced after the join
point.
The following sections describe the implementation of
o.port and o.aspect.joinpoint.

4.2 o.aspect.joinpoint

1

2

3

4.1 o.port
4

1

5

6

2

7

Figure 5: o.aspect.joinpoint
3

4

5

Figure 4: o.aspect.port
o.port (see figure 4) is responsible for gathering contextual information about its environment, blending it into the
bundle, passing it to o.aspect.joinpoint, and outputting the
result. o.port is a general mechanism that makes use of
o.aspect.joinpoint and also serves as the location for implementing other hooks to extend the functionality of a mod-

o.aspect.joinpoint (see figure 5) is responsible for dispatching incoming OSC bundles to any pointcuts that may
be instantiated. If no pointcuts are in place, a copy of the
bundle is simply passed through unchanged.
The following enumerated items correspond to those in
figure 5.
1. OSC bundles are processed and all other non-OSC
data is simply passed through untouched.
2. A copy of the incoming bundle is stored in o.collect.
This will be sent out as is if no data is returned,
or a union operation will be performed producing
a bundle containing the original data and any data
added by any aspects. After the bundle is passed to
o.collect, it is processed by the following steps.
3. A “return address” is created using the unique numerical id created using the “0” lexical substitution
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variable and blended into the OSC bundle.
4. Contextual information is generated using o.context
and blended into the OSC bundle.
5. The bundle is sent to the named global location “o.aspect”.
6. If a bundle is received here, the “return address” is
removed and it is sent to o.collect which will combine it with the original.

4. Choose a random frequency from the spectrum using the amplitudes as a (categorical) probability distribution.
5. Sonify a grain at the chosen frequency.

1

2
3

5. A MORE DETAILED EXAMPLE

1
4

2

5

6

3

Figure 7: Choose a frequency at random using a list of
amplitudes as probabilities.

4

5

Figure 6: A granular synthesizer that chooses the frequency of each grain from a spectrum produced by
sigmund∼ using the amplitudes of each frequency component as a probability distribution.
In this section, we use the implementation of a granular
synthesizer to discuss the use of aspects in the development process. The granular synthesizer, seen in figure 6,
consists of two parts: code that chooses the frequency of a
grain, and the code to sonify the grain. In this example, we
take the spectral output of Miller Puckette’s sigmund∼ external 2 and choose frequencies at random from it using the
amplitudes as probabilities. This ensures that more grains
will be set to those components that had a greater amplitude in the spectrum. The sonification can be done with
any suitable polyphonic synthesizer—in our case, we use a
simple enveloped sine wave. The following is a description
of each component of figure 6.
1. Encapsulated logic for playback of sound files with
groove∼.
2. Capture output from sigmund∼ and encode as OSC.
3. Drive the granular synthesizer with a clock independent of the rate of output of sigmund∼.
2

The module called spec-sample draws a random sample
from the spectrum and is implemented as follows (see figure 7).
1. Inlet with o.in.
2. Store a copy of the bundle in order to blend derived
data into it.
3. Extract the list of amplitudes.
4. Treat the list of amplitudes as a probability mass
function, convert it to a cumulative distribution function, and draw a random sample from it.
5. Assign the frequency corresponding to the random
index to the address /freq.
6. Output the bundle, passing through o.out first.
5.1 Visualization
While developing this granular synthesizer, we may want
to visualize its output. Normally, we would patch something together in the main patch, however, such ad hoc
work is often discarded when not needed in order to clean
the patch up and optimize it for efficiency. AOP can assist
here as seen in figure 8. We instantiate o.aspect.receive
and filter any incoming OSC data by looking specifically
for bundles that come from outlets and are sent from modules called “spec-vis”. We then interleave the frequencies
and amplitudes for display with resdisplay 3 and display
the data bound to /freq using multislider.
5.2 Extension and Experimentation
We may wish to add additional behavior to our program,
for example, spectral smearing which we could implement
3

http://crca-archive.ucsd.edu/ tapel/software.html
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Aspect oriented programming is a relatively recent paradigm
with a growing community of users exploring where it can
be effective. Our contribution in this work is to bring the
paradigm to the music and intermedia communities. As
well as having noticeable positive effects on our own productivity we have discovered that this style of programming requires extensions to the core programming environments especially in the area of introspection. We have also
found interesting opportunities to extend aspect-oriented
programming afforded by visual programming environments.
For example, it is effective to write aspects that change the
colors of Max/MSP object boxes,text and patch chords to
contextualize state changes and program flow.
Acknowledgments
Figure 8: An aspect used to visualize the data computed
in spec-sample.

by adding a random value to the chosen frequency. We
may want to experiment with different families of probability distributions, and ultimately we may wish to discard
this behavior if it proves to be uninteresting. Rather than
perform many edits on a working patch, we can contain
this speculative work in an aspect as seen in figure 9.
We first look for OSC bundles that came from the outlet
of the spec-sample patch. We then blend in the name of a
probability distribution and its parameters which is used to
generate a random value that is added to the value of /freq.

This work was supported in part by the TerraSwarm Research Center, one of six centers supported by the STARnet phase of the Focus Center Research Program (FCRP) a
Semiconductor Research Corporation program spon-sored
by MARCO and DARPA.
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We have presented an implementation of aspect-oriented
programming for data-flow languages such as Max/MSP
and PD, which can simplify a variety of tasks in arts/media
programming of an agile and speculative nature.
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ABSTRACT
We present work on the “o.io” system, a suite of tools for
hiding vendor-specific and protocol- specific details of controllers and actuators and for replacing diffuse documentation
and heterogeneous ontologies with harmonized, situational
schema carried along in real-time with gesture and actuator
control values as Open Sound Control (OSC) bundles. We
introduce useful general design patterns and object-oriented
tools that support them. We conclude with details of support
of two particular devices that illustrate the potential of “o.io”,
the QuNeo and Bluetooth LE heart rate monitors.

Keywords
Cyber-physical Systems, Open Sound Control, OSC, Device
Integration, Lingua Franca, Discovery Protocol, Software
Engineering

1. INTRODUCTION
The rapid evolution of sensor and actuator technologies is
facilitating the development of a plethora of new gesture sensing devices and interfaces for music and media applications.
Legacy devices - game controllers, MIDI devices, biometric
sensors, lighting controllers - abound as well. Could there be a
harmonizing framework for dynamic mashups of these devices with a unified encoding and programming model? This
question is setting the agenda for important aspects of the
research on the “internet of things” and cyber-physical applications like robotics.
Computer music, with its concerns for low-latency and temporally coordinated interaction among a variety of control and
audio devices, for fault tolerant behavior, for rapid deployment in a performance setting, and for agile and rapid prototyping, is now a model discipline for such a research agenda.
We report on our recent steps to provide such a harmonizing
framework. We have had access to CNMAT’s large and diverse collection of devices. We rely on Open Sound Control
(OSC) the widely used encoding that has served as a lingua
franca for interactive music and media projects. And we exploit the o-dot (o.) programming extensions we have made to
the Max and PD environments.
Copyright: © 2014 Adrian Freed et al. This is an open-access article
dis- tributed under the terms of the Creative Commons Attribution License 3.0 Unported, which permits unrestricted use, distribution, and
reproduction in any medium, provided the original author and source
are credited.

Along the way we demonstrate some essential software engineering practices for the development of music and media
systems that can exploit a collection of past, present, and future devices.
1.1 Related Work
Examples of existing applications and frameworks used to
harmonize communication among devices include: the nowdefunct GlovePIE for Windows, the actively-supported OSCulator [7], TUIO [5] and VRPN[10]. GlovePIE and OSCulator support a small number of devices and the developers
don't provide an API for third parties to add new devices.
VRPN, on the other hand, is not proprietary and has drivers
for the relatively large number of devices favored in the niche
application space of VR scene navigation and control. TUIO
provides a simple OSC namespace and the dynamic semantics
for modeling surface interactions with object collections.
Our ambition is to create an open, scalable framework for
diverse devices within and between niche application spaces.
We have explored over thirty different devices so far. Scaling
to thousands of different kinds of devices in dozens of application spaces will require extraordinary consensus, cooperation and effort, the bulk of which will be done outside our
small development group. Our initial focus, described herein,
is therefore exploration of efficient, agile development techniques–a prerequisite for broad adoption.
1.2 Vision and Contribution
Our main contribution consists of hardware and software tools
(called "o.io") that support the requisite design patterns include transcoding, interpreting, state caching, logging, helping, simulating, and bridging. We use these tools to unify
communication among a wide variety of devices chosen to
explore the most challenging dimensions of the project. We
routinely use "o.io" in teaching, music, and intermedia production projects. Our vision is that users will move from having devices at hand to building applications in minutes rather
than hours or days. A typical concrete scenario is to type
“o.io.” into a fresh Max/MSP or PD object box followed by
the model name of your device (e.g. “leapmotion”). When
you plug the device into USB, the “o.io.leapmotion” object
outputs a stream of OSC messages whose interpretation is
self-evident without needing to consult manuals or a standard’s documentation.
This dream is related to the old story of “plug and play” often
lampooned as “plug and pray”. We favor stateless models
without registries, complex discovery protocols, API’s, query
schemas or static ontologies. Our “o.io” functions implement
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a simpler model that might be called “plug and spray” because
we output a continuous stream of OSC bundles that describe a
sequence of “snapshots” of the entire state of the device.
1.3 Paper Structure
We first describe the architecture of “o.io” from the “bottom up” moving from the concrete encodings of bits to
higher layers that interpret these bits. We offer a more
specific, illustrated account of our support for a touch
surface device, the QuNeo and contrast this with how
“o.io” is used with Bluetooth LE devices supporting the
protocol’s rich service discovery mechanisms. We conclude with a summary of the thorny problems encountered requiring substantial future work and outside collaboration.

2. ARCITECTURAL CHOICES
2.1 Introduction
"o.io" is a suite of tools that hide vendor-specific and protocolspecific details of controllers and actuators and replace diffuse
documentation and heterogeneous ontologies with harmonized, situational schema that are carried along in real-time
with the gesture and actuator control values as OSC bundles.
2.2 OSC
Aspects of OSC favorable for this project include:
Stability: the specification has not substantially changed since
it was first introduced and there are no signs of immanent
change. OSC has been resilient to outside influence by any
particular corporate or government interests.
Efficiency: OSC uses binary data supporting commonly used
primitive data types.
Exercised: OSC is widely used in diverse communities and
has support in all the major programming languages and application frameworks. Many applications and data streams can
be easily bridged to.
Adoption: Wide adoption would suggest that it is relatively
easy to understand and work with.
Expressive: OSC supports the major primitive data types,
hierarchy, and time stamps.
Lightweight: As simply an encoding, OSC doesn’t carry the
baggage of complex protocols.

The "o." system was designed to bolt onto dataflow languages such as Max/MSP and PD endowing them with robust
support for aggregate data structures. The computational
heavy lifting in "o." applications is the "o.expr" component, a
rich expression language supporting vector arithmetic, type
polymorphism, functional programming, symbolic processing, higher order functions, and functions as first class
values.
Although “o.” is a relatively small C library it is not easy to
port to microcontrollers with small memory footprints or
without floating point support. In these cases, we use the
smaller, simpler C++ class library: “OSC for embedded control and Arduino.” [3]. A further limitation of “o.” at this time
is that it has not been ported to other media programming
environments, web platforms or tablet devices. Alternatives
for this research we considered include Javascript, TCL/TK
and Lua. “o.” has the performance advantage over many languages of not using garbage collected storage. Performance is
an important concern as we scale data rates while maintaining
tight latency constraints.
2.4 Narrative Description of “o.”
The following description of “o.io” is narrated in the general
direction of raw device data flowing from devices to become
rich, cooked OSC bundles. The same narrative in reverse tells
the story for control and actuation applications.
There is a small but important asymmetry to mention with these two directions of flow: protocol implementations of UDP, for example, usually provide a return address
for response packets. These addresses can be bound to incoming sensor packet data and carried through to the final cooked
OSC data so that applications can send information back to
the data source.

OSC does have disadvantages for our purpose: names are not
Unicode so names privilege languages with Latin alphabets;
time tags are not yet widely implemented and no organization
is actively enforcing OSC as a standard–an activity that could
promote interoperability.
2.3 The “o.” platform
We chose the “o.” platform [4] to build “o.io” with because it
has native support for OSC, it affords modern, agile programming techniques, and it has recently been ported to PD,
and Node Red, and is therefore accessible for free with generous open source licensing.
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3. IT’S A WRAPPER

ples where we provide “o.io.slip” to buffer streams of
bytes and identify packet boundaries.

The examples that follow use the code abstraction method of
the host language (nested patches) and the data abstraction
method of “o.” (delegation [9]). We call the style of objectoriented programming that combines the two abstraction
methods “wrapping” because each layer, in an onion-skin
nesting of patches, selects components of incoming OSC
packets, processes relevant data, and delegates the rest up to
surrounding layers.
Figure 1 is the outermost wrapping patch for the o.io.quneo
device. In the language of class-based object-oriented programming we would say that “o.io.quneo” subclasses
“o.io.midi”. We avoid this terminology as it does not do justice to the dynamic nature of the data flows in “o.io”
3.1 OSC and Embedded OSC
To maximize reuse and minimize development effort, we
have found it fruitful to transcode from raw device data to
OSC as early as we can in the processing stream. For sensor
module devices that produce analog signals or sensors with
digital serial protocols such as SPI and I2C, we use the “OSC
library for embedded microcontrollers and Arduino” with a
Teensy 3.1 ARM-based microcontroller [1]. This OSC library extends the Arduino stream class so it can be used to
exploit existing Arduino protocol libraries including TCP/IP,
USB serial and asynchronous hardware UART serial.
A representative example of this approach is “o.io.esplora”
for the Arduino Esplora gamepad/sensor platform. This device has buttons, joysticks, an LDR, microphone, and accelerometer for inputs and an RGB LED for output. OSC bundles are communicated as slip-encoded USB serial byte
streams. The o.io.esplora module has been exercised for two
semesters now in a lab that supports an introductory class on
music programming.
Another device with embedded OSC encoding is x-OSC
from x-io [2], a platform that communicates OSC payloads
wirelessly as UDP packets. This is our primary rapid development tool for music and media projects.
3.2 Transcoders
We have implemented transcoders for the following common
protocols: USB HID, USB Serial, MIDI, UDP, and Bluetooth
LE. Transcoders do the minimum of interpretation of the raw
data stream from each protocol. For example, if it is known in
advance that a particular UDP port will carry OSC encoded
packets (e.g. x-OSC) then “o.io.udp.osc” can be used which
does no transcoding. Otherwise “o.io.udp” is used which
simply places each byte of a UDP packet into an OSC BLOB
array. For USB HID, “o.io.hid” transcodes parameter id/value
pairs into OSC bundles. “o.io.midi” leverages baseline MIDI
parsing support by transcoding into OSC bundles containing
MIDI messages.
3.3 Packetizers
Some data sources and sinks require packetization and
depacketization. TCP and USB serial are common exam-

3.4 Interpreters
The “o.io” modules described so far are protocol-centric
rather than device-centric and accordingly they constitute
a growing, reusable core. Interpreting o.io modules, on
the other hand, are device specific and are composed
from protocol specific handlers and basic “o.” functions
used to name, normalize, and structure parameters. Now
that we have built a solid core of protocol support and
associated helper functions, we find it is these interpretive functions that require the bulk of the development
time assigned to each device.
3.4.1 Motivations and usability
Before describing this workflow in detail we introduce
some motivating principles and goals for the interpreting
modules.
The primary goal of interpreting device data as OSC
messages is to improve the usability of systems built with
the devices. What frustrates usability is the great diffusion of information about the parameters being represented. Some of it is in device user manuals, some is in operating system configuration panels, some is in special configuration modes of the device itself and much is implicitly referenced in protocol standard’s documents. For
many devices useful information is deliberately obscured
by obfuscation and encryption protocols, further diffused
in documents that resume efforts to reverse engineer and
recover these trade secrets. What users and device integrators need is dynamic, valid information at hand as the
device is integrated into a system and used.
3.4.2 Situators
A good number of devices we work with have labeled
controls. These labels are clearly a better basis for a parameter namespace than the numerical encodings typical
of the MIDI, and HID standards, for example. We call the
process of replacing meaningless numbers with meaningful names “situation” because we are reorganizing the
data to support the situation of the user rather than the
situation of the developer or standard’s document authors
[8].
Many devices have no labels or will be repurposed so
the labels are not meaningful. These new situations require development of a custom namespace. The
namespace design problem is rich and interesting enough
in itself to be the subject of a future paper. Here we
summarize a few practical observations on namespace
design.
3.4.2.1 Multiple Interpretations
The x-OSC module is representative of devices in related
ecosystems (e.g., Arduino) that are specifically designed
to be customized and incorporated into larger systems.
Many music and media projects employ such platforms.
Each of x-OSC’s 32 I/O pins can be set to different electrical interfacing conventions: analog, digital, PWM etc.
These pins will be connected to sensors and actuators of
the integrator’s choosing. The integrator is best situated
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to name and interpret the data acquired and sent to the
pins. In a way directly analogous to extending a class in a
traditional object-oriented software system, we provide a
baseline “o.io.xosc” module that the user extends by rewriting its stream of OSC bundles.
The underlying “o.” system has a cloning semantics that
afford the addition of data to OSC bundles as they pass
through processing steps. This promotes the accretion of
multiple interpretations and reinterpretations of raw incoming device data.
Part of the namespace design problem is deciding when
the benefits of multiple interpretations outweigh the extra
cognitive burden of studying larger packets.
3.4.2.2 Normativity
When concerned that a namespace might be legible to a
very narrow community of users, we search for a functionally equivalent namespace that might be more generally accessible. For example, we use chessboard notation
(letter/numeral) to identify elements in two-dimensional
grids. This avoids many ambiguities inherent with
row/column, column/row, bottom to top, and top to bottom conventions.
3.4.3 Neutralizers
The numerical domain of parameter values varies from
device to device. Often the domain represents an implementation bias such as the values resulting from an A/D
convertor or constraints in the number of bits available in
a byte or nibble. We find it fruitful to scale parameters
into the unit interval [0,1] using IEEE 32-bit floating
point numbers. For devices with a center detent or spring
return such as joysticks we will use the interval [-1,1].
The intention is to be “value neutral” favoring neither
designers or users and to support rescaling by simple
multiplications.
This unit scaling is useful when, for example, updating
a device from 10-bit A/D conversion to 12-bits. This
change is seamless when applications are built using the
unit interval and the device itself does this “neutralizing”
from “hardware” units.
3.4.4 Calibrators
Calibration processes both scale and label parameter values according to an established norm. We favor standards
that are broadly used, well documented and with stability of consensus and dissensus, e.g. SI units. Where calibration requires the storage of device specific scaling
parameters, we note that the user experience improves
greatly if the devices themselves can store parameters in
non-volatile memory. Examples of this include x-OSC
and the Nintendo Wiimote.
3.4.5 Fusers
Fusion involves the temporal and spatial aspects of parameter streams. Spatial grouping is conceptually straight
forward and proceeds using the idea that proximate values are grouped in the OSC bundle representation.
Grouping mechanisms include: coordinates in OSC lists,
similar parameters in the same OSC sub-bundle, and hierarchical design of the OSC namespace. Groupings can
involve rich topologies involving connectedness by spa-

tial position, function, color, interaction modality and
physical constraints (e.g. joystick ordinates).
Temporal fusion can be very challenging–especially for
older protocols, where timing is an implicit feature of the
transport protocol, e.g. MIDI and RS232. OSC bundles
were originally invented to enable representation of concurrently sampled data or describing the desired state of a
system at a future time. The QuNeo is an example where
a single gesture (pressure applied to a silicone pad surface) results in a sequence of MIDI messages represented
without explicit framing. By experimentation it is possible to determine the order in which MIDI sequences are
issued and thereby provide reliable packetization and
state representation.
3.4.6 Unifyers
Devices such as keyboards, mice, music keyboards, and
gamepads exist in numerous minor variants of a core
theme. With unification we harmonize the parameter values and address space. Almost all gamepads, for example, are composed from the same elements: switches,
joystick, and a button array. Studying a dozen USB HID
gamepads, we found that the numbering of switches differed between devices and operating systems–as did the
range of joystick values. Scaling to the unit interval
(“neutralization”) suffices for unification of joystick values. The switches require a custom mapping to a
namespace unified among joysticks. The success of unification is measured by whether different models and devices can be substituted for each other in a particular application.
Our most ambitious experiments whith this unification
design pattern are associated with organizing support for
motion capture devices such as the Kinect affording an
“o.io.skeleton.*” suite to serve gesture processing and
mapping applications in a device-independent manner.
3.4.7 Validators and Simulators
For complex or weakly documented devices it can be
very challenging to develop and validate “o.io” modules.
We have learned to be suspicious of diffuse documentation and even the ontological data that protocols like USB
are required to provide in the device implementation.
What matters to the user is what the device they have in
hand actually does not what a potentially outdated document says. This problem is exacerbated when devices,
their drivers or API’s are field upgradeable.
Building a simulation of the device itself is a good way
to address these difficulties. These simulations serve as
proxies when the physical device is unavailable in addition to aiding in the verification of the implementations.
Often we can put the physical device and its on-screen
simulation side by side and operate each independently.
This approach is strongly related to the model/view/controller design pattern.
We have found the effort to build simulations pays off
in terms of time saved testing and validating and discovering what devices actually do interacting with them.
Simulations also have a pedagogical value as they afford
rapid sketches of potential future variations of a device.
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To be clear, we are not proposing completely faithful
emulations of a device; too much is lost gesturally in
many cases anyway when mouse or multi-touch interactions substitute for device interactions. Our focus with
these simulations is to expressively manifest the gestures
in a visual mode that complements and is parallel to the
lexical representation in OSC.

sensor group messages refer to. Data from each path in
the decision tree trickle down to patches like the ones
shown Figure 3 where data from the two MIDI message
types are combined into a single, human-readable OSC
message using simple modulo arithmetic operations and
table lookups.

Figure 2. QuNeo and its Simulation
3.4.8 State cachers
When computer data rates were slow compared to processing rates, it became the habit of IO device designers
to minimize the bit representations of data and use a
“send on change” approach to schedule communications.
We have noticed that applications can be enormously
simplified with an alternative, stateless-protocol approach
where no assumption is made that a receiver has an accurate representation of the state of a system. This requires
that the entire state of the device be transmitted when a
change is to be communicated. For the many legacy devices that don’t do this we implement a cache that models
and reflects the state of the device.
We have developed helper functions for common device semantics such as buttons. A single bit sufficient to
represent that state of a button is represented in o.io OSC
streams using four messages, two boolean values that
represent the state of the switch (up/down) and two that
represent transitions (pressed/released). We also provide
an OSC time stamp and sequence number to detect lost
packets. Bundles there represent valid and complete representations of a past device state and mechanism to detect lost packets. These are prerequisites for the subtle
details that have to be implemented well to support communications in high data loss wireless environments, a
problem carefully managed in the RTP-MIDI standard
[6].

4. CASE STUDY: o.io.quneo
The QuNeo is a small, flat control surface with a heterogeneous array of silicone position and pressure sensors
back illuminated with colored LEDs. (See Figure 2). It is
interfaced using USB with MIDI encoding. Interactions
with each sensor produce pairs of values represented as
MIDI “note on/off” and “control change” messages.
There is no simple, natural mapping from the keyboard/controller orientation of MIDI to the spatial arrangement of the QuNeo buttons, sliders and pads. This is
reflected in a decision tree (built with “o.cond”) that is
required to demultiplex the streams according to which

Figure 3
Spatial location of the 16 control pads of the QuNeo are
named according to a chessboard grid from the viewpoint
of White, where the bottom leftmost pad is /a/1 and the
top rightmost pad is /d/4. This example illustrates unusual features of the o.expr language: provision for dynamic
operations on names and a functional incarnation of the
assignment operator.
The named (situated) gesture streams flow to a common
collection point to be prepared for output with
“o.collectwithtimeout.” This collects the incoming encoded data using a 3ms lease to aggregate 'concurrent
events,' – i.e. touching multiple pads at once. An
“o.union” object caches the state of the QuNeo merging
state changes into the stored bundle as required. When
the lease expires and there has been a change of state, the
entire OSC bundle stored by “o.union” is dispatched.

5. CASE STUDY: o.io.bluetoothle
There are no unified mechanisms in any operating system
for discovery of what devices are attached to a system
and what services are available from them. Each operat-
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ing system offers protocol specific APIs. We generally
address this difficulty with a separation of concerns reflected in the second inlet of the “o.io” functions presented so far. This second inlet is used to define which particular device an “o.io” function handles the stream of.
Separate “o.io” functions handle enumeration and implement user interfaces for the selection of particular devices.
BluetoothLE is a relatively new protocol we have added
support for that has an interesting approach to enumeration that may be the solid basis of a more general enumeration scheme. We outline a particular example we
have used in intermedia, dance and music projects that
use wireless BluetoothLE heart rate sensors for each
dancer.
When a BluetoothLE heart rate monitor (HRM) begins
transmitting data, the “o.io.bluetoothle” object receives a
callback from the operating system's Bluetooth API with
information about the peripheral. In response, the object
transcodes the data into an OSC bundle and outputs it. If
the
ambient
patch
appends
the
message
[/discover/services true] and feeds it back to
“o.io.bluetoothle” the object calls the BluetoothLE API to
ask for enumeration of the services the device provides.
In response to the OS callback for each service,
o.io.bluetoothle sends an OSC bundle containing information about the service into the ambient patch. This
time around the ambient patch can append the message
[/discover/characteristics true], whence a servicecharacteristic request will be issued and the resulting
enumeration of the characteristics will be transcoded and
output into the patch. Characteristics are the fine-grained
attributes that can contain single value, usually a sensor
measurand. These values are obtained by appending one
of the following messages to the characteristic bundle and
sending it up to o.io.bluetoothle [/read true], [/notify
true], or [/write = <value>].
This call and response between “o.io.bluetoothle” and
the host environment is implemented as a reentrant
coroutine to avoid being interrupted by the Bluetooth LE
API. It also allows for a mostly stateless implementation
of “o.io.bluetoothle”. We find this delegation style of
programming [9] easier to understand, and more reliable
than traditional threads or state machine implementations.
An important challenge in general purpose wrapper design is making something flexible enough to support
functionality not anticipated at the time the wrapper was
built. “o.io.bluetoothle.hrm” was tested with two brands
of HRMs. To support features that future hardware may
provide, OSC bundles containing information about unrecognized services and characteristics are delegated to
the ambient patch via the right-most outlet. This allows a
user to extend the functionality of “o.io.bluetoothle.hrm”
via another layer of wrapping.

6. CHALLENGES AND NEW WORK

unique identifiers even if their underlying protocol supports unique IDs or serial numbers. It is really common in
interactive music and media projects to combine several
devices, one for control with each hand for example.
Without unique device ID’s consistent enumeration to
identify which device is on the left or right is impossible.
We will continue to encourage new device developers
to take the extra step of including a unique ID. For legacy
devices we are developing shim hardware to insert unique
ID’s in the data stream. This will be an opportunity to
also add time tagging, transcode early in the protocol
stream and avoid the problem with USB keyboards, mice
and trackpads that the host operating system monopolizes
their data streams wrapping in them a proprietary API.
In conclusion, we have demonstrated the viability of
“o.” for a wide variety of devices sufficient in number to
be confident of our workflow and design patterns. We
look forward to addressing further the questions of scaling by distributing the system and supporting external
developers.
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ABSTRACT
We introduce OM-Faust, an OpenMusic library including
objects and functions to write, compile and control Faust
programs. Faust is a domain-specific functional programming language designed for DSP. The integration of Faust
in OpenMusic enables composers to program and compile
their own audio effects and synthesizers, controllable both
in real-time or deferred time contexts. This implementation suggests a more general discussion regarding the
relationship between real-time and off-line processing in
computer-aided composition.
1. INTRODUCTION
While the foundations of computer-aided composition environments initially focused on instrumental writing and
symbolic music processing (i.e. at the “score” level) [1], its
frontiers with the sound processing/synthesis realm have
regularly been challenged and expanded [2, 3, 4]. Technological developments combined with composers’ demand
for flexible and high-quality audio rendering leads to further growth in this area of computer-aided composition
software.
Our current work takes place in the OpenMusic environment [5, 6]. OpenMusic (OM) is a visual programming
language allowing composers to design programs leading
to the creation or transformation of musical scores, sounds
or other kind of musical data. OM includes an audio engine for sound rendering, but generally does not operate at
the level of sound signals. Instead, interfaces have been
developed with sound processing and synthesis systems,
such as Csound, SuperVP, Chant, Spat, etc. [7, 8, 9].
In this paper, we present a new interface developed between OM and the Faust real-time signal processing language. Our objective is not to offer new audio processor
units in OM, but to provide a framework for composers
to build their own audio effects and synthesizers in this
language. The tight coupling between Faust and LibAudioStream, the current audio rendering engine in OM, allows it to achieve dynamic integration of the language in
the compositional environment, and enables both real-time
Copyright: c 2014 Dimitri Bouche et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

and off-line (“composed”) control of the effects and synthesizers.
After a quick presentation of Faust and the OM audio architecture, we will present the new OM objects and methods involved in this work, highlighting the distinction between the real-time and off-line approaches.
2. THE OM-FAUST CONNECTION
2.1 LibAudioStream as OM Audio Architecture
Since OM 5 [10], the audio architecture in OM is based on
the LibAudioStream library [11]. LibAudioStream (LAS)
provides a relatively high-level and multi-platform API for
multi-track mixing and rendering of audio resources.
Audio resources in OM (sound objects) are converted to
LAS streams, processed and combined together using an
algebra of stream composition operations 1 and eventually
loaded in one of the tracks of the LAS player for rendering.
This process can be monitored thanks to a standard multitrack audio mixing console window.
The basic stream processing units of LAS are also available as functional units (boxes) to be used in OM visual
programs: users can connect them together to process, combine and transform sounds algorithmically (see Figure 1).
Eventually, an offline rendering utility performs a “virtual
run” of the player and redirects the resulting stream to a
sound file, hence allowing it to generate new sounds from
the programmed audio processing chain [12].
2.2 The Faust Language
Faust (Functional AUdio STream) is a functional programming language designed for real-time signal processing and
synthesis [13]. It targets high-performance signal processing applications and audio plug-ins development for a variety of platforms and standards.
This specification language aims at providing an adequate
functional notation to describe signal processors from a
mathematical point of view. Faust is, as much as possible, free from implementation details. Resulting programs
are fully compiled, not interpreted: the compiler translates
Faust programs into equivalent C++ programs taking care
to generate the most efficient code. The result can generally compete with, and sometimes even outperform, C++
code written by seasoned programmers [14]. The generated code works at the sample level; it is therefore suited
1 A stream is described as the result of combining others stream using
several operators like sequence, mix, cut, loop, transform...
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Figure 2. Steps of the compilation chain in Faust.

Faust and the LibAudioStream library are therefore compatible at different levels :
• LAS can read and connect compiled Faust effects in
the audio processing chains (Faust signal processors
can be used to transform audio streams),
• LAS connects to the control parameters of the Faust
effects and provides an API to set or read their values
(Faust signal processors can be controlled in realtime using LAS),

Figure 1. Processing sounds in OpenMusic using the
LibAudioStream framework.
to implement low-level DSP functions, like recursive filters. The code is self-contained and does not depend of
any DSP library or runtime system. It has a very deterministic behaviour and a constant memory footprint.
Faust allows users to program effects and synthesizers,
and to use them in the environment of their choice. A significant number of libraries are available for import into
the programs. These libraries cover most of the basic audio
processing and synthesis functions (filters, reverbs, signal
generators, etc.). The programs can be compiled for specific target “architectures” (e.g. Max, PureData, VST...)
[15] and then provide corresponding entry points for control.
2.3 LAS-Faust Connection
The Faust compiler is generally used as a command line
tool to produce a C++ class starting from the DSP source
code. This class can be compiled later on with a regular
C++ compiler, and included in a standalone application or
plug-in. In the faust2 development branch, the Faust compiler has been packaged as an embeddable library called
libfaust, published with an associated API.
The complete chain therefore starts from the DSP source
code, compiled into the LLVM intermediate representation
(IR) 2 using the libfaust LLVM backend, to finally produce
the executable code using the LLVM Just In Time compiler
(JIT); all these steps being done in memory (see Figure 2)
[17]. This dynamic compilation chain has been embedded
in the LibAudioStream library, so that Faust effects or synthesizers can be dynamically complied and inserted in the
LAS audio chain.
2

LLVM (formerly Low Level Virtual Machine) is a compiler infrastructure designed for compile-time, link-time, run-time optimization of
programs written in arbitrary programming languages [16].

• LAS embeds the libfaust and LLVM technologies
and can compile Faust code on-the-fly from a text
buffer (Faust effects can be created and applied dynamically).
These cross-connections between Faust and LAS are the
basis of the high-level control interface proposed in OMFaust, which we will detail in the next sections.
3. FAUST OBJECTS
Two main objects have been developed in the OM-Faust
library: Faust-FX and Faust-Synth.
3.1 Effects: Faust-FX
Faust-FX is a standard OM object represented in the visual
programs as a “factory” box (see Figure 3). Its inputs allow to build an instance of the object upon evaluation: a
Faust program (edited or imported in a Textfile object, the
standard OM text editor), a name (optional) and a track
number (to plug the effect on a specific track of the audio
player – the assignation of an effect to a track can also be
done through the mixing table, see section 3.3).

Figure 3. The Faust-FX object and it’s input/initialization
values.
The evaluation of this box handles the different steps that
the architecture needs to compile and register the resulting
audio processing unit:
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• Compilation of the code (incl. error management),
• Registering in a pool of available effects,
• Connection to the audio system (if track specified),
• Generation of control interfaces (see section 4).
The Faust compilation process also outputs a SVG file
containing a hierarchical block-diagram representation of
the signal processing unit, which can be visualized and explored in a web browser.

interface, providing post/dynamic controls for the the Faust
audio units’ assignments to the audio tracks and resources.
Figure 5 shows the Audio Mixer window with the OMFaust plug system extension. The SYNTH and FX selectors
complement the Faust objects initialization process, connecting compiled and registered instances of Faust-FX and
Faust-Synth with the LAS player tracks.

3.2 Synthesizers: Faust-Synth
At first sight, the Faust-Synth object is quite similar to
Faust-FX (see Figure 4), but it differs in its use and purpose in the environment. The function of the synthesizer in
our system (producing sound) is different from the one of
an effect (transforming an existing sound or audio stream).
Effects, for instance, can be applied sequentially on top of
one another in a processing chain. Synthesizers at the contrary should be considered as a source (which can also be
processed by a chain of effects or treatments).

Figure 5. The Audio Mixer and its Faust extension.

4. SELF GENERATED INTERFACES :
REAL-TIME CONTROL OF FAUST OBJECTS

Figure 4.
The Faust-Synth object and its input/initialization values.
This distinction implies a number of differences in the
treatment of these two kinds of objects. It is possible for
instance to assign several Faust-FX to a same audio track,
but one single Faust-Synth will be accepted on a track.
Faust-Synth also has a duration as additional initialization parameter. Indeed, “off-line” processes such as the
ones taking place in computer-aided composition must generally produce time-bounded structures, and therefore include a notion of duration. 3 Being an individual sounding object (and not a processing unit applied to an existing
one), Faust-Synth is likely to be played and integrated in
an audio mix or sequence (in an OM visual program, or in
a sequenced context such as the maquette [18]) along with
other sounds.

Figure 6. A Faust-FX object and its self-generated control interface (the “SVG” button opens the block-diagram
representation of the effect in a web browser).

3.3 Connections to Audio Tracks in the Audio Mixer
The OM audio mixing table enables volume and panning
control for each audio player track. OM-Faust extends this
3 At this juncture lies one of the main paradigmatic divisions between computer-aided composition and real-time audio processing systems, which usually consider virtually infinite audio or data streams.

Faust code can embed elements of control interface specification (sliders, check-boxes, knobs or other kinds of components that will set the value of the effects or synthesizers’ parameters). The compiler interprets this specification
depending on the target architecture or can export it as a
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Json file [19]. The initialization of a Faust-FX or FaustSynth in OM uses and parses this Json specification file to
build a hierarchical representation of the user interface corresponding to the effect or synthesizer controls, presented
to the user upon opening (double-clicking) the effect or
synthesizer’s box (see Figures 6 and 7).

Figure 8. Faust-Automation object.

Figure 7. A Faust-Synth object and its self-generated control interface.
These control interfaces are connected to the control parameters of the Faust processing unit via LAS, and work
in real-time depending on the connections of these units in
the global audio setup.
5. FAUST-AUTOMATION : A BRIDGE BETWEEN
OFF-LINE AND REAL-TIME CONTROL
One of the main interests in using a computer-aided composition environment like OM to perform sound processing or synthesis, is the possibility to design complex processes for the generation of DSP structures and controllers.
Faust-Automation is another object included in the OMFaust library, derived from the BPF object (break point
function), bringing the capability of programming or handdrawing curves that will serve as pre-generated controllers
(automations) for the Faust effects or synthesizers (see Figure 8). A Faust-Automation controls one specific named
parameter, and it is possible to use as many automations as
the number of parameters of the targeted Faust object.
Faust automations can be used both in real-time or offline sound processing contexts. In an off-line context (the
“usual” context for computer-aided composition), it will be
considered as a sequence of timed values for the different
Faust processing controllers (see Section 6). In a “realtime” context (to control a Faust process currently running
on the sound player, e.g. attached to a playing audio track),

Faust automations are “played” as independent musical objects. A plug-in to the OM player system schedules Faust
control value changes via LAS at every timed-point in the
automation BPFs. They can also be integrated as components in more complex musical structures, for instance in a
maquette (see Figure 9).
6. OFF-LINE APPROACH TO FAUST OBJECTS
We have seen in the previous sections how Faust objects
can be used through the OpenMusic audio architecture and
modify/build output streams in real-time.
They can also be used as off-line processing objects, and
enable more complex compositional approaches.
6.1 Sound processing : Apply-Faust-FX
LAS offers the possibility of connecting effects on a player
track, but also directly as a transformer on a sound stream.
The Apply-Faust-FX method simulates a sound file going
through a Faust-FX and produces a new sound file. A virtual run of the sound+effect rendering is performed and
redirected to an output file.
Figure 10 shows an example of the off-line transformation of a sound by a Faust-FX via Apply-Faust-FX. The
effect parameters can be controlled using optional inputs
of Apply-Faust-FX, and specified either as constant values
or as a set of one or more Faust-Automation objects gathered in a matrix structure. In the latter case, at each audio
buffer writing operation during the “virtual rendering”, a
new parameter value is read in the Faust-Automation and
set as control value. It is therefore possible to change an
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Figure 9. Faust-Automations and other SOUND and OM-Faust objects in a maquette. Two automations control parameters
of an effect applied to sound files, and an other a parameter of Faust-Synth process. Automations are bounded and scalable
to specific intervals on the maquette time-line.
automation grain by setting the length of the buffers (in
Apply-Faust-FX, the default buffer length is set to 256 samples, which corresponds to 5.8 ms for a 44.1 kHz sample
rate). An optional gain control can also be specified to
Apply-Faust-FX, for instance to avoid clipping in amplified effects.

6.2 Synthesis rendering : Flatten-Faust-Synth
The Flatten-Faust-Synth method is similar to the ApplyFaust-FX, applied to a Faust-Synth. Instead of using a
sound as input, it simply uses a duration setting to limit
the output length (see section 3.2).
With the same rendering utility as described in section
6.1, Flatten-Faust-Synth can be controlled with constant
or varying parameter values (using automations) it outputs
a sound file of the required duration to the disk. Figure
11 shows an OM patch where a sound file is synthesized
from a Faust program and a set of parameter values and
automations.

7. CONCLUSION

Figure 10. The Apply-Faust-FX method, used to process
a sound file, using a Flanger effect with two automated
parameters.

OM-Faust allows to write, compile and control Faust objects in OpenMusic. This functional DSP programming
framework offers users a low-level control of the audio
processors they build, coupled with dynamic real-time control interfaces and powerful offline rendering facilities.
While common music software mostly process audio signal in real-time, OM-Faust objects can be used both in realtime and deferred-time in the same work session. These
objects can produce or transform musical material (audio
streams), and/or be considered as primary musical material themselves. This duality introduces interesting issues
in the compositional environment, which we plan to address in future works from the user point of view and with
the development of hybrid scheduling strategies for computation and rendering.
OM-Faust is an open-source library and is distributed with
a set of tutorial patches. 4
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Lyon, France
fober@grame.fr orlarey@grame.fr letz@grame.fr

ABSTRACT
The paper presents a study about the representation of musical computer processes within a music score. The idea is
to provide performers with information that could be useful especially in the context of interactive music. The paper
starts with a characterization of a musical computer process in order to define the values to be represented. Next
it proposes an approach to time representation suitable to
asynchronous processes representation.
1. INTRODUCTION
Throughout the last decades, the development of electronic
and digital technologies, including sound production, gesture captation, has led to a musical revolution and to the
emergence of new genres firmly established in the culture and musical imagination. From these evolutions, new
needs have emerged, notably in terms of music notation
and representation [1]. Raised by artistic forms like interactive music or live coding, questions related to dynamic
notation or musical process representation are taking a significant importance. With interactive music, the cohabitation between static scores and interaction processes is to
be organized. With live coding, the border between programmation and score tends to be blurry [2]. Today, the
object of the musical notation needs to be redefined to take
account of the new dimensions of the current artistic practices.
This paper addresses the dynamic representation of processes and their states in the single graphical space of the
musical score.
The musical context gives a specific dimension to the
problematic of a process representation, because we are
interrested in its current state, but also in a set of time ordered states, including futur possible states. Usability constraints require these state to be readable in real-time, i.e.
in the time of the score performance, and to be a guide for
the interaction choices of the performer.
The objective of the study is to integrate the representation of processes to INScore [3, 4], an environment for the
design of augmented interactive music score.
Copyright: c 2014 D. Fober et al. This is an open-access article distributed under
the terms of the Creative Commons Attribution 3.0 Unported License, which permits unrestricted use, distribution, and reproduction in any medium, provided the
original author and source are credited.

We will first present existing approaches in the domain of
process representation, with a viewpoint centered on musical applications. We will next define the elements to characterize an interaction process. We will finally propose a
model of process representation, not in the graphic space
- that remains the score domain and the composer responsibility - but in terms of communication between the tools
involved in a piece realization.
2. EXISTING APPROACHES
Generally provided with operating systems, there are tools
to visualize the system state in terms of resources usage:
CPU, memory, network bandwith, etc. (figure 1). In the
musical domain, tools for music computation are proposing similar representations: the system state may include
both the application resources usage and the system parameters, generaly reflecting audio processes.

Figure 1. Visualization of the system state under Windows

In the musical domain, PureData [5] and Max/MSP [6]
are among the applications frequently used for interactive
music design. PureData provides rough tools to represent
the system state (figure 2b). Max/MSP includes an audio
resources monitor (figure 2a) that gives also the value of
the audio setup, like sampling rate, I/O vector size, etc.
In the context of interactive music, the current position in
the score is part of the system state but the notion of score
is missing win tools like Max/MSP or PureData. Extensions like Bach [7] or MAXScore [8] allow to introduce the
music notation in Max/MSP, but without taking account of
the musical processes representation.
With environments like Open Music [9] or i-score [10], a
process is viewed as an opaque box. Its temporal dimension is taken into account and a cursor locates its current
time position, but without more information about the process activity.
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Figure 4. Visualization electronic instruments mechanism.
a) Max/MSP

b) Pure Data

Figure 2. Visualization of the system state with Max/MSP
and Pure Data

3. CHARACTERIZATION OF A MUSICAL
COMPUT PROCESS

That’s in the domain of live coding and interactive systems that the approaches look the more advanced. Thor
Magnusson is developping a thought and tools that tend to
narrow programming and music score [11, 2]. Ge Wang
proposes also an approach based on code [12] as factor of
instrumental expression for the live coding, with the programming language Chuck [13]. This idea is notably implemented in the audio programming environment The Audicle [14] where different visualizations of the code and of
the system activity are proposed in an original and extensible approach(figure 3).

We will consider music computer processes as resulting
from the music composition and thus, as being part of the
music score. From this viewpoint, a process takes place
in time: it can be passed, present or futur. We will talk of
active process for a process that is present, and of inactive
process for a past or futur process.
The temporal status will determine different ways to characterize a process: the properties of a process will be different whether active or inactive. Similarly, properties of a
past process will differ from those of a futur process, which
date and duration may be undefined, relative to an external
event.
The characterization of a musical computer process we
will be based on three types of information, classified according to their change rate:

a

• a static state: represent the information that doesn’t
change (e.g. the parent process) or that may change
at a low rate (e.g. the sampling freq.)

c

• a dynamic state: represents the information that changes
over time and depend on the process execution (e.g.
the CPU usage)
b

d

• a temporal state: the process start date and its end
date or duration. These properties may be undefined
in an interactive context.

Figure 3. Visualization of the system state in the Audicle : a) waveform and spectrum, b) temporal information
per thread, c) threads activity in a graphic form, d) in a
detailled textual form.
Another approach of the visualization is centered on the
listener, aiming at improving the perception using graphical information in a live coding context [15] or to make
the mechanism of electronic instruments perceptible [16]
(figure 4).
The main limitation of all these approaches is to be partial and centered on the applications that propose them. In
addition, there is no emergent general model and the interoperability between the tools is not taken into account.

3.1 Static state
A process static state is made of the set of information that
are invariant or that change at a low rate. This state is completely defined for an active process. It reflects the last
active state for a passed process. For a futur process, it
may indicate the first state to activate when it is known in
advance.
For a generic process, the state may include:
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its parent process
its status (active — inactive)
its computation mode (vectorization, parallélization,...)
...

For an audio process, the state may include:
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4.1 Definition of a property

the I/O buffers size
the sampling rate
the I/O devices
the driver
...

For any process, the state may include the value of the
control parameters. For example: delay and feedback values of an echo.
The set of static properties is process dependant.

A process property is the association of an identifier and a
value that may change over time. The value may be a number or a vector of values: e.g. a space position is defined
by 3 values.
The value of a property may be bounded by an interval.
Finally, the frequency of a property variation may also be
defined.
The type of the values is in:
-

3.2 Dynamic state
The dynamic state of a process is closely linked to its activity and characterizes an active process.
For a generic process, the state may include:
-

int : for an integer number
float : for a floating point number
bool : for a boolean
probability : the value is a probability. By convention,
it will be expressed by floating point numbers in the
interval [0, 1].

Values of a vector type are defined by a list of types.

the CPU usage
the threads count
the memory usage
...

property : ident type [ range freq ]
ident
: string
| url
freq
: integer
type
: ’int’
| ’float’
| ’bool’
| ’probability’
| ( vector )
vector
: type
| vector type
range
: value value
value
: int
| float
| bool
| ( vlist )
vlist
: value
| vlist value

The result of a process computation may also reflect its
state, e.g. the values of a process that computes a signal.
The dynamic state may include indications on the current
computation, e.g. an index of confidence for a process that
is doing pitch recognition or that is doing score following.
The set of dynamic properties is process dependant.
3.3 Temporal state
In a musical context and especially for interactive music
[17], the temporal state of process (i.e. its start date, its end
date or its duration) may be partially or totally undefined.
In case of an active process, the start date is known but
its end may depend on another process and/or an external
event. For a future process, both the start and end dates
may be undefined.
In addition, the way to represent dates and durations may
lead to undefined results, e.g. when expressed in a time
relative to a tempo that is undefined.
In a musical context, this temporal information is critical for the performance of a piece and thus, require to be
represented whatever its status.
The temporal properties are common to all the processes.

Figure 5. A property definition
By convention, the frequency defines the rate of a value
variation: it indicates a number of changes by second. The
value 0 denotes constant values. When the variation rate is
unknown, the frequency should be omitted.
4.2 Declaration of a properties set
A process state is defined by a list of properties (figure 6).
In order to represent this state, a process must be able to
communicate a description of its state.
process-state : states
states
: property
| states property

4. REPRESENTING THE STATE OF A MUSICAL
COMPUTER PROCESS
We propose a format to represent the state of a musical process, suitable to inter-applications collaboration, allowing
to dissociate a process involved in a piece computation and
its graphic representation, that could be viewed as part of
the music score.
We define the state of a process as a set of values that
characterise this process at a given time. We’ll talk of property to refer to one of these values. To represent a process
state, this process should be able to describe its properties
set.

Figure 6. Description of a process state
JSON [18] could be used to declare the properties of a
process. The figure 7 gives the example of a FAUST [19]
process which state include the value of the control parameters as well as the computed signal.
4.3 A property state
The state of a property will be send as a pair associating an
identifier and its value.
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{

/karplus/signal -0.2 0.1 0.23 -0.05 -0.01
0.8 0.8 0.02 -0.5

"process": "karplus",
"states": [
{
"ident": "excitation",
"type" : "float",
"range": [{"min": 2},{"max": 512}]
},
{
"ident": "play",
"type" : "bool"
},
{
"ident": "level",
"type" : "float",
"range": [{"min": 0},{"max": 1}]
},
{
"ident": "attenuation",
"type" : "float",
"range": [{"min": 0},{"max": 1}]
},
{
"ident": "duration",
"type" : "float",
"range": [{"min": 2},{"max": 512}]
},
{
"ident": "signal",
"type" : "float",
"range": [{"min": -1},{"max": 1}],
"freq" : 44100
}
]

Figure 10. Values of the signal transmitted via OSC
- a process mey be conditionally triggered, e.g. when a
specific note sequence is played or in case of silence.
More generally, the scheduling of such processes may be
described in terms of Allen relations [21], relatively to the
events which they depend on. We will talk of event based
date or duration to refer to these undefined dates or durations.
The properties of a process temporal state are described
by a start and an end or duration (figure 11). The values
can be expressed as time or under event form.
process-temporal-state
: begin [ end | dur ]
begin : time | event
end
: time | event
dur
: time | event

Figure 11. Properties of a process temporal state
4.4.1 Events representation

}

Figure 7. A FAUST process described using JSON
{ "excitation" :

124 }

Figure 8. Value of the excitation of the process
karplus using the JSON format
When a list of values is associated to an identifier (figure
9), they could be interpreted in the context of the property
frequency: when a frequency is defined, the set of values
takes the corresponding duration.

Even when a process has an event based date, we would
like to represent it, at least in an approximative manner. In
order to provide support for such representation, an event
based date is defined as a triplet T = (tlef t , t, tright ),
associated to a confidence level P and followed by an optionnal label (figure 12).
T is such that tlef t 6 t 6 tright . T defines a realisation interval [tlef t , tright ] and a possible realisation date t.
The confidence level [tlef t , tright ] represents the realisation likelihood of the event at the date t. It is expressed as
a floating point value in the interval 0, 1.
event
timeset
rightbound
leftbound
expected
rightbound

{ "signal" : [ -0.2, 0.1, 0.23, -0.05,
-0.01, 0.8, 0.8, 0.02, -0.5 ] }

Figure 9. Values of the signal computed by the process
karplus
OSC [20] may be used to transmit a state. In this case,
the OSC address could be used as identifier (figure 10)

:
:
)
:
:
:

timeset confidence [ label ]
( leftbound, expected,
time
time
time

Figure 12. Approximation of event based time.
This kind of representation is intermediate between the
description of Allen relations and classical dating. As an
example, the following relation A m (B si (C fi D))
expressed in terms of Allen relations (figure 13) could be
expressed in a semi-instanciated way as follows:

4.4 Temporal state representation
{

All the processes have two common properties: a start date
and a duration (or end date). These properties may be undefined (e.g. for a futur process), or partially defined (e.g.
for an active process which end date is undefined).
In the context of interactive music, an undefined date corresponds to an external event. For example,
- a process start or end may correspond to the start or
end of an improvisation sequence,
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}
{

}
{

"process": "A",
"start": "0/1",
"dur": [ "1/4", "1/2", "1/1", 0.7 ]
"process": "B",
"start": [ "1/4", "1/2", "1/1", 0.7 ],
"dur": "1/4"
"process": "C",
"start": [ "1/4", "1/2", "1/1", 0.7 ],
"dur":
[ "1/2", "3/4", "1/1", 0.7 ]
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"process": "D",
"start": [ "0/1", "1/2", "1/2", 0.8 ],
"end":
[ "3/4", "5/4", "3/2", 0.5 ]

}

[4] D. Fober, S. Letz, Y. Orlarey, and F. Bevilacqua,
“Programming interactive music scores with inscore,”
in Proceedings of the Sound and Music Computing
conference – SMC’13, 2013, pp. 185–190. [Online].
Available: fober-smc2013-final.pdf

A
B
C
D

Figure 13. Relations between 4 processes: B and C start
with the end of A, D ends with C.
Note that the start date of the process D expresses a constraint on the duration, that should be greater or equal to a
whole note.
One of the possibilities for the representation may consist to use a color gradient to account for uncertainties, as
illustrated in figure 14, that is based on the example above.
A
C
D
1

2

3

4

5

[5] M. Puckette, “Pure data: another integrated computer
music environment,” in Proceedings of the International Computer Music Conference, 1996, pp. 37–41.
[6] ——, “Combining Event and Signal Processing in the
MAX Graphical Programming Environment,” Computer Music Journal, vol. 15, no. 3, pp. 68–77, 1991.
[7] A. Agostini and D. Ghisi, “Bach: An environment for
computer-aided composition in max,” in Proceedings
of International Computer Music Conference, ICMA,
Ed., 2012, pp. 373–378.
[8] N. Didkovsky and G. Hajdu, “Maxscore: Music notation in max/msp,” in Proceedings of International
Computer Music Conference, ICMA, Ed., 2008.
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[3] D. Fober, Y. Orlarey, and S. Letz, “Inscore – an environment for the design of live music scores,” in Proceedings of the Linux Audio Conference – LAC 2012,
2012, pp. 47–54.

6
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9

Figure 14. Representation of the processes A, B, C, D,
using color gradients to account for uncertainties.

5. CONCLUSION
We propose a simple description of a musical process state.
This description is disconnected from any representation
format or communication protocol. However, examples
using JSON or OSC are given because their simplicity of
implementation was consistent with the proposed description of musical processes.
The critical problem of the representation of event based
time is treated using a probabilistic semi-instantiated approach. This solution is less general than a description
in terms or Allen relations, but it avoids solving the corresponding constraints to visualization applications, while
realization systems have already to do it.
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ABSTRACT
In this paper we describe the SoDA project, that aims at
automatically generating soundscapes from a database of
annotated sound files. The rationale of the project lies in
the ubiquitous requirement for sound designer to produce
backgrounds that include specific multi-layered sound materials. SoDA provides an ontologically-annotated database
that allows the sound designer to describe the desired soundscape by keywords: by referring to the database, the system then delivers a resulting audiofile.

connection, in this paper we describe a project that tackles
various issues related to the creation of ambiences in a nonreal time context (that is, mostly in relation to audiovisual
production), but that can be easily (both on the theoretical and technical side) extended as a general framework
for soundscape generation. First, we discuss sound design
practices in relation to background sound generation; then
we review available software solutions; later we introduce
the SoDA project; finally we discuss its current implementation.
2. AMBIENCES AND SOUND DESIGN

1. INTRODUCTION
Sound design is now a term encompassing various domains
and applications, from non-interactive audiovisual products to real-time scenarios including virtual reality, multimedia installations, soundscape generation for urban and
architectural design. Still, the core of the practice is related to the audiovisual context, where the term originated
and that acts as a reference in many aspects for new developments. In the audiovisual production pipeline, sound
designers have to carry out various tasks, but a rough distinction can be made in relation to sync sounds/background
sounds. Sync sounds have to be edited in relation to specific events defined by the story and/or in relation to specific visual cues (they are event-bound, so to say). Background sounds –typically called “ambience” in film postproduction– are not event-bound, rather they provide a general sense of space/time/mood that is crucial (even if in
many occasions unnoticed by audience) to the semiotic behaviour of the audiovisual text. While foreground sounds
are indeed strictly related to action, the production of background sounds requires a different working attitude, focusing on a large, undefined time scale: thus, their organisation shares many aspects with soundscape studies, and consequently with soundscape-related practices. In this sense,
ambience creation is the link between audiovisual production and other domains of sound design. Because of this
Copyright: c 2013 Andrea Valle et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

Assuming film production as a reference, it is worth briefly
discussing sound design practices in order to highlight emerging issues to be addressed. Although approaches may differ depending on professional cultures, budgets and tools
used for content creation, it is also true that a combination of practices defines a standard in this field [1]. Ambiences require a lot of work to be carried out, typically
involving the use of many sound files that are composited by a well-established layering technique [1]. Figure
Project Title:

SFX Editor:

BG #:

Source:

Name:

Original production recording

Scenes:

Added in SFX session

Start Time:
:
: : :
HH MM SS FR

Lenght:
: :

Exterior
Interior

Acoustic Elements:

Historical period:

Mood:

Season:

:

Quality:

HH MM SS FR

Hi-fi

:

Location:

Lo-fi

spring

summer

fall

winter

Time of the day:

Notes:

Figure 1. Spotting log for creating ambiances
1 shows an example of a tool that sound designers use in
support of ambience design development for feature film
sessions. This model, used at Zero dB studios, is a customisation of the SFX Spotting Log originally proposed

- 1610 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

by Robin Beauchamp [2]. Once all the features that define
an ambience are found, the sound designer starts recording
or looking for acoustical elements that compose the aural
scene in his/her personal library. The ambience is typically
built from discrete elements, that is, audio samples stocked
in collections (“libraries”) organised in various ways. Postproduction studios develop sound libraries by purchasing
commercial libraries and by employing sound editors to
record and create private libraries or to create original sounds
through synthesis. With regard to audio libraries, the access to sound material typically requires the input of keywords in the search engine, usually referring to a certain
desired figurative feature (e.g. fan, cornfield-daytime environment, etc.). Examples of widely diffused libraries on
the market are Hollywood Edge 1 , SoundIdeas 2 , Blastwave FX 3 . Also, online sites for consultation and purchase of single audio samples can be taken into account,
such as SoundDogs.com 4 , SoundSnap.com 5 and the free
community Freesound.org 6 . The classification criteria governing the organisation of the keys are typically heterogeneous and based on practice rather than on explicit formal
definitions. The lack of a clear communication protocol
between the library producer and the sound designer results in a time-consuming research in the library (thus decreasing efficiency) that does not always produce the desired results (thus decreasing effectiveness). In order to
solve this issue, support tools are commercially available,
that allow the sound designer to organise audio materials
from different libraries in a custom library, and to define
his/her own keywords. An example is Soundminer 7 . An
alternative approach to classification criteria exploits metadata associated with sound files, as defined by the RIFF
(i.e. AIFF and WAVE) and MP3 file format (the last not
to be into account, given the scant use in the professional
field). Metadata can be used as search keys for files, requiring the sound designer, however, to provide a classification
of individual samples. Dedicated softwares, like Metadigger by Sound Ideas 8 , make it possible to search for samples through the use of metadata. In essence, the work
of organizing sound materials falls largely on the sound
designer. In addition, the customization of the library increases the productivity of the designer owner, but does not
allow to transfer knowledge, since the criteria for classification chosen by the individual sound designer are potentially even more heterogeneous than those of departure. As
dedicated human resources are needed to organise sound
libraries, this activity rarely happens in everyday activities
of medium/small sound post-production studios. Hence,
the habit of creating a new library for each project, that
potentially requires a relevant amount of resources both in
terms of time and storage space. In some sense, custom
created libraries might be just the first step toward the same
accessibility issue emerging with commercial libraries, as
1

http://www.hollywoodedge.com/
http://www.sound-ideas.com
3 http://www.blastwavefx.com/index.html
4 http://www.sounddogs.com/
5 http://www.soundsnap.com/
6 http://www.freesound.org/
7 http://www.soundminer.com/
8 http://www.sound-ideas.com/metadigger.html
2

it is just a matter of time and work to have them increasing
to such a dimension that they cannot be managed anymore
by the sound designer. Thus, on one side commercial libraries requires a relevant amount of time to be explored;
on the other side libraries assemble from custom recordings, while fulfilling the needs of the very moment, in order
to be reused in future projects require an analogous amount
of time to be annotated with semantic metadata.
To sum up, the work of sound designer relies heavily on
sound libraries (be they commercial or custom-made), but
their usage is far from being optimal, as the retrieval process is often unsatisfactory in terms of efficiency and effectiveness, and this sub-optimality propagates through the
whole production pipeline.
3. SOFTWARE SOLUTIONS
In sound design, libraries of sound samples stands on the
data side. They have a software counterpart in Digital Audio Workstations (DAW, a typical example being Avid Pro
Tools), environments that allow to load and edit sounds in
relation to a fixed timeline and that can be used as host environments for third party DSP unities, the so-called plugins. While DAWs allow the automation of control by
recording and playing back control gestures, they are typically controlled by hand. That is, in the case of ambiences that we are considering, the sound designer specifies
by means of a GUI which sounds have to be inserted, at
which time, and how they are processed. Each ambience
results from the layering of multiple sounds, typically from
few to dozens. This is a time-consuming task, where layers have to be processed and spatialised in a time-varying
way, in order to provide liveness and verisimilitude. As
these variations are not related to specific events, they are
typically managed in a procedural way, and thus they could
be automatised. Solutions from four other domains address
the issue of automated compositing of background sounds
(event-unbound, so to say).
First of all, sound design for gaming industry has to face
the issues of interaction that requires –in relation to background sound– to specify some rules to generate audio as it
is not possible to know in advance e.g. duration. The terms
“procedural audio” is widely used into gaming industry
starting from Farnell’s seminal book Designing Sound [3].
From a theoretical perspective, procedural audio indicates
the use of various techniques for audio synthesis and processing used in the domain of computer music, firmly established and already available (e.g. [4], [5]), to generate
sounds in real time for gaming environment. Such an approach is now gaining a high momentum in sound design
for gaming and is also entering in the classic film scenario.
In case of textural sounds, procedural audio aims at defining an acoustic behavior that can drive the synthesis, be the
latter based on algorithms or on playback/manipulation of
atomic sound samples. As an example, in the case of the
rain, rather than using audio samples of non-specifiable duration, it can be much more efficient and effective to collect short samples of dropping sounds and to re-generate
the overall texture of rain. In game industry procedural audio is actually available through specialised extensions for
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middlewares, software environments that bridge the software development level with the hardware level. In input,
middlewares 9 provide the developer –in this context: the
sound designer– a set of tools and interfaces to work on
sound. In output, they generate opportune software elements (e.g. libraries, referring to audio data) to be integrated into targeted applications (e.g. more general game
development environments) and platforms (from OS, to
mobiles, to consoles), typically over various multichannel
configurations (e.g. stereo, 5.1, 7.1 etc).
In the field of softwares for audio-visual sound design,
some solutions are intended as alternative tools for the composition of background sounds and effects. Among the
most common: MetaSynth 10 and Soundbuilder 11 , a list
to which some special plug-ins for DAW can be added.
Metasynth provides the user with a graphical control that
allows her/him to literally draw the sound, an approach that
facilitates a quick design of the sound material. Soundbuilder is proposed as a tool for creating soundscapes. In
contrast to the method based on layering imposed by DAW,
Soundbuilder approaches the composition considering the
physical space of the scene. In both cases, their peculiarity is to go out from the constraints imposed by the DAW
multitrack paradigm (layering of single samples). In any
case, the materials obtained from these are usually managed within a DAW.
The automatic generation of soundscapes is the focus of
four projects. The European project Listen [6] coordinated
by the Fraunhofer Institut für MedienKommunikation is
focused on the generation and control of interactive soundscapes, but it is specifically targeted to an innovative, mediaoriented experimentation on augmented reality. Its main
goal is to create a new medium: the immersive audioaugmented environment (IAAE). Listen does not include
an explicit modelling of the soundscape and does not provide production tools for sound design. Tapestrea [7] is
intended to create “environmental audio” in real-time, but
does not define any explicit relationship between sound
and space, nor it is possible to interact with the user. Physis 12 is an industrial research project led by IRCAM that
deals with the modelling and the synthesis of virtual soundscapes. Physis is, nevertheless, oriented exclusively towards the game industry, and implementation details have
not been published yet. GeoGraphy [8] is designed for
the real-time simulation of existing soundscapes, starting
from a database containing sound materials and semantic
information. It can work interactively and in real-time, it
includes the modelling of a virtual listener, but the organisation of audio materials is based on specific data structures (“graphs”), potentially very complex to handle. The
underlying model of GeoGraphy is designed for a specific
purpose and it does not easily merge into the sound design
9 Two main solutions are available on the market: Wwise by Audiokinetic and FMOD by Firelight Technologies.
10 http://www.uisoftware.com/MetaSynth/index.php
11 http://www.soundbuilder.it/
12 http://www.ircam.fr/305.html?&tx_
ircamprojects_pi1%5BshowUid%5D=74&tx_
ircamprojects_pi1%5BpType%5D=p&cHash=
ed317fa8927e424c8700c020b1812a58&L=1 Retrieved June
14, 2014.

workflow. In the direction of a simplification of the configuration required to the user, Schirosa [9] discusses an
extension for GeoGraphy that allows the generation of realistic soundscapes with a higher level methodology (e.g.
by specifying semantic constraints that drive the automatic
generation of graphs).
Finally, the use of the computer as a support tool in creative processes, that is through the delegation of high-level
competences and not just in terms of low-level processing,
is at the center of computer-assisted composition. Wellknown software especially designed for this purpose are
OpenMusic, PWGL, Common Music. Their features include the ability to manipulate symbolic representations of
the musical fact, together with tools for audio signal analysis. These solutions are indeed eminently musical, thus
they do not address the problems of sound design. Still,
the idea of constraint-based composition can indeed be relevant for bringing an intelligent support to the creative production in sound design.

4. AN OVERVIEW OF SODA
In the following sections we introduce the SoDA architecture and its implementation. Figure 2 (left) provides a
general formalisation of sound design practice as we have
discussed it. First, the sound designer retrieves sound files
from an already existing archive (be it created from scratch
or commercially available). Then, the resulting sound files
have to be organised following a certain schema (e.g. layering). Finally the tracks have to be processed and mixed
so that the final audio is available. Taking into account
Annotated
archive

Archive

User

Retrieve

User

Soundscape
Composer

Compose

Sound

Generate

Semantic
Search Enigne

Sound

Soundscape
Generator

Figure 2. General formalisation of sound design for ambiances (left) and automatisation in SoDA(right).
the previously discussed issues, SoDA aims at providing –
with respect to the creation of ambiances– a twofold computational “acceleration” (hence its name) to sound design
practice: on the selection of relevant sound elements to
be composited and on their organisation. The situation is
shown in Figure 2(right), where the slashed line indicates
the automated aspects. On one side, in SoDA sound files
are annotated by human experts (but not exclusively) with
tags preserving relevant information (see later) and stored
into an archive. Then, SoDA features a Semantic Search
Engine that allows to retrieve sound files from an input
query by the user. On the other side, SoDA features an automated Soundscape Composer that allows a rapid, tune-
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able, creation of soundscapes of unspecified duration 13 .
The Soundscape Composer is passed the results from the
Semantic Search Engine and is provided with algorithms
for semantically-informed, automated layering. Finally,
these data, which are placed at the organisational level, are
passed to the Soundscape Generator which is responsible
for the final audio rendering.
In the following we will first discuss the semantic engine
for retrieving sound files, and then two components that
implement the strictly audio related parts. Finally we will
describe the actual implementation.
5. ANNOTATION AND SEMANTIC SEARCH
In order to enhance semantically the retrieval of sound files,
we have defined an annotation schema starting from the
way in which metadata are annotated in state-of-the-art libraries. Among the libraries used by sound designers we
have taken into consideration Sound Ideas Series (6000,
7000 and 10000), World Series of Sound, Renaissance SFX.
The search tools for audio documents taken into account
are SoundMiner 14 , Library Monkey 15 , Basehead 16 , Audiofinder 17 , Apple iTunes (that, even if not intended for
professional use, is used by small studios). An example is
the metadata tagset from Renaissance SFX, that includes:
identifier, title, length, type of ambience, position (stationary or echo), movement (direction of the sound), description, category (with respect to an internal classification).
Regarding how documents are usually tagged in commercial sound libraries two observations can be made. First,
the “description” field often seems to include information
that could better be served in dedicated fields — one example is information about the location represented in the
sound file; second, libraries rarely follow standard and controlled vocabularies: each library use a specific structure
for the fields of its documents and for their values — this
is a problem in terms of interoperability between libraries
as well as in terms of ease of use for a user (in our case, a
sound designer). One example is given by the various formats for dates, or by the different ways to tag the genre.
On the administrative and technical side, the Audio Engineering Society (AES) has published two standards 18 :
AES57-2011 (“Audio object structures for preservation and
restoration”) and AES60-2011 (“Core audio metadata”).
There are also less specific (but freely available) standards,
such as the Dublin Core, in its variants (“application profiles” 19 ). Other, more domain-specific, examples, are EBUcore (AES60) and MPEG-7 (including the audio section
ISO/IEC 15938-4:2002). With the advent of semantic technologies for the web (linked data [10], semantic web [11])
and RDF-based vocabularies, semantic interoperability has
become one of the desiderata of data models. In this regard, a tendency that showed up is the confluence of differ13 Hence on we will refer to background sounds or ambiences more
generally as soundscapes.
14 http://store.soundminer.com
15 http://www.monkey-tools.com/products/library-monkey/
16 http://www.baseheadinc.com
17 http://www.icedaudio.com
18 http://www.aes.org/publications/standards/
19 http://dublincore.org/documents/profile-guidelines/

ent domain-specific vocabularies in more general ontologies used for data integration. In 2012 the WWW consortium (W3C) mapped some of the most used schemas
for media objects in the Ontology for Media Resources 20 ,
recommending it for the annotation of digital media on the
web. The W3C specification is not bound to a serialisation in a particular language, so it can be used as a general
schema for the SoDA project.
Within SoDA, the Semantic Search Engine heavily relies
on classical techniques borrowed from Information Retrieval
(IR) [12], whose main task is finding relevant “documents”
on the basis of the user’s information needs, expressed to
the system by a query. The query can be structured or nonstructured (i.e., a textual query). The process of feeding the
search system with documents has to be preceded by the
task of annotating documents (files) with metadata, which
are then used by the system to provide features useful for
the user, such as faceted search (i.e., the capability of filtering documents by selecting orthogonal features) and query
expansion (a technique in which the engine recognizes relevant concepts in the user query and triggers an “expanded
query” on the documents). The intelligence of the system
depends on several factors. The two most relevant are first
a good annotation of the documents; secondly, the disposal
of a knowledge base that helps the system in recognising
concepts within the metadata and in the user’s query (so
that the search is mediated by the knowledge base).
Obviously, the process of annotation imposes trade-offs
between scalability and accuracy: a structured manual annotation, which uses a tagset compliant to the knowledge
base used by the system, will likely lead to better IR results, but it will hardly scale to situations in which new
documents are created and must be annotated by hand. A
good compromise is hence to conceive the document as a
set of different fields, some of which can be partially structured (e.g. contain free text, which is easy for a human
to manage) and others can be pre-compiled by means of
an automated process. Therefore, choosing the right tagset
for the annotation is quite a crucial task: the tagset should
cover the project needs but also be kept simple, in order to
be usable. Moreover, it is a good choice to keep it interoperable with existing standards.
In SoDA metadata are divided into three sets: administrative metadata include provenance information, copyright,
date of creation, etc.; technical metadata describe file format, length, number of channels, andspectral information;
content metadata refer to the document’s content. Administrative metadata are typically created together with the
creation of the audio file. In the SoDa project, scalability on technical metadata is guaranteed by a custom audio analysis utility that processes the library in batch mode
and pre-compiles technical metadata on each document.
Content metadata are compiled by a human, but –to gain
scalability– permit unstructured text in some of the fields.
In Figure 3 we give the set of tags used in SoDA by means
of a fake but realistic example. Our tagset takes into account both standard practices (see Figure 1) and the needs
explicitly expressed by the sound designers involved in the
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project. Among these are the number of channels, the location, and information about the context: season, time
of the day, meteo. We also tried to stay as compliant as
possible to the Ontology for Media Resources as for the
names and types of the fields. Among content data, the
tag typeOfSoundObject is related to a phenomenological appreciation [13], and allow to define Atmospheres
(long sounds, with no begin/end), Sound Objects (atomic
sounds), Sequences (composite sounds that nevertheless
show a unique identity). This tag is relevant for soundscape composition (see later, an analogous classification
is proposed in [8]). Some of the content data cannot be
<doc>
<!-- management metadata -->
<field name="identifier">1234</field>
<field name="creator">Machiavelli Music</field>
<field name="collectionName">My Great Collection</field>
<field name="copyright">2013 Machiavelli International Musical Images - All rights reserved</field>
<field name="recordDate">2013-11-12</field>
<field name="releaseDate">2013-11-15</field>
<field name="description">dogs barking loud in the streets of turin</field>
<field name="title">dogs barking</field>
<field name="url">http://fakedomain.com/docs/1234</field>
<!-- technical metadata -->
<field name="bitDepth">24</field>
<field name="channels">6</field>
<field name="duration">00:00:12</field>
<field name="samplingRate">192000</field>
<field name="typeOfShot">closeup</field>
<!-- closeup, mid-shot, long-shot -->
<!-- technical metadata -->
<field name="centroid">520</field>
<!-- in hertz -->
<field name="complexity">0.8</field>
<field name="dissonance">0.5</field>
<field name="loudness">3.2</field>
<!-- in sones -->
<field name="onsets">3.2</field>
<!-- array of seconds -->
<field name="onsets">2.5</field>
<field name="onsets">1.9</field>
<field name="pitch">100</field>
<!-- hertz -->
<field name="sharpness">0.3</field>
<field name="slope">12</field>
<field name="spread">1</field>
<field name="weightedSpectralMaximum">100</field>
<!-- content metadata -->
<field name="createdIn">torino</field>
<!-- place of the recording -->
<field name="depictsFictionalLocation"></field> <!-- place depicted by the recording -->
<field name="season"></field>
<!-- spring, summer, autumn or winter -->
<field name="timeOfTheDay"></field>
<!-- morning, noon, evening, night -->
<field name="content">dogs</field>
<!-- content associated to the file (e.g. the source of the sound) -->
<field name="periodStartYear"></field>
<field name="periodEndYear"></field>
<field name="typeOfSoundObject">atoms</field>
<!-- sound object, sequence, atmos-->
</doc>

strap process: a set of locations has been extracted from
GeoNames (in particular, countries of the world with major
cities), while the part on physical objects is in fact the Proton Ontology, an Upper Level Ontology by OntoText 22 .
The ontology also keeps track of information about the
type of sound emitted by the object – e.g. if the sound
is repeatable.
Thanks to this data organisation, together with basic linguistic analysis (in particular, tokenization and lemmatization) the Semantic search engine permits to find children
as well as syntactical variants of the concepts expressed in
the user query, gaining a simple yet effective set of IR features. Thanks to the linked data links between GeoNames
and DBPedia [15] demonyms are also used by the engine:
“french” finds “France” (and children locations) and vice
versa.
6. SOUNDSCAPE GENERATOR AND
SOUNDSCAPE COMPOSER

Figure 3. An example of SoDA document.
properly represented by using a flat tagset, but needs some
structure: as an example, locations constitutes a taxonomy
(New York is a place in the United States, which are part
of North America). Physical objects, present together with
the locations in the text descriptions, generally have a similar structure: e.g., birds are animals. The SoDA Semantic
Search Engine uses as knowledge base an OWL artifact
[14] 21 .
The ontology is hence constituted by two main taxonomies:
locations and objects, among which there are physical as
well as abstract objects (including events). The hierarchical relations among objects and among locations are used
by the search engine to perform query expansion; sets of
synonyms attached to each individual or class are also used
at query time by the engine. The total number of individuals in the ontology is roughly 1000 (≈300 locations and
≈700 objects). The ontology has been built with a boot-

As shown in Figure 2 SoDA’s design involves a Soundscape Generator (SSG), an autonomous and highly featured soundscape synthesis engine capable of modelling
soundscapes with a variable degree of realism, and a Soundscape Composer (SSC), that acts as a mediator between the
former and other parts of SoDA in oder to completely automate soundscape generation from user query.
SSG is designed as a versatile and multi-featured audio engine, that can work as an autonomous unit and that can be
at the same time integrated modularly into SoDA. Several
features had to be addressed while developing SSG. SSG
is capable of modelling complex 3D spaces and of providing localisation of sound events within them and with
respect to their acoustic properties. SSG works both in
real and non-real time, in order to be used for both quick
tests and experimentation as well as for its specialised role
in SoDA. It delivers sound in a variety of formats (mono,
stereo, multichannel, etc). Finally, it can emulate and reconstruct complex soundscapes by means of minimal sonic
material. By addressing all these issues, SSG is innovative
if compared with similar systems.
SSG proposes a conceptually straightforward model for
soundscape generation. As shown in Figure 4, SSG generates audio by taking into account three elements: a “Space”,
a “Listener”, and a “Decoder”. These elements are coordinated and integrated by a “Renderer”, that is also the external interface of the system.
The Space is intended as a model of the desired sound
Non/Real-time

Renderer

Space

Listener

Figure 4. Soundscape Generator (SSG) structure.

21

Using a widespread terminological abuse, we here use the terms
“knowledge base” and “ontology” interchangeably.
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space. In this sense, SSG is related to soundscape modelling softwares rather than to DAW-like or abstract sound
environments. The Space (see in general Figure 5) is built
as an aggregate of an arbitrary number of “Zones”, each
provided with its specific geographical, acoustic and sonic
profiles. Profiles are intended as sets of features, that may
undergo future improvements and enhancements. The Geographical profile refers to spatial boundaries and absolute
positioning in the 3D virtual space. The Acoustic profile
refers to modelling physical phenomena (with a variable
degree of realisms) such as reverberation, resonance, absorption, etc. Finally, the Sonic profile refers to the type
of sound events that may occur within a Zone: these are
modelled as arrays of Sources. SSG allows for different

File(s)

Atmosphere

Sonic profile

Source (1, n)

opacity

Object/Sequence

Sequencing pattern

Object/Sequence

File(s)

Repetition pattern

Sequencing pattern

Localisation pattern

filter

Space

Zone (1, n)

Acoustic profile

reverb

resonance

param...

Geographical profile

boundaries

positioning

Figure 5. SSG: structure of Sound space.

kinds of Sources, all of which are nevertheless conceived
as audio “Sequences” (or as simple sound “Objects”) of
some sort - their only differences lying in their spatial positioning and directionality. A Source is a data structure
containing audio data as well as information about when
and where they should be reproduced. Directional Sources
may be either fixed in space or allowed to move in predefined trajectories. Other types have been defined, such as
for instance “Cloud”, that facilitates the modeling of events
such as crowds, rain, etc. Another special kind of Source
are Atmospheres (see later), that are intended to represent
non-directional background sound (the so-called “air” in
sound designer’s jargon).
Each individual Source is triggered for playback with respect to a pattern-based mechanism. Patterns are highlevel data structures of arbitrarily complexity that define in
a very synthetic way a temporal behaviour, whether oneshot or repetitive, deterministic or stochastic, and that can

be arbitrarily combined linearly or recursively 23 . SSG
provides the user with a conceptually straightforward way
to model highly sophisticated events with minimal elements
so to represent linear sequences, random selections from
lists, probability-based number generators, random walks,
mathematical constructs, and others. This feature is one
of the major innovations of SSG when compared to similar systems. Indeed, rather than random permutations of
sound sources, real soundscapes are characterised by specific spatial and temporal patterns. As an example consider
a dog that barks in an irregular but not totally random way.
It would be highly inefficient to mimic in detail such a behaviour using traditional sequencing methodologies. Yet
in SoDA it is trivial to model a highly realistic and everpermuting dog barking by defining patterns that describe
its phenomenological properties and applying it to just a
few different bark recordings.
SSG also implements different kinds of Listeners’ profiles,
depending on their spatial motion. It is possible to model
listeners with different spatial positioning and ambulatory
behaviour as well as having different listening sensitivity. There are models for listeners fixed in space, or following predefined trajectories, or randomly wandering in
space. Thus, by having a Listener move through Zones
with different acoustic/sonic profiles, highly complex and
specialised soundscapes can be easily modelled, e.g. the
soundscape of a building from the perspective of someone
who is running through its various rooms.
Finally, the third element of SSG is the Decoder, that manages the desired output format. Internally, SSG relies on
ambisonics spatialisation algorithms [17] so that, given the
opportune decoder, the same audio stream can be decoded
to standard formats such as mono, stereo, 5.1, 7.1 or even
for reproduction from an arbitrarily configuration of speakers in 2D or 3D space.
Thus, the Renderer takes into account all the properties defined for its Space, composes them with the properties of
the Listener and generates audio in compliance with the
Decoder.
While it is relatively easy to model sophisticated soundscapes with SSG, its usage still requires the user’s intervention. On the contrary, SoDA asks for a fully automated
soundscape composing paradigm. Soundscape Composer
(SSC) has been conceived as that part of the overall system
that would interact with SSG and configure it accordingly
to the results of the Semantic Search Engine. SSC address
several tasks:
• Given the results of the semantical analysis it chooses
and subsequently models a Space with adequate geographical and acoustic features.
In SoDA, the Space consists of a singleton zone having a
fixed listener at its center. This is an example of the constraints that the Composer imposes to the Generator: in
fact, a soundscape for SoDA (think about the reference to
the ambiance in sound design) is intended as a background
with some possible moving sound sources but where the
23 These kinds of data are extensively supported in the SuperCollider
language, used in the implementation, see [16].
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listener is not moving 24 . Once the space has being designed, SSC populates it by selecting sounds from the library and with respect to the results of the semantical analysis.
• SSC associates the Space with at least one Atmosphere.
The Atmosphere (a value from the TypeOfSoundObject
tag) will be constructed from the files that are tagged as
atmos. It loops constantly to provide an acoustic background for the soundscape, ensuring a continuous layer so
that no silent gaps exist in the final audio output.
• Individual Sources are then created by means of combining similar sounds (similarity here is defined with
respect to their classification and their semantic properties) into audio sequences.
The last step involves a number of decisions on the temporal and spatial behaviour of the overall soundscape. A
general leading criterion can be defined as “balance”. The
generated soundscape should be generally balanced in spatial, temporal, spectral, contextual and dynamics-related
respects. “Balance” here refers to a compromise between a
certain variance (an essential element of a realistic soundscape) and an average, stationary state. Here, “realism” is a
semiotic/empirical criterion that depends on sound design
practice and cultural expectations. Apart from this general criterion, SSC has to also guarantee that the individual
Sources generated not only satisfy the desired overall behaviour of the soundscape but are also meaningful in their
own sake. Thus, each individual Source corresponds to an
actual real-life object and behaves in an appropriate way.

on a client/server model (Figure 6). The user submits a
query to the web interface. The query is intercepted by
the SoundScape Composer, which forwards the query to
the Semantic Search Engine. This forward mechanism is
required as the Composer imposes some constraints to the
semantic search in order to fill the minimal requirements
for a soundscape synthesis. In particular, by using the
faceted search, the Composer asks for a atmosphere and
for a variable number of other sounds which constitute the
atomic ingredients for the generation of the soundscape.
The Semantic search engine answers with a set of documents from the Semantic index relevant for the query.
These documents refer to audio files. Each document is
returned together with its metadata and with the associated
individuals/classes in the ontology associated. The Composer is hence provided with information by the Semantic
Search Engine and is thus able to retrieve the audio files
from the Audio storage and parametrises the Generator that
synthesises the soundscape. The resulting audio file is finally made available to download to the notified user.
Both the Composer and the Generator are at the moment
entirely developed in SuperCollider, as the latter allows
a high-level environment for audio programming together
with an efficient non/real-time audio server [18]. In SoDA,
SuperCollider is installed as a web server application. The
Semantic Search Engine is a proprietary software by Celi,
a Java webapp built on top of several open-source libraries,
among which Apache Lucene 25 for the indexing and search,
and Apache Jena 26 for managing RDF. The engine exposes REST APIs, and hence can be used by the other
components via HTTP, keeping software integration at a
minimum complexity.

• As a default behaviour (that is, unless explicitly specified by some tags), SSC treats all available sounds
as static, non-repeatable and mostly occurring in close
proximity to the Listener and in the horizontal plane
defined by his or her ears.

System

Semantic
search engine

• Sounds that are tagged as “sequences” are never repeated (contrasting “sound objects”) since in real life
it is unplausible that complex sequences of sounds
are exactly repeated;
Semantic
index

references

audio file

Audio
storage

Figure 6. Overall organisation of the application.

• In case of sound objects, SSC reconstruct meaningful, generative sequences out of them again by referring to set of rules available in the ontology for their
classes.

With respect to the architecture shown in Figure 2 and to
the components described in the previous sections, the actual SoDA application implements a web service based

download

SoundScape Composer

SoundScape Generator

• SSC takes into account sounds tagged as “in motion”
by spatialising them according to set of rules defined
not in the document but in the ontology for certain
classes (e.g. motor vehicles);

7. THE CURRENT IMPLEMENTATION

web interface
form

User

8. CONCLUSIONS AND FUTURE WORK
By coupling semantic annotation and automatic generation
SoDA aims at providing the sound designer a tool for fast
prototyping that allows a trial-and-error methodology.
On the semantic side, SoDA both proposes an annotation
schema and provides an annotated library. Through the

24 This example also demonstrates that SSG is designed as an abstract
module with respect to SoDA.
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annotation schema the library can be extended and customised, still allowing the search engine to operate with
it. Concerning soundscapes, as these are generated automatically, their production cost and time is very limited if
compared to traditional soundscape practice of handmade
composition with GUI. Thus, automation allows to match
various production situations, from fast prototyping in preproduction to low-budget post-productions. Moreover, the
reference to a space in SSG allow to automatically obtain
a spatial coherence between various sound materials. Finally, the generative nature of SoDA is indeed a major
point, as it allows to obtain always different results, even
from the same user query. While the actual implementation is focused on a completely automated pipeline based
in the user’s query, the SoDA framework indeed allows
a much more interactive implementation, where, e.g., the
sound designer navigates through the annotated database,
generates a soundscape, and eventually steps back to the
database search to improve the results. GUI modules (e.g.
“editor” style) may indeed be added that enhance this kind
of usage.
Evaluation of the results has been at the moment conducted
in an informal but constant way (as our team includes professional sound designers), and more systematic tests are
planned. This evaluation phase will be also crucial to assess the ecologic plausibility of SoDA-generated soundscapes, thus allowing a comparison with other systems that
are explicitly targeted at such a goal. A preliminary public
release is planned, and feedback from users will indeed
help consolidating the project on theoretical and implementation side. Such a feedback is indeed very relevant for
SoDA, as the project aims at providing the sound designers a tool that can be used in real-world situations. Even
if modifying an already annotated library could be a huge
task, still the system can be easily improved by operating
at different levels. In fact, on one side, the ontology of the
Semantic Seach Engine can be modified or integrated to fit
new requirements without altering the tagset. On the other
side, the Soundscape Composer can be quickly tuned to
take new requirements into account.
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ABSTRACT
Sound Processes is an open source computer music framework providing abstractions suitable for composing realtime sound synthesis processes. It posits a memory model
that automatically persists object graphs in a database, preserving the evolution of these objects over time and making
them available either for later analysis or for incorporation
into the compositional process itself. We report on the experience of using a prototype of this framework for a generative sound installation; in a second iteration, a graphical
front-end was created that focuses on tape music composition and introduces new abstractions. Using this more
controlled setting allowed us to study the implications of
using a live versioning system for composition. We encountered a number of challenges in this system and present
suggestions to tackle them: the relationship between compositional time (versions) and performance time; the relationship between text and interface and between object
dependencies and interface; the representation, organisation and querying of musical data; the preservation and
evolution of compositions.
1. INTRODUCTION
The emergence of computer music systems is often tied to
general developments in the computer science discipline,
such as the establishment of new programming languages
which serve as host languages or the appearance of new programming paradigms—e.g. object-oriented programming—
that find their way into domain specific languages. Hardware developments also play a role, for example by making
it possible in the mid 1990s to build new real-time sound
synthesis systems for desktop computers. There is probably
no abstraction or paradigm that has not been explored for
its musical potential: Functional programming, dataflow
programming, constraints and logic programming, concurrency abstractions, aspect-oriented programming, along
with a number of design patterns.
On the other hand, the basic questions one has to answer
when designing such a system appear to be unchanged. Already in 1976 Barry Truax listed the following: Which data
representations are chosen, which operational capabilities,
Copyright: c 2014 Hanns Holger Rutz . This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

how is the flow of control organised and what are the input
and output requirements? What are the structural levels
and what is the granularity of access to the musical data,
how can it be arranged and grouped? But also: What is
the coverage of the system, to what extent does it intend to
reflect the overall compositional process? [1]
1.1 Musical Representation
A great deal has been written about the representation of
musical data, but some of the debate such as the age-old
juxtaposition between procedural (implicit) and declarative (explicit) representation [2] has obscured more relevant aspects: The first concerns the understanding of representation as knowledge representation. Michael Hamman discusses this problem and defines ‘representation’ as
something that «constitutes the agency through which an
interface is embodied by orienting a particular way of conceiving and understanding a signal» [3]. If we rely solely
on the established cultural denotation of representations,
these might be useful, but we run into danger of confounding representation with the represented.
Second, taking the previous definition, it is clear that representations have a translational potency. A representation
can always be rewritten as another, qualitatively distinct
representation. For example, a procedural description of a
sound production can be unfolded by following the procedure and recording its output, perhaps yielding an explicit
sequence of events in time. Procedures in turn can be specified declaratively, giving rise to an abstraction such as the
dataflow variable.
Finally, a representation specifies what is not represented.
In the aforementioned article Truax made two important
remarks: Before the advent of computer composition systems, the process of composing was difficult to assess, relying on artefacts such as the final score or at best sketch-book
notes. The introduction of computer programs and the use
of technical aids have resulted in «an increasing observability of musical activity», since these aids “externalise” the
process. He then posits the thesis that any computer system
embodies a model of the musical process; it becomes a
“data source” for the study of musical activity.
The corollary that can be derived from these remarks
is that a computer music system should take the activity
of composing into account. But in the nearly forty years
that have passed, the interest in musical representations
has almost entirely focused on the way “musical time” is
formulated—the time in which elements are placed during
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• The virtual performance time T(P) . This is the representational form of TP . For example, if we think
of a timeline view, the positions of elements on the
timeline are values in T(P) .

the performance of a piece.
2. ACCOUNTING FOR CREATION TIME
Music software already stores data in a persistent way so
that it becomes available for a later inspection. A number of
experiments that observed composers at work asked them
to store “snapshots” of these data, so that the evolution of
the composition process could be examined. Apart from
the coarse granularity of such sequences of snapshots, this
approach requires an active intervention of the composer.
As Christopher Burns notes:
«Composers are generally more interested in
producing work than in documenting it. Sketches
and drafts are often saved only if their continuing availability is necessary for the completion
of a project, and mistakes and false starts are
unlikely to be preserved.» [4]

• The creation time TK . This is the time when an object is created, modified or deleted as part of the
composition process.
In Sound Processes the primary concern is the handling
of TK as it informs the underlying memory model. The
data structures employed and their interaction have been
described before [6], thus we just give a brief overview.

2.1 A Memory Model for Sound Processes

My main critique however concerns the usage of the data
thus obtained. Truax reserves the observation to “theorists”
who seek to understand the musical activity, whereas the
composers themselves are not mentioned. The externalisation of the storage action means that the historic trace
of the decision-making process itself has no useful representation within the composition system itself. There is
no re-entry of the temporal embedding of the decisions
within the decision-making process. This is also implicit in
Burns’ reflection that assumes a complementarity between
production and documentation.
As an analogy, we can look at the process of software development. Today it is not possible to imagine this process
without the employment of version control systems such as
Git or Subversion. These technologies have multiple goals,
including the review of decisions in order to find mistakes
and the possibility for multiple users to concurrently manipulate the code base and eventually “merge” their work.
What is not provided is for the developed software to engage with its own history, so there is no interface back from
the versioning system to the developed software.
This is probably fine, since versioning is just a “tool” in
the software design process that helps to achieve the design goals. In computer composition, however, questions
of representation—the data structures, their interfaces and
relations—are the very materials of the composition itself.
Hamman, in looking at Agostino Di Scipio’s work and
that of Gottfried Michael Koenig, argues that «just as one
might compose musical and acoustical materials per se, one
might also compose aspects of the very task environment
in which those materials are composed.» If the process of
decision-making is itself made manifest within the composition system, it can re-enter that process as one of its
possible materials.
To distinguish the different temporal ascriptions of a datum, we proposed the following terminology: [5]
• The (actual) performance time TP . When a musical
datum is heard in a “real-time” performance, this
happens in TP .

The memory model is an extension of software transactional memory (STM). In STM, the basic unit of operation
is a reference cell that stores a value. The two permitted
operations are access (reading the value) and update (writing or overwriting the value). This value can be either an
immutable entity such as a number or a pointer to another
reference cell. The operations must be performed within a
transaction that provides the properties of atomicity, consistency and isolation: Multiple operations performed inside
the same transaction form one compound and indivisable
operation. If an error occurs, all operations participating in
the transaction are undone together.
Transactions are also used in databases, and since version
control systems utilise databases, there are similarities between an STM and a VCS. Similar to the snapshot scenario
above, in a VCS the user explicitly decides when to make
a new snapshot. This action is called commit. This is a
manual transaction and it is the responsibility of the user
to maintain some sort of “consistency” for the state of the
code base at the moment of committing. Each commit is
tagged with a user identifier and a time stamp and constitutes a new version. The VCS allows one to create new
branches from any previous version and to merge multiple
branches into one, producing a version graph.
In Sound Processes, the STM is extended with the semantics of a versioning system: Each transaction is associated
with a time stamp representing TK , and the evolution of
the reference cells is automatically persisted to secondary
memory (hard-disk). From the user’s perspective, these
cells still look like ordinary STM cells, but they have to be
accessed through special transaction handles provided by
so-called cursors. A cursor represents a path into the version graph, and when a cell is accessed or updated, behind
the scenes a complex index resolves the history of that cell
to find the value associated with it at the particular moment
in TK . From the system’s point of view, it makes no difference whether one looks at the most recent “version” of
a composition or any other moment in its history. Moreover, we can now programmatically ask when a datum was
modified or what its past states were, and we may use this
information in an artistically meaningful way.
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3. SECONDARY DATA STRUCTURES

gap: Expr[S, Long]

On top of this fundamental level of an automatic and concomitant versioning, arbitrary structures can now be defined for the “intrinsic” musical data.
Many authors have taken up on the distinction between intime and outside-time data prominently expressed by Iannis
Xenakis. We can now say that “outside-time” only refers
to T(P) . The composer conceptually “spatialises” material,
i.e. organises it in some form of tableau or collection of
things which can be manipulated prior to assigning them
positions in T(P) .

.update

succ: Expr.Var[S, Span]

pred: Expr.Var[S, Span]
.stop

.apply

Expr[S, Long]

Expr[S, Span]
.length

+
newStart: Expr[S, Long]

Expr[S, Long]
+

Expr[S, Long] :newStop
Span.apply
Expr.Var[S, Span]

3.1 Expressions
We provide simple data types for numbers, boolean values,
strings etc. along with tuples and ordered and unordered
collections. In order to be able to establish relationships between such elements, we create a dataflow-like layer. Here
objects can propagate changes to their dependents. Unlike variables in common dataflow programming languages
whose values are initially unknown and will be assigned
only once, we use the concept of expressions that have an
initial value and may be updated multiple times. Thus they
closer resemble objects in a PD or Max patch.
Without loss of generality, we propose to represent points
in T(P) as expressions whose value is of type Long, a 64-bit
integer number representing an offset in sample frames at
a chosen sample rate and logical offset. Time intervals use
type Span which can be thought of as a tuple of a start and a
stop point in time. Unbounded intervals are also permitted,
e.g. if an object is created in a real-time live situation, it
may have a defined start point but an undefined end point.
If the object is eventually deleted, the span is updated with
a defined end point.
The following code is an example of how a programmatic creation of an expression tree looks like. It defines
a function that ties a span succ to an arithmetic expression
formed by an offset gap appended to another span pred:
def placeAfter(pred: Expr.Var[S, Span],
succ: Expr.Var[S, Span],
gap : Expr
[S, Long])
(implicit tx: S#Tx): Unit = {
val newStart = pred.stop + gap
val newStop = newStart + succ().length
succ()
= Span(newStart, newStop)
}

A visualisation of the structure is shown in Fig. 1. In
short, an object Expr[S, Long] is an expression in system S which evaluates to a long integer. Different systems
can be used to decide whether a structure should be traced
in TK or not. An Expr.Var is a variable holding an expression. The broken arrow results from reading the old
value of succ() for determining the length of the updated
span. The graph is thus acyclic—cyclic object graphs are
currently not supported.

Figure 1.

Expression chains produced by function
Arrows point in dataflow direction from dependency to dependent.
placeAfter.

and electro-acoustic materials, we base our core abstraction
for sounding objects, Proc, on three members:
1. An expression graph that evaluates to a unit generator graph handled by the ScalaCollider library, a
client for the SuperCollider Server.
2. A dictionary scans that maps between logical signal
names and real-time input or output signals.
3. A dictionary attributes that maps between logical
key names and heterogeneous values used to configure the sound process.
The unit generators are extended by various elements which
interact with the Proc structure, for example by reading
from a scan input, writing to a scan output, determining the
placement of the process in time, accessing the attributes
dictionary, etc.
A ‘scan’ is a connecting point, it administrates sinks (process outputs) and sources (process inputs). A sink or source
may be either a grapheme or another scan. A grapheme
is a random access object—accessible both in real-time
and offline—producing a linear time signal from segments
of break-point functions or stored audio files. A scan signal is produced either by linking the scan’s source to another scan’s sink—thus establishing “bus routing” between
processes—or a grapheme input, or it is produced by the
process’ graph function itself. This is illustrated in Fig. 2. 1
Processes are placed in T(P) by associating them with a
time span—which may be an expression and thus algorithmically specified and updated. A special data structure
keeps a designated group of processes indexed in T(P) , and
a transport class may then iterate over this temporal dimension in real-time (or offline for the purpose of bouncing).
4. VOICE TRAP

3.2 Sounding Objects

Several pieces were realised using the system. We report
on two of them: A sound installation Voice Trap, written

The symbolic nature of programming languages naturally
produces a bias towards supporting symbolically represented structures. To improve on the support for electronic

1 The dashed arrow from grapheme to graph means that the implementation for plugging graphemes directly into sinks is currently missing, but
that there are work-arounds to record the real-time signal and introduce
the recording as a new grapheme.
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Figure 3. Wide shot and details of Voice Trap (top), and version graph detail (bottom)

Scan
out

Proc B
source

source
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sinks
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Scan
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graph
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Figure 2. Interaction between scans, graphemes and graph
functions
using the “bare-bones” framework, and a tape composition (Inde)terminus, written using an emerging environment with a graphical front-end.
Voice Trap is a collaboration between me and visual artist
Nayarí Castillo. It is spun around the story of a girl who is
haunted by voices. The story is written across four large
mirrors on the floor of the room. Large jars, “voice traps”,
are filled with different materials and placed on the mirrors. The jars are tagged with the written description of
a particular voice and their contents relate to the sound
qualities of the imaginary voices. The sound installation is
diffused from 96 piezo speakers grouped into twelve channels which are placed on a metal grid suspended below the
ceiling. Fig. 3 shows photos of the exhibition.
The material of the sound composition comes from a microphone that picks up the noises from the street in front
of the gallery. These are fed into a database from which
individual phrases are constructed. An algorithm searches
the database for sounds that are both similar to the currently

playing sounds as well as to an inaudible “hidden” file containing different voice recordings. The idea is that from
the outside sounds those fragments will be preferred which
contain speech. Each of the twelve channels operates independently; the evolution of each channel is captured by our
framework, and the algorithm can make references to this
history.
The bottom of Fig. 3 shows an example version graph
for four channels. Each channel has a dedicated cursor,
and each horizontal stretch is the succession of transactions
producing a certain number of iterations over the sound
phrases followed by a jump into the “past”, going halfway
back between the current transaction and the last branching
point. After a jump back in TK , the sound phrase from
that past version is heard again, but the successive evolution (overwriting of fragments with new sounds) diverges
from the previous path, because the sound database itself
is ephemeral and not reverted to a previous state.
Although I found it difficult to perceive these jumps—
perhaps due to the channel-locality of the jump or due to
the fact that the specific environmental sounds are more
difficult to distinguish than traditional musical gestures
made from pitches—this piece demonstrated that the framework is functional and can handle a continuously growing
database even after tens of thousands of transactions and
several hundred megabytes file size.
There was no specific development environment that allowed the composition of the algorithms in a traceable way;
they were written in the object language using a traditional
IDE, an activity which remained unobserved. On the other
hand, the traces the algorithm produced inside the observed
domain were easily captured. Constructing a whole meta
language was too much of an effort at this stage, so another
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Recursion Object






- process group
- selected time span
- output channels





bounce

Figure 5. Procedure of (Inde)teminus. The edge labels
indicate the sequence in TK . The fifth iteration replaces the
first iteration in the first recursion—second row—which
“rewrites” iterations 2 to 4.
path had to be taken to validate the approach in a more
constrained setting.

transform

- transform function
- product artifact

iterate
- deployed artifact

Figure 6. Algorithm for the transition to the next iteration

5. (INDE)TERMINUS
Such a setting was established in another experiment. Its
working title (Inde)terminus refers to Gottfried Michael
Koenig’s tape piece Terminus I from 1961 which is based
on a scheme for deriving sounds from previous sounds by
applying a set of transformations [7].
To realise this electroacoustic study, a graphical tape
music environment named Mellite was written, based on
Sound Processes. A screenshot is shown in Fig. 4. On the
left side, a timeline view can be seen with several audio file
regions placed on the canvas. The supported operations are:
adding and removing, selecting, moving, resizing, muting
or un-muting a region, adjusting its gain and fade curves.
We use the concept of a workspace which is a tree of “elements”, shown as a window on the right-hand side of the
screenshot. The opened popup menu shows the types of elements supported: folders, process groups (timelines), artefact stores (hard-disk locations), audio files, text strings, integer and decimal numbers, and code fragments. Elements
can be dragged and dropped between different locations of
the interface.
The code fragment elements played an essential part. The
experiment begins with an initial hand-constructed canvas
of three minutes duration, sparsely placing sounds on an
8-channel layout. In the next step a bounce is carried out
and fed through a signal processing stage, becoming the
blueprint for the next iteration. Here, a new canvas is built
around this blueprint, possibly cutting it up, removing some
parts of it and adding new sounds. Then again a bounce
and a transformation is carried out, and so forth. This is
illustrated in the top part of Fig. 5.
The environment uses an embedded Scala interpreter and
an integrated code editor to textually manipulate objects
or, in this case, to define transformations of the bounced
sounds. The creation procedure of this transformed sound
file is memorised, so it can be re-rendered at a later point
even if the input canvas has changed. This idea is illustrated
in Fig. 6 and works as a generalisation of the expression
cells, whereby the deployed sound file artifact serves as the
“evaluated” expression.
In this study the transformation was a segmentation and
reversal of the resultant segments of the bounced file. Each
channel was bounced and transformed separately, leading

to different segmentations so that not only a diachronous
reversal occurs, but also a synchronous scattering. The
transformed bounces were placed on a new timeline and
cut again into chunks to remove the silent parts. The new
temporal structure was then adjusted and “composed”, possibly thinning out the material further or introducing new
elements. Since the next iteration would again reverse the
temporal succession, a specific similarity arises within the
group of even-numbered iterations and within the group of
odd-numbered iterations.
The trace of the re-imported bounces permitted the creation of a closed recursive setting: After a certain number
of iterations, the input to the initial bounce is exchanged
for the result of the most recent (fifth) iteration, retroactively re-triggering the bounce and transformation of Fig. 6.
Consecutively, the iterations would be re-worked, a procedure that could be repeated ad infinitum, explaining the title
of the study. Practically, this re-working was carried out
for the second (sixth), third (seventh) and fourth (eighth)
iteration, as shown in the bottom row of Fig. 5.
The “flattening operation” of the bounce establishes what
may be perceived as a crucial deferral or suspension in
the process: A time canvas is manipulated whose product is used in another canvas, but the propagation of the
changes from the former to the latter is suspended until a
conscious decision is made. Furthermore, the flattening
bounce provides the closure of the material which makes it
possible to subject it again to general transformations such
as the segmentation and recombination. This connectivity
is an important feature of a representation, perhaps more
important than its “symbol” function (Hamman).
5.1 Ex Post Analysis
From an outside perspective, the version history can now
be used to query different aspects of the process. As an
example, Fig. 7 shows a “punch card” plot similar to the
ones given by popular open source platform GitHub. It
indicates at what times of the week someone has worked
on a piece of software. While composing is hardly an office
job, charts like this, especially when more data is available,
could reveal different profiles of composers, or they could
be used to compare different types of activities.
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Figure 4. Screenshot of the (Inde)terminus session
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Figure 7. “Punch card” of working hours distribution

66× Mute

65× File

51× Add

While the selection of sound files was not important to the
concept of (Inde)terminus, we used a query in a different
composition to reveal when particular sound files had been
added to the piece, and it was possible to further elucidate
this trajectory in TK by taking manual sketch-book notes
into account.
Another approach is to look at the tool usage. Fig. 8
shows the relative proportions. Extracting this data from
the database was laborious, because the transactions were
not specifically tagged by the software and needed to be reconstructed by analysing the structural differences between
successive points in TK . To see how the proportions change
over time, two charts were generated. The top chart shows
the earlier transactions, relating to the first two iterations of
the experiment. The bottom chart relates to iterations 2–4
after the recursion (or the second row in Fig. 5).
Moving and resizing amounts to more than half of the
actions performed. 2 As the process unfolds, the relative
number of additions, removals and especially movements
decreases. This is in accordance with the idea to let the
bounce transformation create a temporally reversed structure by itself and to accept that structure as a basis of each
new iteration. In contrast, the number of region splittings,
2 However, the extraction of data for gain change actions was difficult
in this particular study and is omitted in the charts.

4× Remove
33× Split
175× Fade
50× Move

207× Resize

Figure 8. Frequencies of Mellite tool actions in the beginning (top) and at the end of the study (bottom)

adjustments of fade curves and mute/unmute actions goes
up. It may indicate more work on the detail of the sound
as well as an increased density of sounds that requires to
mute sounds temporarily in order to monitor these details.
Muting can also be used as an alternative to removing regions. The black pie segment labelled “File” indicates the
actions of replacing the previously deployed artefacts with
the updated artefacts.
One can also look at the parametrisation within the groups
of actions. Fig. 9 shows the distribution of varieties among
the resize actions and the region movements. The histogram bins use a logarithmic time scale and labels give

- 1623 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

TK and T(P) . Such “motiongrams” are shown in Fig. 10.
The blackening corresponds horizontally with the span in
T(P) affected by an action at a given vertical point in TK .
The different iterations of the experiment are preserved as
horizontal segmentation. One could interpret that diagram
again. One would find the “carriage returns” in scanning
through the timelines; discern the initial phase of each
iteration from the subsequent refinement; see moments of
obstinate distillation at a particular spot; see at which point
in TK a certain part of the piece is more or less finished. . .
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Figure 9. Distribution of the amount of contraction and
expansion in resize actions (top) and relative time shift in
move actions (bottom)
the lower interval margin. The vertical line in the centre
distinguishes contractions on the left and expansions on
the right (resize) or shifting backward in T(P) on the left
and forward in T(P) on the right (move). An interesting
“left-leaning” tendency can be observed in both cases: Regions tend to be shortened rather than elongated, but also
material moves backward in time more often than forward,
perhaps due to an editing style which initially gives each
region some isolated space before condensing the structure
left-to-right. Besides, there is an overall bell shape in the
distribution of both action types, which may be inherent to
the type of sound material used or dominated by the typical
zoom levels used in the graphical interface.
Another analysis examined the development of the statistical moments of the regions’ durations over time, and
some characteristic motions and settlements could be observed. These charts and their discussion have been omitted
for reasons of space. There are many more possible ways
of extracting information from the database: One could
compare composer with composer, piece with piece, sections within a piece, sections within the creational timeline;
one might use such information to test or support hypotheses about the working process, the musical material or the
human-computer interaction. The beauty of this approach
lies in the fact that the situation is not a priori contaminated
with “musical meaning” or “musical interrogation”, but indeed accentuates motions which underlie the compositional
process and which may otherwise remain tacit.
Finally, we created a transcription that brings together

Drawing from the experience gathered so far, we will now
highlight some limitations and make suggestions for future
refinements of the framework. First of all, the querying
possibilities should be improved and extended, especially
for collections: Finding out when elements were added or
removed requires iteration over the whole data structure for
each possible version step. What we envision is a general
indexing operation that produces auxiliary data structures
for ordered or unordered sequences. One should be able to
index a group of sound processes not just by their positioning in T(P) but by arbitrary parameters such as creation or
modification date in TK , timbre or dictionary key. Collections should also allow the application of (dynamic) filters.
Indices must be kept up-to-date and in- or revalidated
when a key changes. An infrastructure for forward dependencies between objects already exists due to the event bus
system that drives the dataflow and expression types. The
more experience we gain from using the system, the more
desirable it seems to extend the memory model with an automatic way to trace forward references. For example, if an
object is “deleted”, we might want to determine any other
locations within the workspace that refer to this object.
Does the composer wish to remove the object only in one
particular place or across the workspace? A forward reference mechanism more general than event passing yields a
form of automatic garbage collection. We imagine that the
next iteration of the framework will implement a simple
form of GC such as reference counting.
Another consequence of forward references is that the
serialisation mechanism must be adapted. It is currently
a statically typed and strict top-down approach. While it
has many advantages, it cannot handle “blind” bottom-up
deserialisation which would be needed for these forward
references, and it is hard to extend the expression system in
an open-ended way. Blind deserialisation would also ease
the exporting of data to other formats and the automatic
deep traversal of data structures, something that would
allow the copying of objects from one workspace to another.
Currently, workspaces are isolated from each other.
In terms of programming paradigms, a generalisation of
the dataflow model with logical variables modelling constraint satisfaction problems (CSP) seems an interesting
direction. These types of variables are initially only known
by their bounds or the domain of values they can possibly
take on. Comparable to the way in which we construct expression chains with single valued variables, these logical
variables can be composed, and special operators establish
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Proposal
Garbage collected
+ Dynamic
Yes
Generic
Nested, recursive
+ Constrained
Interacting
Collaborative

sion of the Mellite front-end to a full-blown environment
usable by other composers. The conflict between such usability and the critical value software plays in the artistic
episteme is aptly worded by Hamman: [3]
«When well-designed, the interface should
tell us, by reminding us of our history of experience, how it works. We shouldn’t have
to think about how to use a door knob, for instance . . . At precisely the moment when an interface becomes sensible and useful, however,
the shapes, materials, and structures which
constitute its physical and epistemological frame,
cease to exist in themselves. . . »

Table 1. Suggestions for improving the framework
constraints between them. Instead of saying that a sound
object starts this much time after another sound object (the
placeAfter example), we can just generally say that it
starts after that sound, or we could say it starts at most this
and this much time after that sound.
In terms of the representation of musical data, we feel that
the current timeline model is too limited. A more powerful
representation would allow the hierarchic and recursive
nesting of elements in T(P) . Similar to the idea of filtering
collections as an expression operator, fragments of one
timeline could appear within an outer timeline.
In terms of usage scenarios, the studies have shown that
the framework scales reasonably well to be used for realtime generative sound installations as well as mixed offline/online work such as tape composition. We have also
developed a real-time graphical user interface for live improvisation, but it has not yet been coupled with the current
version of Sound Processes, a case we still have to explore.
A second scenario is the collaboration of multiple composers on a composition, or performers improvising together; can we associate transactions with different users?
What is the nature of distributed transactions or do we need
to constantly merge multiple distributed transactions?
The previous suggestions have been summarised in Table 1.
Of course, there are many more paths to explore. Graphical
user interfaces is one of them. How should interconnected
dataflow expressions be represented and edited? How do
we convey links and dependencies between different elements across the user interface, without resorting to “patch
cords”? How continuous are the transitions between a live
improvisation view and a tape editing view? What is the
relation between code fragments and graphical, symbolic
or iconic elements?
7. CONCLUSIONS
We concluded our previous paper [6] by saying that the
most important task would be to put the framework into
production in different contexts and see how it scaled under real-world conditions. We believe this task has been
successfully completed, and the current paper showed that
a great number of interesting questions arise from the possibility to concomitantly trace the version history or to
analyse it ex post facto.
Our next research focuses on the challenges and suggestions described in the previous section, as well as the exten-

We should thus not forget the advantage of having—and
retaining—a prototypical situation that can be understood
as a “foregrounding” of representations, viewing music
composition «as a task that is as much concerned with the
theories and procedures by which musical artifacts might
be generated as it is with the actual generation of those
artifacts.» (Hamman)
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Using natural language to specify sound parameters
Jan-Torsten Milde
Fulda University of Applied Sciences, Digital Media Working Group, CS Department
milde@hs-fulda.de

2. IDENTIFYING SOUND IN CURRENT SYSTEMS

ABSTRACT
In this paper we describe the development of a test system,
allowing to specify sound parameters of a virtual synthesizer using natural language. A sound may be described by
the user with complex adjective phrases. These phrases are
parsed and a semantic representation is created, which in
turn is mapped to control parameters of the software synthesizer. The test system is the basis for more elaborate
investigation on the relation between sound quality specifications and natural language expressions.
1. INTRODUCTION
It can be observed, that musically illiterate people tend
to describe sounds and music using every day language.
Without detailed knowledge of musical terminology or even
know how of the internal functions of a modern synthesizer (see figure 1), a large variety of adjectives is used to
describe the sound quality instead.
A common example would be the use of the adjective
fat. Sounds have to be fat, the bass line of a modern dance
track has to be fat. If a specific song gets a mutual positive
evaluation within a peer group, it will be asigned the predicate voll fett. The adjective fat has also been adopted by
the marketing departments of the music industry. One of
the nicest example is the string synthesizer Streichfett by
Waldorf 1 .
There seems to be a common understanding, whether a
sound is fat or not. Nevertheless, when it comes to generating a sound using a standard synthesizer, there is no knob
controlling the fatness of a sound.
In our research we like to investigate on the problem of
describing sound quality using natural language expressions. Specifically we are interested how complex adjective phrases can be used to specify a sound. It is currently
not clear, if this is possible at all. No satisfactory empirical
data has been collected so far. Therefore we have started
to set up a test system, which allows us to perform interactive user experiments. These user tests have still to be
conducted.
1 At least within the German speaking community the name often rises
the question, whether Waldorf is really serious about this choice.
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Figure 1. A modular analog synthesizer by Doepfer presented on this year’s Musikmesse in Frankfurt. The impressive interface represents the internal functional complexity of the system, inviting the user to experiment with
the system. Relating a certain system configuration to a
specific sound or vice verse is hard.
In current systems two main approaches for identifying
sounds can be distingushed: naming conventions and hierarchical meta data.
Naming conventions basically associate an arbitrary string
with a certain system configuration and thus with the sound
produced. In order to find the sound, the user has to enter
(part of) the name string. This restricts the selection of
possible sounds. As a result, the user is presented a filtered
list of possible hits which then can be loaded by the system
and eventually be tested by user. Figure 2 shows a standard interface with a typical input mask. Here the search
is performed incrementally, thus restricting the number of
possible sounds as the users types letter by letter 2 .
The second approach for identifying sound quality is the
use of hierarchical meta data. Here sound describing terms
are organized in a hierarchy. General categories are recursively refined by sub categories. The MediaBay uses
four category levels: category and subcategory, style and
character. The category is organized around classic instrumental groups found in orchestras and pop and rock bands.
Style and character refer to different types of music, with
2 The presented search interface (MediaBay) is part of the Cubase software and is connected to the halion5 system. Also it has to noted that the
halion5 system is a software sampler, not a software synthesizer.
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Figure 2. Sound search of the halion5 software synthesizer. The user has to type in sound names into a very tiny
input field. Sounds are listed in a tabular view and can be
ordered according to different column categories.
the finest category finally trying to somehow describe the
character of the sound. While in the first three levels nominal phrases are used to set up distinct classes, in this category we find adjectives to capture the mood or the expression of the sound. Figure 3 shows an example of a search
hierarchy.
Both approaches are easy to understand and effective to
organize large quantities of sounds, but still make it very
hard to find a specific sound. An obvious problem are
sound names. These names are almost completely arbitrary. Sounds are described either metaphorically or by
the underlying technology or by specific music genre and
in many other ways. A good example is the guitar sound
named ”Brian Will Rock You”, which obviously refers to
a sound comparable to the one found in the song ”we will
rock you” by Queen with the guitar played by Brian May.
How would one ever come up with idea to search for ”Brian”
?
The meta hierarchies are also problematic. Again category names are arbitrary. This is not so much of a problem, as the number of terms is usually quite small. On the
other hand categories are used to clearly discriminate the
sounds. Either a sound is in a category or it is not. When
you are trying to find that ”fat bass” with the category system, then you might be faced with fact, that you simply do
not know, which category the sound is in: it could be an
analog upright bass, a monophonic bass using FM synthesis or a filtered brass sound.
As a result both approaches force you to painfully step
through thousands of sounds on your hard disk desperately seeking for the right one for your current arrangement. Even worse, you have used the sound before, but
just cannot remember the name or the category.
3. THE TEST SYSTEM
In order to perform interactive user tests we developed a
software synthesizer that incorporates both a standard control interface and a natural language input system, allowing

Figure 3. Hierarchical sound search for the halion5 software synthesizer. Categories are presented in a tabular
way, starting with highest hierarchical level in the first column. For each level a list of possible values can be selected
by the user. The hierarchy filters the result list by performing a logical AND operation.
to describe the sound using complex adjective phrases.
The test system is based on a (simple) standard synthesizer that has been implemented using the Processing programming environment (see [1], [2]). This environment is
specifically suited for the development of visually attractive, interactive systems. It is often used within the field of
computer based generative art and also offers a large number of extension libraries. These include a simple to use
audio library (Minim), allowing to easily setup a modular
synthesizer consisting of the standard components: oscillators, filters, amplifiers.
For the test system we developed a monophonic synthesizer. The system consists of a DCO generating five variations of waveforms (sine, square, saw, triangle and noise).
The pulse width of the square waveform can be adjusted.
In addition it is possible to create a waveform by summing
the first n harmonics with random weights.
The signal is routed into the DCF, a simulation of a 24dB
Moog resonance filter. The filter provides three filter characteristics: a low pass filter, a high pass filter and and a
band pass filter. In addition, the cutoff frequency can be
set and the resonance strength can be specified.
Once the signal has been filtered it is sent to the DCA. As
usual, this step allows to control the loudness progression
of the final signal.
The DCF and the DCA are each being further controlled
by a four step ADSR envelope which is triggered by noteon/note-off events. Two more LFO have been incorporated
into the system. One LFO modulates the DCO in order to
realize a vibrato, the second LFO is used to further modulate the frequency of the DCO, the cutoff frequency of the
DCF and the gain of the DCA 3 .
The final output of the oscillator-filter-amplifier chain is
sent to an effect unit consisting of a simple delay. Here
the delay time and the amplification factor can be set. The
complete system architecture is displayed in figure 4.
We tried to design the user interface of the test system according to current industry standards. Almost every physical system on the market is using dedicated hardware controls (knobs, sliders, buttons etc.) to interact with the cen3 To be precise here: the gain is controlled independent from the DCA
in gain module chained behind the DCA.
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System parameter
volume
filtering, waveform
filtering, waveform
modulation, vibrato
ADSR, waveform
modulation, filtering
ADSR, delay
modulation
Figure 4. The system architecture of the synthesizer system. The architecture follows a standard configuration
found in many systems: the oscillator generates the basic
wave form, which is filtered by a DCF. A subsequent DCA
controls the volume. In addition 2 LFOs and an ADSR
further control volume and modulation of the generated
sound.
tral internal parameters of the sound generating system.
This approach has been adopted by software synthesizers:
the majority of the virtual instruments displays a user interface which copies the look and feel of a r̈eals̈ystem. As
our test system has a relatively simple internal structure,
the complexity of the control interface is not very high.
Nevertheless it provides all the elements, that are found in
bigger systems. We think, that we have found a good level
of abstraction for the test system. It is versatile enough
to generate an interesting variety of sounds, still simple
enough to be explained to the test participants.

Adjective
laut
hell
schrill
pulsierend
hart
rhytmisch
kurz
ansteigend

Antonomy
leise
dunkel
dumpf
monoton
weich
melodis
lang
abfallend

Table 1. A subset of the list of basic adjective pairs.
The table lists adjectives with their semantic counterparts
(antonym) and shows how they could be related to sound
parameters of the test system.
Once the basic set of adjectives had been chosen, we tried
to expand the possible vocabulary. This was achieved by
using the GermaNet system (see [4]). GermaNet is the
German WordNet version. In this data base more then
100000 German lexical items are stored with their conceptual and lexical relations encoded. With this system it becomes quite simple to find adjectives with related meaning
(synonyms) and adjectives with opposite meaning (antonyms)
. Using this approach, we were able to extend the basic list
of descriptive adjectives to more than 150.
4.1 NLP analysis and generation
The standard user interface of the test systems has been
extended by incorporating a natural language input field.
Using this field, the user is able to enter complex adjective
phrases (currently in German). These phrases are parsed
by the underlying NLP (Natural Language Processing) system and a (complex) attribute value matrix is set up. This
matrix is used as an internal semantic representation of
the user’s sound description and will be mapped onto the
sound parameters.

Figure 5. The interface of the test system. The graphical
user interface mimics the physical appearance of a simple
analog synthesizer, thus creating compatibility with standard commercial systems. The evaluation unit is used to
collect user data during the naming process.

4. SOUND AND LANGUAGE
As a starting point for the development of the natural language interface, we generated a list of adjectives (see table
1) based on our own experience in describing sounds. This
list has not been empirically checked. It is solely based on
personal preferences. While this approach might be questionable, we found that the number of adjectives quickly
rises and becomes quite diverse, when taken from user interviews. This result indicates that it might not be feasible to allow unrestricted use of every day language for the
sound description. Instead controlled language (see [3])
could be used, reducing the vocabulary to a predefined subset.

Figure 6. Attribute Value Matrix. In this example information of different parts of the user’s sound description
has been collected. The unification process integrates the
parts, joins compatible information and thus fills the slots
of the AVM.
The underlying parser is using a lexicon driven approach.
The lexicon is a list of words, which are associated with
certain attribute value pairs, describing their semantic value.
In our case semantic value refers to sound quality parameters. These parameters will later be mapped onto system
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parameters.
We are providing a very loose phrase structure grammar
for the sound descriptions. Basically a user is allowed to
enter any combination of adjectives followed by an optional category name. This combination is referred to as an
AP (Adjective Phrase). It is possible to build more complex instructions by connecting multiple APs with conjunction (and) or disjunctions (or). Finally, adjectives can
be further differentiated by modifiers. These could be negations (not) or gradations (more, less). So far we do not process the adjectives themselves. Comparative or superlative
word forms have to be stored in the lexicon as a discrete
lexeme. The simplified underlying grammar could be described by the following phrase structure rules:
S -> AP*
AP -> AP CONJ AP
AP -> ADJS N
AP -> ADJS
ADJS -> ADJS, ADJS
ADJS -> MOD ADJ
ADJS -> ADJ
ADJ -> lexicon_lookup
N -> lexicon_lookup
CONJ -> lexicon_lookup
MOD -> lexocon_lookup
The lexicon lookup process will collect the attribute-value
data of the given adjective, noun or modifier. These partial
attribute value matrices (AVM) are the combined by the
system to a single big AVM. As the constituent structure
created by the parser is relatively shallow, we mostly ignore it when unifying the AVM. An exception to this rule
are the modifiers. These have to be combined with the
adjectives they modify, hence the phrase structure is used
here to guide the unification process (see [5]).
4.2 Relating to sound parameters
Once the AVM has been constructed the final step of actually modifying the sound parameters of the synthesizer
has to be performed. Again the mapping between these
two structures could be freely negotiated. In order to get
a working system configuration, we have used a set of 50
basic sounds in 7 different categories. We have tried to
find appropriate description using the system’s grammar
and have then mapped the resulting AVM to the actual parameters of the system.
The AVM stores the information in a set of categories (see
table 2). These categories try to generalize the information
of multiple adjectives thus integrating the intended effect
of the user’s sound description.
5. CONCLUSIONS
In this paper we describe the development of a test system
for specifying sound parameters using natural language descriptions. The test system is fully functional: the software
synthesizer allows for the dynamic creation of a wide range
of different sounds. The graphical user interface follows

AVM
LAUTHEIT:
ANSTIEG:
TON:
DAUER:
SCHWINGEND:
TON:
SCHWINGEND: + TON:
SCHWELLEND:

Sound parameter
volume
percussive
harmonics
duration
modulation
feedback
vibrato
tremolo

Table 2. Mapping between the semantic categories and the
sound parameters of the test system. The categories are
created as the result of the analysis of the natural language
expression. Currently the categories take discrete values.
current industry standards and makes it simple to modify
all the sound relevant parameters. By integrating a natural
language parser, sound description can be entered, resulting in parameter changes of the system.
With the system a very good experimental basis has been
created to further investigate the relation of natural language descriptions and sound parameters. Future work
therefore will focus on the execution of a number of user
tests. These user tests are needed to set up an empirical
data base. If sound description could be reliably mapped
to sound configurations then more elaborate multi modal
user interfaces for virtual instruments could be developed.
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• Nyquist: is a sound synthesis and composition language with a double programming paradigm: a Lisplike syntax as well as an imperative language syntax
(SAL); it has been created by Roger Dannenberg at
Carnegie Mellon University.

ABSTRACT
This short paper will present Vuza, a new functional language for computer music and creative coding. The keypoint of the language is to bring the expressivity and the
flexiblity of functional programming to digital art and computer music and make possible to embed such power in
host applications. Vuza is a general purpose language with
specific extensions for sound analysis and synthesis in realtime, computer assisted composition and GUI (graphical
user interface) creation.

• Common Lisp Music (CLM): is a huge music synthesis and signal processing environment, belonging
to the Music V family of languages, created by Bill
Schottstaedt at CCRMA.
• Processing: is a programming language and environment (IDE) for new media and visual art; it was
initiated in 2001 by Casey Reas and Benjamin Fry at
the MIT Media Lab.

1. INTRODUCTION
During the history of computer music and, more generally,
of creative coding 1 many excellent languages and environments have been developed and have become the center
of small or large communities that used their power to create and innovate. Any of these languages adopts a particular point of view on the domain it processes, thus adhering
to a specific mixture among the programming paradigms.
While it is beyond the scope of this paper to give an complete discussion of the topic (see [8] for more information)
we would like to name, in any particular order, a few of
them 2 :
• Csound: originally written at MIT by Barry Vercoe,
from his Music 11 language, is a must for audio programming. It is a structured language that conceptually separates the creation of algorithms to their
temporal dislocation.
• SuperCollider: is an environment and language created by James McCarthy for real-time audio processing and automated composition. It uses a mixture of
functional and object-oriented programming and it
has proved to be an excellent platform for live coding 3 .
1 With this expression we mean the use of computer languages for
artistic applications such as installations, interactive audio and video performances, computer vision projects, and so on.
2 The list provided here is not meant to be exhaustive but only to give
an idea on the complexity and on the size of the field.
3 Live coding is a practice centered upon the use of improvised programming for computer music, algorithmic composition and other creative performances.
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• Max/MSP - PureData: are two outstanding examples of visual programming languages. Originally
created by Miller Puckette for interactive computer
music, they are the de facto standard today for realtime performances.
Each one of these environments gathered around it artists,
researchers and enthusiasts thus becoming a favorite medium
for innovation and discovery. Many authors, in literature,
have written papers on particular aspects of the field discussing practical and aesthetic issues and elaborating on
the relation between technical development and poetic inspiration (see, among others, [6]).
The project documented in this paper aims at giving some
contributions to such a rich and proficient field.
The following sections will introduce and discuss Vuza 4 ,
a new general purpose functional interpreted language specifically designed for computer music and creative coding.
The source code, related examples and some documentation on the project can be found on the website
http://www.vuza.org. After a short presentation
of the basics of the language, some example applications
will be shown.
2. LANGUAGE DESIGN
Designing a new language is not an easy task: it involves
different considerations and specific needs, from implementative to theoretical. When we started designing Vuza,
however, we knew that we wanted it to have a functional
nature and other important features that will be discussed
below.
4 The language is named after the rumanian mathematician Dan Tudor
Vuza, for his important contributions in the field of mathematical theory of music. See for example http://imar.ro/organization/
people/CVs/Vuza_Dan_CV.pdf.
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2.1 Functional paradigm

2.2 Other important features

Functional programming is a special paradigm that treats
computation as the evaluation of mathematical functions.
It has its roots in the theoretical research done between the
two World Wars by Alonzo Church [1] and in the work
done by John McCarthy at MIT during the fifties [2]. The
most famous example of such programming paradigm is
the Lisp-family of languages and its simplified and minimalistic dialect Scheme [4]; both languages are standardized and the latter is described by the well known RxRS
specifications 5 .
While Lisp has been around since a long time (its first
more complete implementation dates back to the sixties
[3]) it had from the very beginning incredibly expressive
features that are only partially matched by more modern
languages [5]:

Other than being functional, Vuza has by design several
important features:
• small size: the core part of the language is roughly
two thousands line of code, half of which written in
C++ and the other half in Vuza itself (this also makes
it very portable and maintainable);
• embdeddable: the whole interpreter consists of a
couple of header files and it is very easy to embed
it in host applications written in C++ or ObjectiveC
(see section 2.5);
• extensible: Vuza is extensible by creating libraries
with the language itself or by using C/C++ to create
functors, a collection of compiled functions that can
be used as built-in operators from the interpreter (see
section 2.5);

• function type: functions are, in Lisp, first-class objects and can be stored in variables, passed by and
have a literal representation;

• audio-oriented libraries: Vuza provides a powerful
library called soundmath that supports specific functionalities for sound analysis and synthesis (such as
FFT transform, digital filtering, oscillators and generators, features computation and clustering, phase
vocoding, granular synthesis, etc.); moreover Vuza
implements a binding to the Csound language for
real-time audio processing (more on this in section
2.4);

• recursion: while well defined mathematically, recursion was not supported before Lisp and only iteration was available;
• garbage-collection: in Lisp, the programmer does
not need to think about memory management and
can focus more on high-level problems;
• composition of expression: there is no distinction,
in the language, between statements and expressions
and the programs are just trees of mathematical expressions returning values;
• identity between code and data: Lisp does not differentiate between programming code and user data,
thus enabling exceptional reflection capabilities that
exploit in the famous macro system, a facility to create code that generates code.
Over time, the various programming languages have
gradually evolved toward the expressive power of Lisp:
some features are now widespread in the mainstream, but
some (such as identity between code and data) are still
unique to the language invented by McCarthy just after the
second World War (for more information see
http://paulgraham.com/diff.html).
During the last thirty years, many advocates of Lisp defended the cause providing amazing examples of its power
and consequently generating vivid debates on the topic.
Deciding whether or not Lisp the key to success is out
of the scope of this paper; it is sure, however, that functional programming has a great expressive power that lets
the user to concentrate more on the problem to be solved
than on implementation details (see for example http:
//paulgraham.com/avg.html).
5

For more information see http://trac.sacrideo.us/wg/.

• GUI creation: it is very easy to create GUIs thanks
to the binding to the FLTK library, that provides
common controls such as buttons, sliders, windows
and so on (see section 3.3).
In a nutshell, Vuza is an interpreted programming language of the Scheme family that implements part of the
R4RS standard 6 but sports a Lisp-like macro system. It
is lexically-scoped, dinamically-typed, fully tail-recursive,
with functions as first-class objects and a mark-and-sweep
garbage collection tailored for speed. As a key-point, it implements several extensions suitable for computer music
and general creative coding. The major differences with
the R4RS Scheme standard are summarized below:
• no support for continuations, a special language feature for advanced flow control;
• simplified data types: there are no chars and all numbers are reals (no complex, integers, etc.);
• Lisp-like macro-system based on quasiquotations;
• for implementative reasons, vectors are just a wrapper on lists, thus behaving in a slightly different
manner;
• several extensions added to improve C++ and operating system integration.
The following subsections will provide examples of the
language and will discuss specific libraries and bindings.
6 See
http://people.csail.mit.edu/jaffer/r4rs_
toc.html.
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• synthesis: digital oscillators, spectral synthesis,
granular synthesis, physical modeling;

2.3 Simple examples
As all the functional languages that have roots in Lisp, also
Vuza uses a prefix notation for its expressions. For example, a simple arithmetic expression can be represented as
follow:

• analysis: pitch detection, low-level features (spectral centroid, spread, skewness, curtosis, MFCC,
zero-crossing . . . ), envelope following and onsets
detection;

(+ 1 2 (- 3 5))

• spatial processing: convolution and traditional reverberation, ambisonic encoding and decoding;

While this can be confusing at the beginning, it gives the
user a great flexibility; it possible, for example, to compose
the same expression in several ways:

• feature clustering and transformations: GMM, Kmeans, PCA.

(if dummy (= x 1) (= x 2))
(= x (if dummy 1 2))

The expressions above represent a conditional test on the
variable named dummy and a subsequent assignment to the
variable x.
In Vuza, it is possible to define new functions using the
powerful λ-notation: λ-functions are anonymous blocks of
code that can be applied on a set of parameters, stored in
variables or simply passed by. The code
(define twice (lambda (x) (+ x x)))

defines a new function called twice that, when applied to
the parameter x, returns its double by summing it twice.
Since any function can be also passed as a parameter to
another function, it is possible to create higher-order application easily. The code
(map (lambda (x) (+ x 2)) ’(1 2 3 4))

will add 2 to any of the numbers in the given list by mapping an anonymous λ-function to the subsequent arguments of the expression.
In Vuza, recursion is generally preferred to iteration (due
to its possibility to be fully tail-recursive). The following
code shows the definition of a function to compute a factorial number recursively:
(define fac (lambda (n)
(if (= n 0) 1 (* n (fac (- n 1))))))

Thanks to the powerful built-in macro-system, finally, it
is possible to create advanced behaviors but they will be
not be examined here. For a more complete set of programming examples see http://www.vuza.org.

• pitch-class analysis: set transformation, interval
vector, trichordal mosaics, hexachordal combinatoriality.
The soundmath library also provides the tools to perform
soundtypes analysis and synthesis, a special framework
created by the author to represent and manipulate sounds
at a quasi symbolic level (see [9] and [10]).
The following section will present the two major bindings
actually implemented, for both real-time audio and GUI
creation. Other bindings are currently planned; see section
4 for more information.
2.5 C/C++ interoperability
An important feature of the Vuza language is the easy interoperability with C/C++. To use the whole interpreter in
a host application in C++, it will be sufficient to include a
special header and to create a couple of objects:
#include "vuza.h"
vuza::Interpreter* interpreter =
new vuza::Interpreter ();
vuza::Sexpr* root = interpreter->run (
*inputdata, lineno, ctx, unparsed);
vuza::display (root, cout) << std::endl;

In the same way, extending the language using C++ is
very easy. The following examples are taken from the
FLTK binding and show that to bring a C/C++ function
into the language is sufficient to wrap it into a predefined
signature and expose it using the special operators import
and make-procedure. The C/C++ code for importing a simple function is shown below:

2.4 The soundmath library

extern "C" Sexpr* fn_fl_run (
Sexpr* params, Environment* env) {
Fl::lock ();
int r = Fl::run ();
Fl::unlock ();
return new Number (r);
}

One of the main points of Vuza is the possibility to manipulate sounds and more musical entities. This is made
possible by the soundmath library, a special extension of
the language written in C++ and Vuza that provides several advanced functionalities. The following list is only a
partial description of the implemented features:

The Vuza counterpart for this is the following:
(begin
(define fltklib (import "fltklib.so"))
(define fl-run (make-procedure
fltklib "fn_fl_run" 0))
)

• frequency-domain processing: FFT transform, fast
block-convolution, phase-vocoding with envelope
preservation;
• time-domain processing: many FIR and IIR filters,
variable-state systems, interpolated delays, special
effects;

With the described techniques, we tried to simplify as
much as possible the interaction between the two languages in order to augment and facilitate their integration.
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3. BINDINGS

’window 0 0 340 180 "FLTK"))
(define box (fl-make-widget
’box 20 40 300 100 "Hello, World!"))

Vuza implements two bindings to well known and largely
used C++ environments: Csound and FLTK . The former
provides access to real-time audio processing while the latter lets the user to create custom GUI; both libraries are
portable and work on the majority of existing platforms.
While a complete discussion of this feature of the language is beyond the scope of this paper, a short description
of the two bindings (called respectively vuzcsnd and vuztk)
will be provided below.
3.1 Callback-lambdas
All the bindings in Vuza are possible through the concept
of callback-lambda. Callback-lambdas are blocks of Vuza
code that can be associated to any particular event; for example it is possible to create a callback that responds to an
action done from the user on the graphical interface or to a
time event raised by the system.

(fl-send
(fl-send
(fl-send
(fl-send

’box FL_UP_BOX)
’labelfont (+ FL_BOLD FL_ITALIC))
’labelsize 36)
’labeltype FL_SHADOW_LABEL)

(fl-send win ’end)
(fl-send win ’show)
(fl-run)
)

The resulting window is depicted in figure 1; the original
code in C++, taken from the FLTK examples, is shown
below:
#include <FL/Fl.H>
#include <FL/Fl_Window.H>
#include <FL/Fl_Box.H>
int main(int argc, char **argv) {
Fl_Window *window = new Fl_Window(340,180);
Fl_Box *box = new Fl_Box (20,
40,300,100,"Hello, World!");

3.2 Csound and real-time

box->box(FL_UP_BOX);
box->labelfont(FL_BOLD+FL_ITALIC);
box->labelsize(36);
box->labeltype(FL_SHADOW_LABEL);

The Csound language (http://www.csounds.com)
is a well known environment for audio generation that provideS, among other things, common facilities for real-time
processing across several platforms. The
The following code shows a short example where a simple Csound script is integrated into Vuza code as string and
then rendered in real-time:

window->end();
window->show(argc, argv);
return Fl::run();
}

The two examples are very similar, showing that it is very
easy to port to Vuza some code written in C++ that uses the
FLTK library.
The following example, finally, shows how to create a
callback-lambda that reacts to a user action; when the user
will press a button in the GUI, the program will print a
string on the screen:

(begin
(load "vuzcsnd.scm")
(csound-initialize CSOUNDINIT_NO_ATEXIT)
(define cs (csound-create))
(define orc "sr=44100\nksmps=32\nnchnls=2
\n0dbfs=1\n\ninstr 1\naout vco2 0.5, 440
\nouts aout, aout\nendin")
(define sco "i1 0 1")

(begin
(load "vuztk.scm")

(csound-send cs ’set-option "-odac")
(csound-send cs
(csound-send cs
(csound-send cs
(csound-send cs
(csound-destroy

box
box
box
box

(define window (fl-make-widget
’window 0 0 395 180 "FLTK"))

’compile-orc orc)
’read-score sco)
’start)
’perform)
cs)

(define slider1 (fl-make-widget
’hor-value-slider 5 5 380 30 "Sl1"))
(define slider2 (fl-make-widget
’hor-value-slider 5 65 380 30 "Sl2"))
(define slider3 (fl-make-widget
’hor-fill-slider 5 125 380 30
"(Sl3 - connected to Sl1)"))

)

Other then the approach proposed above, the binding also
provides a multi-threaded mechanism for audio processing with several ways for accessing internal variables of
Csound.

(fl-send slider3 ’set_output)
(define (cback1 caller)
(define v (fl-send caller ’value))
(display "Sl1 value = ") (display v)
(newline)
(fl-send slider3 ’value! v))

3.3 FLTK and user interfaces
The Fast, Light Toolkit (FLTK, http://www.fltk.
org/index.php) is a cross-platform graphical user interface library originally developed by Bill Spitzak, suitable for general UI programming. The library has a very
sleek programming API and is very fast. The following
code shows the implementation in Vuza of a simple example to create a window on the screen:

(define (cback2 caller)
(define v (fl-send caller ’value))
(display "Sl2 value = ") (display v)
(newline))
(fl-send slider1 ’callback cback1)
(fl-send slider2 ’callback cback2)
(fl-send slider3 ’color 127)
(fl-send window ’end)
(fl-send window ’show)

(begin
(load "vuztk.scm")

(fl-run)
(define win (fl-make-widget

)
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5. REFERENCES
The callback-lambda is implemented, in the previous example, as a λ-function and is passed to the operator flcallback as a parameter.
4. CONCLUSIONS
The Vuza project is still in an early stage; however, the
language is already pretty powerful and usable. The continuation of the development will focus on the following
areas:
• improve R4RS compatibility: while Vuza is pretty
compatible with the standard R4RS of the Scheme
language, there are still some incompatibilities that
we would like to address;
• complete current bindings: not all functions from
FLTK and Csound are exported into Vuza now; we
want to complete the implementation;
• add new bindings for creative coding: we think
that adding a binding to libraries for creative coding could increase Vuza scope; for this reason we
would like to support to the OpenFrameworks library (http://www.openframeworks.cc/)
and we would like to provide some integration with
the Max/MSP environment.
Creating a new programming language means, ultimately, giving a new perspective on reality [7]. We
strongly believe that this is a really important activity, especially in the present moment where all is evolving very
fast.
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[10] Cella, Carmine-Emanuele and Burred Juan José, Advanced Sound Hybridizations by Means of the Theory
of Sound-Types, Proc. International Computer Music
Conference (ICMC), Perth, Australia, August 2013.

Figure 1. The Hello world example.

7 See http://howtowriteaprogram.blogspot.com.es/
2010/11/lisp-interpreter-in-90-lines-of-c.html.
8 See http://www.lwh.jp/lisp/.

- 1635 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

B.12 Interaction Design

- 1636 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

3DMIN — Challenges and Interventions in Design, Development and
Dissemination of New Musical Instruments
Till Bovermann, Amelie Hinrichsen, Dominik Hildebrand Marques Lopes, Alberto de Campo
Berlin University of the Arts
[t.bovermann|a.hinrichsen|d.himalo|decampo]@udk-berlin.de

Hauke Egermann, Alexander Foerstel, Sarah-Indriyati Hardjowirogo, Andreas Pysiewicz, Stefan Weinzierl
Technical University Berlin
first.last@tu-berlin.de

ABSTRACT
This paper presents challenges in the design, development
and dissemination of electronic and digital musical instruments as they were identified within a newly established
interdisciplinary research project. These challenges, covering a range of theoretical, artistic and practical perspectives, fall into the categories Embracing Technology, Musicology-informed Design, Researching and Integrating Embodiment and Aesthetics and Artistic Values. We illustrate,
how the research project provides interventions and measures to the community that are related to these challenges.
Furthermore we intend to investigate conditions for the
success of new musical instruments with respect to their
design and both their scientific and artistic values.

perience, Section 2 will summarise what we consider the
most interesting challenges and propositions.
Subsequently, we describe paths that emerge from combining these ideas with our research interests and report
on a new project for the design, development and dissemination of new musical instruments (3DMIN), integrating
an interdisciplinary group of researchers and artists (Section 3). 3DMIN gathers expertise in fields as diverse as
musicology, psychology, composition, experimental music, sound art, art and design research, computational art,
robotics, sonification, musical acoustics and audio technology, all neighbour disciplines to NIME- and ICMC-related
research. We believe that the diverse backgrounds involved
will lead to an integrative view on ICMC research that will
provide benefit to the community and result in fruitful discussions and contributions.

1. MOTIVATION
The emergence of electronic sound synthesis not only created a vast repertoire of new musical sounds and techniques, it also allowed performers to think independently
of the control modality and the sonic gestalt of an instrument. This lead to an abandonment of stage expressiveness
in the post-1945 period, which drastically reduced the role
of the formerly immanent relation between player, instrument and sound generation.
Over the course of the last two decades, a rediscovery
of live electronic performance took place. The previously
prevalent paradigm of absolute control for the composer
was again complemented by a desire for live performance,
in the form of both interpretation and improvisation. This
trend called (and still calls) for instruments to provide expressivity for live music and is reflected in the research
interests of academic communities such as those around
NIME and ICMC conferences [1].
As the authors of this paper, we originate mostly from
neighbouring disciplines, and thus want to risk an outside
look into the challenges within the ICMC community and
propose ideas for possible design strategies and interventions. Grounded in both literature review and artistic exCopyright: c 2014 Till Bovermann, Amelie Hinrichsen, Dominik Hildebrand Marques Lopes, Alberto de Campo et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

2. CHALLENGES FOR THE DESIGN OF NEW
MUSICAL INSTRUMENTS
In our view, the design, development, and dissemination of
new musical instruments currently faces challenges from
various areas which we list below. We recognise that some
of them are already well know within the community, however, we found it useful to again add them here to provide
a framing of our research interests.
2.1 (a) Embracing Technology
A conventional acoustic instrument integrates control and
sound synthesis into one monolithic artefact. Altering any
one of its elements will affect the qualities of the others.
However, in modern instrument design, it is possible to
add an independent mapping layer between each two of the
components, which allows to separate them and therefore
make their qualities less intertwined [2].
An explicitly introduced mapping between instrument components allows the player to freely select a control structure that supports her in navigating the instrument’s parameter space.
This will, however, affect the instrument’s character and
therefore its playability. According to Wessel, an instrument with a fast and sensitive mapping of physical action
to adjustments of underlying sound synthesis processes makes
performers experience a direct link to the sound creation,
creating control intimacy [2].

- 1637 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

From a performer’s perspective, it only makes sense to
add new parts to the repertoire of instrument building, if
the specifics of the introduced technology add to its sound
and control repertoire, and if they possess an actual chance
of being used by the performer.
Although it is possible to implement such mapping interfaces on an (electro-)mechanical level, 1 its true potential only unfolds by introducing (digital) software elements
and, with them, scriptability of its components, i.e., the
ability for programmatic control [3].
Scriptability adds flexibility to instruments because it not
only allows to define and alter the mapping between two
instrument components on the fly but also enables to define
and even redefine the components themselves (as long as
existing in software). 2
Scriptability, and more generally algorithmic elements,
add even more to an instrument, since they allow to switch
between levels of control: While conventional direct control, as it is common for acoustic instruments, lets the performer play sounds directly and directly only, meta-control
levels add time and timbre automation, ranging from underlying musical material to capture small phrases or gestures up to larger sections or entire pieces.
Meta-control allows steering of musical processes on multiple layers, from controlling prepared sequences to modifying control gestures (whether algorithmically generated,
recorded in advance or played just in time) to adapt them
to the evolving musical context of a performance.
Spatialisation of sound has become a central compositional design category of electro-acoustic music and sound
art in the 20th century, which is very often used only in
the pre-performative composition process. While sound
has an inherent spatial dimension, instrumentalists rarely
integrate realtime control of spatial parameters into performances.
The integration of controls for spatial sound parameters
into instruments opens up a new performative dimension
and adds to the experience of a musical instrument because
it offers the performer a way to entangle spatial and musical parts in her playing.
2.2 (b) Musicology-informed Design
Considering the increasingly wide range of manifestations
of musical instruments and a rapidly evolving diversity in
performance practice, the question arises whether previous
approaches to classify electronic musical instruments and
their taxonomies are adequate to classify the rich stream
of new instrument designs. Existing classification models [5, 6, 7] are even more challenged by the fact that the
paradigm of “musical instrument” as a merely interpretative tool is often shifted towards an independent, selfcontained artwork.
New taxonomies for new musical instruments, in conjunction with a thorough examination of the epistemological
principles of musical instrument classifications in general
1 See e.g., accordions in which various types of key layouts are mechanically implemented.
2 This implicitly includes just in time adjustments of digital signal processing parts, too. [4]

and of the notion of musical instrument in particular, will
help to account for paradigm shifts in instrument development, as well as in musical practice.
While taking recent classification approaches into consideration [8, 9, 10, 11], a database on historical and contemporary electronic and digital musical instruments being developed in the course of the project shall be used to frame a
systematisation method that no longer treats electronic and
digital instruments as theoretical exceptions, but analyses
them in the context of traditional musical instruments and
seeks to order them according to technical-functional and
to musical-aesthetical aspects.
This process then feeds back into the creation process,
establishing the informed (artistic) research method of experience as thinking. [12]
Systematic documentation of both historical and current
instrument designs make them available as artifacts that
can be built and modified by anyone interested. By means
of open source software, open design hardware, and detailed audiovisual documentation of performance practice
as related to design intentions, experimental new instruments may find wider interest and artistic use.
Making new instrument designs as easy as possible to understand, access and build will help widen their distribution, and will facilitate future research both extending and
diverging from previous instrumentdesigns.
2.3 (c) Researching and Integrating Embodiment
Recent theories of music production and listening propose
an integrated model of motion and perception (e.g., Embodied Music Cognition [13]). Because many new musical
instruments heavily rely on gestural control, this theory can
be employed to study interaction processes between gestures and sound generation in musical instruments. Leman
puts it as follows: “transparent mediation technology [. . . ]
would then act as a natural mediator [. . . ] for interactive
music-making.” (Leman [13, p. 2])
Imagine observing a craftsman in her daily routine: A
certain elegance can be discovered in her trained and countlessly repeated movements. She does not have to explicitly
think about the individual mechanical tasks because she
is familiar with the use of her instruments. Her body has
memorised everything necessary, the process of crafting is
automatised.
Regarding Godoys and Lemans Concept of Body Schema
an equivalent moment of a so called daily routine can be
found in a musical context: “ Trained musicians, for example, can play a particular melodic figure by heart. They
do not have to think about how to move their fingers on
the instrument [. . . ].[. . . ] the melodic pattern is just something that appears to come out of their body.” (Godoy [14,
p. 8]) Not only the tool itself that became, in a Heideggerian sense, ready to hand [15], it is the whole process that
turned into an embodied extension.
Not only the instrument becomes an extension to the human body. It is the combination of an instrument with
the corresponding motor pattern [14] which turn the whole
process of acting into an “embodied extension”.
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Creating an instrument therefore is not only about the interface itself but the routines and patterns merging the object with the subject.
Dobrian and Koppelmann argue that this process of merging is fundamental for developing ones own style and expression: “When control of the instrument has been mastered to the point where it is mostly subconscious, the mind
has more freedom to concentrate consciously on listening
and expression.” (Dobrian, Koppelmann [16, p. 279]) In
other words, it is the embodied memory which makes virtuosity and therefore musical expression possible. Thus
a physical interaction between instrument and musician is
crucial in order to provide sensory connectedness to the
performer.
This relation should however not be reduced to a simple touch / no touch range of possibilities. E.g., a double
bass player literally embraces her instrument while playing: Both bodies are physically involved in this confrontation of instrument and musician, gestures and postures are
provoked simply by the size and shape of instrument and
player.
Playing an instrument expressively requires and enables
movement of the whole body.
Therefore, within the process of developing an instrument, the designer has to include the performer’s whole
body as the corresponding element. This, however, does
not mean that the performer’s whole body is controlling the
instrument, rather that her body posture (implied by the instrument’s affordance) together with her actions create the
emotional framework for her musical expression.
We believe that gestures of the player can be translated
into control commands to form an expressive, transparent,
and therefore intuitive way to play. We further hypothesise that, through making use of embodied gesture-sound
knowledge as is acquired in everyday life, the design of
musical instruments can be substantially improved. This
would result in instruments that are easier to play and perceive, especially when input gestures and sound output are
following the regularities of everyday gesture-sound mappings.
There are appropriate metaphors in gestures, movement
and postures which have to be found in order to enhance
the subconscious relation between musician and musical
instrument. Furthermore, dedicated types of physical interaction, especially energy preserving mechano-acoustic
links are important for the cognitive and emotional reception (i.e., readability) of a live performance.
2.4 (d) Aesthetics and Artistic Values
An important part of instruments and their design is their
aesthetic and artistic value, be it connected to its playability, its playing context or its expressivity.
“if our goal is musical expression we have to move beyond designing technical systems.[//] we have to move beyond symbolic interaction.[//] we have to transcend responsive logic;[//] engage with the system:[//] power it and touch
it with our bodies,[//] with our brains.[//] invent it and discover it’s [sic] life;[//] embrace it as instrument.[//] an instrument that sounds between our minds” (Waisvisz [1])

It is expressed frequently that it is easier to design a musical piece rather than an artefact [17]. However, in the
light of Waisvisz’s quote, there is an inherent quality to an
instrument that is independent from the piece it was designed for.
In difference to a performance system that is built specifically for one piece, an instrument offers ways to mediate
and catalyse a broad range of artistic intentions.
Also, artists often express that something that might be
coined the sustainable joyfulness of an instrument is a major factor for them to accept an instrument:
It is important to design a musical instrument such that it
offers paths through its (sonic and haptic) possibility space
that feel natural yet surprising over long periods of playing.
Another aesthetic quality of an instrument lies in the context in which it is used and how it is then perceived as being
ready to hand.
There is a difference between the artist’s perception of an
instrument when considering stage use (with an audience)
and personal use (without any or just a small audience).
3. THE 3DMIN PROJECT
3DMIN is an interdisciplinary research project that links
various disciplines to investigate conditions for artistic success of new musical instruments. The team collaborates
with musicians and performers on designs for various prototypes of new musical instruments and interfaces. The
particular focus herein lies to support musicians in the realisation of their artistic vision of music making by including
the context, i.e., designing instruments that allow the participating artists to perform their music as they envision it.
More specifically, the project addresses several particular
research interests, each looking at the challenges described
above from a different angle.
3.1 Design Research for New Musical Instruments
The aim of this central part of the project is to iteratively
turn broad concepts and ideas into a series of working design prototypes for musical instruments. Within this endeavour, the results of the other project subdivisions are of
major importance in order to follow the method of experience as thinking described in Section 2.2.
Each iteration includes design, prototyping and evaluation phases, which ensures that the knowledge gained is
fed back into the project. The process is accompanied by a
lecture series for students of the participating universities
and by collaborations with artists and performers. Additionally, all documentation and design guidelines of the resulting instrument prototypes, ranging from their physical
and interaction design, their mapping, to sound synthesis
software, are published as open source. 3
We aim to address the following research interests.
3.1.1 Towards Choreographic Instruments
By analysing choreographic and compositional processes
in contemporary dance and music, we aim at a practical
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approach to transdisciplinary artistic research that involves
dancers, choreographers, composers and musicians. Incorporating knowledge on physical intelligence and correlations between sound and movement we design new musical instruments based on the assumptions that the whole
body is an integral part of music making and that only the
involvement of cognitive input enables virtuosity.
3.1.2 Understanding Meta-Control
We consider the modularity of NIME instruments one of
their essential features, and well worth deeper exploration.
We contend that in the basic instrument model (human input, gestural data, mapping, generating process), the mapping is potentially the most flexible link. Candidates for
new mapping strategies include: varying the mappings between controls and sound parameters, and even changing
them in performance e.g., by gradually entangling or disentangling parameters; recording parameter state snapshots
and gestural data in performance, and reusing them as modifiable performance material, creating networks of crossinfluence between gestural input from multiple human players, other gestural sources, and sound generating processes,
which again can be modified in performance. This can
be seen as gracefully losing direct control of the processes
while gaining higher-level forms of influence on their behaviour.
We expect to find non-obvious but interesting mapping
approaches which can be built into more traditionally controlled instruments, and new concepts for playing singleperson instruments or multi-player instrument ensembles
with influence-based approaches. First implementations
and experiments with these notions are described in the
paper Influx, submitted as well to ICMC 2014.
3.1.3 Ensemble environments and shared authorship in
live music creation
Common human-instrument interaction models mostly originate in pre-digital physical archetypes and their restrictions. Affordable, yet powerful technology supported the
emergence of new instruments with different, possibly more
subtle and complex interaction models. While these models focus on sound manipulation and expressive gestural
play, and therefore allow new musical genres to emerge,
contemporary musicians often run into difficulties when
playing in more traditional ensembles. We contend that
the possibilities gained through technology can be leveraged for these contexts as well, and methods to combine
these two modes of expressiveness can be found.
Next to the Meta-Control approach explained above, we
here investigate and design multi-performer environments
that provide a way to share tasks of music making between
several users and/or (automated) agents. Those tasks are
e.g., sound modulation, control of rhythm, melody, harmony, and spatialisation. Furthermore, we intend to explore the implications of the forms of shared authorship
emerging in such practices.

3.1.4 Instruments for Moments of Solitude
Within the 3DMIN project, the main focus is on musical
instruments for a variety of public performance situations.
Nonetheless, musical instruments are very often played for
personal enjoyment in private situations. We consider this
kind of use as equally important and worthy of research.
Thus, we focus in this part on instruments for solitary use,
i.e., with no intention for public performances or audience
engagement but for reflection and as a catalyst for thought.
The introduction of lateral thinking as a research method
helps us to gain insights not only on designing instruments
for actual solitary “performance” but, by means of comparison, also on the design process of instruments oriented
towards public performance.
3.2 Systematisation of Electronic Instruments
This part approaches the design of new musical instruments from a musicological perspective. It therefore integrates mainly the challenges described above under (b)
Musicology- informed Design. While discussing broadly
accepted taxonomies and classification models [10, 5], the
creation of a systematic inventory of analog electronic and
digital musical instruments considering their presentation
mode, particular interaction model, technological design
and conceptual context will form the basis for both a documentation and exhibition concept and the design and development process. Additionally, this subproject will compile
a standardised approach as a set of Best Practice Guidelines for the documentation, conservation and dissemination of musical instruments.
3.3 Studying Interaction Processes between Gesture
and Sound
The goal of this part is to empirically research parameters
in the interaction with musical instruments that are crucial both for the performer and the experience of the audience (it mainly integrates challenges described under (c)
Researching and Integrating Embodiment). Especially the
relationship between gestures and sensory feedback from
the instrument are investigated. This research will not only
result in fundamental findings concerning the interplay of
music production and reception but will also provide direct
recommendations for the development of new instruments
in the other sub-projects.
We are conducting open semi-structured qualitative interviews with developers and performers of musical instruments on the one hand and audience members on the other.
Through applying grounded theory-based qualitative content analyses, we plan to identify important evaluation categories of gesture-sound mappings from both the production and reception perspective of new musical instruments.
Furthermore, we perform experimental research under controlled laboratory conditions.
The first group of experiments investigates the impact of
mappings on the performing artist. This parameter probably has a substantial influence on the usability of a musical instrument and the user experience it elicits. A second group of experiments addresses the effect of gesture-
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sound-mappings on the evaluation of the performance by
the audience. The hypothesis to be tested states that the
movements executed during sound production substantially
contribute to music experience.
3.4 Musical Instrument and Spatial Sound: Interface,
Coding and Control
Here we investigate how control over the spatialisation of
sound can be made accessible to the respective performer
(integrating challenges summarised under (a) Embracing
Technology). Methods of sound field synthesis and efficient algorithmic solutions allow new approaches of spatial sound control in real time and pave the way for the
development of an interface for a comprehensive simulation environment. This allows many forms of experimentation with creative interventions in space and any kind of
interaction between room acoustic variables and the performer’s motion in space.
4. CONCLUSIONS AND FUTURE WORK
In this paper, we discussed the challenges in instrument design as they present themselves to the newly formed team
of 3DMIN researchers. This is more a discussion of concepts than a report on results. Nevertheless, we believe
that the identification of the challenges suggested provide
a good starting point not only for the research activities
within the 3DMIN project, but also for meaningfully contributing to the ongoing discourse within the NIME community, hopefully triggering lively and fruitful exchange
and discussion.
In the course of the project, we expect that the ideas described here will provide a good conceptual framework for
creating instruments that help the participating artists realise their ideas as fully as possible. Further, we hope to
integrate the insights gained into a body of meaningful design guidelines, by generalising where appropriate, and by
understanding the particularity of solutions that only work
well under rare circumstances. Finally, we hope that the intended forms of dissemination of results by means of open
content policies will make our instrument designs and the
knowledge embodied in them widely accessible, both to
the expert communities and to all other interested parties.
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ABSTRACT
Among sonic interaction design practices a rising interest
is given to the use of the voice as a tool for producing
fast and rough sketches. Goal of the EU project SkATVG (Sketching Audio Technologies using Vocalization and
Gestures, 2014-2016) is to develop vocal sketching as a
reference practice for sound design by (i) improving our
understanding on how sounds are communicated through
vocalizations and gestures, (ii) looking for physical relations between vocal sounds and sound-producing phenomena, (iii) designing tools for converting vocalizations and
gestures into parametrized sound models. We present the
preliminary outcomes of a vocal sketching workshop held
at the Conservatory of Padova, Italy. Research through design activities focused on how teams of potential designers
make use of vocal imitations, and how morphological attributes of sound may inform the training of basic vocal
techniques.
1. INTRODUCTION
Any design activity starts from sketching. By means of
sketches the designer produces, verifies, selects, communicates, and refines ideas [1, 2]. Over the last ten years,
the research community on sonic interaction design has
been focusing on the development of sketching approaches
to enable, communicate and preserve the expressive and
performative qualities of sonic interactive artifacts [3]. A
sonic interactive sketch can have several manifestations,
depending on the level of detail and the particular aspects
that the designer is investigating: Demonstration methods
include vocal sketching [4], foley-based and electroacoustic Wizard-of-Oz sound making [5], film and theatre-based
strategies [6], basic design of sensorized mockups exploiting procedural audio tools [7, 8].
Vocal sketching, in particular, is a promising approach
which exploits the sound-producing tool par excellence,
the human voice, to act out sound design ideas. Indeed,
notable vocal imitators and comedians, such as Michael
Winslow 1 and Fred Newman [9], have developed basic
techniques to imitate the sounds of everyday appliances
1

https://www.youtube.com/user/michaelwinslowtv.
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and sound effects to compose complex narratives just by
using their vocal capabilities and a microphone. The immediacy of communication, the inherent enactive and embodied nature of vocal imitations potentially make the human voice the ideal tool for sound designers, similarly to
what the use of pencil (i.e., drawing) actually represents
for visual designers. Indeed, vocal sketching is promptly
available to the sound designer, does not require particular
skills to enact meaningful vocalizations, and is highly performative, especially when sketches are made for tightly
coupled interactions.
Lemaitre and colleagues investigated the effectiveness of
non-conventional vocal imitations (i.e., creative utterances
intended to be acoustically similar to the sound of the
thing to which they refer) and verbalizations to communicate sound in recognition tasks [10, 11]. It was shown
that (i) vocal imitations are as effective as verbalizations
in communicating identifiable sounds, (ii) humans maximize the use of vocal imitations when the referent sound
(i.e., the sound-producing event) is not clearly identifiable,
and (iii) the imitated sounds are effectively communicated
when the spectral and especially temporal information (envelopes, patterns, etc.) of the referent sound are retained.
With a complementary approach, Merer and colleagues investigated the existence of a typo-morphology of spectrotemporal signal properties (i.e., sound attributes) capable
of evoking motion, or in other words gestures. Drawing tasks were exploited to study the association between
unidentifiable sounds and basic visual trajectories, in order
to extract intuitive attributes for sound design and synthesis. The resulting list of attributes included direction, randomness, continuity, shape, and size of the morphological
profile of a given sound [12, 13]. Given these premises, it
is straightforward to hypothesize a future scenario wherein
vocal utterances to sketch sonic interactions are exploited
to inform digital sound models, control the sound synthesis, and refine the sonic sketches iteratively.
The EU project SkAT-VG 2 (Sketching Audio Technologies using Vocalizations and Gestures, 2014-2016)
is aimed at finding ways to exploit voice and gestures
in sonic interaction design. Research in SkAT-VG proceeds along three directions: (i) improving our understanding on how sounds are communicated through vocalizations and gestures; (ii) looking for relations between vocal/gestural primitives and the physical characteristics of
sound-producing phenomena; (iii) designing tools for converting vocal and gestural actions into parametrized sound
models.

mits unrestricted use, distribution, and reproduction in any medium, provided the
2

original author and source are credited.
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In this paper we describe the research through design
activities carried out by SkAT-VG researchers in the
workshop on “Sonic sketches, voice and gestures for
sonic interaction” 3 , organized by the Sound and Music
Processing Lab SaMPL 4 of the Conservatory of Music
“C. Pollini” of Padova (Italy), in collaboration with
the Iuav University of Venice. Typically, in research
through design activities, raw models and sketches of
sonic interactive scenarios and artifacts become means
of embodied design thinking, that allow to study both
the designer’s cognition and behavior, and to assess the
goodness of experimental designs, tools, and approaches.
The workshop is the natural venue wherein research
meshes with design activities. Shared doing, reflective
practices and inter-observation are instrumental to enable
understanding through designing sonic and interactive
objects [14]. The workshop was aimed at investigating the
effectiveness of vocal imitations for design purposes and
setting the playground for the development of a workshop
format in the scope of SkAT-VG researches.
The paper is organized as follows: in section 2 the workshop is described in terms of learning and research objectives; in section 3 the preparatory exercises on vocalization
techniques are described and assessed; section 4 presents
the outcomes of the design session; finally we draw our
conclusions.
2. THE WORKSHOP
The workshop took place on March, 24th, 2014 at the Conservatory of Music “C. Pollini” of Padova (Italy). Twentyfour students of sound and music technologies took part
to the workshop. The participants were split in four teams
of six participants, tutored by the authors. The workshop
was planned as a tight schedule of “learning by doing” activities. The first part of the workshop (morning) was devoted to sensitize participants to the topics of sonic interaction design and vocal sketching. After a brief presentation of the SkAT-VG project, warming-up and preparatory exercises were paced in order to incrementally engage
and practice vocalizations. Ear cleaning, practice of vocal imitations and their Foley reproduction, vocalization
of referent sounds according to given typo-morphological
profiles had a double objective: For the participants they
were means to learn some basic techniques to communicate basic sound events and effects; for the researchers the
proposed exercises were instrumental to (i) observe the imitator’s behavior, in terms of strategies for both imitation
and recognition, and natural use of gestures, under the design perspective; and (ii) having a first insight on the effectiveness of use of typo-morphological profiles for vocal
sketching purposes. In the second half of the workshop
(afternoon), participants were engaged in a design session:
The assignment was to conceive the sonic interaction with
an artifact, within the framework of well-defined objectives and constraints. The resulting sketches were pre3
4

sented and discussed collegially. All the activities were
video-recorded for further analyses.

3. PREPARATORY ACTIVITIES
The goal of preparatory exercises is to foster students
to start discussing and thinking about the importance of
sound in real and mediated environments. Arguments (e.g.,
about ecological and musical listening, auditory perception
in interaction) are passed through playful activities such as
sound walks and ear-cleaning exercises. In addition, sensitizing exercises are aimed at fostering engagement and
breaking the ice of the typical social discomfort that may
characterize the exposure of own body (and voice) in public.
3.1 Exercise 1: Ear cleaning and basic vocalization
techniques
This simple exercise is presented as recognition task, the
acousmatic listening of samples of sonic interactions is
aimed at improving analytical skills. Samples are played in
order to introduce the taxonomy of everyday sounds [15],
the concepts of affordance, structural and transformational
invariants, and to reflect on the informative, yet deceptive
nature of sound. The presentation of sound samples is
paced in order to gradually move the discourse from the
simple description of sound to the understanding of the
sound-action relations. The second part of the exercise introduces basic vocalization techniques [9] instrumental to
imitate the basic sound phonomena previously presented.
For example the inhaled fry technique, can be used to imitate a large variety of frictions, while the palate grind,
shown figure 1, allows to reproduce a large variety of
grinding and scraping sounds, as the name itself suggests.
Participants listen to the moderator’s example and try to repeat it. The progressive exploration of the technique enacts
the control over one’s own voice, nourishes the emergence
of semantic associations, and facilitates self-confidence.

Figure 1: Arching the tongue on the soft palate while exhaling produces the palate grind, which is useful for the
imitation of hand saws, trains, coffee grinders and so on.

http://skatvg.iuav.it/?page_id=196.
http://sampl-lab.sme-ccppd.info/.
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3.2 Exercise 2: What is that makes tictic, vvrrrrr,
psssst?
The goal of this exercise is to practice vocal skills by imitating a set of referent sounds. The exercise is proposed as
competitive cards game, suitable for small teams of players.
3.2.1 Rules and pacing
Each team is provided with a deck of cards of referent
everyday sounds, and a set of Foley-oriented ordinary,
sounding objects such as clips, strings, pens, marbles,
dice, boxes of various shapes and materials, elastic bands,
brushes, and pipes. Within each team, the first player
(i.e., the performer), placed behind the other components’
back, takes a card and tries to mimic the described referent
sound (e.g., an explosion). The other players (i.e., the
listeners) should guess the referent sound. The listeners
can manipulate the sounding objects at their disposal to
facilitate the guess. When someone guesses correctly
the team receives one point, and the turn is passed to
the nearest player on the left. Discarded cards entail one
point of penalty. The amount of cards collected in the
preallocated time slot determine the winning team.
The set of referent sounds was chosen in order to encompass a mixture of the categories of sounds used by Lemaitre
and Rocchesso [11], that is (i) identifiable complex events,
(ii) elementary mechanical interactions, and (iii) unidentifiable mechanical sounds. We did not use the category of
artificial sound effects, which would result too difficult to
describe univocally on the card and consequently difficult
to mimic. Table 1 shows the list of referent sounds present
in our deck of cards:
sharpening blade
shutting squeaking door
blender
bottle pop
electric fan
horse trot
scissors
suction cup
wind
gas stove

bouncing ball
rolling ball
buzzer
sea waves
engine
crumpling paper
pouring liquid
wooden impact
throwing dice
spring

hammering
explosion
blowing
wooshing
typing
whipping
hitting
sawing
drilling
puffing

Table 1: List of referent sounds.

3.2.2 Results and discussion
In the scope of the SkAT-VG project, this exercise was
aimed at observing the behavior of the potential designer.
The players were free to move and use free gestures to
accompany and support their mimicking, no constraints
were given except for the ban on using onomatopoeia
and, of course, speech. For this purpose, a laptop was
placed in front of the performer in order to document
the imitation. Each team had forty minutes to mimic a
total amount of thirty cards (i.e., sounds). All the teams
managed to play at least ten cards, which gives a hint of

the initial difficulty and reticence of vocal sketching as
a practice, and the effort needed to pinpoint a specific
sound through vocalizations. The analysis made on edited
video-recordings stressed a number of interesting issues.
Familiarity: A first observation is that the familiarity with the referent sound, in terms of internalized
experience, largely affects both the imitation and guessing
stages. Cards like typing, shutting squeaky door, scissors,
explosion or pouring liquid took a short time to be
communicated. On the other side, cards like drilling and
whipping required several iterations for the teams to agree
on the guessing.
Temporal patterns: Similarly, it was observed that
referent sounds with dense and irregular temporal patterns
require more effort to be reproduced with the voice. For
instance, the compound sonic gesture of throwing dice
was mimicked as a combination of shaking and bouncing.
However, the listeners initially interpreted these two sound
events as throwing and falling of rounded objects, such as
spinning tops. Only after several tries of Foley exploration
of the imitated sound (dice were among the available
sounding objects), performer and players agreed on the
imitation.
Direct and indirect sounds: A further consideration
concerns the ease of vocal imitation of direct and indirect
sounds, being the former the sound of tightly coupled
manipulative actions (e.g., pouring liquid, scissors), and
the latter the sound produced by a process caused by either
a manipulative or triggering action (e.g., throwing dice,
drilling). Direct sounds seemed to be easier to imitate and
guess compared to indirect sounds, which implies more
levels of mediation and result in less embodied interaction.
Use of gestures: From the viewpoint of a future SkAT-VG
tool, this exercise was aimed at observing in which way a
potential designer, asked to produce, for instance, a crumpling sound, would make use of his/her body and gestures
to support vocal sketching. Recent studies showed that
humans mainly mimic the sound-producing action when
the causal action can be identified. Conversely, when
the sound-action causality is lost, humans trace contours
related to the acoustic features of sound [16]. From the
design viewpoint, we observed that the more extroverted
participants made use of mimicking gestures when the
referent sounds were directly linked to causal actions.
For example, whooshing sound was mimicked as acting
with a sword, pouring liquid was accompanied by the
referent action. Scissors sound was described either by
representing the motion of the sharpened edges with the
index and middle fingers, or by representing the opposable
movement of the thumb and the index to operate the
handles of the scissors. Head movements were often used
to trace the sound dynamics and accompany the gestures.
Use of Foleys: when conceiving this exercise, we introduced the use of Foleys as means to reinforce the guess by
the listeners. In particular, given the competitive nature
of the exercise and the constraint of time, we expected
that the listeners would have exploited the objects manipulation to facilitate the guess. For this purpose, we were
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Shape
Linear

Randomness
No irregularities
Repeated Medium Low irregularities
Rotating Large
High irregularities

interested in observing the guessing strategies used in
objects manipulation, whether focused on finding the right
object to reproduce the sound producing action rather than
the spectro-temporal characteristics of the sound to guess.
Nonetheless, this happened very few times. Listeners
generally preferred to enable discussion through sound
and action mimicking. On the other hand, we should
account retrospectively the fact that the use of Foley in the
scope of the exercise was somewhat ill-posed.
3.3 Exercise 3: Play it repeated, irregular, passing by
and approaching again, Sam!
The goal of this exercise is to enact and fine-tune the control over single vocal techniques, by modifying a given
vocal sound according to some typo-morphological attributes. The exercise is proposed as competitive cards
game, suitable for small teams of players. Under a design viewpoint, this exercise represented a first exploration
on the effectiveness of such attributes as vocal sketching
patterns.
3.3.1 Rules and pacing
Each team is provided with two decks of cards containing
the verbal description of the typo-morphological attributes
of sound, listed in table 2. This exercise leans on the list
of high-level descriptors of spectro-temporal dynamics,
associated to categories of motion by Merer and colleagues [13, 12]. They were proposed as they are, to test
their validity in the context of abstract vocalizations. Each
team is provided with the same predefined vocal sound.
The sound is representative of a specific vocal technique
(e.g., glottal fry), and should be abstract and short enough
to not be associated to any sound-producing event. Within
each team, the first player picks up a card from the first
deck and tries to vocalize the assigned sound, according to
the resulting attribute. The other players (i.e., the listeners)
have to guess which attribute was vocalized among the
ones available in their second deck. When someone
guesses correctly the team receives one point, and the turn
is passed to the nearest player on the left. Discarded cards
entail one point of penalty. The amount of cards collected
in the preallocated time slot determine the winning team.
For this exercise, we also asked the players to draw,
at each round, their personal, visual interpretation of the
attributes’ verbal description. Each team had forty minutes
to go through the whole deck.
3.3.2 Result and discussion
An observed limitation of vocal sketching as a design practice is that it is quite complicated to intentionally vocalize sounds that have not a direct referent in the physical
world [17]. Sonic interaction design workshops’ experiences showed that designers mostly make a metaphorical
use of vocal sketching. In other words, its use is not only
constrained by one’s own vocal capabilities, but also by the
difficulty to detach from the personal repertoire of mental images of sonic events. Even when abstract, electronic
sounds are concerned, they are mostly related to specific

Size
Small

Direction Continuity
Passing
Stable
by
Approa- Impulsive
ching
Going
away
Rising
up
Falling
down

Table 2: List of categories (shape, size, randomness, direction and continuity) and their morphological attributes.
sci-fi imagery and effects. This exercise is conceived as a
possible training method to go beyond this limitation. For
this purpose, we assigned a low-pitched, “aaah” glottal fry
sound. This technique is used to describe a particular series
of clicking sounds created in the glottis.
In general, this kind of exercise required more engagement, in terms of body effort and exposure, compared
to the previous one. We observed a limited use of free
gestures, except when they accompanied attributes which
needed some reference point. For example the size attribute, which refers to the perceived size of the sound
profile, is highly subjective. In some cases, the players
exploited their open arms to accompany their utterances
in order to convey small, medium or large size. Similarly
head and body movements were exploited for supporting
passing by, approaching, and going away direction, and
rotating shape. Major confusions were also observed regarding the meaning of linear shape, stable continuity, and
no irregularities (randomness), which were often perceived
as interchangeable. On the other side, rising up and falling
direction, low and high irregularities, impulsive continuity
resulted almost immediate to perform and guess. These observations are reflected in the visual representations made
by participants. The size attribute is represented with various shapes of different sizes. Passing by, approaching and
going away visualizations always use a referent sign, like
a dot representing the listener’s head. As a general remark,
the exercise proved to be useful to foster the exploration
of the given vocal technique, but failed in providing a coherent typo-morphological strategy. This confirms Merer
and colleagues’ observation about the possible bottleneck
occurring in the perceptual overlap between some elementary patterns of their proposed typology. Further iterations
are needed to improve both the exercise and the deck of
cards.
4. THE DESIGN SESSION
The afternoon activity was devoted to the design session.
The assignment for each team was to conceive the sonic interaction with an artifact within the following constraints;
(i) use the glottal fry sound practiced in exercise 3; (ii) produce at least four variations of the glottal fry sound; (iii) the
sound is coupled to the actions needed to use the artifact;
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(iv) no speech. Additionally, we asked the teams to try to
synthesize the vocalized sounds with the help of their tutor. For this purpose, we prepared a custom GUI to control
the synthesis parameter of the friction sound model, available in the Sound Design Toolkit (SDT) [8]. Nonetheless,
only one team managed to work on the SDT. The remaining approached the sound synthesis too marginally to be
evaluated. Rather, that was a cue of the fact that timeconsuming activities such as sound programming need to
be properly paced and organized. Indeed, the teams had
two hours to develop and prototype their design ideas, produce and rehearse their sonic sketches, and prepare their
presentation.
4.1 The Maiden Iron
Sebastiano Aleo, Stefano Ceri, Andrea Fregnan, Matteo
Girardi, Elisa Leonori, Elia Zupin.
Ironing is an activity of rich multisensory interaction, involving vision, proprioception, touch, heat perception, and
sound. An expressive sound can make continuous ironing
a more engaging and effective activity. Sound can help
avoiding accidents by signaling presence of the hot iron.
The amount of vapor can be, and already is in some extent,
conveyed through sound.
The design process:
In the brainstorming several everyday activities where considered for sound augmentation. Ironing was unanimously
recognized as an activity where sounds can be profitably
used both in continuous manipulations and in signaling.
The construction of a mockup iron that could be actually
manipulated allowed extensive vocal sketching accompanied by the gestures of ironing. The final mockup is shown
in figure 2.

vocal sound simulations. The group was exposed at the
Sound Design Toolkit only at the end of the session, thus
getting only the impression on how the vocal imitations
could be actually turned into synthetic sounds and further
refined by manipulation of the model parameters.
4.2 ElectroSonar ByCycle
Simone Arrighi, Alessandro Aruffo, Enrico Baccarin, Matteo Michelutti, Matteo Pilotto, Nicola Sanguin.
The ElectroSonar ByCycle, shown in figure 3, was conceived as a sonic augmentation of the pedaling, similarly
to what children do when they tape the card on the frame,
so that it touches the spokes. Rising up and falling down
profiles informed the evolution of the sound feedback, according to speed. Breaking sound, horn, and an anti-theft
system were designed.
The design process: Vocalizations and gestures were
used to produce fast and rough sketches of the envisaged
functions. Several and extensive iterations were needed in
order to translate the vocalizations in synthetic sounds, on
the SDT environment. In practice, the tutor acted like an
interface between the software tool and the designers, manipulating control parameters, proposing sounds and waiting for further inputs from the participants. For this purpose, the participants were asked to refine the synthetic
sound, by using their voice and gestures.

Figure 3: The ElectroSonar ByCycle.

Figure 2: The Maiden Iron.
Discussion: It is interesting to notice that the prop materials were not much used for experimenting with different sounds. Instead, they were used for making a credible mockup artifact the group could play with. Gestures
were exerted directly on the artifact as simulated control
action, and the voice was used as exclusive sound sketching tool. The team coordinator preferred to use most of the
time for practicing the stirring actions and the associated

Discussion: The main concept is to hide from the view
of the designers all the software complexity and let them
“play” with the sonic material. In the context of the project,
the approach pursued by the team highlights the potentialities of vocal sketching, but also shows how, generally
speaking, designers want to have full access and complete
control over the tool they are interacting with. In this case,
the participants were curious to learn about the sound synthesis parameters and their perceptual contribution to the
resulting sound.
4.3 The Warmefresher
Elio Bizzotto, Matteo Boscolo, Mirko Brigo, Marco Parlante, Lorenzo Pasquotti, Mattia Piovani.
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The Warmefresher is a heat adjuster for liquids and beverages. It is controlled by turning the bottle as one would
do with a common tap mixer. Continuous sound feedback
informs the user about the difference between the current
heat of the liquid and the desired one: rattling if the bottle
is too cold, harsh if the bottle is too hot, smooth and stable if the bottle is at the right heat. The Warmefresher was
conceived to ease the process of warming milk for babies.
The design process: After trying potential interactions
with found objects, the team chose a plastic bottle, and explored vocal associations of direct manipulations on the
object, and various liquid sound qualities. Several rehearsals were exploited to evaluate and refine the design
idea. Each participant in turn played the roles of the user,
the vocal performer, and observer. The final sketch is
shown in figure 4, and is composed of a plastic cup, which
serves as a warming up/cooling down docking base for the
bottle.

relaxing tool. Two or more Crushingnoise allow users to
engage in collaborative non-verbal interactions.
The design process: The brainstorming focused on
building relationships between improvised configurations
of found objects and continuous manipulative actions. The
team explored intuitive associations between sound and
gestures. Blindfolded interaction allowed to better concentrate on the sound-action links. Each member either
performed the vocal sketch or the physical interaction. In
this way, the sound and interaction designers could enable
mutual comparison and exchange observations. The final
sketch is composed of two small wooden bases between
whom a small piece of foam is placed.

Figure 5: Two Crushingnoises in interaction.

Figure 4: The Warmefresher.
Discussion: The team made use of metaphorical associations of sound, so that they would mimic, to a certain
extent, instinctive vocal reactions which occur when feeling cold or touching hot objects. For this purpose, high
irregularities in the sound intensity were used to represent
the concept of “too cold”, as they somewhat reminded the
sound of rattling teeth and shivering. On the other side,
an increase in pitch and roughness of the timbre was used
to suggest the concept of “too hot”, as if the device was
screaming after being burnt by something. The last part
of the discussion involved the manipulation of the friction model available in the Sound Design Toolkit, and the
proposal of configurations of parameters to synthesize the
sounds.
4.4 The Crushingnoise
Matteo Polato, Alessandro Perillo, Daniele Pezzi, Niccoló
Granieri, Laura Nao, Devid Bianco
The Crushingnoise, shown in figure 5, is an expressive
device which reacts to simple manipulations like pumping, crushing, rotating, tilting and their combinations. The
stand-by sound is modulated according to the actions exerted. The Crushingnoise was conceived as a playful and

Discussion: After several iterations, the team decided to
abandon their initial musical approach, to focus on the use
of some sound attributes explored in the morning. They
used the attributes “rising up”, “falling down” and “randomness” to sketch the sonic interaction. Rising up and
falling down were associated to the upwards and backwards pushing, while randomness was linked to the tilting. However, together with the expressive potential of
the device, several other attributes emerged, depending on
the manipulation exerted (e.g., fast irregular pumping, impulsive tilting, rotating pushes). The public demonstration
showed a collaborative use of vocal sketching, in terms of
social interaction mediated by the use of two devices.
5. CONCLUSIONS AND FUTURE WORKS
The workshop described in this paper is the first of its kind
organized by the EU project SkAT-VG. Its format was very
compact (one day), the scope quite limited (minimal use of
computer-based tools), and the participants biased by their
field of studies (computer music and sound engineering).
Nevertheless, most of the participants recognized the effectiveness and power of vocal imitations, especially when
they are coupled with manipulations of physical objects.
At this early stage, the workshops are especially means to
distill and fine-tune the exercises. Several followup workshops are being planned with different kinds of audience
(product design students, high-school students, etc.), span-
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ning a few days, and with extensive use of sound synthesis
models.
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ABSTRACT
We present in this article an artistic human-robot interaction
form, which allows us to engage and evolve new
experiences through to use of artificial animate behavior,
kinesis and generated sound in a feedback communication
medium. This meta system, which could be regarded also as
one total composed instrument, is a recursive interaction
process between its agents; a robot arm, human body and a
sound space being rendered artificially. The computational
modeling of this embodied approach is explained and a
proto-type of the experiment is shown as a real tool to test
empirically this artistic concept.

Spatial interfacing between agents focuses on the
awareness of the robot arm through a Kinect 1 camera
tracking and identifying the human body surface as a 3d
world object. The human agent, positioned in front of the
robot arm, listens and reacts to the sonic space and his body
movements are translated in real time. The presence of a
human agent in this environment will stimulate responses in
form of robotic motion being mapped to this sonic space
(kinesis). The discrete points of this space can be addressed
by multi-dimensional vectors delivering a continuous
morphology in this space.
To make the robot aware of its environment, real-time
Kinect camera streams are processed and coupled with blob
analysis to locate the gestural activity of the human along
with the depth field data of his body and his hand positions.
This allows the robot to create a kinesthetic response, in the
way it positions its laser tool to move the laser point within
the contours of the body surface, implying a certain
intelligence to its movement. Its internal state depends on
the human performer's actions, and that latter is being
influenced from the sonic output controlled by the robot.
The movement kinematics of the robot is introduced
continuously to the system as the inner parameters of the
robot, such as the individual euler angles, the position data
of its 6 independent axis motors and its tool coordinates in
three dimensions.

1. INTRODUCTION
Andy Clark argues that our thinking doesn't happen only in
our heads but that "certain forms of human cognizing
include inextricable tangles of feedback, feed-forward and
feed-around loops: loops that promiscuously criss-cross the
boundaries of brain, body and world" [1]. And instruments
are built to achieve this extension of the mind, to express
ourselves and translate our thoughts which we deploy to
engage the world. Early experiments that examine similar
issues can be found in the seminal cybernetic hybrid art of
Stelarc [2], also in recent research of human-robot
interaction for artistic purpose [3]. There are many examples
of robotic mechanics in interactive control for acoustic
instrument performances [4] in the community.
Sinan Bökesoy

The functional role of the robot’s appearance here is not the
performance of a physical music instrument, which is the
general tendency in robot-human interaction music
experiments [3][4]. In this work, the robot's task and the
concept of the sonic interaction were adapted to robot's
physical structure, which is the 6DegreesOfFreedom
movement dynamics (referring to the freedom of movement
of rigid body in 3D space) of an industrial robot projected
optimally within the interaction mechanism.

In this project; interactions between a human and robot arm,
representing our two agents, lets us develop the proto-type
of a correlated sound vs. motion feedback mechanism. The
direct/indirect feedback behavior is aiming the system to
evolve relationships without perceived repetitive tendencies.
A synthetic sound space within continuous interaction will
be generated as a sensory feedback.Both system
components become instrumentalists acting on a sound
morphing engine, and their composed actions are not a
combination of programmed states offered to them. It is
considered that the human does not have any previous
Copyright: © 2014 Sinan Bökesoy. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted se, distribution, and reproduction
in any medium, provided the original author and sourcare credited.

The human tries to interact with the spatial vision of the
robot according to his instinct reactions in sonic output and
the response of the robot e.g. the reconfiguration of the
robot arm in order to position his laser tool and pointing it on
the human body with specified rules alters the vector state in
1
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his preference in the sonic space transmitted as body
gestures again sensed by the robot.

the sonic space. Likewise a recursive feedback loop is
formed up with the necessary interdependency between the
elements. This builds also the creative momentum. The
human agent’s reactions to wanted sounds drives this
change.

For a 6DOF robot arm, a linear movement produces nonlinear kinematic expressions to be solved for the robot axis
configurations [7]. Therefore we can have benefit of
complex layers of motion and sound space mapping, where
for example the 3D tool coordinates of the robot can be
mapped directly to the morphing pointer of sound space but
the data from the axis configurations of the robot can alter
the micro level parameters of the sound defined around the
morphing pointer. Likewise we can combine various
configurations.

2. A CYBERNETIC CONFIGURATION
One of the interests here is to investigate a certain human machine interaction situation in its physical form with an
audible and visual emergence. The dynamical behavior is
being shaped by the flow of decision and observation
channels as remaining in the system and making it coherent
but temporarily unfolding for its active operative agents. The
kind of sensory data exchange and transformation of the
system reconfigures the agent actions.

3. THE INTERACTION COMPONENTS
Industrial robots have certain kinematic algorithms where
they can position the tip of their tool in a defined distance (or
touch with it) to a work object, which is defined as a 3D
geometry object. They do automatically arrange their axis
manipulation in order to move their tool position with the
appropriate orientation. Any path, defined with start and stop
points on this work object will be traversed by the robot by
successful interpolation of its tool position and orientation.
(linear motion or joint motion [8].)

Our recursive structure is reminiscent to the triangular
interaction process in Di Scipio's work [5] encapsulating the
fundamentals of the cybernetic control theory [6]. On Figure
1, we do present the interaction mechanism of both systems.
The recursive eco-systemic sound interaction of Di Scipio
maintains the agents; human, computer hardware and the
environment hosting the audible sound content within its
room acoustics.

For our robot arm, a ABB IRB120, we have implemented a
simple laser pointer tool, attached it to its gripper, which the
robot can move precisely (0.01mm accuracy). Our aim is to
move our laser tool by pointing it on the human body,
namely by touching it virtually, on calculated curve paths
inside the human body contour (Figure 2). The mechanism
of this approach is explained in section 4.3.

The human and the computer agent don't interact each other
directly; they do interact with the acoustical host, they
perceive the information propagated from it, process it and
give their decision oriented sonic interaction back to the host.
The host is invisible but the emergence become perceivable
by the reactions of the DSP computer.
In our system, this host is being replaced by the 3D spatial
environment; the human body spatial information, and in
response to it the translated kinematic information of the
robot with its inner dynamics, which is the most interesting
quality of a 6DOF robot arm.
This mapping of the kinematics data in usable vector format
will serve to the DSP computer to produce the emergent
sonic process.

Figure 2. Blob analysis of the human body and the hand in
separate planes. The red curve is the robot path inside the
human body contour.

During this movement, its tool position and orientation
changes by its intelligent algorithm. This arm movement has
an anamorphic structure and esthetically appealing as an
artificial motion design. The data, which can be retrieved
from the robot motion dynamics is the 3D tool position, the
6 axis angles (in Euler angles) of the arm and the 3D joint
positions of the 6 axis [8] (Figure 3). We use this multidimensional vector to transcribe it to our sound morphing
engine in various configurations.

Figure 1. The comparison of recursive interactive systems
(our experiment and DiScipio’s interaction design)

Again the human and the sound DSP hardware don't interact
directly to each other. The sound space is being evaluated by
the human. In a manner, he replaces the DSP hardware in Di
Scipio’s application. His actions involve a decision towards

The robot responds also to the human hand/palm by tracking
its position for a specific reason. When the hand is raised
with the palm directed towards the robot as seen on Figure 2
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with the violet blob contour, it is the moment where the
human agent shows his preference about the sonic timbre
quality. The robot moves the laser point to the blob centroid,
and continues tracking it. There, the human can traverse the
sonic space around this point of his preference. This is the
only moment for the system where the human can directly
manipulate the sound-morphing engine by still interfacing
through the robot.

Figure 4: A sound morphing tool representing the state of
the morphing pointer within a sphere and between 4
reference vectors (corners of a tetra-hadron).

The morphing pointer points to a multidimensional vector
which continuously tranverses inside this parameter space,
which can be visualized as a sphere. The 4 presets as the
morphing reference states are represented as the corners of a
tetra-hadron, which fits in this sphere (Figure 4). The white
dots on Figure 4 are the discrete morphing states and
therefore the parameter states of Cosmosƒ rendering the
sound space. The morphology is directly controlled through
continuously altering of a 3D morphing vector pointer in the
sonic space, which represents in our case a specific state of
the underlying synthesis engine with hundreds of control
parameters.

Figure 3. The robot orients its tool at different
configurations to approach the same point and the change
in joint angles of the 6DOF arm is shown on the right.

The hand position serves as a new sound morphing
reference state. When the hand leaves the scene, this point
will be remembered as a reference vector state which
represents a corner of the tetra-hadron (see Figure 4) and the
action goes on in the new spanned sonic space.
The transformative processes which are changing the
internal states of the robot, are the 3D world positioning of
the body and the attempt of robot laser targeting on it, with
the specified rules. The robots adaptive behavior to its
surrounding (the spatial definition of the human body)
interferes directly with the morphing sound engine, which
again is evaluated by the human agent by his intuitive
reactions.
3.1 The Sound Morphing Engine
We define a sound space, where each entity of this space can
be addressed with a linear relation of its parameters. Each
dimension of the entity vector may stand for a perceptual
parameter, sonic characteristic (low or high level) or a
parameter of the synthesis engine under hood. An efficient
morphing process provides an optimum control space
mapped to the sonic space, which it does render
continuously [9]. We have chosen the Cosmosƒ stochastic
synthesizer with its 3D morphing engine [10], which has a
spherical representation of its morphing tool and the sonic
entities inside in 3D visuals, hence offering a corresponding
environment to map the 6DOF movement data of the robot.
(see Figure 4).

Figure 5: A simple linear motion of the robot gripper
causes complex non-linear axis angle transformation

The morphing becomes indeed the interpolation of these
parameter states in real-time and with audio rate precision
between the four reference preset states (corners of the tetrahadron). The robot tool coordinates are in 3D and can be
easily translated to the polar coordinates of the morphing
sphere and mapped as a vector pointer to trigger the
morphology of the sound. On a previous research [11], we
have tried to visualize the robot axis information in real-time
as shown on Figure 5. The all 6 axis angles can be used here
to map directly to a group of synthesis parameters of
Cosmosƒ. This gives a narrower mapping field in the
parameter space. However the attraction here is that the

In Cosmosƒ, one can define a preset which includes 100s of
parameters of its synthesis engine as the snapshot of the
current parameter space. The morphing engine can calculate
a morphing pointer as the euclidian distance between for
defined presets of Cosmosƒ as being the morphing reference
points in the parameter space.
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robot delivers a non-linear data output from a linear
movement of its gripper e.g. the laser tool, this hidden
quality becomes audible through out this mapping process
between the axis angles and the chosen Cosmosƒ parameters.
The software responds finally by pointing to the sonic space
with reference vectors mapped through the interaction of the
robot arm and the human body. This spatial interaction in
real world will be heard as a sonic travel in continuum
through out the sound space.

it is using his laser tool to target on. Likewise we can keep
the interest of the robot inside the body contours of the
human, extract the centroid information from the palm
contours of the human, +/- 2mm. accuracy depth
information for adjusting the robot tool and the work
object (human body) z-axis coordinates on the robot
side. All the 2D points which we see on the RGB
camera output of Kinect are represented in 3D world
coordinates and being sent to the robot for as targeting
assistance.

3.2 The human agent
Galeet BenZion asserts that kinesthetic and tactile
learning are separate learning styles, with different
characteristics [12]. She defined kinesthetic learning as
the process that results in new knowledge (or
understanding) with the involvement of the learner's
body movement. In our case, the human and the robot
are not in touch but physically aware of their spatial
existence. The human existence provides the data for the
robot to evaluate and move its tool so that the laser perfectly
points on the target of 3D sensed terrain field.
The laser of the robot will be pointing on random paths to
his body surface. The human while listening to the sound
space can move and alter the terrain field, therefore interact
indirectly with the morphing pointer generated by the laser
tool coordinates and robot joint kinematics. The human
learns about the qualities of the sonic space; the synthesis
method and the mapping process is unknown to him. The
human also can interact with the robot by holding his palm
towards to robot the way he can alter the reference preset
vectors in the sound space towards his preferred choice.
Likewise the sonic space will be narrowed according to the
target preferences of the human. This is a direct
manipulation possibility of the system with an exterior input.

Figure 6: The orientation of the x,y,z axis for the
robot tool and the work object,.

4.2 Robotic motion path
The computer software controlling the robot generates
dynamic 3D curve data spanned inside the human body
contour. The points of the curve should be reachable for
the robot. When the body moves, the blob contour will
change and the curve will adapt itself, brake into
multiple parts etc, (see Figure 2) so that the segments
remain inside the body contour. The curve data and the
centroid data of the hands (if available) will be updated
continuously.

4. HARDWARE HOOK UP
The system structure can be categorized as following;

4.3 Laser tool and targeting
4.1 3D environment scan

The robot holds a laser tool (Figure 6), which it can turn
on and off and point in real 3D world coordinates with a
dedicated algorithm. Industrial robots do usually
operate on surfaces with their tools attached to their
hand. The robot will be given the definition of the
surface (called work object) by its programming tools
and it can position its tool by calculating the necessary
kinematics
(positioning
in
Cartesian
coordinates/orientation in Euler angles) by itself to
move smoothly along the surface [8]. But in our case;
the surface, which is the human body, is not directly
being touched and it is a dynamically changing one.
The terrain data is being updated with the Kinect 3D
scan and the robot has to adapt itself to this change of
the surface. Therefore we change the z axis definition of
the work object in the robot program according to the
data coming from the Kinect in following steps;

For this purpose, the popular Kinect camera has been
used and attached to the bottom part of the robot such as
the robot tool, the work object (human body) and the
Kinect coordinate system matches. (see Figure 6). They
look towards the same x-y plane while the z-axis being
the depth field of Kinect and also the axis where the
robot is moving its laser tool towards the human agent.
The Kinect camera provides a depth field of 640X480
resolution in 30fps guaranteed; and within the
programming environment Openframeworks 2, one can
apply the blob analysis for detecting the necessary
contour information with the OpenCV 3 library (see
Figure 2). The 3D terrain data obtained by the Kinect
camera is transformed into a work object for the robot where
2
3

www.openframeworks.cc
www.opencv.org
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- The robot will be given its next path to follow on the
human body as 3D point data.
- The work object z coordinate is updated according to
the 3D point target and the laser tool will be given a
virtual length, long enough that the distance between
the tool z coordinate and the target point z coordinate
can be covered by the movement of the robot arm on
the z axis.
- With the virtual length given to the laser tool and
having the work object z coordinate updated, the robot
achieves a 'touching' gesture on the body movement
with the laser pointing on the target.
- The complex kinematics data as a result of the
movement of the robot gives the unpredictable output as
tool coordinates, orientation, and robot joint data being
used for the mapping process.
4.4

the development of the live performance arose the necessity
to improve the motion path complexity showcasing a more
attractive and intelligent response to the changes in its 3D
environment. Response to human body in terms of cognition
of its separate parts is possible through the Kinect SDK.
Choosing the target points and drawing intelligent paths on
the body surface will be developed further. The 6DOF robot
arm motion already has its intelligent motion mechanism
inherent, but we do try to augment it according to the
sensory inputs that it receives.
Another point to consider is; choosing the robot targets and
positions according to some prior or developed knowledge
of the sound field, which it does influence.
(memory/learning mechanism). This implies a two-sided
enhancement where the robotic motion will be enhanced by
the improved knowledge of its environment it does interact
with. As stated, the human has no previous knowledge about
the sound field but his cognitive responses develop quickly a
memory based on his heuristic decisions; driving the sound
space towards its preference.

Data Exchange

There is an adequate communication protocol to maintain an
efficient flow of parameters in real time and continuously.
We have implemented a circular buffer for the data
read/write operation between the visual analysis and the
robot control application. The data exchange between
system components will is structured as following;
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ABSTRACT
Since its creation by the composer Brian Eno in 1976, the
term ambient has undergone significant change. The
musical style ambient has developed into a framework of
reception and terminology within which digital electronic
music as well as visual art are conceived and received.
The term ambient opens up a context of artistic and social
practices reflecting a reality that is increasingly transported via and created by media technologies. Using as point
of departure biologist Jakob von Uexküll’s concept of
»Umwelt« which postulates a world-generating context
of body, cognition and environment, modern constructions of immanence are examined: Ambient as a sort of
mimetic ceremony produces extremely complex yet coherent images of the world. The study develops a phenomenology of the sounds found in current ambient music as well as associations and meanings elicited by them.
Ambient is a compound of spaces in which a reflection of
the world takes place, created through artistic, social,
geographical and increasingly virtual devices. The idea of
space as the expansion of thought, enclosing its infinite
movements as an absolute horizon is implied by the concept of the plane of immanence proposed by Gilles
Deleuze and Félix Guattari. In Ambient, a soundtrack of
immanence is created, a polyphonic sound of the environment as we experience it, which renders the world in
its diversity imaginable and experienceable.

1. INTRODUCTION
Current discourses in philosophy and the arts aiming for
new approaches in our relationship to the world (currently negotiated under terms like speculative realism, objectoriented ontology (OOO) and environmental aesthetics)
resume subjects (ourselves) and objects (the world) as a
whole, following a long subject-centered period in continental conceptions of the world. A new object-oriented
shift in epistemology is emerging, putting the still common idea of the subject as the sole »worldmaking« [1]
instance into question. How we can embed ourselves into
the world theoretically and ethically, is the central issue
in discourses that encompass concepts of immanence.
The discussion gained importance facing the catastrophic
changes in our environment caused by human civilizaCopyright: © 2014 Marcus Maeder. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.

tion. Developing new and different ways of reference to
the world seems inevitable. The arts, and music in particular, could play a key role here: Recent digital electronic
forms of art and music, having evolved in areas between
the artistic disciplines during the last years, possess –
with all their inconsistency – the potential to produce
immanence. Immanence is an old and powerful idea in
philosophy – it places our thoughts and concepts back on
earth (as the framework of all possible knowledge) and
denies transcendent(al) conceptions of the world (such as
metaphysical, religious or subjectivist substantiations).
Immanence, as the French philosopher Gilles Deleuze
and the psychiatrist Félix Guattari wrote in the 1990s, is a
dangerous idea: »It engulfs sages and gods« [2]. – Here,
the link from artistically created, immersive spaces of
reflection to immanence as the philosophical dimension
behind them implies to aim for a more intense and undivided relationship to the world and its objects.

2. UMWELT
Ambient/Ambiente according to its etymology denotes
the circumjacent, the environment, a milieu of things and
states. A modern, still authoritative definition of the term
»environment« was formulated by biologist, philosopher
and zoologist Jakob von Uexküll a hundred years ago in
his book Umwelt und Innenwelt der Tiere (Environment
and inner world of the animals) [3]. Uexküll is seen as the
father of biosemiotics, an interdisciplinary field of study
in which communication, signs and their meanings in
living systems are explored. According to Uexküll, environment and ambience are differentiated by the latter
merely describing the spatial adjacency of objects or
organisms, while an environment is largely defined and
shaped by living creatures. To Uexküll, a living creature
is always partially identical with its environment – an
animal’s environment is reflected in its inner life, the
environment is created through a creature’s interactions
with it. Uexküll later expanded his holistic descriptions of
the environment in the animal kingdom to include the
living environments of the human and divided them into
»Merk- und Wirkwelten« (worlds of perception and effect) [4] which structure an individual’s spheres of experience and action to the most remote level – »the farthest
plane«.
Of particular interest in Uexküll’s semiotics in biological
systems is his concept of an »Erlebniston« (experiencing
tone) present in environmental experiences: Using a musical vocabulary, Uexküll describes the meaning things in
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our environment take on when we interact with them. The
meaning they take on has a »tone« of its own corresponding to the nature of the relationship we establish with
things. A group of tones thus becomes a melody, representing the interaction of subject and »Umwelt«:

Of eminent importance for these considerations is the
(musical) relationship between subject and environment:
The environment had in pre-historical times already been
conjured through analogy, mimesis and aesthetical means
in order to be able to understand and cope with it in the
framework of an immersive setup. This is witnessed by
early cave paintings that are mostly found in spots that
also have good acoustics. There is good evidence that
people aimed to achieve a high degree of immersion, to
amplify their »Umwelt« by audio-visual means. HannsWerner Heister calls such acts »mimetical ceremonies«
[8], a term coined by Georg Knepler [9]:

Figure 1. »Everything that falls under the spell of an
Umwelt (subjective universe) is altered and reshaped
until it becomes a useful meaning-carrier [5]«.

It is sounds and the simultaneous cognitive categorization
of their meanings that make the environment recognizable. In cognitive sciences and artificial intelligence, the
term embodiment is used to describe reception and consciousness, thus the constitution of intelligence, as an
interaction of body and environment. Mental processes
and representations are constituted by the history of interactions of body and environment. The world-creating
relationship of body, cognition and environment is of
great importance for an analysis of the interrelations of
body, sound, world and meaning: Ambient experiences
are immersion experiences made in symbolic settings rich
with signs. These settings aim to achieve immanence: to
live (with)in the world, to be a comprehending part of it,
to be able to cope with it by correctly interpreting its
signs. This goal was affirmed by Marshall McLuhan as
early as in the sixties of the twentieth century: »The aspiration of our time for wholeness, empathy and depth of
awareness is a natural adjunct of electric technology« [6].
More recent studies in evolutionary music psychology
and biomusicology have shown that from the earliest
times, man has strived for immanence through means and
significances of music [7].

3. MIMETICAL CEREMONIES
In its origins, music can be seen as the adaption of human
communication to life in larger social groups. There exist
several theories about the early origins of music, it has
been hypothesized that music evolved from language and
that music is its emotional amplification, or that, conversely, language evolved from singing, the musical
gesture, or that language and music were predated by
another nonverbal form of communication. We do know
for sure, however, that music is at least as old as modern
man. From the perspective of evolutionary biology and
evolutionary cognitive sciences in particular, music plays
an important role in sexual courtship and parental care, it
increases coordination, solidarity and cooperation in
social groups and enhances the chances of survival
through mimetical practices. To this day, music retains
many of these attributes.

Figure 2. Pour Your Body Out (7354 Cubic Meters), an audiovisual installation by Swiss artist Pippilotti Rist at MoMA New
York, 2009.

Mimetical ceremonies are a central theme in human efforts to achieve immersion and immanence from the
rituals of early tribal cultures – where sound often played
a central role, as experience spaces of many historical
cultures or so-called »indigenious peoples« are structured
acoustically [10] – to present-day music cultures. Presentday ambient culture and digital electronic music1 show
certain analogies to imitating a bird’s song through whistling as well as using a rattle to simulate the sound of rain
that is to be conjured up in the remote and more recent
past: Ambient culture and music can be seen as a celebration of the adoption of the reality which engulfs us, as a
modern mimetical hunting charm creating a multisensory
ideal reality far from everyday life, existent where electronic/digital music is performed and medial spaces are
put into scene, where sequences and patterns of medial
functions and medial actions are »incorporated«, meaning
they become part of the embodied knowledge of the participants of the ceremony. Ambient and digital electronic
music in a transritual way create immanence in a highly
technological and fragmented world; they embed us in
electricity, communication streams and medial imagery
of the world.

1

The Prix Ars Electronica commitee describes »Digital Music« as the
making of electronic music and sound art through digital means. The
category was formerly known as »Computer Music«. My construction
»digital electronic music« aims to include all other genres of today’s
electronic music into one term.
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4. THE AESTHETICS OF AMBIENT MUSIC

4.1 White Noise

In order to describe present-day ambient music, one must
point out the marked change that »ambient« has undergone since the term was coined by musician Brian Eno in
1976. Ambient as a musical style has evolved into a set of
reception modes and terminologies within which electronic/digital music as well as visual arts are conceived
and perceived and where »Umwelt« is being reflected.
Nowadays, the works conceived within the context of
ambient culture are quite different in several respects
from the original form of ambient music close to pop
culture, the rather esoteric »cosmic music« of the 1970s
[11]. In the past few years, ambient art and music presentations have occasionally been classified with terms such
as environmental art [12] or ambient poetics [13]. Several musical forms have evolved that are closer to concepts
within the visual arts than pop or orchestral music. Marcus Kleiner called such forms »media music« [14]. If one
speaks of media music in the context of ambient, technologies and communication forms hitherto not used in
music are involved in the making and contextualization
of music: medial artifacts and fragments; design elements, network technology, scientific figures and so on.
Thus, the term media music not only denominates the
medial, substantial and aesthetical polyphony inherent in
ambient, but also technological innovations in music
production that have turned media technologies into music technologies (above all, the computer).

Among the omnipresent elements in the »association
field« of ambient music is white noise. On one hand it is
the paradigmatic sound of a society enveloped by technological and medial cacophonies. On the other hand, our
sensual reception, Uexküll’s »farthest plane«, relies on
white noise which as a kind of conceptual skin separates
the unperceivable from the perceivable. All statements on
white noise can only be statistical and theoretical. White
noise means the moment in which signs cannot any more
be individually recognized and interpreted, where they
dissolve in the multitude, randomness or remoteness of
their appearance. White noise is what lies beyond our
perception and our comprehension: »However, as an
element intentionally integrated into the structures of
(pop) music it can serve as a code for producers as well
as the audience, it becomes meaningful nonsense which
stands for the perception of an unclear, confusing environment. White noise is, however, not experienced in a
negative way or as irritating, it symbolizes a hyper complex environment in which the abundance of sensations
does not seem frightening, but is relished by the listener«
[17], writes Andreas Kissling.

Figure 3. Biosphere (Geir Jenssen) live at State-X New Forms,
Paard van Troje, Den Haag, 2013. Photo: Stephan C. Kaffa

The fact that ambient has its roots in musical modernity,
particularly in »classical« electronic music in the 20th
century is common knowledge not only with electronic
musicians. It is therefore not necessary to relate the development of electronic music since there exists plenty of
literature on the subject [15]. More illuminating with
respect to sound, meaning and environment would be a
description of the sounds and sound structures, the sound
techniques, as well as their meanings. In her book on Erik
Satie, Grete Wehmeyer refers to these meanings as »association field of musical formulations« [16]: The following paragraphs try to describe the most characteristic
musical techniques, the sounds and their connotations in
ambient music.

4.2 Clicks & Cuts
Media based communication is shaping our living environment. In the process, a vast number of artifacts and
fragments are produced through the use of communication technologies. Communication, the flow of image,
music and language is cut, interrupted, distorted or
changed by transmission errors. There is clicking, stuttering and pulling in the channels, communication streams
are segmented into transmission fragments; they form
polyvocal rhythms of content transfer. Increasingly,
meaning is established through the individual imaginativeness of the recipient and his ability to interpret. A
communication of omission and truncation has evolved
(one could refer to this as metaphoricity conditioned by
communication technology – E-mailing and SMSing can
serve as examples). Digital music uses acoustic fragments
and distortions as aesthetic means, this practice has since
the 1990s been categorized under Clicks & Cuts. The
expression was introduced by Achim Szepanski who used
it for a series of compilations of his music label Mille
Plateaux. Along with the »cut«, the »click«, the interference, has likewise become part of the new poetics, of
many-voiced microscopic sound aesthetics that honor
chance. The use of faulty, distorted sounds and medial
fragments can be linked to similar strategies in literature,
for example William S. Bourrough’s »cut-up« technique
and in modern arts, Dadaist collages made of newspaper
fragments by Kurt Schwitters: Meaning is not anymore
created and conveyed exclusively by the artist’s hand, but
the work’s recipient creates context, creates the work
through his being involved with his own perception and
imagination. Umberto Eco in the 1960s called works of
art conceived and functioning in this manner »open
works« [18], a term that can also be applied to the structure and experience framework of ambient music.
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4.3 Drones, Patterns, Loops: Musique d’ameublement
Another element of many ambient works is a kind of
constant tone called »drone«. They are mostly found in
the lower frequency bands (i. e. the bass), thus their
name: It is derived from the drone, the male bee, or rather
its humming. Droning is an artistic element of a great
number of pieces found in the direct precursor of today’s
digital electronic music; »Industrial music«, from between the late 1970s and early 1990s. The drone or bordun (French: bourdon, Italian: bordone) can also be
found in European medieval popular music. Every hurdygurdy or bagpipe produces a bourdon, a low tonic or a
fifth upon which the following mostly improvised sequences are based. In written European music the bourdon was until modern times almost never used, since it
does not so much establish a narrative succession of
sounds but rather a kind of sounding state. It can be found
in classical Indian music where it is produced on the
Tanpura and sounds below the lines of the improvising
solo instruments, yielding a specific sound that has been
reproduced in many new age and esoteric music productions. Of particular interest with respect to the bourdon is
its capability to suspend the listener’s sense of time and
to give the impression of time standing still. It is arguably
this quality that makes the use of bourdon attractive in
any sacred or meditative music. In ambient settings, the
bourdon creates a sonic background, a »tuned« sound
space; it charges the room with a basic energy and thus
the room becomes different from everyday spaces or
situations, it becomes a quasi-sacred room. Sounds similar to the bourdon can be found in late romantic and impressionist music from the 19th century, however, the
concepts differ greatly: While Richard Wagner used his
»unendliche Melodie« to give momentum to a musical
tale and bring it to a climax, the younger composers
Claude Debussy and Erik Satie were creating »mood
music« incorporating sounds without any narrative direction intended to create or evoke a certain mood. Debussy
and Satie were fascinated by an Indonesian gamelan
orchestra that was performing at the 1889 world exposition. The music it was playing used repetitive patterns
that created a constant musical flow. Inspired by this,
Satie would experiment with sequencing of musical elements, as with building blocks. Satie in 1920 publicly
performed
his
experiment
playing
musique
d’ameublement with Darius Milhaud in a performance at
Galerie Barbazange in Paris: Such utility music, functional music, a »tapis sonnant« that succumbs to social
activities was not a new thing. For example, chamber
music would originally provide the background for aristocratic card games. Satie and Milhaud, however, at the
said performance devised a prototypical recipe for ambient music: The musicians were placed in the room in such
a way that »the music seemed to be coming from all
sides« [19], and they played ritornelli2 – repeated se2

The ritornello is well-known from baroque music: It is the part of a
rondo that in the course of a piece return several times like a refrain. To
Gilles Deleuze and Félix Guattari, the ritornello in an expanded conceptual sense is a soundtrack, a melody, an acoustical signature marking a
certain territory in nature.

quences from pieces by Ambroise Thomas and SaintSaëns. This was not only a modern, but actually a postmodern concept: to use musical loops, i.e. samples of
existing music, to create an ambient atmosphere; the
public, however, did not understand and the experiment
failed.
Repeated sound patterns tend to create a contemplative
mood in a musical situation: Satie was inspired by the
orational tone he found in Gregorian chant. Loops are
akin to the many repetitions in litanies and prayers – the
repetition of sound sequences can have an intensifying
function and elicit ecstatic states of mind. But loops also
generate and transport knowledge; sound sequences and
what is associated with them are internalized through
repetition. Furthermore, the loop has become a mimesis
of mass production in the industrial technological age. Its
association field includes machines that produce an unlimited number of artifacts; they produce loops of products and sounds. Technical reproduction has been exerting direct influence on sound and structure in music as
well as in the arts in general. In the early 20th century this
was achieved by mechanical means (wax cylinders and
records), then magnetically (the tape without which there
would have been no musique concrète) and today digitally through »copy and paste«.
4.4 Field Recordings
Field recordings, recordings of our living environment
were not only used in musique concrète but can be found
in a lot of recent ambient, and digital electronic music.
Over the course of the history of photography and film, a
huge set of theories has evolved concerning the recorded
and reproduced visual image of the world. Only about
half as many studies in the field of media theory or semantics are dedicated to sound recordings as an appendix
of film recording. There are studies that deal with semantic aspects of environmental sounds in acoustic ecology –
moreover there have been studies in ethnology, bioacoustics and more recently in geography [20].
A lot can certainly be said about sound recording from
the perspective of film theory taking into account that
similar cognitive fields of association are activated
through seeing and hearing [21]. Some of Walter Benjamin’s thoughts on film apply to sound recordings in particular: »The characteristics of film lie not only in the
way in which man handles the filming device, but in the
way in which he uses it to depict his environment. (…)
Film has indeed enriched our perceptive world with
methods that can be illustrated by referring to those of
Freud’s theory. (…) It has isolated and rendered analyzable things that before swam unrecognized in the broad
stream of what we perceive. Film has led to a comparable
deepening of apperception in the area of visual, and now
also acoustic, perception« [22].
Sound recordings deepen the acoustic perception and our
grasp of our environment; they expand our knowledge of
it and allow access to the documentation of its phenomena from everywhere. Frank Hartmann wrote in his book
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soundcultures: »Media in their advanced state of development do not only make reference to the »world« in
order to represent it, but new things are created and reality is perceived differently. Computerized media in particular overcome the strict separation of nature and art, they
create information aesthetics that do not need the real
referential background of a perceivable reality« [23].

5. AMBIENT SPACES
Ambient also denotes a physical spatial situation, an
installation, a place where ambient situations can be created. To the techno generation such settings are known
from the chill-out rooms of the 1990s where ravers would
relax after the exertion on the dance floor, listen to relaxing music without beat and occasionally consume drugs.
In no time, these chill-out rooms developed into listening
rooms, spaces for sound art, since ambient DJs would
often play new, hitherto unheard sounds, sounds that soon
did not merely create a contemplative atmosphere, but
astonish the public and start processes of imagination and
immersion. As opposed to the concert hall, music in these
spaces is played in the background, non-centrically and
omni-directionally. It is an artificial acoustic environment
and on a perceptive level merges with conversations,
projection of images, lighting and so on. A typical ambient situation:

Figure 4. The author in concert at »Club Transmediale«, Berlin,
2004.

Although the artist can be identified as a sort of master of
ceremonies operating technical devices, he is not in the
center of things, he is part of a situation, part of the
equipment, a kind of musical furniture – and this somehow shows in the faces of the public: there are intense
mental processes happening in which impressions are
concentrated and associations aroused, imagination is
triggered. One listens, watches, reflects, and communicates. Physical space, social space, media space, they all
create an immersive framework for reception – space in a
general sense is an essential element in any ambient setting. Space turns into an artistically conceived repository
of a milieu of artistic communication, within the performed music through simulated space as in echo or surround rendering, within the image through threedimensional representations of space. Through the inte-

gration of the virtual, ambient situations become a combination of real and virtual experiences of space. One
could say that ambient fulfills an old desire of the surrealists. André Breton wrote in his first surrealist manifesto
in 1924: »I believe in the future resolution of these two
states, dream and reality, which are seemingly so contradictory, into a kind of absolute reality, a surreality, if one
may so speak« [24]. This quote thus describes contemporary ambient situations created or completed through
virtual means of media technology. These are not only
made up of spatial/technological simulations, but are
conceived artistically, which means that fictitious, invented – possible – elements are part of an immersive
experience. The »real« world is expanded to include the
possible, the sketch becomes part of a reality imitated
through means of media technology. In this way, space
and imagination create an emergence that describes our
»Umwelt« in a new way.

6. IMMANENCE
The path of the thoughts laid out here finally lead us from
immersion to its philosophical dimension, immanence.
As a situative point of departure, immersion not only
describes the degrees of a virtual environment’s real
perceptibility, but as emergence of a mimetical ceremony, an ambient situation brings forward a comprehensive
perception of the world. The immersive mimetical ceremony through analogy puts our perception into context
with the world, even though such a ceremony is enacted
by separating it from the world. The »celebrated« soundscapes of the world as we experience it, created and performed through media technology aim to convey immanence; a soundtrack of immanence is created, a polyphonic sound of our environment as we experience it,
which allows us to experience and imagine our environment in all its diversity. In ambient our time that is
strongly marked by technology is being explored and
brought to bear fruit aesthetically. Artistic vocabularies
operating within it are developed that seem to correspond
to a new type of philosophy – a media-related reflection
creating meaning and terminology, which sonically and
visually formulates and analyses. Imagination, thinking
and artistic expression turn into acting in and dealing
with the world.
Immanence defines the expansion and relations of thinking as inner-worldly. In the term’s long history, a lot of
very different concepts of »being one with the world« can
be found. As a metaphysical as well as an epistemological concept its history goes back as far as to the stoicists;
mostly it is used in the discussion of substance or as dialectical counterpart to transcendence, as well as transcendental/Kantian conceptions of knowledge. In modern
times epistemological aspects became more important, as
with Deleuze/Guattari in their outline of the plane of
immanence as part of their »geophilosophy«, a concept of
thought within a non-transcendent(al) reflection of the
world. The plane of immanence here is the basis of
thought, »which would be like the earth, neither moving
nor standing still«, since »thinking takes place in the
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relationship of territory and the earth« [25]. The plane of
immanence is the perception of the world, »being thinking«, »nature thinking«, an absolute horizon of terms and
events of the real and the possible, it can be understood as
a conception of the environment, as the cosmos that can
be grasped by thought which within Uexküll’s system of
»Merk-« and »Wirkwelten« ideally encloses »the farthest
plane«. There are as many levels as there are subjects,
they interfere with each other – the plane of immanence
is porous, foliated. Under the levels of »here« and »now«,
there lie older layers of world conceptions, forming a
history of thought:

therefore designates that conjunction of philosophy, or of
the concept, with the present milieu – political philosophy [29]«. – a philosophy which thinks the world in pluralities and through the concept of the plane of immanence aims to think and create a world consistency beyond transcendent(al) concepts - A consistency which
includes the infinite movements of thought. »This is
because one does not think without becoming something
else, something that does not think – an animal, a molucule, a particle – and that comes back to thought and
revives it« [30].
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ABSTRACT
This paper describes an experiment that has been performed
to verify if the well known association between the words
“takete” and “maluma” and the images of two shapes (one
jagged and one rounded) could be replicated using two
sound movements in space instead of the visual shapes.
In this case the association is not cross-modal since both
the stimuli are in the auditory domain, but the connection between words and sound movements is not trivial.
A significant preference (twelve out of thirteen subjects)
associated “takete” with the jagged sound movement and
“maluma” with the round one. Colored noise was used as
stimulus. The qualitative answers of the subjects suggest
also a possible common expressive intention that could be
conveyed by the two words/sound movements: an aggressive attitude to “takete” and a more calm and feminine one
to “maluma”.

ment per se can convey expressive intentions as many other
sound parameters [11] and that at the same time the same
expressive intentions can be conveyed by the sounds of the
words Takete and Maluma. So the association is highly
correlated to the conveyed expressive content.

Figure 1. Takete and Maluma as used in Köler’s experiment.

1. INTRODUCTION
Several experiments have been performed since 1929, when
Wolfgang Köler found out that there is a general tendency
to associate rounded shapes with words containing the vowel
“o” and “u” while more jagged shapes with words containing the vowels “e” or “i” [1, 2]. Köler showed for
the first time that there is a privileged association between
shapes attributes and auditory dimensions. While he was
mostly looking into the “angular” dimension of this correspondence, other studies proved it with respect, for instance, to size [3] or aspect ratio [4]. This cross-modal association is present across cultures, and from an early age
[5]. The above mentioned effect can be included in the so
called arbitrary-looking cross-modal matchings [6] that includes cross-modal associations between words and tastes
[7], shapes and flavours [8], shapes and smells[9] and also
words and kinaesthetic feedback [10]. In this paper we investigate the association between words and sound movement in space. Both the stimuli are auditory one, but the
association is not trivial at all. Sound movement into space
is a sound parameter that can not easily be associated with
words. The idea of this investigation is that sound moveCopyright:
an
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2. METHOD
The experiment has been carried out in the Multisensory
Experience Lab of the Sound and Music Computing group
of Aalborg University in Copenhagen, see fig. 2.

Figure 2. The Multisensory Experience lab at Aalborg
University in Copenhagen

2.1 Participants
A total of 13 subjects performed both tests. The subjects’
average age was 24.4, the youngest subject being 19 years
old while the oldest was 34. There were a total of 11 male
and 2 female participants, and 5 among them had some
musical background and/or were studying an instrument.
Each test lasted around 3 minutes. Participants were rewarded with a movie ticket.

- 1662 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

Subject Sex
no.

2.2 Apparatus and Stimuli
The 2 stimuli were performed through a 16 channels surround sound system (Dynaudio BM5A). Colored noise was
used as a test sound. The auditory stimuli as well as the two
pre-defined sound movement patterns were generated and
scripted using a patch made with Max/Msp 5.1.5. A high
order ambisonics technique has been used to synthesise the
sound spatialisation. See fig. 3 The two movement lasted
4 seconds each and replicated a graphical representation of
the stimuli used in the original Köler experiment, shown
in fig. 1. A segmented trajectory was used to synthesize
“Takete” and a rounded trajectory was used to synthesize
“Maluma”.

1
2
3
4
5
6
7
8
9
10
11
12
13

female
male
male
male
male
male
female
male
male
male
male
male
male

Prev.
knowledge
no
no
no
no
no
no
yes
yes
no
no
no
no
no

Decision on
round traj.
maluma
maluma
takete
maluma
maluma
maluma
maluma
maluma
maluma
maluma
maluma
maluma
maluma

Table 1. Subjects’ decisions.

Figure 3. The Max/MSP patch used for the sound rendering. Credits for this patch go to Francesco Grani

2.3 Procedure
Subjects were asked to stand in the middle of a room with
a surround audio system made of 16 loudspeakers. The radius of the circle was about 3.5 m. They familiarised with
the surround sound system, listening to different sound trajectory for a couple of minutes, just to give them the idea
of what a spatialised sound is. Then they were asked to
listen to two sound trajectories and to answer the following question: ”Who do you think is Maluma and who do
you think is Takete?”. Very often subjects were asking for
the meaning of the two words, saying that they could not
understand the question. If such question arised they were
instructed not to care about the meaning of the words. Subjects could listen to the two trajectories as many instances
as they wished, until they came up with the final association. The time to perform the test (training plus evaluation)
amounted to about 3 minutes.
2.4 Results
The results are reported in table 1: 92.3% of the subjects
associated the rounded trajectory with Maluma, and the
jagged trajectory with Takete; just 2 out of 13 subjects new
something about the Köler experiment, but both of them
remembered just vaguely about the Kiki and Bouba version of it [4].
It should be noted that the lack of other choices (only 2)
in the evaluation by subjects decreases the validity of the
experiment: different pairs of sound movements could be

associated to the two words. So even if the experiment was
ment to replicate the original Köler experiment, the results
should be coutiously used.
Beside the quantitative data, the subjects had also to answer two questions. The first question was on their knowledge about Takete and Maluma, while the second one was
a kind of open question, looking for comments about the
experiment. The last question (“Do you have any comments about the experiment?”) provided several interesting observations on the nature of the two sound movements:
• 1 subject categorized them as hard vs soft
• 2 subjects categorized them as agressive/masculine
vs calm/feminine
• 1 subject categorized takete as more agressive
• 2 subject cathgorized maluma as smoother
• 1 subject categorized takete as stressed out and maluma
as calm
• 2 subjects defined the task “kind of weird”
4 subjects did not provide any answer.
3. DISCUSSION
An interesting element which stems from this experiment
lies in the fact that sound location is usually considered a
“signalling” information related to the relative position of
the source compared to the receiver. While this information may be sometimes relevant and even critical, its importance is highly dependent on – perhaps even secondary
to – situation and source evaluation (i.e. timbre). So much
so that it is a well known fact that ears discard relative
phase information when performing sound object fusion
and in the act of listening in general. Position is generally
detected with sufficient precision, it is true, but this is interpreted as a variable property of specific sound objects
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which does not impact significantly on the perception of
the source itself.
Thus, it may come as a surprise to find that when the
position of the source is dynamic, that is when the sound
source moves with respect to the listener, the quality of
the movement is easily associated to the quality of words,
replicating quite closely the results of a famous gestalt experiment such as the “takete/maluma” one.
On the other hand, one could say that music composers
have understood, albeit intuitively perhaps, the potential
expressivity of sound moving through space since many
years now. If we do not want to trace back the expressive
potential of sound localisation to the “cori battenti” of the
Gabrieli brothers in XVI century, we are well aware that
in the most important contemporary music compositions
of the past fifty years movement of sound in space has
constituted a major expressive element. Boulez’ Répons,
the Prometeo by Nono, Stockhausen’s Kontakte and Oktophonie and Berio’s Ofanı̀m are but a few of the most
prominent examples of musical works which feature sound
movement in space as an essential expressive element. These
(and other) compositions led to early investigation on the
expressive potential of sound movement in space [11, 12].
This experiment consolidates the idea that indeed, there
is a connection between sound movement in space and expression, and that this connection is quite reliable and robust (at least for clearly defined patterns such as those used
for “takete” and “maluma”).
4. CONCLUSION
An exploration of the association between sound movement in space and the words “takete” and “maluma” was
carried out through a specific experiment involving two
contrasting sound movement trajectories. The results confirm the pattern presented in the original experiment by
Köler: “takete” is associated with the jagged trajectory,
while “maluma” is associated with the rounded one. The
use of sound movement instead of the visual feedback opens
the investigation to further questions: do subjects associate
the sound movement trajectory to the corresponding image? is it the spatial or the temporal analogy guiding the
performance of the subject? Further research should be
conducted on the same topic, providing for instance the
two words in print instead of verbal utterances and/or testing with different trajectory pairs.
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ABSTRACT
Virtual reality (VR) has been shown to function well as
an assistive technology to physical therapy for elderly
users. Elderly users, and more specifically retirement
home residents, form a unique user group in this field,
due to their characteristics and demands. In a case study,
retirement home residents used an audio-visual virtual
environment (VE) augmentation for an exercise bike.
Besides a visual display, a soundscape was played to the
subjects using headphones. The soundscape was not noticed wand the headphones were found to be obtrusive. In
this paper, we consider and discuss possible approaches
to alternative auditory and haptic delivery methods for
future studies. These nonvisual displays need to fit the
requirements and limitations of the retirement home subjects who are to exercise using the VE-based augmentation from the case study.

1. INTRODUCTION
With age, many biomechanical functions decay at an increasingly faster rate. Regular physical exercise will decrease the speed of such decay, which will allow e.g. an
elderly individual to retain physical independence for
longer [1]. Physical therapy for the residents at retirement
homes is therefore essential. But despite daily, free access
to professional physical therapy and knowledge of the
clear physical benefits, many residents at retirement
homes rarely or never partake in regular exercise. Virtual
reality (VR) technology has been shown to work well for
physical therapy in relation to rehabilitation [2] [3] [4],
but most studies has been made with technology that was
not intended specifically for elderly. A study performed
by Pedersen et al. [5] explore whether and how a VR type
augmentation of a conventional exercise shows any
promise as an assistive technology for retirement home
residents. The aim was to a) investigate whether the elderly residents would embrace the VR technology as part
of their exercise experience, and b) to mark any central
parts of such experience that could be taken further and
developed in future studies. The residents embraced the
VE augmentation well (see later parts of this paper), but
Copyright: © 2014 First author et al. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.
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barely noticed the audio. In addition, several subjects
were clearly opposed the use of headphones. As audio
plays a noticeable part in our perception and experience
of our surrounding environments, it should contribute to
the experience of this augmented exercise. This paper
therefore considers alternatives to the delivery method of
auditory display as well as the possible inclusion of other
non-visual stimuli. Important to consider are also the
challenges related to this target group and the environment of the retirement home based exercise.

2. BACKGROUND
Elderly are not often credited for technological enthusiasm, but according to Ijsselsteijn, et al. many elderly are
in fact proponents of technology. But they need reasons
and purpose, and don’t want unnecessary learning processes [6]. The Nintendo Wii has been given much academic attention in relation to exercise and elderly. Positive results have been shown for elderly users in relation
to increased physical activity [7]. Holden and Todorov
address how VEs are able to create a connection to the
users actions through feedback, which is comparable to
the real world. VEs allow independent exploration, and
can create associations to real world experiences, in a
world that is safe [3]. Interaction with a VE can relieve
the retirement home resident from certain physical challenges they might normally face in the real world, and
can even serve as a distracting layer, by moving attention
away from e.g. pain occurring while exercising [2]. But
while the Wii has proven popular for physical activation
for elderly, a study by Laver et al. specifically questioned
the Wii as a preferable method for rehabilitation/exercise
therapy, opposed to conventional physical therapy [8].
The study was aimed at hospitalized elderly patients,
which is an elderly user group very relatable to retirement
home residents. Results showed that subjects believed
conventional therapy to be preferable and more effective.
The technology was simply not physically applicable to
most, and did not meet the preferences within the user
group, to the surprise of Laver et al., who original hypothesized that the Wii Fit would be the preferred method
[8].
Literature generally suggests that VR is useful for rehabilitation purposes for elderly, and studies on overall
digital interaction concerns when designing for elderly
provide useful insights to the fundamental considerations
necessary [6]. Meanwhile, literature is sparse on the spe-
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cific considerations (e.g. content and form), when it
comes to tailoring inherently interesting digital or VR
experiences for the elderly - a point that was also highlighted by Laver et al. [8].

The VE was displayed on a 1080p 46’ Samsung LED
monitor, running a relatively steady 40-50fps. A soundscape was played through a pair of Sennheiser HD600
headphones. The visuals of VE (see figure 2) were created in Unity3d.

3. PRELIMINARY CASE STUDY
At Akaciegården, a retirement home in Frederiksberg,
Denmark, the exercise routine with the highest percentage of users at Akaciegården is the manuped – a regular
chair-based exercise bike that uses both arms and legs to
pedal (see: figure 1). While being the preferred exercise
routine, the manuped is a very static and repetitive form
of exercise. A qualitative study involving 16 residents
showed that the most common reason (besides body pain)
to avoid exercise is laziness and lack of interest in the
exercise itself, and that the exercise routine is predominantly not considered compelling or stimulating.
The limitations to the physical and mental capabilities of
many residents narrow their ability to visit places outside
the retirement home. VEs have a potential to provide
some degree such of experience. In a subsequent study,
10 retirement home residents (2 females, average age: 83,
SD age: 9.1) were presented with an audio-visual VE
augmented manuped exercise and interviewed while using the system. Residents performed their exercise actions identically to a normal routine, but saw a VE move
on a screen in front of them as they pedaled the manuped
and heard a soundscape through headphones. Results
showed that 7/10 subjects would prefer the VE augmented exercise to that of the ordinary form. The exercise
gave the possibility to explore and travel to a place that
would otherwise be out of reach for most of the users. A
subject who was too obese to travel outside the retirement
home without assistance stated “(…) the sudden ability to
go outside and actually have the world moving towards
you, in front of you, and the ability go places I’ve not
gone before, seeing things I never knew. This is wonderful”.

4. AUGMENTING THE VE
A sensor was placed on a manuped and connected to an
Arduino board and Macbook Pro via USB. The signal
was processed through Max/MSP, which checked for
signal changes every millisecond.

Figure 2: The VE designed for the residents. A nature
experience was the central requirement.

Laver et al. address the importance of keeping the technology-interaction simple and relevant to the conventional exercise routines [8]. As such, the only interactive features of the VE augmentation were acceleration and deceleration along a predetermined path. There were no
interactive auditory elements in the auditory display. The
soundscape was a seamless loop displaying environmental objects by wind in the trees and grass, as well as birds
singing.

5. CONSIDERATIONS ON THE USE OF
SOUND AND MUSIC AS FEEDBACK
Subjects’ responses were almost exclusively mentioning
objects and elements from the visual display. The use of
headphones as the sound delivery method was however
noticed, and not popular as they were perceived as tight,
warm and uncomfortable. This made it clear that a) alternative audio delivery methods would be preferable in
future studies with the user group and b) that the general
nature of the nonvisual display had to be reconsidered to
provide a stronger impact on the subjects.
In future studies, we are interested in investigating both
whether and how other forms of nonvisual feedback, such
as auditory, haptic, and/or music feedback will affect the
residents’ experience while exercising with the VE augmentation. Below is a bullet list of often-used feedback
auditory and haptic methods for displaying VEs as well
as some additional auditory methods for motivating exercise. Many are interesting possibilities for future studies,
while others might not fit the purpose of the user group.
Feedback from a virtual bike
•

•

Figure 1: Left: the manuped. Upper right: the sensor on
the frame and the magnet on the pedal arm.
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The sounds of the surfaces on which the bike is
driving in the VE (e.g. when the bike is running
on grass, it produces a different feedback than
when running on gravel or asphalt).
A combination of auditory and haptic feedback,
so subjects both feel and hear the different surfaces.
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Feedback from the VE
• Soundscapes with attention capturing elements
(for example flying birds or insects), to see if
subjects will divert their attention and move towards a specific place.
• Binaural sound rendering, to explore whether
sound location plays a role on capturing attention.
Musical and rhythmic interaction
• Rhythmic auditory feedback, which might encourage the subjects to follow a certain tempo
while biking.
• Motivational music delivered together with the
experience
• Interactive versus passive music, e.g., music that
changes according to the action of the subject
versus the subject following the music.
Sound delivery methods
• Non-headphone delivery, that either only
delivers a user experience to the active user, or
combines the active user space as well as the
remaining residents using the space.
• Headphones/bone conduction vs. speakers.
5.1 Feedback delivery limitations
Since there is not a lot of literature showing the content
related preference for our specific user group, the unresolved issue with this list is not the novelty of the methods, but how this user group will react to these methods.
The issue is that avoiding the use headphones makes isolation of the audio quite a lot more challenging. The
manuped exercise in the case study was performed in a
shared, social space forming the 9x12m2 physical therapy
“gym”, which often host 3-4 residents exercising at the
same time (shown in Figure 3).

Figure 3: Top view of the retirement home "gym"

Not isolating the auditory feedback to the manuped user
could negatively affect the exercising experience of other
present residents. Meanwhile, a possible solution could
be to not avoid feedback emission into the different
“spaces” within the gym, but to use it.

Each space could be given its individual subset of the
feedback and with different delivery methods, which
would in turn contribute something positive to its space.
5.2 Feedback possibilities for multiple spaces
If we look at the bullet list just depicted, feedback from a
virtual bike, meaning anything related to the VE bike’s
interaction with the other VE elements (such as e.g. the
gravel path) would be confined to the space of the
manuped exercise. A current hypothesis is that sharing
such information between spaces would not contribute
positively to anyone not partaking in the manuped activity. Audio feedback is the more challenging part, while
haptic feedback from the VE will be easily isolated to the
manuped user through actuators. Feedback from the VE
such as soundscapes and various environmental attentioncapturing elements could be very interesting to share between spaces. It would be very interesting to see if such
stimuli would somehow transcend the primary task with
the VE user, and e.g. create additional or alternative
moods for the remaining exercise space, and how it
would be considered as an addition to that space for the
overall exercise experience of the non-manuped users.
Binaural rendering without headphones is possible
through transaural audio rendering [9]. However, it
would seem that cost/benefit might be low in a common
space area that is noisy, with a user group with a potentially very limited hearing. Musical and rhythmic interaction could also reach both spaces by some of the same
concepts just described, but with a different effect. Motivational/interactive music and rhythmic feedback could
also transcend the spaces.
5.3 Sound delivery for the individual spaces
While haptic feedback can be applied through local actuators, and any audio delivered to the entire exercise
space can be delivered through conventional speakers,
isolating the sound delivery to the manuped user requires
a more unconventional approach. However, this could be
achieved through directional sound methods such as e.g.
the SoundDome technology from Brown Innovations,
which delivers 80% drop-off outside the sweet spot of the
dome. Meanwhile, the SoundDome has a frequency response between 150Hz-20KHz (+/- 2dB), which limits its
utilization for lower frequency feedback from the VE.
Circumventing this limiting factor involves the distribution of the feedback between the different audio and haptic delivery technologies. The directional audio should be
assigned to deliver only auditory cues from the feedback
of the VE bike, as well as other local environmental elements that could be considered exclusively interesting to
the manuped user. If this feedback extends the lower limits of the directional sound delivery, the actuators could
prove a contributing factor the lower sound frequencies
through vibration.
The combination could deliver a multimodal stimulus
that might be perceived by the manuped user as one
seamless signal, and without it interfering with the space
of the additional exercising residents.

- 1667 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

terms of delivery methods of the auditory and haptic displays. The results was a combination of directional
sound, haptic actuation and conventional speakers to deliver a) audiohaptic feedback from specific elements of
the VE augmentation in only a confined area for one user
type, as well as b) shared auditory feedback for the rest of
the space of the exercise facilities.
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7. CONCLUSIONS
In this paper we looked at possibilities for audiohaptic
feedback for VE augmented exercise for retirement home
residents. We used a preliminary case study to form a
foundation for a discussion on which of a selection of
relatively conventional feedback methods could be considered applicable in the context of the case study. We
furthermore discussed how to implement these ideas in
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ABSTRACT
This paper presents the playful and ubiquitous interaction
of sound: intense interaction. It aims to realise, in other
words, an interactive sound produced in a certain space.
It enables audience to participate in a game called performance play (e.g. playing piano, playing music, being a
play actor, etc.) in order to significantly change and overcome the existing patterns of reality in the space by their
own various activities. An interactive hyper-directional
sound environment Data Auditorio was created to realise
the concept. The interactive sound software processes the
feedback signals between the microphone and the hyperdirectional speaker keeping it under control. It aims to ultimately give rise to a kind of sonic organism; the sound is,
in fact, an algorithmic composition entirely derived from
the feedback signals in a real-time sonic environment. The
installation utilises the format of a performance stage and
encourages the audience to interact in a natural fashion
with the interactive sound, thereby making the game of
Data Auditorio a more active endeavour. The result of it
can be applied to a hyper-directional sound interface design, as well as works of art and music.

Figure 1. Data Auditorio

1. INTRODUCTION
1.1 Hyper-Directional Speaker
This paper presents an interactive sound environment optimised to the use of a hyper-directional speaker. It is called
SpotDap 450 of RSF, which can send a hyper-directional
sound that has a sharp directivity like a sound spotlight;
when it hits a flat hard surface, it reflects very significantly
and one may also even perceive the sonic formation of it
as a site-specific sonic entity in a space.
1.2 Aim of the Research

Auditorio. It enables the playful interaction and the ubiquitous interaction. We summarise and call this interaction
the intense interaction which tries to make an audience activity - that is, an interactive art - a more active endeavour
1 2
.
1.3 Intense Interaction: Play and Ubiquity

As researchers of art and music, ultimately, we hope to enact a kind of organic object (e.g. a sonic organism) which
ceaselessly changes, interacts one another and constitutes
a part of the world.
Concerning this paper, we present an interactive hyperdirectional sound produced in a certain space called Data
Copyright: c 2014 Daichi Misawa et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

Figure 2. Data Auditorio with a performer

After creating our former hyper-directional sound installations Reverence in Ravine and Transparent Sculpture (see
the discussions in section 2.2 and 2.3), we wondered “is
it possible to present a playful and ubiquitous work that is
1 The word “active”, specifically, means the asymmetry between audiences is flowering (see 3.3 for further discussion)
2 Although we admit there might be a suitable name more than intense
interaction, we consider a name of highly-playful interaction or highlyubiquitous should not be used, because both terms basically have nothing
to do each other. By the same reason, a name highly-interactive art should
not be used, which may make also confusion between the “highly flexible
open” interactivity by Steve Dixon (see the discussion in 3.1).
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intensely interactive? [1, 2]” This idea came to the basic
motivation of this paper.
Since both installations were participatory or responsive,
we could imagine at first simply that it would be more interesting if it introduced a kind of musical complexity into
the expression of the hyper-directional sound. For example, if it uses an interactive algorithmic composition software for the sound, which “composes” the real-time sonic
environment; in this kind of environment, the audience
should be able to trigger the interaction as they play a musical game, or interact with a sonic organism.
Subsequently, we defined its elements as the playful interaction and the ubiquitous interaction and summarised
them in a concept called the intense interaction that we
invented. Data Auditorio (see chapter 6) is an interactive
hyper-directional sound environment which was created to
realise the intense interaction. Towards the intense interaction, we will discuss from the next chapter the related
factors.
2. RELATED WORKS
When one tries to design a hyper-directional speaker application, what kind of works should s/he refer to? In this
chapter, we discuss the related works towards the intense
interaction.
2.1 Sounding Objects and Prepared Loudspeakers
Given what is known about the sounding object or the prepared loudspeaker environment like Rainforest by David
Tudor (see section 4.2 for further information), it is evident that a similar work uses the hyper-directional speaker:
Cloud Forest - Foyer by Fujiko Nakaya and Shiro Takatani
(August, 2010) [3] 3 . It creates loudly propagative “complex sonic carpets” like a fog in space, where audience can
listen to the kinetic sound of the hyper-directional speaker
outside the installation. In other words, the participation
of audience is not an essential element in Foyer, even if it
is a likely activity [4]. In addition, in terms of ubiquitous
participation (see the discussion in the chapter 5), it is evident from the installation design that the hyper-directional
loudspeakers, which are placed on a mirror for its optic attraction, may get in the way of the seamless participation
of the audience (audience exploration of the space).
2.2 Participation of Audience
Contrasting with the Foyer, we name as a participatory
installation Reverence in Ravine by Daichi Misawa (January, 2011) [1]. It necessitates the audience exploration of
the space as an essential element to appreciate the hyperdirectional sound - that is, it aims to present the very structure of the hyper-directional sounds (as well as the visual
structure) as a kind of “transparent sculpture”, instead of
the prepared speakers. In fact, its space is nearly empty,
except some necessary equipment and asks the audience
explore the space as an essential element. In this regard,
we may name another work presents a “wall” structure
3

As written on the website, the title is a reference to the Rainforest.

of hyper-directional sound, Between You and Me by Anke
Eckardt (November, 2011) [5] 4 .
2.3 Interactive Hyper-directional Sound
As an interactive art uses the hyper-directional sound, we
mention the Transparent Sculpture by Misawa (August,
2012) [2]. As Ravine, it presents the hyper-directional
sound structure which is interactive above the empty stage.
The interactive sound is, in fact, a real-time audio feedback of the space like a “mirror of [the hyper-directional]
sound.” In other words, it was a responsive audio feedback
environment 5 .
3. PLAY
3.1 Interactive Art
What is interactive art? We define it as an indeterminate
state of a connective 6 . It is continually reorganised and
embodied by all audience and changes the audience’s status (role) involved in the work [7, 8]. We consider audience in the interactive art is not separated from the work,
but connected and embodied. In other words, an activity
between audience and interactive interface is interrelated,
which is the very work of art.
According to Söke Dinkla, interactive art is a floating
work of art that “is no longer the expression of a single
individual. Neither is it the expression of a collective, but
it is the state of a ‘connective’ - a web of influences that
are continually reorganised by all participants [9] 7 .”
3.2 Playful Interaction
The intense interaction is, in this paper, based on the game
called performance play. We define playful interaction as
an interaction that can be a performance and a mindset to
overcome an existing patterns of reality 8 . It is based on
the following definitions.
Steve Dixon said play is a fundamental element of the interactivity and it “encourage[s] playful, childlike fascination [11].” According to Brian Sutton-Smith, “almost anything can allow play to occur.” He defined Performance
play as playing piano, playing music, being a play actor,
playing the game for the game’s sake [12]. Based on Roger
Caillois’s discussion, the Performance play can be related
to the game of mimicry [13]. On the other hand, Georg
4 Young and Zazeela’s Dream House (see 5.1 Auditory Interfaces)
might be a former example of a kind of sound and light installation in an
empty space, although it used loudspeakers such as Leak Mark II Sandwich speakers, Argus-X Custom 450 speakers, etc. [6].
5 Linear sounds were also played in the version 1, 2012.
6 An interface with tuned determinate responses can be considered as
a musical instrument, rather than the interactive art, in this paper.
7 We mention some informative definitions. Katja Kwastek defined
the interactive art as an interactive processes that “need not be digitally
mediated” [10]. Steve Dixon stated an interactivity ranges “from simple stimulus-response closed modes to highly flexible open models,” and
categorised as 1. navigation, 2. participation, 3. conversation, 4. collaboration, ranking them in ascending order by their own openness of
interaction [11].
8 One might be possible to find examples of the playful activities from
the role of “the fool” in the King Lear by William Shakespeare and Puhua
in the Record of Linji, though they are both extreme examples and we
suppose most of the people can not behave witty and humorous like them.
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Russegger added that “the ability of playfulness is becoming a powerful tool and mindset for individuals to overcome existing patterns and standards,” and “ ‘I am playing.’ means ‘I can do something that I am not otherwise
doing [14].’ ”
3.3 Audience Activities and Asymmetry
In terms of audience activities in the performance play, Auditorio tries to flower the asymmetry between audience activities, e.g. an unexpected and distinctive activities. We
consider the asymmetry is based on the difference between
the codes of audience members.
According to Stuart Hall, an audience can be categorised
into the three codes (positions) in a communicative exchange: the dominant-hegemonic code, the negotiated code
and the oppositional code. Each audience member can be
considered as a personalised code (for a communicative
exchange; that is, for an encoding / decoding process) and
the positions can be asymmetrical and various [15] 9 .
For example, an audience member may be categorised
into the oppositional position, when they behave untraditional, non-standard and experimental - that is, playful,
or in any fashion that they are far from being dominanthegemonic 10 . Based on the asymmetry between the codes,
what can be claimed here is, in the course of playful interaction (performance play), Data Auditorio depicts the
significance of the audience asymmetry as a work of art.
4. MUSICAL ISSUES
Musical element plays an important role to “compose” the
playful interaction (performance play) of Data Auditorio.
In this chapter we discuss the related works towards the
intense interaction.
4.1 Body of a Performer
What is the role of body in Data Auditorio? As we discussed in 3.1 (interactive art), we consider the activity of
body in the performance play as a work of art. It is a variable and a transformable, in which there is little boarder
between an audience, a performer and an observer 11 .
4.2 Algorithmic Composition
Noticeably, some artistically significant achievements to
take advantage of sound processing were made before the
advent of the digital age. In the first version of his Rainforest (1968), David Tudor “established a means of sound
transformations” using not electronic modulation, but the
resonant nodes of a variety of physical objects [16]; this
would be one of the earliest examples of sound-processing
installation.
9 We admit audience are not only asymmetrical, but also has a symmetrical character, to some extent.
10 In other words, when an audience follows a certain traditional
fashion, instruction and manual, they are categorised into dominanthegemonic position.
11 By the way, although performance play necessitates the use of body
of audience, the use of radio wave and electronic signals of body might
be a different field where, e.g., Alvin Lucier’s Music For Solo Performer
(1965) would be one of prominent works.

It is also suggestive that the theoretical basis of granular synthesis was pioneered in the very analog age. It was
1960 when Iannis Xenakis developed a compositional theory for grains of sound for the first time, and 14 years later
in 1974, Curtis Roads accomplished “the first computerbased implementations of granular synthesis” [17]. Though
David Cope refers to John Cage’s Music of Changes (1951)
as one of the modern prototypes of algorithmic composition [18], it is also true that the algorithmic procedures of
electronic sound processing have motivated composers to
adopt the systems as both macro and micro structures of
their works especially after the mid-1960s.
4.3 Use of Audio Feedback
Robert Ashley’s The Wolfman (1964), for voice, tape and
vocal feedback, is an early example of a composition using
audio feedback [19]. This music was incredibly powerful,
but at the same time, it was inevitable that its excessive
sound pressure level terrified many audiences by threatening their aural “health” [20]. Steve Reich’s Pendulum Music (1968) also takes advantage of the feedback sounds that
occur between loudspeakers and the microphones swinging back and forth over them. Working along his “phasing”
technique quite effectively, the audio feedback is conceptualised in very inspiring ways; since it keeps the sonic phenomenon naked, it could motivate composers and sound
artists, specifically us, to raise an important question: “then,
how would you manipulate this powerful energy?”
In this context, the significance of the software, Feedback
Grain, of which details are discussed in 6.3, is that it provides a systematic set of methods to utilize the very powerful energy of feedback sounds, keeping it under control.
The use of dynamic-range compressors enables one to manipulate the feedback loop without taking too much risk of
terrifying audiences or blowing up loudspeakers. The complex feedback system can also work as a meta-structure of
an algorithmic composition.
5. UBIQUITY
5.1 Auditory Interfaces
While we use the hyper-directional speaker as a primary
tool, we hope it is not a controversial approach. Given
the history of art and music, one can realise “designers”
have utilised a diverse range of auditory interfaces. For
example, we name Luigi Russolo’s interface Intonarumori
and can also note that John Cage’s 4’33” (1952) implied
a social and environmental activity as an interface, and La
Monte Young and Marian Zazeela’s Dream House (1962)
used the air in a room as an interface [21, 22, 6] 12 .
5.2 Technology that Disappears
Concerning the design of an auditory interface, we clarify
here that we designed the Data Auditorio for ubiquitous
interaction. We define it as a rational interaction which
seamlessly and intuitively enables people to experience its
12 Dream House is a continuous frequency environment of sound and
light which established “the pattern of high and low pressure area” by a
single sine wave; that is, variable loudness.
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essential function and to accomplish their purposes. It is
based on the Mark Weiser’s thought of making novel technologies.
Weiser described in 1999 that the ubiquitous technologies
are those that “disappear” and “fit the human environment”
[23]. As auditory interface designers, in this paper we try
to design a seamless interaction and do not want to present
something which may get in the way of a rational audience
experience [23].
6. DATA AUDITORIO
6.1 Equipment
Figure 3. Diagram of Interaction in Data Auditorio. “H”
means the human system and “M” is the machine system.
Figure. Feedback Grain ver. 2
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In Data Auditorio, all interactions are reflected upon the
machine-system-output in real-time, and concurrently they
also become the immediate feedback to the machine-systeminput, in which the unique radiance of momentary sonic
events is preserved and involved into the circular structure
of the audio signals.
As a human system, audience can interact with Auditorio basically through the 3 processes (see figure 3). The
first process is the hearing of the sound at their standing
spots within the installation (hearing). The second is the
positioning of their own bodies at the space which influences the third process (positioning). It is the sound altered
by their own activities such as clapping, stepping, speaking, muting, breathing, playing instruments, and so forth
(sound control).
As we said already in section 4.1, the performer as a variable can seamlessly transform into the audience, and vice
versa. The interactive sound is also processing the sound
from people who do not recognise themselves as they are
performing (as well as the sound from animal and environment).
The next section discusses the detail of the process of
software which was built by Kiyomitsu Odai until 2012
and subsequently utilised for the process of musical composition layer (see section 6.4) of Data Auditorio, 2013.
6.3 Software I: Feedback Grain
The software working inside Data Auditorio involves and
processes the real-time sonic environment in which the installation is placed, and the processed sound is thrown back
to the environment consistently (Figure 4 draws the diagram). This software, named Feedback Grain, mainly features two techniques: Compression Feedback Generation
Synthesis (CFGS) and Granular Synthesis (GS). CFGS is
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Data Auditorio takes advantage of a computer, an audio
interface, a hyper-directional speaker [24], a dynamic or
condenser microphone, a loudspeaker (optional), a spotlight (optional), a mirror (optional). The size of the installation is at least, 4 meters by 4 and 3 (width, depth, height)
though it is scalable as it is a site-specific installation. The
computer is 4GB memory and 2GHz Intel core i7 CPU on
Mac OS X (10.7) or equivalent.
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Figure 4. Diagram of Feedback Grain version 2.

the real-time algorithmic engine to use dynamic-range compressors in order to establish the feedback loop occurring
between the microphone and loudspeaker [25]. Then, GS
is utilised to transform a feedback stream into arranged or
scattered “grains” of sound [26]. Significantly, Feedback
Grain realises the radiance that is unique to the real-time
audio feedback; specifically, the sound quality is quite similar to the audio feedback, which recording engineers always struggle to eliminate, but its amplitude level is controlled so that it does not rise infinitely while its powerful
quality, which we call “radiance,” is maintained. Along
with the real-time feedback, the sounds from which the
granulated ones derive are continuously recorded in real
time and are stored in the buffers, which are updated all
the time, preserving the radiance. Musically, the granulated sounds add a rich variety of rhythmic verticality
to the horizontal, or drone-like, non-granulated feedback
sounds; in addition, being capable of triggering quite a
wide range of pitches enabled by the flexible manipulation
of the playback speed of each triggered sonic grain, the
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granulator enhances the variety in the frequency domain as
well. Though it is mostly a digital software constructed in
a computer, the connection between the input and output
is quite analog and always interfered with the audiences
and/or the space.
Here, in the relationship among the sound system, the
audiences, and the space, the quality of the interactivity is
complex yet quite organized. Firstly, the parametric sound
by itself is highly interactive because the patterns of its direct flow and sharp reflection are altered drastically when
they experience intererence. Secondly, the inner quality of
the sound can also be altered all the time because its source
is always picked up by the microphone to which audiences
are encouraged to feed their sounds, hence another interactivity. Thirdly, the CFGS that employs the compressor
enhances the interactivity, picking up and boosting up the
sounds with a very low amplitude level. The use of compressor, fourthly, also maintains the feedback loop that it
establishes and controls; the feedback loop is constantly
updated in real time and is also physically open toward
audiences. By involving its own audiences, conceptually,
Auditorio is to provide the game to “play”: that is, the installation is the artistic playground where “[they] can do
something that [they] do not usually do. [14]” The game
is actually serious and intense so that it challenges them in
a way. Despite the unique beauty, the feedback sound is
not euphonic in conventional senses, but it has the intensity to question their aesthetics on sounds. Therefore, we
call the interaction to be realised here, intense interaction.
Of course, interactive sound art is not new at all today, but
the concept the Auditorio attempts to realise, significantly,
is rather the high integration of those different layers of
interactivity into the relatively simple-looking installation
than interactivity by itself.

6.5 Installation Design
First of all, the installation is designed through viewing
the affordable space as a virtual coordinate space, like the
Reverence in Ravine [1]. Then the hyper-directional sound
structure is constructed in it. Therefore, the structure is
site-specific, yet it can exist discretely at a certain area
of the space owing to the directivity of hyper-directional
sound. Like virtual spatial coordinates are positioned in
a virtual coordinate space, the sweet-spots (listening area)
made with the hyper-directional sound structures are invisibly deployed.
The installation utilises the format of performance stage
to complement the “invisibility” of hyper-directional sound
structure (that is, for the ubiquitous interaction). For example, a microphone stand and a spotlight can be left in the
space. It aims to encourage the audience to interact in a
natural fashion, although it is possible to present an empty
space as Transparent Sculpture. Figures 5 and 6 show the
illustration of the installation and the sketch.
We use the spatial reflection of hyper-directional sound
concerning the effective sound design, since the hyperdirectional sound is clearly perceptible from a certain distance. According to the user’s manual of the parametric speaker, “the ideal height is above 4 meters from the
ground [27]” when it is positioned on the ceiling. In other
words, that a hyper-directional sound is reflected in a space
means it is utilising the summed-up distance in a way.
The conventional loudspeaker can also emit white noise
to offset the random propagative reflection of the hyperdirectional sound within the space, or some sounds if they
may enhance the audience interaction (optional). Light
(spotlight) can be also used to visualise the structure of
sound (optional). In addition, a flat board like a mirror can
be used for the effective reflection, since the wall or ceiling
is not flat often (optional).

6.4 Software II: Musical Composition Layer
In Data Auditorio, furthermore, there is a higher-level structure over Feedback Grain: the composition layer to manipulate the parameters of the feedback granulator. The
composition takes the form that circulates rather than having the beginning and end, and the triggers to change the
modes of interaction are mapped on its timeline, of which
a cycle generates the next one near its own end, avoiding
the exact repetition of itself. The circular structure is, obviously, designed so that it is analogous to the feedback engine, and also its musical timeline, based on the Fibonacci
series to converge onto the golden mean in the larger scales
of it, corresponds to the algorithmic delay lines (within
Feedback Grain), of which variables are smaller Fibonacci
numbers.
Here, it is quite important that the composition layer is
not only to add a time axis to the installation, but also to
employ its interactivity as a parameter; in its timeline, the
degrees of interactivity, as well as the modes of interaction,
are varied. Thus, the goal that the Auditorio tries to achieve
is not interactivity by itself, but the intense structural complex of which interactivity is one of the elements.
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7.2 Experiment for the Intense Interaction

Figure 6. Installation Sketch of Data Auditorio.
7. EXPERIMENT AND EVALUATION
This chapter describes the evaluation of the demonstrations and the experiments of the Data Auditorio, in which
the demonstration at the NTT InterCommunication Center
(ICC) was conducted by Odai and the other demonstrations
and experiments were conducted by Misawa.
7.1 Audibility Demonstration
Data Auditorio was demonstrated in May 26, 2013 at our
private studio in Linz, Austria, from 2:00 to 5:00 AM. It
was recorded with binaural microphones and video in order to demonstrate the different audibility and interactivity
of Auditorio. The size of the whole space was approximately 4 meters by 8 and 3 (width, depth, height); there
was no audiences then. As the recording shows, the environmental sound was nearly silent. The loudspeaker was
not used. The course of demonstration was plotted previously.
We pick up some remarkable events. During the demonstrating, when the author was in front of the microphone
under the spotlight, the feedback sound was clearly audible and was also nearly inaudible at approximately 2-3
meters away from the spotlight. Yet, the amplitude level
depended on the distance and the response mode of the
feedback system. That is to say, when the system’s output
gain was high, it was actually to some extent audible even
from 2-3 meters away (though the musical details were not
clear).
Another audibility demonstration was made in a conference room at NTT ICC in Tokyo. It was a large rectangularshaped space with hard walls, and there, we found that the
sound from the hyper-directional speaker was capable of
becoming a discrete pattern of the sonic beam that reflects
around the space. This particular demonstration was done
with ICC curators on August 20, 2013, and both of them
seemed interested, especially in the distinctive pattern of
the sound.

In the experiment on April 7, 2014 where we did a lecture
and a performance for the audience (students), we could
observe ourselves that by the own performance we were
trying to alter the existing patterns of the reality in the
space significantly for the audience, though no one asked
us to do it - that is, we did not just demonstrate the interactive algorithmic sound and how it works, but also pursued an playful patterns of reality through the performance,
singing, etc. (as a playful interaction of an interactive art).
An interesting event happened during the performance
that can be a very example of the intense interaction, in
which an audience member surprisingly passed me a tambourine to play it and enhance our performance (playful
and ubiquitous interaction). Subsequently, we changed the
mode of performance play from a singing into a more instrumental and rhythmical performance and pursued a playfully interesting performance. If there was an obvious boarder
between the performer and the audience, this event would
not happen.
On June 27, 2013, from 4:30 to 5:30 PM, an interaction
experiment for the Auditorio took place in Linz, Austria.
The size of the entire space was approximately 6 meters
by 10 and 4 (width, depth, height). There were about 10
people around the installation, and some of them were voluntarily communicating with it. It was also documented in
the video, where three people’s interactions were sampled.
From the audience interaction, we know that the audience took little time until starting their performance (ubiquitous interaction), was speaking about their experience
and singing a song that they knew as a performer (playful interaction). For example, some people sang different
foreign songs that they knew, even though no one asked
them to sing it (audience asymmetry). These songs were
mirroring their existing knowledges and experiences (that
is, they were the songs related to the countries that they
stayed more than a few or several years.)
7.3 Evaluation
In terms of the ubiquitous interaction, we could see some
notable facts. Firstly, they took a few moments to step toward the microphone and perform in front of it. Secondly,
most of the audience soon became aware that their own
voices were fed back to themselves and audience interaction was overall quite smooth (seamless and ubiquitous
transformation into a performer).
In terms of playful interaction, sometimes, we observed
that performers looked tense, embarrassed and not used to
doing a performance (acting, speaking and singing). The
reason seemed to be that they were in fact asked to interact with the audience in addition to the machine system
of Auditorio. We could see this tension and seriousness in
the performance play of audience could be a proof of the
playfulness. It would be evident that they were struggling
with the indeterminate state (e.g. sound pattern, reactions
of people, atmosphere) in the space to change its existing
patterns significantly. That is to say, they were quite rational in the performance play, rather than just being funny.
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It might mean when people are exposed in front of the others, they often became playful and Data Auditorio used this
tendency. In addition, the interactive sound based on the
musical composition (Feedback Grain) was also another
element influenced the change of the mode of performance
play, at least in the performance with a tambourine.
In addition, in terms of the asymmetry of audience activities that can influence the degree of significance of the performance play, we could observe an interesting asymmetry. Some audience members were unexpectedly singing
different foreign songs reflecting their own existing knowledges and experiences and the audience activities were not
only singing, but also descriptive speech for other audience and instrumental performance using a tambourine,
etc. That is, in the performance play, in addition to the
physical involvement, the verbal activities of audience were
the very interactive performances depicting the asymmetry
between the audience activities (the differences between
people). In this regard, the performance play was often
active, thereby making the intense interaction a flowering
endeavour.

Figure 7. Installation design of the extended Data Auditorio.

8. FUTURE WORKS AND CONCLUSION
Based on these evaluations, we conclude Data Auditorio
succeeded in presenting the intense interaction to some extent that the activity of people came to be part of an interactive art in a form of performance play (playful interaction)
in a natural fashion (ubiquitous interaction).
The outcome of this research can be applied to any interaction design that uses the hyper-directional speaker. Specifically, when the system aims to present playful and ubiquitous interaction.
As a future work, it might be fair to say, although this paper presented one of the ideal designs, the speaker position
and other details can be redesigned carefully again, since
the installation is site-specific installation and the space of
exhibition varies every time.
In addition, Data Auditorio can be extended and/or applied to some large-scale installations or performances, although its design is compact by itself. Figure 7 shows an
example of the designs, in which each Auditorio can function as a node, introducing a MIDI player piano.
We would also admit that it could lead to interesting results to introduce the physical interfaces for parametric
sound with various components, sensors, and/or actuators,
being aware of the ubiquity of technologies. We list up
the possibilities as follows. Microphones: cardioid condenser, omni-directional condenser, hyper-directional condenser, contact microphone, hydrophone, etc. Photoresistors or cameras: LEDs, light bulbs, etc. Motors: brush
motors, stepper motor, serve motors, etc. Other objects:
fans, magnets, fluids, musical instruments, loudspeakers,
natural objects, etc.
Acknowledgments
Data Auditorio would not be realised without many mentors, observers, and audiences. We gratefully acknowledge Professor Christa Sommerer, Martin Kaltenbrunner,

Michael Schweiger, Laurent Mignonneau, Michaela Ortner in Interface Cultures Lab and Sound Studio K2 at Kunstuniversität Linz, Austria for supervising this paper and
Auditorio. We also appreciate Professor Curtis Roads very
much for supervising the development of Feedback Grain,
the software working inside Data Auditorio. We also thank
Minoru Hatanaka and Yasuko Yubisui for observing and
commenting on a prototype of this work at NTT InterCommunication Center.
9. REFERENCES
[1] D. Misawa, “Reverence in ravine: A transparent sculpture in coordinate space for installation art,” in The proceedings of the Virtual System Multimedia (VSMM).
Milan: IEEE, 2012.
[2] ——, “Transparent sculpture: an embodied auditory
interface for sound sculpture,” in Tangible and Embedded Interaction (TEI). Barcelona: ACM, 2013.
[3] N. Fujiko and S. Takatani. (2010) Cloud forest - foyer.
[Online]. Available: http://www.ycam.jp/en/art/2010/
04/fujiko-nakaya-shiro-takatani-n.html
[4] ——. (2010) Cloud forest - foyer, opening live
performance. [Online]. Available: https://vimeo.com/
58233777
[5] A. Eckardt. (2011) Between you and me. [Online].
Available: http://archive.aec.at/submission/2012/DM/
43448/
[6] L. M. Young and M. Zazeela, Selected Writings,
ser. PDF, ubuclassics, 2004. Munchen: Heiner
Friedrich, Munchen, 1969. [Online]. Available: http:
//www.ubu.com/historical/young/index.html

- 1675 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

[7] H. Leopoldseder, Ed., Der Prix Ars Electronica 1990
- International Compendium of the Computer Arts.
Linz: Veritas Verlag, 1990.

[24] RFS. Spotdap 450 user’s manual. [Online].
Available:
http://www.rsf-int.com/downloads/pdf/
RSF SpotDAP450 manual en.pdf

[8] N. Stern, Interactive Art and Embodiment: The Implicit Body as Performance (Arts Future Book), 1st ed.
Gylphi Limited, 2013.

[25] K. Odai, “Toward the transcendental structures of music,” Ph.D. dissertation, University of California, Santa
Barbara, 2012.

[9] S. Dinkla, New Screen Media. Cinema/Art/Narrative.
The British Film Institute (BFI), London, and the Center for Art and Media (ZKM) Karlsruhe, 2002, ch. The
Art of Narrative - Towards the Floating Works of Art.

[26] C. Roads, Microsound.
The MIT Press, 2004.

[10] K. Kwastek, Aesthetics of Interaction in Digital Art.
MIT Press, 2013.

[27] RFS. Spotdap 450 directional audio sound system installation tips. [Online]. Available: http://www.rsf-int.
com/downloads/pdf/RSF SpotDAP Install tips en.pdf

[11] S. Dixon, Digital Performance. The MIT Press, 2007.
[12] B. Sutton-Smith, The Ambiguity of Play. Harvard University Press, 2001.
[13] R. Caillois, Man, Play and Games. University of Illinois Press, 2001.
[14] G. Russegger, Ars Electronica 2010:
Repair.
Hatje Cantz, 9 2011, ch. Playful Interface
Cultures. [Online]. Available: http://www.ufg.ac.
at/IC-Student-Projects-at-Ars-Electronica-2.7223.0.
html
[15] S. During, Ed., The Cultural Studies Reader.
ledge, 2007.

Rout-

[16] D. Tudor. (1968) Rainforest. [Online]. Available:
http://davidtudor.org/Works/rainforest.html
[17] C. Roads, The Computer Music Tutorial. Cambridge,
Massachusetts: The MIT Press, 1996.
[18] K. Muscutt, “Composing with algorithms: An interview with david cope,” in Computer Music Journal,
vol. 31, no. 3, 2007.
[19] R. Ashley, Robert Ashley – The Wolfman (1964) for
voice, tape and vocal feedback performed by Keir
Neuringer (vocals) and Joel Ryan (live electronics).
BBC Radio 3, May 2005.
[20] S. Smoliar. (2013) An introduction to robert
ashley provided by kyle gann. [Online].
Available:
http://www.examiner.com/article/
an-introduction-to-robert-ashley-provided-by-kyle-gann
[21] L. Russolo and F. B. Pratella, The art of noise: destruction of music by futurist machines. Sun Vision Press,
2012.
[22] J. Cage, Silence: Lectures and Writings.
University Press, 1961.

Cambridge, Massachusetts:

Wesleyan

[23] M. Weiser, “The computer for the 21st century,” Mobile Computing and Communications Review - Special
issue dedicated to Mark Weiser, vol. 3, no. 3, pp. 3–11,
1999.

- 1676 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

Ecologically grounded multimodal design:
The Palafito 1.0 study
Damián Keller

Joseph Timoney

Leandro L. Cons
talonga

Ariadna Capasso

Patricia Tinajero

NAP, Federal University
of Acre
dkeller@ccrma.s
tanford.edu

National Universiy of Ire
land, Maynooth
joseph.timoney@
nuim.ie

Federal Universoty of
Espirito Santo
leandro.costa
longa@ufes.br

Independent Artist,
NY, USA
ariadna102@
hotmail.com

Independent Artist,
Quito, Ecuador
ptinajer@g
mail.com

Victor Lazzarini

Marcelo Soares Pimenta

Maria Helena de Lima

Marcelo Johann

National Universiy of Ireland,
Maynooth
victor.lazzarini@
nuim.ie

Federal University of Rio
Grande do Sul
mpimenta@inf.ufrgs.
br

Federal University of Rio
Grande do Sul
helena.lima@ufrgs.br

Federal University of Rio
Grande do Sul
johann@inf.ufrgs.
br

ABSTRACT
We present results of a ten-month design study targeting
the observation of creative artistic practice by a video-ar
tist, a sculptor and a composer. The study yielded the
multimedia installation Palafito/Palafita/Home-on-stilts
1.0, featuring 19:30 minutes of sonic material and video
footage, and three 5x8x3-meter raw-wood sculptures.
This paper focuses on the procedural dimensions of the
asynchronous, ubiquitous group activities carried out by
the three subjects through light-weight, off-the-shelf in
frastructure. Data was extracted from a virtual forum and
a file repository. The analysis of the creative exchange in
dicated cycles of activity alternating between reflection,
exploratory action and product-oriented action. The parti
cipants were engaged in reflective activities 63% of the
time, epistemic activities spanned 33% of the study and
product-oriented activities accounted for only 4% of the
creative design cycle. Dialogic activities did not follow a
regular pattern, but a relationship between enactive and
dialogic activities was observed. We discuss the implica
tions of these results for embedded-embodied approaches
to sound art.

1. INTRODUCTION
Late 1990s creative music practice research has shown
several methodological and conceptual problems that po
int to a need of renewed paradigms. With the progressive
dismissal of purely formalist approaches to music
making, the existing theoretical tools show limitations
[37, 46]. Feldman's (2000) critical metaphor of the 'com
poserly hand' summarizes a general trend toward reliance
on extra-musical processes (computational tools, environ
mental sounds, extra-musical media, audience participati
on) that erode the image of the isolated composer creating
music just 'in the head' [58]. In this paper we argue that
ecologically grounded frameworks may provide the ne
cessary theoretical tools to deal with ubiquitous musical
phenomena. We present data produced through a multi
Copyright: © 2014 Damián Keller et al. This is an open-access article
dis- tributed under the terms of the Creative Commons Attribution Li
cense 3.0 Unported, which permits unrestricted use, distribution, and
reproduction in any medium, provided the original author and source
are credited.

modal creativity-centered design study that features eco
logically grounded techniques as the main procedural
strategy. First, we provide a summary of contributions of
the embedded-embodied approaches to music making.
The increased participation of non-musicians in creative
activities and the enhanced role of place as key creative
factors underline the need of renewed design methods.
Part of this gap is addressed by the methodological ad
vances in creativity-centered design summarized in the
second section of the paper. We describe a ten-month
case study involving three artists-participants collabora
ting remotely through off-the-shelf, lightweight infras
tructure. The last section places the results of the study
within the context of current efforts in embedded-embo
died approaches to creative sound art.

2. ECOLOGICALLY GROUNDED
CREATIVE PRACTICE
Ecologically grounded creative practices entered the mu
sic arena through two initiatives: one targeting musical
analysis and the other composition. Through an acute and
highly critical essay, Windsor (1995) brought several
ecological concepts into the realm of musical analysis.
His proposal – although tuned to the demands of studiocentered electroacoustic practice – highlighted the close
affinity between sound art practices and ecologically ori
ented theoretical efforts. His proposal attempted to esta
blish a bridge between the concept of affordance and the
triadic representational model proposed by Peirce (1991),
arguing for a sign-oriented reinterpretation of affordan
ces. Working independently from a complementary pers
pective, Keller and Truax (1998) proposed a Gibsonean
approach to music making. Ecologically grounded syn
thesis techniques were presented as a proof of concept of
the applicability of the embedded-embodied approach to
cognition within the context of creative music making.
Two ecologically grounded works featured examples of
natural synthetic textures and real-world synthetic events:
“... soretes de punta.” [27] – see Basanta (2010) for a
thorough analysis of this piece – and touch'n'go [29].
Both Windsor (1995) and Keller (1999a; 2000) provided
an initial coverage of an experimental literature that was
scattered across disciplines in psychoacoustics, biology,
robotics, human-computer interaction and cognitive sci
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ence. These research efforts fostered a surge of ecologi
cally oriented artistic and theoretical developments du
ring the following decade.
Windsor's (1995) and Keller's (1999a; 2000) works had
two different objectives. Windsor's objective was to pro
duce perceptually based analytical tools that could provi
de groundings for descriptive theories of musical pheno
mena. Keller strived for a creative practice supported by
perceptually sound methods and theories. While one was
interested in the study of compositional results that were
not contemplated by the extant musical theories, the other
searched for compositional techniques that could deal
with musical phenomena encompassing mundane experi
ences with sound. Their results were convergent. They
concluded that embodied-embedded approaches to music
would need to tackle: (1) everyday sonic experiences for
ming the basis of musical experiences; (2) socially em
bedded musical phenomena, as opposed to autonomous,
self-referential 'sound objects'; (3) sound events, as highlevel units resulting from interactions between agents and
objects; (3) affordances, or the opportunities and cons
traints that arise from processes of mutual adaptation
between agents and objects.
Despite their convergent conclusions, Keller's and Wind
sor's theoretical efforts faced the same brick wall encoun
tered by the embedded-embodied approach to general
cognition. It was already clear that musical phenomena
were socially grounded, but ecological psychology did
not provide conceptual tools to handle processes that de
pended on off-line knowledge and socially based mea
ning. Keller (2000) resorted to the soundscape concept of
referentiality [54], but soon moved toward a more speci
fic version of individual experience adopting the notion
of a personal environment or personal sense [34]. Wind
sor (1995) employed semiotics. The semiotic view, roo
ted in the tradition of disembodied linguistic studies, sug
gests that experiences can be reduced to syntactical abs
tract relationships detached from everyday experience. As
Windsor commented at the time, the semiotic perspective
holds that meaning is determined by a system of dual re
lationships encompassing signifiers and signifieds, as op
posed to message decodification or actual experiences in
the world. Since meaning demands a constant process of
translation between experiences and cultural codes, mate
rial objects and environmental events become just signs
which stand for something else. Ecologically grounded
criticisms have been targeted at this kind of representatio
nalist perspective [9, 10, 55, 57]. In Gibson's (1979:253)
own words, “knowledge of the world cannot be explained
by supposing that knowledge of the world already
exists.” If natural affordances are the result of mutual
adaptations between agents and objects, the proposition
that signs provide an intermediate layer between agents
and objects is difficult to support. This is the key diffe
rence between the ecocompositional theoretical fra
mework and the semiotic perspectives. In the former,
agent-object interactions provide the necessary grounding
for sonic affordances. Contrastingly, semiotics-based ap

proaches resort to signs as the basic mechanisms for so
nic meaning formation.
After Windsor's and Keller's initial proposals, several ar
tists embraced embedded-embodied cognition as a con
ceptual and methodological basis for their creative practi
ce. Matthew Burtner (2005; 2011) realized a number of
compositional experiences involving field recordings and
interactive techniques. As a reference to early perceptual
research, he labeled his work 'ecoacoustics.' Agostino Di
Scipio (2002) expanded the palette of synthesis techni
ques by applying iterated functions to produce natural
textures. His compositional work Audible Ecosystemics
[17] featured the use of space as a key parameter for realtime creative practices. Natasha Barrett (2000) and Tim
Opie proposed techniques for gathering acoustic field
data produced by animals and physical agents [49]. Bar
rett's compositional work included the use and implemen
tation of spatialization techniques based on ambisonics.
Davis (2008) and Basanta (2010) adopted ecologically
oriented approaches to increase the participatory appeal
of their sonic installations. And Nance (2007) and Lock
hart introduced ecologically grounded practices into the
realm of instrumental composition [45].
A common denominator of embedded-embodied musical
creative practices is the close integration of sound proces
ses shaped after natural phenomena with perceptual
and/or social factors wrought by everyday experience.
The ecocompositional paradigm that has emerged from
the multiple creative projects realized since 1997 encom
passes two strategies: (1) the construction of a theoretical
framework for creative practices supported by embeddedembodied cognitive mechanisms [28, 30, 32, 34, 35]; and
(2) the concurrent development of design techniques co
herent with this theoretical scaffolding, featuring partici
pation and emergence as the two central creative driving
forces [22, 33, 38, 44, 47, 51]. The study described in the
second part of this paper deals with the former set of issu
es, highlighting the social dynamics of the procedural di
mension within ecocompositional practice.
As Windsor stated in 1995, prescriptive musical theories
such as Schaeffer's (1977) and Boulez's (1986) will even
tually be replaced by descriptive and predictive theoreti
cal endeavors. Ecologically grounded musical analysis
falls into the first category and sonic ecocomposition fills
the second gap. Although these approaches do not make
aesthetic assumptions or impose creative restrictions, they
can be characterized in simple terms. As suggested by
Keller (1999a), ecologically valid sound is a by-product
of situated social activity: its ecological validity can be
defined by the observation and realization of interactions
in everyday settings. The action of the individual on the
environment and the influence of the environment on the
individual determine a process of mutual adaptation, yiel
ding specific affordances. This process can be modeled
through algorithmic tools, providing support for ecologi
cally constrained creative sonic outcomes.
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3. DESIGNING SUPPORT FOR CREA
TIVE MUSICAL ACTIVITIES
Despite the increasing number of creative projects that
adopt ecologically grounded methods, the procedural im
plications of this initiative remain unclear. Burtner (2011)
mentions 'impracticality' as a key factor shaping the eco
compositional experience. Providing further support for
the concepts of attunement and structural coupling [28],
Burtner's outdoor musical experiences do not seek just to
gather 'samples' but to allow for creative links to emerge
from the participant's personal knowledge and the local
environmental context. His work highlights the need for
effective collaborative tools for music making in the fi
eld, resonating with the methodological issues pointed
out by Barreiro and Keller (2010), and by Keller and co
authors (2010; 2011a). What seem to be absent from eco
logically grounded creative practices are effective design
procedures.
Recent approaches to design provide interesting comple
ments to the issues explored in ecologically grounded ar
tistic research. Liikkanen and coauthors (2011) argue for
the adoption of practice-based design methods focused on
creativity. Their proposal is situated within the Participa
tory Design initiative, integrating users as co-designers
[19]. On a similar vein, Botero et al. (2010) propose the
exploration of a continuum from use to creation involving
strategies such as repurposing of existing technology for
rapid prototyping. A central aspect of this emerging trend
is the focus on creativity and sustainability allied to the
adoption of participatory techniques. Two recent studies
carried out by the Ubiquitous Music Group applied a cre
ativity-centered design approach [44]. These studies hel
ped to identify a methodological gap in the development
of procedural support for creativity, namely, the lack of
time-based methods to study long-term creative musical
practice. The following section provides a description of
the first study to address this gap.

4. PALAFITO 1.0: A MULTIMODAL
DESIGN STUDY
4.1. Subjects

The participants were two females – a video-artist and a
sculptor – and a male composer. The three subjects were
experts in their respective fields but only the composer
had formal training in music. The choice of researcher-ar
tists familiar with ecologically grounded methods is war
ranted by the exploratory nature of the study. As noted by
Shneiderman and Plaisant (2006), Eaglestone et al.
(2008) and Collins (2005; 2012), long-term studies with
experts provide detailed information on creative methods.
A long-term creative project may provide insights on as
pects of creative practice that have not been addressed
from an embedded-embodied perspective.

4.3. Settings and materials

The design study avoided the introduction of disruptive
environmental factors by adopting the artists' usual
working settings.
Audiovisual source materials were gathered by the au
thors through an ecocompositional journey that encom
passed several locations in the Ecuadorean and Peruvian
Amazon tropical forest [31]. These raw materials served
as anchors [33], for the elaboration of the sculptural, vi
sual, and sonic elements utilized in the piece. The experi
ence of the journey provided the social grounding for the
conceptual relationships later developed in the sounds,
the visuals and the text of the piece [8].
Technological support was incorporated through cycles
of demand-trial-assessment. Early domain restriction, i.e.
the focus on isolated aspects of tool usage precluding
broader conceptions of creativity support [39] (Keller et
al. 2011b), was avoided by embracing a parsimonious ap
proach to the adoption of new information technology ob
jects. Priority was given to repurposing of existing re
sources as opposed to development from scratch [4, 22,
56].
4.4. Procedures

During a ten-month period, the three subjects' creative ac
tivities were monitored using two tools: a virtual forum
and a file-exchange repository. Creative exchanges en
compassed three activities: argumentation [51] (a form of
dialogic activity involving verbal exchanges) and episte
mic and enactive activities [33]. Argumentation was done
mostly through asynchronous dialogues (only two en
counters were carried through video-conference).
Epistemic activity encompassed the exchange of textual,
visual and sonic materials. This form of dialogue was
complementary to the process of argumentation and ser
ved to materialize the concepts being considered. Enacti
ve activity involved the exchange of material that was in
tended to be part of the work. Therefore, only the materi
als that were approved through an argumentation cycle of
proposals and commitments and that were labeled as ac
ceptable creative products by at least one of the artists
were considered to be the outcomes of enactive activity.
For the purpose of analysis three types of resource trans
fers were considered: (1) proposals – concepts and mate
rials that were not previously explicitly stated within the
domain of the creative work; (2) commitments – explicit
approval of proposals ensuing incorporation of new pro
cedures or products; (3) rejections – explicit exclusion of
proposals from the creative epistemic space.
4.5. Results

This section provides information on two aspects of the
study. First we present a short description of the creative
product, complemented by the audiovisual material ap
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Figure 1. Plan of the Palafito 1.0 installation at Flo
or4Art Gallery. Social interaction is afforded by the ins
tallation space.

pended to the paper. Then we summarize the behavioral
data obtained through ten months of daily observations.
4.5.1. Creative product results

4.5.2. Creative activity results

The study yielded the multimedia installation Palafito/Pa
lafita/Home-on-stilts. Its first exhibit was held at the Flo
or4Art venue in Manhattan, New York (Floor4Art 2012).
The exhibit took place during the month of November
2012 and ended with a closing gathering on December 1.
The second exhibit took place in Denver, CO, USA, at
the Museum of the Americas from June to September
2013.
The sculpture featured three 5x8x3-meter metal and wood
vertical structures hanging from the ceiling and placed on
the floor of the installation space (see figure 1). Three au
diovisual tracks, lasting 6:30 minutes each, were played
as loops on two stereo and one mono playback modules.
The single-track module consisted of a DVD-player and a
directional speaker (house 3). The speaker was attached
to the ceiling, pointing straight downwards, and the sound
beam was adjusted to span a radius of approximately one
meter, creating an isolated sound field. The video footage
was displayed on a 10” LCD screen. The two stereo mo
dules featured video projectors attached to the ceiling, fa
cing opposite walls (houses 1 and 2). Two DVD-players
sent audio to two sets of speakers hanging from the walls
at a height of 2.5 meters, matching the locations of the
projected videos (figure 1).
The layout of the installation was designed to allow the
visitors to walk freely within the gallery space. Consis
tently with other ecologically grounded creative endea
vors [36](Keller et al. 2002), the actions of the visitors
were considered a central component of the artwork ex
perience. Depending on the locations of the participants,
different combinations of visual and sonic content were
available. The house 1 module defined a sound field
constrained to the sound beam area. Thus, the listeners
had to be standing in front of the module to access the
sounds. The sound fields corresponding to house 2 and 3
were audible throughout the gallery space. But given dif
ferent distances from the sources, visitors were free to de
sign their own mixes by exploring the multiple perspecti
ves afforded by the space (figure 1).

The data analyzed in this section comes from two sour
ces: (1) a virtual forum where the three artists exchanged
ideas while developing the work (these exchanges took
the form of text messages and pictures); (2) a file-exchan
ge repository which served to gather audiovisual materi
als, creative support surrogates (temporal maps and lowresolution video footage), creative products and technical
information consisting of plans, pictures of designs and
equipment specifications.
The data extracted from the virtual forum included: a
time stamp, the name of the contributor, and the content
of the message. The data retrieved from the file reposi
tory encompassed: a time stamp, the name of the contri
butor, the name of the resource, the type of resource (ei
ther material, c-surrogate or product) and the operation
applied (upload, download, move or rename). Data was
formatted as tabulated text files and irrelevant entries
were removed. The following selection criteria were ap
plied: (1) only proposals, commitments and rejections
were included in the argumentation database; (2) only
uploads of materials, surrogates or products were added
to the activity database.

Figure 2. Overall performance: comparison of time de
voted to enactive (dark gray), epistemic (gray) and re
flective activities (white).

Adopting the definitions provided in the previous section,
we can analyze the data to gather an overall profile of the
activities realized during the creative process. The first
190 days encompass reflective activities, i. e., activities
that focused on the exchange of concepts but had no ma
terial counterparts. Epistemic activities involved trading
creative surrogates and materials. These activities lasted
99 days. The remaining 15 days were dedicated to enacti
ve activities featuring the elaboration and sharing of crea
tive products.
4.5.3. Dialogic activity

We define dialogic activity as the exchange among agents
within the context of creative activity. This study focused
on one form of dialogic activity: argumentation [51]. For
the purposes of analysis we established three categories
of argumentation: proposals – exchanges that point to
new processes or products within the epistemic space; re
jections – exchanges that exclude proposals from the
epistemic space; commitments – exchanges that introduce
proposals within the epistemic space.
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4.5.4. Epistemic and enactive activities

Figure 3. Percentage and number of exchanges during
dialogic activity, subject 1 (dark gray), subject 2 (light
gray) and subject 3 (white). The quantities represent the
number of text exchanges shared. Three types of argu
mentations were included: proposals, rejections and
commitments.

Figure 3 summarizes the number and the type of dialogic
exchanges that took place between January 23 and Octo
ber 31 2012. Most exchanges were proposals, followed
by commitments and rejections. It is interesting to obser
ve the dialogic activity profile of each subject to get a
sense of her type of engagement in the argumentation
process. Subject 1's and subject 2's percentages of com
mitments were very similar (29% vs. 26%). Subject 2's
percentage of proposals was slightly larger (48% vs.
61%). The sharpest difference corresponded to the per
centage of rejections: subject 1's share almost doubled
subject 2's share (24% vs. 13%).

Epistemic activities are characterized by the exchange of
creative surrogates (c-surrogates) and materials. We defi
ne c-surrogates as the externalization of concepts by me
ans of information technology objects. C-surrogates and
materials differ in their function. Materials are intended
to be part of the creative product. C-surrogates are just
scaffolds for conceptualizing the creative process. They
are easy-to-handle replacements for materials or proces
ses [11] and can be characterized as one type of creative
by-products. Their purpose is to serve as proxies for the
exchange of information during creative activities. C-sur
rogates may be pictures, sounds, text descriptions or
software that depict procedural relationships among ma
terials or processes. During the design of Palafito 1.0, we
repurposed Calc/Open Office spreadsheets as proxies for
audiovisual media. While highly compressed thirteen-mi
nutes worth of media would demand a transmission of
approximately 30 megabytes of data, the equivalent csurrogates would not take more than 1.5 megabytes. But
more importantly, c-surrogates could be easily editable
and immediately shareable, while actual media demanded
a lengthy process of compression to enable exchanges
through the network.

Figure 5. An example of a c-surrogate used during the
creative process of Palafito 1.0. Rectangles indicate vi
deo and audio materials. Tracks are organized vertically
and the horizontal axis corresponds to time. This c-sur
rogate was done by repurposing a Calc/Open Office
spreadsheet.

Figure 4. Temporal series of the dialogic activity. Dots
indicate textual exchanges in the virtual forum. Blue
dots correspond to messages by subject 1, green dots to
subject 2's data and red dots to subject 3's contributions.
Blank spaces indicate exchanges that did not configure
argumentation. Three types of exchanges were conside
red: proposals (labeled 1), commitments (indicated by
0) and rejections (represented by -1 on the vertical axis).

Figure 4 displays the dialogic activity as a temporal seri
es. Dots stand for textual exchanges in the virtual forum.
Blue dots are the contributions by subject 1, green dots
are subject 2's and red dots are subject 3's. Blank dates in
dicate exchanges that did not configure argumentation i.e., that did not yield creative decisions - including ex
planations and commentaries. The three types of exchan
ges considered were: rejections (represented by a -1 on
the vertical axis), commitments (indicated by a 0 on the
graph) and proposals (labeled 1). Although we can obser
ve a tendency to alternate between categories – one or
two proposals are followed by one or two commitments
or by one rejection – this trend only lasts until October 4
(when enactive activity starts). At that point, a new pat
tern is set: subject 1 almost exclusively exchanges propo
sals and subject 2 alternates between commitments and
rejections.

Enactive activities involve the exchange of creative pro
ducts. They can be understood as the creative counter
parts of Kirsh and Maglio's (1994) pragmatic activities,
i.e. actions that have the objective of modifying the mate
rial environment. Within the context of creative music
making, the most prominent (but not exclusive) product
of enactive activities is sound. Therefore, creative pro
ducts are directly tied to enactive activities. As previously
discussed, ecologically grounded creative practices emp
hasize the connections between body actions and envi
ronmental features to enable opportunities for creative ac
tion. As a consequence, enactive activities result in creati
ve products which are inextricably linked to everyday ex
perience.
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Figure 6. Time series plot of resource exchanges
between subject 1 and subject 2. Repeated dates indicate
several exchanges occurring on a single day. Three ele
ments were considered: material resources (0 label on
vertical axis), creative surrogates (labeled 1) and creati
ve products (labeled 2). Epistemic activities are charac
terized by the exchange of c-surrogates (represented by
0 on the vertical axis) and materials (represented by 1).
Enactive activities involve the exchange of finished pro
ducts (labeled 2 on the vertical axis). Blue dots stand for
the resources shared by subject 1, green dots stand for
subject 2's contributions.

should emphasize situated participation, non-rational de
sign strategies, in situ design and a reorientation in focus
from tasks to experience. When it comes to supporting re
flection, creative support systems that provide tools for
extended, asynchronous activity [47] may fare better than
tools that target just sound making.

A time series plot of exchanges of c-surrogates, materials
and products provides information on the duration of
epistemic and enactive activities (figure 6). Blue dots
stand for resources shared by subject 1 and green dots
stand for subject 2's contributions. Within Palafito 1.0's
design cycle, epistemic exchanges lasted a period of 99
days while enactive activities were limited to 15 days. In
teractions occurred as exchange cycles of c-surrogates,
materials or products, each cycle lasting from 1 to 6 days.

Figure 7. Summary of resource exchanges between
subject 1 (gray) and subject 2 (light gray). The quantiti
es represent the number of resources shared. Three ty
pes of resources were considered for analytical purpo
ses: materials, c-surrogates and products.

A summary of the number of exchanges during epistemic
and enactive activities shows that less than half of the
enactive activities involved exchange of materials (figure
7). Most actions were either exchanges of c-surrogates or
exchanges of creative products. Product sharing was ba
lanced, but most of the c-surrogate proposals were initia
ted by subject 2 (87%). A complementary analysis com
paring each artist's exchange profile shows sharp indivi
dual differences. While subjects 1's contributions were
mostly products (67%), subject 2's sharings featured 51%
of c-surrogates. For subject 2, products (28%) were less
prominent than c-surrogates. The only similarity among
the two subjects' performances was the little importance
given to materials (13% for subject 1 and 21% for subject
2). C-surrogates accounted for 20% of subject 1's contri
butions.
5. CONCLUSIONS
The sharp differences in duration between reflective,
epistemic and enactive activities observed in this study
provide support for the proposal that off-line cognitive re
sources may play an important role in shaping creative
action. These results provide useful guidelines for design.
According to Ron Wakkary (2005), design for reflection

The temporal patterns observed in epistemic and enactive
activities support the notion that potentials and resources
interact defining the yield of creative processes and pro
ducts. Both subjects' epistemic and enactive activities can
be characterized by cycles lasting from 1 to 6 days. Dia
logic activities did not follow the same pattern. Therefo
re, this study indicates that the mechanisms that drive
epistemic and enactive activities are not necessarily appli
cable to social interactions in creative contexts. Another
observation drawn from the temporal data of the three
types of activity is a linear decrease from reflective to
epistemic activity durations and from epistemic to enact
ive activity durations.
This report focused on the procedural dimensions of the
asynchronous, ubiquitous group activities carried out by
the three subjects through light-weight, off-the-shelf in
frastructure. One of the objectives of the exploratory
study was to devise methods for data collection on the
creativity factors related to the exchange of ideas and ma
terials. An ecologically grounded perspective - rooted on
fifteen years of creative musical practice - was adopted
[30]. The analysis of the social and material exchanges
yielded four activity categories involving reflective ac
tions, epistemic actions, enactive actions and dialogic ac
tions. Alternating cycles of reflective, epistemic and en
active activities were observed. Dialogic activities only
presented a regular pattern during the period that coin
cided with enactive activities. The results highlight the
potential of the embedded-embodied frameworks for the
study of creative sonic practice, summing to the growing
number of proposals in this field.
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ABSTRACT
Traditionally advertising has aimed to influence purchasing by affecting beliefs about the consequences of consuming a product. With the rise of brand marketing, the
focus shifted from products to brands viewed as symbolic
universes endowed with values and meanings that circulate in the imagination of a society. The paper explores
the use of sound in syncretic multimodal advertising
product as a bearer of brand and rhetorical meanings. A
conceptual framework is proposed that addresses this
issues by integrating the perspective of Design Theory
and Transmedia Storytelling. In this context, two different senses of Ethos emerged and are discussed. A selected set of video commercials produced by Lancôme in the
period 1990-2010 is used as a concrete example to show
how the proposed framework can be used to analyze how
sound features have been consistently exploited to communicate symbolic meanings.

1. INTRODUCTION
The last decades have witnessed a profound transformation in the concept of Marketing that forced scholars
to shift attention from products to brands. Traditional
product marketing is aimed at emphasizing the intrinsic
qualities of a product, service or line of products in order
to increase sales. Brand marketing aims at communicating a constellation of brand specific meanings that
could resonate with individuals and cultural values and
support consumers' attachment [20]. In this context, a
brand does not merely refer to the logo that is sticked to a
product as a visual or aural label but more generally to "
[...] a semiotic device able to produce a discourse, give it
meaning, and communicate this to the consumer/user" or
" a symbolic universe endowed with values and meanings
that circulate in the imagination of a society" [22]. A
characteristic property of a brand is that it may represent
a possible world with its characters, locations, values and
narratives [23].
This transformation - from product to brand - demands
a similar evolution of the methods and tools that are currently used for the analysis and design of marketing
products such as for example commercial clips, advergames, web sites. Indeed, existing approaches are still
anchored to a concept of marketing based on product
placement so are unsatisfactorily equipped for studying
the role that meanings, communicated through various

semiotic modalities, have in brand discourse. This is particularly challenged for the sonic components of syncretic
works (i.e. multimodal objects) used in advertising. Research on sound objects (e.g. music, spoken text and effects) in marketing has a long tradition and applications
including the use of sound in commercial environments
to influence consumer's behavior [2], the development of
jingles and sonic logos to support identification, recognition and differentiation of products and services [3, 9,
17]; the study of the many functions sound may play in
audiovisuals [6]. Yet, despite valuable insights emerging
from these studies we need a systematic approach to
sound design for branding and new interpretive tools for
studying how sonic components can be used in syncretic
products together with other modalities to construct
meaning and communicate the deep values and symbolic
universe inscribed within a brand.
This paper puts forward the idea that in addressing these issues we could take some inspiration from different
perspectives about the concept of ethos proposed within
the fields of design theory, and transmedia storytelling.
In the following we shall exploit this possibility by using a semiotic perspective. The rationale is that Semiotics
is concerned with the construction and communication of
meanings (sense) so it appears as particular relevant for
the goals of this paper. Complementary to cognitive theories that attribute the understanding of a multimodal work
to the cognitive capacity of viewers, semioticians argue
that works are constructed in ways that guide interpretation prior to handing over the task of understanding to
viewer's cognitive capacity. In light of this, the present
study aims to understand how sound designers may inscribe brand meanings within their works.
The paper is organized as follows. Borrowing from Design Theory, Section 2 discusses the role that symbolic
artifacts, in general, and sound objects in particular, play
as bearers of rhetorical arguments. Section 3 exploits the
concept of transmedia storytelling to discuss the role of
artifacts in building imaginary brand worlds. In section 4
we integrate these two perspectives by proposing a conceptual framework that can be used as a scaffolding for
analyzing how sound objects can be used to communicate
brand and rhetorical meanings. The framework is exploited in Section 5 for the analysis of the sonic components
of a selected set of commercial clips by Lancôme. Finally, Section 6 draws some concluding remarks.
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2. SOUND DESIGN AS A RHETORIC
PRACTICE
Classical rhetoric is defined as the art and techniques of
persuasion through the use of oral and written language.
In a seminal paper published about thirty years ago on
Design Issues [5], R. Buchanan claimed that designers
build persuasive argumentations through the physical
artifacts that they design and develop. He claimed that
artifacts' persuasion comes through the manipulation of
materials and processes of nature, not in language. The
article suggests that the designer, instead of simply making an object or thing, is actually creating a persuasive
argument that comes to life whenever a user consider or
uses a product as a means to some ends. The persuasive
argumentation inscribed within the artifact is based on
three aspects of the artifact namely its Logos, Ethos and
Pathos (thereafter, LEP). Briefly, Logos refers to technical rationality (i.e. the logic of artifact functioning and
its relationship with goals and target users); Ethos refers
to the artifact character/personality (i.e. a reflection of the
designer or client identity) and Pathos refers to emotions
expressed (or induced) including aesthetic pleasure. All
these components co-operate to construct the persuasive
argumentation.
We argue that a similar argument can be made for symbolic artifacts as well, and more specifically for sound
objects.
In the field of multimodal systems and services the
analysis proposed by Buchanan can be reformulated as
follows.
Logos: for symbolic artifacts this concept should be extended to include - in addition to technical functionality its communicative one. A marketing product plays the
role of mediator between the intentions of the author/designer and the interpretation of the user. The efficacy of this mediation rests mainly on the form - intended
here as a set of relationships - of the symbolic artifact and
the appropriateness of this form to the communicative
goal and the intended audience. Semioticians look at a
symbolic artifact as a complex system of signs organized
into several layers. As an instance, the Generative Model
of meaning construction by Greimas [8] distinguishes
three layers namely the textual, the discursive and the
narrative one. In this context, form concerns both the
internal structure of each layer and the structural and semantic links between layers. We claim that a marketing
product such as, for example, a commercial clip exhibits
a greater rhetorical logos if it is perceived as "fitting" the
communicative intentions and target users and if it is internally syntactically connected and semantically coherent both within a single modality (e.g. sound track) and
across modalities (e.g. sound and images tracks). Semiotic research provides several conceptual tools and methods
that can be used to evaluate the global coherence of a
symbolic artifact. The Theory of Metafunctions by Halliday [25] is particularly interesting since it provides a
common schema for analyzing various kinds of meanings
(i.e. the ideational, interpersonal and textual) across modalities and to assess their reciprocal consistency.
Ethos: this concept, as already said, refers to the capability of a symbolic artifact to evoke the identity and per-

sonality of the author, client or designer. Again Semiotics
provides some conceptual tools to analyze this aspect.
For instance, Enunciation Theory [8] introduces the concepts of addresser and addressee to denote the simulacra
of the sender and receiver inscribed within a communicative product. Ethos regards the expression of the addresser - its character and personality (see for example [1]).
The persuasive power rests in the possibility that the user/audience identifies herself with this character or take
this character as an ideal to adhere to.
Pathos: it refers to the capability of the symbolic artifact to express or induce affective states such as mood, or
emotions and pleasure (e.g. aesthetic pleasure, ludic
pleasure) in the user/audience. In this case persuasion
rests on the sensorial and cognitive involvement of the
user. Several types of pleasure have been studied by
scholars and different classifications have been suggested
[7] that can be exploited for the analysis and design of
this rhetorical aspect.
By summarizing, a symbolic artifact exhibits a persuasive argumentation if it is effective both from a technical
and communicative point of view, if it expresses a clear
identity or personality to which the user can eventually
adhere to and if it is pleasurable to use and interact with,
inducing emotions.
The concepts of Logos, Ethos and Pathos can be applied to a whole symbolic artifact as well as to its constituent modalities. More specifically, in designing the sonic
component of a syncretic marketing product the composer or sound designer should put particular attention to the
rhetoric argumentation inscribed within the sound object
under development by appropriately deciding its form,
character, and emotional aspects [19, 10]. Furthermore,
she should ensure that these meanings are coherent with
those evoked by the other modalities used in the artifact.
This LPE framework alone is not sufficient. It considers
a symbolic artifact as a decontextualized object involving
only the relationships among itself and the designer, or
the user. It does not take into account the relationships
existing among sound objects, the role played by these
objects in brand discourses, their link with the imaginary
world expressing brand values, their past history and time
evolution. Therefore, another conceptual framework is
needed which completes and interacts with the LEP one.
This is the object of the following section.

3. SOUND DESIGN AS CONSTRUCTION
OF NARRATIVE WORLDS
Narratives are important tools for knowledge communication. Humans are first and foremost storytellers, they
cognitively process and communicate their lives as narratives; life itself is a narrative [4]. Consumers also organize their brand-related experiences in the form of narratives [22]. Narrative is the basic structure creating device
for meaning production.
In analyzing brands as possible worlds we may draw on
research done within transmedia storytelling. Klastrup
and Tosca [12] proposed the following definition of
transmedial worlds: "[they] ... are abstract content systems from which a repertoire of fictional stories and
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characters can be actualized or derived across a variety of
media forms". What characterizes a transmedia world is
that audience and designers share a mental image of the
"worldness" (a number of distinguishing features of its
universe). The core elements that seem to define its
worldness are: Mythos, Topos and Ethos (thereafter,
MTE).
Mythos: it refers to the establishing conflicts and battles
of the world, which also present the characters of the
world. It may be considered as the backstory of all backstories: the central knowledge one needs in order to interact or interpret events in the world successfully.
Topos refers to the setting of the world in a specific historical period and detailed geography.
Ethos refers to the implicit and explicit ethics of the
world and moral codex of behavior, which characters in
the world are supposed to follow. It is knowledge about
how to behave in the world.
Translated within the brand marketing domain the
Brand World has a mythos that is an abstract mental image or cognitive construct that can be isolated from specific realizations (such as specific video clips, advergames, novels, serial, ...) and is shared by the audience
with an interest in that world. It is used as the backstory
for the construction of all stories embodied in the marketing product mix of the brand. These stories contribute to
the diffusion of the Brand World and to its expansion.
The Topos refers to the typical settings, mise en scenes,
places and historical periods used in the Brand World.
The Ethos refers to the values communicated to the audience. Each Brand selects a set of values (e.g. simplicity,
truthfulness, modernity, friendliness) which represent its
ethos; these values constitute the core of the brand identity and are fundamental to increase the company recognition (brand identity), to differentiate the company and its
offerings from those of competitors (distinctiveness) and
to create coherence within the current marketing portfolio
and over time across different portfolios. Values are not
explicitly enunciated by the Brand but are embodied
within the stories told by its advertising products. They
inform behaviors and thus the ethics of the Brand.
The MTE conceptualization expands and completes the
LEP one. For the sound designer, it means that, in creating a sound object for a marketing product it is necessary
to deeply understand the brand world, its mythos, topos
and ethos and to be capable of translating these symbolic
meanings - together with the rhetoric ones - into explicit
sound features. In this way the sound object may be conceived as an effective component of the brand world and
its discourses. Again, this process should take into account the meanings already inscribed within other modalities in order to ensure the global coherence of the symbolic artifact under construction.

- a brand marketing portfolio includes the collection of
works created in a given time period to advertise single
products, lines of products or the brand itself. Each work
within the portfolio is an actualization (called Product
World) of the Brand World and embodies a persuasive
argumentation that can be analyzed in terms of Logos,
Ethos and Pathos (LEP);
- each work in the portfolio is a multimodal object that
uses several representational modalities (Mi) such as
written texts, images, sound objects, etc. to communicate
its meanings;
- in order to align with cultural and social evolution, a
marketing portfolio may change over time.
The use of a bidirectional arrow between the Brand
World and the Product World in Figure 1 is intended to
underline the complex interrelationship existing between
these concepts. In developing a specific marketing product (e.g. a commercial clip) the multimodal designer actualizes the Brand World by creating a new narrative that
inherits the abstract features of this world. Her goal is
also to produce a symbolic artifact that could persuade
the audience through its logos, character and pathos. This
process allows the designer to effectively manifest brand
meanings and spread them within a community. In the
meantime, the designer is able to enrich the Product
World with new features that can take into account, for
example, the social and cultural transformations. These
features feed back the Brand World by expanding it in
several directions e.g. by introducing new characters,
values, stories. The extended Brand World can be used,
in turn, as a basis for the development of new Product
worlds and so forth. Each company should find an appropriate strategic compromise between the opposite requirements of brand identity permanence and innovation.

4. AN INTEGRATED FRAMEWORK

It should be stressed that the construction of a brand is
the result of a complex negotiation process that involve
several actors: the company/firm in the first place but
also the designers, sponsor, users, etc. Therefore, the efforts made by a designer to inscribe symbolic and emotional values within a product can be effective only if
there is an interpretive cooperation by the user.

Figure 1. illustrates the conceptual framework we propose to integrate the rhetorical and narrative issues discussed in the previous sections. To sum up:
- a brand defines its abstract world (Brand World) that
can be described in terms of Mythos, Topos and Ethos
(MTE);

Figure 1. The conceptual framework proposed to integrate brand meanings and rhetorical argumentation.
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This integrated framework, in our opinion, could also
be a suggestive representation of a musical genre (e.g.
House Music). In this scenario there exists a "genre
world" with its MTE characteristics (e.g. house and club
culture). Musical tracks, in particular the ones considered
milestones for the genre, can be seen, in analogy with
product worlds, as works with their LPE features. They
are part and developments of the genre world.
Looking again at Figure 1, from the perspective of the
sound designer, several important questions arise, for
example:
- Which aspects of a Brand World (i.e. MTE) and of
rhetoric argumentation (i.e. LEP) can be effectively
communicated by sound objects? How can we do it? In
other words: which features of a sound object can be exploited to this end?
- How are narrative and persuasive cues co-deployed
and organized together in the same sound object? We can
envisage the existence of a strong relationship, for example, between the ethos (values, ethics) of the Brand
World and the ethos (character, personality) of the marketing products represented by individual Product
Worlds.
- How does the sound object co-operate with the other
modalities (e.g. images, written texts) to evoke the global
symbolic meanings associated to a specific marketing
product?
- How do these meanings change synchronically from a
marketing product to another belonging to the same portfolio and diachronically across different portfolios?
In order to address these questions we have to identify
explicit sound design elements that could be used to
communicate MTE and LEP meanings. To this end we
draw on previous work described in [24]. In this work a
method inspired by current practices of sound designers
is proposed for analyzing a sonic object. The method distinguishes between two main perspectives: the perspective of the composer and that of the producer or sound
engineer. Each perspective addresses a specific set of
design features and characteristics of the sound object
that could be exploited to communicate narrative and
persuasive meanings. Table 1 summarizes the main steps
of the method and their associated design features.
In the next section we shall use the method to analyze a
collection of commercial clips representing an example
of diachronic marketing portfolio. The analysis is mostly
qualitative and empirical. The aim is to explore, by
means of a concrete case, how MTE and LEP meanings
could be inscribed within the sonic component of a multimodal object and how these decisions can be distributed
between the composition and production phases of the
sound design process.

5. A CASE STUDY: THE ROLE OF
SOUND IN PERFUME ADV CLIP
The test bed includes a selected set of four narrative
video commercials produced by Lancôme to advertise the
Tresor perfume. The first one appeared in 1990, the last
in 2010 and two in the meantime. All clips tell the story
of an encounter between a woman and a man which is a

common theme in perfume ads. The woman plays the
central role, interpreted by glamorous actresses called
'The Muse' by Lancôme itself.
Main Analytic Phases

Steps and features

Phase I:
the composer's perspective

1) Genre Identification (e.g.
song, short form composition,
sonic logo, speech)
2) Theme and Motive Identification.
3) Accompaniment and Orchestration/
arrangement
Identification
4) Instruments and Timbre
Identification.
1) Analysis of dimensions of
the sound mix1:
- frequency-wise balance of
the mix (Tall)
- sense of spatiality including
reverberation and aural perspective (Deep)
- panorama (Wide)
2) Analysis of dynamics.
- loudness
- pitch
- tempo
- envelopes of specific timbres

Phase II:
the sound engineer's perspective

Table 1. Main steps of the analysis method with associated sound design features.
The Muses are Isabella Rossellini (Lancôme, 1990)
[13], Ines Sastre (Lancôme, 2007) [14]; Kate Winslet
(Lancôme, 2009) [15] and Penelope Cruz (Lancôme,
2010) [16]. We denote each clip by their initials IR, IS,
KW, PC. Each clip includes both a short form composition (classical music) and a voice over (speech). In the
following we shall focus only on the former genre. Design Format Analysis (DFA) [11] was used as the primary approach in the aural analysis of the brand's product
portfolio. In the DFA process the four clips have been
analyzed to determine which sound features they incorporate. Strong occurrence of a specific feature in a specific
product can be marked, for example, with a black dot
(scoring 2 points), and weak occurrence with a white dot
(scoring 1 point). By summing up all the occurrences,
design features and products can be ranked in terms of
their importance for brand world recognition (e.g. the
most typical feature), (Figure 2). We claim that repeated
features across clips could be associated to the Brand
world communication.
In addition the Semantic Differential Method [11] has
been used to analyze, for each clip, the extent (we use a
seven points scale) to which each sound feature is associated to the MTE and LEP characteristics. Figure 3 shows
this analysis applied to the IR clip using the theme as the
considered feature.

1
The term mix refers to audio material that is commonly organized into multiple tracks and edited within a DAW software
(Digital Audio Workstation)
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In Lancôme case study, the Brand World ethos is mainly
expressed through the steps belonging to the composition
phase. Concepts forming the brand world’s ethos are
known by the composer, who inscribes them in the sonic
object by primarily crafting an ‘ad hoc’ theme and accompaniment/orchestration. Another consideration is that
the choice of instruments and timbres is an intrinsic way
to put some boundaries in the topos. In order to confine
the brand world to European culture, exotic instruments
have been avoided in Lancôme case study. The common
choice of strings in all clips is related both to topos concepts, and to ethos values.
We stress the fact that this analysis is specific to the
Lancôme case study. In the case of sound logos, or i.e.
electronic compositions, MTE features are expressed by
sound design procedures. In these scenarios composition
is conceived in a total new way. Therefore, with respect
to the method illustrated in Table 1 composition and production phases are often blurred, mixed together and
linked by several feedback relationships.

Figure 2. Application of Design Format Analysis was
used as a primary approach in the aural analysis of
brand portfolio.

5.2

Figure 3. Application of the Semantic Differential
Method was used as the primary approach in the analysis of MTE and LEP characteristics.

5.1 Narrative issues: the World of Lancôme
Lancôme stresses reliability, quality and expertise in the
domain of beauty. Such qualities, belonging to the ethos,
are projected onto its narratives in terms of an art of living with elegance and refinement. These are permanent
values through all examined clips. The characters of the
brand mythos are self conscious, middle to upper class
women, living in everyday life situations and places, such
as home, work and entertainment places. These kind of
places represent the topos of the Brand World. The encounter with a man is also a typical theme of the
Lancôme mythos.
The analysis of Lancôme clips shows the following results. In all commercials an easily recognizable theme is
presented, which develops from the same motive whose
notes play around the dominant and the tonic of the musical scale, providing a sense of stability and certainty. This
musical idea is exhibited at the beginning of every commercial in order to immediately catch listener's attention
and projecting her into the imaginative world of the
Lancôme brand.
Let us make, now, some considerations and examples.

Rhetorical issues: the Tresor perfume

As we have already told, the four clips in our case study
represent an example of diachronic marketing portfolio.
Each of them advertises the same Lancôme product (i.e.
the perfume Tresor) but with a different character (rhetoric ethos). The character/personality associated to each
product is linked to a specific type of femininity embodied by the Muse. In the following, we briefly pass
through the four clips in order to show some examples on
how these four different ethos have been realized through
specific sound design choices.
In the IR clip theme is initially presented by piano and
strings performing together, then the piano detaches from
the strings and plays improvised figures in the foreground. This suggests an idea of independence, freedom,
and autonomy which are characteristics of the ideal represented by Isabella Rossellini (ethos of the product).
Abstractness, dream, universality are other aspects of this
ideal, supported by a mix in which the spectrum bands
commonly related to air and brilliance are emphasized. In
this case, we can infer that concepts of the product’s
ethos are written into the sound object primarily by the
peculiar role of the piano, design choice belonging to the
composition phase, and by the peculiar mix, airy and
high, created during the engineering phase.
In the IS clip, theme is organized in a free canon form
and it is performed entirely by strings. Here, dialogue
between the two voices playing the theme suggests complicity between the two characters of the story, namely
the Muse and the man. Moreover, the two voices laying
on the same sonic layer suggest a balanced relationship
between the two roles. Here, the warm characteristic of
the low end in the frequency spectrum, together with the
wide panorama, give us a sense of concreteness, and embracing beauty. The ideal of femininity represented by
Ines Sastre is that of a concrete, stable, and understanding
woman. In this case, the choice of structuring the theme
in a canon form (belonging to the composition phase),
and the peculiar warm and wide mix (sound engineering
phase), are probably the main design choices involved in
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the task of expressing the ethos of this product.
In the KW clip a single voice, played by strings, exhibits the theme. The ideal of femininity represented is that
of a concrete but emotive woman. This is supported here
by the use of layered glittering sounds and effects aimed
at stimulating excitement in the listener and involving
him in the emotional state of the story characters. Again,
we could infer that in this clip, the product’s ethos has
been written into the sound object mostly by sound design choices (transversal to composition and production
phases), by adding in the mix and in the orchestration the
above mentioned layers of effects, sampled sounds, and
short twinkling musical figures.
In the PC clip dynamic characteristics, like instrument
performance, together with the centrality of panorama in
the mix, and the emphasized presence of instruments in
the frequency domain, suggest us the ideal of a concrete
and sensual woman whose beauty hits the viewer. Again,
the motive and theme are still the same, but in this case,
the determined and intense execution of musical phrases,
together with energy concentrated in the centre of the
mix, are probably design choices aimed to convey the
specific ethos for this clip.
In the case that the performance had been programmed
and not recorded live, those peculiar aspects of the performance would have been crafted by the sound designer
or engineer during the production phase. Creating a mix
with a strong directionality toward the listener, with noticeable energy concentration in the centre, is part of the
engineering phase too.
Logos is related to the way brand world has been actualized in the four sound objects, and in the coherence
existing between modalities - i.e. between what has been
communicated by the visual modality and aural one. As
an instance, the ideal of femininity expressed by the IR
clip is supported also by the visual. The location of the
narrative is an open, non-situated, abstract space; the
Muse seems focused on herself; the social distance is
high and gaze contact with the viewer is absent. All these
features connote rational detachment and indifference.
Analogously, the ideal of femininity communicated by
the KW clip is supported visually by an open, unlimited,
situated (in Paris), and public location. Distance, as
measured by type and frequency of frame sizes, is lower
than the previous clip; gaze contact is more frequent thus
suggesting the search for a greater emotional involvement
of the viewer.
Pathos refers to the capability of a sound object to express or evoke emotions. Of course this is subjective and
depends on the listener; nonetheless, also the designer
and its way of interpreting the design requirements plays
an important role. Emotion potential is intrinsically present in the theme or motive built during composition
phase. However, the choice of instruments and timbres,
can affect emotion too. An example of this is the KW
clip, where some sound layers, probably added and crafted during production phase, are intended to boost the
sense of excitement in an explicit and ‘physical’ way.
Ethos, Logos and Pathos are related together. For example, pathos can be affected and enhanced by the logos
of the object: dynamics in conjunction with orchestration
choices can help driving the pathos in the way intended

by the designer. Table 2 summarizes the results obtained
by analyzing the four Lancôme commercial clips.
Main steps of the analytic method

Brand
world (MTE)

Phase I:
genre identification
Phase I:
theme and motive identification
Phase I:
accompaniment and its
motive identification
Phase I:
instruments and timbres
identification
Phase II:
analysis of the dimensions
of the mix
Phase II:
analysis of dynamics

topos, ethos
mythos,
ethos

Rhetoric
Arg. (LEP)
logos
pathos

ethos

ethos, pathos,

ethos, topos

ethos

-

ethos, logos

-

pathos, logos

Table 2. Relationships between design choices and MTE
and LEP concepts.
As show in the table the brand mythos has been mainly
communicated through the choice of a specific theme and
motive that recurring across marketing products act as a
leitmotif. Topos is communicated through timbres and
instruments (e.g. by exploiting meanings relating to
sound provenance). In regards to this point, it seems to us
that the use of a guitar in the PC clip is not completely
appropriate. By referring to the nationality of the Muse
(Penelope Cruz) it diverts the attention of the user to
meaning and associations evoked by Hispanic culture
instead of the Lancôme world. The ethos of the Brand
world (i.e. values, brand identity) has been mainly communicated by composition choices.
As far as rhetorical aspects are concerned, the logos
(form) is strictly related to the selection of music genre
while the ethos - intended here as product character - depends on the selection of mix dimensions (namely, deep,
tall, and wide) and thus is mainly addressed in the production phase. By selecting appropriate values for the
mix dimensions it is possible to modulate sound perspective and as a consequence the distance between the sound
and the listener, to give emphasis and salience to the
sound, to support presence etc. all aspects that in the visual are expressed by an appropriate selection of cinematic
characteristics (e.g. shot sizes, horizontal and vertical
position of the mdp). Finally, pathos seems to be mainly
related to the choice of theme and accompaniment and
sound dynamics.

6. CONCLUSIONS
The purpose of this paper was to explore how brand
meanings and rhetorical arguments can be inscribed and
communicated through the sonic components of syncretic
multimodal marketing products.
The paper makes two main contributions.
First, we propose a conceptualization according to
which the process of meaning construction has been articulated into two logical phases that, in practice, occur in
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parallel. In the first phase, the main constituents of a
brand world namely its mythos, topos and ethos (i.e. the
imaginary world, its setting and axiology) are inscribed
within the sound object. In the second phase, a rhetoric
argumentation is constructed by deciding logos (e.g.
form), ethos (i.e. character) and pathos (e.g. emotional
expression) of a sound object. The framework also highlights two different senses of the concept of ethos in design for branding.
Second, we have tried to relate the above mentioned
narrative and rhetoric concepts to specific sound design
choices which have been structured according to composition or production processes. The aim is to relate intended meanings with specific sound features (genre,
theme, motive, timbres, frequency balance, perspective,
etc.). The selection of relevant features is inspired by
current practices of composers and sound engineers [21],
[18].
A test-bed constituted by a selected set of video commercials by Lancôme in the period 1990-2010, is used to
explore how sound features have been consistently employed through the marketing mix to communicate brand
meanings and the rhetorical argument. In multimodal
objects meaning arises from the interaction of all modalities. Therefore, effective communication is achieved by a
careful selection of MTE and LEP cues of verbal texts,
images, and sounds components.
Unavoidably, the persuasive role of marketing products
leads to the important theme of technological mediation
and ethical issues [26]. Symbolic artifacts, just like all
technologies, may affect the ways individuals perceive
the world and act in the world. This raises fundamental
questions about the ethical responsibility of designers and
the necessity of design methods and techniques that could
support a more mediation-aware approach to the development of new technologies and products.
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ABSTRACT
We present a self-learning singing pitch training tool on
the smart-phone to evaluate the efficacy of the real-time
interaction mechanism for improving users’ intonation and
timing, which are the most essential techniques in singing.
It consists of (1) an intonation level classifier, (2) a scoring mechanism to help the users know how well they perform, and (3) an interactive pitch training mechanism. We
stress the importance of our app’s practicality, such that
it serves as a guideline for implementing and enhancing
similar singing training apps. Experimental results show
that the synthesized singing demonstration and the visual
feedback design are helpful and natural to comprehend.
Our performance evaluation method shows that the score
of user intonation improved by an average of 94.81% after
training with our tool.
1. INTRODUCTION
Most people learn to sing by imitating professional singers
while singing along to their favourite songs. Another popular method is to learn from singing tutorial videos on
websites such as YouTube. This learning process depends
heavily on the vocalist’s ability to evaluate his or her own
accuracy. Hence, there is a demand for real-time visual
feedback assistance in training of vocal technique, especially the intonation. Much research work has already been
conducted [1, 2]. In a review article [3], D. Hoppe et al.
suggest that further quantitative investigation of the effectiveness of such visual feedback assistance is needed. They
suggest investigating the efficacy of various types of visual
feedback, and varying the richness of the information that
feedback provides, based on the user’s singing skill. Another drawback of these tools is their accessibility. Most of
these tools do not have mobile app versions, they fails to
take advantage of the now ubiquitous use of smart-phone.
Several intonation training apps have been developed since the Android Market and the iOS App Store were first
launched in 2008. On the Android platform, Singing Lessons Voice Training [4] provides various demo videos and
tips for singers to improve their vocal performance, but
Copyright: c 2014 Kin Wah Edward Lin, Hans Anderson, M.H.M. Hamzeen, Simon Lui et al. This work is supported by Multi-platform Game Innovation Centre
(MAGIC), funded by the Singapore National Research Foundation under its IDM
Futures Funding Initiative and administered by the Interactive and Digital Media
Programme Office, Media Development Authority.

lacks any mechanism to receive input from the user and
respond to it in real time. VoiceMatch’s Sing Karaoke
Voice Tuner Pro [5] records the user’s voice to analyse
his or her pitch range. Then it suggests songs that are
appropriate for their vocal range. This app also does not
provide any interaction mechanism. On the iOS platform,
Smule’s Sing! Karaoke [6] provides an interaction mechanism for users to know whether their pitch meets the target
pitch. It has a piano-roll style notation system that scrolls
from the right to the left. Based on the analysis of the
user’s voice, a slider-like indicator on the left moves up
and down. Users then learn whether their voice meets the
target pitch. They can also get feedback on the accuracy
of their timing by checking if the indicator stays at the position of the pitch line and whether the pitch line comes
across the indicator. Free Singing coach, songs, voice exercise, developed by sing sharp [7], combines the idea of
[5] and [6]. It provides the pitch range testing, and enhances the user-interface (UI) of [6] by adding a piano keyboard on the slider-like indicator. Thus, the users not only
know whether they meet the target pitch and follow the
rhythm, they also know which pitch they are performing.
Erol Singer’s Studio - Voice Lesson [8] also provides the
pitch range analysis and the same idea of the interaction
mechanism mentioned in [7]. However, the performance
demonstrations of both [7] and [8] are played with piano
sounds, rather than with a singing voice.
In this paper, we present a singing pitch training tool on
the smart-phone to study the efficacy of the real-time interaction mechanism for improving user’s intonation and
timing, which are the most essential techniques in singing.
Our main contribution in this paper being that
Design principles and implementation issues of each component of our singing pitch training tool on iOS platform
are stated and discussed. This may serve as a model for
implementing and enhancing similar apps.
In Section 2, we first discuss the design principles of our
singing pitch training tool, in order to define the requirements of the UI. The related technical issues are also discussed. In Section 3 we briefly describe some details of
our implementation. The user-experience, the user’s performance, and the evaluation methods are stated in Section 4. Finally, several possible directions for the future
research are discussed in Section 5.
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2. DESIGN PRINCIPLES
We want to design a real-time interactive tool on smartphones to enhance user’s intonation. In order to make our
app interactive, the visual cues that indicates the user’s current pitch, should be fast enough to respond in real-time.
Moreover, users should be able to immediately interpret
the clue in a non-ambiguous way. In other words, once
the visual clue reacts to the pitch change, it should alert
the user quickly enough that the user knows (1) what pitch
he or she is currently performing, (2) compare to previous
pitch, whether the current pitch is higher or lower, and (3)
whether the current pitch meets the target pitch. A typical
interactive way in which a user gradually tunes a pitch indicator (which has a pitch range background) up and down
to match-up with the melody line at the right time, fulfills
this design requirement. P. Hmlinen et al. [1] suggest that
the total delay between voice input and visual feedback
consists of (1) audio hardware and driver, (2) pitch estimation algorithm, and (3) video hardware and driver. Since
the hardware configuration is fixed in the smart-phone, the
only component we can adjust the delay is the pitch estimation algorithm. P. Hmlinen et al. point out that more
reliable pitch estimation causes more delay, resulting in
less responsive UI and thus poor user-experience. Hence,
among the pitch estimation methods in the literature, we
adopt the element wise product of Fast Fourier Transform
(FFT) and Cepstrum in [9]. Its running time is O(NlogN)
with N audio samples and it has 91% accuracy. Comparing the running time of this pitch estimation method with
the audio samples buffering time, the running time is negligible. Then the only concern is about the audio samples
buffering time. However, if the buffer size is too small, the
pitch estimation method will then be very sensitive to any
tiny short sound, resulting a stability problem of the visual
feedback. The relationship between the user-experience of
the pitch indicator and the buffering configuration is studied and presented in Section 4.
To make our app accessible to users studying without
a teacher, users should be able to obtain our app easily.
Smart-phone is the most desirable platform because of its
ubiquitous use. In addition, S. Lui [10] reports that electronic device users nowadays are device sensitive; using
the best features of each kind of device to match different suitable tasks. For instance, 90% of users send email
with desktop PCs, which have physical keyboards and relatively large displays, compared to smart-phone. 73% of
users use navigation activities on smart-phones because of
their mobility. Since listening, singing and looking at the
visual feedback are the only actions of this self-learning
process, a smart-phone is an appropriate device for learning intonation and tempo. However, not all smart-phones
are suitable for our app. As mentioned before, audio hardware and driver also contribute to the delay between voice
input and visual feedback. Hence, at this beginning stage
of development, we should first implement our app on a
smart-phone with low-latency audio. iOS devices currently
have the lowest audio latency (around 5.8ms) [11]. For this
reason, we decided to develop our app on the iOS platform.
Next, a singing demonstration is required for unsuper-

Figure 1. Intonation Level Classifier with Song - Fly Me
to the Moon.
vised study. Having a professional singing teacher to provide a suitable demonstration for our app would be expensive and time-consuming. As the commercial singing synthesizer, Vocaloid [12], is flexible and accurate, we used it
to create the singing demonstrations for our app. Listening
to examples from a virtual teacher is not enough for unsupervised self-study. Students also need to know how well
their intonation currently is, by comparing against their
own previous performance and also against their peers. Therefore, we need a scoring system. By using the scoring
mechanism, users should be able to easily, unambiguously,
and fairly do the performance comparison. In this early
stage of development, we would like to make the scoring
mechanism as simple as possible so that it minimizes the
delay between voice input and visual feedback, and it also
fulfils the requirement of performance comparison. The
details of such a requirement are further discussed when
we present our scoring mechanism in Section 3.2.
One last issue about designing our app is that since we
want to minimize the delay as much as possible, we avoid
expensive harddisk I/O operations, especially during pitch
training. In other words, the singing voice is not recorded.
In our app development, we found that the harddisk I/O
operations significantly affect the audio sample buffering,
which subsequently affects the accuracy of pitch estimation.

3. IMPLEMENTATION
With the design principles in mind, we implemented our
singing pitch training tool with iOS’s graphic rendering
and animation infrastructure called Sprite Kit [13]. We deployed it on iPod Touch (5th generation) with iOS 7.0.4
and Apple 1GHz dual core A5 CPU. It consists of (1) an intonation level classifier, (2) a scoring mechanism to let the
users know how well they perform, and (3) an interactive
pitch training mechanism. Each lesson begins with a synthesized singing demonstration, follows by a tuning note.
Then the user sings to tune a pitch indicator, to match with
the melody of the song. In this section, we briefly describe
the compact UI in the 4 inch iPod Touch Retina Display
and the corresponding implementation issues of each component.
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3.1 Intonation Level Classifier
The UI of the intonation level classifier is shown in Figure 1.
There is a score panel on the right. A keyboard label with
English naming convention of a 12-tone chromatic scale is
located at the left. The pitch range is from C3 to C5. The
first two sentences of some popular songs such as Fly Me
to the Moon are synthesized by Vocaloid. When the user
starts using the classifier, the notes in song, represented by
green bar, move from the right to the left. When each note
hits the keyboard, the corresponding synthesized singing
voice is played. In this way, a singing demonstration is
played. After the demonstration is finished, it is the user’s
turn to sing. The same sequence of notes move from the
right to the left again. Before the first note hits the keyboard, the synthesized singing voice of the first note is sung
and this serves as the tuning note. When user is singing
along with this sequence of notes, their voice is continuously captured and then the pitch is estimated, regardless
of whether the voice matches with the correct words. In
addition, since our focus is the visual clue for helping the
user to get the right pitch, lyrics is therefore omitted. Based
on the pitch estimation, the blue arrow moves to the corresponding position of the keyboard. When the blue arrow
hit the green bar, the green bar shimmers. In this fashion, user gets familiar with our app interactive interface
and the visual clue response. Finally, the score of user
performance is displayed. The scoring mechanism is described in the sequel section. We briefly classify the users
into three categories, namely Expert, Average and Beginner.
3.2 Scoring Mechanism
The scoring mechanism works by scoring the user’s performance on a pass / fail basis at regular time intervals.
For each time interval, a score of one indicates that the
user’s pitch is within the acceptable range for that time
interval; zero indicates incorrect pitch. We implemented
the UI of the app using Apple’s Sprite Kit graphics API,
which calls a function to update the entire screen once,
around every 0.0167 seconds. To calculate the score, we
use two variables: maxScore and yourScore. Each
time Sprite Kit calls its graphics update function, we increment maxScore and if the user’s current pitch is within
acceptable range, we also increment yourScore. At the
end of the lesson, the following formula gives the user’s
performance score:
yourScore
· 100%
maxScore
This scoring mechanism is simple. It fulfils the delay
minimization requirement and the score provides an easy,
unambiguous, fair comparison between different users. However, this schema is too strict about the intonation. Users
have to maintain their pitch for the whole period of each
note, even when they need to breathe or would like to glissando style transition between notes. Otherwise, they are
penalized. Since this schema provides insight for future
work, we adopt it in this early stage of development. We
discuss plans for future improvement in Section 5.

Figure 2. Pitch Miss in Training.

Figure 3. Pitch Hit in Training.
3.3 Pitch Training
Our app includes 4 typical pitching exercises for intonation practice, namely Major Scales, Minor Scales, Major
Arpeggios and 7ths Arpeggios. Table 1 gives an example
of the forward notes sequences in these exercises in F. In
these exercises, notes are played forward and backward.
Major Scales
Minor Scales
Major Arpeggios
7th Arpeggios

F
F
F
F

G
G
A
A

A
A[
C
C

B[ C
B[ C
F
E F

D E F
D[ E[ F

Table 1. Four Pitch Training Exercises in the Key of F.
Figure 2 and Figure 3 depict the UI features of pitch training. It is similar to the intonation level classifier. The differences are that users can configure the tempo of the song
(the speed of the moving notes), and three visual feedback
cues are added. Basically, these visual cues can be considered as the reinforcement features [14]. Reinforcement
learning is a technique from the field of behaviour psychology, in which users alter their decision-making in order to maximize some notion of cumulative reward. Typically, the system only knows the correct desired behavior,
but lack the exact steps or procedure to guide the user towards success. Our tool uses the reinforcement features
described below to train the user to maximize their reward,
the performance score. Reinforcement features used in our
tool are (1) the performance score indicator, (2) pitch miss
red dot and pitch hit blue dot and (3) the shimmering green
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note bar. The performance score indicator display the current performance score. When the user misses the right
pitch, a red dot is displayed. If the user gets the right pitch,
then a blue dot is displayed and the green note bar shimmers. These reinforcement features are enabled or disabled
and we discuss the effectiveness of the combination of reinforcement features in the following section.

Buffer
Size

Overlap
%

Period
ms

Estimate Pitch
ms

Ave
Rating

4096
4096
8192
8192
16384
16384

0
50
0
50
0
50

185.76
92.88
371.52
185.76
743.04
371.52

0.670
0.673
0.901
0.514
1.340
1.343

4.69
5.00
5.13
5.18
4.60
4.80

4. EXPERIMENT
We performed 4 tests to gather users’ feedback on the UI
design of our app and evaluated users’ intonation skill. Ten
male users and ten female users with age ranging from 19
to 32 were invited to perform these user-experience tests.
Each user was asked to use the app in a separate and quiet
room. They were asked to use the app with mouth-tomicrophone distance of 15-18cm and listened to the singing
demonstrations with earphones. There is no input from the
speaker to the microphone. After each test, the users rated
the visual feedback cues with 7 being the best and 1 being
the worst (See Table 2).
Value
7
6
5
4
3
2
1

Table 3. User-Experiences on Pitch Indicator and Buffer
Configuration.
Overall Ave

Exercise

Major Scales
Minor Scales
Arpeggios
Arpeggios 7th

Rating

Score

5.05
4.35
5.00
4.80

10.82
7.86
5.22
9.68

Table 4. User-Experience and Average Score of Four Pitch
Tuning Exercises.

Interpretation
Entirely Natural and Helpful
Very Natural and Helpful
Quite Natural and Helpful
Somewhat Natural and Helpful
Somewhat Unnatural and Unhelpful
Very Unnatural and Unhelpful
Quite Unnatural and Unhelpful
Entirely Unnatural and Unhelpful

Ave
Rating

Expert

Average

Beginner

Score
Red/Blue Dot
Green Bar

4.20
5.00
4.05

4.50
4.00
3.00

4.17
5.50
4.17

4.17
4.92
4.17

5.45

5.50

6.00

5.17

4.85

5.50

5.00

4.67

4.90

5.50

5.00

4.75

5.75

6.50

6.17

5.42

Score,
Red/Blue Dot
Score,
Green Dot
Red/Blue Dot,
Green Bar

Table 2. Possible Visual Feedback Test Responses.
The 1st test aims to understand the relationship between
the users experience with the pitch indicator and the buffer
configuration of the pitch estimation algorithm. For each
buffer configuration, each user sang several notes, and at
the same time observed the blue arrow (the pitch indicator). Users kept on doing this until they formed a clean
opinion about the efficacy of the blue arrow. The result of
the test is shown in Table 3. Each row shows that, given the
buffer size and the percentage of frame overlap, the period
of buffering sufficient audio samples is measured, the running time of estimating pitch is recorded and the average
of users’ rating is stated. It is found that the buffer size of
8192 audio sample points and 50% of frame overlap gives
the most pleasant visual feedback for the pitch indicator.
The delay between voice input and visual feedback is low
and the buffer size is large enough to provide a stable estimation.
In the 2nd test, we use the intonation level classifier to
classify the users into 3 different groups, namely Expert,
Average and Beginner, on a curve. Top 10% of them were
classified as Experts, the next 30% is classified as Average,
and the remaining 60% were classified as Beginners. Since
the result was calculated after every user had finished their
tests, they did not know in which group they were classified. But they were told in advance that they will be graded

Reinforcement
Features

Score,
Red/Blue Dot,
Green Bar

Table 5. User-Experience on Reinforcement Features.
Skill Level
Expert
Average
Beginner
Skill Level
Expert
Average
Beginner

Before Training Score
Min
Ave
Max
16.5 18.16 19.82
11
13.82 16.13
0.64
6.50
10.76
After Training Score
Min
Ave
Max
32.27 33.42 34.57
20.51 24.81 30.27
1.77 14.03 19.01

Table 6. Group Performance Before and After Training.
on a curve with the scheme mentioned above. They were
also told in advance that after they finished practising the
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Ave Score

Score Std Dev

Before Training
After Training

9.86
19.21

5.10
8.33
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app stores when the new audio frameworks in Android or
Windows Phone become more efficient. We will also study
the user experience between Vocaloid versus a real singer.
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In the 3rd test, users were first asked to practice and rate
each pitch training exercise. The result is shown in Table 4.
The results show that users do not have a strong preference
for any particular pitch training exercise. Next they were
free to choose one of the pitch training exercises to practice and they were also free to adjust the tempo. But once
the exercise was chosen, it was fixed and they had to test
all combinations of the reinforcement features, with their
exercise choice. The set of Reinforcement features was
randomly chosen for each user, so that it mitigated the bias
of favouring the later set due to the learning effect. Table 5
shows the result and the classification is based on the result
of the 4th test. Users generally preferred the set having the
pitch miss red dot and pitch hit blue dot (Red/Blue Dot).
This feature worthy of further investigation when designing reinforcement features for breathing and vibrato.
In the 4th test, users were asked to use the intonation level
classifier once again. But this time, the test song was different from the 1st test. Table 6 and Table 7 show their performance before and after pitch training. The results show
that our scoring mechanism is able to quantify users’ intonation skill. Based on our grading mechanism, the score of
user’s intonation improved by 94.81% on average.
5. FUTURE WORK AND DISCUSSION
This study provides an insight for us to enhance the current app. Although our scoring mechanism is so strict that
requires users to sing in a mechanically precise way, avoiding all expressive use of pitch such as vibrato or glissando,
it is able to distinguish people who have singing experience
from those who have none. From our experimental data,
participants with choir experience, have an average score
of 11.58% and 26.80% in the 1st and 4th test respectively.
On the other hand, participants with no choir experience,
have an average score of 8.93% and 15.12% in the 1st and
4th tests respectively. The experienced participants performed really well and deserve to get full marks, but they
can only achieve around 20% because of the strictness of
our scoring mechanism. This inspires us to study further
what exact components of voice data contribute to the intonation. It helps us to polish our scoring mechanism, so
that it allows users to sing more expressively. This study
inspires us to study other singing techniques, such as vibrato, in a similar way. We will revise our interface in
terms of aesthetics and provide some historic representations of pitch, and be prepared to publish apps in all other

[1] P. Hamalainen, T. Maki-Patola, V. Pulkki, and
M. Airas, “Musical computer games played by
singing,” in Proc. Int. Conf. on Digital Audio Effects,
2004.
[2] O. Mayor, J. Bonada, and A. Loscos, “Performance
analysis and scoring of the singing voice,” in ASE 35th
International Conference, 2009.
[3] D. Hoppe, M. Sadakata, and P. Desain, “Development of real-time visual feedback assistance in singing
training: a review,” J. of Computer Assisted Learning,
vol. 22, pp. 308–316, 2005.
[4] Andys Apps, “Singing lessons voice training,”
https://play.google.com/store/apps/details?id=com.
a192988968150b0f49b62d262a.a64419678a.
[5] VoiceMatch, “Sing karaoke voice tuner pro,”
https://play.google.com/store/apps/details?id=com.
audio.pro.
[6] Smule,
“Sing!
karaoke”,
https://itunes.apple.com/us/app/sing!-karaoke-bysmule/id509993510?mt=8.
[7] Karaoke Music App Lab, “Free singing coach, song,
voice exercises,” https://itunes.apple.com/us/app/freesinging-coach-songs-voice/id772052329?mt=8.
[8] Erol Studios, “Erol singer’s studio - voice lessons,”
https://itunes.apple.com/us/app/erol-singers-studiovoice/id502780186?mt=8.
[9] G. Peeters, “Music pitch representation by periodicity measures based on combined temporal and spectral representations,” in Proc. Int. Conf. on Acoustic,
Speech and Signal Processing, 2006.
[10] S. Lui, “A compact spectrum-assisted human beatboxing reinforcement learning tool on smartphone,” in
Proc. Int. Conf. on New Interface for Musical Expression, 2013.
[11] TouchMusic, http://www.musiquetactile.fr/android-isfar-behind-ios/.
[12] H. Kenmochi and H. Ohshita, “Vocaloid commercial
singing synthesizer based on sample concatenation,” in
Proc. Annual. Conf. on Internation Speech Communication Association (INTERSPEECH), 2007.
[13] Apple Inc, “Sprite kit, ios graphic rendering
and
animation
infrastructure,”
https://developer.apple.com/library/ios/documentation/
GraphicsAnimation/Conceptual/SpriteKit PG/Introduct
ion/Introduction.html.
[14] Sutton, R. S. and Barto, A. G., Reinforcement learning:
An introduction. Cambridge, MA: MIT Press, 1998.

- 1697 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

Modes of Sonic Interaction in Circus: Three Proofs of Concept
Ludvig Elblaus
KTH Royal Institute of Technology
elblaus@kth.se

Maurizio Goina
KTH Royal Institute of Technology
maurizio@goina.it

Marie-Andrée Robitaille
Stockholm University of the Arts
marie-andree.robitaille
@doch.uniarts.se

Roberto Bresin
KTH Royal Institute of Technology
roberto@csc.kth.se

ABSTRACT
The art of circus is a vibrant and competitive culture that
embraces new tools and technology. In this paper, a series
of exploratory design processes resulting in proofs of concepts are presented, showing strategies for effective use of
three different modes of sonic interaction in contemporary
circus. Each design process is based on participatory studio work, involving professional circus artists. All of the
proofs of concepts have been evaluated, both with studio
studies and public circus performances, taking the work
beyond theoretical laboratory projects and properly engaging the practice and culture of contemporary circus.
The first exploration uses a contortionist’s extreme bodily manipulation as inspiration for sonic manipulations in
an accompanying piece of music. The second exploration
uses electric amplification of acoustic sounds as a transformative enhancement of existing elements of circus performance. Finally, a sensor based system of real-time sonification of body gestures is explored and ideas from the
sonification of dance are translated into the realm of circus.
1. INTRODUCTION
In the ever evolving art of circus, the use of new tools and
technologies is wide spread. Circus practice is open to
new ideas and is fuelled by a spirit of competition, making new forms of expression highly sought after. The KTH
Royal Institute of Technology in Sweden has collaborated
with University of Dance and Circus, a part of Stockholm
University of the Arts in the Gynoı̈des Project. Gynoı̈des
Project is an academic line of enquiry through artistic practice lead by circus specialist and choreograph/artistic director Marie-Andrée Robitaille (hereinafter referred to as
MAR). The project raises the question of women agency
in the circus arts and intervenes in thestructure of circuspractice to produce, test and describe feminist strategies
in circus composition 1 . The project integrates novel use
1

www.cirkusperspektiv.se

Copyright: c 2014 Ludvig Elblaus et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
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of technology in circus, with a special focus on sound and
interaction.
Practice-based artistic research in circus offers an opportunity to generate new modes of creation, composition and
expression in circus. This paper focuses on using technology that will enable performers to interactively control
computer generated sounds by means of their own body.
Used in this manner, interactive sonification [1], and related artistic practices, can be a tool to overcome the standardized traditional formats of circus, re-invent choreographic methods and to redefine the use of music and sound
support in circus expression. Furthermore, by novel use
of technology in circus, the traditional hierarchy in the
creation of circus oeuvre is challenged. Involving circus
artists to engage in the development of new tools gives authorship status to the circus artist, as opposed to the role of
disposable interpret.
In this article we present in chronological order three exploratory design processes that demonstrate different modes
of integration of sound in circus, extending beyond the
practice of performing to a set musical performance. Each
exploration has informed the design of the next one.
The first exploration is a modern update of the attentive
accompaniment that has been used in the circus tradition.
Here the musical ensemble is substituted with signal processing that bends a well known musical performance as a
contortionist’s body is being bent on stage.
The second exploration uses microphones to bridge the
sonic divide between performer and audience, allowing for
the faint but revealing sounds of strain on both equipment
and performer to be communicated to the audience.
Finally, the third exploration, an evolved synthesis of the
first two proofs of concepts is presented. Here the movements of the circus performer is turned into sound via motion capture technology based on wearable sensors.

2. BACKGROUND
Since the creation of modern circus in England by Philip
Astley in 1770, music has been an important feature [2].
Up to the 1970s, the screamers, or circus marches, are typical of the time period and the genre [3]. In the early 1970s,
circus experienced a new revolution, in the wake of the political and social upheavals of the late 1960s.
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The blending of traditional circus practices with contemporary aesthetic sensibilities has revitalised the art of circus. Even though the music we hear in contemporary circus covers a wide variety of genres, e.g., rock, electronic
popular music, manouche or gypsy jazz, it still seem to
serve the same purpose; music follows the action on stage
and stirs up the audience during the show. Music is used
for setting the mood of the audience, indicating the tempo
of the acts, highlighting specific tricks, accentuating the
suspense of the anticipation and marking the success of it.
Overall music is there to enhance the performance by emulating its dramaturgical development.
Music can be both a live performance or a recorded one.
If it is played live or manipulated in real time, a relationship between the music and the performance must be decided upon. The music can either be oblivious of the performance on stage and thus exist in parallel or as a background to the performance, or it can be continuously adapted
to fit the performance as it progresses. This is not a binary
option but rather a continuous scale between the two extremes. Even by the simple act of synchronising the beginning and end of the music with the beginning and end
of the performance, one creates a more complex relationship between the music and circus performance. From this
point one can add complexity until all aspects of the music
are tied those of the circus performance.

3. RELATED WORK
In recent years a few but relevant studies on the use of
music and sound in relation to specific circus disciplines
have been conducted and they are presented and discussed
briefly in this section.

4. MODES OF SONIC INTERACTION IN CIRCUS
In this section we present three proofs of concept in which
interactive sonification has been used for the design of sonic
interaction for augmenting the performance of circus artists.
Sonic interaction has been used as a mean for accompanying, amplifying, and interacting with the performances.
4.1 Exploration 1: Accompaniment
The first exploratory design process examined the manipulation of sound as a metaphor for the manipulation of
the body. In 2011 to 2013, within the explorations of the
Gynoı̈des Project, Bêta Test II-III-IV (BT2, BT3, BT4),
the circus artist Manda Rydman was doing contortion, a
form of extremely flexible acrobatics, as can be seen in
Figure 1. The appeal of the discipline of contortion has
been described as the fascination for otherness and the dual
simultaneous feelings of estrangement and connection experienced by spectators, both in regards to the performers’
bodies and their own [8, 9]. To create a similar acoustic estrangement to accompany and heighten the performance, a
very well known piece of music was to be used as an accompaniment, but it was to be bent in a fashion similar to
the bodily contortions of the circus artist. The chosen piece
was the prelude of J.S. Bach’s Suite for Solo Cello no. 1
in G major, and the chosen method of sonic manipulation
was the changing of the playback speed.
In BT2, BT3 and BT5, an engineer 2 would perform the
filtering, in real-time, as a response to the acrobats movements, using a Korg Kaoss Pad. In BT4 another engineer 3
used a similar system build in the SuperCollider programming language 4 .
As the skill of the engineer increased with rehearsals,
the manipulated music worked as a system for interactive
2

Juggling has been the use case of two studies. In a first
study, Bovermann and colleagues have developed a system
for real time auditory monitoring of juggling patterns [4].
They explored different approaches to gain insight into the
movements and possible applications in both training and
juggling performance of single-juggler patterns. In particular, positions and movements of the clubs could be tracked
and sonified in real-time using a motion capture system.
In a second study on juggling, the positions and gestures
of four performers on a stage were used as parameters for
generating musical tones while juggling [5]. In another
project, Hummel and co-workers [6] investigated the use
of sonic feedback in training practice applied to the case of
the German wheel. The movements of the wheel were captured by sensors and sonified. It was found that the use of
sound could improve performance and accelerate learning
especially for novice learners.
Jay Gilligan and Luke Wilson, professional jugglers and
prominent leaders of the international innovative juggling
movement, have been investigating the relation between
juggling and music, in particular by analysing the translation of juggling into music generated by manipulation
of objects on a tabletop tangible interface such as the reacTable [7].

3
4

Niklas Blomberg
Ludvig Elblaus
http://supercollider.sourceforge.net/

Figure 1. Contortionist Manda Rydman in performance in
Gynoı̈des Project Bêta Test V.
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sonification, even though the system was not automated.
This is comparable to the Wizard of Oz evaluation methods
used in human computer interaction [10, 11]; even though
the performer in this case was aware that the system was
not automatic, the experience of an automatic sonification
could be explored by both audience and performer. The
study functioned as a prototype of the work using sensor
driven sonification of gestures, presented in Exploration 3:
Interaction.

4.2 Exploration 2: Amplification
The work presented in this section draws from two projects
that started in the last quarter of 2013 and in the spring of
2014 respectively. The first one, called Gynoı̈des Bêta Test
IV (BT4), served as a exploratory studio project that laid
the foundation for the second project, Gynoı̈des Project
Bêta Test V (BT5). While BT4 was shown as an internal
work-in-progress performance at the University of Dance
and Circus, BT5 was shown for a full audience at Cirkör
LAB, Cirkus Cirkör, Stockholm, Sweden and at the Pisteurs d’Etoiles festival in Obernai, France 5 .
Initially, the project sprang from the audible difference
between experiencing a circus performer in action up close
and the muted experience of watching the same performance from a seat in the audience. Many sounds that were
aesthetically powerful and filled with information about
the performance didn’t travel all the way to the audience.
These were the sounds of breathing or the tense lack thereof,
or the many different sounds of contact between the performer and the tools she was using.
The question to be researched was whether one could
bridge this sonic divide between performer and audience,
using regular microphones and unmodified circus tools.
And if so, how it would change the performance, both
from the audience and the performers point of view. Similarly to how the act of recording is a transforming act
that affects the art form that is being recorded, see for instance Katz [12], the act of amplification was expected to
be equally transformative.
This was explored through several iterative design processes running in parallel that all shared the same characteristics, one for each performer and type of circus equipment. First, new technology was acquired or a new way to
use existing technology was found to augment circus performers or equipment with wireless microphone capabilities. This was then applied, and compositional and exploratory improvised work probed the new assemblage.
Engineers and artists evaluated together the artistic and
technical findings from this work. The results of the evaluations were then used as basis for a new iteration in the
design process. This meant that the artists were placed centrally (User-Centred Design) in the development process to
allow their embodied artistry to influence the development,
as previous similar projects had proved this to be a successful method [13].

Figure 2. Marianna De Sanctis performing with a hoop in
Gynoı̈des Project Bêta Test V.
4.2.1 Hoop
In circus, the hoop is a tool comparable to the hula hoop,
i.e., a somewhat flexible plastic ring with a circular cross
section and a diameter of about one meter. It is light and
can be made to twirl around the body with quite small body
motions.
The hoop performer was Marianna de Sanctis 6 . De Sanctis uses explosive high energy gestures as can be seen in
Figure 2. She often uses several hoops at the same time,
intertwining her body with the hoops. She often throws her
hoops into the air but she also works closely to the ground
in an acrobatic fashion.
After some experimentation with different types of microphones, clip on microphones made for brass instruments
were attached to the hoops. This type of microphones
withstood the physical strain of the hoop routine, but were
at the same time sensitive enough to pick up breath noises
and other more faint material. This allowed for a very
dynamic vocabulary ranging from De Sanctis tapping and
scratching with her nails on the hoop to pounding the hoop
into the floor of the stage full force. As the use of vocal sounds resonated with De Sanctis work, she was also
equipped with a headset microphone. The sounds were
sent through a DAW 7 running some plugins for spectrum
equalisation and dynamic compression as well as a simple
delay with feedback, allowing De Sanctis to create layers
of sounds. A set of actions that were interesting, both sonically and from a circus perspective, were assembled and a
performance was put together that showcased the full range
of De Sanctis’ expressivity.
4.2.2 Aerial Hoop
The Aerial Hoop is ring similar to the above mentioned
hoop, but it is suspended in the air to allow the performer
6

Marianna de Sanctis’ website: www.mariannadesanctis.com
Digital Audio Workstation software, in this project Ableton Live and
Cockos Reaper.
7

5

www.pisteursdetoiles.com
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Figure 3. Alexanda Royer performing with an aerial hoop
in Gynoı̈des Project Bêta Test V.

Figure 4. Sarah Lett performing with a Cyr wheel in
Gynoı̈des Project Bêta Test V.

to hang from it or sit in it. For structural reasons this also
means that it has to be made of metal instead of plastic.
The aerial hoop hangs from a single rope with a swivel
that allows the hoop to rotate freely. It is usually around
1.5 meters in diameter.
Manda Rydman 8 performed with the Aerial Hoop in both
BT4 and BT5. In BT4 the hoop was hung low enough
for Rydman to reach it from the ground, and in BT5 the
hoop was initially on the ground and was raised with Rydman hanging from it. There was also a second performer,
Alexandra Royer 9 , using an aerial hoop in BT5. Royer’s
hoop was different from Rydman’s in that it used a climbable
rope to suspend it. Royer’s aerial hoop and Royer making
use of the rope can be seen in Figure 3.
As with the plastic hoop, clip on microphones for brass
instruments were used in addition to the basic equalisation
and compression done with the hoops mentioned above. A
variety of reverberation and delay algorithms were used to
emphasise the deep bell like qualities that the metal hoops
produced when struck. For the Royer’s performance, a
granular pitch shifter was added that layered the harmonics that the hoop produced naturally, producing rich tonal
clusters.

ble for BT5. While their acts were different, they shared a
dramatic finish where the wheel was spinning around the
performer crouched on the floor, slowly loosing energy and
finally coming to a stop flat on the ground with the performer in the centre of the wheel.
The Cyr wheel was acoustically similar to the aerial hoop,
but lower in pitch due to its larger size. In addition, the
rolling motion, heavily used with the Cyr wheel, produces
a low frequency rumbling sound that vibrates through the
whole wheel. In an organological taxonomy the three rings
could be classified as a soprano, alto, and tenor version of
the same principal instrument. The sound processing used
on the sounds of the Cyr wheel emphasised this difference,
by further lowering the perceived pitch by emphasising the
lower frequencies that are present in the sound. Again, the
same brass instrument microphones were used.

4.2.3 Cyr Wheel
The Cyr Wheel, named after the performer who popularised
it in a circus context, Daniel Cyr, is an acrobatic device
consisting of a single large, metal hoop similar to the Aerial
Hoop. It does not hang from the ceiling, instead the performer rolls around stage with it while keeping themselves
suspended inside by pushing their arms and legs on the inner side of the wheel.
Nathalie Bertholio 10 performed with the Cyr wheel in
BT4 and Sarah Lett 11 , seen in Figure 4, joined the ensem8

Manda Rydman’s website: www.mandarydman.com
Alexandra Royer’s website: www.alexroyer.wix.com/cirque
10 Nathalie Bertholio’s website: www.nathaliebertholio.com
11 Sarah Lett’s website: www.sarahloop.com
9

4.2.4 Vertical Rope
The rope used in circus is a slightly elastic woven cotton
rope between 3 and 4 centimetres thick. It hangs from
the ceiling rigging in swivels and usually extend all the
way to the floor. In BT4, the rope act was performed
by Nathalie Bertholio who performed very dynamically,
sometimes moving very fast and sometimes very slowly.
In BT5 the performer was Saara Ahola 12 and her act was
shorter and higher in energy, making for an interesting contrast between the two performances.
The rope has very different acoustical properties compared to the hoops, and another approach was needed. However, the basic form of the exploration was the same, the
co-development of new material through studio work involving artist, engineer and choreograph/artistic director.
For the rope, a lavaliere microphone intended for speech
was used. It had an emphasis of the midrange and top
end of the spectrum, bringing out some of the finer details of the sounds of rope manipulation such as creaking
12
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Figure 5. Saara Ahola performing with vertical rope in
Gynoı̈des Project Bêta Test V.
and friction sounds when the rope was looped back onto itself. This high frequency detail was further enhanced in the
DAW, allowing in the end for a single microphone, placed
at the top of the rope, to pick up sounds of manipulations
all the way in the other end of the rope.
4.2.5 Summary
Although the different combinations of microphones, equipment, performers, and acts led to a very wide range of results, on the whole, the research question is answered in a
positive way. From interviews with the participating performers as well as comments from the audience, it was
concluded that the integration of general purpose microphones into a circus act can enhance the expressive qualities from the performer’s and the choreographer’s view, as
well as enhance the audience’s experience.
The challenges met were both technical and artistic, and
it was clear that the combination of a development process,
a composition process, and a rehearsal process meant that
new forms of organisation and work was needed. While
this became stressful at times it was also to be expected;
when you challenge a performance practice by adding new
expressive elements to it, the underlying structure that supports and produces that practice needs to adjust to allow for
the new material to get the attention it needs.
Moving ahead, the results pointed to exploration of other
kinds of connection between circus performance and responsive sound, as the benefits of having a high degree
of interaction and a tight connection between motions on
stage and the accompanying sounds had been sufficiently
demonstrated.

cus, over November and December 2013. The outcomes
of BT6 were artistic performances, discussed later, and a
lecture by MAR all delivered within the Women in Circus
Consortium 13 , a public event held on 18th December 2013
at the KTH R1 Experimental Performance Space and Presence Laboratory 14 , Royal Institute of Technology, Stockholm, Sweden.
BT6 involved a collaboration between six artists and two
researchers. The main research objectives were to further
test the use of real time sonification to enhance expressive
possibilities in circus performances, and to explore good
strategies for implementing sonification in circus performances.
Prerecorded sounds were used for the sonification of the
performer’s actions. This is a different choice than the
one made in the first exploration described above where
the sound was the amplification of the noise produced by
the performer him/herself, or by the tools. In using prerecorded sounds a deep correspondence of the sound with action was possible and the sonic representation of the movements was more effective compared to amplification. At
the same time a larger palette of timbres and greater expressiveness was achieved. Musical fragments were used
too. However, these were regarded as pieces of sound to
be used interactively as any other sound during the sonification process, and not as an accompaniment like in the
second exploration.
As a tool for motion sonification the EGGS 15 (Elementary Gestalts for Gesture Sonification) system was chosen.
The EGGS basic principle is the analysis of a motion trajectory that is done with its segmentation in elementary
categories which are then mapped into different sounds.
The EGGS system has already been used effectively as a
sonification tool for several interactive dance performances
during which it proved to offer valuable expressive possibilities from the point of view of the performer as well as
the audience. For this reason its utilization in a circus context seemed promising.
At an early stage of BT6, a question arose: How to place
sensors and/or markers on the body of circus performers?
It was clear from the beginning that there was not a unique
solution to the problem since there are many different disciplines in circus arts. Each circus discipline requires that
different parts of the body are left free for example for
touching the floor, or interacting with the tools, during the
performance.The dimensions of the sensors can also play
a crucial role.
During BT6 the design process required a continuous collaboration between three team members; the performers,
the choreograph/artistic director, and the sound designer/engineer.
The production process was organized in five phases, each
iteratively feeding into the next one:
• prototyping (the sound designer/engineer creating a
new version of the sonification system specific to the
particular kind of performance)

4.3 Exploration 3: Interaction
The third exploration introduces three performances that
have been implemented within Gynoı̈des Project Bêta Test
VI (BT6), a collaboration between the KTH Royal Institute of Technology and the University of Dance and Cir-

13 Women in Circus Consortium: www.cirkusperspektiv.se/news/womenin-circus-consortium
14 KTH R1 Experimental Performance Space and Presence Laboratory:
www.r1.kth.se
15 EGGS project: www.visualsonic.eu
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Figure 6. Nathalie Wahlberg performing with the EGGS
system in Gynoı̈des Project Bêta Test VI.

Figure 8. Kajsa Bohlin performing with a Cyr wheel augmented with sensors in Gynoı̈des Project Bêta Test VI.

EGGS gesture sonification system [15]. The decision to
use an already tested dance setup was made in order to understand the EGGS system’s potential for research in sonic
interaction applied to the field of circus arts. The EGGS’s
setup was the same as in Swish’n’Break: sounds and a certain number of choreographic gestures were used.
Six artists took part to the performance: Nathalie Wahlberg 16 ,
Kajsa Bohlin, Marianna De Sanctis, Line Rosa Lee Pallisgaard, Manda Rydman, Lea Norrman Firus. Wahlberg’s
hands movements generated sounds and led the choreographic action of the other performers, as seen in Figure 6.
A 2D optical motion tracking of her hands was realized by
means of two electric bulbs she handled, as can be seen in
Figure 7. These had the function of active markers tracked
by the infrared sensor of a Wii Remote. The moving bulbs
had also an interesting scenographic role, continuously changing the lighting of the performers’ bodies. The trajectories
of the two lights were analyzed in real time, and segmented
Figure 7. Nathalie Wahlberg holding two trackable light
into the following categories: straight, circular clock-wise,
bulbs in Gynoı̈des Project Bêta Test VI.
circular counter clock-wise, inversion of direction, stillness.
• testing (the new prototype being tested by the user/performer)
The sounds used were of swish, broken glasses, wind,
water, fire, all taken from the Freesound project 17 . The
• calibrating and setting up the new prototype on the
mapping between gestures and sounds is inspired to simbasis of performers feedback and compositional needs
plicity, that has always been a guiding principle during the
development and use of the EGGS system. The piece is di• composing
vided in sections and in each different sounds and different
• performing
mappings are used. For example when a clock-wise circular hand gesture is performed this produces a wind sound,
In each phase feedback given from team members inwhile a counter clock-wise circular hand gesture produces
formed the activity, and proved to be a very effective strata water sound, and a straight hand movement produces a
egy.
fire sound. Further, the dynamic parameters of the gesture
are mapped into sound parameters in order to get a more
4.3.1 Dance
expressive sonification [16].
The first of the three performances was a dance composi16 Nathalie Wahlberg’s website: http://www.nathaliewahlberg.wix.com/nathaliewahlberg
tion. The piece is an adaption of Swish’n’Break [14], a
17 Freesound project website: www.freesound.org
previous interactive dance performance realized using the
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4.3.2 Cyr Wheel
For the second performance the research challenges were
to sonify the movements of the tool and not those of the
performer herself as it occurred in the previous performance,
and to understand if there can be an effective sonification
of the tools motion [17]. In this exploration, the tool was
the Cyr Wheel, and the artist specialist in that discipline
was Kajsa Bohlin 18 who is active as a dance-acrobat and
a poet.
Instead of using well tested types of sonification, as in
the lights performance, here the research objective was to
experiment new categories of elementary gestures not implemented yet in the EGGS system. The aim here was
to expand the repertoire of elementary gestures detectable.
Given the circular shape of the Cyr Wheel it seemed natural to work on rotations in the 3D space, thanks to the inertial wireless sensors, and to verify if these could bring new
expressive possibilities. Gyroscope sensors, those that are
found inside the Wii Remote, were used. Two Wii Remote
were fixed on the internal side of the Cyr Wheel placed diametrically opposite in a position not to hinder the artist’s
movements Figure 8.
After some preliminary trials, the main possible types of
movements with the Cyr Wheel were identified: rolling
with or without the performer inside, movements similar
to that of a coin with or without the performer inside, spinning with or without the performer inside, and different
manipulations of the Cyr Wheel.
Many data can be gathered from the Wii Remote inertial
sensors. This ranges from the acceleration on three axes
to the velocity of rotation on three axes, to the angles of
rotation (i.e. orientation) on three axes. In order to evaluate the most suitable motion mapping into sound, both data
and video recording of the main types of movements were
realized. The sound designer/engineer made a comparison
of different setup replaying exactly the same recorded motion data.
Finally the motion parameters to be taken into account
were chosen. These were the angular velocity on one axis,
and the angular position on another axis. Also in this exploration, the sounds were selected from the Freesound
project, and their categories were breath, wind, scanner,
and different types of industrial loops The sounds were organised in a sort of transition from the human element to
the natural element, and finally to the mechanical one. The
motion parameters were used to trigger the samples, and to
change their playback speed.
4.3.3 Acrobatics
In the third performance the research objective was to use
body movements to generate voice. The sound part was
the recording of the reading of an ironical and humorous
text. The author and the actor reading the text was the performer herself, Kajsa Bohlin, this time in the role of free
body acrobat. The text recording was segmented into single words, or at least into the smallest recognizable piece of
phrase, and was triggered by the motion of the limbs. Four
18

Kajsa Bohlin’s website: www.kajsabohlin.com

Figure 9. Kajsa Bohlin performing acrobatics with sensors
attached to her arms and legs in Gynoı̈des Project Bêta Test
VI.
Wii Remote were used, each placed on a different limb of
the performer Figure 9. During the rehearsals a one-to-one
mapping [18] was defined between movements and single
words. It was established that in this exploration, the most
suitable category of motion for triggering sounds was the
velocity of rotation. When the velocity of rotation on a defined axis overcame a certain threshold value, a sound file
was triggered. Ten file players were used to let play up to
ten words at the same time, so to avoid words truncation in
the fast parts. There were three main modalities to trigger
the words: in sequence, random, and four selected words,
one per limb. These modalities changed several times during the performance.
4.3.4 Summary
The first test was successful: the purpose, that all the roles
involved acquired knowledge about the EGGS system and
tested it with dance having in mind future possible applications in circus arts, was achieved. The kind of sonification used resulted to be effective from the point of view of
the composition, the performance, and the response from
the audience. One positive observation is that the amount
of time required for the performer to well understand the
functioning of the system, and the different gesture categories, could be reduced. This because it was the sound
feedback itself that helped to understand if a movement
was right or wrong. Another observation was that the choice
of sensors/markers used was critical. For example the use
of electric bulbs is not, in general, a suitable solution for
the circus stage. Electric bulbs are fragile and carry high
probability of accidental impacts with body parts of the
performer, with other tools, or with the floor. The second
test was also successful from a research point of view, because it showed that the sonification of circus tools can
be an interesting field for further explorations. The use of
wireless inertial sensors showed to be a valid choice, since
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it allowed to get good data even without the need to process
it. The third test had the simplest setup of the explorations
analyzed in this section, and thanks to the cleverness of the
performer it worked fine and provided a rich performance.
A consideration can be made here: simplicity and easiness
of use are rewarding. Throughout BT6 it emerged that simplicity let the human element to be more spontaneous and
expressive.
5. CONCLUSIONS
There are some compelling conclusions that can be drawn
from the work presented in this paper, based on interviews
with circus performers, both the ones directly involved in
the work and professionals in the audience, as well as from
audience comments and reviews in the press.
In studying the method of amplification of the immanent sounds of circus performance, the power of relaying
those sounds to the audience was substantial. A previously narrow channel of information and communication
was opened up, and the positive effects of this were unambiguous. The increased connection between audience and
performer pointed towards many new interesting ways to
include dynamic interactive sounds in circus performance.
Using an off-stage performer as a conduit for interactivity, a known piece of music was manipulated to emulate the
contortions of a performer on stage. Using non-traditional
signal processing on a well known piece of music echoed
the extreme movements on stage and showed how mappings between circus performance and signal processing
can work to highlight certain conceptual or emotional aspects of a performance.
Finally, methods already adopted in dance can be successfully used in circus arts to create expressive performances. The use of an interactive sensor-based motion
sonification system was successful in widening the possibilities of expression in dance-related circus practice.
By using these modes of sonic interaction, the performers automatisms generated by years of training were revisited with a new awareness, and proprioception, allowing all participants to further explore intrinsic expressive
potentials.
However, the strain of using precious rehearsal time for
development of new techniques that emanated from other
sources than those traditional to circus, e.g. software development or microphone adjustment, was felt. This is something that has to be planned for in projects similar to the
one presented in this paper, both in regards to practicalities
like time and resources as well as the increased intellectual
and artistic demands put on the performers.
In summary, the use of interactive sound in circus is an
excellent way to add new channels of expressivity to the
communication between performer and audience.
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[7] S. Jordà, G. Geiger, M. Alonso, and M. Kaltenbrunner, “The reactable: Exploring the synergy between
live music performance and tabletop tangible interfaces,” in Proceedings of the 1st International Conference on Tangible and Embedded Interaction, ser. TEI
’07. New York, NY, USA: ACM, 2007, pp. 139–146.
[8] A. Chisholm, “Acrobats, contortionists, and cute children: The promise and perversity of u.s. women’s gymnastics,” Signs, vol. 27, no. 2, pp. pp. 415–450, 2002.
[9] J. C. Ward, “Bending the gaze: An ethnographic
inquiry into contemporary contortion,” Summer Research, 2010.
[10] L. Molin, “Wizard-of-oz prototyping for co-operative
interaction design of graphical user interfaces,” in Proceedings of the Third Nordic Conference on Humancomputer Interaction, ser. NordiCHI ’04. New York,
NY, USA: ACM, 2004, pp. 425–428.
[11] P. Green and L. Wei-Haas, “The rapid development
of user interfaces: Experience with the wizard of oz
method,” in Proceedings of the Human Factors and
Ergonomics Society Annual Meeting, vol. 29, no. 5.
SAGE Publications, 1985, pp. 470–474.

- 1705 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

[12] M. Katz, Capturing sound: how technology has
changed music. Univ of California Press, 2010.
[13] L. Elblaus, K. F. Hansen, and C. Unander-Scharin,
“Artistically directed prototyping in development and
in practice,” Journal of New Music Research, vol. 41,
no. 4, pp. 377–387, 2012.
[14] P. Polotti and M. Goina, “Eggs in action,” in International Conference on New Interfaces for Musical Expression (NIME 2011), 2011.
[15] M. Goina and P. Polotti, “Elementary gestalts for gesture sonification,” in Conference on New Interfaces for
Musical Expression (NIME ’08), 2008.
[16] J. C. Schacher, “Motion to gesture to sound: Mapping for interactive dance,” in Proceedings of the 2010
Conference on New Interfaces for Musical Expression
(NIME 2010), 2010.
[17] J. Torres, B. O’Flynn, P. Angove, F. Murphy, and
C. O’Mathuna, “Motion tracking algorithms for inertial measurement,” in Proceedings of the ICST 2Nd
International Conference on Body Area Networks,
ser. BodyNets ’07. ICST, Brussels, Belgium, Belgium: ICST (Institute for Computer Sciences, SocialInformatics and Telecommunications Engineering),
2007, pp. 18:1–18:8.
[18] K. Ng, “Sensing and mapping for interactive performers,” Organised Sound, vol. 7, no. 2, pp. 191–200,
2002.
A. ABOUT GYNOÏDES PROJECT
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agency in circus art.
Gynoı̈des Project is based on the premise that the oppressed identity of circus takes roots in the structure of the
circus practice itself.
By intervening in the structure of the practice the project
aims at generating alternative models of women representation in circus and favour the emancipation of the art form
and of its artists. The project engages in a female-centered
circus making and seeks to describe and produce feminist
strategies in circus composition.
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community, and with contributors from scientific and artistic fields.
For more info see: http://www.cirkusperspektiv.se
B. VIDEOS OF PERFORMANCES
Bêta Test VI Acrobatics
Bêta Test VI Cyr Wheel
Bêta Test VI Dance with light bulb
Bêta Test V Contortion
Bêta Test V Aerial Hoop
Bêta Test V Hula Hoop

https://vimeo.com/88395101
https://vimeo.com/87856666
https://vimeo.com/87856667
https://vimeo.com/89224891
https://vimeo.com/89203380
https://vimeo.com/89199084
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ABSTRACT
This paper presents an approach to the generation of
periodic signals through the application of Euclidean
geometry in the time domain. In particular, the content of
this paper is focused on waveforms derived from regular
polygons. It is an attempt to show how the geometrical
relations and proportions of regular polygons and star
polygons with respect to their Schläfli symbol can be
made audible, and how these relations can be used in an
acoustical or a musical context. A basic description is
given of how to construct such geometrical waveforms
and musical scales using the underlying geometry. In
addition, this paper draws inspiration for its approach to
synthesis and composition from experimental approaches
to drawn graphical / ornamental sound. These include
methods that came to prominence in Russia and Germany
in the first part of the 20th century, such as those which
used film and paper as primary media, and those that
developed during the post-war period, including Oramics,
and others. Most importantly, this paper describes a
framework and examples that demonstrate processes
whereby the geometry of regular polygons can be used to
generate specific acoustic phenomena in frequency, timbre, phase, and metre.

1. INTRODUCTION
The relation of music and geometry can be argued to
share a timeline alongside that of the creation of all musical instruments. Furthermore, geometry is used to describe acoustics, aspects of aesthetics, and is also used for
theories and concepts in composition and perception of
sound, for instance by Chladni[1], H. Jenny[2], D. Tymoczko [3], G. Mazzolla [4]. However, it seems that
there is relatively little research which discusses the geometry of waveforms that are derived from, or related to,
regular polygons. With the exception of the widely used
sawtooth, triangle, and square wave, many texts on Fourier series usually do not cover other polygonal waveforms, although the theory to build and analyse them
might exist.
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During the first half of the 20th century, Russian and
German composers1 developed a range of techniques to
generate sounds with ornamental patterns drawn on film.
Two key publications which effectively detail the work of
this period are Sound in Z by Andrey Smirnov [5] and
“Tones from out of Nowhere”: Rudolph Pfenninger and
the Archaeology of Synthetic Sound by Thomas Y. Levin
[6]. These both describe the work and experiments of a
number of key Russian and German pioneers. Similar
techniques were later used by Norman McLaren and
Daphne Oram. Importantly, since the development of
modern personal computers, graphical interfaces to control or draw sounds have become quite common in digital
synthesisers2.
This research began between 1999 and 2000 as an experiment into polymetric structures. Soon this work naturally led to the exploration of corresponding graphical
representations. Further research resulted in the development of an approach to the visualisation of polymetric
structures through the use of regular polygons in a circle
as shown in Figure 1 on the left. These polymetric images
are reminiscent of commonly used synthesised waveforms; sawtooth (figure 2), triangle (figure 3) and square
(figure 3) waves3. This led to the study of whether more
waveforms might be derived from regular polygons, and
how they may relate to one another.
The first attempts to realize audio outputs from these
waveforms as part of this project were produced on the
Atari ST platform in Omikron Basic in 2000. Some time
later, at Goldsmiths, University of London in 2012, the
project was recoded in Processing, and then in JavaScript
using the webAudio framework. The outcome was two
prototype online synthesisers, with one still in an experimental stage. They both run only in the Google Chrome
browser and are currently located at the following website:
http://igor.gold.ac.uk/~mu102dc/ngonwaves/start.html
There are also audio examples on the website which are
useful for those interested in exploring the synthesis approaches detailed here.
1

Copyright: © 2014 Dominik Chapman et al. This is an open-access
article dis- tributed under the terms of the Creative Commons Attribution
License 3.0 Unported, which permits unrestricted use, distribution, and
reproduction in any medium, provided the original author and source are
credited.

Russian composer Arseny Avraamov presented his first graphical
sound experiments in 1930. German composers that worked with drawn
sounds around the same time were Rudolf Pfenninger and Oskar
Fischinger.
2
For instance, the wavetable synthesisers by PPG and Waldorf or the
Fairlight synthesisers.
3
N-gon waves in all the figures, except figure 10 and 17, of this paper
are shown as bold black connected lines.
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The two synthesiser prototypes are called the “N-gon
Wave Synthesizer” and “N-gon Wave Synthesizer Sequencer”. Polygons are often referred to as “n-gons”,
hence we chose the term “n-gon waves” for the polygonal
waveforms.
Fundamentally, a unit circle or unit frequency is used to
derive the waveforms, from which a variety of scales and
timbres can be generated. To some degree this technique
enables the representation of geometrical relations in
sound. Some of the results of these experiments are presented here.

It has to be pointed out that the waveforms described
here are not polygon sine waves. Although a similar approach, the waves presented here are angular and are not
curved and smooth as polygon sine waves.
One way to construct a n-gon wave is to cut a regular
polygon in two halves along a line from a vertice to the
middle of its opposite edge, and then rotate one half
either around the vertice or the edge, as shown in figures
2 and 3. This method works fine with polygons with
Schläfli-Symbol {n} as can also be seen in figure 1 on the
right. Another approach needs to be used to generate
waveforms derived from star polygons with fractional
Schläfli-Symbols {n/q}, as depicted in figure 4. In this
case a regular polygon or a star polygon is unwrapped or
unfolded. The following description focuses on this second approach.
2.1 Variables and Basic Calculations

Figure 1. Polymetric structures visualized as polygons
in a unit circle (left). A pentagon wave with start phase
0 is derived from a pentagon (right).

The following variables (see also figure 4) are used for
the construction of a n-gon wave:
S =
n =

Figure 2. Sawtooth waves or trigon waves with start
phase 0 and π/n derived from a triangle.

q =

Figure 3. A triangle and a square wave or tetragon
waves with start phase 0 and π/n derived from a square

l
φ
T0
Ti
Tn
f0
fn
a0
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=
=
=
=
=
=
=
=
=
Ω =
ε =
R =
r =
rn =

Figure 4. A heptagram wave (black) with start phase 2π/n
and four edges is derived from four edges (red) of a heptagram (grey) with Schläfli symbol {7/2}. The figure shows
variables (a0 , an , φ = ph , R , r , T0 , Ti , Tn ) that are
used for n-gon wave calculations explained in sections 2
and 3 of this paper. The grey circle waves are derived
from the circumcircle (wavelength = T0), the incircle
(wavelength = Ti), and the wavelength (or frequency) of
the heptagram wave (φ = π, wavelength = Tn).

m =

Sample rate
The number of vertices or edges of a regular
polygon, Schläfli symbol {n} (the letter p is
also used instead of n for the Schläfli symbol of
star polygons {p/q})
The stellation of a regular polygon, i.e. the edge
or line that connects every qth vertice of the n
vertices on the circle periodically, it represents
which and how vertices are connected, for in
stance every second vertice or every third
vertice, etc., it is the denominator In the Schläfli
symbol {n/q} (or if p instead of n is used {p/q})
The number of connected edges or lines
Start phase
Wavelength of the unit circle wave in samples
Wavelength of the incircle wave in samples
Wavelength of the n-gon wave in samples
Fundamental frequency of the unit circle wave
Frequency of the n-gon wave
Amplitude of the unit circle wave
Amplitude peak of the n-gon wave
Unit-Circle Exponent
Frequency-Ratio Exponent
Radius circumcircle
Radius incircle
Radius of the n-gon wave unit circle with
frequency fn
Gradient

The calculations for the radius of the circle and the incircle are:

2. BASIC DESCRIPTION OF A N-GON
WAVE
The following basic description employs formulas that
can be used directly to generate or program n-gon waves.
It is not intended as a complete example, instead it focuses on the central approaches used for the construction
of n-gon waves.

R = S / 4f0

(1)

r = Rcos(qπ/n)

(2)

The following formula is used to calculate the gradients
for the interpolation between the vertices of the n-gon
wave:

- 1708 -

Proceedings ICMC|SMC|2014

n-1

m(k) = Σ

k=0

14-20 September 2014, Athens, Greece

R [ 1 / cos(qπ/n) ] Ω
rn = —————————
ε
(T0 / Tn)

a0 [ sin(2πq(k+1) / n + φ) - sin(2πqk / n + φ) ]
————————————————————

| R [ cos(2πqk / N+ φ) - cos(2πq(k+1) / n + φ) ] |
(3)

If n gets larger, the n-gon wave converges to a polygonal circle wave. A polygonal circle wave is not the
same as a sine wave as can be seen from figure 5. A polygonal circle wave is comprised of partial sine waves
and has a distinct sound. The frequency spectrum of a
polygonal circle wave is illustrated in figure 6. In this
paper, the “polygonal” is discarded and the term “circle
wave” is used to refer to a polygonal circle wave.

The peak amplitudes of the n-gon waves are also dependent on the start phases and the number of vertices, or
edges, respectively. As the amplitude of the unit circle
wave a0 is set to its radius R, the amplitude peaks of the
related n-gon waves decrease for higher frequencies or
increase for lower frequencies proportionally to R. This
has an impact on the amplitude peaks produced by the
waveforms, which affect their timbre. The focus of this
paper is on the frequencies (scales) and the timbre in
isolation from the structure of the amplitude variations,
which will be detailed in future publications.
3.3 Phase

3. FREQUENCY, AMPLITUDE, PHASE,
AND TIMBRE - THE UNIT CIRCLE
AND THE UNIT FREQUENCY
3.1 Frequency and Unit Circle
If a n-gon wave is derived from a unit circle (that can be
the circumcircle or the incircle) and the two basic start
phases (φ = 0, φ = π/n) are used, there are three cases to
be considered for the calculation of its frequency: if n is
even and the start phase φ = 0, if n is even and φ = π/n,
and if n is odd and the start phase is φ = 0 or φ = π/n. The
frequencies can be calculated with these formulas:
First calculate Tn

Tn =

n = even and φ = 0

4r,

n = even and φ = π/n

2R+ 2r, n = odd and φ = 0 or φ = π/n
(4)
Or alternatively, especially if Schläfli symbols of the
form {n/q} are used for star polygons:
n

Tn =

Σ | R [ cos(2πqk/n + φ) – cos(2πq(k+1)/n + φ) ] |

k =0

(5)

Then calculate:
fn = S / T n

Then replace R with rn in calculation (4) or (5) to
recalculate Tn. For instance, to calculate Ti set ε to 1 and
multiply rn (the new R) by 4.
3.2 Amplitude

Figure 5. A polygonal circle wave and a
sine wave of the same frequency.

4R,

(7)

(6)

A n-gon wave can also be transposed to any frequency
fn with respect to recursion exponents (Ω, ε) and recalculations of the radius rn for the transposed wave, like this:

So far, two basic start phases are often used, as described above: φ = 0 and φ = π/n. The difference that
these two phases make can be seen in the image of the
tetragon waves in figure 3. A start phase φ = 0 generates
a triangle wave, whereas a start phase of φ = π/n produces
a square wave. Both waves have different frequencies if
they are derived from the same unit circle and same frequency-ratio exponents.
The phase can also be used to generate polymetric
phase rotation. If the phase of different n-gon waves
changes with the same speed, polymetric patterns can be
perceived. This corresponds to the image (figure 1) that
led to this experiment with n-gon waves.
With an almost symmetric n-gon wave, such as a star
polygon wave, and the matching n, q, l and φ settings, it
is possible to generate an audio effect similar to a n-gon
wave being played forward or backward.
3.4 Timbre and Unit Frequency
If different n-gon waves have the same unit frequency,
the differences in the timbre or the harmonic spectrum of
the waveforms can sometimes be heard and compared
quite well. The timbres of n-gon waves range from the
common triangle, sawtooth and square wave like sounds
for n-gon waves with Schläfli-Symbol {n} to coarser and
percussive sounds with Schläfli-Symbol {n/q}. As mentioned before in 3.3 the start phase contributes also to the
timbre of a n-gon wave.
Through a basic analysis of n-gon waves with a Discrete Fourier Transform (DFT), followed by resynthesis
with an Inverse Discrete Fourier Transform (IDFT), it
appears that in the frequency domain, if n is odd all partials seem to be used for building the wave, and when n is
even odd numbered partials seem to be much more pres-
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ent. Figure 6 shows the amplitude, phase spectrum of a
circle wave, and the resynthesized circle wave.

Figure 6. The phase and amplitude spectrum of a circle wave,
and above the resynthesized circle wave.

3.5 N-gon Wave Drum Sound Example
Here is a short example of how to set the parameters to
synthesize a drum like sound with a n-gon wave derived
from a star polygon with Schläfli symbol {420/209}:
n = 420 (a large n for star polygons)
q = n/2 – 1 = 209 (also n/2, more melodic)
l = n/4 = 105 (or higher or lower, affects the timbre)
φ = π/2 = 2π/n(n/4) (changes affect the timbre)
f0 = 55Hz (higher or lower values for different pitches)
Figures 7 and 8 show parts of the same n-gon wave. In
figure 7 the circle seems to be filled with the grey color
that is used for the edges of the polygon in the circle.
This is due to the large number of 420 vertices or edges
that are used. The actual n-gon wave is much longer than
seen here.
Figure 8 shows a magnified version of a smaller part of
the same n-gon wave where the edges of the star polygon
can be identified. As can be seen in figure 7, if a star
polygon with a large n (i.e. a large number of vertices or
edges) is used to generate a n-gon wave similar to this
one, the gradient decreases for each edge. At some limit,
i.e. if n would be infinite, it might converge to 0.

Figure 7. A n-gon wave with Schläfli symbol {420/209}, start
phase φ = π/2, and number of connected edges l = 105. The
wave has a drum like timbre. Because a star polygon with 420
vertices or edges is used, the circle seems to be a grey dot.

Figure 8. A magnified image of the n-gon wave shown in figure 8. Parts of the edges of the star polygon in the unit circle are
visible.

4. SCALES
As should appear obvious, every n-gon wave can oscillate with every frequency and they can be used in every
kind of scale, albeit some scales seem to be inherent to
the subject itself.
The scales presented here should be seen as an approach to make the geometrical relations and proportions
of regular polygons and star polygons audible. The n-gon
wave scales described here are derived from regular
polygons and star polygons and a unit circle (i.e. all ngon waves are derived from the same circumcircle radius)
or a unit frequency ratio (i.e. the ratio of the circle wave
wavelength and the n-gon wavelength) of the corresponding circle wave.
Other properties of regular polygons could be chosen as
unit to derive n-gon scales from, for example, a unit incircle, a unit edge or a unit stellation line that connects
the vertices of a star polygon. It is possible to build scales
from the phases of the stellations of a star polygon if they
are used as start phases (φ).
More than one unit parameter or other geometric properties of regular polygons or star polygons can also be
used for the construction of n-gon wave scales. For instance, unit circle recursion, unit frequency ratio recursion, and the stellations of a star polygon can be combined into a scale.
4.1 Unit Circle Scales
Unit Circle Scales are comprised of n-gon waves with φ
= 0 and φ = π/n derived from n-gons adjacent to one or
more unit circles. A unit circle is used as a centre frequency of a corresponding circlewave of which the other
n-gon wave frequencies of the scale are derived from.
The unit circle wave figures as a form of axis to which
the n-gon waves of a Unit Circle Scale are adjacent to.
Here is a first example. The range of one octave and
one additional higher semitone can be constructed with
two trigon waves and two tetragon waves. To derive the
fundamental frequency of the scale, a trigon with start
phase 0 on the outside adjacent to the unit circle is used
(unit circle exponent Ω = 1). For its octave a trigon with
startphse π/n on the inside adjacent to the unit circle is
used (unit circle exponent a = 0). The ratio of the circle
wave and the trigon waves will then be the fifth on the
outside, and fourth on the inside, with the ratios 3/4 for
the first and 3/2 for the octave trigon wave. The two
tetragon waves are used to build another octave around
the circlewave which then becomes their tritone, the
ratios of the tetragon waves and the circle wave are: √2/2
and √2, respectively.
All n-gon waves with an odd n have different frequencies. The two start phases φ = 0 and φ = π/n do not
change the frequency or the amplitude peaks of the n-gon
waves with an odd n, but the start phases do change the
frequencies and the amplitudes of the even n n-gon
waves.
All n-gon waves with an even n on the inside of a unit
circle with start phase φ = 0 and unit circle exponent Ω =
0 have the same frequency as the unit circle wave. If the
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unit circle exponent is changed to 1, so that the polygons
lie on the outside adjacent to the unit circle, they have
different frequencies.
All n-gon waves with an even n on the inside of a unit
circle with start phase φ = π/n and unit circle exponent a
= 0 have different frequencies, too.
All of the n-gon waves with the same n inside and outside adjacent to the unit circle of the circlewave seem to
show reciprocal frequencies; for instance, trigon waves
with 1/(3/2) = 3/4 and tetragon waves with 1/√2 = √2/2,
etc.4
A scale of ascending or descending frequencies comprised of n-gon waves can be built with the two start
phases and the polygons on the inside and outside adjacent to the unit circle as described above. The above
mentioned semitone that is higher than the octave of the
trigon wave is the octave of the tetragon wave with start
phase φ = 0 and unit circle exponent Ω = 1. It is a tetragon wave with start phase φ = π/n and unit circle exponent Ω = 0. The scale does not ascend or descend with
one frequency per n of a n-gon wave, it rather jumps back
and forth between odd and even n frequencies. For instance, the tetragon wave is always higher than the trigon
wave, whether it is on the inside or on the outside of the
unit circle. With the exception of the tri- and tetragon
wave, a wave with odd n and a unit circle exponent a = 1
on the outside of the unit circle is followed by a lower
frequency of the next higher even n. With n-gon waves
with odd n and a unit circle exponent a = 0 on the inside
of the unit circle it is the other way round: the frequency
of a wave with even n will be followed by a lower frequency of a wave with the next higher odd n. If the n
values of the n-gon waves are arranged symmetrically
around the circle wave, but the start phase and the unit
circle exponent change as described above, the frequency
ratios seem to be reciprocally mirrored around the unit
circle of the circle wave.
The larger the numbers that are used for n, whether they
might be even or odd, the closer the n-gon wave gets to
the circle wave. It seems that even and odd n will converge into a unit circle when they reach infinity. This
raises some questions about whether the n of the unit
circle wave is even or odd when n reaches infinity (n =
∞), whether there are two inifinities (one for even and
one for odd) or if there are other maybe paradox solutions. Unfortunately, we are not able to give an answer to
these questions here.
Scales that use only odd or even numbers for n might
jump less forwards and backwards than a scale that uses
all or a set of even and odd numbers.
Table 1 shows the frequencies of a unit circle scale of
13 frequencies of one octave plus the one extra frequency
of the tetragon wave, the start phases, the unit circle exponents, the frequencies of a twelve tone equal tempera4

Although n-gon waves with an odd n seem to show almost reciprocal
values, irregularities can be observed. These irregularities could be
caused by rounding errors by the computer used for the calculations of
the frequencies. As it it is not clear where they come from this will need
some further investigation.

ment scale, and the frequencies of the just intonation
scale. All three scales start from 1Hz.
A Unit Circle Scale can also contain more than one unit
circle. The unit circles and their circle waves can be arranged geometrically derived from polygons or n-gon
waves. For example, octaves and fourths can be derived
from trigon waves and used as new unit circle centres
frequencies.
n

φ

Ω

fn-gon

fequal temp

just

3
4
5
6
7
8
∞,
unit
8
7
6
5
4
3

0
0
0
0
0
0
0 or
π/n
π/n
π/n
π/n
π/n
π/n
π/n

1
1
1
1
1
1
0 or 1

1.0000
1.0607
1.3416
1.2990
1.4218
1.3858
1.5000

1.0000
1.0594
1.1224
1.1892
1.2599
1.3348
1.4142

1.0000
1.0666
1.1250
1.2000
1.2500
1.3333
1.4000

0
0
0
0
0
0

1.6236
1.5781
1.7320
1.6583
2.1213
2.0000

1.4983
1.5874
1.6817
1.7817
1.8877
2.0000

1.5000
1.6000
1.666
1.777
1.8750
2.0000

Table 1. A Unit Circle Scale derived from one circle
wave. n = number of vertices or edges of the polygon, φ =
start phase, a = unit circle exponent, fn-gon = frequency ngon wave, fequal temp = frequency equal temperament scale,
just = frequency just intonation scale. All frequencies are
in Hertz.
n

φ

Ω

fn-gon

fequal temp

just

∞,
unit
8
7
6
5
4
3

0 or
π/n
π/n
π/n
π/n
π/n
π/n
0 or
π/n
0
0
0
0
0
0 or
π/n

0 or 1

1.0000

1.0000

1.0000

π/n
π/n
π/n
0
0
0 or 1

1.0824
1.0520
1.1547
1.1056
1.4142
1.3333

1.0594
1.1224
1.1892
1.2599
1.3348
1.4142

1.0666
1.1250
1.2000
1.2500
1.3333
1.4000

1
1
1
1
1
0 or 1

1.4142
1.7889
1.7320
1.8958
1.8477
2.0000

1.4983
1.5874
1.6817
1.7817
1.8877
2.0000

1.5000
1.6000
1.666
1.777
1.8750
2.0000

4
5
6
7
8
∞,
unit

Table 2. A Unit Circle Scale derived from two circle
waves. n = number of vertices or edges of the polygon, φ
= start phase, a = unit circle exponent, fn-gon = frequency
n-gon wave, fequal temp = frequency equal temperament
scale, just = frequency just intonation scale. All frequencies are in Hertz.
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A Unit Circle Scale can also contain more than one unit
circle. The unit circles and their circle waves can be arranged geometrically derived from polygons or n-gon
waves. For example, octaves and fourths can be derived
from trigon waves and used as new unit circle centres
frequencies.
Table 2 shows the frequencies (starting from 1Hz) of a
unit circle scale of 13 frequencies derived from two unit
circles. One unit circle is halve the size of the other, i.e.
two circle waves with a frequency ratio of one octave.
The parameters and scales in this table are the same as in
table 1, but as can be seen from the table, the values for n,
φ, Ω, and fn-gon are different. The frequency ratio comparison to the other scales (equal temperament, just intonation) shows other parts of the frequency properties of a
Unit Circle Scale than the one in table 1.
4.2 Unit Circle Recursion Scales
The following recursive process is used to generate Unit
Circle Recursion Scales:
If the incircle of a polygon is used as a new unit circle
for another polygon inside this circle, and this process
will be repeated for a number of times, a musical scale
can be generated with the derived n-gon waves of each
circle. The same method can also be inverted so that the
unit circle or circumcircle of one polygon becomes the
incircle of another polygon, etc.
Mathematically this means that the Unit Circle Exponent Ω in equation (7) is increased or decreased for each
new frequency of the musical scale. Decreasing Ω increases the frequency and increasing Ω decreases the
frequency.
Ωn+1 = Ωn ± 1

(8)

If a trigon wave is used for each step of the process, a
scale of octaves is generated. If a tetragon wave is used, a
scale of tritones is produced. It can be concluded that the
larger n is (the number of vertices or edges) the smaller
are the steps of the recursion scale. Figure 9 illustrates an
Unit Circle Recursion Scale with trigons.

Figure 9. A trigon Unit
Circle Recursion Scale of octaves.

4.3 Unit Frequency Ratio Recursion Scales

the Frequency-Ratio Exponent ε in equation (7). Decreasing ε also decreases the frequency and increasing Ω also
increases the frequency.
εn+1 = εn ± 1

(9)

If again a trigon wave is used for each step of the process, a circle of fourths is generated due to the frequency
ratio of 4:3 of a trigon wave and a unit circle frequency.
For even numbered n-gon waves the start phase has to
be set to φ = π/n. Otherwise, the recursion frequency ratio
will always be 1.
If a tetragon wave is used and its start phase is set to φ
= π/n, a scale of tritones is produced. Note that this is the
same scale as the Unit Circle Recursion Scale of tetragon
waves.
Again, as with the Unit Circle Recursion Scale, the larger n is (the number of vertices or edges) the smaller are
the steps of the recursion scale. Figure 10 shows the Trigon Unit Frequency Ratio Recursion Scale of a circle of
fourths and the Unit Frequency Ratio Recursion Scale of
an octagon wave

Figure 10. A trigon Unit Frequency Ratio Recursion Scale
of a circle of fourths (left) and an octagon Unit Frequency
Ratio Recursion Scale (right).

4.4 Edge Scales
Edge Scales can be constructed if the number of edges
and vertices of the regular polygon stay the same, but the
number of edges of the derived n-gon wave is increased
or decreased.
In this paper, the variable l is used for the number of
edges because this is the first letter in the word “line”.
Actually, the line is the edge of a polygon, hence the
Edge Scale could also be called the L Scale.
Edge scales show a periodic behaviour. If l is a multiple
of n, the frequency is the same. If it is not a multiple of n
and if l is increased, the frequency decreases.
The start phase (φ) makes a difference for even numbered n-gons. If φ = π/n, two steps of the scale are the
same because of the symmetry of the vertical edges. If φ
= 0, all the steps of the scale are different.
If a unit frequency is used, Edge Scales seem to change
the partial frequencies of a n-gon wave spectrum.
Figure 11 illustrates an Edge Scale of a hexagon with φ
= 0.

The same recursive process as for Unit Circle Recursion
Scales can be applied to the frequency ratio of a unit
frequency. The frequency of a n-gon wave becomes the
new unit frequency for the next n-gon wave frequency
calculation, etc. It can also be described as powers of the
ratio of the circle wave wavelength to the n-gon wavelength. This corresponds to an increment or decrement of
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4.5 Stellation Scales
Stellation Scales are derived from a regular polygon and
its stellations.
If different q values in the Schläfli symbol{n/q} of a
regular polygon are used to build its stellations, a corresponding scale can be generated.
For instance, if n is 12 and φ = 0, the scale is comprised
of a dodecagon wave, 5 star polygon stellation waves,
and their two basic start phases 0 and φ/n. That makes a
total of 12 different n-gon waves with only the half of
them with an individual frequency. Figure 12 shows 6 ngon waves as dodecagon wave stellations of the scale.
Note that three of these n-gon waves are derived from
regular polygons of star figures, only one is derived from
a dodecagram, and one n-gon wave is a straight horizontal line that is not depicted in full length.

…
Figure 12. This figure shows six n-gon waves of a
dodecagon Stellation Scale. Three of these n-gon
waves are derived from regular polygons of star figures, only one is derived from a dodecagram. Note
that one n-gon wave is a horizontal line and it is not
depicted in full length.

waves of a Dodecagram Phase Rotation Scale with n =
12, q = 5, and l = 6.

Figure 13. Four of twelve n-gon waves of a dodecagram Phase Rotation Scale with n = 12, q = 5, and
l = 6.

4.8 Intervals and Chords
It is possible to build intervals or chords from the above
described scales. If n-gon waves are derived from the
same unit circle, some intervals seem to be suitable to be
used in a harmonic context. Because this needs some
further investigation, we can only give a few examples at
the moment. For instance, trigon and pentagon, trigon
and heptagon waves, intervals of the nonagon Unit Circle
Recursion Scale or the pentagon Unit Frequency Ratio
Recursion Scale can all be used to build chords.
Some of the intervals or chords that can be built from
the frequencies of a Unit Circle Scale seem to resemble
the ones from the equal temperament or just intonation
scale.
For instance, the interval of a tetragon wave and hexagon wave (ratio = 1.2246) is close to a major third interval of the equal temperament scale (ratio = 1.2599). The
ratio of the tetragon wave and the circle wave of a Unit
Circle Scale is equal to the tritone of the equal temperament scale: √2 = 1.1412.
With a ratio of 1.3333 the interval of the circle wave
and the adjacent trigon wave inside the circle is the same
as a perfect fourth, or with a ratio of 1.5 for an adjacent
trigon wave outside the circle a perfect fifth of the just
intonation scale.

4.7 Phase Rotation Scales
If the start phase (φ) of a regular polygon or a star polygon is increased or decreased by 2π/n, so that the start
phases become multiples of 2π/n as shown in equation
(10), scales can be constructed with start phases that seem
to rotate around the incircle corresponding to the vertices
of the polygon.
n

φ(k) =

Σ k(2π/n)

(10)

k=0

If a regular polygon is used, the value of l (lines that
connect the vertices of the polygon) is equal to n (number
of vertices of the polygon), and q (the stellation of the
star polygon) is 1, a phasing effect occurs. If l is not equal
to n, a scale of different frequencies can be constructed.
From a star polygon phase rotation scales can be constructed in the same way as with regular polygons.
Other incremental values for φ that do not match the
vertices of a polygon can be chosen, too, for example
logarithmic values. Figure 13 shows four of twelve n-gon

5 EVALUATION
5.1 Aliasing, Low Frequencies, Computation Time,
Software Applications, and Recordings
In this research, angular n-gon waves have mostly been
used, chiefly due to a desire to test both their acoustic
properties and their graphic representation. Although the
angularity of the waveforms introduces aliasing, it is the
angularity that contributes to the computation of geometric proportions that can be used in an acoustical or musical context; for instance, scales derived from geometric
proportions of regular polygons as described in section 4
of this paper. N-gon waves can be used as waveforms for
additive synthesis, subtractive synthesis, and modulation
(experiments with additive n-gon wave synthesis and
modulation were conducted by the authors but are not
documented in this paper).
The aliasing is introduced by the sharp edges of the
computer generated waveforms. The high frequency
partials of a n-gon wave frequency spectrum that are used
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to generate sharp edges can be higher than the Nyquist
frequency. To avoid aliasing these frequencies could be
filtered out with a low-pass filter.
Sometimes very low frequencies might occur while
working with n-gon waves. A high-pass filter can be used
to filter them out or they may be used as modulation
signals.
An implementation of a n-gon wave oscillator algorithm (programming language C++) was run on a laptop to
test and estimate the computational time (i.e. the time
complexity) of the algorithm. It appeared that the computation time5 of a star polygon wave (the drum sound example in section 3.5) with Schläfli symbol {420/209}, φ
= π/2, and with a frequency of 0.25Hz was on average
about 0.0029 seconds. In the worst case it was 0.0063
seconds, which is about 160.875Hz, or 9’652.51bpm
(beats per minute). This indicates that the computation of
this low frequency n-gon wave was about 643.5 times
faster than the frequency of the wave itself. The computation time (about 0.0003 seconds or 3’333.3333Hz) of the
same waveform with a higher frequency of 4048Hz
turned out to be slower on average than the frequency of
the wave itself. The computation time average of 1000
test waves with octave frequencies (2x Hz) from 1Hz to
16’384Hz and variable settings for n and q was slightly
higher than approximately 0.0003 seconds (about
2’989.3132Hz or about 179’358.7923bpm). This computation time average appeared to figure as a performance
limit of the n-gon wave algorithm that was run on the test
computer. The limitation needs to be considered if the ngon wave algorithm is implemented in software applications. The implementation of the tested algorithm could
probably also be optimised, for instance, with inline assembly code. However, as this computation time limit is
higher than most tempos used in common sequencer
software, it seems that the algorithm can be implemented
in such software applications. 6
To test the computational accuracy and potential data
loss of the output of prototype n-gon wave synthesisers
recordings were made with common recording software.
Figure 14 shows a prototype n-gon wave synthesiser
output recording of a tetragon wave with φ = π/4, and
hexagon wave with φ = π/6, i.e. both with φ = π/n. The
recording was made with Audacity7. It appeared that the
recordings of an online prototype n-gon wave synthesiser
were occasionally distorted or interrupted when the recordings were made on the same computer as the online
synthesiser software was run on. It is not clear whether
these issues were due to the implementation, the speed of
the internet connection, or due to the speed of computation available on the test computer. The online synthesiser performed well if no recording software was used
5

The results are rounded to four decimal places.
For instance, the online “N-gon Wave Synthesizer Sequencer” mentioned in the introduction of this paper combines a n-gon wave oscillator and a sequencer. (A Max and/or Pure Data external is currently in
development by the authors).
7
The Audacity recording freeware can be found here:
http://audacity.sourceforge.net/
6

on the same computer at the same time. With the offline
versions of the prototype n-gon wave synthesisers there
appeared to be no such issues so far. It was possible to
run offline n-gon wave synthesiser software and common
recording software on the same computer (laptop) while
algorithmically and/or manually changing the synthesiser
parameters at the same time.

Figure 14. A recording with Audacity of tetragon and hexagon
waves with φ = π/n generated with a protoytpe n-gon wave
synthesiser.

6 CONCLUSIONS
As documented in this paper, n-gon waves can be used as
a means to approach the expression of geometrical proportions and relations of regular polygons and star polygons in sound. Although aliasing might occur some geometric relations are still audible, and the waveforms may
be used for additive synthesis, subtractive synthesis, and
modulation. N-gon waves offer a variety of musical
scales, harmonic relations, timbres, and other properties
to experiment with. Frequency, amplitude, and phase can
be used as independent variables or can additionally depend on one another through the geometrical properties
of regular polygons. N-gon waves can be played in an
equal temperament scale. However, with their inherent
geometrical properties they can also be used as a means
to explore other possibilities in sound.
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ABSTRACT
We consider the issue of how a flexible musical space can
be manipulated by users of an active music system. The
musical space is navigated within by selecting transitions
between different sections of the space. We take inspiration from pheromone trails in ant colonies to propose and
investigate an approach that allows an artificial agent to
navigate such musical spaces in accordance with the preferences of the user, and a set of boundaries specified by the
designer of the musical space.
1. INTRODUCTION
This paper presentes a musical system that invites nonmusicians, i.e., people not knowing how to play a musical instrument nor knowing much about music theory, to
participate actively in a musical experience. Such a concept of active music listening [1], is based on the idea that
a user can engage with music somewhere along an imaginary axis between an instrumentalist and a passive listener.
Thus an an active music experience enables a wider range
of control possiblilities than the play, pause, skip song and
volume controls of regular audio players, yet not requiring
the instrumental skills of a musician.
In our setup, an active music system is built around a musical space that may be navigated within by a user. The
musical space is pre-created by a composer/designer, and
include various musical sections, that will be referred to as
soundscapes. “Composing” a musical space for an active
music system involves designing each individual soundscape, as well as a set of rules for transitions between these;
including their durations and order.
During exploration of the system, the user can influence
the order of soundscapes or sections, or influence some
general parameters like the dynamics, mood, etc. We want
to enable users to explore the space not only with immediate control actions, but with actions that influence how the
piece of music evolves in the future.
Our active music system is realised by implementing an
artificial agent utilising the pheromone trail mechanism
from ant colony optimisation. Here the agent follows a

Alexander Refsum Jensenius
University of Oslo
Department of Musicology
a.r.jensenius@imv.uio.no

pheromone trail between musical sections, which is initially specified by the designer of the space. The human
user may then select a path for the agent, influencing the
transitions taken by the agent in future repetitions. The
following sections will present the design of the system,
its implementation, and discuss its use.
2. OUR SYSTEM
Our active music system provides a limited set of highlevel control actions to a user, mapped to a set of musical parameters. These parameters and their implementation are defined by the designer of the space, so that users
are allowed to (1) navigate between different soundscapes,
and (2) control the intensity of the music.
The designer of a musical space defines the boundaries
of the space. This implies that the musical space must be
flexible in order to give a certain amount of freedom to the
user, to influence the music in accordance with their tastes
or preferences. However, a space should not be so flexible that the interaction feels like composing or performing,
i.e., the user should get the notion that he/she is involved
with the music, not creating it from scratch.
As the music plays, an artificial agent navigates between
the soundscapes according to the designer’s specifications,
or, new soundscapes are selected by the human user. We
consider the selections made by the user to reflect the user’s
preferences within the boundaries laid out by the designer.
To cater for these preferences, the system utilises a pheromone mechanism, allowing the agent to remember the path
chosen by the user when making a transition between soundscapes in the future.
2.1 Boundaries
For the system presented in this paper, the boundaries are
specified as:
• a set of soundscapes of the constituent parts of a musical space
• heuristics for the features of a set of musical elements in each soundscape, defining rhythmic, timbral, and harmonic properties

Copyright: c 2014 Nymoen et al. This is an open-access article distributed under
the terms of the Creative Commons Attribution 3.0 Unported License, which permits unrestricted use, distribution, and reproduction in any medium, provided the
original author and source are credited.
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• a mapping of the control parameter intensity to a set
of musical parameters, providing the user with one
control dimension within each soundscape
In our system, each individual soundscape with its musical elements and heuristics has been implemented in Max.
The pheromone-inspired approach for both automated and
user-defined transitioning between soundscapes, including
the boundaries for these transitions has been implemented
in Processing. A video example showing the system in action is available online. 1 The various components of our
system are described more in detail below.
2.2 Soundscapes
Soundscapes are the main parts of the musical space. In
principle, a soundscape could consist of any type of electronic sound generation, not limited to any particular synthesis technique or genre. The soundscapes in our prototype make up one particular musical space, and is based
on subtractive synthesis using white noise, envelopes, and
resonant filters. A complete specification of each soundscape is beyond the scope of this paper, however, we will
provide an overview of the sound synthesis patch.
The demo example shown in the included video consists
of four main components: percussion, bass drone, melody,
and DAFX, all driven by one phasor∼ object in Max. At
various subdivisions of the phasor’s output, sounds are triggered by multiplying an envelope with white noise passed
through resonant filters. Each soundscape has a defined set
of parameters, such as:
•
•
•
•
•
•
•

filter gains, bandwidths, and centre frequencies
envelope attack and decay slopes
thresholds for triggering percussive/melodic tones
a range of available tones to be played
harmonic progressions
tempo
number of subdivisions in the triggering mechanism

Table 1. Example of a transition table for a musical space
with five soundscapes
1
2
3
4
5
1
3
1
1
1
3
2
1
2
1
2
0
3
1
1
1
1
0
4
1
0
0
5
0
5
1
1
0
1
1

sequence from the soundscape in any row. The idea is to
allow the designer to define a piece of music that is flexible even without user influence, having the artificial agent
choose between different soundscapes. For instance, if the
soundscapes refer to sections of a pop song, the designer
may specify that transitions should be from a verse to prechorus and from prechorus to chorus, and that a transition
directly from a verse to a chorus is less likely to occur.
Together with other specifics mentioned in Sections 2.1
and 2.2, the transition table with specified values completes our specification of the boundaries defined for the
musical space. This table is used to initialise a transition
graph, which we cover next.
2.4 Transition Graph
Figure 1 shows an example of a soundscape transition graph,
in this case with seven soundscapes. It is a directed graph
with loops, where nodes in the graph represent soundscapes.
Each node in the graph connects with every other node and
itself, via a link. The links in the graph represent transitions from one soundscape to the other. These links have
an associated strength value, the thickness indicating this
strength. Graphs are initialised using transition tables, as
mentioned in Section 2.3. As such, navigating the composition amounts to navigating this graph in accordance with
the designer’s predefined boundaries.

Some parameters have fixed values in certain soundscapes,
while a range of possible values, ultimately controlled by
the user through the intensity parameter, is defined in other
soundscapes. As non-musicians are the target group of our
system, intensity is the only control parameter made available to the user. The mapping is one-to-many, or in other
words, a single control dimension is used to manipulate a
large range of synthesiser parameters in each soundscape,
as defined by the designer of the musical space.

6

5

7

4

1

2.3 Transition Table
Table 1 depicts a transition table, representing the strength
values of the link between any two soundscapes. The musical designer defines how likely it is for a transition to
occur from one soundscape to another. The rows refer to
soundscapes where the transition starts, and the columns
to soundscapes towards which the transition happens. In
other words, the columns represent the next soundscape in
1

3

2

Figure 1. Nodes and links on a transition graph in a musical space with seven soundscapes

http://vimeo.com/89418486
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2.5 Navigating the Graph
The flexibility in the musical space that is laid out in this
paper requires a mechanism for making transitions between
the different soundscapes. While the user may be the one
deciding the order of soundscapes according to his/her preferences, the active music piece should still continue when
the user does not control the system, and transitions should
be made according to the user’s preferences. To achieve
this, we take inspiration from the pheromone mechanism
in ant colony optimisation, and let an artifical agent (ant)
follow a pheromone trail between soundscapes.
To the best of our knowledge, ant colony inspired musical systems were first introduced in 2004 [2]. So far, the
two main focuses in previous work have been the use of
artificial ant colonies for automated music generation [3]
and as enablers for automatic accompaniment for people
with disabilities [4, 5]. The user interaction essentially involved assisting the ant colony to prevent the music from
stagnating [4], while our approach in this paper invites the
user to actively influence the coming transitions between
musical sections. There has also been a lot of research in
the past with regard to automated music generation, which
makes use of tables similar to the one presented in Section
2.3, the case in point being Markov chains [6]. Although
we use the notion of pheromone trails from ant colonies
in our system, we focus on how the agent may cooperate
with, and cater for the preferences of, the user within the
pre-designed musical space, as opposed to automation of
music generation or as enabling accompaniment.
The transition graph may be navigated by an agent based
on the strength of the links between the nodes, in accordance with some behavioural rule. Given a soundscape
and all the links that lead to the remaining soundscapes on
the graph from this soundscape, we consider transforming the strength values of the links into probabilities of
these links getting selected, thus the probability of selecting one of the soundscapes to be the next in the navigation
sequence. The probability pı of choosing a soundscape 
after ı, is given by,
τı
pı = PN

k=1 τık

where τık denotes the strength of the link between soundscapes ı and k, and N is the total number of soundscapes
the transition graph is composed of.
Thus, the agent navigates the graph based on this behavioural rule. As such, the stronger the link between
two soundscapes, the more likely it is that this link will
be chosen and traversed by the agent. The traversal of this
link takes the agent to the next soundscape. The graph,
the strength values for links, which are initialised using
the transition table, and the traversal of the graph between
soundscapes by the agent using its behavioural rule, provides a way for the agent to explore the active music space.
The agent should exercise the preferences of the user whilst
navigating the graph. This would then warrant for the agent
to memorise the choices that the user makes as it navigates.
This memory is what we want the system to maintain. This
is to have the system remember preferred navigation paths

within the musical space, for the agent to not have to explore the space again from scratch, if it intends to revisit
the preferred paths.
We want the system to allow for freedom of musical expression such that the preferences of the user are autonomously
elicited and catered for, as compared with what would be
available with a graph with fixed strength values laid out
by a desinger. We provide for this freedom by making it
possible for the system to have the strength values over the
links on the graph be updated in real time.
We take inspiration from the notion behind pheromone
trails in ant colonies to design the link update mechanism.
In nature, an ant, when foraging for food, leaves behind
some pheromones along the path, which acts as a form of
memory that may be sensed by the same or other ants to
evaluate the possibility of going along this path. The more
a path is taken, the more pheromone get deposited along
the path. The stronger the presence of pheromone along a
path, the more likely it is that the said path gets taken. Over
time, a fraction of the pheromone present on the path necessarily evaporates as well. We utilise this basic principle
within our system for user preference elicitation.
Every time a user makes a selection in the navigation of
a sequence of soundscapes, a pheromone trail gets updated
in the form of strengthening of the links from one soundscape to the next. Moreover, each time a transition is made,
a fraction of the pheromone on every link on the graph necessarily evaporates. This link strength update mechanism
can be written as
τı =



(1 − ρ)τı
(1 − ρ)τı + ∆

if link not selected by user
if link selected by user

Thus, the link that is traversed has a positive value ∆ ∈ R
added to it. And, the links between the nodes necessarily
have their strength decreased over time at a rate given by
ρ ∈ [0.0, 1.0], known as the evaporation rate.
With such a link strength update mechanism in place, if
the user chooses a link, which initially was deemed a weak
transition by the designer, this link becomes stronger by a
value ∆. Over time, if this link is chosen over and over
again, the strength of this link will increase. We assume
such an increase in strength to reflect preference on the
part of the user, for that particular transition. This allows
for the sequence of soundscapes that gets navigated to have
the possibility to easily be reproduced, if indeed preferred
by the user. For transitions that might not get selected by
the user much, the strength of the link associated with such
transitions will decrease over time. The evaporation of link
strengths thus allows for the system helping to forget unfavourable transitions.
We further consider using the transition table specified by
the desinger (Section 2.3) as determining one of the boundaries for the system. We do so by having the link strengths
in the graph thresholded to these transition table values. As
such, the link strengths are not allowed to evaporate below
the values in the transition table used for initialisation of
the graphs.
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2.6 User Interaction
Users of our system are encouraged to take part in controlling the musical output. Two main control dimensions
have been defined: (1) soundscape selection and (2) intensity adjustment. A mobile device is used as controller,
allowing soundscape selection by tapping on rectangular
buttons on the screen (see Figure 2), and intensity adjustment through tiliting of the device. The interface has been
implemented using Mobmuplat 2 and Puredata (vanilla),
and passes control messages to the transition graph running in Processing on a laptop.
When selecting a soundscape, the user may tap a button
to tell the system that upon the next scheduled soundscape
transition, the transition should be made to that particular
soundscape. Alternatively, the user may double tap on a
button, to make the transition immediately.

on the screen of a moblie device, and adjusting intensity
by tilting, also require further investigations.
4. CONCLUSIONS AND FUTURE WORK
We aim to establish a music system that invites non-musicians
to actively experience music. We considered the issue of
how a flexible space of active music may be navigated
by an artificial agent, and how the agent may adapt to a
user’s preferences. Our pheromone inspired system enables an artificial musical memory for participants in active music. This memory may potentially make it feasible
for non-musicians to effectively participate in the navigation of compositions. However, further investigations as to
such effectiveness remain to be conducted.
We will continue this work in the future by embedding
the comlete system in a mobile device. Our plan is to
make a more generic framework for both users and composers, where users may select an active music space just
as easily as selecting a song from a playlist, and composers/designers are provided with an interface for creating flexible musical spaces with the synthesis engine of
their choice.
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Figure 2. An Ipod with the control interface
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ABSTRACT
POLISphone is a software for music performance, inspired on the popular idea of “soundmap”. Unlike most
soundmaps, its main aim is to provide a way to easily
create original soundmaps and perform with it. It also
targets to be a versatile interface, both visual and sound
wise, and to induce a sense of instrumentality. In this
paper, the authors describe its implementation and, in
addition, considerations are made regarding its use and
performativity potential, based on fieldwork.

1. INTRODUCTION
Over the past few decades, an increasing awareness of
soundscape´s importance in human life has been taking
place. Soundscape is currently recognized as an important
factor in public health and well being, a critical element
of identity and heritage, defining a time, a place, a culture, among others. The soundscape became a field of
study and research for different scientific disciplines, a
matter for artistic creation and a subject taught in many
educational courses, from primary school to the post
graduation level. Murray Schafer and his group, the
founders of the World Soundscape Project (WSP) [1] in
the late 60’s, were the leading persons in revealing the
significance of soundscapes while also sparking the interest in recording them and use them to create music.
The project Five Village Soundscapes [2], from 1975, is
one of many example about the impetus of recording,
preserving and analyzing soundscapes from specific places. Recently, in 2009, those places were re-visited following a study called Acoustic Environments in Change.
Although most of the work of Murray Schafer emphasizes the ecological importance of the soundscape, the
artistic domain of music composition was the perspective
from which it has been derived. His work, mainly his
book The Tuning of the World [3], has inspired many
artists and educators and nowadays it is not uncommon to
witness the use of recorded sounds from soundscapes in
the context of musical performances or installation work.
Some notable contemporary composers using soundscapes in their work include: Barry Truax, Trevor
Copyright: © 2014 First author et al. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.

Wishart, Francisco Lopez, Justin Bennet, among others.
Yet, the concept of soundscape composition is not completely straightforward. While the composers from the
WSP had quite clear ideas about using such sounds in
their compositions [4], the concept of soundscape composition can be challenged and even broaden [5] though it
remains consensual the idea that using soundscapes in
music performances seems to potentiate expressivity,
create musical discourses and also establish cultural relationships with the ones involved in the composition and
performance.
Schafer, besides his work as a composer and investigator, is also a professor that encouraged the teaching about
the importance of soundscapes, especially for children
and young people. He created the Ear Cleaning Exercises
[3], a series of activities designed to “open” the ears and
listen what is around us. His work as a pedagogue is
much broader than this, it raises a range of philosophical,
ethical and artistic questions but the fact that sounds of
everyday life are now part of the music curriculum in
public schools is certainly one of his legacies.
Soundmaps represent a contemporary manifestation of
the effort in promoting the awareness of the soundscape,
thus a legacy of the work initiated by WSP. They have
been flourishing all over the world [6], boosted by increasingly
accessibility
to
technologies
(e.g.,
smartphones) but mostly through the Internet. It is no
surprise that soundmaps, in recent years, have received
much attention from artists and sparked interest in several
scientific communities. While most of the soundmaps
(New York, UK, Montréal…for instance) seem to be focus on using audio recordings as an historical landmark
[6], the concept of soundmap can be dismantled into
something more abstract, more pedagogical and still retain the motivation of promoting the importance of listening, especially listening to the places we live in. Porto
Sonoro [7], for instance, continues the trend of most
soundmaps but includes musical compositions and transformations based on the collected sounds.
POLISphone emerged from this context and aims to encourage the listening of soundscapes, the design of original maps, the recording of soundscapes and performing
music with them. While aimed and used, so far, with
children, we think that it is a tool that can engage people
regardless of their age. It allows inclusive, creative, personalized approaches to an interesting subject that has the
potential to be approached in many different ways.
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2. POLISPHONE
POLISphone is the actual version of an earlier idea, the
PORTOPhone, a software originally developed within the
scope of the project Digitópia [8], at Casa da Música,
Oporto. Digitópia, a Platform for the Development of
Communities in Creating Digital Music is an emblematic
project of Casa da Música´s Education Service, aiming
at: developing music and creativity amongst a range of
ages and social conditions, and mostly amongst youth;
fostering the development of free music software; promoting social inclusion, and lead to the emergence of
multicultural communities of music makers/lovers; promoting free musical content [9]. A wide range of activities happens in a facility implemented in Casa da Música´s main entrance hall and a team of young musicians,
educators and digital artists is encouraged to develop
original software aiming at 1) create personalized solutions for workshops, concerts or other events 2) create
software that is easy to use, musically expressive, free
and open source 3) develop music software to be used in
schools. Other software developed within this context
includes Narrativas Sonoras and Políssonos [10, 11].
Within the scope of Digitópia, a workshop entitled
“Compor com Sons do Quotidano” (Composing with
Daily Sounds) was created [12] featuring the use of several softwares (e.g: Garage Band, custom made software
in MaxMSP [13], Narrativas Sonoras). The knowledge
and inspiration gathered from this experience encouraged
the authors to create dedicated software in which daily
sounds are at the centre of the process of composition and
performing.
In 2010, Sonópolis, another emblematic project of the
Education Service regular program of activities at Casa
da Música, provided the challenge and opportunity for
using the dedicated software that was under development
in a real performing situation. PORTOphone was developed with the purpose of creating an interesting interface
to perform music with sounds of the city of Oporto within
the context of a concert that involved several other musical resources (described in section 3.1). PORTOphone
was based on a fixed soundmap and graphical interface
that is described in detail in section 2.1.1 and after the
positive reaction about using it with children, in a very
challenging performing and educational context, some
ideas came to mind to develop the software further.
Some of those ideas included the possibility to add new
map images, the possibility to define its “soundspots” and
include the option to save and load soundmaps.
POLISphone was developed in order to materialize those
ideas.
2.1 Overview
POLISphone is entirely programmed in Processing [14]
and is published under a Creative Commons License
[15]. It is open source and available for free download,
making it possible to reach virtually anyone.
POLISphone starts in a metaphorical night mode (see
Figure 1). When the switch is clicked, POLISphone
comes to life, opening the default map and sounds, ready
to be played.

Figure 1. POLISphone opening image

POLISphone has three possible performance modes:
Portophone mode, Image mode and Drawing mode.
In the Portophone mode, POLISphone will load a default map and default sounds (as used in Sonópolis, refered above), whereas the Drawing and Image mode allow
the user to create customized interfaces. In the initial Portophone mode, the user can click on the help icon (see
Figure 2) and read the help both in english and portuguese.

Figure 2. POLISphone icons

In any of the modes, sound is produced by moving the
mouse in circles in the soundspots. Soundspots are the
locations within the software that react to the mentioned
mouse movement (e.g. colored areas in the Portophone
mode). Upon that action, an animation of a vinyl record
emerges affecting the volume of that sound. Each soundspot has its own sound and according to the size of the
vinyl, the sound will play louder or softer.
Faster mouse movements make the vinyl become larger
and the sound louder. If the mouse leaves a soundspot,
the vinyl will slowly decrease its size until it disappears.
The sound will, consequently, fade out. After a sound is
started, clicking the mouse in a soundspot will, however,
“freeze” the vinyl in its current size, thus the current
sound volume. This means that the sound will continue to
be played in loop even if the mouse leaves the soundspot.
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To “unfreeze” the vinyl, the soundspot needs to be
clicked again.
In practical terms these simple features enable to play
individual sounds (always starting with a fade in and ending with a fade out) as well as mixing different sounds
while controlling the volume of each sound. This means
the possibility of creating complex, dynamic textures that
can be manipulated and evolve in real time. This feature
allows a range of expressive possibilities somewhere between real time composing and instrumental performance.
In any of the modes, it is possible to replace the current
sounds by new ones. In order to do that, one just needs to
drag and drop audio files in the soundspots.
The software allows the user to save and load any
POLISphone. By pressing ‘s’, the user can save his
POLISphone and, likewise, by pressing ‘l’ the user can
load any POLISphone. When saving, after the user
chooses a folder to save the data, an image file of the map
(MyPolis.jpg), copies of the used sounds and an xml file
(polisPHONE.xml) will be created. In the xml file, the
information regarding the map image file will be stored
along with the soundspots location and the relative paths
of the used sounds. To load a POLISphone, the user
needs to choose the desired polisPHONE.xml file.
The possibility to save and load is quite important because it allows anyone to re-visit soundmaps or/and continue to work on them.
2.1.1 Portophone mode
Portophone is the initial and default mode. Its interface, a
drawing that represents iconic places of Porto (see Figure
3), is a drawing by artist Maria Mónica, who collaborated
with the authors. The default sounds are recordings from
the real places recorded for Digitópia’s freesound database [16].
Unlike any other mode, Portophone mode has spots that
are triggered simply by hovering with the mouse. These
spots are iconic representations of park benches and these
“sound benches” contain testimonies of elderly people
talking about Porto and their homes.

POLISphone. It will replace the current image map by the
new one and reset all the soundspots. When a reset happens, eight numbered circles are created in the upper right
corner representing the soundspots (see Figure 4). The
user can then drag the circles to the desired places, making them a soundspot. By default, the sounds played are
the ones that come with the original Portophone or those
that replaced any of them. The user can, however, at any
time, drag and drop new audio files and replace the current ones.

Figure 4. POLISphone reset

2.1.3 Drawing mode
Clicking the drawing icon initializes the Drawing mode
(see Figure 2). The screen goes white and the soundspots
are reset. Just like in the Image mode, when a reset happens, eight circles are created in the upper right corner
representing the soundspots.
Drawing possibilities are very limited. When the user
presses the mouse he can only paint in green but if the
mouse is moved fast, the stroke will increase (see Figure
5).

Figure 5. Drawing mode example
Figure 3. POLISphone opening image

3. POLISPHONE IN ACTION

2.1.2 Image mode
Dragging and dropping an image file to the image icon
(see Figure 2) initializes Image mode, thus creating a new

POLISphone was developed as a tool for sound performance with daily sounds. Besides the expressive possibil-
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ities referred in the overview, the save and load feature
and the fact that is easy to reconfigure, even during a performance, were considerations that oriented its design.
This section reports two practical experiences and proposes a model towards future projects.
3.1 POLISphone in Sonópolis and Jardim Interior
Two major performing projects were done with PORTOPhone/POLISphone up to now: the Sonópolis performance in 2010 and more recently, in 2013, Jardim Interior.
Sonópolis has been, since 2007, an important landmark
in the regular activity of Casa da Música´s Education
Service. Sonópolis is simultaneously a community project that involves different groups that work with the Education Service for several months and the last of a series
of real practical experiences that are part of a training
course for musicians that want to learn how to work within the community. Every year a new Sonópolis is configured, giving the opportunity for different communities to
make their “voices heard”. Over the years some of these
communities have included already existing musical projects that needed a boost or projects that the Education
Service started. Choirs with unemployed people or imprisoned man have performed along with batucada
groups, alternative percussions, beat-box ensembles, orchestras of electric guitars or tuba ensembles, to mention
a few. The training course usually involves about 15
skilled musicians playing a variety of musical instruments, and this changes every year, too. Sonópolis
emerges as the culmination of a year’s work that starts
with different separate ideas happening in different places
over the city or adjacent villages, gradually merging into
a big performance that is rehearsed and presented at Casa
da Música under the artistic direction of well-known
community musicians (people such as Tim Steiner, Paul
Grifiths, Sam Mason, Pete Letanka have been involved in
Sonópolis). The idea of Sonópolis as an imaginary City
of Sounds was partially inspired by Italo Calvino´s Invisible Cities and by the idea of celebrating the diversity of
music and its potential in bringing together people from
different social and cultural backgrounds [17].
Crossing the soundscape with musical discourses
emerging from different community projects was envisaged since the early days but it was only in 2010 that this
became feasible with PORTOPhone. Sonópolis 2010 was
directed by Carlos Malta and included a choir with homeless people, a children´s choir from a deprived council
estate, a traditional Portuguese percussion ensemble and
an instrumental ensemble with the musicians that where
part of the training course as referred above. One child
from the 4th grade was given the task of playing the
PORTOphone with the assistance of one of the authors.
The concert was a memorable experience and the PORTOphone proved to be a resource of immense potential,
“painting” the musical discourses emerging from the different vocal and instrumental groups with sounds that
added a very strong sense of the City of Sounds.
The experience with Jardim Interior was very different
in many aspects. The context in which occurred is the
Opus Tutti project [18], a research and intervention pro-

ject aiming at the development of artistic tools that promote integral human development since early childhood.
A strong emphasis is put in the work with babies and
very young children, with many actions being developed
in a pilot nursery school, but the intervention is regarded
as systemic and therefore it involves also the families,
educators and a group of artists (musicians, dancers and
actors interested in the idea of art as a tool for human
development).
Jardim Interior is the third piece of a series of participatory events that mingle music, theatre and movement. In
the first, Um Plácido Domingo, the magnificent gardens
of the Gulbenkian Foundation in Lisbon were approached
as the sound and visual environment that hosted what was
described as a “garden opera”, a “happyning” or performative dialogue aiming at the tuning of people, birds
and flowers. The piece involved about 70 participants,
from 6 to 70 years old, and several sound, movement and
visual elements structured as events in interaction with
particular aspects of the ecology of the place. After the
second piece, Babelim, the idea emerged of composing a
more intimate piece that would be performed for an audience of babies and their parents sitting in a circle, surrounded by older children and adults that would combine
vocal and instrumental resources, including conventional
and unusual musical instruments, among which a piano
that would also be used as the resonator for electronic
sounds being produced by contact loudspeakers.
Jardim Interior can be translated as Inner Garden and it
was inspired by Sakuteiki the oldest published Japanese
text about the art of making gardens, probably written by
Tachibana Toshitsuna around one thousand years ago.
The book defines the art of gardening as an aesthetic endeavor based on poetic feeling of the designer and the
site, and, being written in a time during which the placing
of stones was the most important part of gardening, advises the reader not only how to place the stones but also
how to follow the "desire" of the stones. Jardim Interior is
a metaphor for the need to listen attentively to the
“stones” that are within our reach (people, sounds, images or movements) and available to become part of the
“garden”, an attempt to organize the possibilities for poetic dialogues between what there is and one imagines, of
modulating “multiscapes” (interior and exterior, sound
and visual, emotional and physical). A strong sense of
“taking care of” is also implicit in the idea of a garden
and this is particularly important for the philosophy of the
project, with many artistic activities being developed to
nurture this aspect of human companionship. Jardim Interior emerged after a series of creative workshops with
children, among which one entitled Composing With the
Soundscape. Over four mornings a group of five children
aged 11-15 became acquainted with the notion of soundscape, recorded and catalogued sounds in the Gulbenkian
gardens, produced original soundmaps using the Image
mode of POLISphone and participated in composing/improvising activities where these sounds would be
integrated along with electronics and acoustic instruments.
The final performance of Jardim Interior involved about
50 people (children and adults) and the piece is a succes-
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sion of sound and movement tableaux frequently connected by the sounds produced in several POLISphones
developed by the children. Here, too, the soundscape was
a major element of the performances flavor, with the particularity of the sounds emerging from the piano, as the
electronics and POLISphones were amplified by contact
loudspeakers that would make the piano soundboard vibrate.
3.2 Towards different models of action
Based on these two experiences, the authors have imagined a “POLISphonic intervention” in which
POLISphone is the musical performance element in a
context where the soundscape is a crosscutting element.
The imagined plan is mostly directed for children and
music teachers. Any audience new to this subject will,
nevertheless, benefit from it, becoming more aware of the
importance of sound in our daily life. Above all, because
POLISphone has an intuitive interface and because it
deals with sounds that don’t have the immediate connotation of a typical musical instrument, it easily engages
people in the act of creating with sound and listening to
music as the result of sound per se.
The proposed stages are described in the following text.

During the work in Jardim Interior, the group designed
a single map comprised of drawings made by everybody
(see Figure 4).
3.2.4 Composing and performing
The process of composing and performing is not linear,
since it is dependent on the context and the people involved.
In both examples described earlier, POLISphone was
part of a larger ensemble that included voices, conventional and unconventional musical instruments. In Jardim
Interior, although the children using POLISphone went
through the creative process stages described earlier, the
composition and performance was not meant to be soloist
but instead integrated in a wider ensemble. It can be the
case that future POLISphonic interventions might be
more concentrated, culminating in something akin to a
laptop orchestra.
In any case, POLISphone wants to advocate an awareness of the soundscape and be a source of motivation for
such work. Thus, composing and performing using
POLISphone is, essentially, a process achieved in site
according to each person input, typically mediated by a
musician or composer.

4. CONCLUSIONS AND FUTURE WORK

3.2.1 Soundscape? Say it again?
A first stage of a POLISphonic intervention will include
discussions about what is a soundscape, its effects upon
us, whether it is musical, the sounds of my city, the
sounds of my home, etc. Its focus is to spur an awareness
of the ocean of sounds we live in while engaging people
in thinking critically about the importance of sound.
3.2.2 Fieldwork
The fieldwork is inspired in the Ear Cleaning exercises of
M. Schafer [4] and the methodologies used in workshops
by artists such as Justin Bennet, Marc Behren and others
[19]. The goal of this proposal is two fold. First, to perform silent soundwalks or actively finding sounds within
the environment. Second, to record both the soundscape
as “one ensemble” but also specific sounds, what Schafer
defines as soundmarks [4]. Recordings can be made with
common sound equipment such as digital sound recorders
with standard microphones or even smartphones. Variations on this will depend on the availability of equipment.
The writing of a sound diary is encouraged, comprising
factual information about the sounds as well as subjective
impressions about it.
3.2.3 Drawing maps
Complementing the sonic fieldwork described previously,
we propose that the design of maps would be inspired by
visual information collected during the process. The
range of possibilities is immense and includes the use of
photographs, drawings and/or combinations of both. The
goals can be to produce an image that resembles the
spaces that were analyzed or the construction of imaginary, ideal, abstract spaces.

We believe that POLISphone is an interesting educational and performance resource. In its essence it is just a
very simple sampler and a mixing console but because it
was conceived specifically for music performance with
soundscape sounds, the entire experience can really be
focused on this subject. It can, off course, be used with
any kind of sounds or images, but we believe that composing and performing with the soundscape, particularly
with children, needed a software and a pedagogical approach that can help the concept to become tangible and
the options were made to emphasize the concept of working with sounds that are clearly identified as belonging to
the environment.
A few technical improvements are being made to make
the program more robust, especially the saving function.
The drawing mode could also allow further possibilities.
Other improvements can certainly be envisaged as the
project is still in its infancy.
In the future, the authors want to create a simple online
platform where users can upload and share their
POLISphone’s. Not only would it provide a database of
existing soundmaps but as well a personalized and poetic
impression of a given place.
At the moment there are several projects in which
POLISphone is being used by others, namely in the Multimedia Master Course at the Faculty of Engineering of
Porto [20], envisaging novel approaches to it in multimedia contexts. Since it is open source, and since the theme
of soundscape is of actual relevance, the authors believe
that an interest in these ideas will promote more discussion and further improvements, both at the conceptual
and technical level.
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ABSTRACT
This paper suggests the use of a plywood panel, which is
also a scenographic element in a dance performance, as a
flat speaker. The sound emanating from the panel is subjectively different from a traditional loudspeaker, since
the sound appears to originate from behind the panel.
However, its frequency response is severely coloured by
the panel modes, and the panel has a displeasing low
pass-filtered sound. We propose a digital equalizing filter
to improve the sound quality of the panel. The panel
response is measured at various angles using the sinesweep method, and a smoothed average response is
formed. A minimum-phase FIR equalizing filter is then
designed using an FFT-based technique. Applying this
filter to the input signal of the panel alleviates the spectral
imbalance. As the measurement and filter design can be
conducted online on the scene, the proposed equalized
structure-borne sound now becomes an attractive possibility for modern performances.

1. INTRODUCTION
This paper discusses a research effort on the use of structure-borne sound in an artistic context. The project is an
interdisciplinary “art-science” cooperation, bringing
together researchers from the Signal Processing and
Acoustics Department of Aalto University (Espoo, Finland) as well as a composer from the Sibelius Academy
(Helsinki, Finland). The results of the scientific study are
directly applied into art praxis. The article is divided in
two larger parts. The first one (Sections 3 & 4) discusses
the use of structure-borne sound as a full audio-range tool
for sound diffusion. The basic principles of the technology as well as the major challenges encountered are presented. A case study of a plywood panel speaker is exposed in order to demonstrate a filtering method for the
enhancement of structure-borne sound quality. The second (Section 5) part presents an artistic application of
structure-borne sound, namely an acoustically active
scenographic design for a contemporary dance performance. Compositional strategies and sonic percepts arising from the structure-borne sound technology are discussed.
Copyright: © 2014 First author et al. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.

Vesa Välimäki
Aalto University, Dept. Signal
Processing and Acoustics,
Espoo, Finland
vesa.valimaki@aalto.fi

The term “structure-borne sound” is used to signify
sound waves induced into solid elements via acoustic
transducers. The resulting vibrating solids act as loudspeakers, giving rise to air-borne sound diffusion via the
structures of the performance space (e.g. walls, seats,
windows, scenographic elements), as well as to audiotactile perception when these elements are brought in direct
physical contact with the spectators. A large variety of
surfaces can be transformed into loudspeakers with structure-borne sound drivers. In our opinion, sound emitting
solids present an interesting alternative to the traditional
cone speaker, especially well suited for creating new
spatial effects and impressions. A panel speaker radiates
sound from its whole surface, whereas the loudspeaker is
a point-source. The spatial acoustic image created by the
two types of speakers is very different. Cone speakers are
well suited for producing well localizable sound sources,
while panel speakers are interesting for creating less
localizable, diffused sonic percepts. We are aiming to
create spaces where the sound may move in the location's
architecture as well as in specific scenographic elements.
A theatre stage can become the venue for the movement
and presence of sound. Equally, everyday architectural
spaces can become sonically active. Loudspeakers can be
used in conjunction with sound emitting surfaces, offering a wide scope of possible sound sources. Together, the
vibrating surfaces and speakers constitute a heterogeneous set of spatially distributed sound sources, a complex
3-dimensional acoustic space termed here as an aurally
active space.

2. BACKGROUND
Structure-borne sound is a widely studied phenomenon in
industrial design and the acoustics of vibrating solids are
well understood. However, the existing corpus of engineering-related research is primarily concerned with the
reduction of structural vibration, for example in order to
attenuate machine-related noise levels. The actual use of
vibrating solids has received some attention in the domain of music and sound design. Recent psychoacoustic
experiments have shown that the subjective quality of the
listening experience is enhanced with the pairing of structural vibration with air-borne sound diffusion [1]. Also,
the perceptual characteristics of the audiotactile sense
have been studied, showing that humans possess the
capacity to haptically discern frequency differences independently from hearing. [2]. Cinema has been the main
area of development for the use of structure-borne sound
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for the general public. Enhanced realism and spectator
immersion have been achieved with audio bass frequencies conducted into the public seating. Also, various flat
panel loudspeaker systems have been studied with various materials. A full audio range glass speaker has been
developed, but not commercialized [3]. A wooden speaker has been studied in order to enhance room acoustics by
adding reverberation with an aurally active panel [4].
Public address systems are based on audio driven into
solid surfaces are currently finding a viable market, for
ex. the "whispering window" trademark [5]. Panel-type
loudspeaker acoustics and equalization have been studied
[6], and methods for enhancing the sound output via
signal processing in plane-wave producing dipole speakers have been proposed [7]. In the last decade, structural
vibration has stirred interest in the artistic domain, manifested by a growing number of installation art pieces. For
example, sound conducted into the bone structure of the
body has been used to explore new sonic percepts [8].

3. TRANSFORMING SURFACES INTO
SPEAKERS
The project aims to create scenographic and/or architectural elements that are capable of delivering high quality
full-spectrum audio output. A wide selection of commercially available structure-borne audio drivers allows for
the transmission of audio-rate vibrations into solid surfaces. The available transducer units come in a variety of
sizes and power ratings, from one watt up to a kilowatt,
making it possible to transform virtually all but the most
massive and rigid surfaces into sound sources. Structureborne audio driver technology is variation of the traditional speaker design, using either electro-dynamic or
magnetorestrictive methods to transduce electric current
into kinetic and then into acoustic energy. Many available sound drivers are capable of full audio-range performance. However, the exact acoustic properties are not
readily communicated by the manufacturers. In order to
elucidate their suitability for a use in a high-fidelity musical context, we have carried out perceptive and acoustic
tests of a selection of transducers in a previous research
effort [9]. In our tests, we found the HiWave and Clark
Synthesis transducers to be the most suitable ones for our
purposes.
While the transformation of solid surfaces into
speakers is easily performed, the issue of sound quality
stands out as the main challenge. The audio signal driven
into the surface excites the object's resonant modes. The
solid-surface speaker's air-borne audio output is dependent of the object's acoustic properties. From a practical
point of view, the surface can be seen as a hardware filter: the audio signal is filtered by the object's frequency
response. The resulting sound is thus defined by the object's physical characteristics: its material, dimensions,
and thickness, as well as by the way it is attached and
driver placement. Moreover, a panel-type surface radiates
sound over 360 degrees, according to a dipole pattern. As
the whole surface vibrates, the sound emission varies
according to the listener's angle. The frequency output
differs considerably from the frontal position towards the

sides. As a result, the perceived sound quality of audiorate excited solids is often limited and spatially inconsistent. The audio signal comes out as heavily filtered
with the object's resonant modes are over-emphasized,
bass response might be missing or blurry and the dynamic range is reduced.
This initial limitation in audio quality is responsible
for the little interest stirred by structure-borne sound
technologies in the context of music and sound art. Especially in the field of standardized high-fidelity sound
reproduction, advanced cone speakers display much better performance than any solid surface and structureborne audio driver combination. However, our argument
is that with careful design, structure-borne audio is capable of delivering high-quality audio perfectly adapted to
many broadcasting needs. Moreover, the fact that architectural, scenographic, sculptural or natural elements can
be transformed into sound sources offers a fecund resource for the sonic arts as a whole, opening a wide range
of possibilities for creative work with sound. Also, one
has to bear in mind that the situation is not "either or";
structure-borne sound can be used in conjunction with
cone speakers and acoustic instruments, multiplying the
possibilities of sound sources available for a composer or
sound designer.

4. OPTIMIZING SOUND QUALITY IN A
PLYWOOD PANEL SPEAKER
A key issue of our project is to optimize the sound quality
of solids transformed into speakers. Our working hypothesis has been that it is possible to improve sound quality
by balancing the object's frequency response via active
filtering. This is performed by measuring the object's
impulse response (IR), designing an appropriate equalizing filter, and applying the equalizing filter upstream in
the signal chain. Theoretically, the equalization should
flatten the frequency response curve and significantly
improve the sound quality. The same approach has been
used to correct the frequency response of loudspeakers
[10] and headphones [11].
This basic assumption is challenged by the change
of perceived frequency response as a function of the
angle. A measured and corrected IR is only valid for the
spot of measurement; as the listener's angle changes, the
filter correction loses its relevance. In order to take the
spatial inconsistency of the solid-surface speaker's output,
we designed an initial experiment to investigate a method
of inverse filtering with an IR obtained by averaging a
series of measures from different angles.
A series of experiments was conducted with a panel
of plywood (81 × 122 × 0.65 cm) and a HiWave HIAX32C30-4/B transducer (freq. range 100 - 20000 Hz) in
an anechoic chamber, as shown in Figure 1. The transducer was positioned off-center (2 cm in diagonal from
the centre) and the panel was attached on its lower sides
with two clamps. The frequency response of the panel
was measured according to the angle. Ten measurements
were performed from frontal (0˚) to lateral position (90˚),
one every 10 degrees. An exponential sine sweep function from the HISS Tools Max/MSP toolbox was used
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[12]. Figure 2 shows the smoothed magnitude responses
of the measured impulses from various angles.
The initial frequency response measurements portray a wildly uneven profile with a general tendency of
high frequency emphasis and low/mid frequency loss
with the growth of the angle. The region between 3 kHz
and 8 kHz becomes predominant from 50˚ onwards. The
measurements from 0° to 50° show a high degree of consistency up to about 4 kHz. However, there is more variation in the high frequency responses, and the low frequency responses are severely attenuated for the extreme
angles.

5. A minimum phase reconstruction of the IR is
made with cepstral processing and tapering is applied to
avoid creating a discontinuity at the end of the IR. The
resulting sample values are used as the coefficients of the
FIR equalizing filter.
Different combinations of measurements were tried
as a basis for the filter design. This was done in order to
explore whether a practical compromise between accuracy and simplicity would be feasible. Inverse filters with
1024 taps were computed using the 0° measurement (FIR
1), average of 0° and 40° (FIR 2), and average of all
measurements from 0° to 60° (FIR 3). The extreme angles were left out of the averaging process because the
responses are increasingly irregular. Figure 3 shows the
magnitude responses of the correction filters and Figure 4
shows examples of how the filtering works in theory and
practice for three measurement angles.

Figure 1. Photo of the measurement situation
Figure 3. The magnitude responses of the three filters
FIR 1, FIR 2 and FIR 3.

Figure 2. Magnitude responses (with 1/3 octave
smoothing) for various receiver angles.

A straightforward inverse filter design scheme was devised in order to equalize the average frequency response
of the object. The process takes the measured impulse
responses from various angles as input and produces a set
of FIR filter coefficients as output. The design procedure
is the following:
1. FFT’s are computed for the impulse responses
from each measured angle and an average is taken of the
resulting magnitude spectra.
2. The magnitude average spectrum is smoothed
with a 1/3 octave wide Hamming window.
3. The low frequency response below approximately
90 Hz is flattened in order to avoid excessive bass boost
created by inverting the magnitude response (the nominal
low frequency cutoff of the transducer is at 100 Hz).
4. The magnitude response is inverted and transformed to time-domain with the inverse FFT, and the real
part of the time-domain response is folded to create a
causal IR. The imaginary part of the impulse response
contains numerical noise and is neglected.
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Figure 4. The original and filtered magnitude responses for three measurement angles: 0° (top), 30°
(middle) and 60° (bottom), and three set of filter coefficients: FIR 1 (based on 0° measurement), FIR 2 (average of 0° and 40°), and FIR 3 (average of all the
measurements from 0° to 60°). The magnitude responses are 1/3 octave smoothed.
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As expected, FIR 1 performs best in flattening the
panel's frequency response in the 0° direction. However,
it is also evident that there remains up to 5 dB fluctuation
in the low frequency response, which suggests that there
may be effects at play that are unequalizable. These may
be e.g. edge diffraction from the panel edges, and the low
frequency limitation of the small anechoic room used for
the measurements.
The similarity of the shapes of the equalized responses with different averaging suggests that FIR 1 may
well suffice for a rudimentary equalization. However, the
low frequency cut seems too much for directions other
than 0°. FIR 3 is seen to compensate for the high frequency emphasis evident in the original measurements
for angles 40° to 60°, and therefore results in an attenuated level between about 2 and 8 kHz compared to FIR 2.
Out of the presented filters, FIR 2 seems to present an
attractive practical compromise.
Subjective aural evaluation shows that the equalizer
significantly enhances the sonic impression. The obstructing low-mid modes lose their predominance and the
sound becomes more detailed and clear. A slight effect of
thinness or high-end over emphasis is also noted, suggesting the necessity of an overall calibration of the signal with a low-self/high-self equalizer. A recorded example of the unfiltered vs. filtered panel is available at
http://otsola.org/?page_id=743.
To enable flexible use of the filtering, a real-time
implementation was realized in the form of a VST plugin that performs time-domain convolution. The user interface of the plugin is presented in Figure 5. The plugin
enables trying out different FIR filters (e.g. with different
averages or smoothing) and allows various degrees of
filtering by enabling crossfading between the unfiltered
and filtered signals. For further fine-tuning an additional
first-order low/high shelf filter is included.

Figure 5. Screenshot of the equalizer VST plugin. The
plugin displays a cross-fader between unfiltered and
filtered signal, a menu for filter choosing coefficients,
and an additional low/high shelf EQ with cutoff and
gain functions.

5. A CASE STUDY OF AURALLY ACTIVE
SCENOGRAPHY
As a wide range of solid surfaces can be transformed into
sound sources by using structure-borne sound drivers,
sound may be fused with scenographic or architectural

elements. The performance space itself can become a
macro-scale sonic instrument. The two main sound
source paradigms in music and related art forms are the
acoustic instrument or voice, and the cone loudspeaker.
These two types of sound production are omnipresent and
their sonic characteristics are immediately recognizable.
Transforming ordinary solid surfaces into sound sources
widens the scope of possibilities to create sonic experiences. The listener is easily puzzled by a sound coming
seemingly from nowhere; for example from a wall, a
table or a window. Aurally active objects are not part of
the general repertoire of "things that make sound". For
this reason, they hold a strong expressive potential for
music and sound art: they can convey ideas of sonic
space, timbre and narration in a novel and intriguing
manner. Since 2012, Lähdeoja has been investigating the
artistic potential of structure-borne sound in the field of
music-related art forms. In the following, we discuss the
sound design for a contemporary dance piece.
5.1 Sonic scenography for a contemporary dance performance
"Riisuttuna" ("Bare") is a contemporary dance piece by
the Finnish choreographer Satu Tuomisto, premiered at
the Oulu City Theatre, Finland, on March 14, 2014. The
composition and sound design for the piece involve structure-borne sound driven into the scenographic elements
on stage. Figure 6 shows a schematic representation of
the sound sources in the theatre space.
At the center of the stage, a tall (3 × 3 m) wooden
structure dominates the scene. In one corner stands a
table, manipulated by the dancers during the show. Both
the structure and the table are custom-made from 4 mm
plywood. They are hollow and have concealed soundholes, mimicking the design of a wooden string instrument's resonant chamber. Five channels of structureborne audio are used on stage in the piece. Three HiWave
HIAX32C30-4/B transducers are attached to different
parts of the central construction, and a fourth one under
the table. A freestanding sound driver is operated by the
dancers during the performance in order to induce sound
into the dancing bodies themselves. The initial audio
work for "Bare" was conducted in parallel to the filtering
application presented in section 4, and thus did not incorporate the IR measurement and correction phases. Traditional equalizing was used instead. However, "Bare" is
scheduled to tour in late 2014, and the frequency response method presented in this paper will be fully applied.
In addition to the five audio channels broadcasted
through the scenographic elements, a four-channel loudspeaker square surrounds the audience, as well as two
movable speaker cones. The loudspeakers are used either
as monophonic point-sources, or as a four-channel ambisonics ring using the ICST Ambipanning algorithm [13].
A total of 11 sound sources are thus used in a mixture of
four-channel PA and on-stage sonic scenographic elements. Figure 7 is a photo of the stage set.
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ment and sound is thus established, the sound being inside the dancer's body (Fig. 8).

Figure 6. Sound sources distributed in the theatre space

Figure 8. Two dancers in "Bare", using a movable
transducer in order to induce sound into the body, transforming it into a sound source.

5.2 Sound design strategies

Figure 7. Photo of the "Bare" performance's stage set

Together, the loudspeakers and scenographic elements
create a 3D soundfield where the sound can be spatialized. Sonic elements can move in the loudspeaker soundfield and in the structures on stage, as well as between
them. The composition and sound design of the piece
take full advantage of the setup. Sound localization and
movement are used as a key element of the compositional
process, in relation with the moving bodies.
For example, in one sequence, a dancer literally
pushes the sound between the scenographic elements,
before throwing it behind the audience into the loudspeaker soundfield. In another sequence, a sonic dialog is
established between the on-stage structures and the loudspeaker ring. Using percussive sounds (easily localized
by the ear), the listener is engaged into a narration of
multiple "sound points" localized in the performance
space. A sense of spatial depth is achieved, radically
different from a loudspeaker-created soundfield.
As a third example, the piece employs the notion of
"embodied sound" in a literal sense: a structure-borne
audio driver is used to induce sound into the bodies of the
dancers. Using the bone structures and lung cavities as
resonant chamber, the body itself is transformed into a
sound source. An intimate relationship between move-

The sound design of "Bare" employs loudspeakers and
aurally active surfaces in parallel. The main challenge of
the sound work is the integration of the two systems into
one perceptually convincing sonic tool.
We ran experiments with the ICST ambisonicsequivalent panning [13] controlling the loudspeaker
soundfield in combination with the Distance-Based Amplitude Panning algorithm [14] for the scenographic elements. This double technique was found to be very cumbersome to use. The project was finalized as a composition for "fixed sounds" with the loudspeaker array treated
as an ambisonic soundfield with monophonic additions
for the active surfaces. Nevertheless, the research points
to the direction of an integrated spatialization module
capable of combining a loudspeaker array and individual
sound sources into one tool where spatial localizations
and trajectories could be composed and controlled.
The loudspeaker - active scenography combination
is suited for producing intriguing aural percepts. We
explored the use of reverberation disconnected from the
sound source in order to modulate the impression of
depth and space. For example, a monophonic "dry" signal
was sent to one of the scenographic elements, completed
by a 100% "wet" reverb signal sent to the loudspeaker
array. A sense of spatial expansion of the object was
achieved. We also experimented with the use of the Doppler effect on the movement of sounds in the 3D soundfield. Adding the Doppler effect's characteristic frequency shift to sounds with trajectories proved to radically
enhance the sense of movement within the soundfield.
Our experiment suggests the necessity to implement a
Doppler effect simulation into the module that controls
the sound trajectories.
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6. CONCLUSIONS AND FUTURE WORK
In this article we have presented an alternative speaker
design with a plywood panel and structure-borne sound
driver. A method for an equalization of the panel's frequency response has been explored, with encouraging
results. An application of the technology into a contemporary dance performance's scenography and sound design has been presented, and the compositional strategies
enabled by this approach have been discussed.
Future work points towards the refinement of the
equalization, namely the process of measuring and calculating the FIR coefficients, as well as tests with other
materials, such as plastic and higher grade wood soundboards. Also, a long-term project incorporates the implementation of a software tool for sound spatialization in a
heterogeneous, multi sound-source environment. The
projected tool should include options for creating trajectories, spatial percepts (via reverberation and delay), as
well as Doppler-like effects for simulating moving sound
sources.
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ABSTRACT
SoundScapeTK is a set of software tools for soundscape
composition utilizing smartphones. Developed as an outgrowth of earlier technological solutions, the software is
a simple system for developing and deploying a series of
sounds placed in a physical space using GPS information
from individuals’ phones. The user experiences mixtures
of these sounds as he/she moves about, with location information triggering all responses and interaction. The software is described in terms of its current core features, along
with possibilities for extension and further capabilities.
1. INTRODUCTION
SoundScapeTK (SSTK) is an open source software project
developing tools for soundscape composition utilizing smartphones. At present, SSTK is an iOS project, but Android
or cross-platform versions are planned. The main focus
of SSTK is to maintain a simple, effective, yet extensible software platform for composing and presenting mobile soundscape compositions. This paper outlines some
examples of work that has influenced the design of SSTK,
a thorough description of the software, the PureData-based
audio engine, and other aspects of the system’s design. Finally, some general ideas for the future development of the
software are suggested.
2. PAST WORK
A number of mobile audio platforms have influenced the
design of SSTK, in both direct and indirect ways. One direct predecessor of the software is Mscape [1] from Hewlett
Packard (HP), used by artists such as Constance Fleuriot,
Martin Reiser, Erik Conrad, and in cultural heritage projects[2]. In 2006, for instance, researchers from HP Labs
worked with a team from the Historic Royal Palaces to create Escape from the Tower, a location-based mobile game
at the Tower of London [3], in which players smuggled virtual escapees past the real Yeoman Warders, or ‘Beefeaters’.
Mscape had its direct predecessor in MobileBristol [4],
a project developed and supported by the University of
Western England (circa 2004). Individual artists had pioneered similar applications in the prior decade includCopyright: c 2014 Thomas Stoll et al. This is an open-access article distributed

ing Teri Rueb —“Trace”, 1999; “Drift”, 2004—and Stefan
Schemat—“Berlin Alexanderplatz 5.0”, 1999. Some motivations and descriptions these works are documented in
Stephen Wilson’s book on “Information Arts” [5]. Other
works from the pre-smartphone era that include advanced
uses of technology in the form of laptops carried in backpacks [6] by participants have been presented. The equipment has shrunk from laptop to handheld, and evolved from
D.I.Y. hardware to common off-the-shelf mobile phones.
Though these first projects employed custom software developed by Teri Rueb in collaboration with a variety of different programmers, she has continued to develop works in
this genre that sometimes employ commercial software including MobileBristol—“Itinerant”, 2005—and Mscape—
“Core Sample”, 2007. SoundScapeTK is the result of the
author’s work with Rueb since 2012. Not driven by the
tools, Rueb instead is committed to developing compositions bas-ed on cues and inspirations drawn from the sites
themselves and their social contexts. As such, each project
demands a different set of technical solutions and functionalities. SSTK reflects basic functions of location-based
sound playback as appropriate for the project for which it
was first created—“No Places With Names”, a 2012 collaboration with Larry Phan and Carmelita Topaha. It was
also used in a new iOS version of her first GPS-based sound
walk, “Trace”, created in 1999 as a New Media Co-production
with the Banff Center for the Arts. 1
As the hardware has become more mainstream, the software includes some open source code in the form of the
PureData-based audio synthesis engine, libpd [7]. A number of artistic applications have appeared in the first years
of the smartphone era with Pd as a mobile audio engine.
Most notable is RjDj [8], which produced an app that
attempted to remix audio from listeners’ smartphone microphones into their headphones. RjDj’s attempt to sonify
ambient audio into music is directly related to work from
artists, notably Layla Gaye [9].
There are a number of albums or album extras that are
released in the form of apps—see Daft Punk’s iDaft 2 or
Radiohead’s PolyFauna 3 as examples. These apps are intended to add to the experience of the audio, and, as in
these two examples, many feature tools for remixing. There
is one musical group, Bluebrain, that has produced several location-based mobile apps [10] conceived as albums.
These app-album hybrids are based at famous landmarks,

under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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"1" : {
"type" : "sampler",
"sides" : 0,
"center" : [ 43.65072, -72.310644 ],
"radius" : 0.000395,
"sfIDs" : [ 1 ],
"attack" : 2000,
"release" : 5000,
"loop" : 1,
"cutoff" : 1,
"active" : 1,
"toactivate": [ 2, 3 ],
"lives" : 25
}
Figure 1. JSON code for a circular region, mapped to a
sound file. This region loops, activates two other regions,
and will play up to 25 times.
including the National Mall 4 in Washington, D.C.
3. SOUNDSCAPETK
SoundScapeTK is a set of classes designed to provide a
simple, yet extensible platform for soundscape composition using smartphones. Once activated, the app runs a
routine that continuously queries the user’s location at a set
time interval (defaulting to once per second). Once a valid
location with sufficient accuracy is detected, the location
is hit-tested against an internal model of sounds mapped
to regions in space, according to a special file loaded at
launch. The map is a series of—potentially overlapping—
circular regions, and once the software detects a“hit” for
a region, the app plays the linked sound file or feeds the
appropriate parameters to a synthesis routine.
This section describes the system in detail, including several practical tools and extensions to this very simple concept. The description of the software includes rules-based
interactivity based on a special JavaScript Object Notation
(JSON) data file, the handling of fading between regions’
sounds, the use of Pd as sound engine, the use of the GUI
for testing and monitoring purposes, and other aspects.
3.1 The GPSON File and Rules for Interaction
There are several basic functions that, in addition to the
above summary, describe how SSTK works. Each sound
file and the region to which it is mapped is maintained as
part of the application’s state. Further information fields
attached to these lists are maintained as well. An instance
of the app, which is also fully encapsulates a composition,
is based around a GPSON file that describes the regions,
mappings, and other parameters that make up the particular piece. GPSON files are JSON files with a certain arrangement of data expected by SSTK. Figure 1 shows an
example region encoded within a GPSON file. Since this
is the heart of the system, in terms of representing each
region-to-sound mapping, a detailed explanation follows.
4

http://bit.ly/1iQiE3x

At present, there is only one type of region shape. Each
region description contains the latitude, longitude, and radius, all expressed in decimal longitude/latitude values, of
the geographical region to which a sound is mapped. The
mapping from region to sound file is accomplished by providing a list of sound file identifiers (sfIDs) that identify
which sound file is too be triggered. At present, sound files
must be named as zero-padded 2-digit numbers followed
by the extension. In this case, the sound file with the key
1 points at a file bundled with the app named “01.wav” or
“01.mp3”. There are controls for the ramp times for both
the attack and the release times. These times are expressed
in milliseconds. These parameters and mappings are the
most basic set of information for a region.
In addition to the basic information, there are several additional parameters. There are flags for looping and for
activating the region—not every region needs to be active when the piece begins to run. The inactive regions
would need to be activated in some way, and regions with
lists of “toactivate” region indexes cause those regions’ active flags to turn on when that first region is first entered.
The “lives” setting contains the maximum number of times
that the region can have its associated sound file triggered.
Each time the region’s associated sound file is played, even
if not in its entirety, the number of lives is decremented.
Once the number of lives is decremented to 0, the region
becomes, for all intents and purposes, inactive. Looping, if
enabled, will stop once the lives limit is reached.
Two final rules play an important role in the deployment
and realization of a piece within SSTK. One governs the
pausing and resumption of sound files’ playback, and one
defines the maximum polyphony. When a user is detected
to be outside a region that has been playing sound, sound
playback is either cut off or allowed to complete for the
current traversal through whatever sound file is being played.
If the “cutoff” flag is set to non-zero, the region’s sound
will be paused upon exit and resumed upon reentry. This
behavior can be modified by changing the cutoff flag to
a negative number, thus causing playback to begin again
at time point 0 in the sound file upon future reentry to
the region. The maximum polyphony is an implicit rule.
Any time that a user “hits” a region while there are already the maximum number of sounds playing, region entry and playback of linked sounds is blocked by this rule.
The composer is not limited in any way to a set maximum
number of overlapping regions, so this implicit rule could
be used to make an interesting unpredictable interaction
within the rules of the system.
3.2 Overall Software Design
SSTK is a collection of Objective-C classes that make up
a mobile app. These classes are somewhat modular, depending on the particular needs of a piece or depending
on the sound design used. The default sound design, described below, is a polyphonic sampler with four voices.
The major classes are listed in Table 1. While there are
many modifications that can be made, the core functionality is completely contained within these classes, a few
other code files, GPSON files, and the sound files them-
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SSTKViewController
HTLPManager
LAPManager
AudioFileRouter
LinkedCircleRegion
Linked SoundFile
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Launches Pd, file operations.
Draw the interface, handle
raw locations.
Hit-testing and stateful playback logic.
Track location; post-process
raw location data.
Perform the actual messagesending that controls Pd.
Encapsulate data associated
with circular regions.
Encapsulate data associated
with sound files linked to regions.
View regions, current location, and current state information.

Table 1. The classes that comprise SoundScapeTK.

selves.

Figure 2. The Pd patch for one sampler voice. The
send objects are passing information to Objective-C that
is logged in order to debug the application.

3.3 Pd Sampler Interface
PureData (Pd) is used as the sound engine for SoundScapeTK and pieces built with the software in the form of libpd.
libpd runs on a wide variety of mobile and non-mobile
platforms and is, critically, designed to be run without it’s
patching GUI. The sound engine is programmed graphically as a patch and then loaded by the C framework.
All interaction takes place through messaging. Within the
graphical interface to Pd, with which most electronic music
makers should be familiar, the messaging feature is a convenient way to send information from one part of a large
patch to another. In libpd, the “sends” are C or ObjectiveC functions, and the corresponding receives can be seen in
the patch that is loaded. The reverse situation takes place
as well: information is sent from the loaded patch to a C
function that receives data within the running app, often
for debugging purposes.
With minimal effort, SSTK can be modified to accommodate a new Pd patch and, thus, a new sound engine. The
current default within the code for SSTK is a sampler with
four independent voices (see previous section). Figure 2
shows one voice of such a sampler. It is trivial to modify the patch to run a different number of voices and increase or decrease the maximum polyphony of the system.
While there is an upper limit to the number of simultaneous voices—recall that this being run on a phone—there is
no theoretical limit to the scaling of this feature. Likewise,
there is no limit to the variety of sound designs that could
be incorporated into SSTK. The current system, based on
sound playback, is just one possible configuration of one
design; there exist Pd patches for both the playback of MP3
and PCM files.

3.4 Synthesis interface
The author has successfully deployed moderately complex
synthesis-based sound design within an iteration of the app
where geographical regions map to certain synthetic sounds
and, furthermore, the location of the user within the region
causes changes in synthesis parameters—for instance, the
speed of a low frequency oscillator (LFO). In “The Wheel
Within the Wheel” 5 , the user’s location relative to the radii
and/or rotational angle within a region controls the parameters of a polyphonic bank of modular synthesis voices.
Each region visible in Figure 3 is actually 4-16 regions
overlaid one upon the other. The relative angles and radii
map to levels and low-frequency oscillation rates within
each voice. The specific mappings are made within the
piece’s GPSON file.
3.5 Composition Interface
SoundScapeTK would be rather limited without an interface for the composer to test ideas and pieces. With this in
mind, we have introduced visualization and editing capabilities to the core app. There are a number of ways to update the information contained within the GPS score (see
above). First, the GPSON file may be replaced by the user,
without recompiling, by downloading new files through a
settings or preferences menu/window. This ability to swap
versions of the map for a piece accelerates one’s workflow.
Rapid development and deployment of sounds is achieved
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Figure 4. The main interface for an iOS app “The Wheel
Within the Wheel” built using SSTK.
through a system (optional, used mainly for testing) relying on the Amazon Simple Storage Service (S3) services.
Such a feature may be turned on within an instance of the
app by changing several flags, setting up an S3 instance,
and inputing the corresponding access data into a preference pane. Other synchronized, cloud-based services will
be incorporated in future versions.
Figure 3. Several circular file regions used in the piece
“Wheel”.

3.6 Testing and Verification
The user is able to visualize the map overlaid with sound
regions and can display current state information—see Figure 3—about each region on the map. in a different view,
status feedback tools are available—see Figure 4. In a
version compiled for composition, the composer/creator is
able to enter edit mode at any time and change the size
and location of regions. The rules for interaction and state
tracking are also available for editing within the app.
SSTK is testable in a virtual way as well. The map viewer
interface allows the user to navigate using tap gestures while
the automated location tracking is switched off. This test-
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ing interface allows the composer to check combinations
of sound regions and to virtually walk the map in real time
in order to rapidly experience the kinds of behavior the
system will exhibit when deployed in the real world. Test
interactions can even be automated with standard mobile
debugging tools.
3.7 Persistance and Connectivity
In all iterations of SSTK, each individual user’s state is
maintained within the individual’s app. As part of the testing process for several pieces, different strategies for logging of real time data were tried. The simplest involves
keeping a list within the app that logs each action—when
the location changes, when files are triggered, etc.—and
making that list available in some form outside the app.
The author’s system, which works quite well, takes advantage of the ability to launch an email editor with the contents of this log file and send an email (usually to oneself,
when testing) with a log of your most recent activity. In
the future, this functionality will allow for the offline recreation of a sound walk. There are many more possible uses
for persistent state data and the communication of data to
and from the user, as discussed below.
4. FUTURE EXTENSIONS
There are a number of features that have been considered
or tested experimentally, but are not yet included in the
open source release of SSTK. There are additional shapes
for regions and possibilities for interaction rules. For instance, rectangular regions are partially implemented within
the codebase of SSTK and could be fully reintegrated into
the system with a few lines of code. Further parameters
will likely be added in the future to control sound playback; for instance, the phone’s gyroscope data might effect
directional mixing of multiple sound sources in a composition.
Since the app already tracks the state of a user’s interaction with a sonic map, it would be trivial to share that data
with other users or with a central server. Likewise, a server
could dynamically feed information to the app about new
sound locations or change regions based on other users’
interaction. The central server can act as a gateway or a
central controller for an interactive experience among individual smartphone users.
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5. OPEN SOURCE SOFTWARE
A development version of the software is available at GitHub 6 .
While individual pieces are forked from this version of the
software, enhancements and bug-fixes will be merged into
the main development tree as they happen.
6. REFERENCES
[1] S. Stanton, R. Hull, P. Goddi, J. Reid, B. Clayton,
T. Melamed, and S. Wee, “Mediascapes: Context6

http://github.com/kitefishlabs/SoundScapeTK
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Takt: A read-eval-play-loop interpreter for a structural/procedural
score language
Satoshi Nishimura
University of Aizu
nisim@u-aizu.ac.jp

ABSTRACT
A new language for describing musical scores as well as
its interpreter is developed. The language allows a concise
description of note and chord sequences, and at the same
time, it provides rich programming functionalities with Clike syntax, which are useful for algorithmic composition.
Representing structures in music such as repetitive occurrences of a common phrase or its variation is supported
with macros and phrase transformation modules. The interpreter enables us to execute its program code interactively with a read-eval-play loop. The interpreter can also
be used for the real-time processing of MIDI events coming from input devices. The language is extensible in that
C functions can be called from its program code.
1. INTRODUCTION
Composers often use instruments during composition for
examining their ideas including phrases, algorithmic rules,
or a combination of the both. A problem in such a process
is that some compositions are hard or rather impossible to
be played manually. Music educators may also face this
problem for demonstrating algorithmic pieces of music to
students.
One of the efficient solutions to the above problem is to
provide a shell-like interactive environment based on a music language. With such a tool, users can repeatedly try a
different idea and examine its resulting sound instantly. In
the field of general-purpose languages, this type of a command interpreter is called a read-eval-print loop (REPL);
however, it should better be called a read-eval-play loop in
our context.
To make such a REPL environment comfortable, the language should be designed so that frequently-used command patterns are simple and easily-typeable. For example, it is desirable that a sequence of notes can be played
just by typing their pitch names like ‘c d e’ in the command line. It is also demanded that algorithmic descriptions can be easily mixed with such direct descriptions; in
particular, the use of delimiter symbols to switch between
direct and algorithmic descriptions is discouraged.
So far, numerous score description languages have been

proposed [1, 2, 3, 4, 5, 6, 7]; however, to the best knowledge of the author, no languages are satisfactory for the
aforementioned purpose. Some of the languages (e.g., [4,
5]) are constructed by extending existing general-purpose
languages while others are not. The formers may have
an advantage that existing resources developed in the base
languages can be utilized. However, it is difficult to allow
that a bare sequence of pitch names constitutes a complete
program for playing notes. For example, if the base language is LISP, we need at least parentheses like ‘(c d e)’
(here ‘c’ is a function).
There are many score languages designed with the latter
approach (i.e., designed from scratch). Some of them are
shown in Figure 1. Nevertheless, such languages to date
do not provide sufficient features for algorithmic composition per se. Although embedding another general-purpose
language into such a language might be a solution (for
example, Lilypond [6] allows embedding Scheme in its
code), such an approach will require additional delimiters
for switching between two languages. As a result, a combination of note-by-note and algorithmic descriptions tends
to be complicated.
This paper proposes a new language named Takt which
provides a simple top-level description of note and chord
sequences yet integrates rich programming functionalities
for algorithmic composition per se. The language is originated from the author’s previous work [8]; however, its
syntax is thoroughly re-designed. By a newly-developed
interpreter, called a Takt interpreter, the language is translated into a stream of MIDI events in real time. The language resembles other C-like languages and thus enables
smooth migration for their users. The language is extensible in that C functions can be called from its source code,
by which utilizing existing libraries written in C/C++ is
possible.
This paper is organized as follows. In Section 2, the proposed language is explained. Section 3 describes the developed interpreter together with its performance evaluation.
Section 4 discusses other music programming tools related
to this work. Section 5 concludes this paper.

2. THE LANGUAGE
Copyright: c 2014 Satoshi Nishimura. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

This section first introduces a core language for describing note/chord sequences and later explains how the actual
language extends the skeletal language.
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[
{ /* the first voice */
{ r c d e f d e c }\\ {g ^c b ^c}\
{ ^d g a b ^c a b g }\\ {^d ^g ^f ^g}\
..
.

SCORE [1]
P2 RHY/-16/16 X 7/8 X 4;
P3 NOTES/R/C4/D/E/F/D/E/C/G/C5/B4/C5;

{ ^c bb a g f a g bb }\\
{a b ^c e d ^c f b}\\
[e g ^c]**

DARMS (The Note-Processor Dialect) [3]
RS -1 0 1 2 0 1 -1 3E 6 5 6
MML [3]
L16RCDEFDECL8G>C<B>C

}
{ /* the second voice */
o=3
r* {r c d e f d e c}\\
{g _g}\ r {r g a b ^c a b g}\\
..
.
{e c d e {f d e f}\ g _g}\
[_c c]**
}

ABC [7]
L:1/8
R z/C/D/E/ F/D/E/C/ GcBc
Lilypond [6]
r16 c’ d’ e’ f’ d’ e’ c’ g’8 c’’ b’ c’’
Takt
{r c d e f d e c}\\ {g ^c b ^c}\
or
l16 r c d e f d e c g~ ^c~ b~ ^c~

]
Figure 2. The beginning and ending parts of the J. S. Bach
two-part invention BWV 772 written in the core language.

Figure 1. Comparison of Score Description Languages.

Each note or rest is represented by an alphabetical letter. The ’*’
and ’\’ signs specify note length. The ’^’ and ’_’ signs adjust
octaves. The ’o=3’ assignment lowers the default octave.

2.1 The Core Language
The syntax of the core language with a start symbol s is as
follows:
Score:
Phrase:
Expression:
Pitch:
Modifier:
Transformation:

s ::= ε | s p | s x = e
p ::= c | {s} | [s] | p m | p|f | p @ p
e ::= n | x | e + e | e * e | . . .
c ::= c | c# | d | . . . | ^c | . . . | r
m ::= * | \ | ~ | . . .
f ::= Transpose(e) | Inverse(e) |
Retrograde() | . . .

where n and x represent a constant and a variable, respectively. Figure 2 shows an example of music written in this
language.
The whole score is composed of phrases and assignments.
Each phrase corresponds to a fragment of music. Such a
phrase consists of a note, a braced block, or a bracketed
block, optionally followed by phrase-modifying notations.
Each note is represented by a user-definable pitch name,
which is by default an English pitch name. The attributes
of the note such as length (aka note value) or velocity (aka
dynamics) are obtained from the current context, which is
a map from a set of variables to their values. Using the
assignment x = e, the value of x in the context is set to the
value of the expression e.
The braces ‘{’ and ‘}’ create a new copy of the current
context and execute the score therein with the new context.
Then, the context is resumed to the original one. For example, ‘v=80 c {v=90 d e} f’ will play a C note with
velocity 80, D and E notes with velocity 90, and then an F
note again with velocity 80. The brackets ‘[’ and ‘]’ also
save and restore contexts, and in addition, they perform
phrases therein in parallel. They are used for representing
chords or polyphony.
When a phrase is accompanied with a modifier such as

‘*’, the context for the phrase is temporarily modified. For
example, the ‘*’ modifier doubles the length attribute of
notes, while the ‘\’ modifier halves it. Hence, ‘c\\’ represents a sixteenth note with the C pitch, since the default
length is a quarter note. The ‘~’ modifier adds two lengths
like a tie.
A phrase can be transformed with programmable rules.
For example, the ‘Transpose(e)’ transformation adds the
value of e to the pitch (in semitones) of each note. 1 The
‘p|f ’ syntax applies the transformation f to the phrase
p. The currently available pre-defined transformations are
listed in Figure 3.
The ‘p @ p’ syntax provides a special form of transformation that applies the rhythmic structures as well as velocity
fluctuations in the second phrase to the first phrase. 2 For
example, ‘{e f g a}@{c* c\}’ is equivalent to ‘{e* f\
g* a\}’. This feature is useful when one wants to share
rhythmic structures or expressive controls across phrases
with different pitches.
2.2 The Actual Language
In addition to the functions of the core language, the actual
language includes the following features.
2.2.1 Programming Features
Most functionalities found in other general-purpose interpretive languages like Perl [10] are also provided in Takt.
They include loops, conditional constructs, arithmetic/logical
1 Transformation is also found in early notation languages like
SCORE [1], although SCORE’s transformation was not programmable.
2 Similar notion has been proposed as the slap structure [9] in the field
of musical knowledge representation.

- 1737 -

Proceedings ICMC|SMC|2014

Transpose
Invert
ConvertScale
Retrograde
TimeStretch
AddNotes
Modify
SelectIf
Clip
Swing
Quantize
Arp
ModifyChords
Grace
Roll
Trill
Tremolo
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Chromatic or diatonic transposition
Chromatic or diatonic pitch inversion
Pitch mapping between two scales
Retrograde (playing backwards)
Time scaling
Adding new note(s) for each note
(for octaving or harmonizing)
Event modification using assignments
Event selection with conditions
Time-range cutting
Simple time deformation
Time quantization
Arpeggio effect
Modifying each note of chords using
assignments
Adding grace note(s) for each note
Drum-rolling effect
Trill effect
Tremolo effect

Figure 3. List of available transformations.

var p1 = {c d e f d e c}\\
[
{ /* the first voice */
r\\ p1 {g ^c b ^c}\
^d\\ p1|Transpose(7) {^d ^g ^f ^g}\
..
.
^c\\
p1|Invert(c,Scale.major(c))|Transpose(10)
{a b ^c e d ^c f b}\\
[e g ^c]**
}
{ /* the second voice */
o=3
r* r\\ p1
{g _g}\ r r\\ p1|Transpose(7)
..
.
{e c d e {f d e f}\ g _g}\
[_c c]**
}
]

operators, classes, macros and high-order functions. Supported data types include integers, floating-point numbers,
rational numbers, arrays, strings, and associative lists (aka
hashes). The language syntax is designed so that statement
separators or terminators (like the semicolons in the C language), which often bring confusion for beginners, are not
required.
In the actual language, statements for programming and
the phrases in the core language are comparable syntax elements, and therefore, programming constructs can be arbitrarily mixed with the musical descriptions. For example,
the for statement of the language can be used for repeating
a phrase as follows:
for(i,1,4) { c e g }

Figure 4. Another description of the invention written in
the actual language.
will construct a polytonal canon by using the transformation. Figure 4 shows how macros and transformations can
be used for representing the structure of music.
Macros in Takt are treated as objects just like functional
languages considering functions as first-class objects. For
example, they can be stored into an array as below.
var phrases = %[{c d e c}, {e f g e},
{d e f d}]
The ‘%[’ and ‘]’ signs construct an array. The macros
stored in the array can, for example, be picked randomly
and invoked as follows:

Meanwhile, the same syntax can be used in numeric programming like the following:

phrases[irand(0,2)]
2.2.3 Functions

var sqrsum = 0
for(i,1,10) { sqrsum += i * i }
Thus, the language avoids redundant learning efforts.
2.2.2 Macros
It is possible to define a phrase as a macro and reuse it later.
For example, the following example defines the phrase as
a macro named ‘x’.

Takt provides named and unnamed functions that are treated
as objects. The body of such functions can be described either in Takt or in an external language like C++.
Functions in Takt can be used for defining not only computing tasks but also parametric musical phrases. For example, the following function defines a simple accompaniment pattern.
def waltz(p1:quote, p2:quote) {
p1 p2 p2
}

var x = {c d e c e f g*}
Once a macro is defined, it can be invoked simply by placing its name. For example, a two-voice canon can be described as
[x {r** x}]

After this definition, ‘waltz(c, [e g])’ will be equivalent to ‘c [e g] [e g]’ (the ‘quote’ directive makes
each argument received as a macro object).
2.2.4 Repetition

where ‘r**’ represents a whole rest. Moreover,
[x {r** x}|Transpose(6)]

In addition to loop constructs such as for and while, a
handy way for repetition is provided. When a phrase is
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def Transpose(semitones:number) {
return %{
class = Effector,
def eventAction(ev:Event) {
ev.n += semitones
put(ev)
}
}
}

console thread

console

input thread

MIDI
input

command
reader

command
strings

device
input
manager

events

lexical
analyzer

tokens

parser

interpreter
body

expression
stack

fiber queue

interpreter thread

events

Figure 5. Example of user-defined transformation.

output
manager

followed by ‘@’ with an integer i, the phrase is repeated i
times (e.g., ‘c@4’). Infinite loops are indicated by ‘@@’; for
example, ‘{c d}@@’ indefinitely plays alternating C and D
notes.
2.2.5 Event Buffers
An event buffer is a data structure storing a list of timestamped events (e.g., note-on and note-off events) together
with playing duration. Event buffers are convenient for
manipulating phrases in a non-streaming way. An event
buffer containing the events generated by a phrase p is constructed by an expression formed ‘${p}’. Transformations
can be applied to event buffers by the ‘|’ operator; for example,

MIDI
output

output thread

Figure 6. Structure of the interpreter.
hand, rewinding transformations possibly decrease the timestamp values of events to some extent. They are useful,
for example, for implementing time-quantizing transformation. Rewinding transformations can still be applied to
infinite phrases; however, when they are used to a real-time
event stream from an input device, the reduction of the time
stamps becomes invalid.
3. THE INTERPRETER

first creates an event buffer containing the events of the C
note and then transforms it into a new event buffer containing events of the D pitch, which is assigned to the variable
buf. The contents of an event buffer can be played just
like a macro (e.g., after the above assignment, ‘buf’ will
play the D note) or can be written to a standard MIDI file
by calling a library function.

The developed interpreter operates either in REPL mode
or source-file mode. MIDI events generated by the interpreter are transmitted to MIDI output devices or stored to
MIDI files. It is written in the C++ language and its current
version consists of approximately 20,000 lines. Currently,
the interpreter runs under Windows, Mac OS X, and Linux
platforms; furthermore, porting to other platforms should
be straightforward as long as the pthread thread library
working with a timer with sufficient resolution is available.

2.2.6 User-Defined Transformation

3.1 Organization

The process of phrase transformation is user-programmable.
It is given by defining a function called for each input
event optionally with initialization and finalization functions. Figure 5 shows an example of such definition for
transposition.
Transformations are categorized into streaming and nonstreaming types. In streaming transformation, input events
must be processed in chronological order, while the nonstreaming (aka buffered) type allows random access of input events by using the event buffers discussed in Section 2.2.5. Streaming transformation is more favorable because it can be applied to infinite phrases or event streams
from input devices. Nevertheless, some kinds of transformation such as retrograde (reverse play) can only be implemented with the non-streaming type.
Streaming transformations are further classified into two
categories: non-rewinding or rewinding. Non-rewinding
transformations (also called causal transformations) never
decrease the time-stamp values of events. Transformations
like pitch conversion belong to this category. On the other

Figure 6 illustrates the structure of the interpreter. The
command reader receives program code from the console
and passes them to the lexical analyzer, in which they are
converted to tokens. The parser analyzes the syntax of the
token stream and evaluates expressions and statements in
it. When the parser encounters an invocation of a macro,
it expands the macro by pushing its definition (a list of tokens) back to the lexical analyzer. The interpreter body,
maintaining contexts and function-calling stack frames, generates events in response to requests from the parser. The
output manager stores those events in a priority queue and
sends them to the MIDI output devices according to their
time-stamp values. The device input manager buffers events
from the MIDI input device.
To handle macros as first-class objects, the Takt interpreter does not use an internal intermediate language which
many language interpreters employ for improving their speed.
In order to overcome the performance penalty due to that,
and also, to implement fibers described in the next section,
the parser is hard-coded without using parser generators.

var buf = ${c} | Transpose(2)
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The interpreter uses four operating-system threads. The
command reader is executed in the original thread when
the interpreter process is started. The lexical analyzer, the
parser, and the interpreter body are run in a separate thread
for allowing the background execution of input program
code. The device input and output managers also use separate threads for improving the time accuracy of MIDI input/output.
Garbage collection is one of the important issues in language processing. To process events from the MIDI input
device without pauses in the interpreter thread, traditional
mark-and-sweep garbage collectors are not satisfactory. In
the Takt interpreter, the incremental garbage collection algorithm proposed by Dijkstra et al. [11] is implemented.
3.2 Fibers and Scheduling
The concurrent execution of program code indicated by
the ‘[s]’ construct is realized using language-level fibers
(aka coroutines). Each fiber keeps its own parser state, expression stack, and function-calling stack. Fiber switching occurs only when the execution of the current fiber is
blocked, when a new fiber is created, or when such switching is explicitly indicated in the program code. The use of
fibers offers better efficiency and easier mutual exclusion
than using operating-system threads.
The scheduling of fibers is controlled by scheduling time
STi associated with each fiber (here, i represents a fiber
identifier). A priority queue of fibers is maintained in the
interpreter body, and when fibers are switched, a fiber having the earliest scheduling time is picked for the candidate
for the next execution. The candidate fiber j is executed
immediately if STj ≤ GT where GT is the global time
based on the operating system clock or is blocked until the
condition is met otherwise. The time in the interpreter is
represented in ticks (480ths of a quarter note), and mapping between ticks and seconds is maintained in the output
manager.
When a transformation is applied to a phrase, a fiber is
created. In order to realize the rewinding transformation
described in Section 2.2.6, the fibers for the phrase and the
transformation process need to be executed in advance relatively to other fibers. This “look-aheading” capability is
controlled by a per-fiber parameter ADi called aheadness,
which determines how the execution of fiber i should be
scheduled earlier than a base fiber βi .
The scheduling time STi is calculated as follows. The
interpreter constructs a weighted directed forest in which
each vertex corresponds to a fiber and each arc is (βi , i)
with its weight being ADi . Then, the weighted height ACi
of each vertex is calculated. The height is called cumulative aheadness. Finally, the scheduling time is calculated
by
STi = LTi − ACi
where LTi is the local time of fiber i.
3.3 Performance
Although the speed of the interpreter may not be a primary concern of event-level (i.e., not signal-level) music

Random note generation
Note generation based on
the Fibonacci numbers

Takt
7.4 sec.

Lilypond 2.18.2
9.4 sec.

6.8 sec.

3.7 sec.

Table 1. Comparison of the interpreter performance.
languages, it may have an impact on huge length music or
pieces using time-consuming algorithms.
Table 1 shows calculation time for simple benchmarking
programs, comparing with Lilypond [6] with its typesetting capability disabled. The first benchmark generates a
MIDI file containing 100,000 notes with random pitches
on the C major scale. The second benchmark calculates
the first 30 Fibonacci numbers using the naive recursive algorithm, maps them to note numbers on the C major scale,
and generates a MIDI file containing 30 notes. The Lilypond input files contain embedded Scheme code for implementing such algorithms. All the programs were executed
on the Intel Core2 Q9550 2.83GHz processor under the
Windows Vista operating system.
As seen from the result, the Takt interpreter is faster in
simple note generation; however, it is 1.8 times slower in
the benchmark requiring intensive algorithmic calculation.
This is partly because the Takt language pursues maximum
flexibility with the power of macros, while Scheme better
concentrates on performance. The author believes that, in
event-level music applications, the superiority in description capability outweighs the performance penalty.
3.4 Supporting Tools
In addition to the interpreter, a translator from MIDI files
to Takt and a language-specific editor based on Emacs are
provided. The translator analyzes chords, polyphonic structures, and continuous parameter changes in the input MIDI
file and outputs equivalent Takt code, which can be edited
and converted back to a MIDI file by the interpreter. The
Emacs interface enables us to enter pitch names from a
MIDI keyboard and to play a described score with a feature
of a score-tracking cursor for indicating the current playing position. The score-tracking cursor helps non-experts
to understand the Takt score description.
4. RELATED WORK
Interactive programming tools for algorithmic composition
or real-time MIDI processing have been developed over the
decades. Some of them are well matured and widely accepted as standard tools. They can be categorized into two
types: visual language based and textual language based.
Max [12], Pd [13] and OpenMusic [14] belong to the former category. In general, visual languages are easy to learn
and convenient for creating interactive control programs
using graphical components such as buttons and sliders.
However, developing large-scale programs in visual languages is generally considered to be difficult and that is
why textual languages are mainly used today for developing software applications as well as hardware systems.
As a remedy for this problem, each tool provides a way
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for creating new graphical objects using an external textual language (for example, JavaScript in Max or LISP in
OpenMusic). However, those external languages are weak
in score description, and thus, they are not convenient for
defining phrases, transforming them, and organizing them
with an algorithmic flow.
SuperCollider [15] is a popular tool based on a textual
language. It mainly focuses on audio synthesis; however, it
also has capabilities for MIDI processing. The language is
a newly-designed one supporting object-oriented features
and coroutines. Nevertheless, it does not support note-bynote description like ‘c d e’, and therefore, the seamless
fusion of note-by-note and algorithmic descriptions as provided in Takt is not possible.
5. CONCLUSION
This paper described an interactive command-line environment for composers, educators, and researchers. In the environment, note-by-note direct description and algorithmic
representation are unified in one language and therefore
the system is considered to be optimal for compositions
with the mixed use of non-algorithmic and algorithmic approaches. In future, I would like to extend this project to
support graphical interfaces such as a piano-roll editor for
event buffers. I would also like to investigate the possibilities of applying this environment for other purposes such
as real-time control of robots or illumination.
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Many successful tabletop applications for music making
have been developed, and the technology has been investigated from different perspectives. Yet, to date, despite
optimistic claims regarding their potential as learning tools,
their role in helping people to explore, acquire, and reason about musical concepts has been sparsely researched.
We have developed an exploratory study around a simple
tabletop application that allows people to make music using
a visual representation of melodic contour. Our aim is to
understand whether and how such system might help people to reason about music in terms of contour while at the
same time affording an enjoyable music making experience
to musically untrained people. Our findings suggest that
the system has potential as a learning tool, especially for
beginners, but tutoring is still necessary to acquire, use, and
express concepts precisely.

into them is still sparse at best [3]. As often happens
with novel technology, interactive tabletops have been overcharged with expectations and optimism; therefore it has
been suggested that their potential should be systematically
researched [4].
Interactive tabletops are often seen as collaborative platforms, and a wide range of applications and studies have
been developed around this technology – e.g. group work
[5, 6], collaborative learning [7, 8], fostering creativity [9],
and so on. Among others, music making is one of the most
successful and widely explored applications, with studies
proving the value of platforms such as the Reactable [10]
and the Audiopad [11] as collaborative music making platforms [12].
The exploratory study [13] presented here aims to be a
first step toward a systematic approach to understanding the
role of DTMIs as tools for discovering and reasoning about
musical concepts, and for music making.

1. INTRODUCTION

3. PURPOSE OF THE STUDY

The aim of this exploratory study was to understand in what
ways, if any, digital tabletop musical instruments (DTMIs)
could help people to understand the concept of contour, and
use it to create, and reason about, melody. Contour is a
visual metaphor that is applied to melody, often described
as the way in which pitch rises and falls along a melody
[1, 2], and sometimes referred to as the melody’s shape.
This study used a DTMI specifically designed to emphasise the relationship between contour and visual shapes,
with the intention that participants would be able to make
this association while using the system, and therefore to
acquire the notion of contour, so that they could then confidently compose or analyse melodies using the kinds of
visual metaphors traditionally used by musicians. However,
the study was also part of an effort to explore the role of
musical tabletops in the broader context of music appreciation, a topic that has been sparsely investigated, despite the
fact that musical applications are among the most popular
applications developed on digital interactive tabletops.

Our hypothesis was that a musical instrument with an interface specifically designed to convey certain concepts
visually, that requires no musical training, and that provides
an enjoyable music making experience, would allow people
to acquire the basic and fundamental musical concept of
contour, useful in facilitating activities such as music appreciation, or even instrument studies and composition. It is
therefore necessary to frame the study in a way that relates
visual and musical ideas. We can phrase the hypothesis in
more detail as follows:
1. a DTMI that offers a visual representation of music
and allows participants to manipulate it with a gestural interface will give participants tools to understand
melodies in terms of contour;
2. a playful interface based on a simplified visual representation of music will allow participants to approach a music composition task without causing
undue stress and encouraging concentration and enjoyment.

2. BACKGROUND
Although interactive tabletops are increasingly gaining attention as educational tools, in-depth empirical research
Copyright: c 2014 Andrea Franceschini et al. This is an open-access article dis-

4. STUDY DESIGN
4.1 Conditions
Two variables were manipulated in this study.

tributed under the terms of the Creative Commons Attribution 3.0 Unported License,
which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are credited.

- 1743 -

IV1: Explanation of Contour. In order to determine
whether the use of the tabletop interface alone can
help people acquire the concept of contour, two groups

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

of participants were formed: the first group was given
an explanation of contour, making explicit references
to the vocabulary of contour, and to the connection
between the visual metaphors and the corresponding
sounds that they represent; the second group was not
given such explanation.
IV2: Modularity. In order to determine how participants
reason about contour in different music making strategies, both groups from IV1 were divided as follows:
one group was allowed to create music using multiple
small blocks that could be linked together to form
and manipulate longer sequences; the other group
was constrained to use a single large block (details
on blocks are in section 4.4).
Combining these, we have four conditions:
C1: no explanation + single block;
C2: explanation + single block;
C3: no explanation + multiple blocks;
C4: explanation + multiple blocks.
4.2 Metrics

expressions, and so on. In this way, participants were not
subject to undue stress, and biased reports could be mitigated.
4.3 Participants
Participation in this study was voluntary, anonymous, and
involved only one participant per session. Participants were
persons willing to improve their music appreciation skills,
or even to begin to study music. Since the study involved
people acquiring the notion of contour, the ideal participants
would have no musical background, so that we could assume their unfamiliarity with contour. However, obtaining a
reasonably sized sample composed of people meeting these
criteria proved difficult; therefore participants were sampled
from the general population, and their background skills
were assessed individually to put their answers in context.
For example, a skilled musician could be already aware
of contour and proficient in using the concept, whereas a
person lacking musical training would probably not be.
Participants were not told about the purpose of the study,
as we were investigating whether and how they acquired
a notion that they were assumed not to be familiar with
before. This also means that each participant could only
take part in the study once.

4.2.1 Familiarity with Contour

4.4 Software

Being familiar with contour means not only being familiar with the association between a musical figure and its
metaphorical shape, but also being able to express this association consistently, using an appropriate vocabulary. For
this reason, at the beginning of the experimental session, a
music analysis exercise was carried out: participants were
asked to listen to some melodies and describe them in terms
of motion. After this, in order to point participants toward
a relation between musical and visual shapes, a picture was
presented to them: they were asked to comment on it, and
then they were instructed to use the tabletop interface to
make music that could relate to the picture. After the music
making task, the music analysis task was then repeated,
using the same melodies, in order to evaluate if and how
the participants changed their descriptions of musical movement, that is, if and how performing the music making task
had any effect on their ability to describe music.

A tabletop application was developed specifically for this
study. While it is true that many musical tabletop applications already exist, very few of them present the specialised
kind of affordances that this study required. Although developing bespoke software can be costly in terms of time and
expertise, the context in which the development happens,
academic research, allows the developers to closely monitor
the system at all stages and fix problems as they appear.
Some other benefits are:
• bespoke software can be tailored to a specific research question, and can limit unrelated features
that might appear in third-party applications;
• the user interface can be kept minimal, meaning a
system that can be learned quickly, and is suitable for
short experimental sessions;
• the software can be made as friendly and simple as
desired to accommodate different experience levels
and different types of users;

4.2.2 Stress, Enjoyment, Concentration
A major part of the study was to investigate the effects of a
stress-free instrument on participants’ enjoyment and their
capacity to make music. It is arguably difficult to measure
stress, enjoyment, and concentration. A range of techniques
can be employed, for example physiological indicators such
as heart rate and skin conductance, or observing a state
of flow [14, 15], or even asking participants to report on
their experience. However, such techniques may create
discomfort to participants, or be affected by observation
and self-assessment bias.
This study adopted a mixed approach in which participants’ self-assessment was evaluated in conjunction with
the researcher’s observations and field notes – including for
example notes about gesturing, body position, non-verbal

• deep and detailed time stamped logging can be implemented, which gives precise data to complement
qualitative data such as audio/video recordings, worksheets, and interviews.
A screenshot of the interface that was developed for this
study is shown in figure 1. Short musical phrases are represented by the grids shown in the picture. These are blocks
– which we call modules – that can be connected and rearranged to produce longer melodies. The horizontal axis
of each block represents time, and the vertical axis represents pitch. Figure 1 shows four connected blocks with time
divided in eight segments and five different pitches. If we
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• In the single block conditions C1 and C2, only one
block was presented to the user, and no more could
be added to the workspace. Tapping the Play button would turn it into a Stop button and would start
playback of the block in a loop.

interpret a block as a 4/4 bar divided in eighths with pitches
chosen from a C major pentatonic scale, a possible interpretation of the configuration above could be as in figure
2

• In the multiple blocks conditions C3 and C4, left
and right handles were provided for the user to link
the blocks with each other to create longer melodies –
or sequences. In this case, when the Play button was
tapped, the corresponding block would start to play,
and the playhead would move through all the blocks,
playing the sequence in a loop.

Figure 1: The software in “multiple blocks” mode

4.5 Protocol
This section describes the experimental protocol summarised
in figure 5.
4.5.1 Demographics
Figure 2: A possible interpretation of figure 1

At the beginning of the session, demographic data was
collected, such as whether and how participants had studied
music, whether they had ever played a musical instrument,
whether they had ever tried to make original music, and how
confident they were in their ability to do so. As explained
in section 4.3, having participants sampled from the general
population means that they were not necessarily musically
inexperienced, therefore their answers and performance in
the experimental sessions might have been influenced by
this. For this reason, demographics were used to inform the
analysis of the worksheets relating to the music and picture
analysis tasks, as well as the music making task, which are
described in the following sections.
4.5.2 Music analysis

Figure 3: The software in “single block” mode
Any kind of configuration can be implemented. During
the study, two configurations were used:
• conditions C1 and C2 offered a single board with
time subdivided into 32 parts, using a F suspended
pentatonic scale (F, G, A], C, D]) spanning over four
octaves plus one note, hence 21 pitches in total;
• conditions C3 and C4 offered multiple blocks with
time subdivided into 16 parts, using the same scale
as conditions C1 and C2, spanning over two octaves
plus one note, hence 11 pitches in total.
A pentatonic scale was chosen because it allowed beginners
to compose arbitrarily long melodies on a single chord.
The application was designed around the concept of contour with the purpose of making the relationship between
pitch movement and visual shapes explicit. The grid design
is inspired by the piano roll editing mode used in many
MIDI sequencers; therefore the design was already known
to be functional, and it was also easy to use with a gestural
interface such as a touch-sensitive digital tabletop.
The conditions relating to melody length also affected the
appearance of the blocks and the behaviour of the Play/Stop
button that every block features at the top-left corner.

The first part of the experimental session was an exercise in
analysis composed of two sub-tasks.
In the first sub-task, participants were asked to listen to
three melodies, excerpts from “Twinkle twinkle little star”,
“Frère Jacques”, and “Morning has broken”. Participants
were asked to complete a worksheet in which they had to
say how many sections they would divide the melodies
into, and to describe the movement of each section. The
somewhat vague term “movement” was used deliberately to
encourage participants to use their own interpretation. The
use of more specific terms such as “rise and fall” might have
been leading as to what they were expected to say, therefore
making their answers less valid in light of hypothesis 1.
Participants were allowed to listen to the melodies as many
times as they wished, and they were also encouraged to
describe movement in their own words. No further guidance
was provided during this task.
4.5.3 Picture analysis
The task of making music can be daunting, especially for
people with little musical knowledge. A skilled musician
may have no difficulty in creating music out of thin air, but
since this study primarily addressed persons with potentially
no musical training, giving them a starting point may make
the task easier to approach.
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Figure 4: Wassily Kandinsky, Arch and Point, 1923.

In the second sub-task, participants were asked to comment on a painting in their own terms and according to their
own intuition, and to write their comments on a worksheet.
The painting (figure 4) was chosen to clearly present certain
geometric features that could be related to figures in contour.
The reason for this was that, during the course of the experimental session, the participants would be asked to compose
a melody according to their interpretation of the picture.
Some form of guidance was provided in the worksheet, inspired by a typical GCSE artwork analysis worksheet [16],
in order to make sure that participants would give relevant
information.
4.5.4 Introduction to contour
After the analysis phase and before the composition phase,
two things could happen, according to which condition the
participants were assigned to: either the participants were
given a brief introduction to contour, or they were not. If
the former was the case, participants were given a brief explanation of what contour is and how it works: pre-recorded
short musical snippets were played, such as ascending and
descending ramps, upward and downward arcs, and so on;
for each snippet, a sketch of its contour was drawn on a
whiteboard, and also described in terms of visually similar
concrete objects, such as stairways (for ramps), bridges
(for arcs), pendula and sea waves (for undulations, repetitions), and so on. The whiteboard was left visible to the
participants as a reference during the music making task.
4.5.5 Music making task
In this phase, participants were asked to use the DTMI to
compose a melody that could describe the picture according
to their interpretation. The DTMI was configured according
to the assigned experimental condition.
4.5.6 Reflection and debriefing
The purpose of this phase was to allow participants to reflect
on their work in light of the tasks they had just carried out.

Figure 5: The activities that participants go through depending on which condition they are in.

The analysis tasks were repeated by asking participants to
fill in the same worksheets again using the same musical
and visual materials as before. This led to an informal discussion about the session, and the participants’ impressions
and remarks were recorded.
Finally, participants were handed an appreciation questionnaire, relating to hypothesis 2, in order to assess their
experience in the study. This questionnaire inquired about
the perceived difficulty of accomplishing the music making
task, whether and how much participants enjoyed the experience and concentrated on the task, whether they were
now more or less confident in their ability to make original
music, and whether they thought they would attempt such
activity in the future.
4.5.7 Data collection
Questionnaires included participants’ demographic information, such as whether and how they had studied music,
whether they had ever played a musical instrument, and
whether they had ever tried to make original music and how
confident they were in their ability to do so. These data
were collected to inform the analysis of the worksheets and
the music making task.
In the first part of the study, participants were asked to
complete two analysis tasks using the worksheets provided
to record their answers. As detailed in section 4.5.2, this
part was repeated after the music making task.
During the music making task, the application described
in section 4.4 recorded events such as touches, strokes, gestures, and so on. To gather a more complete understanding
of the interaction with the system, participants were also
video recorded.
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Q1a
Never
Informally
Formally

Q2a
4
3
13

No
One
More
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Q4a
7
8
5

Never
Once or twice
More

13
6
1

C1
C2
C3
C4
all

Q2b
w. mean

Q4b
w. mean

11.67
5.67
3.33
15.20
9.86

2.75
1.00
2.67
1.67
2.17

1.60
1.00
1.60
1.60
1.47

C2

2
1

Table 1: Q1a: “Have you ever studied music?”; Q2a: “Do
you play a musical instrument?”; Q4a “Have you ever composed original music?”
Q1b
mean

C1

3

0

No
change

Slight Significant
change change

No
change

C3

3

Slight Significant
change change
C4

2
1
0

5. RESULTS AND DISCUSSION
Twenty participants volunteered for the study, coming from
staff available on the University’s campus, and they were
randomly assigned to the four conditions, with the only constraint that they had to be as evenly distributed as possible.
This resulted in five participants per condition.
5.1 Analysis
5.1.1 Demographics
The aim of the study was to explore the possible role of
interactive tabletops in helping people to discuss and to
reason about music; the demographic data are summarised
in table 1, and were used as background to the analysis of
the worksheets and the music making task. The distribution
of answers to questions 1 and 2 was quite skewed toward
participants that received formal music education, and a
better distribution could have been achieved by examining
the demographic data before assigning the condition.
Question 4, related to hypothesis 2, inquires about whether
participants have ever tried making original music and how
confident they were in their ability to do so on a 1-5 scale

Slight Significant
change change

No
change

Slight Significant
change change

Figure 6: Changes in music description per condition

Table 2: Q1b: “If you have studied music, for how many
years?”; Q2b: “If you play a musical instrument, how well
do you think you do?”; Q4b: “How confident are you in
you ability to compose original music?”

Finally, participants were handed an appreciation questionnaire at the end of the session in order to assess their
experience in the study. In particular, this questionnaire
inquired about the perceived difficulty of accomplishing the
music making task, whether and how much participants enjoyed the experience and concentrated on the task, whether
they were more or less confident in their ability to make
original music, and whether they think they would attempt
such activity in the future.

No
change

terms
ascending, up(ward), rising, climbing
descending, down(ward), falling
arc, up and down
wave, undulation

count
26
26
10
9

Table 3: Terms used to describe movement across conditions by all participants, including before and after the
music making task
(table 2). Most participants, 19 out of 20, reported having
never, or very seldom, tried to make original music, and
self-reported confidence across all conditions was quite low
on average. This is positive since it makes it possible to
assess how effective the interface is in assisting participants
with little musical experience and confidence to create, and
reason about, music.
Question 3 asked the age at which participants started
studying music, if they had. However, this question was
marked as optional, due to its sensitive nature, and very few
participants answered, therefore we decided to ignore it in
our analysis.
5.1.2 Music Analysis Exercise
The purpose of this exercise relates to hypothesis 1: to
evaluate if, and to what extent, taking part in the study
would affect participants’ understanding of contour and its
vocabulary. Despite the vague term “movement” used in the
worksheet, few participants asked for clarification, while
most of them went by their own interpretation, as they were
explicitly asked to do. A slightly less vague explanation
was given to those who requested it, but it was still kept
deliberately vague in order to not influence the answers.
All participants, in the first iteration of the exercise, showed
an intuitive association between time and left-right move-
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C1
C2
C3
C4
all

w. mean

w. sd

1.60
2.40
1.20
2.20
1.85

1.07
1.07
0.71
1.37
1.20

C1
C2
C3
C4
all

w. mean

w. sd

4.00
4.00
4.20
4.40
4.15

0.85
0.00
1.56
0.71
0.98

C1
C2
C3
C4
all

(a) The music making task was difficult
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C1
C2
C3
C4
all

(b) I enjoyed making music

w. mean

w. sd

1.80
1.60
2.20
2.40
2.00

0.94
1.07
1.84
1.76
1.49

w. sd

4.00
3.80
4.20
4.40
4.10

0.85
1.31
0.71
0.71
0.98

(c) I concentrated on the task

C1
C2
C3
C4
all

(d) I am confident in my ability to make original music

w. mean

w. mean

w. sd

2.60
2.40
2.60
2.20
2.45

1.60
2.33
1.60
2.14
1.79

(e) I think that I will make original music in the future

Table 4: Q5: Appreciation survey (all answers on a 1-5 scale)
ment, possibly due to cultural influence as most of them
were primarily educated in a Western way; they also intuitively related pitch changes and up-down movement, for
example by using words such as “up”, “down”, “rising”,
and “falling”. Some of the participants that used contourrelated terminology even sketched rather precise contour
shapes to clarify their understanding. It is worth noting that,
at this point, participants in conditions C2 and C4, the ones
that included an explicit explanation of contour, were not
yet given the explanation.
Figure 6 shows to what extent answers to this exercise
changed in the second iteration, that is after the music making study, and after the explanation of contour in conditions
C2 and C4. We identified a “slight” change when participants confirmed the sectioning of the melodies and changed
their answers for up to two sections toward a clearer and
more precise description in terms of contour features; we
identified a “significant” change when participants changed
the sectioning of the melodies, and/or changed their descriptions of contour for more than two sections toward a clearer
and more precise description, and in particular if using an
appropriate vocabulary.
It is clear that, on average, more significant changes happened for conditions C2 and C4, as it was reasonable to
expect as an effect of explaining contour explicitly to them
as part of the experimental session. However, it is also interesting to look at how participants changed their descriptions
after the music making task.
Participants in conditions C1 and C3, after performing the
music making task, had a generally clearer idea of what
they were hearing, although most of them still used inconsistent descriptions like they did in the first iteration – i.e.
using terms such as “progress”, “echo”, “choice”, “reply” –
and, in some cases, the quality of their descriptions in the
second iteration related less to contour and more to other
qualities of melody, such as speed, pace, rhythm, and so on.

Figure 7: Sketches drawn by a participant in condition C2
for the second iteration of the music analysis exercise.

On the other hand, the few participants in this group that
also reported higher levels of music education showed less
significant change in their descriptions, and also used an
appropriate vocabulary – using terms such as “up/down”,
“climbing”, and “descending” – the first time they performed
the exercise. Table 3 summarises the most frequently used
exact terms used by participants across conditions considering both before and after worksheets.
Participants in conditions C2 and C4 initially gave comparable answers to those in conditions C1 and C3. However,
in the second iteration of the exercise – i.e. after contour
was explained and after they performed the music making
task – participants in conditions C2 were able to better identify and describe the melodies – using words that were used
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to explain contour, such as “ramp” (3 participants), “undulation” (2 participants), “arc” (2 participants) – and even
using sketches if they did not use them before (figure 7), as
sketches were part of the materials used to explain contour.
To summarise, answers changed across all four conditions
in 12 out of 20 cases, as shown in figure 6. Participants
that were given an explanation of contour demonstrated
having understood that contour has a specific vocabulary,
and could use it consistently with the explanation. This
means two things: first, the music making interface has the
potential to help people to intuitively realise that there is a
connection between music and its contour shapes; second,
when the concept of contour was made explicit by explaining it, people were more likely to use a specific vocabulary
and were confident in using it. Therefore tutoring plays an
important role in the process, a result that is confirmed by
the literature [17].
5.1.3 Music Making Task
Most participants spent around 10-15 minutes working on
the system, although a few spent just about 2-3 minutes and
one spent over 30 minutes. Also, 19 out of 20 participants,
composed several different melodies before ending the session, either by making progressive changes or by repeatedly
starting from scratch. Participants in conditions C1 and C2,
those who were allowed to use only one block, spent most
of their time making changes, often major ones, to their
work before being satisfied and ending the session.
During informal discussions right after the music making
tasks, participants explained how they tried to relate the
music they made to various aspects of the picture. For example, most of them said that they tried to replicate some of
the shapes that they saw in the picture, while some of them
disregarded the shapes and instead preferred to go by their
feelings for the picture – i.e. most of the participants that related the picture to outer space and science fiction said that
they tried to create an eerie feeling, reminiscent of science
fiction movie soundtracks from the ’50s and the ’60s, while
most of the participants that associated the picture with
order, geometry, and mathematics, said that they tried to
create music with short, repeating, and clearly identifiable
patterns, such as short ramps or small arcs sometimes composed of as little as three notes and repeated several times.
It is also interesting to note that, although the software
was designed to be strictly monophonic, two participants,
both in condition C3, chose to use two parallel chains of
three modules each, effectively implementing polyphony.
They both felt that in that way they were able to better express what they felt the picture represented – i.e. “chaos”,
“superimposition”, “convergence”.
To summarise, all participants – regardless of their ability to discuss contour exhibited in the worksheets – could
relate visual shapes to musical shapes after the music making task. Video analysis shows participants often looking
at the picture, imitating its shapes by gesturing mid-air,
and reproducing these gestures by drawing on the tabletop. Video analysis also confirms that participants were
hardly ever surprised by how the system translated their
gestures into music, seamlessly applying corrections where

C1
C2
C3
C4
all

before

after

difference

1.60
1.00
1.60
1.60
1.47

1.80
1.60
2.20
2.40
2.00

0.20
0.60
0.60
0.80
0.53

Table 5: Comparison of confidence before (table 2) and
after (table 4d))

they felt the system made a mistake, and moving on with
their work. Data logging shows a preference for simple
shapes – straight lines, arcs, undulations – that progress
from left to right – or right to left, in a few cases – rather
than repeatedly going back and forth from one side to the
other.
5.1.4 Stress and Engagement
Table 4 summarises the the participants’ self-assessment
regarding their experience in the study.
Questions 5a through 5c suggest that participants found
the task sufficiently easy and enjoyable, which allowed
them to concentrate more on making music rather than on
figuring how the system worked. It is important to note that,
in answering question 5a, some participants took “music
making task” to mean both using the interface and the music
making task itself; therefore, answers to question 5a do
not reliably explain whether participants found it easy or
difficult to just use the tabletop interface, or to just describe
the picture with music, or even these two combined.
Question 5d measures how confident participants were in
their ability to make original music after taking part in the
study. Table 5 shows the difference in self-confidence from
before to after the music making task. While participants
in all conditions reported an increase in self-confidence, it
is interesting to note that participants in conditions C2 and
C4 – i.e. conditions where an explanation of contour was
given – reported a larger increase on average. By analysing
individual cases, one participant in condition C4 reported
an increase of 2 points, whereas participants in conditions
C1 and C3 reported a maximum increase of 1 point, and
one of them even reported a decrease.
Answers to question 5e are also interesting: individually,
participants that reported lower confidence in their ability to
make original music before the session were likely to consider trying to make original music again after the session;
on the other hand, participants who were already confident
felt that they were not more likely to make original music
in the future than they were before.
Questions 5d and 5e together tell us an important result,
confirming our hypothesis 2. The system has certainly a
potential as a learning tool, but as a tool it can only do part
of the work: figure 6 suggests that tutoring is still important
to acquire self-confidence, a fundamental factor for learners, and particularly for training musicians, as shown by
previous findings in the literature [17].
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6. CONCLUSION
This study was designed to gather an initial insight on
whether DTMIs can be useful to help people acquire a
simple musical concept and to use it to create and discuss
music – in this case, melodic contour – while providing an
engaging experience. The analysis suggests that the answer
tends towards “they can”, but it also highlights the importance of tutoring. Technology can make certain aspects of
music making easier – in this case, it allows people who
cannot play a traditional instrument to make music with limited effort – and it can provide an implicit understanding of
certain concepts – as the results under conditions C1 and C3
suggest. However, the results from conditions C2 and C4
clearly show that an explicit explanation of contour helped
participants to understand it and use it confidently and consistently to express their intention. Finally, we found that
an appropriately designed DTMI can provide an enjoyable
way of making music, even for people with no musical
background – although it should be noted that most of our
participants had some musical experience, however limited.
In particular, we found that it can increase self-confidence
in one’s ability to explore and make music – an important
first step toward engaging in music and learning more about
it – and even more so when tutoring is provided – as results
from conditions C2 and C4 show – which confirms previous
findings [17].
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Over the years, technological developments have
ABSTRACT
steadily improved the tonal range and sound of the flute.
Technology improvements trigger innovations in modern
Hotteterre (1680 - 1761) developed an early rendition of
culture, and these concepts evolve into more advanced
the modern flute. He lengthened the instrument and addversions of the original. This deepens our understanding
ed a D# key. Nicholson (1795-1837) crafted larger holes
and strengthens bonds connecting past and future. Adfor both the fingers and the mouthpiece. In 1849, Boehm
vances in technology-integrated musical instruments date
(1794-1881) reworked the flute body and introduced an
to the early 20th Century, where the scope of our research
updated key design. This allowed the development of a
in augmented flutes and flute-like controllers begins. We
fingering system still in use today. Diverse minor imexplore the flutist’s practice room by examining its past
provements (corrections based on measured tube acoustithrough a historical literature review. We then investigate
cal properties and modifications in key placement and in
how advances in technology impact flute pedagogy. We
overall design) endure to the present day. No major
seek to understand flute designs and the evolution of pedchanges in flute design have occurred since the mid-19th
agogical techniques, while proposing a way to fill in the
Century. Consequently, development of flute pedagogy
gaps in this research field.
has also halted. [1][2]
The flute’s monophonic sinusoidal-like waveform and
1. INTRODUCTION
open tube acoustics make it a natural candidate for DSP
(such as pitch extraction), which can be used for MIDI
Progress in digital signal processing (DSP) techniques
encoding without the issues associated with polyphonic
gives us substantial control over technology. Low-cost
instruments. Flute construction allows for sensor integraeasy-to-use sensors and microprocessors provide realtion to assess multiple facets of performance. In Section 2
time interaction and high information rates. These techwe discuss how flute technology researchers use this denologies can enrich and perfect an artist’s performance.
sign scheme.
Prior implementations of technology-enhanced wind
instruments have enhanced performance, or provided
2. HYPERINSTRUMENTS:
details about a performance characteristic, such as the air
CONTROLLERS,
AND INTERFACES
jet expelled during flute playing. Few technologies have
been used to assist during practice sessions, or to provide
A hyperinstrument is “a musical instrument designed or
musicians with feedback, or to assess pedagogical techadapted to be used with electronic sensors whose output
niques. We touch on the more prominent discussions
controls the computerized generation or transformation of
about flute, technology, and practice and performance
the sound.” [3][5] Technology enhances and extends an
techniques to indicate areas that lack information or deinstrument. Integrating technology with musical instruvelopment. We begin by examining the pertinent history
ments, along with the rapid development of ubiquitous
of flutes as they apply to post-modern flute pedagogy.
technologies, led to dramatically improved interactions
Then we look at how technological developments have
between the artist and instrument in the 1980’s. [2][6]
been applied to modernize the practice room.
Hyperinstruments1 create capabilities for artists to extend past the scope of traditional instruments. Music re1.1 Flute
searchers continue to explore and develop hyper-flutes.
The flute dates back to the Palaeolithic Age. They have
Herein, these are either traditional acoustic flutes augbeen constructed from bone, mammoth tusks, bamboo,
mented with sensors and processors, or flute-like controlwood, crystal, glass, porcelain, ivory, plastic, and metals
lers with embedded sensors and processors, each driven
(such as tin, nickel, copper, silver, gold, and platinum).
via computer.
There has been a wide range of tone-hole and key deHyper-flutes provide parameters through which a
signs. The quantity of tone-holes and their placement
composer or performer transforms the characteristics of
shifted since early caveman days. [1]
sound. This often requires a modified or completely new
playing technique. For instance, researchers have augCopyright: © 2014 Siwiak et al. This is an open-access article distributed
1

under the terms of the Creative Commons Attribution License 3.0 Unported, which permits unrestricted use, distribution, and reproduction in any
medium, provided the original author and source are credited.

1
e.g. Tod Machover [3][5] [7], Ajay Kapur [8][11], Diana Young [12], Jordan
Hochenbaum [13][14], etc.
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mented flutes with sensors and controllers to follow
scores or to control a synthesis engine. Interaction between artist and instrument becomes more intricate and
grants a deeper understanding of and connection between
action and sonic outcome. [7]
In addition to hyperinstruments and controllers, researchers are developing musical robots in order to bridge
the gap between human and technology [10-11, 15-27].
Musical robots are designed to emulate human behavior
and interaction during a performance. This demonstrates
a deeper understanding of the relationship between the
embodiment and human action to become stronger. A
robot playing a musical instrument in the style of a human gives us better comprehension of the human body
and its movements.
Section 2.3 goes into detail about robots that play the
flute. It explores the long-term iterative process carried
out by researchers at Waseda and Kyoto University.
2.1 Augmented Flutes
An early sensor-augmented flute is the MIDI flute developed at IRCAM. In 1982, Vercoe and flutist Beauregard
connected the flute to DiGiugno’s 4X audio processor,
which provided real-time pitch tracking using DSP.
Bucoureau, Starkier, and Beauregard then created the
final version, which was used as a score-following system in several music compositions. DSP extracted from
sensors on the flute provided real-time data to drive MIDI
information. They focused on controlling a synthesizer by
digitizing natural acoustic flute gestures [1, 6, 28-33].
Ystad and Voinier’s virtually real flute incorporated
sensors that controlled synthesis models to assist the flutist in learning new playing techniques. The research discusses sensor technology and data processing algorithms
for driving a synthesis model. They focused on refining a
hybrid model, combining signal model and physical model to get a stable controller. With interactive technology
activated by foot pedals, this augmented flute could be
used as a traditional flute devoid of obtrusive electronics.
“The goal in designing this interface was to give flautists
access to the world of digital sounds without obliging
them to change their traditional playing techniques.” [34]
Palacio-Quintin’s Hyper-Flute uses embedded sensors,
where an acoustic flute interacts with live signal processing. The computer is a virtual extension of the flute,
adding self-accompaniment. This creates a real-time interactive composition model, where the artist is part
composer, part performer, and part improviser. Different
playing techniques are required to interact with the sensors. The ability to control the live signal processing adds
additional complexity. [35]
Da Silva et al.’s On the Use of Flute Air Jet as a Musical Control Variable focuses on using the air jet (velocity
and direction) expelled from the embouchure to drive
digital audio effects. [36][37] The technology implements
a virtual extension to the flute. Refined, advanced sensing
technology and high frame rate processing minimize distracting delays and provide interesting interaction.
Erskine’s E-suling, an augmented Indonesian suling
(flute), is a more recent iteration, and another facet, to
promote a hyperextension of music performance. “This

custom electronic flute is an attempt to extend the traditional techniques of the instrument into the realms of live
audio capture and/or effects processing for the accomplished player looking to experiment.” [8] A modified
suling has been used in composition and for performance.
2.2 Flute-like Controllers
Yunik’s microprocessor-based flute and digital flute are
two important flute-like controllers, dating back to mid1980. These are the basis for the Ocarina [38], with a
microphone input controlling amplitude and buttons (or
virtual multi-touch buttons) to control pitch. The concept
provides a straightforward learning device, or teaching
tool, that does not require the ability to read music. A
simplified fingering arrangement allowed for easy use
during real-time performance. These early iterations focused on the novel use of technology and unique implementation approaches. Technology limitations of the time
made it a challenge to actualize these systems. [39][40]
The meta-wind instrument physical model Whirlwind
developed by Cook encompasses paradigms of most wind
instruments, allowing it to emulate a flute, recorder, clarinet, saxophone, trumpet, trombone, or hybrids of these
acoustic instruments, all made possible through physical
modelling. This algorithm is a synthesis model that provides valuable insight about the acoustics of musical instruments. Along with the synthesized physical model, a
meta-wind instrument controller (HIRN) worked with and
controlled the synthesis algorithm. This meta-controller
(shaped and designed like a flute) creates the opportunity
for real-time performance control. [41]
Fels and Vogt’s Tooka by explores the interaction between two persons jointly performing on the same flutelike controller. Tooka explores the product of non-verbal
communication between two performers who must cooperate to achieve a successful performance. The ultimate
goal is “to create new musical controllers that tap into the
intimacy between two people to create new forms of expression through sound.” [42] This kind of interaction is
difficult to reproduce on traditional acoustic instruments.2
Scavone’s The PIPE contributed to the research in
static flow breath pressure as a control input. “Traditional
wind instruments are driven by dynamic air flow through
an acoustic air column.” [43] Development spanned several years, with the completion spurred by enthusiasm to
control real-time physical modelling algorithms for music
compositions. It is a compact design for flute-like controllers, meant to emulate a recorder and to easily integrate with existing woodwind tone-hole synthesis models. It uniquely includes a removable contoured mouthpiece, minimizing unhygienic circumstances. [37][43]
Cannon et al.’s EpipE is a flute-like controller created
to research expressive music techniques with respect to
tone-holes. EpipE mimics the design and interaction of
the Irish Uilleann pipes and allows in-depth research for
tone-hole sensors. The iterations of the EpipE realized a
new tone-hole state-sensing solution. [44][45]
Another research topic determines “the usefulness of
vibration to a wind performer.”3 Birnbaum’s BreakFlute
2
3
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and its predecessor the TouchFlute are meant to illustrate
the integration of vibration actuators inside the mouthpiece and tone-holes. The TouchFlute affords arbitrary
control over the parameters of the actuators, creating the
ability to impose itself as congruent or disparate haptic
feedback for the performer. The research focuses on
“whether musicians derive useful information about their
performance from instrument vibrations and how to incorporate vibrations into gestural interfaces.” [29] Initial
studies indicate traditional wind players prefer haptic
feedback in wind controllers. However, the devices are
“not suitable for rigorous musical training and performance” due to the need for a refined breath sensing technique and an integrated wireless system. This is an opportunity for further research. [29][46]
The research by Romero et al. concerns a Virtual
Flute, where a flute-like device adorned with sensors
tracks a musician’s breath pressure and finger movement,
giving feedback about performance technique. This is a
teaching tool, rather than a performance tool (unlike
many devices cited herein). Researchers measured the
breath pressure of several flute players to determine an
optimal operational range and to detect note onset. They
focused on methodology and constructivist pedagogy, but
did not document the design and implementation of the
gesture tracking and signal processing techniques. The
flutist interacts with a computer, which acts like a teacher
and gives feedback on performance technique by analysing via a “call-and-response technique”. The computer
dictates what is to be played, then assesses performance.
It “provides the necessary information to the student to
learn how to play the basic notes on a flute and gives the
opportunity to practice and be evaluated.” [47] Despite
sparse documentation for this prototype device and trial
software, the paradigm of technology-enhanced lessons
shows potential. [47][48]
Commercial devices akin to the flute-like controllers
discussed above are part of the Yamaha WX series
(WX11, WX7, and WX5). The WX11 and WX7 were
designed to provide expressive control to MIDI note information. “The Yamaha WX series allows a wind player
access to a wide variety of synthesizer sounds through the
expressiveness of a wind instrument.”4 One could easily
add sensors to augment the degree of musical expression.
The WX series improved as technology advanced. The
WX5, the most recent edition, is touted as “a MIDI controller for '90s wind players.”5 The iterative design process in commercial devices show what technologies
prove most valuable and most profitable.
2.3 Robotic Interfaces
“The research on musical robots opens the opportunity to
study several aspects of humans; such as understanding
the human motor control, understanding how humans
communicate ideas, finding new ways of musical expression, etc. As a result, the research on musical robots has
been attracting the interest of researches from different
fields such as: robotics, computer science, art, entertainment, etc.” [22] The “Humanoid Project”, for anthropo4
5

windsynth.net/basics.html
ibid.

morphic robots to co-exist and interact with humans, began in 1992 at Waseda University in Japan, with the goal
to provide supplementary information to beginner musicians during instruction. The project includes robots for
many instruments, but we focus on flute playing robots.
WF1, their first flute-playing robot (1990) encouraged
better communication between humans and robots.
Waseda researchers theorized that building robotic components to mimic human movement would provide an
accessible interaction and relationship between humans
and robots. Since 1990 they have developed flute-playing
robots with steadily improving human-like characteristics. Solis et al. posit that an “anthropomorphic robot that
is not only capable of playing the flute as human does,
but it is able also to help beginner students to improve the
sound quality of their performances by the demonstration
... the robot can provide graphical and verbal feedback to
correct their executions.” [19][20] Waseda research enables robots to analyse a musical performance and give
feedback. [19][20][26]
The robot emulates each human organ necessary in
playing flute: respiratory system, fingers, mouth, throat,
tongue, neck, etc. These parts then recreate the fluteplaying paradigms by affording capabilities and techniques, such as vibrato, double tonguing, attitude control,
trilling notes, etc. Beginning in 2003, developments to
improve both the mechanical design (technology) of the
robot and the expressivity (human-component) of its performance capability evolved to the WF-4 series. These
musical robots not only perform as flute players, but also
act as a teacher’s aide during flute instruction. The robot
and the teacher ‘work together’ to assess and provide
feedback to the student during a lesson. [19][20][26][49]
Chida et al. discuss the mechanical parts, their construction, purpose, and contribution to the overall design.
The paper includes results of sound quality evaluation
(using real-time FFT analysis), comparing the previous
version of the robot (WF-3), the recent version (WF-4),
and a human, each playing a flute. These analyses provide insight into acquiring an acceptable performance
quality of a flute-playing robot, as well as an interesting
spectrum analysis of any given note (whether human or
robot produced). Chida et al. determined that higher
standards of mechanics and parts result in more true-tohuman performance quality. [49]
In 2007, Solis et al. studied vibrato to improve its production by updating the mechanics of the robot’s vocal
chords and lungs with WF-4RIII and upgraded the design
of the lips, oral cavity, and tongue in order to clarify the
sound and better define the articulation between notes
with WF-4RIV. They discovered that the majority of vibrato emanates from the throat and diaphragm, which
prompted upgrades for the lungs and throat. WF-4RIV
replicates human lips, neck, arms, fingers, tonguing, vocal cord, lungs, nose, and eyes. They refined the purpose
of musical robots to be a “better understanding about how
humans are [capable] of synchronizing multi-degrees of
freedom.” [21] They state that this “approach may not
only be useful in studying human motor control, but also
may open the possibility of preserving live performance
of [virtuoso] players as a form of entertainment.” [21]
Researchers performed signal processing analysis and
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subjective analysis from flute students on the WF-4RIV,
the WF-4RIII, and a professional flute player. WF-4RIV
came closest to the professional flute player’s performance. [21][22][23]
The following year, Solis et al. added a General Transfer Skills System (GTSS) to improve the WF-4RIV’s
cognitive and perceptual abilities. This system has realtime capabilities and includes an offline database of
stored knowledge from previous interactions. This complex system employs several sub-systems, including sensory, recognition, evaluation, and interaction systems for
the real-time component. The systems use both an audio
and a video input, and human skill model and taskdependant evaluation, which used a HMM for the offline
component. Solis et al. also established a auditory feedback components to the robot’s design, including “Expressive Music Generator (ExMG), Feed Forward Air
Pressure Control System (FFAiPC) and Pitch Evaluation
System (PiES)” by using neural networks. [23][24] The
ExMG is “designed to output musical information required to produce an expressive performance.” [24][25]
This version of the robot includes a self-assessment component where the robot can evaluate its own performance
using pitch detection to determine sound quality via several signal processing techniques, including “timedomain analysis, autocorrelation, adaptive filter, frequency area, [and] modelling human auditory system (neural
networks).” [23][26] Each component underwent several
experiments, but ultimately enhanced the learning experience of the student.
Beginning in 2009, Waseda researchers proposed “a
Musical-based Interaction System (MbIS) … to enable
the robot to process both visual and aural cues coming
through the interaction with musicians.” [18][26] This
called for a more advanced visual tracking component,
“so that the robot can process motion gestures performed
by the musical partner in real-time which then directly
mapped into musical parameters of the robot’s performance (i.e. vibrato, sound volume, etc.).” [18] Eyes and
ears (cameras and microphones) were integrated in to the
robot to facilitate visual recognition (facial, instrumental,
gestural, etc.) through motion tracking and a binaural
acoustic component. By 2010, Waseda researchers integrated two human-machine interaction levels: a beginner
level with simple controls and communication and an
advanced level with a more complex interface and interaction scheme. The beginner level utilizes motion tracking and average peak detection tempo analysis, and the
advanced level incorporates particle tracking and Bayesian filter-based pitch recognition. The advanced level can
perform on stage in front of an audience. Musicians tested each level of interaction, and experiments showed
promising results for effective musical performance control. Both interaction levels facilitate the potential for a
flutist of any level to enjoy an enriching experience performing with the robot. [18][25]
Researchers at Kyoto University also contributed towards the development of intelligent musical robots. Lim
et al. illustrate a method for integrating audio and visual
cues for real-time synchronization between human flutist
and robot flutist using score-following techniques. They
determine beat tracking via a visual beat cue paradigm

and acoustic note onset detection. This integrated multimodal tracking technique gives better results than with
either technique alone. Natural movements of the flutist
and of the instrument itself can be capitalized on for extracting temporal information as the flutist moves while
performing the music. Signal processing techniques applied to visual and auditory information gave promising
preliminary results. “By watching and listening [to] a
human perform, a robot musician may learn how to make
gestures that correspond musically with the music it
plays. Or, it may learn how to play music expressively
not only by mimicking a human’s pitches and rhythms,
but also minute volume and tempo variations.” [16]
An interactive human-robot performance ensemble is
one of the more recent contributions of Kyoto researchers. They merge (1) a Theremin-playing robot, (2) gesture
recognition (via human flutist), and (3) beat tracking (via
human percussionist), to achieve rhythm, melody, and
harmonic synchronization. “The robot recognizes visual
cues through finite-state-machine based gesture recognition and auditory cues through real-time beat-tracking.”
[17] Others, like Solis et al., have created solo musical
instrument playing robots, so Mizumoto et al. focus on
robot ensembles and interactions amongst robots and
human performers. This is similar to developments by
Kapur et al. at California Institute of the Arts, with their
Karmetik machine orchestra. [8][15]
Two kinds of skills must be mastered for a successful
human-robot collaborative performance: performing skill
and interaction skill. The latter includes recognition and
synchronization methods. The research by Mizumoto et
al. shows promising results for rhythm synchronization,
but needs further work in melody synchronization. [17]

3. PRACTICE SPACE
Hyperinstrument practice space differs from that of a
traditional acoustic musical instrument. A classical musician interprets and performs a piece of music. But with an
electroacoustic musician, there is less definition between
performer and composer. “Mixed virtual and real elements create a powerful performative situation.” [2] Performing with integrated electronics is a more interactive
and embodied experience. “Extended techniques demand
many new fingerings and a diverse set of breath, hand,
and tongue actions.” [50] Chadabe, an early researcher
for real-time computer music systems, coined the term
interactive composing, and discusses this relationship and
intersection between performer, composer, and improviser. [51] “Sound manipulation technologies in extant flute
works include amplification, delay, filters, panning, reverberation, multi tracking and DSP.” [50]
3.1 Early Compositions
Compositions created during the emergence of electroacoustic music attracted the use of technology in music
performance. In 1949, Schaeffer composed one of the
first music concrète pieces, using flute and recordings,
called Variations sur une Flute Mexicaine. Schaeffer
created variations of acoustic flute by playing recordings
at different speeds. In 1952, Maderna composed the first
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piece using the flute as an acoustic instrument along with
electronic tape sounds in Musica su Due Dimensioni for
flute, percussion, and electronic tape sounds. Two notable pieces for flute and electronics are Luening’s Fantasy
in Space and Low Speed. Each manipulated the sound of
the flute through processing. In the 1990’s, Eustache,
helped develop an interactive computer system, Automated Harmonization of Melody in Real-Time, which provided one of the first real-time melodic analysis and harmonic accompaniment during a performance. [28][50][52]
3.2 Extended Techniques
Palacio-Quintin’s Hyper-Flute is one of the more developed and longer assessed devices described herein. She
built this augmented flute in 1999 for controlling DSP
effects on the flute’s natural sound, to compose unusual
electroacoustic soundscapes. She continued studies as a
doctoral student in 2007 to expand the hyperinstrument
repertoire, to develop purposeful mapping strategies, to
update the Hyper-Flute design, and to build a hyper-bass
flute. As a virtual extension of the flute, the computer
environment is limited by its programming and parameters. Playing an extended instrument requires a new way
of performing, as other researchers discovered when
building and performing with these instruments. The interaction between acoustic playing techniques and the
motion captured by the sensors is intimately connected.
Musical gestures are a part of the whole. The resulting
musical structures in electroacoustic music can affect
both the macro-structure and the microstructure of a
piece. These structures have different levels of interactivity, including the original flute sound, the processed
flute sound, and additional effects independent of the
flute. Practice is therefore focused on integrating all gestures in to the performance in order to mediate between
all of the structures. This includes refining the DSP and
mapping strategies. Learning a new electroacoustic instrument and its extended techniques is equivalent to
learning a traditional acoustic instrument. It has taken her
8 years to master the Hyper-Flute and be able to have
fine-tuned gestural control over the DSP effects. [53][54]
Penny’s The Extended Flutist draws out a key point
missing in much of the literature: evaluation through reflection. Comprehensive reflection before, during, and
after a performance is crucial towards disseminating information gathered through the creative process and towards improving all aspects of the performance. Her thesis focuses on practice-based approach to research
through performance and provides a framework for autoethnographic assessment of flute pedagogy. It addresses
many of the past technologies and compositions leading
up to and informing the design for her own system.
“Gestural elements of performance have been a significant part of interactive music research, in physical and
electronic forms. … These gestures become part of the
new performance image …, and contribute new elements
to the projection of musical ideas and communication.
Exploring the impact of technology on the flute player
implies significant research of the nature and context of
new music practice and the experience of performance.
Employing a variety of representations to explore flute

and electronics performance practice, layers of investigation have been constructed to encompass a broad contextualization of historical shifts across the last half century,
to illustrate personal encounters with technologies and
new techniques, and to capture the experience of performance through presentation, reflexivity, and analysis. …
The flautist’s relationship to the electronic device includes interconnections of physical activation, understanding of digital processes and illusory sensations. ...
The important element in this discussion is … how the
translation of digital data to sound intersects with the
flautist and provokes adjustments in mental and bodily
responses. The tensions that arise, the confrontations of
dealing with imperfect machinery, the time commitment
demands and the uncompromising nature of both human
and inhuman behaviours all stretch the performer to new
levels of experience, despair and resolve.” [50]
These are the kinds of realizations, assessments, and
thorough investigations necessary in our research field!

4. PERFORMANCE SPACE
An early “new interface for music expression”6 is
Mathews’ Radio Baton. This interface had many years of
refinement and has provided a basis for similar interfaces.
It borrows from well-established musical paradigms, as
both a conductor’s baton and as a drum mallet, creating
an easy-to-grasp performance space. The interface
demonstrates the need for adaptable and ubiquitous music
technologies that maintain an expressive requirement.
The instrument may be easily understood, but a degree
finesse and practice is needed to perform with minute
gestural information. The design is simple to reproduce
or to give to someone else to play. Generalizable is an
important feature missing from many devices. [55]
The multimodal music stand (MMMS), developed by
Bell et al. in 2007, captures expressive performance gestures to control interactive music. New musical instruments should be accessible, offer expert control, and develop a repertoire. This device creates an environment to
have the same rich interactive music compositions without the need for an electronics-tethered instrument. “It
augments the performance space, rather than the instrument itself, allowing touch-free sensing and the ability to
capture the expressive bodily movements of the performer.” [56] This device is a controller, but it interacts with
any instrument or musician. The MMMS presents the
artist with an expressive gestural interface. This system
does not require playing techniques outside of traditional
instrument pedagogy; however, it does rely on ancillary
performance gestures to inform the interactive music system. The motion of a flutist using this device is captured
via blob tracking of the flute angle and eye tracking captured the flutist’s head movement. Developed as both a
musical device and a research platform, MMMS promotes increased expressivity without hindering performers. The MMMS encourages generalizable research in
interactive composition within the performance space
without the need to master control of the integrated electronics of a hyperinstrument. [56]
6
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Not far from the MMMS research is the sonified music
stand built by Grosshauser & Hermann in 2009. The prototype, along with its demonstrative applications, facilitates musicians during music training with real-time
feedback. The sonified music stand evaluates a musician’s motor activity during a performance and displays
real-time activity features as sonic feedback. The device
employs a combination of sensor technologies, suitable
feature extraction determined through data mining, and
engaging sonification design. Grosshauser & Hermann
provide a physical and programmatic problem, the pedagogical relationship and how it was solved, and the result.
The information gathered in these cases influenced the
design of the device. Dividing the problem space into
workable solutions provides a unique perspective concerning the iterative design process. Even as a prototype
design, the first impressions of using the device are
deemed promising. A violinist could intuitively comprehend how to properly bow a violin and, through sonic
feedback, learn how to optimize movement. [57]
Shaken or Stirred ... is an ethnographic review of multiple flutists’ performances of NoaNoa, a piece for flute
and electronics. NoaNoa includes an amplified live flutist, pre-recorded flutists, and real-time electronics. Natural and synthetic reverberation effects play a major role,
as does the interaction between live and pre-recorded
flutist. “The hybridity of the live flautist and the electronic component produces the flute sounds in the realm
where the dichotomies between self/other, active/passive,
maker/made, whole/partial and woman/man are continuously ambiguous.” [58] The research gives insight in to
interaction between flutist and electronics during a performance and assesses the interaction with pre-recorded
flutists and collaboration with the sound engineer. It harmonizes with Penny’s research on the relationships and
inter-relationships between performer and technology.
Penny discusses how the sonic and performance environment is enriched by technology through electroacoustic music. Work discussed in Section 2 echoes the belief
that, with the integration of technology in performance,
“the traditional idea of the flautist has transformed into a
meta-instrument entity: a collaborative symbiosis of instrumentalist, technologist, hardware, software, virtual
and real performance space, and sound.” [2] Flutes, Voices, and Maskenfreiheit investigates various layers within
a performance space. Penny remarks that the “emergent
performance ontologies of the electroacoustic instrumentalist introduce a plurality of performative layers, evolving into a complex, yet compelling exploration.” [59] The
musician, technology, music, and the performance are
bound tightly together. She discusses three compositions
for flute, other voices, and electronics and how to mediate a performance with disembodied music (like amplified flute emanating from speakers). The controlled chaos
of the electronics adds complexity. It is the musician’s
job to maintain control of all aspects of the performance
while still conveying the emotions and message of the
composer. This is “a performative journal responding to
the sensations of the amplified flautist’s experience and
performance presence,” [59] describing the personal accounts a flutist performing each of these electroacoustic
pieces. It is an attempt to delve “into the musical mean-

ings and performative understandings of extended performance ontologies.” [59]

5. SUMMARY
New technologies and innovative tools impact the development of human culture. Although several iterations of
these flute technologies have been developed and used,
significant gaps remain in the research. Few of them have
received rigorous long-term usability testing or have provided evidence of use by multiple musicians. Building an
interactive MetaFlute7, receiving data from its sensors,
and processing that data, could feasibly contribute towards pedagogical improvement. Few researchers continued to either iterate on this scheme or expand the research field. This leaves ample opportunity for a realized
system with a more significant scope, breadth, and depth
in research. There is limited documentation about using
these flute technologies in the practice space versus the
performance space, although most research supports the
necessity for extended playing techniques to perform
with an augmented flute or flute-like controller. Many of
the articles do not justify why technologies are used,
however the BreakFlute thesis did detail the need for a
wireless system. So far, musical robots seem to be the
ideal pieces of technology to provide the informative data
from human-technology interactions. But with our modern technology, can we adapt this provision for, let’s say,
a mobile device in a practice room?
Expressive music instrument controllers and interfaces
provide users at all levels with the opportunity to emulate
the responsiveness and feel of traditional musical instruments. This new device (often used in real-time performance) is potentially an accessible music-learning tool.
The instruments and interfaces have been built as a proof
of concept, often with no real measured data. This opens
the door for further research. The distribution capabilities
and reliability testing should be addressed: so questions
like “Is this repeatable?” “Can this be learned?” and
“How ubiquitous are these augmentations?” should be
addressed!
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ABSTRACT
Research in the fitness domain proves that music has an
important motivating effect on the athletes’ performance.
This effect is even stronger when music is used in sport
synchronously like, for instance, in fitness classes. Indoor
cycling is one of these activities in which music is a key
issue of success during the lesson, providing a high motivational mean for the instructor towards the classroom. In
this paper we present the result of a study in which we
tested a group recommender system aiming at supporting
the instructor music choice when preparing the lesson.
This is done aggregating data present in the individual
profiles of each user in the class that are built by combining explicit and implicit gathering of information about
their music tastes. In order to refine the profiling process,
users may express their feedback on the proposed music
tracks after the workout, thus improving the quality of the
future music recommendations.

1. INTRODUCTION
The positive effects of music on sport performance and in
exercise contexts are well-known. Research in the field of
sport psychology suggests that the effects of music in
stimulating athletic performance has scientific bases [6].
Some studies proved that selecting the most appropriate
music may improve the athlete performance up to 20%.
In particular, many research works, which investigate
the relation between music and sport performance, outline that several factors determine the motivational power
of a music track. For instance, factors are related to perceptual features, such as rhythm and musicality, to the
cultural impact or even to the association with a certain
feeling or a situation (for example “Chariots of Fire by
Vangelis is often associated with Olympic glory” [7]). In
addition, there are other personal factors related to the
exerciser (gender, age, personality, commitment to exercise, fitness level, etc.) and the context (exercise environment and specifics of exercise regimens). There are
different ways in which music aids athletic performance.
According to [6,7], music can distract the mind from sensations of fatigue (dissociation), music can be used to
regulate arousal during exercise and a consequence of usCopyright: © 2014 De Carolis et al. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.

Nicola Orio
University of Padua
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ing the correct music can be the attainment of flow, a
state of complete optimal functioning of body and mind
on auto-pilot with minimal conscious effort [8].
Therefore, these considerations suggest that selecting
the right music can be crucial for improving performance
especially in activities that use music synchronously (i.e.
aerobic, step, indoor cycling classes). Research work in
this domain addresses issues of personalization and tailoring of playlists to single users. In this paper we address
the issue of tailoring the music selection to a group of
people in order to motivate the entire class to workout.
To this aim, we looked at several disciplines that could
benefit of this service and we selected indoor cycling. It
is a form of high-intensity exercise that uses a stationary
exercise bicycle in a classroom setting. A typical class
involves a single instructor who leads the participants
through the lesson, which is designed to simulate situations similar to riding a bike outdoors. A well-trained instructor uses music as a motivational means to lead participants through a ride that best suits their fitness level
and goals. Then, music is a key issue of success during
the lesson since: i) its rhythm and beats per minute (bpm)
have an effect on the cadence and the difficulty of pedalling and ii) it represents a high motivational means for the
instructor towards the classroom.
In this paper we present how XMusic, a group recommender system for music, has been applied and tested in
the context of indoor cycling. The system aims at supporting the instructor music choice when preparing the
lesson with suggestions about the music tracks to include
in the playlist that suits both the preferences of the group
and the motivational goals.
The system is composed of a module for profiling individual members, a group profiling module and a music
recommender module for creating the playlists. As described later in the paper, the group profile is built by aggregating information about music tastes of individual
users. Individual users’ profiles are built by gathering information about music preferences both explicitly (questionnaires about motivating music tracks) and implicitly
(mining Facebook profiles). The group modelling strategy used by the system is a variation of the average that
takes into account the rates of the majority of the group
members. However contextual factors such as guests and
events (e.g. birthdays) may be taken into account by using the most respected person strategy to give priority to
a particular user. According to the resulting music profile
for the class, the instructor receives recommendations
about music that is appropriate for a given class. In order
to refine the profiling process, users in the class may express their feedback on the proposed playlist after the
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workout, thus improving the quality of future music recommendations.
The paper is organized as follows. Related work is described in Section 2. In Section 3, we describe the XMusic system. An evaluation of our approach is presented in
Section 4. Conclusions and future research directions are
discussed in Section 5.

2. RELATED WORK
Group profiling has become increasingly important especially in the context of recommender systems in which
suggestions and recommendations are addressed to a
group of people instead of an individual. These applications may have different purposes as, for instance,
providing information and news on public displays [5] or
a music playlist in an ambient in which a group of people
is located [10,4].
The majority of systems that adapt their behaviour to
groups of users employ two main approaches. The former
combines individual recommendations to generate a list
of group recommendations, while the latter computes
group recommendations using a group profile derived
from individual profiles (e.g. [10,11]). Strategies to aggregate individuals’ preferences are various (see [9,2] for
details from the perspective of group recommendation).
These strategies try to maximize group satisfaction and/or
to avoid un-satisfaction of some members in the group or
to privilege a particular member. In [12] a novel group
recommendation solution is proposed, which incorporates
both social and content interests of group members. They
propose a group consensus function that captures the social, expertise, and interest dissimilarity among group
members.
In all cases, when developing a group recommender
system, there is a need to know as much as possible of
each user for generating the most relevant and appropriate set of recommendations [1]. Sometimes this is not
possible and some authors integrate missing information
with a demographic statistical approach [5].
There exist many group recommender systems in literature, the most popular of which have been applied in the
field of music, movies and TV programs recommendations.
For instance, one of the first group recommender systems for movies is PolyLens [11], a component of MovieLens. This system models intentional groups, explicitly
selected for a particular reason: watching a movie together. Polylens uses an algorithm that merges users’ recommendation lists, and sorts the merged list according to the
principle of Least Misery. Then selected movies are ordered in a decreasing degree of preference, by taking into
account the minimum score given to every item in the
list. In this way, less favourable users may exert a big influence on the final result. This strategy seems appropriate for MovieLens since it suggests movies that part of
the group really wants to see.
Another interesting application field of group recommenders is music. Systems like MusicFx [10], Flytrap
[4], AdaptiveRadio [3] and PartyVote [14] aim at selecting music that is most appropriate to the tastes of a group.
In particular, MusicFx is a system employed in fitness

centres to choose music according to the preferences of
the groups of users present in different rooms. The strategy used by MusicFx is the Average without Misery,
which is based on the sum of normalized scores of every
item in the list of preferences. Since this strategy allows
fixing a threshold (a minimum predefined value under
which that alternative is cancelled from the final sequence of interests), it ensures a minimum degree of satisfaction for every item in the final list of music songs.
For this reason, the less favourable user can eliminate
from the list the pieces he hates, by giving them an evaluation score equal to zero. This, however, may represent a
problem since, if several users give a zero score to several items, the system will not be able to create a list because all the preferences will be equal to zero. Flytrap is a
system that constructs a playlist that tries to please everyone in an active environment. Users’ musical tastes are
automatically derived by information about the music
that people listen to on their computers. As in MusicFX
users are recognized by their active ID badges that let the
system know when they are nearby. The system, using
the preference information it has gathered from watching
its users, and knowledge of how music genres interrelate,
how artists have influenced each other, and what kinds of
transitions between songs people tend to make, finds a
compromise and chooses a song. Once it has chosen a
song, music is automatically broadcast and played.
Adaptive Radio is a system that selects music to play in
a shared environment. Rather than attempting to play the
songs that users want to hear, the system avoids playing
songs that they do not want to hear. Negative preferences
can potentially be applied to other domains, such as information ﬁltering, intelligent environments, and collaborative design. PartyVote is a system that provides established groups with a simple democratic mechanism for
selecting and playing music at social events. Finally,
GroupFun [13] is designed to help a group of friends to
reach a common music playlist starting from their distinct
tastes and applying a voting strategy.

3. THE XMUSIC SYSTEM
XMusic is an application that, using a group profiling
strategy, aims at supporting the instructor’s music choice,
when preparing the lesson, with recommendations about
the best tracks that suit the music preferences of the
group. The group profile can be created according to preferred genres, artists or songs and XMusic may recommend tracks to include in the playlist according to these
features. In the current version of the system the creation
of the group profiling is guided by genres. The architecture of the system is realized by a number of distributed
components, implemented as software agents written in
Java (see Figure 1). In particular, the process of creating a
playlist matching the tastes of a group of users is divided
in three main phases.
The first phase aims at proﬁling the users that will attend to the indoor cycling class to create the class group
profile. The User Agent, which represents the user in this
process, is responsible for the acquisition of music preferences. This task is performed using a questionnaire
about motivational music preferences in combination
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with data obtained by crawling Facebook profiles. We
chose Facebook because of its popularity among our users, yet similar information can be gathered from mining
microblogs in Twitter [14] or from downloading user listening history in LastFm [15]. We assume equal interest
to all artists and genres in the case a user did not have a
profile on a social network, although in our experiments
all the users had a Facebook profile.

case there is a guest or a person that is participating to the
class for the first time.
In the third phase, starting from the group music profile
the DJ Agent composes and proposes to the instructor a
set of playlists ordered according to how much they
match the music preferences in the group profile. To this
aim, the DJ Agent accesses to a repository containing the
musical tracks. The instructor may accept one of the proposed playlists and, eventually, modify it according to his
training goals. The system will provide suggestions about
music of the same genres, similar authors or songs, using
the Last.fm APIs.
The fourth phase concerns the evaluation and the refinement of the user profiles of the group members. This
evaluation is performed by users that participated to the
class, by expressing a rating about the playlist songs. Besides this, we performed an experiment for evaluating the
group satisfaction. In this experiment, besides collecting
data with a questionnaire, we asked the instructor to report the training data of each user during the workout.
3.1 Gathering Music Preferences

Figure 1. The Architecture of the XMUSIC System

This is done using the Facebook and YouTube APIs in
combination with Last.fm and Echonest APIs. Last.fm
provides a number of Web services providing access to
information such as the genre tags attached to a song, artist-to-artist similarity, the list of the top 100 tags for each
artist and statistics on the most popular artists on the site.
Echonest is a service purely created for the music domain. Among its various functions, it is able to identify
the artist name (single or group) from a textual paragraph
that mentions him/her and provide additional information
about the artist, such as the related musical genres.
The second phase concerns the group profiling task. In
case the User Agent cannot gather any information about
the associated user, we set the initial profile to the demographic one that is built from the questionnaire results.
Starting from the user profiles, the Group Modelling
Agent (GMA) computes a ranked list of music genres and
one of the most popular artists and, from these lists creates the group profile. At the moment the GMA generates
the profile according to the most appropriate music genres for the group.
Analysing the most commonly used strategies and their
effect on the resulting group profile we decided to adopt a
variation of the average without misery (whose definition
and strengths have been discussed in Section 2). The
agent may use different grouping strategies according to
some parameters that can be set by the instructor. For instance the “most respected person” [9] can be used in

The characterization of the user’s musical tastes in XMusic is derived both from a survey and from the analysis of
music preferences expressed on the various social media
used by the user. In particular, from the analysis of Facebook profiles in which many people post music video or
likes musical pages.
In XMusic we have developed an agent that acquires information about the music a user is currently interested
in. First the user is invited to fill a questionnaire about
motivational music (derived by the BMRI questionnaire
[7]) developed under Facebook, whose aim is twofold:
gathering explicit user data concerning his music tastes
and get the consent to access to his Facebook profile in
order to get the music video posted by the user, fan pages
and to analyse them.
The questionnaire aims at assessing which are the preferred music genres of the user during the workout. Besides personal information such as gender, age and type
of physical activity that is usually performed by the user,
questions concern the user’s preferred genres when training, the preferred radio station, the list of top ten songs
listened by the user during the workout, and the motivations for listening at those songs.
In this survey study we collected 250 questionnaires.
The average age of people participating at the study was
38; 40% of them declared to workout 3 days/week, 30%
5 days/week, 20% every day and the rest occasionally.
The performed activities varied among: indoor cycling
19%, running 37%, fitness 33%, cycling 9%, other 2%.
Most of them (75%) used music regularly when training.
From the analysis of preferred genres and songs the most
frequent ones were the following: rock 39%, pop 23%,
dance 31%, soul 6%, soundtrack 1%.
Besides collecting information about motivational music tastes, the User Agent integrates this information with
data present in the user Facebook profile (Fan pages) and
with the analysis of musical video posted by the user. In
order to analyse this data we used the Last.fm and
Echonest APIs that allow to extract the artist name, the
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title of the song and the most relevant tags used to indicate the genre of that song.
Let’s consider for instance “user#8”, who filled the
questionnaire and indicated rock and pop as his preferred
motivational genres during workout. As shown Figure 2,
from the analysis of the video posted on his Facebook
wall the application found 12 music videos and for each
song the two main genre tags for that song are extracted.
Title	
  

Artist	
  

Genre	
  

Kate	
  Bush	
  

pop	
  
	
  	
  female	
  vocalist	
  

Born	
  Alone	
  

Wilco	
  

rock	
  
indie	
  rock	
  

Set	
  Fire	
  to	
  the	
  Rain	
  

Adele	
  

soul	
  
pop	
  

Someone	
  Like	
  You	
  

Adele	
  

soul	
  
adele	
  

The	
  Black	
  Keys	
  

indie	
  rock	
  
blues	
  rock	
  

Kasabian	
  

indie	
  
indie	
  rock	
  

Nina	
  Simone	
  

jazz	
  
female	
  vocalist	
  

Give	
  a	
  Little	
  More	
  

Maroon	
  5	
  

pop	
  
maroon	
  5	
  

Sunday	
  Morning	
  

Maroon	
  5	
  

rock	
  
pop	
  

L'Uomo	
  Che	
  Amava	
  le	
  Donne	
  

Nina	
  Zilli	
  

italian	
  
pop	
  

Wuthering	
  Heights	
  

Howlin'	
  for	
  You	
  

Days	
  Are	
  Forgotten	
  

My	
  Baby	
  Just	
  Cares	
  for	
  Me	
  

the tracks indicated by the user in the questionnaire.
- FBratet0(ui,gj)=((nr(sl,gj)/nr(sl)+nr(fan,gj)/nr(fan))/2
is the average of the percentage of songs present in
the Facebook profile belonging to a genre gj with
the percentage of fan pages for the same genre.
In order to evaluate the popularity of an artist ak it is
possible to consider an absolute preference list relative to
the posted songs or one for each genre. In the latter case,
the popularity of an artist ak for a user ui is calculated for
each of the genres to which the artist belongs. Then, for
each genre and artist, the list of songs, ordered according
to their popularity among the group members, is inserted
in the database that will be used for the recommendation.
In particular it is computed as follows:
∀ gj: genre(ak,gj) where this predicate indicates the
genre of the considered artist:
popularityt0(ak,gj)=nr(sl,ak)/nr(sl,gj) + fan(ak)
where fan(ak) may be 1 if the user likes that artist or 0
otherwise.
Consider again user#8, who indicated rock as his main
motivational genre for workout and indicated as examples of motivational music three rock tracks. In a fivepoints Likert scale, from none (1) to very much (5), user#8 indicated that he liked two of those very much (5)
and one quite a bit (4); moreover he indicated that he
liked one indie very much (5) and one dance song quite a
bit (4) on a total of five songs. Figure 2 shows the list of
songs present on his Facebook profile and he likes Adele
and the Rolling Stones.
Then, at the first interaction the rates for the genres in
the profile will be:
ratet0(rock,user#8) = 0.70
ratet0(indie,user#8) = 0.13
ratet0 (pop,user#8) = 0.17
ratet0(swing_jazz, user#8) = 0.08
ratet0(soul, user#8) = 0.08
ratet0(dance, user#8) = 0.005
the other genres rates are equal to 0.

Figure 2. An example of data collected from the Facebook profile

The additional information, derived from posted music,
is used to enrich the User Music Profile that is structured
in order to include information about preferred genres
and artists. In computing the weight to give to a genre in
the profile, it is necessary to combine information derived
by the questionnaire and posted music. According to the
purpose of XMUSIC we decided to give the same weight
to the information taken from the two knowledge sources.
Then, denoting with ui a user, with gj a genre, with ak an
artist and with sl a song, the rate at time t0 is calculated as
follows:
ratet0(gj,ui)= (testrate(ui,gj)+FBratet0(ui,gj))/2
where:
- testrate(ui,gj)=((x+nr(ans(ui),gj)/nr(qst))/2) is calculated considering: a) x=1, if the genre gj is indicated as one of the preferred genres in the questionnaire, x=0 otherwise, b) the number of the user’s
answers ans(ui) characterising a genre gj in the
questionnaire and c) nr(qst) being the number of

Then, the User Agent computes the list of artists according to their popularity. For instance, for user#8:
popularityt0(Maroon5,rock,user#8) = 1
popularityt0(Maroon5,pop,user#8) = 2
popularityt0(Adele,pop,user#8) = 2
popularityt0(Adele,soul,user#8) = 3
and so on.
In this way the User Agent will build the User Music
Profile (UMP) that will be represented as a XML document. In particular, in order to distinguish between songs
that were tagged as motivational in the questionnaire and
songs that the user liked in different contexts, we included the attribute motivate in the profile with the score given by the user.
As described later, the UMP is updated according to
modification in the FBrate (new music is posted or
shared) and from the evaluation of the proposed music
after the indoor cycling class.
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3.2 Creating the Group Profile
In building the Group Music Profile (GMP) the Group
Modelling Agent (GMA) combines information about
music preference of people participating to the class.
As a first step, the GMA consults each User Agent representing the group members to get information about the
preferred genres, artists and songs. In case no information
is available about a user, his profile will be set equal to
the demographic one that has been built from the questionnaire.
At this stage of development of the system, the GMA
generates the profile according to the most appropriate
music genres for the group. Analysing the most commonly used strategies and their effect on the resulting group
profile we decided to adopt a variation of the average
without misery by computing the average of the individual preferences only for those items for which the majority
of the group members has a rating above a certain threshold (say 0.2). Moreover, in case the instructor needs to
privilege a particular user, the most respected person
strategy is employed. Let’s suppose that the instructor
decides to create the GMP for a class of 10 people and
that for two of them we do not know any information
about music preferences. The situation will be the one
illustrated in Table 1.
U1
U2
U3
U4
U5
U6
U7
U8
U9 -DP
U10 - DP
Average
without
misery

Soul
0
0.2
0.49
0.3
0
0.7
0.2
0
0.06
0.06

Pop
0.17
0.13
0.2
0.4
0.39
0.4
0.55
0.35
0.3
0.3

Indie
0.13
0
0
0
0.17
0.11
0.05
0.05
0
0

0.2

0.32

-

Rock Dance
0.7
0
0.4
0.17
0.11
0.1
0
0.3
0.17
0.19
0.19
0
0.21
0
0.1
0.2
0.39
0.3
0.39
0.3
0.27

-

of the group. Then, the percentage of songs p_songs to
include in the playlist of the genre gk is calculated by dividing the genre rate by the total of the rating values for
all the genres promoted in the GMP. This is necessary
since the use of the threshold excludes some genres.
The number of songs for each genre to include in a
playlist p is calculated as:
nr_songs(gk)=round(p_songs(gk)*n)
for k=1 to j-1, for the last genre nr_songs(gj)=n-Σ k=1, j-1
nr_songs(gk).
Then, in this example, let’s suppose to recommend 10
tracks for the playlist, it will contain 4 pop, 4 rock and 2
soul tracks (see Figure 3).
1	
   Give	
  a	
  Little	
  More	
  (Maroon	
  5)	
  
2	
   Give	
  Me	
  All	
  Your	
  Lovin	
  (Madonna)	
  
3	
   Firework	
  (Kate	
  Perry)	
  
4	
   Price	
  Tag	
  (Jessie	
  J)	
  

6	
   Can't	
  Stop	
  (Red	
  Hot	
  Chili	
  Peppers)	
  
7	
   With	
  Or	
  Without	
  You	
  (U2)	
  
8	
   Somebody	
  to	
  Love	
  (Queen)	
  

10	
   Right	
  to	
  Be	
  Wrong	
  (Joss	
  Stone)	
  
	
  

	
  

	
  	
  
	
  	
  
	
  	
  

5	
   Howlin'	
  For	
  You	
  (The	
  Black	
  Keys)	
  

9	
   Set	
  the	
  Fire	
  to	
  the	
  Rain	
  (Adele)	
  

Jazz
0
0
0.1
0
0.08
0.1
0
0
0
0

	
  	
  

Inizia	
  valutazione	
  

	
  	
  
	
  	
  
	
  	
  
	
  	
  
	
  	
  
	
  	
  
	
  

Figure 3. An example of generated playlist and the interface used for its evaluation.

-

Table 1. GMP according to genre preferences.
Therefore the following genres will be initially included
in the group profile: pop with a rate of 0.32, rock with a
rate of 0.27 and soul with a rate of 0.2. The Dance genre,
that has a good rate in the demographic profile, does not
have enough popularity in the group for which the
playlist is generated and its rate does not pass the 0.2
threshold.
Differently from the genre, the matrix illustrating preferences about artists for each group member is very
sparse. For this reason, at this stage of the project, we just
compute the artists and songs lists according to their popularity among group members and we indicate which are
the songs that were considered motivational by the user,
in case this information is known.

The successive step consists in selecting the tracks for
each genre to include in the playlist. As said in the introduction, familiarity is considered an important factor in
using music for motivating people during workout. On
the other hand listening every time to the same music
may result boring. Therefore it is necessary to introduce a
certain level of serendipity that can be given by selecting
a certain number of tracks similar to the favourite ones
for working out or songs of artists similar to the most
popular ones.
To this aim the DJ agent first considers the set of artists(gk) for a genre gk ordered according to their popularity in the group profile. Then, for each artist aj we consider the most popular songs and we select for each artist a
number of songs that is proportional to his popularity in
the genre list. This is done using Last.fm API. 50% of the
tracks is selected from this ordered list, the other half is
selected as follows:
-

3.3 Selecting the Group Adapted Music Tracks

-

The DJ Agent suggests tracks to include in the playlists
according to the content of the GMP. Let’s suppose that
the instructor wants to create a playlist of n tracks using
the strategy shown before according to genre preferences

20% of the set is selected by songs similar to the
most motivational and popular ones.
20% with songs of artists similar to the most popular ones.
10% with new hits for that genre.

At the moment the DJ Agent does not follows complex
rules in deciding how to schedule the tracks in the
playlist. It simply avoids putting two tracks by the same
artist in a row and in order to avoid playing the same
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songs in temporally near workouts (2 weeks), all tracks
have a flag (played) that is reset every 2 weeks. The rules
and tracks order can be changed by the instructor in the
application.
3.4 Taking Feedback into Account
People participating in the indoor cycling class may express their feedback about the playlist used for the
workout by expressing their approval about the music
choice by pressing the like button aside the song link
(Figure 3).
The user’s evaluation is sent to the system and used to
refine the user’s music profile. In fact, positive feedbacks
are used to improve the rating of the genre, the artist and
also of the specific song. The genre and artist rates are
computed again by considering the positively evaluated
songs in the same way as the posted ones. If a user does
not provide any feedback, then his profile is updated only
on the basis of new acquisition of information on his Facebook profile. Moreover, from the evaluations made be
the group members, it is possible to compute the group
rating of the proposed playlist. This rating is used to refine the demographic music profile.

tracks according to the preferred genres and music of the
group. Results of the workout performance are listed in
Table 2, while results of the questionnaire are shown in
Table 3. Table 2 shows that on average most of the
groups had a better performance in the second condition,
when music was adapted to the group.
Besides the questionnaire results shown in Table 3, that
confirmed our hypothesis that the group appreciated the
fact that the playlist included some of their favourite genres, artists and songs, we evaluated the feedback expressed by each participant. For the first and the last
questions reported in Table 3, we carried out a Student’s
t-test to verify the statistical significance of the differences between the average scores (baseline and adapted).
In both cases the could conclude that the difference was
significant. Moreover, we compared the prevision of the
system for a group with the evaluation provided by each
group after the workout using the MAE (Mean Average
Error) obtaining a value of 0.12.

4. EVALUATION
We evaluated the current version of the system prototype
in a Fitness centre. The evaluation study involved 30 users that were randomly divided into 6 groups of 10 persons each attending to two different indoor cycling classes. The week before the experiment we asked each user
to fill the motivational music questionnaire and then we
built his music profile according to the procedure explained in the previous section.
For each group the instructor ran a “baseline” workout
in which the music was selected randomly from a list of
tracks. During the workout the instructor monitored the
bpm of each user and annotated the training zone of the
user as: lower, right, higher. After the workout, we asked
members attending each class to answer a questionnaire
aiming at collecting an overall evaluation of the music
used for the workout and to provide a feedback for each
song as explained before.
Group
G1
G2
G3
G4
G5
G6

Baseline – Random Music
30% lower, 55% right, 15 %
higher
40% lower, 48% right, 12%
higher
20% lower, 50% right, 30%
higher
45% lower, 35% right, 20%
higher
15% lower, 65% right, 20%
higher
55% lower, 40% right, 5%
higher

Adapted music
23% lower, 56% right, 21 %
higher
13% lower, 62% right, 25 %
higher
15% lower, 55% right, 30%
higher
15% lower, 45% right, 40%
higher
12% lower, 65% right, 23%
higher
30% lower, 55% right, 15%
higher

Table 2. Workout performance results in the two conditions.
Then in order to test the proposed approach we performed the same test by using XMusic and selecting

Question

Answers

Baseline
average

Adapted
average

How much did
you like the
music today?

5-points: from
very dissatisfied to very
satisfied

2.4

3.6

yes/no

30% yes

80% yes

yes/no

20% yes

70% yes

5-points: from
none to very
much

2.6

3.8

Did the playlist
included some
of your favourite artists?
Did the playlist
included some
of your favourite songs?
How much
energy the music gave to
you?

Table 3. Post-Workout Questionnaire results.

5. CONCLUSIONS AND FUTURE WORK
We presented the design and prototype implementation of
a system that recommends tracks for a playlist for indoor
cycling classes. This application has been selected as a
good domain for testing group profiling strategies. In order to create the group profile the system starts from information about individuals that are collected by combining their answers to a questionnaire and the music they
share on their Facebook profile. The performance of the
system has been evaluated and results show that the
groups involved in the experiment appreciated and found
motivating the music proposed by the system.
At present, we are running a longer experiment in terms
of time, since the system is currently used in a fitness
centre where we are collecting data for a period of 6
months. This is important in order to test whether the
quality of the recommendations improve. This is the first
prototype of XMusic and after this first evaluation study
we plan to tackle some of its weakness.
First of all we plan to improve the approach adopted for
generating the rates of artist and songs. A solution may
consists in reducing the sparsity of data using a collabora-
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tive approach. On the other side we would like to improve the similarity function that, at present, is based on
Last.fm API. In order to develop such a function we are
currently collecting a dataset (see Music4Fitness under
Facebook) of songs tagged by users in terms of impact of
the music to fitness-related parameters (i.e. energy, emotion, etc.). Starting from this dataset we will build a classification model that will be used to find tracks similar to
the one considered as motivational by the user in order to
improve serendipity. Then we plan to study how theories
of social influence and personality-based approaches can
be used to improve the group modelling. Resolving such
issues is a challenge that would require careful investigation.
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ABSTRACT
Harmony has always been considered a difficult matter to
learn, also by experienced musicians. The aim of this paper is to present a system designed to provide unskilled
users with an indication about the sound of the different
harmonic regions and to help them to build a cognitive map
of their relationships, linking musical perception to spatial
abilities like orientation and wayfinding. The Harmonic
Walk is an interactive environment which responds to the
user’s position inside a rectangular space. Different chords
are proposed to the user depending on her/his position. The
user’s task is to find and to recognize them, and, then, to
decide how to link the chords producing a convincing harmonic progression. This can be made by choosing a precise path to perform the best satisfying “harmonic walk”,
selecting it among various possibilities. From a theoretical
point of view the project is inspired to the neo-Riemannian
ideas of harmony and parsimonious progressions, which
try to give a wider and coherent framework to 19th century
harmony and to its representation. The results of our preliminary tests confirm that, in a sample of children from 7
to 11 years old, most of the participants were able to locate the chords and to find some valid path to perform a
harmonic progression.
1. INTRODUCTION AND RELATED WORK
Harmony has always been considered a difficult matter to
learn, also by experienced musicians. One of the main reasons of this difficulty is that everybody can listen to a harmony or can perceive a change between two chords, but
few people are able to play a simple harmonic progression even among professionals. To do so, one must be able
to play a polyphonic instrument and to read music, or, alternatively, must have some good keyboard improvisation
skills. Indeed, some people can play harmonies by heart or
by ear, but very few have some consciousness of what they
are playing. Consequently, if we exclude guitar and accordion players, people in general have no physical feedback
of what playing harmony means. This greatly contributes
to make musical harmony a matter very far away from a
common user’s every day experience.

is

The harmonic relationships have been traditionally represented using spatial schemas like the tonnetz (see Subsec.
2.1). Moreover, many harmonic features are expressed by
means of spatial metaphors. Concepts like “harmonic progression” imply the idea of a series of consecutive steps
which start from a point and which follow a concatenation
sequence towards an end; the “harmonic turnaround” is another popular term to indicate the metaphor of a chord pattern cyclical repetition, to remember only the commonest
ones. Such kind of features are usually learned and understood by professional musicians in years of study and
practice. Our idea is that transferring such metaphors on a
physical space is a way of making these abstract concepts
concrete, providing the user with the actual embodied cognition of what harmonic structures are.
Summarizing, the aims of the Harmonic Walk project are:
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Figure 1. The Harmonic Walk while being tested by an
elementary school boy.
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1. to put unskilled users in condition of entering the
surface of a physical tonnetz, providing them a spatial and aural feedback of what the harmonic relationships are, in an easy and handy way (see Fig. 1);
2. to study the cognitive processes by which users can
build an inner map of the sound qualities of the chords
linked by the tonnetz spatial relationships;
3. to consider the possibility of extending the spatial
reasoning implied in the Harmonic Walk to other
fields that employ spatially tagged objects, for instance the geographic learning, or the study of the
geometrical forms.
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In this perspective and at this early stage of the project, we
want to investigate some preliminary aspects of the application. In particular this paper aims at discovering if an
unexperienced user is able to recognize spatial locations
by means of a harmonic feedback, to remember and to link
them with one or more paths. Secondly we are interested in
observing if and how world’s and body’s asymmetries influence the choice of the linking paths. After a short review
of similar projects reported in literature, we provide a theoretical background about harmonic space theories (Subsec.
2.1) and about the interaction with the physical space (Subsec. 2.2). In Sec. 3 we describe the application architecture
and in Sec. 4 we present some tests results.

2. THE HARMONIC WALK’S THEORETICAL
BACKGROUND
2.1 The harmonic space
The modern tonnetz, (the word literally means “web of
tones”) is an efficient and popular way to represent the harmonic space. In the tonnetz, pitches are disposed along
horizontal and diagonal lines. As shown in Fig. 2, the horizontal lines connect the circle of fifths (in red). On the
diagonal axis SE-NW lays the major thirds circle (in blue),
while the diagonal axis SW-NE bears the minor thirds circle (in yellow).

1.1 Related work
As far as concerns the interaction modality, an immediate
predecessor of Harmonic Walk is the Stanza Logo-motoria
[1], where the child has to use her/his spatial memory to
match sounds with a spoken text.
Also the idea of exploiting the spatial properties of harmony is not new, as it has been widely developed in the
Harmony Space project at the Music Computing Lab of the
University of Standford in 1993 [2]. The Harmony Space
interface shows a desktop bi-dimensional matrix of pitches
ordered by major third on the horizontal axis and by minor
third on the vertical axis. Choosing a key area, a chord size
and a chord mapping, when a note is selected, the chord
built on it will sound. The interface has been used to simplify the study of harmony, to analyze musical pieces and
to compose new ones. It exists also a larger physical version of the interface, which employes a floor projection of
the harmonic grid and a camera tracking [3]. A more recent
experience of interaction with Holland’s Harmony Space
has been proposed using a 3D graphical representation of
the tonnetz. The user interacts with the interface through
colored controllers which are used to select the pitches and
to produce the audio feedback [4]. The main difference between Harmonic Walk and Harmony Space is that the latter fits a more expert user level. The environment is very
rich and complex as it allows many option possibilities (the
number of pitches used for the chord, the chord type, the
key, etc.): so the interaction actually depends on a preselected series of options. Also the aim of the application
is different. While Harmony Space has been conceived for
the study and the analysis of music, Harmonic Walk invites
the user to enter a physical tonnetz and to see what s/he can
discover about it, employing a very simple and immediate
interaction modality. It emphasizes the harmony space exploration rather than a real knowledge of harmonic rules,
and for this reason is principally aimed at unexperienced
users.
A GPS system to navigate a wide tonnetz area has also
been proposed by Behringer and Elliott [5], where the authors suggest some musical games about composition and
harmony features knowledge. However, a system spread
on a surface of many square meters, involves an interaction modality completely different from that employed in
the Harmonic Walk.

Figure 2. The modern tonnetz with the fifths, major and
minor thirds axis.
Brian Hyer [6] developed an extensive theory of triadic
transformations formalizing the so called neo-Riemannian
chord operations PAR, REL and LT (leittonwechsel). With
respect to the C minor chord the first inversion is around its
lower edge, the CG axis (Fig. 3a). The result is the C major
chord, defined by the lower triangle C-G-E. This is called
“P transformation”, because it produces the parallel major
chord of a minor chord. Inverting the same triangle chord
around its right edge, causes a “R transformation” (REL),
because the produced chord is the major relative Eb (Fig.
3b.) The same operation on the left side is a “L transformation” (LT, leading tone change) and produces the Ab chord
(Fig. 3c). The whole group of these transformations is
called “PRL transformations”. PRL transformations introduce the idea of parsimony in harmonic progressions. A
chord progression is parsimonious if the two chords have
at least two pitches in common [7]. From the geometric
point of view this is expressed by the commonality of one
edge of the two triangles, as can be seen in Fig. 4. Here the
starting chord is C major and the PRL transformations are
represented by the black arrows. But, as a matter of facts,
the geometric form of the triangle allows another kind of
transformation that is a vertex inversion. This transformation implies the existence of only one common note between the two chords. The vertex transformation enlarges
the idea of parsimony [8], [9], including a greater number of chords with a different grade of proximity (the grey
dashed arrows in Fig. 4). Accepting this further range of
inversions we obtain a relatively coherent field of twelve
chords: three by PRL edge transformations and nine by
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Figure 4. The tonnetz representation of PRL and vertices
transformations with respect to the C major chord.

Figure 3. a) P transformation b) R transformation c) L
transformation.
vertex transformations. To deliver a more precise measurement system of chords proximity degrees we introduce:
1. a pitch class definition of the harmonic relationships.
Considering C as the starting point, we express the
C major chord as the pitch class multiset {0, 4, 7},
where 0 is the unison, 4 is the major third and 7 is
the fifth;
2. a displacement multiset associated with the harmonic
relationship. E.g. the displacement multiset of the C
major {0, 4, 7} and c minor {0, 3, 7} relationship is
equal to {0, 1, 0};
3. a smoothness value, as the sum of the members of
the displacement multiset, which expresses how far
the second chord moves from the first in semitones;
4. a parsimony degree Pm,n where m expresses the number of moves by half step and n the number of moves
by whole step.
As can be seen from Table 1, P and L transformations have
the same smoothness and parsimony degree, while R has
a smoothness of 2 and a parsimony degree P0,1 . This is
due to the intrinsic asymmetry of the major and minor
thirds axes along which the chords are overturned. The
chords generated by the PRL and vertices inversions shape
a rich harmonic world with traditional tonal harmonies,
borrowed 1 and chromatic chords.
1 Borrowed chords are commonly employed in modern as well as in
19th century harmony. They belong to parallel keys and can be used both
in major and in minor mode.

2.2 The physical space
The Harmonic Walk user’s interface consists of a rectangular carpet put on the floor. It depicts a surface that comprehends the mapped space and that yields a useful visual
reference for the perception of the centre and of the sides
of the interface. The interaction happens when the user
enters the sensorized zone and, walking on the carpet’s
bi-dimensional surface, moves on. The accessibility directions depend both on body’s and world’s asymmetries.
Body’s asymmetries hinge on the fact that, according to
the spatial framework theory [10], we perceive the space
around us by dividing it along the six sides of the body:
head, feet, front, back, left and right (see Fig. 5).
The head-feet axis is the only one really asymmetric because it works only upward. The front-back axis is potentially symmetric, but is biased by the difficulty of perception and action in the world behind the back. Actually, the
front-back axis separates the world in two parts: the one
in front which can be easily reached, and the one on the
rear which cannot even be seen. West and east lay on the
left-right axis, which is symmetric: this means that these
two directions could be equivalent.
As far as concerns world asymmetries, they can depend on
a lot of elements like the room’s door and windows orientation, the direction of the light, the other people’s positions,
the way the furniture is disposed and so on. In particular
a very strong constraint could concern how the sensorized
area is located inside the room. The door position and the
proximity of one or more sides of the application’s surface to the room walls, may be a strong spatial bias for the
users when they decide to enter the application, influencing the number of available access possibilities. Another
important asymmetry to be considered is the position of
the teacher who guides the child in his environmental exploration and completion tasks. As on the surface there is
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Chords
C major
c minor
C major
e minor
C major
a minor
C major
A major
C major
c# minor
C major
E major
C major
F major
C major
f minor
C major
Ab major
C major
G major
C major
Eb major
C major
g minor

Pitch
classes
{0, 4, 7}
{0, 3, 7}
{4, 7, 0}
{4, 7, 11}
{4, 7, 0}
{4, 9, 0}
{0, 4, 7}
{1, 4, 9}
{0, 4, 7}
{1, 4, 8}
{4, 7, 0}
{4, 8, 11}
{0, 4, 7}
{0, 5, 9}
{0, 4, 7}
{0, 5, 8}
{0, 4, 7}
{0, 3, 8}
{4, 7, 0}
{2, 7, 11}
{4, 7, 0}
{3, 7, 10}
{4, 7, 0}
{2, 7, 10}

Transformation
P
(low edge inversion)
L
(right edge inversion)
R
(left edge inversion)
Upper vertex
inversion
Upper vertex
inversion
Upper vertex
inversion
Left vertex inversion
Left vertex inversion
Left vertex inversion
Right vertex
inversion
Right vertex
inversion
Right vertex
inversion
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Harmonic
relationship
Minor Parallel

Displacement
Multiset
{0, 1, 0}

Smoothness

Proximity

1

P1,0

Mediant

{0, 0, 1}

1

P1,0

Minor Relative

{0, 2, 0}

2

P0,1

Major
Superdominant
Chromatic
relationship
Major Mediant

{1, 0, 2}

3

P1,1

{1, 0, 1}

2

P2,0

{0, 1, 1}

2

P2,0

Subdominant

{0, 1, 2}

3

P1,1

Minor
Subdominant
Flat sixth

{0, 1, 1}

2

P2,0

{0, 1, 1}

2

P2,0

Dominant

{2, 0, 1}

3

P1,1

Flat third

{1, 0, 2}

3

P1,1

Minor Dominant

{2, 0, 2}

4

P2,2

Table 1. The PRL and vertices transformations chord’s table with respect to the C major chord.
no visible referring point, we can assume that the teacher’s
side makes the user’s orientation no longer neutral and that
they will probably perceive this direction as the most important with respect to the others. A last very important
bias is the rectangular form of the application surface itself, where sides and centre can play an important role in
the user’s spatial perception.
We describe the orientation of the application in Fig. 6,
where we use cardinal points or, more easily, the clock
metaphor. By convention, we put the south (or h. 6) in
the direction of the teacher and, consequently, we name all
the other directions.

Figure 5. The human body axes, illustrating the head-feet,
front-back and left-right relative directions.
Figure 6. The orientation of the application’s interface.
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3. THE “HARMONIC WALK” APPLICATION

lope and reverberation effect ensures a certain persistence
of the sound also after the sounding zone has been hit. As
soon as the sounding zone is abandoned, the reverberation
effect is muted, stopping any residual audio feedback.

3.1 System architecture

ceiling mounted
camera

3.2 The Harmonic Walk’s Cognitive Map

RGB video
background
subtraction
morphological
image proc.

blob tracking
barycentre pos.
(x,y)
mapping
function

sound waves
synthesis
audio signal

Figure 7. The system architecture.
The Harmonic Walk 2 architecture is composed by two
software modules, aimed at video analysis and sound synthesis respectively (see Fig. 7). A ceiling mounted video
camera, oriented perpendicularly to the floor, captures the
users’ movements inside a rectangular area, whose dimensions depend both from the distance camera-floor and the
field of view of the lens. As the system is designed for
carrying out educational activities inside a classroom, the
camera lens is chosen in order to view a rectangle of about
3x4 meters when the camera is mounted on the ceiling of
the room. The video module analyzes the input images in
three steps: first, the background is subtracted following
the averaging background method proposed in [11], with
adaptive thresholds for each color channel; then, the resulting black and white images are processed by means
of morphological transformations [12] in order to obtain
well shaped blobs, representing the users’ silhouettes seen
from the top; finally, the blobs moves are tracked and the
two-dimensional barycenter of each blob is calculated. Although the video analysis module can track more users simultaneously, this first implementation of the Harmonic
Walk is designed to be used by a single user at a time. The
user’s barycenter coordinates are sent via OSC to the sound
synthesis module, implemented in the Max/MSP environment. Depending on the user’s position, the sound module
provides an audio output, composed by a particular harmonic chord, following a pre-defined map (see Fig. 10).
Each chord is synthesized using four different wave shapes
mixed together to form a uniform sound. A proper enve2 See
http://smc.dei.unipd.it/harmonicwalk.html
for the Harmonic Walk videos, Max/Msp patches and sound samples.

As soon as users enter the application’s surface, they begin
to employ their previously acquired spatial learning, one
of whose fundamental elements are landmarks knowledge.
Landmarks are important because they are the milestones
of the route [13]. At the beginning the only thing the children know is that they have to find four sounds. But they
have no idea of what kind of sounds will be discovered and
where these sounds are. So they will begin to move in the
search employing locomotion, which refers to the guidance
of oneself through space. In this initial condition, locomotion is a free wandering, as the children haven’t yet any
available data to build a cognitive map.
As soon as the children discover the first sounding area,
they register the first landmark, beginning so to feed their
application’s cognitive map. A spatial cognitive map is
constituted by many stored discrete pieces of knowledge
including landmarks, route segments and regions. In the
case of our application, the landmarks are represented by
the chords that are set on the surface of the carpet; the regions are represented by the areas corresponding to a determined chord; the route segments are represented by the
paths that the user employs to link the various chords. Nevertheless, a spatial cognitive map is much more than a mental routing sketch, as it includes other non-spatial elements,
like perceptual attributes and emotions. In the case of the
Harmonic Walk, the sound perceptual attribute itself is the
landmarker, and the various landmarks are differentiated in
base of their position and in base of the fact that these attributes are perceived as different. The discovery of a second sounding zone adds another landmark to the children’s
map, and so on. When the exploration phase is completed,
we ask the children to try to connect the found areas to see
if the harmonic progressions played are of some interest
for them. This involves a certain number of abilities that
are built in various subsequent stages:
1. to distinguish a chord from another,
2. to locate them and to maintain a steady position so
to listen to the new found chord,
3. to remember the regions where the various chords
are,
4. to provide a route to reach the various stored regions,
5. to navigate the discovered sounding regions in search
of some convincing harmonic progression.
6. When one is found, the ability to build one or more
navigation patterns linking the various chords and,
at the end,
7. to perform the chosen pattern repeatedly.
For each of these stages we provide an evaluation grid to
be used by the observers during the test.
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4. EXPERIMENTAL ASSESSMENT
4.1 Subjects
We organize a series of observational tests to collect some
raw data from the potential users of the Harmonic Walk
application.
We identify our primary users in upper elementary school
students, approximately from 7 to 11 years old (the second
cycle of Italian primary school). The tests carried on with
the Stanza Logo-motoria [1], whose interface is similar to
the Harmonic Walk, showed clearly that children represent
a privileged target for such applications, as the interaction
with the interface is very simple and it seems like a very
amusing game for a child. As the cognitive content of the
Harmonic Walk is not trivial, we advise at least an upper
elementary user’s level.
4.2 Materials
To perform the tests we divide the interface’s surface in
nine regions. We also choose to employ only one spatial
schema: an inverted “T”. In this disposition we have a
peripheral displacement, a center and a right/left choice.
If we superimpose the “T” schema to the nine interface’s
regions and put the centre of the “T” on the centre of the
application’s surface, we obtain the spatial schema showed
in Fig. 8, where only 4 zones are filled with sound, while

Figure 9. The “T” schema related to the tonnetz with two
different harmonic progressions.
which are respectively the subdominant, tonic and dominant chords of the tonality of C major. This path has a very
strong perceptual weight, while the peripheral chord c# minor, also if produced by the same kind of transformation
and probably owing to its chromatic relationship with the
C major, sounds very far apart from the other three chords.
The “T near” schema, on the contrary, shows much softer
and homogeneous relationships, as the changes among its
chords have a subtler perceptual quality. In Fig. 10 is represented the final schema of the mapping used for the test,
with the two chords progressions to be used alternately.
4.3 Procedure

Figure 8. The “T” schema in the nine zones of the interface.

The test is carried one child at a time. The position of the
carpet is in the middle of a large room, while the door is in
the western side; the teacher seats in the southern side of
the application’s surface. The teacher will assist the children during the test, assigning them an ordered list of subsequent tasks. Only the teacher will speak to the children
during the test, while all the other observers will be silent.
The teacher tells the children that four sounding zones are
hidden on the carpet. He/she asks them :

all the others are left empty.
Applying the “T” disposition to the tonnetz, we can choose
between the following two chords progressions:

1. to explore the carpet in search of the four zones corresponding to the four different chords (zone discovery);

1. c# minor (periphery), C major (centre), F and G major (R/L choices), in red in Fig. 9;

2. when at least two are found, to detect a first path between the found zones and to perform it repeatedly;

2. C major (periphery), c minor (centre), Ab and Eb
major (R/L choices), in blue in Fig. 9.

3. if a first path is successfully found, to detect a second
path;

We name the first red schema “T far” because the chords
are all generated by vertices transformations; the second
blue schema instead is “T near”, as here all the chords
are generated by PRL transformations. Moreover in the
“T far” schema the horizontal lines link F-C and G major

4. to choose one preferred path among the two and to
perform it repeatedly (discrimination).
The children perform their tasks without the help of any
visual cue, relying only on the audio feedback and on their
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Starting point
N. of choices
Percentage

Centre
11
33%

h. 9
11
33%

h. 3
7
21%

h. 12
4
12%

Table 3. Preferred path starting points.

Figure 10. The map of the space used for the experimental
tests with the “T far” schema (in red) and the “T near”
schema (in blue) with the door position.
spatial and orientation skills. The grid presented in Fig. 10
is explanatory and is not reported on the carpet. In this way
the children are left free to build a path as they like, also
going through silent zones.
4.4 Results
Table 2 reports the results of the tested group’s successes
as far as concerns the completion of the assigned tasks.
Tasks
N. of cdn.
Perc.

Zone Disc.
15
75%

1st Path
19
95%

2nd Path
14
70%

Discr.
12
60%

Table 2. Successes obtained in pursuing the test’s four
tasks.
The great majority of the children (75%) were able to locate and to remember the position of the four chords they
had to find on the carpet. Nearly all of them (95%), also if
not able to find and to remember the position of all the four
chords, were able to find a path linking at least two chords.
As the tasks become more and more difficult, we see that
the number of successes decreases. Actually, only the 70%
of the children could find a second alternative path, and
only the 60% were able to remember clearly the two different chord progressions so generated. Not all the children could express a preference among the two paths, also
if they were able to discriminate the two harmonic progressions. Moreover, nearly no child was able to explain why
they had preferred a determined path nor we noted differences between the group tested with the “T far” as with the
“T near” chord progression.
A second observation set concerned the influence of world’s
asymmetries elements like the door and the teacher position and the form of the application surface. In particular
we observed the starting point of the paths the children selected after the exploration phase.
Among 33 recorded paths (see Table 3), 11 had the centre

as a starting point, 11 the h. 9 position, 7 the h. 3 and 4 the
h. 12. In this case the numbers confirm the strength of the
world’s asymmetries. In a rectangular form the centre is
perceived as the only one point of equilibrium, and this explains one third of the choices. The other third is probably
due to the door position, which marks the western side of
the application (h. 9) as the most important side, influencing so the choice of the path’s starting point. We also can
observe that the door position bias was much stronger than
the teacher’s position, which would have led to choose the
h. 12 position as the preferred starting point.
5. CONCLUSIONS AND FURTHER WORK
In this paper we described a system which allows an unskilled user to interact with the world of harmony in a simple and immediate way. A preliminary experiment was carried to show that children can locate different chords scattered on the application surface, remember their position
and find one or more paths to link them. These fundamental premises are crucial for the development of the application, as they constitute the basilar conditions for the user’s
interaction. In our experimental tests world’s asymmetries
proved to play an important role, as they determined the
behavior of the majority of the children, biasing the choice
of their paths starting points. This interaction aspect needs
further investigation also in relation to the spatial disposition of the chords and to their perceptual qualities. As far
as concerns body’s asymmetries, it can be noticed that the
only directional axis employed for motion was always the
front. It seems that the search for the target position was
so compelling for the children, not to allow them any other
motion direction.
The Harmonic Walk has proved to be enough robust to
be used in many different application fields. The first,
obvious one, is the music didactics with many possible
projects to develop, like studies on different harmonic systems, voice intonation, melody accompaniment, improvisation and composition. Also if the tonnetz harmonic space
representation has a very strong theoretical background, it
can turn out to be unfit for tonal music applications, where
the possibility of a direct link from a tonic chord to different many other chord degrees could be necessary. So,
we might need to discuss and to experiment also other
spatial chord dispositions. Moreover, as spatial thinking
has been recognized by the educationists to have a very
strong power of conveying information [14], the same spatial concepts and interaction modalities employed for the
Harmonic Walk could be shared by other applications designed for the study of mathematics, geography, geometry
or science. But, beyond these practical applications, more
general research trends can be found to develop the Har-

- 1772 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

monic Walk’s interface. The first one is to increase the interactivity of the system, tracking not only the blob, but
also some other parts of the body, for instance the hands
position. The second is to add visual cues to help orientation, like for instances floor projections. This could help
the users to concentrate towards audio or video feedback
generated by their interaction with the environment. This
perspective leads to the creation of a widespread, fully immersive artificial environment where audio and video feedback could guide the user towards knowledge in a more
complete, easy and satisfying way.
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knowledge of the vocal mechanism and vocal
pedagogy» [25].

1. ABSTRACT
The main scope of this research is to investigate
children’s singing voice pitch accuracy and quality. The
investigation was led in two elementary schools, mainly
on children aging between 6 and 9. We have used
common freeware1 for visual feedback, in order to find
out its degree of effectiveness on the improvement of
the children’s pitch accuracy. The results indicated that
through the use of visual feedback singing software and
the teacher’s help, children are more motivated to sing
in tune, to understand the vowel quality, and to learn
how to improve their singing.

3. SOME ACOUSTIC CUES ON

CHILDREN’S PITCH ACCURACY
IN SINGING

A better singing education for children should be based
on he following two principles a) the acoustic function
of their voice, and b) the appropriate acoustic and
listening culture (the culture of a child aged from 6 to 9
is directly related to child’s cognitive and physical
development).
By reviewing the literature of the children’s
singing skill development we could focus on certain
studies that deal with the improvement of pitch
accuracy. As a result we gathered data for further
investigation on the pitch matching accuracy, speech
fundamental accuracy, tonal aptitude and singing
achievement {[6], [7],[8],[14],[16],[29]}.
The development of children singing skills can be
classified in two categories: created songs and taught
songs [28]. Created songs are the ones used by children
in their free play and taught songs are the ones that
children learn at school. According to Rutkowski some
children are classified as non-singers and others as
singers3 [21]. Rutkowski also proposed a method for
developing children’s singing voices4. Another
approach on the classification of singers is proposed by
Welch who recommends the Vocal Pitch Matching
Development (VPMD) Model [28]. Other researches
like Buckton, Goetze, Smale {[2], [5], [23]}, investigate
different aspects of children’s vocal development like
pitch accuracy, vocal range, musicality etc.
It is also very important to take into account
the physiological parameters and the registers which
affect pitch accuracy. Children’s voice is divided into
three main registers5. Their vocal folds are so weak and

2. INTRODUCTION
Since the 80’s, the music education system in Greece
has a rather traditional policy which includes fixed
methods for singing pedagogy. According to the
National music education curriculum the main axis of
cognitive content specified in DEPPS (Cross
Curriculum Framework) for Music is threefold: a)
performance skills, b) music-making activities and c)
evaluation skills. 2
During our research, we have noticed that Modern
Greek elementary schools lack a structured educational
proposal for the cultivation of the children’s singing
voice accuracy and quality. In order to cultivate
singing performance at school the music teacher has to
solve several problems in classroom: first of all tonal
accuracy and then subordinate characteristics such as
intensity, breathing, proper articulation, and vocal
expression. The students should learn about the
acoustic function of their auditory and vocal system
and subsequently how to use them during singing.
According tο Trollinger «as teachers we must have
1

Singing Coach 5 Pro: software from Electronic Learning Products
invented in 2003 (http://www.singingcoach.com/index.html).
2
DEPPS and APS of Music, Pedagogical Institute, Athens, 2012 ( p.
337 and 349-350

3

The scale created by Joanne Rutkowski classifies the voices of
children in 4 categories: a) Pre-singer, b) Speaking range singer
c) Limited range singer d) Initial range singer
4
In Singing Voice Development Method (SVDM) she has created a
nine phrases singing model that the child has to pass to succeed and
be a confident singer
5
The low, middle and high or head register. The low is mainly used
for speech and singing. The high is the one to be used by children for
“healthy” song. If a child in this age (6-9) uses his low or chest
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such as Sing and See7, Singing Coach and systems like
Singad [9], Winsingad [11], and Albert [19], etc. are
very progressive in singing education because the
whole process is taking place in real-time. These
software can help students improve the proper
placement of their voice and enable them to see the
imaging behavior of the voice, in the larynx, in realtime.
In the table 1, we expose a comparative list of
the most common visual feedback singing software and
their usability for the amelioration of the children’s
pitch accuracy:
Some of these software can analyze:
• Pitch accuracy (using the narrow band
spectrograms)
• Vowels quality (using the wide-band
spectrograms)
• The formants (that can show different
characteristics of the vocal tract in the child
singing voice)
• Harmonics (that show characteristics of the
sound source)
• Vocal quality (loudness, brilliancy, vibrato,
formants) in difficult singing patterns, using the
LTAS (Long Time Average Spectra)

thin that they cannot pass above F5 or beyond E1 [10].
They also have a small lung size and certain laryngeal
cartilage mobility so they can produce a limited pitch
range and small phrases [29]. Τhe pedagogical
conclusions drawn from the physiology of child-speech
have to do with the most important features of the
singing sound. For example, the duration and the
intensity of a sung vowel are limited, as also the
acoustic range of sounds that a child can produce
during the singing procedure.
The age is also a factor that can change the
efficiency of the voice tonicity {[12], [16], [22]}. On
the contrary, gender has no influence on the proper tone
of the song [1].
According to Phillips [16] reasons why a child
cannot sing properly are specific: a) children don’t sing
properly when they don’t have tonal feedback, b)
cannot separate the song from the speech, c) cannot
understand the voice of the head (head voice), e)
cannot breathe properly, if there is anxiety or other
emotional reasons and f) when they have poor posture.
Usually students at the age of 6-9 years could gain
a much better vocal training, while learning at the same
time to speak and write. Further, the teacher must have
in mind that the reasons why a child cannot sing
properly can be rather psychological, normal organic or
environmental [22].
Thus, through vocal training the music teacher
could prevent singing problems related to the reasons
described above. Teachers have at times suggested
comprehensive educational recommendations for
improving the children’s singing with techniques as
suggested by Phillips, Kinney, Baldy, Runfola &
Rutkowski, which contain a number of vocal exercises
for breathing, vocalization and posture{[16], [12],
[1],[20]}.

Most of these software are not “user-friendly” for
children at the age of 6 to 9 and many needed guidance
by the teacher.
Since now few research projects have been carried out
on measuring the pitch accuracy before and after the use
of visual feedback software {[15],[18],[27] [30]}.
For the needs of our investigation we have chosen the
freeware software Singing Coach Pro , ,a very simple
and amusing environment for the children as it includes
winning ‘points’ during practice sessions. This
particular feature increased excitement and motivation
for the children who have taken part to this experiment.

4. VISUAL FEEDBACK BASED
TECHNOLOGIES FOR THE
SINGING PEDAGOGY

5. METHODOLOGY
Our research took place in two elementary schools in
Athens, Greece. The students take music classes for 2
hours per week in the early grades (1st through 3rd) and
one hour per week in higher grades (4, 5, and 6th). 30
boys and girls, aging between 6 and 9 years,
participated in this study. The recordings were made
with an Omni-directional microphone (Rode NT2A) in
a computer using an external USB sound card (fast
track-400) and the REAPER sequencer8. Students were
recorded singing a phrase of a Greek traditional children
song called: Let it be said one. This song belongs to a
different category because it uses a “non welltempered” music scale of the Greek Byzantine Music
named Echos9.

The last ten years new methods have been developed
for analyzing and representing singing aided by
computers [3]. In addition, more software have been
used for visual feedback which can help singing in tune
{[27], [30]}. According to the needs of the new digital
school every student can have access to software and
hardware for enhancing creative music pedagogy (organ
performance, composing music, listening to music,
musical toys)6 [17].
The visual-feedback software technology
might help students to correct vocal or tonal mistakes
by watching their voices. Software of this category

register the vocal range that he exhibits is from A3-C5, but if he uses
his head register the vocal range is from G4-G5[9].
6
Students have to learn new forms of computer literacy that involve
both computer technologies to do research and gather information, as
well as to perceive computer culture as a terrain which contains texts,
spectacles, games and interactive multimedia which contain new
literacies.

7

Sing and See: software from Cantovation Ltd invented in 2004
(http://www.singandsee.com/html)
8
Reaper: Software from Cockos Incorporated invented in 2005
(http://www.reaper.fm/html).
9
Most of the Greek traditional songs use this type of scales (modes).
This song follows a certain music path that in Byzantine music the
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The second recorded song was Wingfield by Johannes
Brahms which follows the C major scale.
During the experiment three elements were tested:
a) The pitch accuracy in these different songs,
b) The effectiveness of the singing software
regarding the pitch accuracy
c) The usability of this particular software

semitone or less, 6 children’s amelioration was more
than a whole tone and 2 children ameliorated their pitch
a bit more than a semitone.
In the first diagram of the first song we can see that
the mean pitch difference of 5 children is closer to zero,
but the standard deviation for all children ranges from 400 to +300 cents. So, in the first song we have 3
children that their mean pitch difference is very close to
zero. In the second song the standard deviation for all
children ranges from -800 to +180 approximately and 4
children had a mean pitch deviation closer to zero.
We also used an Independent Samples T-test
(Table 2) which helped us check if there was any
important statistical difference between the group of the
girls and the boys. From the results we can conclude
that there is no statistical difference among those two
groups before or after the learning process. But we can
point out that after the use of the software the results are
uniformed (Sig<.05).This indicates that the software
learning procedure is very useful in for alleviating any
differences between these two groups. The main
problem of this statistical analysis was the small
number of samples and the number of different groups.

The experiments lasted for 3 weeks. All children
were taught how to sing these two songs during their
music classes. The first week we recorded children in
singing single phrases of these two selected songs; they
were given the first note of the song before recording.
During the second week they participated in an
experimental session where they started to use the
visual-feedback software Singing Coach Pro. In that
way they had the opportunity to see the phrases of the
songs in a template (as bars that followed the melody)
and also the tempo of the song. Children could see and
hear the melody at the same time. This template
included the midi version of the two songs in order to
give them the ability to listen to the tempo and the
melody of the song at the same time as the cursor was
moving following the bars. All these children had also
in their disposition a private practice time of about 90
minutes divided into two different sessions of 45
minutes each. After this, during the third week all
children were re-recorded to see if they made any
progress on their singing abilities.

7. DISCUSSION AND FURTHER
RESEARCH
According to the results above one can realize that
visual feedback did help some of the children and gave
them the opportunity to exercise in a more
“challenging’’ environment. This Visual feedback
technology did motivate the children to learn to sing
better through a friendly environment which offered
them the opportunity to see and analyze the score as
well as to learn from their errors with the teachers’ help.
We have remarked that in the first song (the Greek
traditional one) we had better results after the practice
than the second one. We can partly conclude the
traditional song is ‘closer’ to the children’s ear tuning
and for that we had better results after the practice. We
have also noticed that age did change the efficiency of
children’s voice tonicity and also that the girls had
better results than the boys.
In the future we will extend our research to
more schools with a different background (private
schools, multicultural schools, etc.) and we will focus
on the particularities of pitch accuracy concerning
tuning according to the cultural environment and the
educational singing system. We will also measure
particular features of children’s voices and export
results in relation to their age, sex, and social status as
well as their inheritance and their feelings and emotions
in relation to the song.
In conclusion, through this investigation our
main scope is to outline -in a preliminary level - the
singing voice profile of children in Greek elementary
schools, ameliorate the singing education culture in
schools and propose solutions based on computer-based
assistance.

6. STATISTIC ANALYSIS
Analysis of the collected data was done using SPSS.
The results indicated the presence of three children
groups: a) The ones that sang the 2 songs very well in
the beginning and their improvement was very slight b)
others that sang the 2 songs moderately and ameliorated
their pitch accuracy and c) others that sang the 3 songs
with a lot of divergence in their notes.
Our discussion will focus on the second group:
children that sang the 2 songs moderately in the
beginning but ameliorated their pitch after the exercise
session (14 children for the first song and 12 children
for the second). Our statistics were based on the rms
indicator as it is the best indicator for measurements
and controls the difference between theoretical rates.
In the first diagram we can see the mean pitch
difference among the two songs and in the second the
pitch difference rms deviation. As we can conclude
from the second diagram the average pitch difference is
closer to zero implying that children have improved
their pitch accuracy after the use of the software. In the
first song, 7 children ameliorated their pitch accuracy
by a semitone or less. Five children’s pitch amelioration
was more than a whole tone and 2 children’s
amelioration was closer to a whole tone. In the second
song only 4 children ameliorated their pitch by a
interval sizes are: 1 0 - 8 - 1 2 - 1 2 - 1 0 - 8 - 1 2 . P a - V o u - G a - D i - K e Z o - N i ' - P a . For more information [24]
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Table 2. Independent Samples T-test
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ABSTRACT
The research presented in this paper uses apprenticeship
learning via inverse reinforcement learning to ascertain a
reward function in a musical context. The learning agent
then used this reward function to generate new melodies
using reinforcement learning. Reinforcement learning is a
type of unsupervised machine learning where rewards are
used to guide an agent’s learning. These rewards are usually manually specified. However, in the musical setting it
is difficult to manually do so. Apprenticeship learning via
inverse reinforcement learning can be used in these difficult cases to ascertain a reward function. In order to ascertain a reward function, the learning agent needs examples of expert behaviour. Melodies generated by the authors were used as expert behaviour in this research from
which the learning agent discovered a reward function and
subsequently used this reward function to generate new
melodies. This paper is presented as a proof of concept;
the results show that this approach can be used to generate new melodies although further work needs to be undertaken in order to build upon the rudimentary learning agent
presented here.
1. INTRODUCTION
The task this research addresses is that of using machine
learning techniques (specifically apprenticeship learning via
inverse reinforcement learning) to generate melodies. The
underlying concept used in this research is reinforcement
learning. Using this approach to machine learning, an
agent learns to perform a task by interacting with its environment. The task is conveyed to the agent using a reward
function. The reward function maps states to rewards. If
the agent reaches a goal state, it is given a positive reward. In the case of generating melodies, it is not clear
what the reward signal should be. The approach taken in
this research is to find a reward function, given expert behaviour. Learning then commences using the reward function. The expert behaviour in this context is a set of “expert” melodies (it is assumed that we have access to a set of
expert melodies.) Learning in this manner is denoted apprenticeship learning via inverse reinforcement learning (AL via IRL) [1].
Copyright: c 2014 Orry Messer et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

The use of AL via IRL stems from the idea that musical
style is difficult to manually specify and that one gets the
best sense of a musicians style by listening to the musician play. It is assumed in this research that a musician has
a unique internal reward system which dictates how and
when the musician will strike a note; this internal reward
system governs how the musician plays. When the musician plays, he is therefore producing the output which maximizes his reward according to this reward system. The
use of AL via IRL in this context is thus an attempt by a
learning agent to learn a reward function which explains
the expert’s behaviour and thereafter to use this system to
generate music.
Melody Agent (MA) was the learning agent created for
the task of generating new melodies given a set expert trajectories. The results of the experiments performed using
MA show that it was capable of generating new melodies,
although (as expected) these melodies are similar to the
expert trajectories.
The rest of this paper is broken up as follows: Section
2.1 discusses reinforcement learning; Section 2.2 discusses
IRL, which is used to uncover a reward function given observed behaviour; Section 2.3 discusses AL via IRL, in
which the uncovered reward function is used for learning;
Section 3 then discusses other work in which reinforcement learning was used in a musical context. Section 4
describes the implementation of MA — its action space,
state space as well as the expert melodies used. Section 5
describes the results of the two experiments performed using MA. In Sections 6, 7 and 8 a discussion on the results,
conclusions and future work are presented, respectively.
2. BACKGROUND
2.1 Reinforcement Learning
Reinforcement learning is a form of unsupervised machine
learning wherein the learning agent interacts with the environment in order to achieve a goal [2]. The learning agent
interacts with its environment by taking an action which
changes the state of its environment. A state is a configuration of the environment and an action is how an agent
affects state. Taking actions which do not only look to
maximize immediate reward, but rather to maximize future
rewards is an important feature of reinforcement learning.
The agent looks to maximize future rewards by directing
itself to states from which more reward can be gained; that
is, it tries to direct itself to states with high value. Value
can be thought of as “how good” it is to be in a particular
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state, with respect to the expected future reward. A state
only one step away from a goal state would have a higher
value than a state two steps away from that same goal state.
A value function maps states to values. A related concept,
and one that is more pertinent to this research, is that of the
action value function. This function describes the value
of taking an action within a state. This is discussed further
in section 2.1.2.
How an agent behaves - that is, which actions it takes
in which states - is dictated by a policy. A policy is a
mapping from states to probabilities of selecting actions.
A policy may be deterministic in which case the policy is
a mapping from each state to a corresponding action. A
policy is denoted by the letter π.

2.1.3 Sarsa
Figure 1 presents Sarsa which is used to find a policy which
will elicit good behaviour from a learning agent, where
good behaviour is measured relative to a reward function.
1:
2:
3:
4:
5:
6:
7:
8:

2.1.1 Return
9:

The learning agent attempts to ascertain the optimal policy
- this is the policy which maximizes the expected cumulative discounted reward from a given state. The cumulative
discounted reward is known as the return. This is shown
in equation 1.
Rt =

∞
X

γ k rt+k+1

0≤γ≤1

(1)

k=0

In the above equation, γ is the discount rate which is between 0 and 1. It is used in order to ensure that the sum
in 1 has a finite value. The closer γ is to 1 the more far
sighted the agent becomes, weighing future rewards more
heavily. If γ is 0 then the agent concerns itself only with
immediate reward, not taking into account any future rewards received.
Note here that this is the actual return received by the
learning agent. If the environment’s dynamics were known,
this return could be calculated a priori. What the learning
agent attempts to uncover is a policy which will direct the
agent in such a way that Rt is maximized. Of course, this
problem is non-trivial as the dynamics of the environment
can be (and usually are) complex, unknown and laden with
uncertainty.
2.1.2 Action Value Function
The action value function for a policy π is defined as follows:

Qπ (s, a) = Eπ {Rt |st = s, at = a}
(∞
)
X
k
= Eπ
γ rt+k+1 st = s, at = a

(2)
(3)

k=0

P∞
where Rt = k=0 γ k rt+k+1 is the return (that is, the cumulative discounted reward), following time t. The actionvalue function associates to each state the value of each action from that state, under a given policy. The next section
presents Sarsa - an algorithm which estimates the action
value function in order to find an optimal policy.

10:
11:

Initialize Q(s, a) arbitrarily
loop (for each episode):
Initialize s
Choose a from s using policy derived from Q (e.g.,
-greedy)
repeat (for each step of episode):
Take action a, observe r, s0
Choose action a0 from s0 using policy derived
from Q (e.g., -greedy)

Q(s,
a) ← Q(s, a) + α r + γQ(s0 , a0 ) −

Q(s, a)
s ← s0 ; a ← a0 ;
until s is terminal
end loop
Figure 1. The Sarsa Control Algorithm

This reward function is external to the learning agent; it
is part of the environment but the implementer of the algorithm must still specify this reward function. It is the
way in which the goal of the task is conveyed to the agent.
There are times, however, when it is difficult or impossible
to manually specify the reward function [1]. The next section discusses inverse reinforcement learning — the task of
finding a reward function.
2.2 Inverse Reinforcement Learning
Inverse reinforcement learning is the problem of uncovering a reward function. It has been characterized in [3] as
follows: Given 1) measurements of an agent’s behaviour
over time, in a variety of circumstances, 2) if needed, measurements of the sensory inputs to the agent; 3) if available,
a model of the environment — Determine the reward function being optimized.
Two motivations for inverse reinforcement learning were
described in [4]; the first being its use in uncovering computational models for animal and human learning. This has
also been applied to human economic behaviour. This first
case, used when examining the behaviour of agents, is denoted reward learning. The second motivation is that of
apprenticeship learning. As in the reward learning case,
the reward function is ascertained. The extension in the
apprenticeship learning case is that once the reward function is found, it is used to direct the learning of a learning agent. Thus it can be said that the uncovered reward
function describes the behaviour of an expert (although the
algorithm need not retrieve the exact reward function used
by the expert.) The following section describes apprenticeship learning in more detail.
2.3 Apprenticeship Learning via Inverse
Reinforcement Learning
In a traditional reinforcement learning task, the reward function is specified manually and a (near) optimal policy is
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found by the learning agent in order to maximize a numerical reward signal. In the AL via IRL case, an expert is
thought to have some reward function which she is trying
to maximize. The algorithm used to perform the task of AL
via IRL (presented in Section 2.3.3, originally published in
[1]) does not necessarily recover the expert’s reward function. However, it will return a reward function which can
explain the expert behaviour and induce behaviour similar
to that of the expert’s, assuming adequate learning is done
using the uncovered reward function. In order for the algorithm to work, it needs a set of expert trajectories. An
expert trajectory is a set of states; it is a set of states which
the expert observed while navigating its environment. It
is assumed that the expert has behaved a desirable manner
and thus the expert trajectory is a “good” trajectory through
an environment. Expert trajectories are discussed further in
the next section in the context of reward functions.

The reward function can be represented as the scalar result
of the dot product of a set of weights, w, and the feature
vector of a state, φ(s) as shown in equation 4. In implementing apprenticeship learning, the reward function to be
recovered is represented as this equation.
(4)

The feature vector, φ, contains the state variables which
provide information about the environment’s current configuration. If the agent is in state sk , then the features of the
state will be φ(sk ). It is the weight vector, w, which then
determine the reward an agent receives in a particular state.
A different weight vector will thus yield a different reward
function. Thus, the apprenticeship learning algorithm must
return an appropriate weight vector — one which characterizes a reward function which led the expert to behave in
the observed way.
As previously discussed, an expert trajectory is a walk
through the state space performed by the expert. The expert is guided through the state space by its expert reward
function. It is assumed that the expert’s reward function is
made up of an optimal weight vector, w∗ such that:
R∗ (s) = w∗ · φ(s)

The value of a policy π may be written as follows:
X

∞
π
t
Es0 ∼D [V (s0 )] = E
γ R(st ) π
=E

t=0
X
∞

γ t w · φ(st ) π

(6)


(7)

t=0

=w·E

X
∞

γ t φ(st ) π


(8)

t=0

Where s0 is drawn from D, the set of starting states. The
step from 6 to 7 follows from equation 4. Equation 8 may
be rewritten as:
Es0 ∼D [V π (s0 )] = w · µ(π)

(9)

where

2.3.1 Reward Function

R(s) = w · φ(s)

2.3.2 Feature Expectations

µ(π) = E

γ t φ(st ) π


(10)

t=0

µ(π) is the vector of feature expectations of a particular
policy. It is defined as the expected discounted accumulated feature value vector [1]. It represents a discounted
sum of the feature vectors which are expected to be seen
when following a particular policy. In order to ascertain the
feature expectations, given a policy, Monte Carlo methods
may be used to sample trajectories, or if the dynamics of
the environment are known and it is tractable, they may be
computed [1].
The apprenticeship learning algorithm relies on knowing
the expert’s feature expectations; that is knowing µE . In
practice an estimate for the expert’s feature expectations,
µ̂E is found empirically; this can be done since we assume
access to expert trajectories. An expert trajectory is the expert’s path through the state space: {s0 , s1 , . . .}. Suppose
there are m trajectories through the state space, then we
m
have: {s0 , s1 , . . .}i=1 . The empirical estimate for µE is
given by equation 11.
m

µ̂E =
(5)

where R∗ (s) is the expert’s reward function.
The goal of apprenticeship learning algorithm is to retrieve a weight vector for characterizing a reward function which can explain the expert trajectories. In order
to do so, the algorithm makes use of the expert’s feature
expectations which are discussed in the following section.

X
∞

∞

1 XX t
(i)
γ φ(st )
m i=1 t=0

(11)

2.3.3 Apprenticeship Learning Algorithm
Once the expert feature expectations have been estimated,
the apprenticeship learning algorithm attempts to find a
policy, π̃, such that π̃ induces feature expectations close
to µ̂E [1].
The apprenticeship learning algorithm for doing so works
as follows:
1: Randomly pick some policy π (0) , compute (or approximate via Monte Carlo) µ(0) = µ(π (0) ), and set i = 1.
2: Set w (1) = µE − µ(0) and µ̄(0) = µ(0)
3: Set t(1) = ||w (1) ||2
4: if t(1) ≤  then
5:
terminate
6: else
7:
loop (while t(i) > ):
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Using the RL algorithm, compute the optimal
policy π (i) for the MDP using R = (w(i) )T φ
9:
Compute µ(i) = µ(π (i) )
10:
Set i = i + 1
11:
Set a = µ(i−1) − µ̄(i−2)
12:
Set b = µE − µ̄(i−2)
aT b
13:
Set µ̄(i−1) = µ̄(i−2) + T a
a a
14:
Set w(i) = µE − µ̄(i−1)
15:
Set t(i) = ||w(i) ||2
16:
end loop
17: end if
[1] What this algorithm tries to accomplish is to find a
policy such that the agent’s performance under that policy
is close to that of the expert’s under the unknown reward
function R∗ (s) = w∗ · φ(s). Such a policy π̃ will have
||µ(π̃) − µE ||2 ≤ , where  is an arbitrarily small positive
number. This means that the feature expectations which
are induced by such a policy will be arbitrarily close to the
feature expectations of the expert.
8:

3. RELATED RESEARCH - REINFORCEMENT
LEARNING AND MUSIC
Reinforcement learning depends on having a clearly defined reward function which the agent then uses to guide
its learning. In a musical setting, it is not at all straightforward what the reward signal should be. In the paper Reinforcement Learning for Live Musical Agents, [5] presents
three ideas for musically meaningful reward signals.
The first idea is to match internal goals by the imposition of a rule set. This has been explored by [6, Franklin
et al.] who based the reinforcement signal on eight handwritten rules for jazz improvisation. They used actor-critic
reinforcement learning using a non-linear recurrent neural
network for note generation. The second idea [5, Collins]
presents is to base the reward signal on the appreciation of
fellow participants (other musicians with whom the learning agent is performing) and audience members. He suggests the use of tracking facial expressions and using physiological indicators such as monitoring galvanic skin response to gauge a listeners engagement, although these
ambitious approaches have not yet been explored. A third
reward signal he proposes is memetic success, that is, the
taking up of the agent’s musical ideas by others. This approach was explored by [5, Collins] using his music framework Improvagent, where the learning agent improvised
with fellow musicians basing its reward on how much it
influenced the position in the state space, given its choice
of action; the effect of the action it took is measured by
whether or not it influenced the current status quo of the
musical piece (as played by the fellow musicians).
In another approach, the OMax system [7] used reinforcement learning to weight links in a Factor Oracle (FO). A
FO is a finite state automaton constructed incrementally
in linear time and space. A musical sequence is used to
build up the FO. Each symbol in the sequence corresponds
to a state in the FO and reinforcement signals are used to
weight the links between these states. This can be used for
live musical interaction.

Most relevant to this research is the approach taken by
[8], in which apprenticeship learning via inverse reinforcement learning was also used. The expert trajectories given
to the learning algorithm were Bach’s Chorales; the system then managed to create original melodies whose overall shape was characteristic of Bach’s work. The research
presented in this document differs from that presented in
[8] in three ways.
Firstly, the music given to the system as expert trajectories in this research was generated by the author, as opposed to being given Bach’s Chorales as was done in the
work presented in [8].
Secondly, the state signal differed. A full discussion of
the state signal is deferred until Section 4.3, but briefly, the
state signal encoded the last eight actions taken, where an
action was a choice of note. In the [8] case, the state signal
was a tuple consisting of the position within the musical
piece, the current pitch of the melody, the difference between the current pitch and the pitch of the previous state,
the current chord type, the difference between the current
chord type and the root of the previous chord and finally
the status of the melody: whether it is resting, continuing
to sound a previous note or starting a new note.
The third difference is in the action space. The actions
available to MA where which note to play next. A more
comprehensive discussion is deferred to section 4.1. The
actions in the research by [8] denoted whether there was
a change in the current portion that the musical piece was
in, whether there was a change in the pitch of the melody,
whether there was a change in the root of the chord being
played, the resulting chord type from taking the action and
finally, the status of the resulting musical state: whether
this action is going to rest, hold or state a new note.
4. RESEARCH METHODOLOGY
4.1 Actions
The actions available to MA correspond to a range of notes
which the agent could play at each time step in the musical
piece. Each note was given a corresponding action number; action 0 was a rest, action 1 was a D, action 2 was
D]3/E[3 and so on. In total, a 2 octave range of notes was
used as the action space for the learning agent. Thus, there
were 25 actions available to MA. This is as a result of a
range of 2 octaves, each containing 12 notes, as well as the
rest action, in which no note is played.
4.2 Expert Trajectories
The melodies presented to MA as expert trajectories were
8 measures long with each measure containing 8 beats,
yielding a total of 64 possible positions in which an action may be taken (here taking an action refers to playing
a note). One of the expert trajectories is shown in figure 2.
This figure shows the expert trajectory as a series of action
numbers. Each row in the matrix represents a measure and
each column represents a beat within that measure. Since
each note is held for one eighth of the measure, each action
corresponds to playing a note for an eighth note. Figure 2
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shows this same melody as a series of notes and figure 4
shows the melody as sheet music.
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element in the state signal had a value of 0. That is, the
initial state signal was (0, 0, 0, 0, 0, 0, 0, 0).
5. RESULTS
The parameters used for MA were as follows:
• γ=1
• γ2 = 0.8
•  = 0.15

Figure 2. An expert melody as series of action numbers.
The rows correspond to the measures and the columns to
the beats within the measures.
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γ refers to the discount rate for calculating the feature expectations. The discount rate used in the Sarsa update rule
is γ2 .  was the exploration rate used by Sarsa and α was
its learning rate. 2 was the stop condition used for the apprenticeship learning algorithm, although this was not used
- for both experiments the program was stopped manually
once several policies had been produced.

Figure 3. This figure shows the same expert melody in
figure 2 as a series of notes.

 

• α = 0.08
• Sarsa was given 100000 episodes
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• 2 = 0.05



Figure 4. This figure shows the sheet music corresponding
to the expert trajectory shown in figures 2 and 3
The Melody Agent (MA) is a melody generating implementation of the apprenticeship learning algorithm. It received a state signal composed of the last 8 actions it took.
An action in this context refers to a particular choice of
note.

5.1 Experiment One
The purpose of this experiment was to test whether MA
could generate new melodies given a set of expert melodies.
The set of expert melodies used as expert trajectories can
be heard at http://aiml.cs.wits.ac.za/orry/
audio.html. All of these expert trajectories are in the
key of D harmonic minor. Figures 5 - 8 illustrate how a new
melody is generated. Figure 5 is the new generated melody.
The red, blue and green highlighted portions of the melody
are all phrases which can be observed in one of the expert
melodies. The sheet music corresponding to this generated
melody is shown in figure 9. Each coloured phrase corresponds to a phrase highlighted in the same colour in figures
6 - 8 (figures 6 - 8 show expert melodies). MA has learned
that the states which have been observed in the expert trajectories are “good” states and thus it learns to navigate its
was to these states.
8
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13
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6
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4.3 States
The state signal which MA received was comprised of the
last eight actions it took. Thus, the following 8-tuple was
received by the agent as a state signal:
(x0 , x1 , x2 , x3 , x4 , x5 , x6 , x7 ). Each xi refers to a previous action taken, where x0 was the most recent action
taken and x7 the least recent. The state space of MA was
258 . This is as a result of the 25 actions available to MA.
These eight state variables were used to make up the feature vector, φ. Thus, the feature vector encoded the previous eight actions taken by the learning agent. The starting
state of the agent was one in which no actions had been
recorded in any of the last eight possible positions - each
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Figure 5. This generated melody can be heard at
http://aiml.cs.wits.ac.za/orry/Agents/
MA/Exp_1/1.mp3
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D-harmonic minor as well as the D-major expert trajectories. These melodies can be heard at http://aiml.
cs.wits.ac.za/orry/Agents/MA/Exp_2/1.mp3
(sheet music shown in figure 10) and http://aiml.
cs.wits.ac.za/orry/Agents/MA/Exp_2/2.mp3
(sheet music shown in figure 11).

 

Figure 6.
This expert melody can be heard at
http://aiml.cs.wits.ac.za/orry/Expert_
Trajectories/Melody/t5.mp3
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Figure 10. A generated melody.

Figure 7.
This expert melody can be heard at
http://aiml.cs.wits.ac.za/orry/Expert_
Trajectories/Melody/t6.mp3
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Figure 11. Another generated melody.

6. DISCUSSION

The results shown in the previous section came from one
run of the apprenticeship learning algorithm. These results
show that the apprenticeship learning algorithm is capable
Figure 8.
This expert melody can be heard at
of producing original melodies which are similar to the exhttp://aiml.cs.wits.ac.za/orry/Expert_
pert melodies. MA shows signs of learning but it appears
Trajectories/Melody/t7.mp3
that the start state of (x, 0, 0, 0, 0, 0, 0, 0) (where x is an action) has influenced learning. Since the state of the learn
q
q
ing agent was the last eight notes played, the first state of
q qqq qqqq q q q q qq q q qq q qqq
all the expert trajectories was (x, 0, 0, 0, 0, 0, 0, 0), where
4
0 ≤ x ≤ 24 is an action. This is because no notes have
q q 
qq
q qq 
been played prior to the first one, and as a result all actions
q
q
q q
qqqqqq
prior to the first one are encoded as zeroes. That is, they
7
are the action in which no note has been played. This has
       
affected learning; as can be seen from the results, the patq
q q q q q q q q
tern 0000000x, where 0 ≤ x ≤ 24 is an action is prevalent
in the generated melodies. This is likely due to the fact that
Figure 9. This figure shows the sheet music corresponding
the algorithm considers this a good state to be in, as it was
to the generated melody shown in figure 5
observed in all of the expert trajectories.
Although the corpus of expert trajectories was limited to
D
harmonic minor in the first experiment and D major and
5.2 Experiment Two
D harmonic minor in the second, it is not necessary for the
In this experiment, the learning agent used ten D harmonic
expert trajectories to be in these keys. The choice of using
minor expert trajectories along with an additional ten melodies only D major in the first experiment was to test whether the
in the key of D major. These trajectories can be heard
output would be predominantly in this key, which it was.
at http://aiml.cs.wits.ac.za/orry/audio.
In the second experiment, it was hoped that the resulting
html. Two new melodies were generated in this experimelodies would be in either D major or D harmonic minor.
ment. Both of these melodies contained phrases from the
The result was that the melodies exhibited phrases from
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both the D major and the D harmonic minor corpora. This
is likely due to the state signal not conveying enough information about the melodies; the learning agent has no way
of knowing that it is “good” to stay in a particular key.
These experiments represent a first attempt at using AL
via IRL with the conceptually simple action and state spaces
discussed in Sections 4.1 and 4.3 respectively. Although
the state space will likely need to change in order for the
learning agent to have some indication of key, it is hoped
that the state space need not be overly complicated.

7. CONCLUSIONS
This paper provides the initial results experiments done using MA. The results show that given a set of expert trajectories, MA can create new melodies which are stylistically similar to the expert trajectories. These results show
that implementing apprenticeship learning via inverse reinforcement learning in this way can lead to a learning agent
which can generate new melodies which are different to the
expert melodies whilst still maintaining those melodies’
characteristics. The results show that the algorithm can return generated melodies which clearly resemble the expert
melodies, but are put together in unexpected ways. This
work is presented as a proof of concept, rather than a final
implementation of this approach.

8. FUTURE WORK
Apprenticeship learning via reinforcement learning shows
potential as a way to algorithmically generate music. The
results presented in this paper show that it is possible to
use this algorithm to create new melodies based on expert melodies. The approach taken in this research can be
improved upon in many ways. The most obvious way to
extend this research is to present the learning agent with
more expert trajectories. As more trajectories are added,
the learning agent will have a greater base from which to
extract the rewards which guided the creation of those trajectories. Another way the research can be extended is by
providing a deeper note resolution; currently, the learning
agent could only play eighth notes; this could be extended
so that the agent could play sixteenth notes, allowing for
more variety in the type of music it can handle. Further,
the agents could be extended to play triplets, quintuplets
and even septuplets.
Another interesting approach is to create multiple music
agents and to allow the learning agents to learn in a way
that promotes collaborative music generation; for example,
if its seen that whenever a bass drum is played, a certain
note is played, provide a mechanism for the learning agent
to take that into account. There are many approaches one
could take to implement a learning agent which makes use
of reinforcement learning for music generation. This research presents one such approach which has been shown
to generate new melodies which are unpredictable but coherent.
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Mobile Instruments Made Easy: Creating Musical Mobile Apps with LIBPD
and iOS, No Experience Necessary
Danny Holmes
Louisiana State University
Center for Computation and Technology
dholm13@tigers.lsu.edu

ABSTRACT
The quirks of programming native iOS applications can be
daunting, especially to someone not already familiar with
other text based programming languages. Fortunately, recent developments in Apple’s Xcode IDE, along with the
open-source Pure Data wrapper, LIBPD, enable the process of creating an iOS native, standalone, musical mobile
app to be quite accessible. Basic implementation of LIBPD
for iOS can be reduced to a series of 10 simple and accessible steps requiring no actual knowledge of objective-c or
the LIBPD library itself, and requires no previous coding
experience, text-based or otherwise. In addition, the dragand-drop feature of Xcode’s Storyboards allows the design
and programming of a native user interface to also be reduced to simple and accessible step-by-step instructions.
This is not just limited to buttons and sliders, but also includes the drag-and-drop creation of typical touch screen
gestures. Presently, this process will be outlined and explained, and its current and potential uses described.
1. INTRODUCTION
The development tools and modern languages available today have made mobile programming more accessible than
ever before [1]. While at least some experience and knowledge are still necessary to achieve all but the most rudimentary goals, it is entirely possible to engage those with
limited or even no prior experience or knowledge and enable them to create their own musically capable mobile applications with little time investment. Initiatives such as
the EMDM Academy (an Experimental Music and Digital Media Outreach) and the iOS Musical App-a-thon at
Louisiana State University are designing and implementing curriculum, as well as identifying and exploring potential benefits to music education.
One technique being explored is the rapid-prototyping of
standalone musical mobile applications by high school and
college students. The effective length of our classes and
workshops can be measured in hours (as opposed to days,
weeks, or months), and many of the students who have
been introduced to this process had no prior programming
Copyright: c 2014 Danny Holmes et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

experience. Thus far, the workshops have featured either
web-based applications or native iOS applications.
During an iOS Musical App-a-thon, students are introduced to mobile development using Apple’s Xcode IDE
and Pure Data, and they design and create a new application all within a single 8-10 hour period. In order to eliminate the need for prior knowledge and reduce setup time,
it was necessary to stream-line the process for creating a
LIBPD enabled working environment for prototyping musical mobile apps with Xcode.
2. LIBPD IN 10 STEPS
The following step-by-step process outlines a basic method
for setting up LIBPD in an Xcode project. The code provided can simply be copied directly into the appropriate
portion of your own project, and only a few specific changes
to the code will be required. 1
This process assumes you have already created a free
Apple developer account, have installed Xcode, and have
downloaded the LIBPD project from Github.
http://bit.ly/dev_register
http://bit.ly/dl_xcode
http://bit.ly/libpd_github
When the process is finished, the project will be set up
for testing your app using Xcode’s built-in iOS simulator.
In order to put the app on a physical device, it will be necessary to join an existing development team or upgrade to
a paid developer account. Once your account is included
in an appropriate development profile, and your device is
provisioned, only one extra step is required to set up your
project for testing on an actual device.
2.1 Create an Xcode Project
Creating an Xcode project is fairly self-explanatory, but
a few options must be considered. First, open Xcode and
choose to “Create a New Xcode Project.” Then select “Single View Application” (ensuring iOS is selected in the leftside menu) and fill out the project information. 2 Cur1 These instructions were derived from various resources (including
personal experience), but they began with the great information in Peter
Brinkman’s Making Musical Apps [2].
2 Xcode 6 is due for public release in the third quarter of 2014.
With the new version, it may be necessary to also choose the language
(objective-c) and to deselect the option to use Core Data (unless it is essential to the app!).
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rently, the prefix field and devices menu are the most important. The actual prefix is inconsequential but will be
referenced in the next few steps. The device choice will
affect the application’s behavior on different devices. Setting the choice as “Universal” will automatically set up the
project to work on all iOS devices, but requires a separate
UI be created for phones and tablets. The “iPhone” option will also work on all devices, but iPads will emulate
and roughly scale the UI designed for phones. The “iPad”
option will not work on phones or iPods.

2.7 AppDelegate.h
Choose the AppDelegate.h file in the project navigator. Please
note that the actual file name will reflect the project prefix chosen during setup (e.g. LSUAppDelegate.h). During
this step, import the PdAudioController.h file and add a
property for PdAudioController. It will only require two
lines of code be added, and the file should look similar
to Figure 1. The lines with comments next to or directly
above them are the only ones added to the default project.

2.2 Copy LIBPD to the Project Folder
Once the project is created, simply copy the entire (unzipped) LIBPD project folder directly into the root of the
Xcode project folder. This step is completed with a typical Finder window, not with Xcode. No changes should be
made to the file structure inside the LIBPD project folder.
Once this is done, return to the Xcode window with the
project open.

Figure 1. AppDelegate.h

2.8 AppDelegate.m
2.3 Add the LIBPD Xcode Project
Steps 3-6 will require the main project file be selected in
the navigator on the left. Notice the navigator can be set to
show varying information with the buttons at the top. If the
project is not visible, make sure the “Project Navigator” is
selected (the folder icon). Now, choose “File - Add Files
to...” in the top menu bar. Navigate to the LIBPD project
folder just copied into the main project folder, and select
the file libpd.xcodeproj. Before adding, ensure the “Copy
items...” option is checked and that the project is selected
under “Add to targets.”

Now, select the AppDelegate.m file. Here the audio controller is initialized and its life cycle determined. Locate
the “didFinishLaunchingWithOptions,” “applicationDidBecomeActive,” and “applicationWillTerminate” sections and
update them as shown in Figure 2. 4

2.4 Set the User Header Search Path
In the center view, choose the “Build Settings” tab, and
search for “User Header Search Paths.” Double-click on
the empty field and add the search path ../libpd-master/..
while also ensuring it is set to recursive. Please note that
the path should simply reflect the name of the LIBPD project
folder previously copied into the project folder.
2.5 Set up the Build Phases
Choose the “Build Phases” tab in the center view. Select
“Target Dependencies” and add “libpd-ios.” Then, under
“Link Binary with Libraries,” add:
libpd-ios.a 3
AudioToolbox.framework
AVFoundation.framework

Figure 2. AppDelegate.m

2.6 Add a PD Patch

2.9 ViewController.h

Once again, choose “File - Add Files to...” in the top menu
bar. This time, locate and add the PD patch that the app
will use. Check that the same settings from step 3 are still
selected.

In ViewController.h (Figure 3), import PdDispatcher.h and
declare variable names for PdDispatcher and the PD patch.
These names will be referenced in ViewController.m. Also,
please notice the curly braces that are also added.

3 “libpd-ios.a” may show up in red text once added. This is a known
bug and should not interfere with the project.

4 There may be several default comments in AppDelegate.m. Those
have already been deleted in Figure 2.

- 1789 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

Figure 3. ViewController.h
2.10 ViewController.m
Finally, ViewContoller.m (Figure 4) is where we initialize
the dispatcher and set our variables.

of the storyboard view is the resource menu. For this simple example of how to use storyboards, search for “button”
and drag the button option into the graphical view of the
iOS UI.
Now, look at the icons in the top right corner, and locate
and turn on the “Assistant editor.” It looks a bit like the
front of a tuxedo, and it will split the center view into two
windows. One should remain the storyboard view, but the
other should show the ViewController.m file. If it doesn’t,
simply locate it using the drop down menus at the top of the
new window. Now, control-click (not right-click!) on the
button just placed in the storyboard view, and drag a connection to the ViewController.m file. Drop the connection
anywhere between the @implementation and @end tags,
but not inside an existing method (Figure 7).
In the pop-up menu that will appear, name the button,
change the type to UIButton (using the drop down menu),
and change the event to Touch Down. Then select “connect.” This will automatically create code for interacting
with that button via storyboards. When hovering over the
tiny dot next to the new code, the button in the storyboard
view should highlight and confirm the connection. Similar
processes can be used to create sliders, toggles, and even
touch-screen gestures.
3.2 Sending Messages to PD
The final stage is to enable the button to send to messages
to PD. As it is, the simplest method of obtaining data when
the button is clicked is via the “sender.state” property. Update the project with the code in Figure 5.

Figure 4. ViewController.m

Figure 5. NSLog logs to the console.

3. USING STORYBOARDS IN XCODE
Storyboards is an Xcode feature enabling the drag-anddrop creation of working UIs. Once the project is set up
with LIBPD, it only requires a few more steps to have a
working UI interfacing with the PD patch already added to
the project.
When using these instructions to introduce someone new
to audio programming languages, prior to this point it would
be necessary to cover the rudiments of using PD and creating a patch that will correctly receive messages. Presently,
that discussion will be checked, but please consider that
simple synthesis techniques with PD can be taught to young
adults quickly and efficiently.
Concerning prepping a patch for LIBPD, any patch that
could be controlled using a UI will work. Simply replace
any connections to UI objects with a typical [receive ...]
object. The names assigned to the receive objects will be
referenced in Xcode.
3.1 Drag-and-Drop UI
In the Xcode project navigator, select the appropriate “.storyboard” file (likely Main.storyboard). On the bottom right

In the top left corner, locate the start/stop icons. They
are followed by the current project name and a drop down
list of simulators and devices. 5 Choose the appropriate
simulator and hit the play button (technically the “Build
and run...” button). The iOS simulator will launch, and
the UI button is clickable! Clicking down will log the
“sender.state” value in the console, which happens to be
a 1. LIBPD enables us to send the UI values from iOS
directly to a receive object.

Figure 6. Examples of using PdBase.
Figure 6 shows examples of the last bit of code necessary
to actually send the message to the PD patch. Either line
would simply be added inside the button method’s curly
braces along with the NSLog line.
5 It may be necessary to download the appropriate simulator. Each
major device has its own standalone simulator. Packages can be found
under File - Preferences - Downloads.
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Figure 7. Use Storyboard’s Assistant editor to automatically create code for UI elements.
In the first PdBase example, it would be necessary to
change “sender.value” to “sender.state” in order to receive
the correct data from the button. It would also be necessary to change the receiver to the appropriate name. This
would then send a 1 to that receiver each time the button
is pressed down, and dealing with that data would be up
to PD at that point. Similarly, the second example would
simply send a bang instead.
4. USING THIS PROCESS TO MAKE AN APP
This particular method of implementing LIBPD serves two
purposes: to better enable rapid-prototyping musical iOS
apps, and to make the entire package more accessible to
anyone not familiar with objective-c. Yet, these instructions alone will not resolve into a terribly useful application in either case. No matter how simple or complex, it
is beneficial to create the sounds in PD prior to beginning
work with Xcode. Once the UI controlled data types are
known and receive objects are in place, a competent UI
can be designed. Then, this process bridges the gap from
concept to working app.

ment design and musicality [3]. While cost, availability,
and computing power increase the general accessibility of
mobile devices, tools such as these increase the general accessibility of becoming a mobile developer.
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5. CONCLUSIONS
This entire process can actually be accomplished in minutes. This is an attractive prospect given how accessible
mobile devices already are. Many teenagers and young
adults already have phones in their pockets, and they already know how basic interactions work. The stream-lined
process described here gives students of all ages tools that
can extend their existing knowledge of mobile interactions
into the realms of designing and creating musical mobile
apps. Reducing time commitments to setup and boilerplate code enables us to focus more attention on instru-
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ABSTRACT
The Model-View-Controller (MVC) software architecture
pattern separates these three program components, and is
well-suited for interactive applications where flexible human-computer
interfaces
are
required.
Separating data presentation from the underlying process
enables multiple views of the same model, customised
views, synchronisation between views, and views that can
be dynamically loaded, repurposed, and disposed.
The use of MVC is widespread in web applications, but
is far less common in interactive computer music programming environments. Jamoma 0.6 enables MVC separation
in Cycling’74 Max, as presented in [1]. This demonstration will examine the development of a multi-band equaliser
using these recent additions to Jamoma. This review of the
design process will serve to highlight many of the benefits
of MVC separation.

tion was to address concerns about sharing and exchanging Max patchers in a modular system, and to leverage this
structured environment for effective, efficient, and powerful means of automating and controlling Max patchers [3].
The upcoming version 0.6 of Jamoma enables MVC separation in Cycling’74 Max through custom externals and
patching guidelines for developers [1]. The examples in
[1] have been kept simple on order to focus on the core
principles introduced. The following discussion expands
on this by demonstrating how a more complex model and a
set of views can be implemented. This will highlight many
of the benefits of MVC separation when building performance systems in Max.
Key terminology will be introduced using italics, the name
of Max externals will be boldface, and object arguments
and attributes, as well as messages communicated to and
from objects, will be denoted using monospace.

1. INTRODUCTION

2. AN EQUALISER WITH MVC SEPARATION

Model-View-Controller (MVC) is an architecture pattern
for developing interactive computer applications that
breaks the application’s design into three distinct elements
[2]. A model represents a collection of data together with
the methods necessary to process these data. The view
provides an interface to the model for monitoring and interaction. The controller is the link between the model
and view, and negotiates information between them. MVC
enforces a clear separation between processes and their
states, and how these are being represented to the user.
This separation results in each concept being expressed in
just one place, which in turn makes the code easier to write
and maintain. The architecture also makes it possible to
have multiple views for the same model. In this way, views
can be customised and adapted dynamically based on the
needs of the user at any one time, without these changes
affecting the model itself.
Jamoma began as a system for developing high-level modules in the Cycling’74 Max environment 1 . The motiva-

A stereo multi-band equaliser combines individual filter
bands, each with their own set of filter characteristics. In
Max this is typically done using filtergraph~ and a pair of
cascade~ objects. filtergraph~ is a relatively complex external, and provides several parallel functions. It is a graphical widget for user interaction. It also maintains its state, as
the number of bands and their filter characteristics can be
saved with the patcher and output when the patcher loads.
State handling can be further complicated by binding filtergraph~ to pattr and pattrstorage for centralised management of presets, or by using dictionaries to set up an
association with the content of a filterdesign~ object. Finally filtergraph~ also functions as a mapper between the
higher-level representation of filter characteristics as frequency, gain and resonance (or slope) and low-level filter
coefficients.
MVC separation will untwine these distinct functionalities, and make it easier to provide alternative user interfaces for the equaliser supplementing the standard interface provided by filtergraph~.
We direct the reader to [1] for details on the specific objects that enable MVC separation in Jamoma, and a detailed discussion of how to set up a model and design a
view.

1

http://www.cycling74.com. All URLs in this article were last ac-

Copyright: ©2014 Trond Lossius et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

cessed July 15th 2014.
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Figure 1. The equaliser model.
2.1 Setting up the equaliser model
The equaliser model can be seen in Figure 1. First, because we want it to be variable, the number of bands needs
its own parameter. We then have four characteristics that
define each filter band: Filter type, cutoff or center frequency, gain and bandwidth. Frequency and gain make
use of the JamomaCore dataspace library [4], and this adds
flexibility in terms of what data unit views can use when
representing the values of these parameters. Filter bandwidth is expressed in octaves. j.q2octave bandwidth and
j.octave bandwidth2q can be used to map between octave
bandwidth and resonance or slope.
The filter characteristics are implemented as arrays using
j.parameter array as discussed in section 3.3 of [1], with
arguments for parameter name such as filter.[5]/gain.
This way the filters are represented as node instances filter.1, filter.2, etc., and the filter characteristics becomes
subnodes of the respective instances. This results in a clear
namespace for parameters, as illustrated in Figure 2.
bands 2
filter .1/
filter .1/
filter .1/
filter .1/
filter .2/
filter .2/
filter .2/
filter .2/

type lowshelf
f r e q u e n c y 75
gain 0.000000
octave bandwidth 1.000000
type peaknotch
f r e q u e n c y 300
gain 0.000000
octave bandwidth 1.000000

message is sent to the various parameter arrays, causing
them to dynamically create or dispose of array instances as
needed. If a filter characteristic is changed, j.parameter array will output what instance has been affected, as well as
the new value. This is used to address the appropriate filter band in the filtergraph~ below. This object is only being used here for mapping higher-level filter characteristics
to low-level filter coefficients in preparation for cascade~.
The instance of filtergraph~ in the model should not be exposed to or used by the user for controlling the equaliser,
as changes done in this object will not be reflected as updates to the current state of the model. Neither will they be
reflected in any of the views.
When storing or recalling presets for the equaliser model,
it is important to set the number of bands prior to the filter characteristics of each of the bands. For this reason,
we have used the @priority attribute of j.parameter, as discussed in section 3.2 of [1]. In this model the number of
bands is given first priority. Then, for each of the filter
bands, type is given higher priority than the rest of the filter
parameters, and the priorities are reflected in the ordering
of the namespace in Figure 2.
2.2 Designing views for the equaliser
In the following subsections, several views will be designed
for interacting with all or part of the equaliser model.
2.2.1 Displaying frequency response

Figure 2. Excerpt of the parameter namespace for the
equaliser model, with current values for the various parameters. The equaliser currently has two filter bands.
Whenever the number of bands changes, the array/resize

The first view presented here displays the frequency response of the equaliser, but does not provide any means
for changing equaliser settings. The view patcher can be
seen in Edit Mode in Figure 3, and shares many patching
solutions with the model in Figure 1. A j.receive object sub-
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gate has been added (embedded in a subpatcher) that temporarily closes to prevent frequency, gain and bandwidth
from being updated and changed in response to a change
of filter type.
This patch also illustrates the benefits of relative addresses, as discussed in section 3.4 of [1]. The addresses provided for each of the j.receive and j.remote objects are relative to the address of the j.view object in the patch. If the
user change what address within the node tree j.view subscribes to, this will propagate to all other controller objects
in the patch. This way the user can dynamically change
which filter band she wants to view and interact with.
Figure 3. A view displaying equaliser frequency response.

scribes to the bands parameter in the model while a series of
j.remote array objects subscribe to the filter characteristics

parameters for the array of filter bands. The view contains
two instances of filtergraph~. The upper one is only used
to map filter characteristics to low-level coefficients in a
manner similar to what was found in the model, while the
lower one provides the user interface of the view, and has
its colour-scheme changed to resemble the look of Max for
Live. When the patcher is in Presentation Mode, the lower
filtergraph~ object will be the only object in this view that
is visible.
2.2.2 Views interacting with one filter band only

Figure 5. A view of one filter band only, displayed as
numerical values.
Figure 5 presents a more basic alternative view for the
same filter band, and uses number boxes to display the filter parameters. The filter type can be updated using a popup menu widget.
It is convenient to represent gain as linear amplitude in
the two views presented in Figures 3 and 4. In Figure 5
frequency is expressed as Hz as well as midi note value.
The Dataspace Library [4] enables j.remote to perform the
necessary conversions. By default the dataspace/unit attribute of j.remote will be inherited from the associated
j.parameter in the model.
2.2.3 Combining and nesting views

Figure 4. A view of one filter band only, with filtergraph~
as GUI widget.
Views do not necessarily have to encompass all of the
model. Figure 4 presents a view for the state of a single
filter band. The view subscribes to the four parameters of
the filter band, and connects them to a filtergraph~ object.
This filtergraph~ object displays the current setting of the
filter, and can also be used to change and update the filter
parameters. The idiosyncrasies of the filtergraph~ external
make it impossible to change the filter type without causing
it to output all filter characteristics whenever the filter type
is changed. Changes to the filter type are likely to happen
when changing which filter band is viewed, and introduce
the risk of accidentally updating parameters for the wrong
filter band during this transition. In order to avoid this a

Figure 6. The single filter band views can co-exist, and
can be dynamically repurposed to access all filter bands.
The lower part of the patcher in Figure 6 embeds both
single filter band views from the previous subsection in
separate bpatcher objects. The embedded views are now
set to Presentation Mode, and hence only display the widgets intended for user interaction. Both views subscribe
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to the same filter band of the model, and whenever a parameter value is changed in the model, both views will be
notified. These views are dependent on the model, but the
model does not depend on the views [5]. Because of this,
the views can co-exist without any potential conflicts or
synchronisation issues.

Figure 7. A combined view for the equaliser.

several views can co-exist [5]. In a similar way to how section 3.1 of [1] demonstrated the use of nested models, the
view in Figure 7 illustrates the usefulness of nested views.
Views can bind to models dynamically, and the use of relative addresses for controller objects within the view makes
this straight-forward, as it is simply a matter of changing
what model address j.view subscribes to. The single filter band views developed in section 2.2.2 illustrates how
dynamic binding of views can be particularly useful when
addressing an array of instances.
The need to refactor Jamoma for MVC separation has emerged out of the needs in the developers own artistic and
research practises. During the alpha testing of Jamoma
0.6, it has been used in a number of large artistic projects
in France and Norway in recent years, including works
developed at GMEA, BEK, by The Baltazars and a new
stage production currently in development by Verdensteatret. Jamoma 0.6 is scheduled for release during the summer of 2014, and requires OSX and Max 6.1 or newer 2 . It
is licensed according to the ”New BSD license”, enabling
it to be used in open-source and closed, commercial applications alike.
Acknowledgments

Finally, the view in Figure 7 pulls together all of the
views presented so far to provide a complete interface to
the multi-band equaliser model from section 2.1. The frequency response display view of section 2.2.1 forms the
basis of this view. It has been extended with the two nested
views accessing a single filter band that were introduced in
section 2.2.2. Some refactoring has been done to gather
the GUI widgets of the subviews in the top-level patcher
window, while the controller objects (j.view, j.remote, j.remote array, etc.) remain located in subpatchers. The filtergraph~ object from the view in Figure 4 is now transparently overlaid on top of the filtergraph~ object from
Figure 3. j.ui provides a background for the view, while
also offering access to the audio and preset amenities of
the model, as discussed in sections 2.1 and 3.1 of [1].
The user can dynamically choose which filter band to
view and control in detail, a feature that is achieved by the
upper part of the patcher in Figure 6. When this section is
added to the main view in Figure 7, the two j.receieve objects will be notified which equaliser model instance we are
currently viewing, and how many filter bands it currently
has. Whenever the value of the tab widget is changed, a
model:address message is sent to the j.view objects in the
two nested subviews, causing them to change their subscription to the proper filter band. Filter bands can be
added or removed by addressing the inc and dec methods
of the bands parameter, as described in [4].
3. DISCUSSION
Jamoma 0.6 enables MVC in Max as detailed in [1], and
the presentation in section 2 illustrates how the dissociation of models and views makes it easier to design user interfaces. With the implementation of the observer pattern,
each view gets updated when the model change, so that

The development of MVC separation in Jamoma 0.6 has
benefitted from a number of developer workshops hosted
by iMAL, GMEA, BEK and fourMs lab, University of
Oslo. Development has been supported by the French National Research Agency via the research projects Virage
2008-2010 and OSSIA 2012-2015,
Hordaland
County Council, Arts Council Norway and l’Arboretum.
We would like to express our gratitude towards fellow Jamoma developers and all other artists, developers and researchers that we have consulted with in the process.
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ABSTRACT
In Treatise Handbook, Cornelius Cardew noted that “[musical] notation is a way of making people move” [1]. This
paper describes and demonstrates new methods for the dynamic generation and display of augmented musical notation. The Fluxus Tree and Quantum Canticorum are the
most recent in a sequence of musical compositions by the
author in which dance and music interact using body-tracking
technologies and bespoke sensing devices. Movement is
converted into data which trigger and modulate expressive
algorithms. Uniquely, these generate in real-time audio
material as well as detailed common practice music notation to be performed live. Other techniques allow for the
conversion from (and potentially to) graphic images and
text. This paper demonstrates the techniques behind these
inventions and explains how such techniques may be used
to enhance the musical experience of performers and audiences.
Quantum Canticorum is based on a sequence originally
commissioned for Quantum2 , an Arts Council UK funded
project led by Jane Turner of the Turning Worlds dance
company.
1. INTRODUCTION
Quantum Canticorum (Figure 1) extends research streams
previously developed in works such as Calder’s Violin and
The Fluxus Tree. Calder’s Violin uses musically expressive algorithms (see section 5 for a discussion of what these
are) to generate both electroacoustic audio as well as common practice music notation. The Fluxus Tree extends control of notation to bespoke sculptural sensing devices (implemented by the author and including ultrasound and capacitative touch [2, 3, 4, 5]). Similarly Quantum Canticorum utilises collections of musically expressive algorithms
for the generation of audio; the same data are also used
to spawn the live display of musical notation (Figure 2).
In this piece physical data is captured using a Microsoft
Kinect 360 sensor.
Live notation is fundamental to this project as the compositions rely on data from a dancer’s movements to influence algorithmic processes simultaneously generating audio and notational gestures which may then be performed
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immediately. It also means that algorithmically generated
audio material can be harmonically and rhythmically synchronised with live performance based on this notation in
a way that is not feasible with pre-written scores. From a
composer’s perspective it enables automatic multiple renderings of the same musical idea, allowing free exploration
of otherwise unconsidered musical territories [6].
Another composition by the author, December Variations
(on a theme by Earle Brown), includes an early version
of software which converts the graphic score December
1952 into common practice notation. In these processes
decisions about which graphic parameters map onto which
musical ones, how these mappings are arranged, and how
the graphic is ‘read’ are a fundamental part of the creative
act. For instance, should the score be read from top to
bottom and left to right, in reverse, along some sort of random path or a combination of these approaches (also see
section 5)? Although Brown made clear his own interest
in trans-domain conversion [7], the software process in its
rigour and precision can feel rather at odds with the more
intuition-based interpretations of many performers. Brown
himself imagined “the possibility of the performer playing very spontaneously, but still very closely connected”
to the notation (in this case, he was imagining a version
of the piece as a physical machine - another interesting
project)[7] . However, John Yaffé, a colleague and personal friend of Brown, feels that he would have appreciated these software based experiments because they were
using methods appropriate to their time [8].

Figure 1. Quantum Canticorum

2. RESEARCH HYPOTHESES
This research is centred around two hypotheses. The first is
that live interpreted notation-based performance adds significantly to the expressive potential of the music, taking
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advantage of a musician’s years of training, experience and
memory (both mental and muscle). Associated with this is
a requirement that in order to make the processes fully generative the notation must be generated at the time and so
cannot be notated beforehand without compromise. (Altough, of course, the composer is perfectly at liberty to
accept this compromise.)
The second hypothesis is that it is creatively interesting
to map physical movement, images and other expressive
domains onto the musical one. It may be considered that
this is happening already - in the expressive movements
of performing musicians perhaps subconsciously seek to
amplify musical expression, in the ‘conversion’ of visual
data into the freely-composed musically expressive material of opera or film composers, or perhaps in the creations
of synaesthetes [9]. Ultimately, judgment over the validity
or otherwise of these hypotheses rests on the experience of
the compositions for audience and performers.
The representations created by these projects is not confined to common practice notation. Of particular interest is the ability to generate graphic, image and text elements alongside music notation, making it feasible to generate graphics similar to those of Cornelius Cardew (for
instance, Treatise [10]) automatically, interactively and algorithmically.
Emerging from the live generation of common practice
notation are new perspectives on the relationship between
improvisation and notation and on the nature of sight-reading.
This method of composition means that, to an extent, performers are required to sight-read the music. However, it is
also the case that during rehearsal performers become increasingly aware of the type of music that awaits them. It
is part of the creative process to ensure that the music can
be semi-improved satisfactorily. The author has discussed
this issue extensively with collaborating musicians and all
have expressed enthusiasm and interest in the system after
experimentation [11]. By definition the process produces
neither ‘right’ or ‘wrong’ notes, so a ‘platonic’ version of
the piece does not exist [12].

Figure 2. Generated notation in Quantum Canticorum
(clarinet)

3. MEDIA ASSETS
Videos of performances of the compositions mentioned in
this paper are available for viewing or download at the following addresses:
• Calder’s Violin: http://www.goo.gl/ktp6KA

• The Fluxus Tree: http://www.goo.gl/bY80Y
• Quantum Canticorum: https://vimeo.com/91736284
• December Variations: http://www.goo.gl/gHvy5X
4. TECHNICAL METHODS
In these compositions algorithmic material is generated through
scheduling, physical interaction via a range of bespoke and
manufactured devices, image analysis or a combination of
these elements. Functions and processes are constructed
within the language part of the SuperCollider (SC) environment [13] or directly on any microprocessors used (usually Arduino or mbed). The algorithms generate time, frequency, amplitude and control values which are then sent
to either the SC synth or via Open Sound Control (OSC),
(using an SC class by the author) to the programme INSCORE
[14] which is able to generate a variety of notations, including standard music notation. While, for both technical and
musical reasons I am currently concentrating on the latter
aspect, I am involved in other collaborative projects using
generative graphics and text.
5. MAPPING EXPRESSIVE ALGORITHMS
Although regarded by some as at best a mixed blessing, for
there to be interaction between the physical world and digital processes, some form of mapping must be designed and
implemented - a huge amount of research has gone into the
investigation of this complex area (see section 6 for a small
selection). While there are as many mapping strategies as
there are new instruments and compositions, in general a
balance is sought between responsiveness, control, consistency and reward. To illustrate, an example one such
strategy is described here. It should be emphasised that
a composition may well include any number or type of
such strategies and that their adoption by performers must
be considered an integral part of the rehearsal process. In
Quantum Canticorum the aim was to find a way of reflecting the dancer’s movements in the expression contained
within the musical notation as well as within the generated audio. The music originates in a number of algorithms
which use sequences of pitch/frequency values. An example of one such sequence is [ 0, 3, 1, 0, 1, 0, 9, 10, 11, 1,
7, 0, 8, 2, 4, 6, 5 ]. One such mapping strategy within the
piece takes position data from the dancer’s wrists and right
hip. These data are then used to determine two musical
parameters. The general tessitura of the music will be determined by the average height of the dancer’s wrists (the
depth of the averaging is also a creative decision). Then,
the average amount of movement indicated by the data influences the density of notes generated - typically, as might
be predicted (but not predicated), more movement generates a higher density of notes. Other similar parameters
can be used to determine note length, for instance. Usually, such parameters are used in order to generate material
with particular expressive features. Examples of contrasting phrases generated in this way are illustrated in figures
3 and 4.
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Figure 3. An ‘expressive’ phrase

Figure 4. An ‘aggressive’ phrase
These algorithms are described as ‘musically expressive’
because the principal motivation in their design is to emulate my own ideas and gestures: imaginings that are traditionally expressive in musical terms. This iterative process
of imagining, implementing, re-imagining, re-implementing
and so on, itself plays a very important role in the development of both algorithm (function), musical gesture
and indeed the musical context in which these gestures
are to occur, as it does in more traditional notation-based
composition. All of these components work together as
musical composition. In order to make the gestures produced by the algorithms fully a part of the composition,
elements (arguments) were included in order to increase
what I would term their ‘expressivity’: controls on note
duration (tempo/rubato), amplitude, note length (articulation), etc. In other projects, these functions might be extended in a way that reflects both the extension of an algorithm’s functionality in software and the musical development of a melody, a phrases shape or the nuance of a
harmony [11].
6. RELATED WORK
While there is a significant amount of related work in each
of these areas, there has been less effort spent in connecting
them. It is the increasing ubiquity of communication protocols such as OSC that has enabled similar work to develop
as well as an acceptance of the importance of composable
design in software. Examples of one of the more prominent research areas regularly presented at relevant conferences have involved the investigation of mapping between
interface and audio; movement and gesture of course play
a major role in this [15, 16, 17, 18, 19], etc.
There has been a tendency to focus less on the use of
music notation itself, perhaps reflecting the view that technology has previously only had a role in the replacement
of older music engraving technology rather than playing an
active part in the creative development of the score itself.
Interest in this area has been developing, however: see
Wulfson [6] and more recently Resch [20]. Hope [12] provides an excellent overview of the area. Related projects
described elsewhere include MaxScore [21], eScore [22]
and the Bach Project [23]. While notation generated digitally inevitably originates from algorithmic sources, there
are fewer examples that include manipulation and display
of common practice notation detail rather than the manipulations of pre-generated graphics files. As some of the
main elements of common practice notation, such as notes

and durations, are easily algorithmically controllable (under certain constraints), this is significant.
Examples of compositions where the use live notation
is crucial include Zero Waste by Nick Didkovsky (2002),
No Clergy by Kevin Baird (2005) [24], Leave No Trace,
by Michael Alcorn (2006) [22], Flood Tide by John Eacott (2008) [25], Live Cell by Kingsley Ash and Nikos
Stavropoulos (2011) [26], Native Alien by Sandeep Bhagwati (2011), Roomtone Variations by Nicolas Collins (2013),
and a performance led by Lyle Mays utilising the Bach
Project [27]. Ryan Ross Smith provides an excellent webbased collections of animated and open scores on his website [28].
7. CONCLUSIONS
This demonstration paper seeks to draw general techniques
from practice-led research into music interfaces and the
real-time algorithmic generation of material. In particular it attempts to integrate this with musicians’ live performance through the use of performance data in the generation of common practice music notation.
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LISTENING OTHERWISE:
PLAYING WITH SOUND VIBRATION

Pascale Criton
Art&Fact / LAM
pcriton@club-internet.fr

ABSTRACT
What does « listening otherwise » mean without ears?
How to access and put into practice the vibratory domain,
for persons who are either handicapped or not? The devices for “listening through touch” transmit sound signals
via materials thanks to a custom-designed computer program and adapted interfaces. Henceforth, one can hear
sounds through the body.
Listening by touch modifies sound and space representations and thus questions perceptual standards of sound
signals transmission by air. How to put the practical and
technical conditions which favours a sensorial elaboration
and provides access to creative practices accessible to all
sensory dis/abilities? I will present several aspects of an
artistic and pedagogic project which has been realized at
the National Institute of Deaf Youth (in Paris).

experience, as well as technical and scientific, is identified under the label Ecouter Autrement4.
Conceived with the aim of acute listening, giving attention to material specificities and caring sensorial diversity
of users, the sonotactile devices5 offer an opportunity to
build new relationships with the world of sound by the
controlled vibration of objects or movable sets. Acoustic
studies and critical experiments we conducted were used
to develop rigorous specifications that led to the design of
our hardware tools, furniture and software.

1. LISTENING OTHERWISE
The Listening otherwise sonotactile devices are the result of experience gained from many years in artistic
events1 and educational workshops, in particular when
tested during the National Institute for Deaf Youth’s project during the year 20132. Conducted in partnership with
Hugues Genevois3, this artistic and educational

1

Ecoutes croisées. L’espace de la Conciergerie, une expérience
d’écoute, Conciergerie, Centre des Monuments Nationaux, Arts et
Médiations Humaines (Labex Arts H2H, Paris 8, Saint-Denis University
2014); Écouter Autrement, GMEA, Centre National de Création Musicale, Albi (2014) ; Museum quai Branly (2014 et 2010) ; Bibliothèque
publique d’information, Centre Georges Pompidou, Paris (2013) ;
Monuments pour tous, Centre des Monuments Nationaux, Panthéon,
Paris (2010) ; Villa Savoye, Le Corbusier et la couleur, CMN, Poissy
(2009) ; Ausculter, écouter le son dans l’espace du couvent de La
Tourette, Couvent de La Tourette, Eveux (2008), (Art&Fact production,
Pascale Criton, artistic director).
2
Histoires sensibles, pedagogic project designed by Pascale Criton (Art
& Fact) in partnership with Hugues Genevois (LAM).
3
Hugues Genevois is a research engineer in charge of the team Lutheries Acoustique Musique (LAM, Institut Jean-le-Rond-d’Alembert,
UPMC, CNRS), Paris, France.

Figure 1. Sound Table ! Art&Fact

These devices were first realised with the support of the
Fondation Orange and publicly presented during the “accessibilty days,” organised by the Centre des Monuments
Nationaux at the Pantheon (Paris, October 18-24 2010).
Today, thanks to the support of the National Research
Agency6, a program of experimentation and development
allows us to continue this experience of "listening
through touch” and to work out the multi-sensorial potentiality of this experience through creative and pedagogic
uses (individual and collective), together with improving
software adapted to handicap situations. These individual
and collective practices take into account the constraints
and complementarities related to sensorial differences;
they cater to all groups and are particularly suited to
situations involving disabilities.

4
Ecouter Autrement [Listening otherwise], Pascale Criton & Hugues
Genevois, Art&Fact, Paris.
5
Term used by Pascale Criton and Hugues Genevois to describe complex percepts mixing listening (air and solid conduction), and tactile
sensations felt in contact with vibrating surfaces.
6
ANR PANAM (Pédagogie Artistique Numérique Accessible Multimodale), Puce Muse, LAM, Art&Fact, Eowave, Paidéia.
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2. THE SONOTACTILE DEVICES
The sonotactile devices used during the deaf youth’s program include Sound Tables7 (see Figure 1) and Listening
station8 (see Figure 2) that enable one to listen and communicate via materials. Unlike normal listening, which
occurs through the air and channels through the ear’s
hearing system, these devices provide sound information
through physical contact. The Sound Tables are equipped
with devices that set the material itself of wooden planks
in vibration. Unlike speakers, that set air in movement,
these Sound Tables transmit information via the wood.
Likewise, the solid Listening Stations are devices that
enable one to perceive sound through bone conduction. A
vibrating metal rod, in contact with one’s chin or other
parts of the head, enable one to become aware of extremely precise sound information, without air conduction.

The goal is to provide access to individual and collective creative musical practices, allowing the mixing of
sensorial differences. In this perspective, we have developed an approach based on multimodal sensorial elaboration combining audio, tactile and visuals. Vibratory reception made possible by the sonotactile devices combines multiple and reciprocal sensorial skills. The goal is
to develop active listening through contact and to access
the ability to produce, visualize, recognize and transform
the vibratory and sound contents.
To meet these goals, the process incorporates the interrelationship between microphones, recording, video
projector and vibratory devices. The software allows
linking the recording, diffusion and visualization of
sound, as well as direct access to the analysis, editing and
processing thereof. The software features always take
into account the needs of combined integration of signs
and senses (feelings), in reference to vibratory reception.
Software adaptability enables a great transitivity adapted
to the constraints related to sensorial differences, but also
to their potential mixing.

4. VIBRASONOROUS MEDIATION
Parallel to such corporal exploration, it is also possible to
transform vibratory sound contents and to modulate them
in relation to one’s own perception. Tactile interfaces
(tablet, joysticks, etc.) allow one to convert sound and
play devices like an “instrument” with one player or
more; the listening and sound producing devices enable
one to ‘enter’ the sound, by filtering it, speeding it up,
adjusting effects to elaborate proper sensations [1].

Figure 2. Listening Station ! Art&Fact

Sonotactile listening is a mixed listening experience,
which enriches usual listening linked to the air propagation of sound, providing access to vibration by contact
and bone conduction. Therefore, invited to experience
active listening, the listener, in all her/his sensorial and
cultural diversity, explores new possibilities of perception, literally and previously unheard.

3. A MULTIMODAL INSTRUMENT
The sonotactile devices Ecouter Autrement, Sound tables
and the solid Listening station are all controlled by software that enables an audio-visual range and a potential
for electro-acoustics associated with vibratory return.
Thus connected, devices form a "multimodal instrument"
designed to give everyone the possibility of vibrasonorous9 reception adapted to her/his sensory situation.
7

Designed by Hugues Genevois, team Lutherie Acoustique Musique
(LAM, Institut Jean-le-Rond-d’Alembert, UPMC, CNRS), Paris,
France.
8
Designed by Francois Gautier, Hervé Mézière, Marie-Hélène Moulet
(engineers) & Thomas Bonnenfant (design) Acoustic Laboratory of
Maine University (LAUM) and National Superior School of Engenners
of Le Mans (ENSIM), France.
9
Term used by Pascale Criton and Hugues Genevois to describe mixed
listening (air and solid conduction).

Figure 3. Pedagogic workshop at the National Institute
of Deaf Youth (Paris) ! Art&Fact

Experience with young deaf persons has allowed us to
measure how vibratory mediation is a relevant vector for
cognitive integration [2]. For example, the functionality
of recording associated with vibratory return allows the
hearing deficient to elaborate a recognizable and storable
memory of vibrasonorous imprints. Visualization combined with tactile reception will recall and allow the analysis of imprints, but also the possibility of their transformation (treatment) and thus new vibrasonorous distributions. Features usually identified from the hearing perspective are here involved in a sensitive process moving
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to bone conduction receptors and mechanical skin receptors. The sensorial association renewed by the tactile dimension [3] awakens open vibrasonorous representations. The role of interfaces becomes that of an adjustment of the feel, a regulation of complex sensations, but
also of an accessible exploration of non-standardized
association.

to our own voice [6]. This feeling is very present here and
modifies the usual representation of our body in space,
moving borders from outside and from within [7].

5. LISTENING TROUGH TOUCH
If the functioning of the ear has been extensively studied,
our sensitivity to sounds and vibrations through touch is
much less well known, perhaps because touch is based on
very complex and various mechanisms [4]. Experience
with sonotactile devices shows that listening through
touch is different depending on the shape, material and
body positions that the device suggests. Depending on
one’s posture, the imagination as well as sensations will
be stimulated differently [5].
5.1 Postures and Solid Listening
Each participant explores “solid listening” by placing
either their hands and/or their elbows on the Sound Tables (see Fig.1 & 4) or their upper body (forehead, chin)
on the solid Listening Station (see Fig. 2).
Listening on the wooden table calls for relaxation. The
body surrenders, with the chest resting, and head and
arms in contact with the wood. Exploring listening
through touch leans towards musing: objects speak to us,
transmit signals from elsewhere. Reception on Sound
Tables is mixed: both diffusion - as a speaker -, and solid
reception (see Figure 4). The table allows several persons
to gather, invites to share her/his feelings and promotes
interactivity between participants.

Figure 5. Posture on Listening Station ! Art&Fact

6. HISTOIRES SENSIBLES, AN ARTISTIC
AND PEDAGOGIC PROJECT
Histoires sensibles is an artistic and pedagogic project
that has been realized at the National Institute of Deaf
Youth in Paris during the 2012-2013 academic year [2].
This artistic and educational project designed by Pascale
Criton was offered to young persons with hearing impairment to three classes of the Institute (6th, 4th, 3rd), to
participate to a vibrasonorous creation using an ensemble
of custom-made sonotactile devices10.
6.1 Multimodal Sensory Development

Figure 4. Posture on Sounding Table. Pedagogic workshop at the National Institute of Deaf Youth. ! Art&Fact

Listening on the Station calls a tonic posture: standing
or sitting, the upper chest remains straight. This position
incites a tendency to move, a swaying of the whole body,
a desire to dance. Concentration is focused on a point of
contact – forehead, cheeks, chin – and the individual actively seeks out sound propagation in her/his body (see
Figure 5). The Listening station enable one to receive
very precise sound information – the voice, noise, music
– and to plunge into it. The sound transmitted to the cranial region and skeleton, manifested by an intimate listening sensation as "internal" body reminiscent of listening

As we have seen, sonotactile devices have been designed for a vibrasonorous sensorial approach and meet
the requirements of multimodal learning (audio, visual
and tactile) adapted to different situations of disability
(mental, motor and sensory) and, in this case, to hearing
impairment. These instruments, both receivers and transmitters, allow participants to perceive and control vibrations and achieve interactive sound productions.
For this pedagogic project, and thanks to such innovative tools, we aim to establish conditions for sensorial
elaboration and search of musical possibilities for young
people with hearing impairment: cognitive development,
practices, creativity. In this particular context tool’s
10

Histoires sensibles received a state commission from the French
Ministery of Culture and Communication.
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flexibility, such as linked functionalities as well as parameters’s regulation, are very sensitive. The expected
result of feelings level is decisive for a deaf participant in
order invest and trust the possibility of doing, repeat and
share.
Thereby, our creative pedagogic approach pays a great
attention on mouvement, dynamical events and sensorialmotor awareness, which are particularly relevant for
people who do not use verbal language [8]. The sonotactile propagating develops close listening, which engages
the whole body and awakens deep dynamics, often carrying "vital functions"[9]. The surprise can be great to discover unknown expressive materials such as solid vibratory perceptions under signs usually associated with vision for a deaf person: to feel a rustling of paper, recognizing a voice through touch.

trol interfaces and software tools related to basic functionalities such as recording sound, treatments and spatialization, now allow one easily to connect and fluidly
organize many features. However, to develop interactive
practices working on vibratory contents allowing access
to specific sensorial creativity requires technical adjustments and an attentive re-evaluation of perceptual standards. Our research focuses on developing and experiencing technical tools adapted to specific uses and collective
practices related to vibratory and sound mediation, directly with stakeholders.
Beyond "specific" situations, workshop sessions and artistic manifestations allow us to measure how vibratory
sensation and sonotactile listening generate a shared interest12. This is a renewal of listening which puts into
perspective both potential polysensoriality and the search
for new listening scenographies.

6.2 Perfomances and Mixed Audiences
Each class has realized and performed an Histoire sensible structured with the projection of an animated film
for driving the vibsonorous11 performance. This playful
approach, linking vibratory events to dynamic patterns
observed in animation drawings, aims to capture the vibratory imprints and to be able to sensorially recognize
them in order to name and share them. It establishes their
expressive potential for their re-articulation in rhythmic
sequences, parameter variations and creative elaboration
of various types of narration, with or without images [9].
It is not a question here, for the deaf from birth, to "discover" hearing, but to involve different sensorial modalities and experience the creative fields that can be joined
together.
Histoires sensibles were publicly presented to a mixed
public - hearing and deaf. These public presentations
showed the possibility of combining usual listening (air
conduction) with the experience of "listening through
touch" (solid conduction), allowing deaf and hearing
audiences to share the reception of these vibsonorous
achievements.

7. PERSPECTIVES
The sonotactile devices render one aware of new sensations and representations, regardless of age or aptitude.
The practices born of vibratory and sound mediation are
likely to take on different meanings depending on the
situation and pathologies, because of their propioceptive
and kinesthetic bases. We can measure the importance of
sound information transmitted through corporal contact,
with or without the auditory system, by the "containing"
nature of listening it promotes, particularly conducive to
multi-sensorial association [10]. The imaginative and
sensory-motor awakening opens a transition space for
situations of deafness or blindness, as well as motor impairment or autistic disorders.
Today, software development becomes able to take into
account the specificities and constraints of different sensorial conditions, their logic and semiotic couplings. Con11
Vib-sound is the term invented by deaf children (INJS) and coined in
LSF.
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12
Art & Fact produces in situ concerts, installations, workshops involving the experience of listening to the discovery of spaces and materials.
Invited to an active experience, audiences are exploring new possibilities of perception. Art & Fact is involved in research "sound reception
and sensorial dis/abilities." with the support of the National Research
Agency (ANR) and SACEM. Artistic Director: Pascale Criton.
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Figure 1. Spinphony Logo. Your Pictures, Your Music.

ABSTRACT
2. PHILOSOPHY

Spinphony is a program that turns pictures into music.
The basis of this project was to create a program for
iOS devices that would give anyone a tool to create
original music. Spinphony uses the user’s own pictures
as input. Pixel data is turned into control codes that
trigger Spinphony’s sound engine. Some of the techniques used include note mapping and frequency quantization to coerce the data into a musical tonality and
motif functions to give a rhythmic cohesiveness to the
output. Additive and FM synthesis are the main sound
generating synthesis types. The overall philosophy was
to balance user interaction and internal algorithms as
they relate to interpretation of the image-driven data
stream. The result gives the program immersive interactive capabilities but also clearly image-driven musical
output. Spinphony has succeeded in enabling non musicans and professional musicians to explore and create
original music in a new way.

Spinphony is a digital version of a sound sculpture
made for a show at HERE Art Center, NY, NY in 2002.
The sculpture had a clear rotating disk and 3 oscillators.
Anyone could draw on the disk. When the disk started
spinning the image changed how the light fell onto photo sensitive resistors in the oscillator circuit of the
sculpture. Short musical loops were created.
Spinphony has taken that idea and expanded on it.
The idea is to give anyone the ability to explore music
creatively and originally. Using the pictures and drawings from someone’s photo library, Spinphony gives the
user immediate and true sense of creating music from
their own input. That is the thinking behind the phrase;
Spinphony, your pictures, your music.
Another philosophy when developing Spinphony
was to explore what sort of musical work needs to be
done by the program when a picture, basically random
input, is given to it to make music. And what can be left
to the user’s discretion through program interaction. An
example of this is the motif function in Spinphony that
gives rhythmic cohesion to Spinphony’s output. Without the motif function the sounds are like a cat walking
on a piano. Another obvious example of musical intervention from Spinphony is note mapping.
Every feature release of Spinphony is a rebalance of
user interaction versus image-driven stimulus versus
internal logic and how that balance affects the user experience of control versus the 'ah-ha!' of a new musical
idea streaming from a picture.

1. INTRODUCTION
Spinphony was recently parodied in The Onion. While
that parody is not as funny as I hoped it does show that
algorithmic composition is making it's way into the
mainstream enough that The Onion would choose to
spend time 'reporting' it. You can find a copy of the
parody video on the Spinphony web page.
Spinphony is available for free, world wide, through
Apple’s App Store. For those with iOS devices please
search for ’Spinphony’ in Apple’s App Store or go to
www.spinphony.com and proceed from the link
there.
Copyright: © 2014 Mark Robert Nilsen. This is an open-access article
distributed
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terms
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Creative

Commons

Attribution License 3.0 Unported, which permits
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Use the stepper switch on a separate control screen
to fine tune the speed.
3.2 Note Mapper
The note mapping function in Spinphony lets you coerce specific tonalities out of the stream of data coming
from your image. By using the area of the program that
looks like a keyboard, Figure 5 on the following page,
and the selector switch below it, you can map Spinphony’s note stream to, for example, a C Major chord,
A Pentatonic scale or even Ab Diminished chord. It’s
pretty much all there. There is a free form selector '?'
that doesn’t coerce the notes to a key but lets them float
around in an atonal way that can at times sound really
cool.
Version 1.3 has a simple auto chord function. It
changes the chord and chord color based on data from
the image. In version 1.4 this feature is more developed
and lets the user select chord progressions. Version 1.4
will be live for ICMC|SMC 2014.

Figure 2. Screen detail from iPad. Shows how the
controls are grouped appropriately for the screen size.

3. FEATURES
The features of Spinphony on the iPad, Figure 2, and
the iPhone, Figure 3, are exactly the same. Because of
screen size the controls are accessed differently. On the
iPad there are 2 screens, one for note mapping functionality and the second to access synthesizer settings. On
the iPhone 4 and 5 these functions are spread over several screens. The screens are accessed by swiping your
finger across the control region.

3.3 Synthesizer Section, Changing Sounds, Manipulating Sound Parameters
There are 3 separate software synthesizers. They are
color coded and each responds to a different region in
the spinning image.
The controls have been set up to feel familiar to anyone who has used a synthesizer before. You can control volume, pitch range, and select from 32 basic
sounds from 4 separate banks that each have 8 patches.
One of the controls, a button that changes from 'dark
is louder' to 'light is louder' when pressed tells Spinphony how to interpret volume data. This toggle was
added because it helps get better sounds from darker
images or lighter images at the touch of a button. If you
are ever stuck or frustrated with the sounds you are getting from the program try pressing this button.
There is a left and right pan on each synth. Spinphony sounds great with headphones and the ability to
fine tune the stereo field was a must.
3.4 Effects and Motif Functions
Each synth has an echo effect. You can control how
much echo there is and the time between echoes.
The motif function is the part of the program that
ties things together rhythmically. Think of it as a grid.
Music needs time cohesion or it sounds a bit, like I have
said before, Fluffy on the Boesendorfer.
Figure 4 shows the motif control in Spinphony. The
motif function 1X 2X with 20 as X. Can be thought of
as an eighth note, then quarter note musical figure that
will repeat. The value of 20 sets X to a size that makes
the motif fast or short relative to the other X values in
the other motifs. Use the first stepper to cycle through
the motif functions and the second to change the value
of X.
As simple as these functions are they open up a surprising range of possibilities.

Figure 3. Screen detail from iPhone 5. Shows the
lower part of the spinning image and synthesizer controls.

3.1 Image Loading and Control
Spinphony launches with a start image. To load a new
image just press the 'load new' button to the left of the
spinning image. You can then browse for an image
through standard iOS controls. The image will load and
immediately start spinning and making sound.
Swipe over the image with your finger to change
speed and direction.
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4. HANDS ON DEMO
Sample
Spinphony
files
are
located
at
www.Spinphony.com. Click the samples link. These
sample files are already setup to produce some interesting music. Or you can load any picture from your photo
library.
Don’t worry about breaking anything or losing your
work. If you come up with something you like, save it
using Spinphony’s save function. If you get stuck and
cannot get a good sound, restart the program; Spinphony boots with a good sounding start image and presets. Anyone who doesn’t know the program yet can get
started experimenting from there. A good thing to try
first is to listen to each of the presets and hear how
things change.
Up to this point I have talked a lot about the Spinphony controls and how they change what you hear
from the program. But, while browsing the sample
Spinphony files you will notice that some of the examples are drawn images. Once you get comfortable with
using Spinphony you will find that a lot of unique
sounding music comes from drawing your own images.
When you create images with varying areas of light and
dark that would be difficult to capture when taking a
snapshot you get results that have more variation than
basic photos. Using Spinphony in this way returns to
the original idea Spinphony evolved from; drawing a
picture to create music.
Figures 6 and 7 show some drawn examples. The
colors in figure 6 against the black creates some nice
melodic leaps. Figure 7 shows an attempt at some deliberate triggering.

Figure 4. Motif function control

3.5 Saving Your Work
Spinphony has 2 preset banks. One for the synthesizer
settings and one for the motif settings. This is so you
can change the synth settings without changing the
overall beat of what you have going and vice versa.
Whenever you change a slider or stepper in Spinphony the current active preset number changes to
‘mod’. This tells you that you have modified a setting in
'x' preset. You can freely switch back and forth between
presets and your settings from the previous preset will
be saved.
To save this information to reload for another Spinphony session, use the 'Write Spinphony Disk' button.
This takes all the data in Spinphony and writes it to a
part of the picture outside of the circle that Spinphony
uses for music. This Spinphony disk is saved to your
photo library and can then be reloaded. You can even
email these Spinphony files to other users. It should be
noted that a Spinphony disk is a PNG file that uses part
of the image area for data, see Figure 6. These files can
be loaded into any image program just fine but if you
add filters or change the image in anyway it will most
likely corrupt the Spinphony data.

5. UNDER THE HOOD
Spinphony interprets your image in realtime. Spinphony’s sound engine is responsive to all sorts of user
interactions and of course the dynamically spinning
image.
There were a few notable things I found while programming Spinphony that might be of interest to
ICMC|SMC attendees who are interested in software
development.

3.6 Inter-App Audio
Spinphony 1.4 will include Inter-App audio functionality and AudioBus integration. This feature allows Spinphony’s output to be routed into recording or effects
Apps that support this sort of interoperability.

Figure 5. Note mapping screen showing mapping set
to a C Major Pentatonic Scale.
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Figure 6. A hand drawn Spinphony image. Notice the
data area (red) in the upper left corner.

5.4 Visual Engagement
Seeing the spinning image engages on some level.
Someone told me they like to watch pictures of their
dog spin around. Maybe it even hypnotizes a little. It
can take time to immerse a user in the creative experience and every little bit helps.

6. FEEDBACK, QUESTIONS
My involvement with computer music and sound, began
in the late 80s and things have come a very long way
since then. People are more engaged with listening to
music in their daily lives than ever before. Algorithmic
composition can now be presented to a larger audience.
Spinphony is exploring a few of the possibilities. And I
hope this demo inspires you all to explore your own
ideas as well.
I would welcome any questions and feedback at this
time. Thank you.

Figure 7. This image has a very deliberate placement
of sound reaction areas.

7. CONCLUSIONS

5.1 Low Pass Filters
There is a lot of information/opinion on the net as to
which filters are best. In my past job as a sound engineer I was always exploring what new companies had to
offer in the line of filters. When working on Spinphony
I spent some time looking around the net for some optimized sample code for a lowpass filter. I saw a lot of
people discounting a moving average as a ‘bad low pass
filter’. Well, as it turns out sometimes a bad low pass
filter is all you need.

Processing of image data in a musical way can create
engaging original musical compositions. The success of
Spinphony today encourages the development of it further. However, too many features could overwhelm the
user and disengage them. Spinphony needs to stay true
to it's image-data driven paradigm and develop processes that do the important work of sounding musical and
original without burdening the user with too much
tweaking of knobs.

5.2 Poor Man’s Harmonics

Acknowledgments

When I was releasing version 1.1 I started rethinking
my sound engine to get better sound quality. The first
idea was to build up the standard sine,square,saw,triangle waveforms through additive synthesis. But calculating all those extra wave forms for a
nice thick sawtooth wave bogged down the iPhone’s
processor too much. After some trial and error I decided
to just calculate pi/2 (90 degrees) of the sine when
building up some of the waveforms. Some cool sounds
resulted from kludges like that.
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me much longer to solve some of my problems. Likewise I would like to thank the developer community at
Apple for making the tools available for Spinphony to
become a reality.
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5.3 The Old Tricks, Again
I started programming the Mac in 1987. Back then there
was a program that used screen memory to help reduce
the number of times you had to swap your floppy disk
out when doing a floppy to floppy copy and you only
had one drive. As the years went on, happily, memory
became less of an issue. However I revisited that 25
year old screen image as data storage paradigm when
coming up with the save function in Spinphony.
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Figure 8. The developer in his program.
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ABSTRACT
The i-score intermedia sequencer allows to design complex interactive scenarios by coordinating heterogeneous
and distributed media systems. Based on software frameworks issued by several long-term research iniatives, this
application does not produce any media of its own, but
rather controls other environments parameters, by creating
snapshots and automations, and organizing them in time in
a multi-linear way. In this article, we describe the main
features of the software, in order to guide the workshop
participants towards actual creation of interactive scenarios by controlling their favorite software environment.
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Also, even if they are capable of controlling remote applications and devices through the OpenSoundControl protocol, the manual management of OSC addresses is often a
tedious process involving a lot of typing.
The i-score interactive sequencer proposes solutions to
these problems by offering an organized way to structure
events in time, while keeping degrees of liberty for interactivity. It is also built upon the concept of networked
devices, presented as a visual interactive tree structure in
order to intuitively control them in the scenario.
The workshop will focus on hands-on practice: participants will use i-score with their favorite multimedia environment and will be guided, following the article’s structure, towards the actual creation of interactive scenarios.

1. INTRODUCTION
Recent technological developments in real-time media computing, as well as aesthetic evolutions of the contemporary
arts converge in the generalization of distributed technical
setups for media-management. Even though, some of these
setups include systems for scripting scenarios in time, it is
very often complicated to coordinate these heterogeneous
systems with the ease and flexibility that the artistic process requires. Furthermore, while the temporal scripting in
the context of fixed-time media (such as in DAWs) has now
come to a mature state with well-defined and stable userinteraction paradigms, the introduction of interactivity renders these paradigms almost inoperative. Time-scripting
in interactive works (such as performances or interactive
installations) is typically managed with cues, as points of
synchronisation throughout a scenario, with very few possibilities for designing evolutions of expressive parameters
in time, compared to what automations in fixed-time media
softwares do. The Ableton Live 1 or Qlab 2 applications
offer such cue management with some capabilities for automation editing. More experimental sequencers such as
Duration 3 and Vezèr 4 allow even more complex automation capabilities. However, cues and automations are managed in these softwares as a linear list of events to be successively triggered, without further temporal organization.
1

https://www.ableton.com
http://figure53.com/qlab/
3 http://www.duration.cc
4 http://www.vezerapp.hu
2

Copyright: c 2014 Pascal Baltazar et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

2. PROJECT HISTORY
i-score 5 is the result of several research initiatives along
the last fifteen years. The paradigm of using temporal
relations in order to keep temporal consistency in a scenario was introduced in the Boxes[1] spectral composition
software. Further implementations of this paradigm were
carried on in Boxes 2, Acousmoscribe[2] and Iscore [3],
an implementation for the OpenMusic composition environment. Interactivity was introduced during the Virage
research project, under the concept of trigger points, and
it was implemented in the libIscore library. This library
was used as an engine for both Acousmoscribe 2 and Virage sequencer[4], the latter addressing specific problems
of the performing arts, in particular those relating to the
concept of flexible time, as pointed out in [5]. As both of
these softwares used similar user-interaction concepts and
were based on the same engine (libIscore), the decision
was taken to merge both development efforts into one and
only software. This was achieved by injecting concepts
and designs implemented in the Virage sequencer into the
Acousmoscribe 2 code, in order to create the i-score sequencer. Many efforts on user-friendliness and ergonomics
were made in the process, in order to turn proof-of-concept
prototypes into actually usable professional software. Further development of the system was carried on in the frame
of the OSSIA 6 project. In the first place, the libIscore library was refactored on the basis of the Jamoma framework[6] in order to create the Score library, which will be
further described in Section 4. i-score was then refactored
5

http://i-score.org/
OSSIA is a collaborative research project financed by the French
National Agency for Research. It aims at the formalization of logicotemporal constraints for hierarchical, non-linear and multi-user interactive scenarios, for the contexts of video-games and museal installations
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upon this library, and extended, along with Score, in order
to deal with non-linear temporal structures through conditionnal branching. This effort produced the version 0.2 of
i-score which is discussed in this article and that will be
used for the proposed workshop.

i-score’s user interface is organized in two sections: a
tree-based interface on the left, for managing multiple remote devices’ parameters; and a timeline-based interface
on the right, allowing to arrange temporal objects in time.
3.2 Content management

3. USER INTERFACE
The i-score sequencer is an open source 7 standalone application developed in C++ with the Qt 8 cross-platform
framework. It is currently available for the Mac, Linux
and Android platforms. As mentionned above, and further
described in section 4, i-score is based on the Score and
Modular frameworks, which provide the majority of the
services required for temporal and content management.
In contrast with most sequencers, i-score does not produce any media of its own, but rather controls parameters
of remote applications, by creating snapshots and automations, and organizing them in time in a multi-linear way.
Its design is led with the emphasis on several concerns:
Speed and responsiveness in the edition of scenarios: In
order to keep the creative workflow as fluid as possible, the
interface design allows the user to create states or evolutions (sometimes composed of dozens of parameters) in a
matter of seconds. The user can do so by creating a temporal object, associating a set of parameters to it and creating
snapshots or interpolations of theirs states in a few clicks,
without having to type or manage any text-based content.
Evolutivity is then another important matter, as the user
must be able to precisely and thoroughly refine its scenarios, in particular by precisely designing automations of parameters. Temporal structure must also be refineable in order to accomodate with the evolutions of the scenario over
time, in particular if it interacts with human performers.
Clarity and intuitivity are key features in the overall design of the interface, and are kept in mind whenever implementing new features, in order to keep the whole user
interface consistant and its look-and-feel as clear and minimalist as possible.
3.1 General presentation

Figure 1. Overview of the i-score sequencer user interface.
7

available at https://github.com/i-score/i-score
8 http://qt-project.org/

As mentioned above, i-score controls other environments’
parameters. In order for the user to do so, the first step is
to declare such an environment, or device in i-score’s parlance, by clicking on the [+] button labeled “Add a device”
at the bottom of the inspector. A pop-up window will then
open, where network parameters of the device can be set
up, such as IP, port and protocol. The device, in Minuit, or
its descriptive file in OSC, will then be scanned, in order
to display its structure as a tree in the inspector.

Figure 2. The devices inspector
The example provided here uses the Jamoma 0.6 for Max
patcher described in [7], connected through the Minuit protocol 9 . The elements displayed in the inspector, notably
the selection of nodes and the values associated with them,
are contextual to the currently selected box. For instance
Figure 2 displays the actual content of the “Intro” box of
Figure 1. The lines highlighted in blue are those whose parameters are contained in the box’s events and/or automations. For instance, the start event of the box contains the
values 1. for the samplerateRatio parameter, and 12 for
the bitdepth parameter. Other parameter values under the
audio node are also contained in the start and end events (as
the checkbox indicates), but they are hidden by the folding
of the structure under this node. Parameter values can be
entered manually by typing them in the appropriate cells.
They can also be queried programmatically from the remote device, by selecting a set of nodes and pressing the
Start or End buttons on the top of the inspector. When
nodes with descendants are selected, the algorithm will recursively query all descendants for values, even when these
are hidden from the inspector view by folding them out.
When looking at Figure 1, we can notice that the “Intro”
box contains two breakpoint functions, reflected in the inspector by the checkboxes in the column between the start
and end values. These automations can be created by sev9 Minuit is a query system based on OSC. Actual connection between
i-score and Jamoma is achieved through an interface patcher available on
https://github.com/Minuit/minuit
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eral ways: When differing numerical values of a parameter
are assigned to the start and end events of a box, a linear
interpolation is automatically created in the interval, which
the user can disable by unchecking the automation checkbox. An automation can be created by checking this same
checkbox, even if no value is present in the box’s events:
these will then be automatically filled with the minimum
and maximum values of the parameter, displayed in the
rightmost column of the inspector. Finally, automations
can be recorded live by listening for a remote parameter.
This function is enabled during the edition by Command
(for Mac) or Control (for Linux) clicking on the checkbox. Then, during the execution, i-score will listen for the
changes in the selected value(s) and it will record them
as an automation. Once created, the automations can be
edited in the boxes, by choosing their parameter address
in the top-right menu. Points in the breakpoint functions
can be moved, added or deleted, and curve coefficients can
be edited by shift-clicking on the last point of a segment
and dragging up or down. Functions can also be free-hand
drawn in the box by holding the Command/Ctrl key.
3.3 Temporal arrangement of objects
The arrangement section is based on the timeline paradigm,
as in most media-editing softwares. Time is represented
from left to right on the horizontal axis. The vertical axis
has no predetermined meaning.
Temporal objects (also called boxes) can be placed on
the timeline, moved and resized. They contain a starting
event and an ending event, in which parameter states can
be stored. They can also contain temporal processes, such
as automations and sub-scenarios.
By default, when creating a box, it will be played at the
date which is represented on the timeline. It is then possible to create fixed-time scenarios by simply drawing boxes
on the timeline. Execution can be launched by pressing the
play button on the top and stopped by pressing the stop button that then replaces it, or alternatively toggled by repeatedly pressing the space bar. Execution can be started from
any date by clicking on the time ruler on the top and pressing play. In this case, all previous content of the scenario
will be compiled and dumped just before actually starting
the execution, in order to start from a similar state of the
system as if the scenario had been played normally from its
beginning. During execution, the global speed (or clockrate) of the scenario can be changed on the fly, by dragging
the slider on the top, or by sending a numerical value to its
associated OSC address.
It is also possible to detach the execution of a particular
box from the fixed flow of time, thus rendering it interactive, by adding trigger points at its beginning or end. This
is easily done by clicking on the small oval quarter on the
top corners of the box, which will create triangles representing the trigger points. At execution time, these trigger
points, and thus the execution of the associated boxes, can
be triggered manually by clicking onto them, or by hitting
the right arrow or one of the number keys. Available trigger points will be associated with number keys based on
their respective dates: the earlier one will be triggerable

with the 0 key, the next one with the 1 key, and so on.
Trigger points can also be triggered remotely by listening
to a remote or local address and/or evaluating expressions
based on values of remote or local parameters.
Relative positions of boxes can be organized in time and
maintained by temporal relations. This is useful for fixedtime scenarios (i.e. without trigger points) in order to maintain the temporal consistency of a scenario while moving
parts of it or when inserting new objects inbetween existing
ones. In the absence of trigger points, relations are considered rigid, and represent a constant duration, that can be
modified by the user during the edition by click-dragging
them horizontally. At execution time, these rigid relations’
durations will always be respected.
When the end of a relation is connected to an interactive
event (i.e. associated with a trigger point), it becomes flexible. This is represented by a discontinuous line. Even
if it is represented with a certain length on the timeline,
such a flexible relation has no predetermined duration, as
its end will be interactively triggered during the execution.
It is however possible to restrict this duration to a bound
interval. This is achieved by setting minimum and/or a
maximum bounds to the relation. The minimum bound is
always accessible for edition: it is placed by default at the
very beginning of the relation and can be moved by dragging it to the desired duration. During execution, this minimum bound will prevent the trigger point to be triggered
before the chosen duration. In order to make the maximum bound appear, the user needs to double-click on the
relation, and is then able to drag it to the desired duration.
At execution time, conversely to the minimum bound, if
the trigger point is not yet triggered when the maximum
duration is elapsed, it will then be automatically triggered.
Alternatively to the temporal relations, events can be linked
by logical relations. By pressing the alt key while creating
a relation, the user is able to create a conditionnal relation
between two or more events, which will also create a trigger point on each of the related events. At execution-time,
all expressions of the conditionnaly-related events will be
evaluated simultaneously. Those being true will be triggered, the others will be disposed of, as well as their successors, thus creating diverging branches in the scenario.
4. A SHAREABLE ENGINE
The i-score engine is based on two C++ libraries: Score 10
and Modular 11 , which respectively offer services for temporal organization and devices management.
4.1 Score
The Score library is organized in four main classes : TimeEvent, TimeCondition, TimeProcess and TimeContainer.
The TimeEvent class has an indicative date, a status (waiting, pending, happened, disposed) and can refer to states
to recall when it is actived. The TimeCondition class takes
care of i-score’s trigger points with an event table classified
by Expressions, which are evaluated in order to activate
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each event or dispose of them. The TimeProcess class defines an interface to compile the actions that are performed
on the start, during execution and at the end of any temporal content Currently, there are two TimeProcess plugins available: Interval and Automation. The development
of a mapper and a generator plug-ins is planned and it is
also possible to third-parties to create dedicated plug-ins
for media management. The TimeContainer class inherits
from TimeProcess. It defines an interface to add, delete and
manage actions on TimeEvents, TimeConditions and TimeProcesses list. For the time being, the only TimeContainer
plug-in is Scenario. The Scenario plug-in implements a
constraint manager to keep precedence relations consistant
between events during edition (based on the GeCode library) and compiles into a Petri net in order to check execution validity.
4.2 Modular
The Modular library helps to develop Model-View-Controler oriented applications, in order to represent their services as a tree structure and to expose them remotely. iscore uses this library to manage communication protocols
via a plug-in interface, which considers that any protocol
can be reduced to some basic operations like listen, get, set
or explore. For the time being two plug-in are available for
the OSC and Minuit protocols.
5. PERSPECTIVES AND FUTURE WORK
The use of i-score still raises many real-life problems and
the integration of the new Score library also introduces
some new ways of managing time.
First of all, i-score’s current interface is based on a duration management approach where each box has its own
start and end and where boxes have to be preceded or followed by relations. This workflow is problematic when a
user simply wants to edit a set of cue events and create
transition between them. With the use of Score it is now
possible to edit single events, while intervals and an automation are now seen as specific processes that can share
their events. This new architecture also allows to have several processes attached to the same start and end events.
Since Scenario is also a process, the hierachy feature is
now fully functionnal.
To accomodate with these various changes, a team of
developers is currently developing a new version of the
graphical interface from scratch, called i-score 0.3. This
new interface will introduce several graphical conveniences,
allow to navigate between hierarchical levels and to vertically pile different processes of the same box as storeys, in
order to help editing them in parallel. A track system will
also be created to split the timeline and explorer interfaces
vertically in order to break down large sets of parameters
into smaller parts, thus increasing readability.
Finally, as the Score library can now be compiled for the
linux environnement, it will be possible to embed it into
units like the BeagleBoard or Raspberry Pi. This leverages
possibilities for the edition of distributed scenarios inside
the same i-score interface and for the synchronization of

their execution. This also allows the development of distributed setups of many media players, which can be useful
for many applications in the museographic domain.
6. CONCLUSIONS
The development of the i-score sequencer has emerged from
joint concerns and long-term collaborations between artists
and researchers. The application has been used in a professional production context, and now requires to increase
its user base in order to accomodate with more use cases
and situations. Feedback and comments from the workshop participants will then be a valuable input for future
development and research around this project.
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la création numérique,” in Actes des 14 d’Informatique
Musicale, Grenoble, 2009.
[6] T. De La Hogue, J. Rabin, and L. Garnier, “Jamoma
Modular: une librairie C++ dediee au developpement
d’applications modulaires pour la creation,” in Proc.
of the 17es Journées d’Informatique Musicale, SaintEtienne, France, 2011.
[7] T. Lossius, T. de la Hogue, P. Baltazar, T. Place,
N. Wolek, and J. Rabin, “Model-view-controller separation in max and jamoma,” in Submitted to the joint
ICMC/SMC conference, Athens, Greece,, 2014.

- 1817 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

C.2 Studio Reports

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

Sound and Music Computing at Aalborg University in Copenhagen
Stefania Serafin, Sofia Dahl, Amalia de Götzen, Cumhur Erkut, Dan Overholt, Hendrik Purwins and Bob Sturm
Aalborg University Copenhagen
sts@create.aau.dk

ABSTRACT
In this studio report we present the research and teaching activities of the Sound and Music Computing Group at
Aalborg University Copenhagen. A new Master education
in Sound and Music Computing which starts on September
2014 is introduced.
1. INTRODUCTION
Aalborg University Copenhagen has recently expanded the
research and teaching activities in the field of Sound and
Music Computing. Seven full time faculty members are
now hired in different areas of Sound and Music Computing, and a new Master education is starting on September
2014. In this studio report, we first describe the research
activities of the different faculty members. We then introduce the laboratories available, and we present the aims of
the new master education.
2. MUSIC INFORMATION RETRIEVAL
Funded by a 2-year grant from the national Danish Research Fund, associate professor Bob L. Sturm has closely
surveyed most of the literature regarding music genre recognition, and much about music emotion recognition and autotagging, to determine how such systems have been evaluated . For instance, we examined the 100 best classification accuracies for music genre recognition systems in the
standard dataset GTZAN [1, 2]. It turns out that all these
results, however, say nothing about which system is better
than any other, and which, if any, is even addressing the
problem of music genre recognition [3]. In short, the standard, systematic and rigorous approaches used in evaluation in music information retrieval (MIR) research for the
past 20 years appear to not be scientific approaches to evaluation [4, 5, 2, 3]. Sturm has demonstrated that there are
ways to evaluate MIR systems that are valid with respect to
answering whether they are actually addressing the problems for which they are designed [6, 3, 7]. As a result,
many new directions have emerged that can help complete
the evaluation cycle that is missing in MIR research [8].
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Hendrik Purwins works on statistical time series analysis starting with a (multi-dimensional) time-series as input,
subject to: 1. preprocessing (filtering or transformation
into the frequency or wavelet domain, or a domain spanned
by learnt atomic functions), 2. probabilistic description of
the time series, 4. statistical methods for recognition, visualization, and predictions of signatures in the time series, and 5. model evaluation. Currently he applies these
methods to the comparison of theory/practice of intonation
in Byzantine chant [9], decoding auditory attention to single voices in polyphonic music using EEG [10], automatic
phrase continuation from drum loops, harmonic sequences
and bass-guitar melodies [11], and sound texture resynthesis.
3. SONIC INTERACTION DESIGN
Sonic interaction design is an emerging field which was
recently defined thanks to a successful COST action, as
the study and exploitation of sound as one of the principal channels conveying information, meaning, and aesthetic/emotional qualities in interactive contexts. This field
lies at the intersection of interaction design and sound and
music computing [12]. At Aalborg University Copenhagen
we examine sonic interaction from different angles, as shown
in the following.
3.1 Sonic interactions for multimodal environments
Since we live in a multi sensorial world, sonic interactions become more meaningful when combined with simulations of other modalities. It is well known that sound
can indeed complement, enhance or even substitute other
senses.
Stefania Serafin’s research explores sonic interactions when
combined with other senses such as haptic and visual feedback. This includes the physics based simulation of multimodal interactions together with evaluation of the user
experience.
Recent applications have been focused on the field of virtual reality, where the focus on auditory feedback has been
rather limited when compared, for example, to the focus
placed on visual feedback or even on haptic feedback .
Other applications have been in the field of cultural heritage, in order to use sonic interaction technologies to reconstruct and preserve musical instruments. In particular, thanks to a project supported by the Culture 2000 EU
framework, we reconstructed and exhibited the devices and
the music of the Rai Studio di Fonologia Musicale in Milan see article in [13]. In a recently funded project by the
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Danish Sound Technology Network in collaboration with
Volvo User Experience Lab and the Copenhagen Institute
for Interaction Design, the possibilities to provide auditory
and haptic feedback in cars is investigated, in order to reduce the high visual load provided to drivers.
An issue with physics based models and new interfaces
for musical expression is the fact that most interfaces and
software tools are built and used only by the instrument
maker. In order to cope with this limitation, we are collaborating with Imogen Heap’s team in order to combine the
Gloves with our physics based musical instruments built as
externals to the Max6 platform [14].
3.2 Music performance and sonic interaction design
The research of Amalia de Götzen encompasses two main
areas: music performance and sonic interaction design. In
the area of music performance her focus is on the perception of sound movement expressiveness [15]. Music and
Emotion have been widely studied with reference to many
musical aspects: tempo, timbre, melody, harmony, agogic
etc. but in contemporary music also sound movement in
space is used as an expressive musical parameter. This
investigation ranges from listner perception to movement
characteristics that impact expressiveness.
Her focus research area on interaction spans from sonic
interaction of objects to foley representations of real world
sounds [16, 17]. Both topics are related to expressiveness
as well from two different perspectives: the coupling between the expressive gesture that produce a sound with the
use of physical models to synthesize it and the analysis of
foley sounds in order to produce expressive surrogates of
everyday sounds.
3.3 Mobile sonic interaction design
As contemporary smartphones and tablets become ubiquitous, their nature changes from mere function to a tool
for self- expression, creativity, or play. Mobile application development embraces this change, as evidenced by
the popularity and profits of sound and music applications
and games in various application stores. These application domains are attractive in education, especially in computer science, media technology, and interaction design.
The main question is how to systematically integrate the
rapidly evolving knowledge, know-how, tools, and techniques of mobile (audio) programming and mobile interaction design into university curricula. Accounts of our
development and teaching experience are provided in [18],
and applications are reported, e.g., in [19, 20]. This experience has been put into practice as the Mobile Lab of Sonic
Interaction (MOLSI) (see below), run by Cumhur Erkut,
who has joined AAU CPH in summer 2013.
During his previous work in Finland, Dr. Erkut has focused on mobile SMC in research, teaching and supervision. Among the applications developed, AudioReitit
was an exercise in mobile sonic interaction for control and
awareness of time. The iOS application facilitated open
APIs (Helsinki Regional Transport and Google Weather)
together with GPS and minimal GUI input, and used auditory display to provide information. The application has

received two awards (Second prize in the category of ”Innovative Interfaces” by Helsinki Regional Traffic (HSL) in
2011 and a special prize from the Helsinki City Data Center in December 2012).
Based on this experience, we note that both the public
and the private sector strategically consider mobile applications as additional touch points besides the physical front
and back offices. To help user involvement and participation in value creation, they also provide open data and
APIs. In Denmark, for instance, there is a dedicated portal enlisting such APIs (http://digitaliser.dk). We therefore
plan to harness this data and APIs for designing novel services and applications, equipped with advanced auditory
displays in collaboration both with product sound design
and service design.
4. NEW INTERFACES FOR MUSICAL
EXPRESSION
Music, at its core, is a cultural phenomenon. In this context, Dan Overholts research explores both practical and
theoretical aspects at the forefront of todays music interface technologies, facilitating expressive and collaborative
musical activities. Just as language is a tool created by
humans which in turn shapes and informs our thinking and
actions, music is shaped by the tools and methods we use to
produce it. In the Augmented Performance Lab, advanced
explorations of musical expressivity are pursued through
the creation of new instruments, interfaces and techniques.
One of Overholts recent projects centered on intercultural investigations, using technology to augment genremixing in musical performance. The international project
was funded by the Danish Council for Research and Innovation, and involved partner researchers at U.C. Berkeleys
Center for New Music and Audio Technologies (CNMAT).
The project looked at how new musical instruments can be
used in culturally collaborative music practices, examining
the influence of music technology on different music styles
under a microscope, and extending the ways in which interactive systems can affect human musical collaborations
between cultures. The first scientific focus of the project
was to improve existing methods and theories for creating
such musical interfaces. The second focus was to explore
the use of these in the development of new hybrid acousticelectronic music instruments, in order to encourage intercultural collaborations [21]. The research enhances crosscultural collaborative music-making by employing computer technology within interactive performance interfaces
and environments.
Overholts other funded research projects include Hybrid
Instruments [22], culturally inclusive physical therapy for
the disabled using music and gaming as motivational tools
[23], and Culturally Enhanced Augmented Realities (CultAR), an EU-funded (STREP FP7) project with partners
in Finland, Austria,and Italy. The main objective of CultAR is to develop an integrated mobile full mixed reality
platform combining markerless augmented reality, mobile
3D maps, tactile interfaces and directional audio for advanced context-aware personalized and digital cultural experience in urban environments. With CultAR, the goal is
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to build a hybrid space of ones urban surroundings and the
related cultural information space, and strengthen the connection in a truly ubiquitous and personal manner. Overholts current research within CultAR is focused on crossmodal human perceptual sensitivity to audio / haptic spatialisation using bone conduction. This includes an eightchannel headband with bone conduction transducers capable of producing stimuli within both the haptic (sub-audio)
and full-range audio frequencies, and techniques such as
sensory substitution within augmented-reality soundscapes.
5. EMBODIED MUSIC COGNITION
Body movement is an essential part of most music performance. Not only do instrumentalists spend years in refining their playing movements in order to control minute details of the sound production, but their overall body movements are also conveying important information to the audience (c.f. [24, 25]). Furthermore, there is also converging evidence that our own body movements affect how we
perceive music. For instance, our perception and preference of rhythm and tempo is linked to our bodies and how
they move [26, 27].
Sofia Dahl’s research investigates all these aspects of embodied music cognition and spans disciplines such as musicology, psychology, neuroscience, music performance,
and music acoustics. A special focus of Dahl’s research is
rhythmic movements and their link to our perception and
control of timing and tempo [28, 29]. Current research
questions include how full body movements help musicians to control sound and timing during playing; how we
perceive temporal changes; and when and how we experience music to have qualities that encourages us to move.
6. LABORATORIES
6.1 Multisensory experience lab
In the Multi-Sensory Experience Lab we research the integration of different senses by combining technology, computer simulations and user experience evaluation. The lab
consists of three main spaces. The larger space is used
for multimodal (audio-visual-haptic) simulations, and contains a motion capture system (16 cameras motion Optitrack system by NaturalPoint), a nVisor SX head mounted
display and Oculus head mounted display, a 24 channels
surround sound system (Dynaudio BM5A), and several devices for haptic feedback. In addition, the lab contains an
anechoic chamber and a 64 speakers wavefield synthesis
system.
6.2 Augmented cognition lab
The Augmented Cognition Lab is dedicated to the study of
perception, cognition, affective states and aesthetic experience in digital and multimodal media and cognitive technologies. In particular involving complex stimuli and interactive displays. The lab counts with state of the art equipment for measuring brain activity (electroencephalography
EEG) and several psychophysiological measurements devices and methods such as muscle activity (EMG), eye-

tracking devices, heart and pulse rate measurements, computer vision and thermal imaging technology for recognition of affective states.
6.3 Mobile Lab of Sonic Interaction
The Mobile Lab of Sonic Interaction (MOLSI) is a capsule
laboratory for the design and development of mobile applications. The apps that promote interaction with or through
sound are the focus area of MOLSI. The MOLSI facilities include popular development tools for iOS (ObjectiveC), Android (Java), and cross-platform (C sharp with Xamarin), development certificates for on-device evaluation,
creative coding platforms such as OpenFrameworks or Processing, sensors (Leap Motion, Kinect), and a capsule multichannel audio setup with Genelec 6010A and 5040A speakers.
6.4 Augmented performance lab
The Augmented Performance Lab (APL) is a performance
space that contains 3D audio, depth cameras to record and
process real-time musical performance either carried out
on augmented instruments or new interfaces, including mobile devices. In a second room there is a control space
that streams the performance data, analyzes it in real-time
and simultaneously records both the control data and multichannel audio.
7. THE SMC EDUCATION
From September 1st, 2014, Aalborg University in Copenhagen will offer a Master of Science in Sound and Music
Computing. The Master of Science is a 2-year, researchbased, full-time study programme, set to 120 ECTS credits. Its mission is to train the next generation of professionals to push forward the sound and music technologies
of the new information society. By combining practical
and theoretical approaches in topics such as computational
modeling, audio engineering, perception, cognition, and
interactive systems, the programme gives the scientific and
technological background needed to start a research or professional career. This program trains students on the technologies for the analysis, description, synthesis, transformation and production of sound and music, and on the
technologies and processes that support sound and music
creation.
8. CONCLUSIONS
In this studio report we have presented the research and education activities which take place in the Sound and Music
Computing group at Aalborg University in Copenhagen.
More information can be found here:
http://media.aau.dk/smc
9. REFERENCES
[1] G. Tzanetakis and P. Cook, “Musical genre classification of audio signals,” IEEE Trans. Speech Audio Process., vol. 10, no. 5, pp. 293–302, July 2002.

- 1820 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

[2] B. L. Sturm, “The GTZAN dataset: Its contents, its
faults, their effects on evaluation, and its future use,”
http://arxiv.org/abs/1306.1461, 2013.
[3] ——, “The state of the art ten years after a state of the
art: Future research in music information retrieval,” J.
New Music Research (in press), 2014.
[4] ——, “A survey of evaluation in music genre recognition,” in Proc. Adaptive Multimedia Retrieval, Oct.
2012.
[5] ——, “Classification accuracy is not enough: On the
evaluation of music genre recognition systems,” J. Intell. Info. Systems, vol. 41, no. 3, pp. 371–406, 2013.
[6] ——, “A simple method to determine if a music information retrieval system is a “horse”,” (submitted),
2014.
[7] F. Gouyon, B. L. Sturm, J. L. Oliveira, N. Hespanhol,
and T. Langlois, “On evaluation in music autotagging
research,” (submitted), 2013.
[8] J. Urbano, M. Schedl, and X. Serra, “Evaluation in
music information retrieval,” J. Intell. Info. Systems,
vol. 41, no. 3, pp. 345–369, Dec. 2013.
[9] M. Panteli and H. Purwins, “A quantitative comparison of chrysanthine theory and performance practice of
scale tuning, steps, and prominence of the octoechos
in byzantine chant,” Journal of New Music Research,
vol. 42, no. 3, pp. 205–221, 2013.
[10] M. S. Treder, H. Purwins, D. Miklody, I. Sturm, and
B. Blankertz, “Decoding auditory attention to instruments in polyphonic music using single-trial eeg classification,” Journal of neural engineering, vol. 11, no. 2,
p. 026009, 2014.
[11] S. Cherla, H. Purwins, and M. Marchini, “Automatic phrase continuation from guitar and bass guitar
melodies,” Computer Music Journal, vol. 37, no. 3, pp.
68–81, 2013.
[12] K. Franinovic and S. Serafin, Sonic Interaction Design.
Mit Press, 2013.
[13] M. M. Novati and J. Dack, The Studio Di Fonologia: a
musical journey 1954-1983, update 2008-2012. Ricordi, 2012.
[14] S. S. et al., “Controlling physically based virtual musical instruments using the gloves,” in Proc. New Interfaces for Musical Expression, 2014, June 2014.
[15] A. de Götzen, E. Sikstrm, D. Korsgaard, S. Serafin, and
F. Grani, The grouping of sound movements as expressive gestures. Springer, 2013.
[16] S. Delle Monache, D. Rocchesso, J. Qi, L. Buechley,
and A. de Götzen, Paper mechanisms for sonic interaction. Association for Computing Machinery, 2012,
pp. 61–68.

[17] A. de Götzen, E. Sikstrm, F. Grani, and S. Serafin,
Real, foley or synthetic? An evaluation of everyday
walking sounds. Logos Verlag Berlin, 2013, pp. 487–
492.
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ABSTRACT
The Centre Iannis Xenakis is a continuation of Les Ateliers UPIC, the association founded in 1985 by Iannis
Xenakis and Maurice Fleuret, to promote the machine for
composing music by drawing, invented by Iannis Xenakis
in 1977, called UPIC (Unité Polyagogique Informatique
du CEMAMu). Since December 2010, the University of
Rouen (France) welcomes the Centre Iannis Xenakis
(CIX) on its premises. Under the auspices of the GRHIS
(History Research Lab), the CIX has placed its archives
on the shelves of the University’s Library and connected
its UPIC machines on the premises of the Maison de
l’Université (MDU, Scientific Culture pole).
In addition to the conservation work, digitizing, cataloging and the valorization of 40 linear meters of its archives, the CIX is home to the latest version of the UPIC
(2001) and continues to develop its software version (the
UPIX).

1. INTRODUCTION
After mentioning some historical milestones around the
Iannis Xenakis’s UPIC, the librarianship specificities of
Centre Iannis Xenakis’s archives will be discussed (heterogeneous supports, problems around digitizing no
longer current media, standardized description of metadata, publication of archives on the web through Omeka).
Finally, the promotional activities around the archives
and the UPIC since the CIX’s installation at the Université de Rouen will be highlighted (organization of conferences and electroacoustic concerts, pedagogical activities,
UPIC workshops, the creation of a new itinerant exhibition, some recent archive-based research, and an overview of new developments of UPIC’s software version
will be discussed.

KANACH Sharon
Centre Iannis Xenakis (CIX)
sharon.kanach@centre-iannisxenakis.org

2. HISTORICAL MILESTONES AROUND
THE UPIC
“Music, and the arts in general, are the supreme way of
exercising human creativity, and must start as soon as
possible and continue until the end of one’s life.” [1]
This phrase, taken from an interview by Iannis Xenakis,
stresses the importance Xenakis gives, as early as 1970,
to rethink teaching, adapting it to new ways of composing
and thinking about music. However, this wish will only
be possible by designing a tool capable of overcoming
cultural barriers related to traditional ways of learning
music. In addition to allowing the greatest number of
people access to music composition, this tool would be
able to integrate music deeply into social activity [1].
This is one reason why Iannis Xenakis had, since the
1950s, the intuition to develop a machine allowing him to
break free from the constraints of traditional western
music notation, while simplifying the exploration of innovative compositional processes. Comprising, in its first
version, a large graphic table, a magnetic pen, and an
interface for calculating sound signals, the UPIC allows
the composer to visually design and draw all the elements
of her/his work, from the micro to the macro form, by
combining in a single machine both formal design and
sound synthesis. From the creation of the UPIC prototype, Iannis Xenakis perceived multiple pedagogic possibilities for this tool. With the UPIC it become possible to
develop a new pedagogical approach to musical composition not focusing on tedious learning, but on empirical
notions based on pure experimentation [2]. The first fully
functional UPIC station was born in the CEMAMu (Centre d’Études de Mathématique et Automatique Musicales)
which developed its design from 1968 until 2001: this
research led to different versions of the UPIC (UPIC A in
1977, UPIC B in 1983, UPIC C in 1987, etc.) to produce
a PC version in 1991 and a software version in 2001.
In 1985, the French Ministry of Culture, under the auspices of Maurice Fleuret, decided to create, with Iannis
Xenakis, Les Ateliers UPIC. Working in conjunction
with the CEMAMu, this organization’s mission was to

- 1822 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

ensure (under the management of Alain Després, appointed artistic director) the promotion of, the initiation
to, and presentation of the UPIC to a wide audience.
François-Bernard Mâche (composer and longtime friend
of Xenakis) was appointed president of the association. In
1987, Iannis Xenakis requested the Ateliers UPIC to
develop, in parallel to their promotional activities, creation studio (for the production of new works) and a pedagogic cursus: two studios of composition were held in
April 1987 at Le Parc de la Villette, in Paris. Concerning
1987 alone, the Centre Iannis Xenakis’s archives reveal
that Les Ateliers UPIC welcomed composers with aesthetic backgrounds as diverse as Pierre Bernard,
François-Bernard Mâche, James Harley, Peter Nelson,
Julio Estrada, Jean-Claude Eloy and Alain Lithaud. In the
1990s, the UPIC system fascinated a new generation of
composers such as Brigitte Robindoré, Takehito Shimazu, Nicola Cisternino, Gerard Pape, Jean-Claude Risset,
Daniel Teruggi and others. At that time, the real-time
version was fully usable, the computer screen and mouse
gradually replaced the drawing table and the electromagnetic pen, and the UPIC was adapted in 1991 to the Windows system.
In 2000, at the initiative of Gerard Pape, the last director
to date, Les Ateliers UPIC were renamed the Centre de
Composition Musicale Iannis Xenakis (CCMIX). Indeed,
the association had expanded its mission to teaching and
composition in a broader sense: by developing a program
of music research (allying science, mathematics and electroacoustics), an activity of music composition, and several courses where the UPIC was no longer the solefocal
point. By engaging the CCMIX in this direction, Gerard
Pape revealed that besides interest and curiosity aroused
by the discovery of the machine, the UPIC, and tools
associated with it were possible vectors, among other
media for music composition. For Gerard Pape, the UPIC
is a driving force for individual creativity, unable to suggest a sum of standardized proposals, but which, by its
flexibility, fully reveals the creative potential of its user
[3].

archives were deposited in April 2011 in the Library of
the Université de Rouen.
Currently, the archive has three main legs: in addition to
the archives of the center itself, a few boxes of correspondence, press and program notes (belonging to Sharon
Kanach’s digitized personal archives which actively continues to grow) form a second bequest. The artist Bruno
Rastoin also gave the CIX many of his personal xenakian
archives, including images he photographed during the
installation of Diatope at Beaubourg in 1978 and in Bonn
in 1979. As the knowledge and reputation of the CIX
archives grow, so do its bequests. Recently, to cite one
example, sound engineer Dick Lucas has donated rare
iconographic documents from his personal archives regarding the reconstruction of the Philips Pavilion in
Eindhoven in 1984.
After the initial pre-inventory step (2012: filing of the
collections under appropriate conservation conditions in
standard boxes protecting documents from light and
dust), the CIX, under the aegis of GRHIS (History Research Lab at the Université de Rouen) has obtained the
support of the French Ministry of Culture and Communication as part of the national digitization program.
3.1 The paper Archives
With eleven linear meters, representing around 60,000
pages, paper archives constitute one third of the collection. It is possible to make a typology:
- The paper archives (6 linear meters), which are grouped
under generic names: letters, emails, courses notes, research notes, drafts, etc.
- Hardware and software documentation (2 linear meters).
- Newspaper articles (1 linear meter).
- Program notes (about 1 linear meter).
- And finally, the digital archive of Sharon Kanach’s
bequest that currently represents approximately 1 meter.
3.2 Sheet music and printed material

In 2007, in response to an audit by the French Ministry of
Culture, the CCMIX’s former team was replaced by a
new team (the CIX) whose mission became be to "redefine the goals of the association, focusing on the preservation, promotion and dissemination of the intellectual
legacy of Iannis Xenakis’s work."

3. THE ARCHIVES OF CENTRE IANNIS
XENAKIS
Considering the incredible vitality of the center for music
composition for twenty-five years (around 130 composers
have worked in connection with the association), it is
logical that the documentary sources of its archives are
exceptionally rich and varied. The 40 linear meters of

The center has 450 scores/sheet music, most of which are
unpublished. At the current state of research, we can
surmise that most of these come from calls for candidates
for courses in music composition, organized by the center. Only some of them, especially the graphic scores and
scores of composers in residence, were written specifically at the center.
As for printed documents, it is often academic work,
whose subjects focus on the center’s research activities or
on the UPIC system: of particular note is the presence of
the Julio Estrada’s doctoral thesis in musicology.
3.3 Multimedia material
Multimedia supports (3500 items) account for 55% of the
archives. Although this collection is heterogeneous, audio
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documents constitute the majority. If we do not take into
account the vinyl records, cassettes and published compact discs (which certainly represented the music library
of the Centre), other sources (such as digital audio tape
(DAT), tapes and engraved cds) are mainly unpublished
documents. This is a unique collection of recordings
which includes concerts, sound banks used by electroacoustic composers, and probably completed unpublished
works. As we pursue cataloging, indexing and digitizing
these documents, we will learn more.
Iconographic sources also play an important role: photographs, for example, often reveal a documentary attractiveness as portraits of composers in action, or a few
shots of concerts.
Although video sources are not very numerous, they are
nevertheless very relevant: they may include documentaries for internal or promotional use, as well as unprecedented film captures of concerts.
Finally, the archives contain many out-dated media,
whose reading and digitizing are not possible today without compatible machines: how to extract and save in a
sustainable manner the data on these old media carriers,
such as floppy disks, Syquest cartridges, QIC cartridges
or other data cartridges even older?
3.4 Digitization of archives for preservation
Thanks to the national digitization program of the French
Ministry of Culture, the CIX has begun digitizing its
collections for preservation. Currently most of the multimedia sources are digitized (except for old unreadable
media carriers), but much of the paper records is not. 534
burned compact discs and 80 ¼ inch magnetic tapes were
digitized first, due to their fragility. Oversized papers
(scores, posters) have been entrusted to the digitizing
company Arkhênum while DAT and photographs from
Rastoin’s legs were entrusted to Hammersnail (Daniel
Teige’s company). In addition, Sharon Kanach’s bequest
was fully digitized by the Cyrille Delhaye and Julie
Graine (as part of an internship at the GRHIS).
3.5 Valorization activities: digitized archives online
In addition to the permanent conservation of documents,
the national digitization program aims to digitize, index
and disseminate the archives of its recipients, including
the CIX, via the internet. For this purpose a partnership
was established with the Portail de la Musique Contemporaine to promote the data and metadata from our digital
collections. Other international partnerships are already
planned. The digitization and online resources will facilitate the dissemination of works created and archived at
the CIX, as well as the creative processes associated with
them, to a wide public. All such data will be available
under conditions protecting the intellectual property of
their authors and assignees, according to the agreements
negotiated by the Portal’s collective rights management
agreements (broadcasting compressed image formats,

extracts limitations, streaming compressed format for
audio and video, etc.). However, such endeavors give rise
to pertinent questions of library science that are governed
by a certain number of constraints:
- These archives are very heterogeneous, making their
description difficult. The cataloging software used must
natively integrate some flexibility in the capture of
metadata. For example, such a tool should support the
notion of “forged title” because many documents bear no
intelligible titles. Hundreds of burned compact discs and
dozens of magnetic tapes on which only the composer
name appears, are a prime example.
- The contemporary music Portal proposes to “harvest”
our metadata for incorporation into its own database and
thereby mutually increase visibility on the web. However,
this Portal harvests metadata from its partners in a revised
MODS format (MODS is changed by gateway administrators) through OAI-PMH (Open Archives Initiative
Protocol Metadata Harversting). The MODS format
(Metadata Object Description Standard) is a set of normalized metadata developed by the Library of Congress.
This set of metadata enables the capabilities of the Dublin
Core format to be extended by describing each item more
precisely (by adding xml containers such subtitle, place
of registration, date of creation, etc.). Subsequently, these
constraints led the CIX to turn towards the digital library
platform Omeka. It is freeware under the GPL, developed
by Roy Roszenweig for History and New Media. This
platform is part of the movement of digital humanities
and is used, for example, by the Library of Congress and
by the Europeana gateway.
The main characteristic of Omeka is to be easy to handle.
Its principle is simple: the CMS manages "items" that can
be attached to a collection. Each item that can be compared to a catalog record is described natively in Dublin
Core and is connected to one or more digitized documents. Finer technical data can be added in sets of
metadata that are not harvestable. A system of tagging
indexes the items and allows for flexible navigation between collections. Omeka allows (via a plugin) to disseminate the metadata via OIA-PMH protocol after conversion of metadata in MODS.
In addition, Omeka is a user-friendly interface and offers
many services to researchers. In addition to enabling one
to watch digitized archival documents online, the user
can, for example, design her/his own path of research,
backing it up on her/his account, and exporting this tracking as a poster. Other features of this platform including
be able to set values for items through the creation of
virtual exhibitions, opportunities to leave comments or
even, curation by registered users (crowdsourcing).
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The second part of the project initiated at the University
of Rouen by the CIX recognizes the prestigious past of
Les Ateliers UPIC/CCMIX: to restore and promote the
technical heritage of this center for music composition
and research. Thanks to the intervention of Rodolphe
Bourotte (composer and founding member of the CIX) all
the studio audio equipment has been inventoried and
maintained. This step has allowed us to reconstruct a
complete studio for composing electroacoustic music,
currently housed at the Maison de l’Université (Scientific
culture pole).
According to tests conducted by Rodolphe Bourotte, two
UPIC units of the four recovered are functional. Recently
Sharon Kanach (Vice-President of CIX) has tracked
down a UPIC A at the University of Strasbourg, purchased by the Primus Center when François-Bernard
Mâche created that there in the late 1980s. The next
phase of the project is to restore the large graphic tables
of the first version of the UPIC.
Another original UPIC has recently been discovered in
Athens at the Ksyme Center (originally founded by Iannis
Xenakis in 1979) and we look forward to future collaborations with our “Greek cousins”!
Moreover, UPIX, the software for music composition
through drawing (whose basic functions and ergonomics
are based on those of the original UPIC) has also enjoyed
a brilliant career, both as a tool for artistic creation and as
a pedagogic tool. Seeing the potential this concept still
has in the XXIst century, both in terms of audience development and in terms of facilitating access to unprecedented creative modes to all sorts of publics, the CIX
decided to resume its development. Subsequent to being
updated in 2013-14 (for the first time since the composer’s death in 2001) this software is now cross-platform. It
is now possible to further its development and incorporate both new functions anticipated by Xenakis himself as
well as integrate others, now available and desirable,
taking advantage of the most recent evolutions in computer science (3D, physical modeling, interacting particle
systems, etc.). These ameliorations are henceforth the
essential goals of our research.
The UPIX project’s guidelines
From the start, engaging in such a project raised the question of what innovations are necessary and possible to
add. Our first step was to gather and take these into consideration. Some such elements that came to us spontaneously were managing probabilistic events as well as Xenakis’s “sieve theory”. With the UPIC, everything was
based on drawing, so it became pertinent to find a way to
graphically express these new types of events and treatments. A previous attempt at creating probabilistic drawing for generating sound was realized with MAX/MSP1.
This draft project provided us with an idea of how UPIX
could be transformed to become a system able to generate
clouds of probabilistic grains, providing adequate draw1

ProbaPainter, 2011, http://rodolphebourotte. blogspot.fr/2011/08/ proba-painter-demo.html

ing tools. In addition, a new implementation of GENDYN is envisaged, which could apply these same principles to waveforms.
Preliminary discussions therefore were of a hybrid character, involving both the existing features of UPIX 2001
and the new ones CIX wanted to further develop. The
goal always remains the same: at all costs, maintain the
evolutionary aspect of the software and avoid blocking its
future development by limiting the scope to the simple
reproduction of its 2001 functions.
We also had to consider the team’s workload capacity
over an academic year and therefore had to establish
priorities. The choices made correspond to the research of
sound composition software through drawing initiated in
2010 by Rodolphe Bourotte in 20102. It is not and should
not be a question of starting from scratch from the
UPIC’s basic concept, indeed considered robust unto
itself, but rather to reconstruct a dynamic, evolving tool
based on it.
The first phase’s development team included seven students from the Université de Rouen in software engineering, overseen by their professor3. The approach the department takes is to create a simulation of a corporate
client. Accordingly, Rodolphe Bourotte, who supervises
this project for the CIX was considered their “client”. The
project was defined over four phases: from the Definition
of Technical Specifications, to creating the Basic Elements of the graphic interface, to developing the UPICspecific characteristics, to the Final Delivery (although
certain functions had to be postponed until the 2014-15
session due to time constraints). All in all, the result is
highly satisfactory, providing a solid software architecture, well documented, which will enable us to move
forward smoothly in the future.
Other research underway
Mentioned earlier, internal video documentaries made by
Les Ateliers UPIC and/or the CCMIX were the starting
point for a new research project by Sharon Kanach,
where unpublished and unprecedented filmed testimony
by Xenakis himself was discovered in our archives. This
ongoing project has already yielded an astounding number of films directly involving Xenakis, found through
various other archives and sources as well. To date, some
139 films can be linked to the composer, a number that
approaches the same as his catalogue of compositions as
well as the same number of articles he penned. A whole
new side of Xenakis is being unveiled, thanks to the impetus of these hidden gems surfacing through our inventory process…
In 2012, the CIX was invited by the ZKM to mount an
exhibition around the UPIC for the vast Sound Art Exhibit the Karslruhe institution hosted on its premises. “Iannis
2

See Reference 4.
UPIX 2014 version 1.0, by the team Master 1 GIL
2013-2014 à l'Université de Rouen: Maxime Angot;
Thomas Grenier; Virginie Le Balch; Quentin Lefebvre;
Margot Racine; Marcellin Rwego; Ayoub Saadi; and
their professor Stéphane Hérauville.

3
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Xenakis and the UPIC” was curated by Cyrille Delhaye,
Rodolphe Bourotte, and Daniel Teige. From that, and due
to third party demand, it was decided to create from the
original content exhibited there a traveling exhibition
(one in English, the other in French), under the same title.
This was made possible thanks to a grant from the GRR
(Grand Reseau de Recherche) – Université de Rouen.
This exhibition is comprised and composed mainly of
elements (information and iconography) discovered in the
Archives of the CIX and includes:
1 title panel; 1 bio panel on Xenakis; 1 timeline (7 interactive panels including QR codes for "smartphones) tracing, on the one hand the history of electroacoustic music
and on the other hand, Xenakis's activities engaging the
same; 1 panel representing Xenakis's 10 original sketches
of Mycènes Alpha plus 1 panel of the "definitive score";
4 panels on the history of the UPIC; 1 list of composers
who have worked on the UPIC (circa 150 names); 1 listening station showing a film on the UPIC followed by a
performance with "score" of Mycènes Alpha;
1 other listening station with the film by Chris Marker on
Xenakis and the UPIC [“The Owl's Legacy” (1989)]

In addition to such research activities and the organization of international conferences and workshops/concerts
(see the list below), the CIX has organized, since 2009, a
revival of workshops around the UPIC under the responsibility of Rodolphe Bourotte. This software, now considered “classic,” can it still be considered a "multiplier
of imagination"? Is it still a unique pedagogical tool?
Many questions which these new workshops attempt to
answer [4].
To date, the following workshops/events have been organized:
- A UPIC workshop in April 2011 at the Southbank Centre in London during the Ether Festival.
- At the University of Rouen, with local students,on several occasions from 2010.
- At the Zentrum für Kunst und Medientechnologie
(ZKM) in Karlsruhe (Germany) during the Xenakis Symposium (July 2012), and with two school classes since.
- At the Conservatory of music in Le Havre and with
students of the College of Fine Arts in Le Havre
(ESADHAR) in April 2013.
For these workshops the UPIX 2001 software version
was used, as well as the hardware version, whenever
possible. Workshop participants have quite varied profiles, often music students or already experts in electroacoustic techniques, but also children and novices, varying
from nine to sixty-five years old. These workshops provide a fertile ground for future developments of the tool,
with respect to Xenakis’s first ambitions for the tool. As
in the 1980s, workshops generate a strong interest. Participants discover something they previously did not know,
which tends to show that the idea of drawing sound is
neither widespread nor natural yet, even today. It also
proves that the use of the UPIC can be further extended.
For instance, Andreas Köhler, who teaches music tech-

nology at ZKM, has integrated the UPIC in that Center’s
pedagogic activities. He particularly relates the rigor
required for the user to practice the software to enhance
this experience. This is echoed in the words of Peter
Nelson, a longtime collaborator of Xenakis, who participated in early UPIC pedagogic activities:
"Here, no ‘virtual orchestra’, imagination must harness
the potential of the system, whose strength is direct access to the smallest sound details, extreme simplicity of
the means and speed of work. In my experience, people
find it rather refreshing than daunting.” [5].

5. LIST OF CIX’S RECENT ACTIVITIES
(When places are not mentioned, listed events were held
at the Université de Rouen)
- December 15, 2010: International Symposium: “The
polytopes Xenakis,” in collaboration with ENSA Normandy.
- May-June 2011: pre-inventory and storage of CIX’s
archives.
- 24-25 June 2011: Cyrille Delhaye, presentation of
CIX’s archives at the International Symposium “:: archive :: art architecture / mediaartbase.de ZKM”
(Zentrum für Kunst und Medientechnologie) in Karlsruhe
(Germany).
- 07-08 December 2011: International Symposium: “Xenakis and the arts” in collaboration with ENSA Normandy, Rouen Regional Conservatory and the Université de
Rouen.
- January 09, 2012: "Iannis Xenakis and UPIC machine",
by Pierre-Albert Castanet, Professor at the University of
Rouen, Associate Professor at the Conservatoire National
Superieur de Musique de Paris.
- 06 February 2012: "Birth of a work: Taurhiphanie by
Iannis Xenakis" by Cyrille Delhaye, Associate Researcher GRHIS, Doctor of Musicology, responsible for the
CIX Archives.
- 12 March 2012: "Xenakis and Le Corbusier" by Sharon
Kanach, Vice-President of CIX, co-author with Iannis
Xenakis of Musique de l’architecture (Marseille, Parenthèses, 2006).
- April 2011: Ateliers UPIC At Southbank Centre in
London during the Ether Festival, by Rodolphe Bourotte
(composer and founding member of CIX).
- 03 April 2012: concert / workshop around the UPIC:
with Rodolphe Bourotte.
- February 2012: CIX obtains a grant from the DRAC
(France, Haute-Normandie) for digitizing the archives of
the CIX.
- March-May 2012: inventory of the archives of CIX.
- March to September 2012: Exhibition / concert / workshop around the UPIC at ZKM (Karlsruhe, Germany).
- May 28, 2012: BBC radio report around the studio and
archives of the CIX.
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- July 2012: UPIC workshop at ZKM (Karlsruhe, Germany) during the Xenakis symposium, Rodolphe Bourotte
with two school classes.
- October 03, 2012: Commented visit of installations and
archives of the CIX, by Cyrille Delhaye.
- November 05, 2012: "Serment-Orkos by Iannis Xenakis: a musico-literary approach" by Nicolas Darbon,
Doctor HDR.
- December 03, 2012: Workshop / Concert around the
UPIC with Rodolphe Bourotte.
- February 04, 2013: "An artist looks at the Diatope of
Iannis Xenakis" by Bruno Rastoin.
- March 04, 2013: "Philosophical Foundations of the
musical approach of Xenakis' ” by Mihu Iliescu.
- April 29, 2013: workshop, concert around the UPIC
with Rodolphe Bourotte
- April 2013: UPIC workshop at the Music conservatory
in Le Havre and with students from the College of Fine
Arts from Le Havre (ESADHAR) with Rodolphe
Bourotte.
- October 14, 2013: workshop concert around the UPIC
with Rodolphe Bourotte.
- November 04, 2013: "Iannis Xenakis and Nature" by
Benoît Gibson.
- February 05, 2014: “The implementation of the CIX at
the Université de Rouen” by Cyrille Delhaye.
- April 01, 2014: “Between Charybde and Scylla, spacetime and continuous variations” by Pascale Criton.
- May 07, 2014: “Outdoor electroacoustic concert”, by
Rodolphe Bourotte.
- October 15, 2014: “Xenakis and film” by Sharon Kanach.
- November 12, 2014: “Xenakis, mathematics and music”
by Moreno Andreatta.
- December 03, 2014: “Multimedia concert” by Rodolphe
Bourotte and Les vibrants défricheurs.

version the UPIX), all while encouraging independent,
third party, related research.
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6. CONCLUSION
The singular approach of the research that has been conducted in this center of composition and music research
has attracted composers from around the world seeking
another way to compose. The archives they have left (and
leave!) represent the stratification of their creative processes, generating a unique and valuable documentation.
The challenge now is to maintain and ensure the dissemination of this knowledge base by sharing it with a greatest number of persons. To achieve this, digitizing documents, cataloging and formatting metadata meeting international standards for interoperability, appear to be the
next stages of the project.
In addition, recent work by Rodolphe Bourotte around
UPIC workshops have shown that this tool for music
composition by drawing still inspires many composers,
be they beginners or experienced composers. It is therefore the CIX’s goal to preserve save technical heritage
(UPIC) and enhance the development of its software
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zemfi

The Center of Music and Film Informatics (CeMFI) is a
joint institution of two universities: the HfM Detmold and
the HS OWL. The CeMFI extends existing activities of the
founding universities in the area of music and film informatics. It was founded in April 2013.
Earquake, the epicenter of experimental music, was
founded in October 2013 to bundle and intensify existing
activities at HfM Detmold in the area of experimental music: studies of composition, ensembles for new music, organization of concerts and events, sound installations, improvisation, studios for electroacoustic music, sound research & design.

zentrum für musikund film-informatik
der Hochschule für Musik Detmold
und der Hochschule OWL

earquake

)))

epizentrum für
experimentelle Musik
der Hochschule für Musik Detmold

Figure 1. The logos of CeMFI and Earquake
1. BACKGROUND
The Hochschule für Musik Detmold (HfM Detmold) is
a renowned music university in Germany. The HfM offers degrees in various subjects including instrument and
vocal performance, instrument and vocal pedagogy, conducting, church music, elementary music pedagogy, music
conveyance, composition, Tonmeister (artistic director and
sound engineer), and music acoustics. Currently, about
750 students are enrolled. The Erich Thienhaus Institute
of the HfM Detmold offers the degrees in audio engineering and music acoustics. Incepted in 1949, it has been the
first of its kind and has influenced the foundation of similar institutes around the world. There has been an ongoing
cooperation between the Erich Thienhaus Institute and the
Department of Media Production of the University of Applied Sciences Ostwestfalen-Lippe (HS OWL), which has
lead to the foundation of the Center of Music and Film Informatics (CeMFI) in 2013.
The HS OWL has a main focus on engineering science,
providing degrees in various disciplines including civil engineering, electronics & computer engineering, and mechanical engineering, but also offers degrees in more artistically inclined courses of study, in particular media production, architecture, and interior design. About 6.300 students are enrolled in 2014. The Department of Media Production of the HS OWL provides degrees focusing on elecCopyright:
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tronic media, in particular video, audio, computer graphics, animation and interactive media. The students acquire
practical, technical and economic skills for working in the
audiovisual and interactive media industries.
In order to provide a new basis for the endeavors in the
area of music and film informatics and in order to intensify and extend existing cooperations, the two universities
founded the joint Center of Music and Film Informatics
(CeMFI), which began to work in April 2013. Earquake,
the epicenter of experimental music of the HfM Detmold
was founded in October 2013 in connection with the reoccupation of the professorship for composition. The logos of the CeMFI and the Earquake are shown in Figure 1.
2. GOALS
The CeMFI is subdivided into the areas music informatics
and film informatics. Both areas are intended to include
technical, methodical, artistic, and scientific aspects. The
main goals of the CeMFI are to conduct research and development as well as to support teaching in the area of music and film informatics at the two founding universities.
Research and development tasks include in particular:
• Research on new approaches for interaction between
musicians and technology / audio engineers and
technology

unre-

stricted use, distribution, and reproduction in any medium, provided the original
author and source are credited.
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• Projects in the areas experimental music, film, and
new media
• Research and development in the areas audio and
video technologies, mobile media, and crossmedia
• Conception and creation of a digital music archive at
the HfM Detmold
Earquake has two goals:

be positioned at arbitrary virtual locations inside and outside the hall. The hall has a natural reverberation time of
about 1.5 seconds, which can be prolonged with a live reverberation enhancement system to up to 5 seconds. The
hall contains an organ with four manuals and 50 registers,
which has been fully MIDI-fied, to provide both control
(MIDI-In) and data (MIDI-Out). A Bechstein CEUS grand
piano also provides computer-control over an acoustic instrument. Both instruments are available for experimental
music and research projects.

1. To create a link and a visible platform for the different activities of experimental music at the HfM Detmold: composition studies, ensembles of new music,
technology-based experimental music together with
the Erich Thienhaus Institute and CeMFI, improvisation, etc.
2. To stimulate experimentation inside the HfM Detmold, a school which like many tertiary music education institutions has a strong emphasis on tradition
and instrumental skills.

Figure 3. The Konzerthaus of the HfM Detmold (left, photograph by Frank Beyer) with its concert hall (right, photograph by Martin Brockhoff)

3. FACILITIES
3.1 Electroacoustic Studio

3.3 Media Production Facilities at HS OWL

The electroacoustic studio (see Figure 2) is operated jointly
by Earquake and CeMFI. The studio features an 8-channel
audio system based on a Genelec loudspeaker setup and a
RME Fireface UFX audio interface. The acoustics of the
room has been altered with sound absorbers to provide typical studio reverberation times of 0.3 to 0.6 seconds. The
studio computer features a large variety of music creation
softwares, in particular Logic, Max/MSP, SuperCollider,
various Ircam softwares and many other.

The Department of Media Production has a variety of
studios and labs, including a video studio with a green
screen and a VICON motion capture system, a second
video/photo studio with a blue box, audio studios, and
video editing workstations. A large collection of audio
and video recording equipment is available (cameras, microphones, lights, etc.). Furthermore, the Department of
Media Production operates radio triquency, 1 the campus
radio of the HS OWL. The facilities and equipment are
available for experimental music, media art, and research
projects.
4. EDUCATION
4.1 Composition

Figure 2. Electroacoustic studio for experimental music
and sound research

3.2 HfM Facilities
The Konzerthaus of the HfM Detmold (see Figure 3) provides an auditorium with about 600 seats. The hall features a WFS-system with over 300 loudspeakers mounted
on the sides and the roof of the hall. 16 sound sources can

The composition study program of the HfM Detmold provides a comprehensive education, both practical and theoretical. Other than traditional composition tuition, i.e.,
weekly seminars and one-to-one tuition, the program puts
special emphasis on two focus points, namely instrumentation / orchestration and music technology. The presence
of the Erich Thienhaus Institute, the institute responsible
for the education of audio engineers, and the CeMFI make
it possible to provide the composers with a solid education in music technology ranging from studio technology,
microphone and recording technology, musical acoustics
up to music informatics. Further courses in music theory,
instrument performance, ear training, music management,
conducting, as well as elective courses ranging from Jazz
arrangement to electrical engineering round off the study
program. Invited guest lecturers help to provide the students an initiation to a multitude of compositional styles
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and formats: music theater, sound installations, audio design and audio logos, instrumental pieces for large ensembles, live electronics, musique concrete, etc. In the next
two academic semesters, Carola Bauckholt, an expert in
music theater, and Mauro Lanza, a specialist of physical
modeling, will come.
4.2 Music Informatics
While generally open to all interested students, the music
informatics courses offered by the CeMFI can currently be
included in the curricula for composers, audio engineers,
and media production students.
• Fundamentals of Computer Science: This course
is offered in two variations. The course offered for
media production students provides an introduction
to object-oriented programming while the course offered for audio engineers covers the topics computer
architecture, computer networks and basic procedural programming concepts.
• Live Electronics — Max/MSP: This two-semester
course teaches the basics of graphical programming with Max/MSP. The course is co-taught
with Falk Grieffenhagen from the electronic band
Kraftwerk. 2
• Sound Programming — SuperCollider: This
course covers basic object-oriented programming
concepts and sound synthesis based on the audio
programming language SuperCollider.

5.1 Digital Music Edition
The creation of digital music editions is an ongoing research and development effort at the Musicology Seminar
Detmold / Paderborn, which is a joint institute of the HfM
Detmold and the University of Paderborn, 3 by a team of
researchers. The team develops tools for creating digital
editions and also creates actual digital editions, both oftentimes in cooperation with external partners. [1]
Based on recently acquired third-party funding, the
CeMFI will soon begin to contribute to that project with
the help of two researchers. The focus of the joint project
is to support inclusion, annotation, and interactivity with
non-textual media (e.g., images, photos, film, audio, physical objects) in the digital music edition of the future and
to develop new modes of interacting with the material and
new applications.
5.2 Music Archive of the HfM Detmold
Since its foundation in 1946, the HfM Detmold has regularly organized concerts, which have been recorded to
a great extent by students of the Erich Thienhaus Institute. The recordings meet the highest artistic and professional recording standards. The collection contains valuable recordings of highly esteemed artists (see the concert
programs, Figure 4). The CeMFI and the Erich Thienhaus
Institute collaborate to build the archive infrastructure and
to digitalize the first 10 years of analog material.

• Physical Computing — Arduino: This course
teaches how to create and program new controller,
sensor and actuator solutions based on the Arduino
platform.
5. RESEARCH AND DEVELOPMENT PROJECTS
The research and development of the CeMFI is seeking to
connect with the communities present at the founding institutions. Currently, there are ongoing projects together
with
• Composers: see Section “Distributed Wind Ensemble”
• Musicologists and media producers (interactive media): see Section “Digital Music Edition”
• Tonmeisters: see Section “Music Archive at the
HfM Detmold”
• Tonmeisters geared towards contemporary music:
see Section “Physical Computing: SPINE”
• Performing artists: see Section “Musical Motion
Capture”
2

Figure 4. Early programs of concerts organized by the
HfM Detmold (at that time called “Nordwestdeutsche
Musik-Akademie Detmold”)

5.3 Physical Computing: SPINE
Physical computing platforms such as the Arduino have
significantly simplified developing physical musical interfaces. However, those platforms typically target everyday programmers rather than composers and media artists.
On the other hand, tangible user interface (TUI) toolkits,
which provide an integrated, easy-to-use solution have not
gained momentum in modern music creation. In [2] we
propose a concept that hybridizes physical computing and
TUI toolkit approaches. This helps to tackle typical TUI
toolkit weaknesses, namely quick sensor obsolescence and
limited choices. We developed a physical realization (see
Figure 5) based on the idea of “universal pins,” which can
3

http://en.wikipedia.org/wiki/Kraftwerk
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be configured to perform a variety of duties, making it possible to connect different sensor breakouts and modules.
We evaluated our prototype by making performance measurements and conducting a user study demonstrating the
feasibility of our approach.
Universal Pins

Voltage
Selection
Jumper

application, which was originally developed by Frederic
Roskam in 2010, used to run on a single computer so that
several graphics cards and long cables were needed to distribute the audio/video signals in the room. For a concert
in the Konzerthaus of the HfM Detmold, this application
was modified by the CeMFI in order to run on several laptop computers that were using NTP to synchronize themselves with a local NTP server. A follow up of this basic
idea with a new piece and a more advanced synchronization concept is planned to premier at the Darmstadt Ferienkurse für Neue Musik 2014. The piece will be played
by the Klangforum Wien. 4
7. REFERENCES
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CAN Connectors

Figure 5. spine: a TUI toolkit and physical computing
hybrid
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5.4 Ubiquitous Musical Motion Capture

[3] A. Hadjakos, T. Grosshauser, and W. Goebl, “Motion analysis of music ensembles with the Kinect,” in
Conference on New Interfaces for Musical Expression,
2013.

Today movements are oftentimes captured with rather expensive and complex setups, e.g., with optical motion capture, where multiple cameras with high temporal and spacial resolution are employed. On the other hand we are
surrounded by a multitude of sensors (the Kinect depth
camera, inertial sensing in mobile phones, etc.). However,
those sensors are oftentimes not directly usable for capturing the movements of musicians. In the project “ubiquitous musical motion capture” [3, 4] we develop applications and algorithms that help to leverage the possibilities
of those sensors for musical applications, e.g., to enable
new pedagogical movement research and feedback as well
as experimental music projects.

[4] A. Hadjakos, “SmartSense: using your smartphone for
music performance research,” in International Symposium on Performance Science, 2013.
[5] F. Lévy, Sonneries de Cantenac.
Berlin, 2008.

6. CONCERTS
6.1 Earquake Concert Series
To spread information about experimental music concerts
and events, an Earquake calendar and newsletter has been
established. In five months (November to March) 14 events
have been announced over the mailing list, some organized
by Earquake itself but most contributed by others, showing
the significant activity and interest for experimental music
at the HfM Detmold.
6.2 Distributed Wind Ensemble
The piece “Sonneries de Cantenac” by Fabien Lévy [5] is
a piece for a wind ensemble where the players are spaced
apart in a foyer, large room or a hall. Because of the distance between the musicians, they can not see each other
and do not hear each other well. To help the musicians to
play synchronously, a computer application provides auditive and visual cueing as well as a metronome signal. This
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ABSTRACT
The University of Helsinki Music Research Laboratory
and Electronic Music Studio is one of the oldest studios
and research facilities of its kind in the Nordic countries.
Originally
named
"Ääniteknillinen
laboratorio"
(Laboratory of sound technology), the studio was the
leading electronic music facility in Finland from the early
1960s to the late 1970s. Built and maintained by Erkki
Kurenniemi, the studio served also as an important center
for the development of electronic musical instruments.
In the mid-1980s, the focus of the studio shifted toward
research, first in the form of computer music software
development and later in various fields of research. In the
fall of 2012, the studio celebrated its 50th anniversary. In
the same year, the studio moved from its long-time
location at Vironkatu 1 to the Topelia building in the
historic center of Helsinki. Lately, the studio has gained
new interest in the Finnish media, especially through the
pioneering work of Kurenniemi. This studio report
describes both recent activities and the early history of
the studio.

Mikko Ojanen
Musicology
Department of Philosophy, History,
Culture and Art Studies
University of Helsinki
mikko.ojanen@helsinki.fi
of the studio as well as the early work of Kurenniemi and
his collaborators.

2. A BRIEF HISTORY
The studio was founded by the initiative of professor of
musicology Erik Tawaststjerna. Young nuclear physics
student Erkki Kurenniemi was appointed to build the
studio as a "voluntary assistant" during the academic year
1961-62. The emphasis in the 1960s was in Kurenniemi's
instrument and studio design. Happenings and other
avant-garde events arrived in Helsinki in the early 1960s
and the studio was involved in some form or another in
most of these events. Kurenniemi’s close collaborator
during the early years was composer Henrik Otto Donner,
who also played a central role in bringing the happenings
to Finland together with Terry Riley, Ken Dewey, Folke
Rabe and Jan Bark. With Donner, Kurenniemi composed
soundtracks for experimental films by Eino Ruutsalo.
Other early studio users included composers Erkki
Salmenhaara and Ralph Lundsten as well as avant-garde
artist Mauri Antero Numminen.

1. INTRODUCTION
The University of Helsinki Music Research Laboratory
and Electronic Music Studio is currently part of
Musicology and belongs to the Department of
Philosophy, History, Culture and Art Studies in the
Faculty of Arts. The University studio has had many
official and unofficial names starting from the original
"Ääniteknillinen laboratorio" (Laboratory of sound
technology). The current name was established in 2002
[2]. The name reflects the dual role of the studio: As part
of the discipline of musicology it serves as a research and
teaching facility, and because of its history and
equipment it serves as an electroacoustic music studio.
Especially during the last decade, artistic work has gained
an increasingly important role alongside research.
Previous activities of the studio have been described in
two earlier ICMC studio reports [1, 2]. This text focuses
on the work performed during the last decade including
the recent research activities and latest developments of
the studio. Current research has also involved the history
Copyright: © 2014 Kai Lassfolk and Mikko Ojanen. This is an openaccess article dis- tributed under the terms of the Creative Commons
Attribution License 3.0 Unported, which permits unrestricted use,
distribution, and reproduction in any medium, provided the original
author and source are credited.

Figure 1. The University studio at Vironkatu 1 in 1973
(Photo: E. Kurenniemi’s archive).

For the first five years, the studio was located in
Porthania, one of the University main buildings. In 1967,
it moved to Vironkatu 1 with the Department of
Musicology. There, it occupied four different spaces until
the end of 1970s. Between 1981 and 1984, the Vironkatu
1 building was renovated and the studio was temporarily
placed in the neighboring block at Vironkatu 7. After the
renovation, the studio received a c.a. 100 m2 space at the
bottom floor of the Vironkatu 1 building including a
dedicated recording room, two control rooms, a separate
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tape music studio as well as office and service rooms. At
the end of 2012, the studio moved from Vironkatu to the
Topelia building at the University campus area in the
historic center of Helsinki, a block away from its original
location in Porthania.
Throughout the 1960s, the studio equipment consisted
mainly of analog tape recorders and various Kurenniemi's
sound generators and other custom-built devices. From
the mid to the late 1960s, Kurenniemi's Integrated
Synthesizer served as the central sound generator, mixer
and sound processing unit. Due to the unconventional
equipment, composers were dependent on Kurenniemi's
help to accomplish their projects. In the early 1970s, with
the aid of increased funding, new equipment, including
more tape recorders and a Putney VCS 3 synthesizer,
were purchased (see Figure 1). At the same time,
composer Jukka Ruohomäki took control of the studio
while Kurenniemi founded the Digelius Electronics
Finland company to market and manufacture his
instrument designs. In the mid-1970s, Ruohomäki
developed the equipment setup into a more conventional
tape music facility. Still, Kurenniemi's equipment
remained its speciality, especially the digital synthesizer
DIMI-A and the programmable patch bay and mixer
DIMIX. Collaboration between the studio and Digelius
Electronics remained vivid until the company's
bankruptcy in 1976.
Ruohomäki also started the first informal studio courses
for composers, musicians and students from both inside
and outside the Department. Although the University
studio was generally known as a working place for
electroacoustic music composers, it did not have an
aesthetic or stylistic policy. As a result, many kinds of
projects were realized ranging from experimental works
to film soundtracks and pop music recordings. However,
practical constraints such as lack of a multitrack tape
recorder or sound-proof control room restricted the use of
the studio for conventional music production purposes.
Still, the University studio remained the leading
electronic music center in Helsinki until the late 1970s
when YLE's Experimental Studio was developed into a
fully equipped facility.
Certain shifts of trends can be seen to direct the studio
activity across its history. During the first decade, the
work concentrated on instrument design. The active
collaboration with Finnish and Swedish artists gave the
studio a status as a creative working environment with
novel technology. With Ruohomäki and his courses the
focus of the studio shifted toward composition.
Ruohomäki's successor Andrew Bentley strengthened
this trend and stabilized the studio course as part of its
regular training. Bentley maintained the studio during the
renovation of the Vironkatu 1 building. After the
renovation, Ruohomäki returned briefly to rebuild the
studio and handed the responsibility of its maintenance
over to a younger generation of composers and
researchers including Pauli Laine, Kai Lassfolk and
Kalev Tiits.

Starting from the mid-1980s the focus shifted more
toward computer-assisted music research, although
composition and concert performance activities continued
on the side. The early 2000s saw a strongly growing
interest in the history of Finnish electroacoustic music.
This was partly due the new generation of musicians and
artists finding Kurenniemi's almost lost life-time work as
a pioneer of electroacoustic music. This has also reflected
on the academic and artistic activities of the studio.

3. NEW STUDIO FACILITY
The new main studio facility consists of a 75 m2 space
divided into a recording room and two control rooms (see
Figure 2). An additional 37 m2 room is allocated as a
service and study space. The studio audio and video
cabling is also routed to a neighboring 76 m2 music and
lecture hall as well as to a small practice room. Both
rooms are equipped with a Steinway grand piano. The
main control room is equipped with a 16-channel
computer-based recording system with stereo monitoring.
A selection of analog and digital outboard equipment is
also available. The second, small control room features a
computer workstation and a 5.1 speaker setup. The
recording room serves also as an analog tape music
studio with equipment from the 1960s, 1970s and 1980s.

Figure 2. The recording room and analog studio of the
new studio in the Topelia building. (Photo: K.
Lassfolk.)

The computer system consists of an Apple Mac server
and four client Mac workstations. Apple Logic Pro is
used as the main DAW program. Besides the Sibelius
notation program other software consists mainly of inhouse developed and open source programs. Since the
late 1980s, the main software development platform has
been a Unix-compatible system. The first Unix systems
were Intel 80286 and 80386 based Unix System V
environments, followed by a NeXT computer system in
the 1990s and a PC/Linux system in the early 2000s. The
modern Mac OSX was set up in 2007.
The tape music studio includes a selection of Studer and
Revox stereo tape recorders, an Eela Audio mixer,
Roland System 100M and Putney VCS3 analog
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synthesizers as well as Erkki Kurenniemi's DIMI-A,
DICO and Electric Quartet.

4. RESEARCH AND TUITION
Since 1993, the musicology students at University of
Helsinki have been offered a curriculum in computerassisted music research, coordinated by the studio.
Currently, several regularly arranged courses are offered
on both Bachelor’s and Master’s level. The subjects
include music acoustics, basic and advanced sound
engineering, analysis and composition of electroacoustic
music, spectrum analysis of musical signals as well as
musical application programming. Occasional one-off
courses are also organized on various related subjects.
The studies are available for European visiting students
via the Erasmus program.
Throughout the 1990s and early 2000s, the main
research areas were computer-assisted music analysis and
development of audio signal processing software as
described in previous ICMC Studio Reports [1, 2]. This
research trend has continued by development and
application spectrum analysis software [3], for example.
Since the early 2000s, the history of Finnish
electroacoustic music as well as analysis of historic
electroacoustic works have become central research
areas. The research has been largely motivated by the
growing general interest in Erkki Kurenniemi's work. The
main contribution of the studio has been in the research
of Kurenniemi's electronic musical instruments [4],
musical works and other musical activities [5, 6]. Also,
the work of many of Kurenniemi's collaborators has been
studied recently, for example the music of his closest
colleague Jukka Ruohomäki. With the aid of the Kiasma
Museum of Modern Art, most of the remaining
instruments were collected to the University studio to be
used as research material as well as in artistic endeavors.
Another recent research area is music technology
studies including studio and music technology in general.
The studio also collaborates with researchers form both
inside and outside the Department by providing technical
and methodological support. One of such areas is music
archaeology [7].

5. ARTISTIC ACTIVITY AND
COLLABORATION
Since 2004, the studio has organized regular concerts in
collaboration with the Juvenalia music institute in the
neighboring city of Espoo. A related artist group entitled
‘Masiinat ja musikantit’ (Machines and Musicians) was
formed to promote artistic use of musical and technology
for both research and educational purposes. The concert
performers include both staff and students of both
institutions.
The recent interest for Kurenniemi's work has also
spawned new artistic collaboration projects. His early
electronic musical instruments were used in concerts and
put on display in various concerts and exhibitions. In
2012, Kurenniemi was one of the featured artists of the
dOCUMENTA (13) modern arts exhibition in Kassel,
Germany. This was followed by exhibitions in Kunsthall

Aarhus in Denmark (2013) and Kiasma in Helsinki
(2013-14). The improvisational group Dimis Reconnected was formed in collaboration with sound artist
Tarek Atoui to perform live with Kurenniemi's
instruments at dOCUMENTA. Afterwards, the group
performed in both Aarhus and Helsinki. Another group,
DIMI Trio performs also with Kurenniemi's instruments.
The instruments as well as material from his tape archive
have been used by a new generation of composers and
sound artists.

6. REFERENCES
[1] K. Lassfolk and K. Tiits, “University of Helsinki
Electronic Music Studio: An Overview,” Proc. of
the Intl. Computer Music Conference. Aarhus,
Denmark, 1994, pp. 504-505.
[2] K. Lassfolk, “University of Helsinki Music Research
Laboratory and Electronic Music Studio: A Studio
Report” Proc. of the Intl. Computer Music
Conference, Gothenburg, Sweden, 2002, pp. 444445.
[3] K. Lassfolk, J. Uimonen, “Spectutils, an audio signal
analysis and visualization toolkit for GNU Octave,”
Proc. of the 11th International Conference on
Digital Audio Effects (DAFx-08), Espoo, Finland,
2008, pp. 289-292.
[4] M. Ojanen, J. Suominen, T. Kallio, and K. Lassfolk,
“Design Principles and User Interfaces of Erkki
Kurenniemi’s Electronic Musical Instruments of the
1960’s and 1970’s,” Proc. of the 7th international
conference on New interfaces for musical
expression: NIME 2007, New York, NY, pp. 88-93,
2007.
[5] M. Mellais (ed.), Erkki Kurenniemi – A Man From
The Future, Finnish National Gallery, Central Art
Archives, Helsinki, Finland, 2013.
[6] M.Ojanen, K. Lassfolk, “Material tape as a piece of
art: case studies of an inconstant work-concept in
Erkki Kurenniemi’s electroacoustic music,” Proc. of
the Electroacoustic Music Studies Network
Conference, Meaning and Meaningfulness in
Electroacoustic Music (EMS12), Stockholm,
Sweden, June 2012.
[7] R. Rainio, A. Lahelma, T. Äikäs, K. Lassfolk, J.
Okkonen, “Acoustic Measurements at the Rock
Painting of Värikallio, Northern Finland,”
Archaeoacoustics: The Archaeology of Sound:
Publication of Proceedings from the 2014
Conference in Malta.

- 1834 -

Proceedings ICMC|SMC|2014

14-20 September 2014, Athens, Greece

Author Index

A
Abdallah, Samer 1524
Abel, Jonathan 1453
Abesser, Jakob 1252
Adhitya, Sara 1532
Agina, Laurence 1077
Agon, Carlos 1077
Agostini, Andrea 308, 1037
Akkaya, Ilge1277
Alessandretti, Stefano 379
Allik, Alo 1389
Anderson, Hans 1693
Anderson, Joseph 1338
Ando, Daichi 402
Andreatta, Moreno 1077, 1112
Andreopoulou, Areti 1375
Armao, Paolo 1610
Armitage, Joanne 547
Armstrong, Newton 485
Åse, Tone 162
Aska, Alyssa 553, 659
Aslan, Jessica 121
Avanzini, Federico 948
B
Baalman, Marije 1069
Baguyos, Jeremy 98
Bailey, Josh 711
Baldan, Stefano 1642
Baltazar, Pascal 1573, 1792, 1814
Baracskai, Zlatko 998
Baratè, Adriano 408
Bassiou, Nikoletta 1404
Bauer, Andrzej 88
Belhassen, Raed 1134
Berdahl, Edgar, 1353
Bernardes, Gilberto 318
Bernardini, Nicola 371
Besada, José 93
Bigo, Louis 1112
Bilbao, Stefan1395
Biral, Julien 1483
Boem, Alberto 737
Bokesoy, Sinan 1648

Bonezzi, Cesar 671
Bouche, Dimitri 1598
Bovermann, Till 1069, 1637
Bowen, Nathan 520
Bradley Browning Nicole 420
Bresin, Roberto 1698
Bresson, Jean 384, 1598
Bruel, Pedro 1512
Brümmer, Ludger 823
Bruun-Pedersen, Jon Ram 1665
Bukvic, Ivica 228
Burgarth, Daniel 1432
Burred, Juan Jose 1320
Bushnell, Amber 420
C
Cadiz, Rodrigo 350
Cadoz, Claude 754, 1490
Caetano, Marcelo 536
Cahoon, Cody 228
Cambouropoulos, Emilios 1083
Canazza, Sergio 223, 1126, 1766
Cantrell, Joe 767
Capasso, Ariadna 1677
Carlé, Martin 1796
Carnegie, Dale 663, 678, 704, 1751, 1142
Casey, Michael 1411
Casu, Matteo 1610
Caure, Hélianthe 1077
Cavaliero, Linda 1120
Ceccato, Drew 767
Cella, Carmine-Emanuele 1631
Cenceschi, Sonia 967
Chandra, Arjun 1715
Chapman, Dominik 1707
Chau, Chuck-Jee 982
Chemillier, Marc 1290
Christopher, Kameron 1142
Chrysochoidis, George 941
Ciciliani, Marko 262
Clark, Colin 1550
Clarke, Michael 201
Cocharro, Diogo 536
Coffy, Thomas 600
Conklin, Darrell 1096

Proceedings ICMC|SMC|2014

Constalonga, Leandro 1677
Cont, Arshia 600
Cooperstock, Jeremy 339
Coorevits, Esther 1368
Cowar, Steve 339
Cowden, Tracy 228
Crawshaw, Alexis 269
Cullimore, Jason 332
Cunningham, Stuart 140
D
Dahl, Sofia 1818
D'Alessandro, Nicolas 1483
Daly, Ian 905
Dannenberg, Roger 730, 1542
Daubresse, Éric 308
Davies, Matthew 318, 536
De Campo, Alberto 217, 1069, 1637
De Carolis, Berardina 1759
De Carvalho Junior, Antonio 744
De Götzen, Amalia 371, 1818, 1662
De La Cuadra, Patricio 350
De La Hogue, Theo 1573, 1792, 1814
De Lima, Maria Helena 1677
De Poli, Giovanni 209, 223
De Pra, Yuri 654
Deal, Scott 1285
Delap, Gordon 1395
Delle Monache, Stefano 1642
Deng, Jun-qi 592
Denoux, Sarah 1518
Desainte-Catherine, Myriam 1814
Diapoulis, Georgios 440
Dias, Rui 558
Dipper, Götz 823
Dittmar, Christian, 1252
Dixon, Simon 1460
Dobbyn, Chris 1743
Dominguez, Carlos 133
Donze, Alexandre 1277
Dredger, Katie 228
Drossos, Konstantinos 425
Duchnowski, Cezary 88
Dudas, Richard 456
Dufeu, Frédéric 201
Dupuis, Alexander 133

14-20 September 2014, Athens, Greece

E
Eaton, Joel 580
Echeveste, José 1091, 1290
Eckel, Gerhard 542
Egermann, Hauke 1637
Einbond, Aaron 1037
Elblaus, Ludvig 1698
Ellberger, Emile 1020
Elowsson, Anders 1172
El-Shimy, Dalia 339
Emmanouil, Minas 236
Essl, George 692
Evangelista, Gianpaolo 1104
Evans, Benjamin 1016
F
Fan, Yuan-Yi 719, 961
Ferilli, Stefano 1759
Fernandes Tavares, Tiago 397, 901
Féron, François-Xavier 103
Ferreira-Lopes, Paulo 433
Feugère, Lionel 1418
Fitch, John 1542
Floros, Andreas 425
Fober, Dominique 1604
Foerstel, Alexander 1637
Fontana, Federico 654, 948
Forbes, Angus 463
Franceschini, Andrea 1743
Frank, Matthias 830
Freed, Adrian 1483, 1587, 1592
Freire, Sérgio 1010
Friberg, Anders 1172
Frid, Emma 954
Fukayama, Satoru 293, 1016, 1503
Furniss, Pete 456
Furukawa, Kiyoshi 637, 1057
G
Ganguli, Kaustuv 1062
Garcia, Jérémie 384
Gareus, Robin 1346
Genevois, Hugues 1418
Georgaki, Anastasia 193, 1773
Georganti, Eleftheria 1444
Gerhard, David 332

Proceedings ICMC|SMC|2014

Ghisi, Daniele 308, 1037, 1112
Giavitto, Jean-Louis 600, 1290
Gibbons, Mark 420
Gibson, Ian 1226
Giordano, Marcello 954
Giot, Rudi 696
Glette, Kyrre 1715
Goddard, Chris 1346
Goina, Maurizio 1698
Gold, Nicolas 1524
Gómez, Emilia 1051, 1159
Goto, Masataka 293, 790, 1016, 1244, 1503
Gottfried, Rama 1592
Goudard, Vincent 1418
Graham, Paul 1395
Grierson, Mick 1707
Griffiths, Darryl 140
Grimshaw, Gina 1142
Groh, George 286, 1043
Grollmisch, Sascha 1252
Guedes, Carlos 318, 558
Guillot, Pierre 855
Gulati, Sankalp 1028, 1062
H
Haapaniemi, Aki 1725
Hadjileontiadis, Leontios 621
Hagerer, Gerhard 1043
Hamanaka, Masatoshi 991, 1193
Hamano, Takayuki 637
Hameem, Hamzeen 1693
Hamilton, Howard 332
Hamilton, Robert 449
Hanna, Pierre 185
Hansen, Brian 844
Hantrakul, Lamtharn 648
Hardjowirogo, Sarah-Indriyati 1637
Härpfer, Bernd 1024
Hasselhorn, Johannes 1252
Haus, Goffredo 408, 1497
Hawkins, Robin 935, 935
Heliades, George 236
Hendrich, Pawel 88
Herre, Juergen 886
Herremans, Dorien 1096
Hinrichsen, Amelie 1637
Hirata, Keiji 991, 1166
Hirst, David 248

14-20 September 2014, Athens, Greece

Hoadley, Richard 114, 1801
Hödl, Oliver 169
Höglund, Matts 1172
Hong, Wei-Gang 1326
Hori, Gen 1257
Horiuchi, Yasuo 1298
Horner, Andrew 228, 928, 982, 1361
Hoshino, Junichi 1193
Hoshi-Shiba, Reiko 637
Hsu, Wendy 527
Hu, Xiao 1149
Huang, Chih-Fang 1326
I
Itoyama, Katsutoshi 1426
J
Jackowski, Dariusz 88
Jacquemard, Florent 974
James, Stuart 1437
Järveläinen, Hanna 948
Jensenius, Alexander Refsum1715
Jette, Christopher 463
Johann, Marcelo 1677
Johnson, Bridget 126, 798
Johnson, David 355
Johnston, Blake 711
Jones, Andrew 935
K
Kalantzis, Achilleas 425
Kaliakatsos-Papakostas, Maximos 425, 1083
Kalodiki, Georgia 314
Kamaris, Gavriil 941
Kanamori, Kouhei1193
Kanato, Ai 1244
Kapeller, Raphael 277
Kapur, Ajay 126, 663, 678, 704, 798, 1142, 1751
Kell, Thor 565
Keller, Damián 1677
Kemper, Steven 527
Kikuchi, Hideaki 1244
Kim, Keunhyoung Luke 335
Kirke, Alexis 905
Kitahara, Tetsuro 1204
Kitamura, Tadashi 1233, 1271

Proceedings ICMC|SMC|2014

Kjellberg, Caspar Mølholt 643
Klauer, Giorgio 967
Klügel, Niklas 286, 1043
Kocher, Philippe 532
Koduri, Gopala Krishna 1028
Kofoed, Lise Busk 1665
Kokoras, Panayiotis 76, 416
Kontogeorgakopoulos, Alex. 754, 1432
Kontomichos, Fotios 1444
Kosteletos, George 193
Kotropoulos, Constantine 1404
Koukoudis, Konstantinos 425
Kouroupetroglou, Georgios 941
Koutsomichalis, Marinos 1610
Kreković, Gordan 1263
Kroher, Nadine 1051, 1159
Kuroiwa, Shingo 1298
Kuuskankare, Mika 1532
Kwok, Yu-kwong 592
Kyzalas, Manolis 425
L
Laboissière, Rafael 513
Lähdeoja, Otso 1725
Lai, Hsin-Yu 961
Lambert, Andrew 485
Laney, Robin 1743
Lassfolk, Kai 1538, 1832
Lau, Francis Chi Moon 592
Lazzarini, Victor 1542, 1677
Le Prado, Cecile 499
Le Vaillant, Gwendal 696
Leben, Jakob 325
Lee, Chung 228, 928, 1361
Lee, Edward Jangwon 780
Lee, Jun Hee 491, 1217
Lehmann, Andreas 1257
Leman, Marc 1368
Leroux, Philippe 384
Letz, Stéphane 1518, 1598, 1604
Li, Min-Hsuan 1312
Libkind, Sophie 1277
Lin, Kin Wah Edward 1693
Lindström, Andreas 286
Lopes, Filipe 1719
Lopez-Lezcan, Fernando 869, 1637
Lorang, Mark 420
Lossius, Trond 861, 1338, 1573, 1792

14-20 September 2014, Athens, Greece

Lotis, Theodoros 445
Loufopoulos, Apostolos 236
Loureiro, Mauricio 513
Lubow, Jeff 1592
Luciani, Annie 605
Ludovico, Luca Andrea 408, 912, 912
Lui, Simon 1693
Lyon, Eric 810, 850
M
MacCallum, John 1587, 1592
Machado, Anderson, 1312
Maeder, Marcus 1648
Maestre, Esteban 1305
Maguire, Ryan 243
Makino, Shoji 790
Manaris, Bill 355
Mandanici, Marcella 1126, 1766
Manning, Peter 201
Manzolli, Jônatas 397
Maragkos, Theofanis 236
Marczak, Raphael 185
Marentakis, Georgios 277
Marques, Telmo 433, 558
Marshall, David 935
Martins, Luis Gustavo 363
Mastorakis, Yannis 1178
Matsubara, Masaki 1166
Mauch, Matthias 1460
Mauro, Davide Andrea 1497, 1642
Mckinnon, Dugal 711
McVicar, Matt 293
Melendez, Francho 88
Menezes, Flo 363
Meredith, David 643
Messer, Orry 1781
Michon, Romain 573
Migicovsky, Alex 692
Milde, Jan-Torsten 1626
Miranda, Eduardo 580, 905, 1368
Misawa, Daichi 1669
Misdariis, Nicolas 893
Mitchell, Tom 785
Miyama, Chikashi 861
Moore, David 810
Morris, Jeffrey
Moschos, Fotis 1773
Mota, Davi 513

Proceedings ICMC|SMC|2014

Mouchtaris, Athanasios 1178
Mourjopoulos, John 878, 941, 1444
Munekata, Nagisa 1016
Murphy, Jim 663, 678
Musick, Michael 154, 254, 491
Mydlarz, Charlie 491
N
Nagata, Wakana 1233
Nakagawa, Ryu 637
Nakamura, Eita 1185
Nakano, Tomoyasu 790, 1244
Nakatsu, Ryohei 1565, 1581
Nakra, Teresa 1212
Nash, Chris 785
Nasuto, Slawomir 905
Natkin, Stephane 499
Naveda, Luiz 470
Negrão, Miguel 815, 1069
Neuendorffer, Tom 730
Neukom, Martin 804
Neuman, Israel 671
Nézio, Lucas 1010
Ng, Kia 547
Ngiao, Tzu-En 613
Nichols, Charles 420
Nika, Jérôme 1290
Nishimura, Satoshi 1736
Nishino, Hiroki 1156, 1565, 1581
Norris, Michael 126, 798
Nymoen, Kristian 1715
O
Odai, Kiyomitsu 1669
Ohmura, Hidefumi 637
Ojanen, Mikko 1538, 1832
Okanoya, Kazuo 637
Okpala, Charles 671
Okumura, Kenta 1271
Okuno, Hiroshi 1426
Ono, Nobutaka 1185
Ono, Tetsuo 1016
Orio, Nicola 1759
Orlarey, Yann 1518, 1604
Osaka, Naotoshi, 1565
Otto, Jochen Arne 823

14-20 September 2014, Athens, Greece

P
Papadakos, Charalambos 941
Paparrigopoulos, Kostas 109
Papetti, Stefano 948
Paris, Elliot 855
Park, Tae Hong 254, 491
Partesotti, Elena 901
Pearse, Stephen 810
Pecino Rodriguez, Jose Ignacio 836
Pennycook, Bruce 318
Perrotta, André 363
Perry, James 1395
Peserico, Enoch 1126
Petrinović, Davor 1263
Pimenta, Marcelo Soares 1677
Pirrò, David 277
Place, Tim 1573
Poncelet Sanchez, Clément 974
Presti, Giorgio 1497
Putnam, Lance 1332, 1382
Pysiewicz, Andreas 1637
Q
Queiroz, Marcelo 1312, 1512
R
Rabin, Julien 1573, 1792
Ramirez, Rafael 725
Ranchod, Pravesh 1781
Razo, Derek 1592
Reeder, David 520
Reis, Anderson 1010
Ritsch, Winfried 506
Ritter, Martin 659
Robertson, Andrew 480
Robitaille, Marie-Andrée, 1698
Rocchesso, Davide 1642
Rodà, Antonio 209, 223, 1766
Rodrigues, Paulo 1719
Roesch, Etienne 905
Rogers, Andrew 1226
Roginska, Agnieszka 1375
Ronan, Malachy 920
Rouas, Jean-Luc 185
Rumori, Martin 542
Rutter, Edward Kingsley 785
Rutz, Hanns Holger 1618

Proceedings ICMC|SMC|2014

S
Sagayama, Shigeki 1185, 1257
Saito, Yasuyuki 1185
Sako, Shinji 1233, 1271
Salazar, Spencer 686
Salgian, Andrea 1212
Samory, Mattia 1126
Sandri, Marta 209
Santana, Ivani 470
Santucci, Enrica 912
Sargent, Carey 527
Sarroff, Andy 1411
Sarwate, Avneesh 748
Sazdov, Robert 920
Schacher, Jan 629, 861
Scheinerman, Jonah 692
Schlei, Kevin 762
Schoeffler, Michael 886
Schön, Ragnar, 1172
Schott, Gareth 185
Schubert, Emery 223
Schuett, Johannes1020
Schumacher, Marlon 954
Schwarz, Diemo 1037
Sèdes, Anne 855
Serafin, Stefania 1665, 1818
Serrà, Joan 1062
Serra, Xavier 1062
Seshia, Sanjit 1277
Sharma, Gerriet 830
Sidorov, Kirill 935
Sigman, Alexander 893
Sioros, George 536
Siwiak, Diana 1751
Smith, Benjamin 1285
Smith, Julius 573, 1305, 1453
Smyth, Tamara 1477
Snyder, Jeff 748
Sofer, Danielle 148
Soraghan, Sean 586
Sörensen, Kenneth 1096
Spa, Carlos 1305
Sparano, Giovanni 379
Spicher, Antoine 1112
Spoto, Fausto 654
Srinivasamurthy, Ajay 1028
Stavropoulou, Sofia 1773
Stefanakis, Nikolaos 1178

14-20 September 2014, Athens, Greece

Stoll, Thomas 1731
Stoudenmier, Seth 355
Su, Li 961, 1198
Suda, Nicholas 1469
Suominen, Jari 1538
T
Tanaka, Tsubasa 1057
Taylor, Josef 527, 1677
Terasawa, Hiroko 637
Thomas, Kelland 463
Tinajero, Patricia 1677
Tindale, Adam 1550
Tojo, Satoshi 991, 1166
Toppano, Alessandro 1685
Toppano, Elio 1685
Torin, Alberto 1395
Toro Perez, Germán 1120
Torresen, Jim 1715
Trapani, Christopher 1037, 1091
Tsougras, Costas 1002
Tsuchiya, Yuichi 1204
Tsuzuki, Keita 790
Tzanetakis, George 325
V
Välimäki, Vesa 1725
Vallati, Mauro 1558
Valle, Andrea 1610
Valle, Rafael 1277
Vallis, Owen 149
Vamvakousis, Zacharias 725
Van Nispen tot Pannerden, Than 715
Van Vught, Jasper 185
Vassilandonakis, George 355
Velardo, Valerio 1558
Vickery, Lindsay 177
Vidolin, Alvise 371
Villeneuve, Jerome 1490
Visi, Federico 1368
Voldsund, Arve 1715
Vovolis, Thanos 1444

Proceedings ICMC|SMC|2014

W
Wada, Shizuka 1298
Wagner, David 823
Wanderley, Marcelo 565, 954
Wang, Cheng-I 1477
Wang, Ge 391, 686
Ward, Nicholas 920
Weaver, James 905
Wei, Linda 527
Weinel, Jonathan 140
Weinzierl, Stefan 1637
Weiss, Christof 1460
Werner, Kurt James 1453
Wessel, David 1277, 1587, 1592
Weyde, Tillman 485
Whalley, Ian 301
Williams, Duncan 580, 905
Wolek, Nathan1573, 1792
Wu, Bin 228, 928
Wyatt, Ariana 228
Y
Yamada, Takeshi 790
Yang, Yi-Hsuan 961, 1149, 1198
Yeo, Woon Seung 335, 780
Yi, Steven, 1542
You, Jaeseong 491, 1217
Yu, Li-Fan, 961
Z
Zanini, Francesco, 948
Zanini, Valerio, 948
Zannos, Ioannis 440, 754
Zareei, Mo 704
Zavada, Ivan 81
Zea, Elias 1172
Zoia, Giorgio 1020
Zotter, Franz 830
Zyskowski, Colin 767

14-20 September 2014, Athens, Greece

ICMC|SMC|2014 Proceedings, Athens 14-20 September 2014
___________________________________________________

Scientific Program
Time

Room

Monday, 15 September 2014
OS1: Music Information Retrieval
Chair: Xavier Serra, Pompeu Fabra University, Spain

Computational ethnomusicology: a music information retrieval perspective,
Invited Speech
George Tzanetakis, University of Victoria, Canada

09:0010:40

Odeon 2

Power-scaled spectral flux and peak-valley group-delay methods for robust musical onset
detection
Li Su, Yi-Hsuan Yang

Towards Soundscape Information Retrieval (SIR)
Tae Hong Park, Jun Hee Lee, Jaeseong You

A history of emerging paradigms in EEG for music
Kameron Christopher, Ajay Kapur, Dale Carnegie, Gina Grimshaw

Landmark detection in hindustani music melodies
Sankalp Gulati, Joan Serrà, Kaustuv Ganguli, Xavier Serra

Time

Room

Monday, 15 September 2014
OS2: Aesthetics of Computer and Interactive Music-1
Chair: Tae Hong Park, New York University, USA

The place and meaning of computing in a sound relationship of man, machines, and environment,
Invited Speech

09:0010:40

Odeon 3

Agostino Di Scipio, Conservatory of Naples, Italy

How blue is Mozart? Non verbal sensory scales for describing music qualities
Maddalena Murari, Antonio Roda', Osvaldo Da Pos, Sergio Canazza, Giovanni De Poli, Marta Sandri

Building a Gamelan from bricks
Tzu-En Ngiao

Modelling the live-electronics in electroacoustic music using particle systems
André Perrotta, Flo Menezes, Luis Gustavo Martins

POLISphone: Creating and performing with a flexible soundmaps
Filipe Lopes, Paulo Rodrigues

Time

Room

Monday, 15 September 2014
OS3: Algorithmic Composition-1
Chair: Darrell Conklin, University of the Basque Country, Spain

Probabilistic harmonization with fixed intermediate chord constraints
Maximos Kaliakatsos-Papakostas, Emilios Cambouropoulos

09:0010:40

Odeon 4

Efficient sampling from statistical models of music
Dorien Herremans, Kenneth Sörensen, Darrell Conklin

Swarm lake: a game of swarm intelligence, human interaction and collaborative music composition
Maximos Kaliakatsos-Papakostas, Andreas Floros, Konstantinos Drossos, Konstantinos Koukoudis,
Manolis Kyzalas, Achilleas Kalantzis

N-gon waves – audio applications of the geometry of regular polygons in the time domain
Dominik Chapman, Mick Grierson

Directed transitional composition for gaming and adaptive music using Q-learning
Jason Cullimore, Howard Hamilton, David Gerhard

Time

Room

Monday, 15 September 2014

11:10-

Onassis
2

Chair: Anastasia Georgaki, University of Athens, Greece

12:10

Keynote Speech 1
Sound and music computing meets philosophy
Jean-Claude Risset, Universitéd'Aix-Marseille, Laboratoire de Mécanique et d'Acoustique CNRS, France

-23-

ICMC|SMC|2014 Proceedings, Athens 14-20 September 2014
___________________________________________________

Time
12:1012:45

Room
Odeon
1

Monday, 15 September 2014
PS1: Poster Session craze
Chair: Emilia Gomez, Universitat Pompeu Fabra, Spain

PS1: Poster Session
Chair: Emilia Gomez, Universitat Pompeu Fabra, Spain

Unisoner: an interactive interface for derivative chorus creation from various singing voices on the
Web
Keita Tsuzuki, Tomoyasu Nakano, MasatakaGoto, Takeshi Yamada, Shoji Makino

Music technology’s influence on flute pedagogy: a survey of their interaction
Diana Siwiak, Ajay Kapur, Dale Carnegie

Infrared vs. ultrasonic finger detection on a virtual piano keyboard
Yuri De Pra, Federico Fontana, Fausto Spoto

Real-time breeding composition system by means of genetic programming and breeding procedure
Daichi Ando

Visualization and manipulation of stereophonic audio signals by means of IID and IPD
Giorgio Presti, Davide Andrea Mauro, Goffredo Haus

Audio signal visualisation and measurement
Robin Gareus, Chris Goddard

NLN-live, an application for live non-linear and interactive music performances

12:4514:30

Odeon
0

Than van Nispen Tot Pannerden

Improving accompanied flamenco singing voice transcription by combining vocal detection and
predominant melody extraction
Nadine Kroher, Emilia Gómez

The feature extraction based hypersampler in Il grifonelleperlenere: a bridge between player and
instrument paradigm
Marco Marinoni

A multi-agent Interactive composing system for creating “expressive” accompaniment
Michael Spicer

The use of apprenticeship learning via inverse reinforcement learning for musical composition
Orry Messer, Pravesh Ranchod

The SpatDIF library – concepts and practical applications in audio software
Jan Schacher, Chikashi Miyama, Trond Lossius

From technological investigation and software emulation to music analysis: an integrated approach
to Barry Truax'sriverrun
Michael Clarke, FrédéricDufeu, Peter Manning

SoundScapeTK: a platform for mobile soundscapes
Thomas Stoll, Teri Rueb

Kara: a BCI approach to composition
Rodrigo Cadiz, Patricio de la Cuadra

About the different types of listeners for rating the overall listening experience
Michael Schoeffler, Juergen Herre

A design exploration on the effectiveness of vocal imitations
Stefano DelleMonache, Stefano Baldan, Davide Andrea Mauro, Davide Rocchesso

A hybrid guitar physical model controller: the Bladeaxe
Romain Michon, Julius Orion III Smith

Ethos in sound design for brand advertisement
Elio Toppano, Alessandro Toppano

12:4514:30

NEYMA interactive soundscape composition based on a low budget motion capture system

Odeon
0

Stefano Alessandretti, Giovanni Sparano

Evaluating HRTF similarity through subjective assessments: factors that can affect judgment
Areti Andreopoulou, Agnieszka Roginska

GenoMeMeMusic: a memetic-based framework for discovering the musical genome
Valerio Velardo, Mauro Vallati

Broadening telematic electroacoustic music by affective rendering and embodied real-time data
sonification
Ian Whalley

Multi-touch Interface for acousmatic music spatialization
Gwendal Le Vaillant, Rudi Giot

A high-level review of mappings in musical iOS applications
Thor Kell, Marcelo Wanderley
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Fractal aspects of musical time series
Heather Jennings, César Nascimento, Gandhimohan Viswanathan

Learning musical contour on a tabletop
Andrea Franceschini, Robin Laney, Chris Dobbyn

Short-term and long-term evaluations of melody editing method based on melodic outline
Tetsuro Kitahara, Yuichi Tsuchiya

Sound of rivers: stone drum: a multimedia collaboration with sonified data computer-processed
narration and electric violin
Charles Nichols, Mark Lorang, Mark Gibbons, Nicole Bradley Browning, Amber Bushnell

Diffusing Diffusion: A history of the technological advances in spatial performance
Bridget Johnson, Michael Norris, Ajay Kapur

Τactile.motion: an iPad based performance interface for increased expressivity in diffusion
performance
Bridget Johnson, Michael Norris, Ajay Kapur

Association of Sound movements in space to Takete and Maluma
Amalia de Götzen

Time

Room

Monday, 15 September 2014
OS4: Analysis / Synthesis-1
Chair: Μarcelo Queiroz, University of São Paulo, Brazil

14:3016:30

Real-time composition of sound environments,
Invited Speech, Georgia Spiropoulos, IRCAM, France
The sound effect of ancient Greek theatrical masks

Odeon 2

Fotios Kontomichos, Thanos Vovolis, Eleftheria Georganti, John Mourjopoulos

Understanding and tuning mass-interaction networks through their modal representation
Jerome Villeneuve, Claude Cadoz

Declarative composition and reactive control in marsyas
Jakob Leben, George Tzanetakis

A flexible and modular crosslingual voice conversion system
Anderson Machado, Marcelo Queiroz

Intelligent exploration of sound spaces using decision trees and evolutionary approach
Gordan Kreković, Davor Petrinović

Time

Room

Monday, 15 September 2014
OS5: Languages for Computer Music
Chair: Andreas Floros, Ionian University, Greece

LC: a new computer music programming language with three core features
Hiroki Nishino, Naotoshi Osaka, Ryohei Nakatsu

14:3016:30

Mostly-strongly-timed programming in LC

Odeon 3

Hiroki Nishino, Ryohei Nakatsu

Real time tempo canons with Antescofo
Christopher Trapani, José Echeveste

Sound processes: a new computer music framework
Hanns Holger Rutz

o.io: A unified communications framework for music, intermedia and cloud interaction
Adrian Freed, Rama Gottfried, John MacCallum, Jeff Lubow, Derek Razo, David Wessel

Towards defining the potential of electroacoustic infrasonic music
Alexis Crawshaw

Time

Room

Monday, 15 September 2014
SS1: Special Session “Technologies and Sound: Questions and Philosophical Views”
Chair: Agostino Discipio, Music Conservatory of L'Aquila, Italy

Ambient culture: Coping musically with the environmnet
Marcus Maeder

14:3016:10

Odeon 4

A paradigm shift for modelling sound sensation
John Mourjopoulos

From digital ‘Echos’ to virtual ‘ethos’: ethical aspects of music technology
George Kosteletos, Anastasia Georgaki

Ecologically grounded multimodal design: the Palafito 1.0 study
Damián Keller, Joseph Timoney, Leandro Constalonga, AriadnaCapasso, Patricia Tinajero, Victor Lazzarini, Marcelo
SoaresPimenta, Maria Helena de Lima, Marcelo Johann

Ex-Ethous (Εξ Έθους): Changing Habits
Marcos Novak
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Time

Room

Tuesday, 16 September 2014
OS6: Computational musicology
Chair: Emilios Cambouropoulos, Aristotle University of Thessaloniki, Greece

Echoes in Plato’s cave: ontology of sound objects in computer music and analysis,
Invited Speech
Alan Marsden, Lancaster University, United Kingdom

09:0010:40

Odeon 2

An idiom-independent representation of chords for computational music analysis and
generation
Emilios Cambouropoulos, Maximos Kaliakatsos-Papakostas, Costas Tsougras

Corpora for music information research in Indian art music
Ajay Srinivasamurthy, Gopala Krishna Koduri, Sankalp Gulati, Vignesh Ishwar, Xavier Serra

Analysis of the simultaneity, voice/layer balance and rhythmic phrasing in works for guitar by
Rodrigo, Brouwer and Villa-Lobos
Sérgio Freire, Lucas Nézio, Anderson Reis

Algebraic Mozart by tree synthesis
Keiji Hirata, Satoshi Tojo, Masatoshi Hamanaka

Time

Room

Tuesday, 16 September 2014
OS7: Artificial Intelligence and Music
Chair: Roberto Bresin, Royal Institute of Technology, Sweden

An automatic singing impression estimation method using factor analysis and multiple
regression
Ai Kanato, Tomoyasu Nakano, MasatakaGoto, Hideaki Kikuchi

09:0010:40

Odeon 3

Real-time manipulation of syncopation in audio loops
Diogo Cocharro, George Sioros, Marcelo Caetano, Matthew Davies

The notion of Ethos in Arabic music: computational modeling of Al-Urmawi's modes (13th
Century) in Csound
Raed Belhassen

Evaluating perceptual separation in a pilot system for affective composition
Duncan Williams, Alexis Kirke, Eduardo Miranda, Ian Daly, Etienne Roesch, James Weaver, SlawomirNasuto

Spatialization symbolic music notation at ICST
Emile Ellberger, Germán Toro Perez, Johannes Schuett, Giorgio Zoia, Linda Cavaliero

Time

Room

Tuesday, 16 September 2014
OS8: New Interfaces for Musical Expression-1
Chair: Leontios Hadjileontiadis, Aristotle University of Thessaloniki, Greece

Creating a place as a medium for musical communication using multiple
electroencephalography
Takayuki Hamano, Hidefumi Ohmura, Ryu Nakagawa, Hiroko Terasawa, Reiko Hoshi-Shiba, Kazuo Okanoya,
Kiyoshi Furukawa

09:0010:40

Odeon 4

The breath engine: challenging biological and technological boundaries through the use of NK
complex adaptive systems
Joe Cantrell, Colin Zyskowski, Drew Ceccato

Animating timbre - A user study
Sean Soraghan

Conceptual blending in biomusic composition space: the “brainswarm” paradigm
Leontios Hadjileontiadis

Instantaneous detection and classification of impact sounds: turning simple objects into
powerful musical control interfaces
Nikolaos Stefanakis, Yannis Mastorakis, Athanasios Mouchtaris

Time

Room

11:10-

Onassis 2

12:10

Tuesday, 16 September 2014
Keynote Speech 2
Chair: Kostas Moschos, Institute for Research on Music & Acoustics , Greece

Mathews’ Diagram and Euclid’s Line -fifty years agoJohn Chowning, Computer Research in Music and Acoustics (CCRMA), Stanford University, USA
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Time

Room

12:1012:45

Odeon 1

Tuesday, 16 September 2014
PS2: Poster Session craze
Chair: Giovanni De Poli, University of Padova, Italy

PS2: Poster Session
Chair: Giovanni De Poli, University of Padova, Italy

Distance in pitch sensitive time-span tree
Masaki Matsubara, Keiji Hirata, Satoshi Tojo

Data Auditorio: Towards Intense Interaction, an Interactive Hyper-Directional Sound for Play
and Ubiquity
Daichi Misawa, Kiyomitsu Odai

Griddy: a drawing based music composition system with multi-layered structure
Keunhyoung Luke Kim

Touchpoint: dynamically re-routable effects processing as a multi-touch tablet instrument
Nicholas Suda, Owen Vallis

FugueGenerator - collaborative melody composition based on a generative approach for
conveying emotion in music
NiklasKlügel, Gerhard Hagerer, Georg Groh

Tempo prediction model for accompaniment system
Shizuka Wada, YasuoHoriuchi, Shingo Kuroiwa

12:45Odeon 0
14:30

ICE - towards a new kind of networked computer music ensemble
Winfried Ritsch

Loudness Normalization: the democratisation of sound quality judgments
Malachy Ronan, Robert Sazdov, Nicholas Ward

Eroticism and time in computer music: Juliana Hodkinson and Niels Ronsholdt’s fish & fowl
Danielle Sofer

PheroMusic: navigating a flexible space of active music
Kristian Nymoen, Arjun Chandra, KyrreGlette, Jim Torresen, Alexander RefsumJensenius, ArveVoldsund

Algorithmic cross-mixing and rhythmic derangement
Zlatko Baracskai

Expanding the vocalist’s role through the use of live electronics in realtime improvisation
Tone Åse

TC-data: extending multi-touch interfaces for generalized relational control
Kevin Schlei

Automatic competency assessment of rhythm performances of ninth-grade and tenth-grade
pupils
Jakob Abesser, Johannes Hasselhorn, Sascha Grollmisch, Christian Dittmar, Andreas Lehmann

CriticalEd: a tool for assisting with the creation of critical commentaries
Caspar Mølholt Kjellberg, David Meredith

Polytempo network: a system for technology-assisted conducting
Philippe Kocher

Computing musical meter – an approach to an integrated formal description
Bernd Härpfer

Transient analysis for music and moving images: considerations for television advertising
Andrew Rogers, Ian Gibson

A system for audio-visual additive synthesis
Lance Putnam

Mobile phones as ubiquitous instruments: towards standardizing performance data on the
network

12:45Odeon 0
14:30

Nathan Bowen, David Reeder

Ambisonics user defined opcodes for Csound
Martin Neukom

Exploring a visual/sonic representational continuum
Lindsay Vickery

Interval scale as group generators
Tsubasa Tanaka, Kiyoshi Furukawa

Orchestrating wall reflections in space by icosahedral loudspeaker: findings from first artistic
research exploration
Gerriet Sharma, Franz Zotter, Matthias Frank

Connecting SUM with computer-assisted composition in PWGL: recreating the graphic scores of
AnestisLogothetis

-27-

ICMC|SMC|2014 Proceedings, Athens 14-20 September 2014
___________________________________________________

Sara Adhitya, Mika Kuuskankare

A recursive system mapping motion and sound in a robot between human interaction design
Sinan Bokesoy

Music systemisers and music empathisers – do they rate expressiveness of computer generated
performances the same?
Emery Schubert, Giovanni De Poli, Antonio Roda, Sergio Canazza

On the playing of monodic pitch in digital music instrument
Vincent Goudard, Hugues Genevois, Lionel Feugère

Lose Control Gain Influence
Alberto de Campo

Automatic singer identification for improvisational styles based on vibrato timbre and statistical
performance descriptors
Nadine Kroher, Emilia Gómez

Musical perspectives on composition sonification and music
Amalia de Götzen, Nicola Bernardini, Alvise Vidolin

The Future of Spatial Computer Music
Eric Lyon

Time

Room

Tuesday, 16 September 2014
OS9: Analysis / Synthesis-2
Chair: Tamara Smyth, University of California, San Diego, USA

Some perspectives in the artistic rendering of music scores
Gianpaolo Evangelista

14:3016:10

Timbre-invariant audio features for style analysis of classical music

Odeon 2

Christof Weiss, Matthias Mauch, Simon Dixon

ΗarmonyMixer: mixing the character of chords among polyphonic audio
Satoru Fukayama, Masataka Goto

The use of rhythmograms in the analysis of electroacoustic music, with application to
Normandeau’s onomatopoeias cycle
David Hirst

From automatic sound analysis of gameplay footage [Echos] to the understanding of player
experience [Ethos]: an interdisciplinary approach
Raphael Marczak, Pierre Hanna, Jean-Luc Rouas, Jasper van Vught, Gareth Schott

Time

Room

Tuesday, 16 September 2014
OS10: Analysis / Synthesis-3
Chair: Federico Avanzini, University of Padova, Italy

Timbre features and music emotion in plucked string, mallet percussion, and keyboard tones
Chuck-jee Chau, Bin Wu, Andrew Horner

14:3016:10

Odeon 3

A framework for music analysis/resynthesis based on matrix factorization
Juan Jose Burred

Musical audio denoising assuming symmetric a-stable noise
Nikoletta Bassiou, Constantine Kotropoulos

A bowed string physical model including finite-width thermal friction and hair dynamics
Esteban Maestre, Carlos Spa, Julius Smith

Detection of random spectral alterations of sustained musical instrument tones in repeated
note contexts
Chung Lee, Andrew Horner

Time

Room

14:3016:10

Odeon 4

Tuesday, 16 September 2014
SS2: Special Session “Dematerializing - Rematerializing: Tangibility in Computer
Music”
Chair: Claude Cadoz, ACROE, France

Tangibility, presence, materiality, reality in artistic creation with digital technology

Claude Cadoz, Alexandros Kontogeorgakopoulos, Ioannis Zannos
Digital musical instruments in the digital fabrication age
Alexandros Kontogeorgakopoulos

Corporeality, actions and perceptions in gestural performance of digital music
Jan Schacher
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Immediacy - intimacy and manipulation – extension of the tangibility metaphor
Ioannis Zannos

Listening otherwise: playing with sound vibrations
Pascale Criton

Time

Room

Wednesday, 17 September 2014
OS11: Human Computer Interaction and Music
Chair: Giovanni De Poli, University of Padova, Italy

Musical timbre and emotion: the identification of salient timbral features in sustained musical
instrument tones equalized in attack time and spectral centroid
Bin Wu, Andrew Horner, Chung Lee

09:0010:40

Odeon 2

Design process for interactive sound installations: the designer, the interactor and the system
Cecile Le Prado, Stephane Natkin

“Topos” toolkit for pure data: exploring the spatial features of dance gestures for interactive
musical applications
Luiz Naveda, Ivani Santana

AscoGraph: a user interface for sequencing and score following for interactive musical pieces
Thomas Coffy, Arshia Cont, Jean-Louis Giavitto

Citygram one: one year later
Tae Hong Park, Michael Musick, John Turner, Charlie Mydlarz, Jun Hee Lee, Jaeseong You, Luke DuBois

Time

Room

Wednesday, 17 September 2014
OS12: Composition Systems / Techniques-1
Chair: Stefan Bilbao, University of Edinburgh, UK

Easter eggs: hidden tracks and messages in musical mediums
Jonathan Weinel, Darryl Griffiths, Stuart Cunningham

09:0010:40

Modular physical modeling synthesis environments on GPU
Stefan Bilbao, Alberto Torin, Paul Graham, James Perry, Gordon Delap

Odeon 3

StiffNeck: the electroacoustic music performance venue in a box
Gerhard Eckel, Martin Rumori

Fine-tuned control of concatenative synthesis with CataRT using the Bach Library for Max
Aaron Einbond, Christopher Trapani, Andrea Agostini, Daniele Ghisi, Diemo Schwarz

pOM: linking pen gestures to computer-aided composition processes
Jérémie Garcia, Jean Bresson, Philippe Leroux

Time

Room

Wednesday, 17 September 2014
OS13: Computer environments for sound/music processing-1
Chair: Yann Orlarey, GRAME, France

Audio rendering/processing and control ubiquity? a solution built using Faust dynamic compiler
and JACK/NetJack

09:0010:40

Odeon 4

Stephane Letz, Sarah Denoux, Yann Orlarey

DIMI-6000: an early musical microcomputer by Erkki Kurenniemi
Kai Lassfolk, Jari Suominen, Mikko Ojanen

Model-view-controller separation in Max using Jamoma
Trond Lossius, Theo de la Hogue, Pascal Baltazar, Tim Place, Nathan Wolek, Julien Rabin

New tools for aspect-oriented programming in music and media programming environments
John MacCallum, Adrian Freed, David Wessel

Flocking: a framework for declarative music-making on the Web
Colin Clark, Adam Tindale

Time
11:10-

Room
Onassis
2

Chair: Georgios Kouroupetroglou, University of Athens, Greece

Creative symbolic interaction
Gérard Assayag, IRCAM, CNRS, UPMC, France

12:10
Time
12:1012:45
12:45-

Wednesday, 17 September 2014
Keynote Speech 3

Room
Odeon 1
Odeon 1

Wednesday, 17 September 2014
PS3: Poster Session craze
Chair: Stefania Serafin, Aalborg University, Denmark

PS3: Poster Session
Chair: Stefania Serafin, Aalborg University, Denmark
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14:30

MoveOSC - smart watches in mobile music performance
Alex Migicovsky, Jonah Scheinerman, Georg Essl

EmbodiComp: embodied interaction for mixing and composition
Dalia El-Shimy, Steve Cowar, Jeremy Cooperstock

Affective jukebox: a confirmatory study of EEG emotional correlates in response to musical
stimuli
Joel Eaton, Duncan Williams, Eduardo Miranda

Beyond the beat: towards metre rhythm and melody modelling with hybrid oscillator
networks
Andrew Lambert, Tillman Weyde, Newton Armstrong

Augmented exercise biking with virtual environments for elderly users: considerations on the
use of auditory feedback
Jon Ram Bruun-Pedersen, Stefania Serafin, Lise Busk Kofoed

Contemporary practices in the performance and sustainability of computer music repertoire
Jeremy Baguyos

A study on cross-cultural and cross-dataset generalizability of music mood regression models
Xiao Hu, Yi-Hsuan Yang

The ghost in the MP3
Ryan Maguire

NICO: an open-source interface bridging the gap between musician and tesla coil
Blake Johnston, Josh Bailey, Dugal McKinnon

Movable Party: a bicycle-powered system for interactive musical performance
Steven Kemper, Wendy Hsu, Carey Sargent, Josef Taylor, Linda Wei

Could the endless progressions in James Tenney’s music be viewed as sonic koans?
François-Xavier Féron

Study of the perceptual and semantic divergence of digital audio processed by restoration
algorithms
Sonia Cenceschi, Giorgio Klauer

Computer game piece: exploring video games as means for controlled improvisation
DariuszJackowski, Francho Melendez, Andrzej Bauer, PawelHendrich, CezaryDuchnowski

Towards touch screen live instruments with less risk: a gestural approach
Edward Jangwon Lee, WoonSeung Yeo

An experimental classification of the programing patterns for scheduling in computer
musicprogramming
Hiroki Nishino

The counterpoint game: rules constraints and computational spaces
Mattia Samory, Marcella Mandanici, Sergio Canazza, Enoch Peserico

Method to detect GTTM local grouping boundaries based on clustering and statistical learning
KouheiKanamori, Masatoshi Hamanaka

Examining the analysis of dynamical sonic ecosystems: in light of a criterion for evaluating
theories
Michael Musick

Sound shapes and spatial texture: frequency-space morphology
Stuart James

The "Harmonic Walk": an interactive educational environment to discover musical chords
Marcella Mandanici, Antonio Rodà, Sergio Canazza

Test methods for interactive music systems
Clément Poncelet Sanchez, Florent Jacquemard

Zwischenräume - A case study towards an the evaluation of interactive sound installations
Georgios Marentakis, David Pirrò, Raphael Kapeller

Spatial utilization of sensory dissonance and the creation of sonic sculpture
Brian Hansen

Vocal detection in monaural mixtures
Anders Elowsson, Ragnar Schön, Matts Höglund, Elias Zea, Anders Friberg

Modality
Marije Baalman, Till Bovermann, Alberto de Campo, Miguel Negrão

12:45-

HMM-based automatic arrangement for guitars with transposition and its implementation

14:30

Turnector: tangible control widgets for capacitive touchscreen devices

Gen Hori, Shigeki Sagayama
Edward Kingsley Rutter, Tom Mitchell, Chris Nash

Degrees of interpretation in computer aided algorithmic composition
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Jessica Aslan

Sonification of controlled quantum dynamics
Alexandros Kontogeorgakopoulos, Daniel Burgarth

Musical audio synthesis using autoencoding neural nets
Andy Sarroff, Michael Casey

Tactile Composition: configurations and communications for a haptic chair
Joanne Armitage, Kia Ng

Digitally extending the optical soundtrack
Alexander Dupuis, Carlos Dominguez

Time

Room

Wednesday, 17 September 2014
OS14: Automatic music generation/accompaniment systems
Chair: Moreno Andreatta, IRCAM, Paris, France

Kuatro: a motion-based framework for interactive music installations
David Johnson, Yiorgos Vassilandonakis, Seth Stoudenmier, Bill Manaris

Modes of sonic interaction in circus: three proofs of concept

14:3016:30

Ludvig Elblaus, Maurizio Goina, Marie-Andrée Robitaille, Roberto Bresin

Odeon 2

Laminae: a stochastic modeling-based autonomous performance rendering system that
elucidates performer characteristics
Kenta Okumura, Shinji Sako, Tadashi Kitamura

Machine improvisation with formal specifications
Alexandre Donze, Rafael Valle, Sophie Libkind, Ilge Akkaya, Sanjit Seshia, David Wessel

Modulus p rhythmic tiling canons and some implementations in OpenMusic visual programming
language
Hélianthe Caure, Carlos Agon, Moreno Andreatta

Planning human-computer improvisation
Jérôme Nika, José Echeveste, Marc Chemillier, Jean-Louis Giavitto

Time

Room

Wednesday, 17 September 2014
OS15: Algorithmic Composition-2
Chair: Emilia Gomez, Universitat Pompeu Fabra, Spain

Gene expression synthesis
Alo Allik

AutoChorus Creator: four-part chorus generator with musical feature control, using search
spaces constructed from rules of music theory

14:3016:30

Odeon 3

Benjamin Evans, Satoru Fukayama, MasatakaGoto, NagisaMunekata, Tetsuo Ono

Considering roughness to describe and generate vertical musical structure in content-based
algorithmic-assisted audio composition
Gilberto Bernardes, Matthew Davies, Carlos Guedes, Bruce Pennycook

AutoRhythmGuitar: computer-aided composition for rhythm guitar in the tab space
Matt McVicar, Satoru Fukayama, MasatakaGoto

Takt: a read-eval-play-loop interpreter for a structural/procedural score language
Satoshi Nishimura

Query-by-multiple-examples: content-based search in computer-assisted sound-based musical
composition
Tiago Fernandes Tavares, Jônatas Manzolli

Time

Room

Wednesday, 17 September 2014
SS3: Special Session “Tangibility in Computer Music”
Chair: Claude Cadoz, ACROE, France

14:3016:10

Odeon 4

Being there & being with: the philosophical and cognitive notions of presence and embodiment
in virtual instruments
Annie Luciani

Sound mosaic in geveryday objects
Diemo Schwarz

Spacialsound and tangibility
Ludger Brummer

sculpTon: a malleable tangible interface for sound sculpting
Alberto Boem
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Time

Room

Thursday 18, September 2014
OS16: Spatial Sound & Spatialization Techniques
Chair: Martin Supper, Berlin University of Arts, Germany

09:0010:40

ImmLib - A new library for immersive spatial composition

Odeon 2

Miguel Negrão

The HOA library, review and prospects
Anne Sèdes, Pierre Guillot, Elliot Paris

Introducing the zirkonium MK2 system for spatial composition
David Wagner, Ludger Brümmer, Götz Dipper, Jochen Arne Otto

An agent based approach to interaction and composition
Stephen Pearse, David Moore

Time

Room

Thursday 18, September 2014
OS17: Gestures, motion and music
Chair: Alexandros Kontogeorgakopoulos, Cardiff Metropolitan University, UK

ArmKeyBoard: a mobile keyboard instrument based on chord-scale system and tonal hierarchy
Jun-qi Deng, Francis Chi Moon Lau, Yu-kwong Kwok

09:0010:40

Odeon 3

Leap motion as expressive gestural interface
Martin Ritter, Alyssa Aska

The procedural sound and music of ECHO::Canyon
Rob Hamilton, Chris Platz

Mapping motion to timbre: orientation, FM synthesis and spectral filtering
Israel Neuman, Charles Okpala, Cesar Bonezzi

Effects of different bow stroke styles on body movements of a viola player: an exploratory
study
Federico Visi, Esther Coorevits, Eduardo Miranda, Marc Leman

Time

Room

Thursday 18, September 2014
OS18: Interfaces for sound and music
Chair: Rafael Ramirez, PompeuFabra University, Spain

miniAudicle for iPad: touchscreen-based music software programming
Spencer Salazar, Ge Wang

09:0010:40

Odeon 4

Scaling up live internet performance with the global net orchestra
Roger Dannenberg, Tom Neuendorffer

P300 harmonies: a brain-computer musical interface
Zacharias Vamvakousis, Rafael Ramirez

Mutor: drone chorus of metrically muted motors
Mo Zareei, Dale Carnegie, Ajay Kapur

Bassline pitch prediction for real-time performance systems
Andrew Robertson

Time

Room

11:10-

Onassis 2

Chair: Ioannis Zannos, Ionian University, Greece

Rhythmic processes in electronic music
Curtis Roads, University of California, Santa Barbara, USA

12:10
Time
12:1012:45

Thursday 18, September 2014
Keynote Speech 4

Room

Thursday 18, September 2014
PS4: Poster Session craze

Odeon 1

Chair: Richard Dudas, Hanyang University, Korea

PS4: Poster Session
Chair: Richard Dudas, Hanyang University, Korea

The Black Swan: probable and improbable communication over local and geographically
displaced net-worked connections as a musical performance system

12:45Odeon 0
14:30

Alyssa Aska

Perception of interactive vibrotactilecues on the acoustic grand and upright piano
Federico Fontana, Federico Avanzini, Hanna Järveläinen, Stefano Papetti, Francesco Zanini, Valerio Zanini

Transcription adaptation and maintenance in live electronic performance with acoustic
instruments
Richard Dudas, Pete Furniss

Resolving octave ambiguities: a cross-dataset investigation
Li Su, Hsin-Yu Lai, Li-Fan Yu, Yi-Hsuan Yang

Towards a dynamic model of the palm mute guitar technique based on capturing pressure
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profiles between the guitar strings
Julien Biral, Nicolas D'Alessandro, Adrian Freed

Influence of expressive coupling in ensemble performance on musicians’ body movement
Davi Mota, Mauricio Loureiro, Rafael Laboissière

ATK reaper: ambisonic toolkit as JSFX plugins
Trond Lossius, Joseph Anderson

Vuza: a functional language for creative applications
Carmine-EmanueleCella

Using natural language to specify sound parameters
Jan-Torsten Milde

Sensors2PD: mobile sensors and WiFi information as input for pure data
Antonio de Carvalho Junior

Comparing models of symbolic music using probabilistic grammars and probabilistic
programming
Samer Abdallah, Nicolas Gold

Sense: an electroacoustic composition for surround sound and tactile transducers
Panayiotis Kokoras

Recommending music to groups in fitness classes
Berardina De Carolis, Stefano Ferilli, Nicola Orio

Organic oscillator: experiments using natural oscillation sources from audiences
Yuan-Yi Fan

SkipStep: a multi-paradigm touch-screen instrument
Avneesh Sarwate, Jeff Snyder

A research of automatic composition and singing voice synthesis system for Taiwanese popular
songs
Chih-Fang Huang, Wei-Gang Hong, Min-Hsuan Li, Wei-Po Nien

Toward real-time estimation of tonehole configuration
Tamara Smyth, Cheng-i Wang

Audio-rate modulation of physical model parameters
Edgar Berdahl

Conceptual interacting strategies in forming electroacoustic sound identities
Georgia Kalodiki

12:45-

Odeon 0

Towards open 3D sound diffusion systems
Fernando Lopez-Lezcano

Teaching robots to conduct: automatic extraction of conducting information from sheet music

14:30

Andrea Salgian, Laurence Agina, Teresa Nakra

Color and emotion caused by auditory stimuli
Elena Partesotti, Tiago Fernandes Tavares

A genetic algorithm approach to collaborative music creation on a multi-touch table
Niklas Klügel, Andreas Lindström, Georg Groh

3DMIN – Challenges and interventions in design development and dissemination of new
musical instruments
Till Bovermann, HaukeEgermann, Alexander Foerstel, Sarah-Indriyati Hardjowirogo, Amelie Hinrichsen,
Dominik Hildebrand Marques Lopes, Andreas Pysiewicz, Stefan Weinzierl, Alberto de Campo

Parameter estimation of virtual musical instrument synthesizers
Katsutoshi Itoyama, Hiroshi Okuno

Experimence: considerations for composing a rock song for interactive audience participation
Oliver Hödl

A computer-mediated interface for jazz piano comping
Rui Dias, Carlos Guedes, Telmo Marques

The Effectiveness of visual feedback singing vocal technology in Greek elementary school

Sofia Stavropoulou, Anastasia Georgaki, Fotis Moschos
Tangibility and low-level live coding
Yorgos Diapoulis, Ioannis Zannos

The creation and projection of space-source in electroacoustic music
Theodoros Lotis

Time

Room

14:3016:10

Odeon 2

Thursday 18, September 2014
OS19: Perception and cognition of sound and music
Chair: Stefania Serafin, Aalborg University, Denmark

ML.* machine learning library as a musical partner in the computer-acoustic composition flight
Benjamin Smith, Scott Deal
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Merged-output hidden Markov model for score following of MIDI performance with ornaments
desynchronized voices, repeats and skips
Eita Nakamura, Yasuyuki Saito, Nobutaka Ono, Shigeki Sagayama

muTunes: a study of musicality perception in an evolutionary context
Kirill Sidorov, Robin Hawkins, Andrew Jones, David Marshall

A Protocol for creating multiagent systems in ensemble with pure data
Pedro Bruel, Marcelo Queiroz

Time

Room

Thursday 18, September 2014
OS20: Algorithmic Composition-3
Chair: Dominique Fober, GRAME, France

Musings on the status of electronic music today,
Invited Speech
CortLippe, University of Buffalo, USA

14:3016:30

December variations (on a theme by Earle Brown)

Odeon 3

Richard Hoadley

Symmetrical and geometrical cycles in twelve-tone composition: developments toward a new
model
Telmo Marques, Paulo Ferreira-Lopes

Cage: a high-level library for real-time computer-aided composition
Andrea Agostini, ÉricDaubresse, Daniele Ghisi

Musical processes representation
Dominique Fober, Yann Orlarey, Stéphane Letz

Spatial transformations in simplicial chord spaces
Luis Bigo, Daniele Ghisi, Antoine Spicher, Moreno Andreatta

Time

Room

Thursday 18, September 2014
SS4: Special Session “Iannis Xenakis: Technology and Philosophy-1”
Chair: Makis Solomos, Universite Paris VIII, France

Xenakis’s Philosophy of Technology Through Some Interviews,

14:3016:10

Odeon 4

Invited Speech
MakisS olomos, University Paris 8, France

Computer, formalisms, intuition and metaphors Α.Xenakian and post-Xenakian approach
Jose Luis Besada

Creativity through technology and science in Xenakis
Kostas Paparigopoulos

What does create using technology mean? The paradigm of Xenakis
Elsa Kiourtsoglou

Time

Room

Friday 19, September 2014
OS21: New Interfaces for Musical Expression-2
Chair: Rafael Ramirez, PompeuFabra University, Spain

Implementation and evaluation of real-time interactive user interface design in self-learning
singing pitch training apps
Kin Wah Edward Lin, Hans Anderson, Hamzeen Hameem, Simon Lui

09:0010:40

Odeon 2

Little Drummer Bot: building, testing, and interfacing with a new expressive mechatronic drum
system
Jim Murphy, Dale Carnegie, Ajay Kapur

Mechatronic Keyboard Music: design, evaluation, and use of a new mechatronic harmonium
Jim Murphy, Ajay Kapur, Dale Carnegie

Implementations of the leap motion device in sound synthesis and live performance
Lamtharn Hantrakul

OPERAcraft: blurring the lines between real and virtual
Ivica Bukvic, Cody Cahoon, Ariana Wyatt, Tracy Cowden, Katie Dredger

Time
09:0010:40

Room
Odeon 3

Friday 19, September 2014
OS22: Aesthetics of Computer and Interactive Music-2
Chair: John Mourjopoulos, University of Patras, Greece

Timbral haunting: an interactive system re-interpreting the present in echoes of the past
Michael Musick, Tae Hong Park
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Translation as technique: collaboratively creating an electro-acoustic composition for
saxophone and live video projection
Christopher Jette, Kelland Thomas, Javier Villegas, Angus Forbes

Principles of visual design for computer music
Ge Wang

Optimal Acoustic Reverberation Evaluation of Byzantine Chanting in Churches
John Mourjopoulos, Charalambos Papadakos, Gavriil Kamaris, Georgios Chryssochoidis, Georgios
Kouroupetoglou

Towards an aesthetic of electronic-music performance practice
Marko Ciciliani

Time

Room

Friday 19, September 2014
OS23: Computer environments for sound/music processing-2
Chair: Roger Dannenberg, Carnegie Mellon University, USA

Gamma: a C++ sound synthesis library further abstracting the unit generator
Lance Putnam

Extending Aura with Csound opcodes

09:0010:40

Odeon 4

Steven Yi, Roger Dannenberg, Victor Lazzarini, John Fitch

SoDA: A sound design accelerator for the automatic generation of soundscapes from an
ontologically annotated sound library
Andrea Valle, Paolo Armao, Matteo Casu, Marinos Koutsomichalis

Violin fingering estimation according to skill level based on hidden Markov model
Wakana Nagata, Shinji Sako, Tadashi Kitamura

Alarm/will/sound: perception, characterization, acoustic modeling, and design of modified car
alarms
Alexander Sigman, Nicolas Misdariis

Time

Room

11:10-

Onassis 2

Chair: Christos Carras, Onassis Cultural Center, Greece

What is sound?
Peter Nelson, University of Edinburgh, United Kingdom

12:10
Time

Friday 19, September 2014
Keynote Speech 5

Room

Friday 19, September 2014
OS24: Digital Audio Effects and Physical Modeling
Chair: Alexandros Kontogeorgakopoulos, Cardiff Metropolitan University, UK

Chorale synthesis by the multidimensional scaling of pitches,
Invited Speech

14:3016:10

Clarence Barlow, University of California Santa Barbara, USA

Odeon 2

The TR-808 cymbal: a physically-informed, circuit-bendable, digital model
Kurt James Werner, Jonathan S. Abel, Julius O. Smith

Spatial and kinematic models for procedural audio in 3D virtual environments
Jose Ignacio Pecino Rodriguez

Programmation and control of Faust sound processing in OpenMusic
Dimitri Bouche, Jean Bresson, Stéphane Letz

Human perception of the soundscape in a metropolis through the phenomenology of neural
networks
Enrica Santucci, Luca Andrea Ludovico

Time

Room

Friday 19, September 2014
OS25: Composition Systems / Techniques-2
Chair: Gerhard Eckel, University of Music and Performing Arts Graz, Austria

Realism, art, technology and audiovisual immersion into the environment of the Ionian islands
George Heliades, Apostolos Loufopoulos, Minas Emmanouil, Theofanis Maragkos

14:3016:10

Odeon 3

Real-time music composition through P-timed Petri Nets
Adriano Barate, Goffredo Haus, Luca Ludovico

Chronotope
Ivan Zavada

Physical and perceptual characterization of a tactile display for a liveelectronics notification system
Emma Frid, Marcello Giordano, Marlon Schumache, Marcelo Wanderley

Sonic scenography - equalized structure-borne sound for aurally active set design
Otso Lähdeoja, Aki Haapaniemi, Vesa Välimäki
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Time
14:3016:10

Room

Friday 19, September 2014
SS5: Special Session “Iannis Xenakis: Technology and Philosophy-2”
Chair: Makis Solomos, Universite Paris VIII, France

Odeon 4

Technology and philosophical ideas in the instrumental music of Iannis Xenakis
Benoît Gibson

Auditory fusion and holophonic musical texture in Xenakis’ spithoprakta
Panayotis Kokoras

Round table
Agostino Di Scipio, Jean-Claude Risset, Curtis Roads, Benoît Gibson, Panayotis Kokoras
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Workshops - Demos - Studio Reports Program
Monday 15 September 2014
ROOM A

ROOM B

Time
SR1.
a) Sound and music Computing, Aalborg University, Studio Report,
D1. Mobile Instruments Made Easy: Creating Musical Mobile Apps
Stefania
09:00-09:50 with LIBPD and iOS, No Experience Necessary,
Serafin
Danny Holmes
b) Centre Iannis Xenakis (CIX),
Cyrille Delhaye
09:50-10:40

D2. Model-view-controller separation in Max and Jamoma.
Trond Lossius

10:40-11:10 Coffee break
11:10-12:10

D3. Centre Iannis Xenakis (CIX),
Rodolphe Bourotte
Keynote Speech

WS1. Modality Workshop
12:10-13:30 Till Bovermann
13:30-14:10 Lunch break
WS1. Modality Workshop
14:10-16:20 Till Bovermann

WS2. Workshop: ``Topos'' toolkit for Pure Data: Spatial features of dance
gestures for interactive musical applications. Luiz Naveda

16:20-16:40 Coffee break

Tuesday 16 September 2014
ROOM A

ROOM B

Time
09:00-09:50
09:50-10:40

WS3. Brain-Computer Music Interfaces Workshop
Rafael Ramirez

D4. SYSTab: a proactive real-time expert system for ancient Greek
music theory and notation, Martin Carlé

10:40-11:10 Coffee break
11:10-12:10

12:10-13:30

Keynote Speech

WS4. Deployment, Analysis, and Creative Composition with
RSD’s from the Citygram Project Tae Hong Park

13:30-14:30 Lunch break
WS4. Deployment, Analysis, and Creative Composition with
RSD’s from the Citygram Project Tae Hong Park
14:30-16:10

WS5. Formal and Computational Models in Popular Music. An
Introductory
Tutorial with Pedagogical Demonstrations
Moreno Andreatta
WS5. Formal and Computational Models in Popular Music. An
Introductory
Tutorial with Pedagogical Demonstrations
Moreno Andreatta

16:10-16:40 Coffee break

Wednesday 17 September 2014
ROOM A

ROOM B

Time
D5. Making People Move: Dynamic musical notations, Richard
09:00-09:50 Hoadley

SR2.
a) CeMFI and Earquake: (Epi-)Centers for Experimental Music, Media and

D6. Listening otherwise: playing with sound vibrations,
09:50-10:40 Pascale Criton

Research, Aristotelis Hadjakos
b) University of Helsinki Music Research Laboratory and Electronic Music
Studio - The first 50 years and beyond, Kai Lassfolk
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